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Topology of Dynamic Metadata Exchange  
via a Trusted Third Party 
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Abstract: Federated Identity Management is an effective technology that allows multiple 
organizations to share resources. Deployments of the protocol Security Assertion Markup 
Language (SAML) practically require the pre-exchange of aggregated metadata files, making 
federations to fixed trust boundaries. Dynamic metadata exchange between identity provider and 
service provider via a trusted third party (TTP) overcomes these barriers. In this paper, we contrast 
dynamic metadata exchange with other state-of-the-art approaches and present the topology of the 
dynamic metadata exchange via a TTP. Furthermore, a distributed dynamic metadata exchange is 
proposed, in order to enhance the current protocol and provide a scalable solution for large-scale 
infrastructures. 
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1 Introduction 

Focusing on cognitive scalability, in addition to technical scalability, is key to the 
success of identity management systems. This is one of the seven flaws of identity 
management, discovered by R. Dhamija and L. Dusseault [DD08]. Although on-demand 
and scalability are important requirements, many federated identity management (FIM) 
solutions do not provide these technical aspects. 

A researcher, e.g., works in a specific research field and is part of the associated research 
community. This community, also called virtual organization (VO), provides services, 
which are essential for the work. The researcher's home institution, also called identity 
provider (IDP), is member of a national federation operated by the national research and 
education network (NREN). Other IDPs and service provider (SPs) are part of this 
national federation. As most research and education (R&E) federation, this federation is 
based on the protocol Security Assertion Markup Language (SAML), while commercial 
providers prefer OpenID Connect. Although SAML does not require aggregated, pre-
exchanged metadata files, it is common practice. The metadata contains information 
about the communication endpoints, e.g., Uniformed Resource Locator (URL) and 
certificate information. Therefore, the national federation collects and aggregates the 
metadata of the members and distributes the metadata set to its members. As the national 
federation with most of its members is part of an inter-federation, e.g., eduGAIN, the 
metadata of all participating federations is again aggregated and then distributed. 
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Consequently, services can only be used within these trust boundaries. The VO of the 
researcher consists of members inside and outside the inter-federation. As a result, the 
researcher's VO either needs to participate in the inter-federation as a whole or set-up 
their own virtual federation.  

This example explains the main problems of the current deployments of SAML 
federations in R&E. The coverage of the inter-federation is lacking, while in the same 
time the scalability of the metadata exchange is reduced. The size of the aggregated 
metadata file is growing, as more federations are participating. The size slows down 
hardware, especially older versions or when the aggregated metadata file has 
significantly grown. As many web service are provided on-demand, the relevant 
question is, if the SAML metadata can be exchanged on-demand as well. The following 
chapter contrasts the architecture of a trusted third party (TTP) for dynamic metadata 
exchange with current state of the art and practical approaches. Chapter 3 concentrates 
on the topology of such a TTP and while Chapter 4 extends the core workflow, in order 
to overcome current limitations. Last but not least, this paper concludes with the 
summarized results and further research questions. 

2 Dynamic Metadata Exchange by a Trusted Third Party 

SAML does not specify the aggregation and pre-exchange of metadata, as mentioned 
above. Nevertheless it is current practice to exchange these large metadata files within 
NREN federation. The Swiss federation SwitchAAI was the first NREN federation to 
develop a web service called Resource Registry [Hä06], where entities have to register 
their metadata and update entity information. The national metadata file is aggregated, 
based on all uploaded metadata files. The participants can then download the aggregated 
federational file as well as the eduGAIN inter-federational metadata file, which was 
aggregated by the Metadata Distribution Service (MDS) of GÉANT. Though the web 
service helps entities to manage their information, many manual steps are required and 
the local configuration needs to be updated manually. Furthermore, the metadata 
exchange is not scalable and on-demand. A newer practical solution is the Public 
Endpoint Entities Registry (PEER) by Young et al. [YJ09]. The implementation of 
PEER is called REEP and can be used by any entity, independent of the federation and 
protocol used. Although this approach helps entities participating in several federations, 
the metadata is still aggregated by federations and inter-federations. Another drawback 
are the manual steps, which are required. The approach of a TTP for dynamic metadata 
exchange works as public resource registry, where any entity can register and upload 
their metadata. In order to establish dynamic, on-demand metadata exchange, the TTP 
extends the currently used localization service, formally known as WAYF (Where Are 
You From?). This localization service is used by the SP to localize the user's IDP. The 
user expresses his will to access a specific service at the SP, hence he triggers the 
metadata exchange between IDP and SP, if they do not have a technical trust relationship 
yet established. The localization service then knows both entities and their 
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communication endpoints. These are the required information for on-demand metadata 
exchange, also described in [PMH14c], [PMH14a] and [PMH14b], where the state of the 
art, basic concepts, workflows and database design were explained. As only the 
necessary metadata is exchanged, this effectively avoids performance bottlenecks and 
improves the scalability of the metadata exchange. 

Young submitted an Internet-Draft (I-D) called Metadata Query Protocol [Yo15]. 
Another I-D describes the profile for SAML. The metadata can be retrieved by HTTP 
GET requests, allowing dynamic metadata distribution and therefore this approach 
solves the problem of huge aggregated metadata files. The TTP can re-use the Metadata 
Query Protocol in order to let the IDPs and SPs query the metadata on-demand. The 
metadata is either stored at the TTP or the TTP knows the metadata location at the entity. 
The authenticated user then triggers the metadata exchange by an extended IDP 
discovery workflow. The authentication is necessary, in order to avoid inappropriate 
metadata exchange, e.g., a denial-of-service attack. The user-triggered metadata-
exchange is described in the I-D Dynamic Automated Metadata Exchange (DAME) 
[Pö15]. The I-D does not only specify how the user triggers the metadata exchange, but 
also the integration workflow. As a result, DAME extends the Metadata Query Protocol. 

Federated Attribute Management and Trust Negotiation (FAMTN) by Bhargav-Spantzel 
et al. [BSSB07] assumes that every SP can act as an IDP. Internal users of FAMTN are 
supposed to perform negotiations by exploiting their single sign-on (SSO) ID without 
repeating identity verifications. External users need to declare all their user information 
during the first communication, in order to receive a temporary user ID. The SSO ID is 
exploit during further communication, though the stored information could be a target of 
attacks. It might appear that a SP needs less or more attributes, leading to violations of 
data minimization or further negotiations between the SP and the user. Furthermore, it is 
user unfriendly for externals to state all user information in the beginning. The approach 
Trust Service Provider (TSP) by Jian Jiang et al. [Ji11] requires each entity to register at 
the central TSP service. The TSP brokers the trust of two entities during runtime. The 
metadata is downloaded from the TSP and might be stored in the cache of an entity. If a 
user wants to make use of a service, which is offered by a SP, the SP needs to check his 
local cache, if he has the metadata of the IDP. If this is not the case, the SP sends a 
request to the TSP. The IDP is required to send another request, in order to fetch the 
metadata of the SP. The metadata have version numbers. If the IDP is outside the 
federation, the SP of the home federation of the IDP can be used as an IDP-Proxy for 
indirect authentication. This also means that the SP needs to cache the assertion of the 
home IDP and that each SP needs to run an IDP-Proxy. Additionally, the version number 
is unnecessarily added to the metadata's name. The TTP, in contrast, automates the 
technical integration of new metadata on the SP as well as on the IDP side. In order to 
integrate these information automatically, an extension of existing software is needed. 
The extension of the software can automate the manual steps by the information already 
included into the metadata. This eliminates the manual workload for SP and IDP 
administrators and avoids waiting time for the end users. This is particularly the case as 
the metadata can be exchanged across current federations' boarders. 
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The TTP is basically a central service to store and retrieve SP and IDP metadata on-
demand. The advantages of TTP over the current practical solution and scientific 
approaches are, e.g.: 

 scalable metadata exchange, 

 user triggered, on-demand metadata exchange, 

 based on standard SAML workflows, 

 not involved in authentications and further communication, 

 widen the trust boundaries, and 

 automates manual workflows. 

The proof of concept implementation of the TTP is tailored for SAML, which is the FIM 
standard in research federations, but it could be adapted to other FIM protocols without 
changing the core functionality. In the case of the researcher, this means that, as a 
prerequisite, his IDP and the SPs have registered at the TTP and implemented the 
extension. When the researcher wants to make use of a new service, he is forwarded to 
the discovery service running at the TTP. He chooses his IDP, while he automatically 
triggers the metadata exchange between IDP and SP at the same time. When both have 
configured a fully automated metadata exchange, the metadata is exchanged on-demand 
and directly integrated into the local configuration. This heavily reduces the size of the 
metadata files exchanged and the waiting time for the user, if IDP and SP are not within 
the same trust boundaries. The TTP is designed as a central service, used by SPs and 
IDPs, which extends the discovery service. Although the TTP is designed as a central 
party, it can have different topologies: one global TTP, distributed connected TTPs or 
one TTP per federation. The topology of the TTP is discussed in the following section 
and the focus of this paper. 

3 Topology of the Trusted Third Party 

In order to decide on the topology, the MNM (Munich Network Management) service 
model is introduced. The MNM service model [Ga01] is a generic model for IT service 
management, defining service-related terms, concepts and structuring rules. It allows to 
model specific services for the purpose to analyze needs and demands in regards of an 
appropriate service management. As it is a generic view, it also gives an overview of the 
architecture, which can later onwards be used for further analysis. In order to understand 
and explain the topology, first the basic service model of inter-federated identity 
management (IFIM) and the central TTP is explained. Afterwards, the service view of a 
central TTP is used to discuss the topology. 
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3.1 Basic Service Model 

The basic service model contains the relevant roles and associations. It distinguishes 
between customer side, provider side and the side independent service. The customer 
side consists of the basic roles customer and user, while the role provider is part of the 
provider side. The provider makes the service available to the customer side, whereas 
more details about the service are provided by two different views. 

 
Fig. 1: Basic Service Model for IFIM 

Fig. 1 shows the basic service model of inter-federations. User and Identity Provider are 
part of the customer side. An IDP is normally member of a federation, the identity 
provider federation. Each federation has different tools, like Resource Registry and 
PEER, to manage the federation, which also means different tools for the entities to 
upload and download metadata files. An attribute authority (AA) might be part of the 
identity provider federation. The provider side consists of a service provider, one or 
more service provider federations and their management tools. If the researcher of our 
example is part of the CLARIN community, the SP is member of 15 federations, which 
leads in the worst case to 15 different management tools. Besides the side independent 
service, independent AAs, the inter-federation and its management tool belong to this 
neutral side. 
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Fig. 2: Basic Service Model for TTP 

In contrast to the basic service model for inter-federated identity management (IFIM), 
the service model for the TTP reduces the amount of management tools, as shown in Fig. 
2. The identity provider federation and the service provider federation use the 
management tool of the TTP. Each federation might still run an AA. In case of CLARIN, 
the SP federation of the community joint several federations in order to reach the needed 
coverage. If they use the TTP, joining several federations is obsolete, as the metadata is 
exchanged on-demand between IDP and SP. Federations might still exist out of legal 
requirements, but it is technically not necessary anymore. The TTP is seen as a neutral 
service, as it should be run by a neutral party and it's neutral to IDP and SP. 

3.2 Topology described on Service View 

The service view contains the functionality of the service, i.e., usage for the role user and 
management functionality, which is accessed by the role customer. There are two access 
points, i.e., service access point and customer service management access point, for the 
customer side to access the usage and management functionality. The customer service 
management is a concept of a single management interface between customer side and 
provider side providing a mean to exchange management information. One such 
information associated to each service is a list of quality of service parameters, which 
have to be met by the service. 
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Fig. 3: Service View for TTP 

The service view is customized for identity management by the TTP (Fig. 3). As 
customer service management is relatively unimportant for no-cost web services, it is 
omitted for better overview. Service client, Identity & Access Management (I&AM) as 
well as the customer domain are added. The user accesses a service via a service client, 
which is normally a web browser. The IDP stores user information in a local I&AM. 
These information are accessed by the FIM software of the IDP. Service client, user, IDP 
and I&AM are combined to the customer domain, as they belong to one organization. 
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The service provider on the provider side provides a service implementation, which 
implements a service access point, e.g., a login page, and provides the usage 
functionality. The SP also directs the service management implementation, which 
observes quality of service parameters and realizes the management functionality. The 
SP utilizes the localization service to locate the user's IDP. The TTP uses the localization 
service at the same time to exchange the metadata of IDP and SP on-demand. Therefore, 
the TTP mediates a service agreement. An AA might supply the localization service. 
Both, IDP and SP, use the TTP to manage their data. If IDP or SP belong to a federation, 
it might interact with the TTP to manage its members. 

Depending on the topology of the TTP, the service view for a global scenario might 
differ. Possible topologies for the implemented dynamic metadata exchange are: 

 A global TTP, where all IDPs and SPs need to register. Fig. 3 already shows this 
topology. 

 Isolated TTPs per federation, where each federation or inter-federation runs an own 
TTP. 

 Distributed TTPs, which communicate in order to enable distributed exchange of 
metadata. 

A global TTP can use the DAME protocol to initiate the metadata exchange, while the 
metadata exchange itself is done by the Metadata Query Protocol. Monitoring and 
statistics are easy to manage, as all important data is stored at the global TTP. The 
topology of the global TTP is rather simple, as you can see in the Fig. 3. On the other 
hand, a world-wide federation is an utopia [YJ09]. A world-wide used TTP seems like 
another utopia. It would need a neutral operator and become a bigger target for attacks. 
As the global TTP is used for all users, IDPs, and SPs around the world, lots of data is 
collected, which can be miss-used. User profiles can easily be generated and censorship 
can exclude users, IDPs, and services by the operator of the TTP or a hacker. This can be 
the case, if, e.g., a government of a country wants to exclude another country or the 
government of a country wants to observe their people. Last but not least it is possible 
that the operator of the TTP shuts-down the TTP, stopping all metadata exchanges at 
once. 

The Service Model for isolated TTPs would look similar to a global TTP, besides the 
fact, that many TTPs exist in parallel with closed trust boundaries. Some IDPs and SPs 
might be member of several federations. For isolated TTPs per federation, the same 
positive affects apply as for a global TTP. In contrast, every federation could run a TTP, 
building up the same boundaries as in the current situation, as there are many TTPs in 
parallel with closed trust boundaries. From the point of view of our researcher, he would 
need to use different TTPs for his work. Therefore, his IDP respectively SPs needs to 
register at all the TTPs, where the user's SPs or IDP are registered. As a result the 
dynamic of the metadata exchange is decreasing. 

The Service Model for distributed TTPs consists of several TTPs, though each IDP and 
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SP is only registered at one TTP. The TTPs are communicating with each other. 
Distributed TTPs would need another protocol or an extension of the DAME protocol 
for this communication. At the same time, it would increase the coverage in comparison 
to isolated TTPs as there are no closed trust boundaries. The TTPs run by federations or 
other organizations would communicate and allow the metadata exchange between 
different TTPs. A distributed TTP is a less interesting target for attacks, user profiling, 
and censorship than a global TTP. As the data is distributed between several TTPs, it is 
much harder to collect all the data. Therefore, user profiling is impossible. If, e.g., the 
government of a country wants to exclude another country, it has to convince all 
operators. 

Given that the topology of isolated TTPs is not as scalable as both other approaches and 
the disadvantages of a global TTP, the TTP should be distributed. 

4 Distributed Dynamic Metadata Exchange 

The distributed TTPs can be run by different groups, like federations, projects and 
commercial sectors. Though the operators of the distributed TTPs do not necessarily 
need to cooperate besides running these distributed TTPs, it would be advisable to have 
different inter-organizational processes in place. Inter-organizational security 
management and service management are two examples, which are already explored by 
other approaches. It is essential, that all other distributed TTPs are known, since they 
need to communicate and exchange sensible information. The knowledge about all TTPs 
is considered in the next subsection. Afterwards, the current DAME protocol is 
explained, which is then extended in the following subsection. 

4.1 Metadata Feed 

Discovery services currently use metadata feeds to extract trusted IDPs. The URL of the 
metadata feed, basically the aggregated metadata file, is added to the local configuration 
by the operator. This functionality can be used to build a registrar of TTPs by: 

 having the operators manually adding the URL of the metadata feed all other TTPs 
into the local configuration or 

 implementing an automated registration for all TTPs, which then generates a feed. 
In order to automate the registration, the TTPs need an additional functionality, 
which contacts automatically the TTP registrar. 

As the metadata between IDP and SP is exchanged on-demand via a TTP and then 
automatically added to the local configuration, the automated, dynamic registration is 
chosen. If, e.g., the TTP of the national federation of the researcher, the TTP of his VO, 
and the TTP of another VO (VO2) communicate, the metadata feed would contain these 
three TTPs. All three TTPs register themselves automatically at the registrar, which then 
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generates the metadata feed. The researcher would choose his IDP within his federation, 
while another researcher from VO2 would choose the IDP of his community, when using 
a service of the researcher's VO. The TTP registrar could be DNSSEC. The Domain 
Name System (DNS) is used to resolve the name, i.e., internet protocol (IP) address to 
domain and vice versa. Different DNS server are connected via delegation. DNSSEC is 
used against Cache Poisoning. The DNS entries are signed in order to detect forgery. 
The resolver validates the answer with DNSSEC. Incorrect signed entries cannot be 
resolved and therefore the forgery is detected. TTPs can be registered in such DNSSEC 
servers. At the same time it protected against specific attacks, the connected TTPs are 
queried dynamically, and no central authority has control over all entries. 

4.2 Dynamic Automated Metadata Exchange 

In order to exchange the metadata in a distributed way, the DAME protocol needs to be 
extended. The workflow is currently as follows: 

Step 1: The researcher wants to access a service. Therefore, he requests access. 

Step 2: The SP redirects to the extended discovery service. 

Step 3: The researcher selects his IDP and triggers the core workflow. 

Step 4: The TTP informs the SP about the chosen IDP. The SP sends then an 
authentication request. 

Step 5: The TTP caches the authentication request and sends a new generated 
authentication request to the IDP. 

Step 6: The researcher successfully authenticates at the IDP. 

Step 7: The IDP sends the authentication response to the TTP. 

Step 8: The TTP triggers the metadata exchange. It is recommended that the IDP starts 
integrating the metadata. 

Step 9: Both entities indicate the status of the integration. 

Step 10: When both have successfully integrated the metadata and updated the 
configuration, the cached authentication request is sent to the IDP. 

Step 11: As the user has a valid session, the IDP sends the assertion with the user 
information to the SP and the SP grants access to the user. 

4.3 Distributed Dynamic Automated Metadata Exchange 

For the approach of distributed TTPs, the same workflow is applied, if IDP and SP are 
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registered at the same TTP. If the IDP is registered at TTP1 and the SP is registered at 
TTP2, the same workflow looks as described below. Both entities have one trusted TTP 
they definitely know, therefore it is their communication endpoint. The IDP normally 
communicates with the TTP1, while the SP communicates with the TTP2. The 
distributed TTPs act similar to proxies in this case. The only exception is the metadata 
exchange itself. As the metadata request is, according to the Metadata Query Protocol, 
directly sent to the responder, the TTP with the relevant metadata should trigger the 
exchange. This means that TTP1 triggers the metadata exchange for the IDP's metadata 
and the TTP2 triggers the exchange for the SP's metadata. 

Step 1: The researcher wants to access a service. Therefore, he requests access. 

Step 2: The SP redirects to the extended discovery service of his TTP2. 

Step 3: The researcher selects his IDP and triggers the core workflow. 

Step 4: The TTP2 informs the SP about the chosen IDP. The SP sends then an 
authentication request to TTP2. The authentication request is forwarded to TTP1 by the 
TTP2 by a HTTP Redirect. 

Step 5: Both TTPs cache the authentication request and TTP1 sends a new generated 
authentication request to the IDP. TTP2 sends an internal HTTP Request to TTP1. 

Step 6: The researcher successfully authenticates at the IDP. 

Step 7: The IDP sends the authentication response to the TTP1, which is forwarded to 
TTP2 as internal HTTP Response. 

Step 8: Both TTPs trigger the metadata exchange. TTP1 triggers the metadata exchange 
for the SP, while TTP2 triggers the metadata exchange for the IDP. It is recommended 
that the IDP starts integrating the metadata. 

Step 9: Both entities indicate the status of the integration to the TTP, which triggered the 
metadata exchange. TTP1 sends TTP2 about the status and vice versa. This is done by 
integration request and response messages. 

Step 10: When both have successfully integrated the metadata and updated the 
configuration, the cached authentication request is sent to the IDP by TTP1. TTP1 
forwards the request to the TTP2 by an internal HTTP Request, in order to close the 
metadata exchange, which is answered by an internal HTTP Response with a status 
code. 

Step 11: As the user has a valid session, the IDP sends the assertion with the user 
information to the SP and the SP grants access to the user. 

The SAML HTTP Redirect Binding and HTTP Requests can be used to forward the 
message. HTTP Redirect Binding utilizes the user agent to forward a message. The 
internal HTTP Requests and Responses are suitable for messages without the 
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involvement of the user. As the distributed DAME is, similar to DAME, only used for 
the initial metadata exchange, normal SAML workflows can be applied afterwards. 

5 Conclusion and Outlook 

Distributed TTPs enable dynamic metadata exchange for large-scale infrastructures. The 
approach facilitates the fully automated technical setup for FIM without the boundaries 
of federations. The scalability of the metadata exchange is increased in comparison to 
the pre-exchanged aggregated metadata files. By operating distributed TTPs, the 
federations still can have control over the registered IDPs and SPs, while improving the 
situation of the users at the same time. 

The researcher's IDP is registered at the national TTP1, while the SPs of the VO use 
TTP2. As TTP1 and TTP2 communicate, the metadata is exchanged on-demand between 
the researcher's IDP and a new SP of the VO. When the researcher cooperates with 
another community, which operates TTP3, the same mechanism applies, reducing the 
waiting time for the researcher. 

While a central TTP for dynamic metadata exchange is implemented, deployed and 
tested, the distributed setup still needs to be implemented. The duration of metadata 
exchange with a central TTP took on average 3 seconds during our tests. A comparison 
of the duration of metadata exchange in a central and a distributed environment should 
be done. Distributed TTPs for dynamic metadata exchange is a technical solution for the 
problem of scalable metadata exchange. Nevertheless, a LoA framework needs to be in 
designed, in order to easily compare different LoA schemas and help the entities to 
determine the trust-worthiness of the other entity. As different federations use different 
LoA schemas, the schemas do not necessarily overlap nor does typical LoA standards fit, 
a simple mapping is not always possible. Last but not least, more user-friendly 
approaches, like User Managed Access, should be regarded and applied. 
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