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Foreword
The Innovative Internet Community Systems (I2CS) has grown successfully from a
national German workshop, founded in 2001, to a small but valuable international
conference. The conference alternates between international and German locations,
which are selected by the steering committee. The annual three-day event takes place
around the second half of June. Its name is its mission: to make an innovative
community comprising of scientists, researchers, service providers and vendors. This
year, the community goes north from the German capital towards the polar circle.
The close corporation with the Gesellschaft für Informatik e.V. (GI) to publish the
presented papers as Lecture Notes in Informatics (LNI) proceedings is continued. A
strong peer review by two to three members of the program committee guarantees the
high quality of contributions. The present proceedings are structured in six topics,
covering the selection of the best submitted papers from 2012. Please refer to LNI P-148,
P-165 and P-186 for the previous I2CS proceedings. To receive a copy of a dedicated
volume, please email your request to lni@i2cs-conference.org.

The width of I2CS topics for 2012 spans a unique choice of aspects, bundled into the
three classical areas: “foundations”, “technology”, “applications and socialisation”.
Ambient Assisted Living (AAL) is given a strong focus in this year.
Foundations – Theories, models, algorithms for communities







Distributed algorithms and simulation models
Game theory, graph theory and cost models
Innovative communication protocols
Self organization and self stabilization
Security and privacy protection
Swarm intelligence and collaborative behaviour



Small world models and cloud computing

Technology – Distributed architectures and frameworks








Service oriented architectures and QoS for communities
Peer-to-peer, grid and innovative architectures
Distributed community and middleware in the cloud
Software agents and adaptive systems
Web x.0, Enterprise x.0 and Wikis
Community management in ad-hoc environments
Information retrieval, text processing and ontologies

Applications and socialization – Communities on the move








Mobile Internet applications and user experience
Context and location awareness
eHealth challenges and ambient assisted living
Personalization, social media and search
Social and business aspects of user generated content
Recommender solutions and expert profiles
Domain specific languages for semantic design

Many thanks to the members of the program committee and all the volunteers for their
flexible support during the preparation phase of I2CS 2012.
The 13th I2CS conference, hosted by the FernUniversität in Hagen, will take place in
Iserlohn, Germany from June 19th through 21st, 2013. Please check the permanent
conference URL http://www.i2cs-conference.org/ regularly for more details. Any new
ideas and proposals for the future of the I2CS are welcome to request@i2csconference.org.
With kind regards on behalf of the steering committee and the editors’ board
Darmstadt, June 2012
Gerald Eichler, volume editor in chief
Deutsche Telekom AG, Laboratories, Berlin & Darmstadt, Germany

Preface to the 12th I2CS 2012, Trondheim, Norway
It is a great pleasure for us to welcome all participants of the 12th International
Conference on Innovative Internet Community Systems – I2CS 2012 – to Trondheim. On
behalf of the organizing and program committee, we hope that you will have nice and
unforgettable days in the knowledge and technology capital of Norway, Trondheim.
"Future Requires Interdisciplinarity" is the motto of the 12th I2CS. The selected venue,
the Natural Science Building at the Norwegian University of Science and Technology
(NTNU) in Trondheim, is a modern university building, containing all the facilities
required for both tuition and conferences.
Following the initial concept of keeping the conference small and make it possible for all
participants to get to know each other, we selected 18 full papers for presentation. It is
the culture of I2CS to bring participants together, not only in order to share their latest
results and experiences, but also to get to know and to learn about and of each other.
We will not contribute to the tendency that conferences just serve the purpose of
increasing the authors’ publication count. We offer an inspiring and unique atmosphere
in which everybody will feel comfortable. As the past I2CS events have shown, this
guarantees an excellent platform to lift the community idea. Hence, participants will not
only attend our scientific sessions, but will also spend as much time as possible together
to discuss, share opinions or define projects ideas in brainstorming meetings.
Last, but not least, a well-chosen cultural program around our sessions will give the
participants the possibility to get in contact with both the historical and modern
Trondheim. We are pleased to see that, over the years, many colleagues join our
conference series over and over again, but in the same manner we appreciate and
welcome all people who participate in I2CS for the first time and hope they will remain
in contact with our community. Next year, the I2CS conference will be held in Iserlohn,
Germany, and we hope we meet again there.
Yours I2CS 2012 organizing team

Trondheim, June 2012
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KEYNOTE
Making Money out of Innovative Communities
on the Internet
Tom Arnøy & Per Gunnar Auran
CEO & Senior Data Scientist at Zedge
Ladebekken 17
NO-7041 Trondheim, Norway
tom@zedge.net, pauran@zedge.net
Abstract: Online advertising has been around for more than a decade, and today
most Internet users are familiar with the contextual ad targeting in online search, of
which Google AdWords is a dominant example. The pay per click model (PPC)
introduced by Goto.com (later Overture) in 1998 has been the main revenue model
since Google adopted it in 2002, but the advertising industry is under increasing
pressure to find a better alternative model as the conversion rate for ad clicks to
actual purchase is very low.
There is a huge potential for improving the experience as seen from both,
advertiser, publisher and end user point of view. Enter the cost per install model
where advertising cost is directly tied to the response of potential customers. While
this reduces risk for advertiser spending, it demands precise customer targeting to
create added value for the end user and secure revenue for the publisher.
The authors present a system for content-based targeting where the user behaviour
within Zedge’s massive mobile community is the core signal for segmenting users
into preference groups that are used for targeted advertisements. Large scale
clustering using Hadoop and machine learning is combined to optimize the
performance.
Biography: Tom Arnoy is the CEO and Co-founder of
Zedge. He has been intimately involved in overseeing
product development, strategy and technology in Zedge,
and has since 1998 been involved in multiple Internet and
mobile start-ups.
Tom is a passionate product centric entrepreneur, always
believing that things can change and improve to the better.
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Biography: Dr.-Ing. Per Gunnar Auran received his PhD on
3D sonar imaging and object analysis in 1996 from the
Norwegian University of Science and Technology, and his
MSc on parallel image processing using transputers in 1991
from the Norwegian Institute of Technology, Trondheim. He
has worked with large scale search relevancy since early 2000
and recommendation and personalization systems since 2004
for Fast Search and Transfer AS, Overture and Yahoo! Search.
In 2009 he co-founded a start-up company specializing in
recommender systems whose technology was acquired by
Zedge in 2010 where he now is the Data Analysis team lead.
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INVITED TALK
Urban Traffic System, Computer Networks and
PowerGrids: Different Systems – Same Solutions?
Herwig Unger
FernUniversität in Hagen, Chair of Communication Networks
Universitätsstraße 11
D-58097 Hagen, Germany
herwig.unger@fernuni-hagen.de

Abstract: In the last decade, technical and logistic systems became more and more
specialised, complex and in most cases globally distributed. Already today, it is not
possible to oversee or control them from any centralised instance.
Nevertheless, from the modelling point of view and their mathematical background
those networks seem to have a lot in common. The author gives a comparison of
urban traffic systems, peer-to-peer computer networks and power grids. In a set of
examples will be shown, how an interdisciplinary application of methods and
principles from one system may contribute to the progress of other ones.
Last but not least, it is intended to show that self-organisation will be the key issue
to guarantee the efficient work of those systems in the future. We argue that selforganisation not only come along with structure building but also demonstrate that
a suitable structure building may support the emergence of work division and
cooperation.

Biography: Prof. Dr.-Ing. habil. Herwig Unger
received his PhD with a work on Petri Net
transformation in 1991 from the Technical University of
Ilmenau/Germany and his habilitation with a work on
large distributed systems from the University of
Rostock/Germany in 2000. Since 2006 he is a full
professor at the FernUniversität in Hagen and the head of
the Chair for Communication Networks.
His research interests are in self-organization, adaptive
and learning systems, Internet algorithms and simulation
systems.
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INVITED TALK
Semantic Search – Adaptation of Knowledge Models
Stein L. Tomassen
Program Manager II at Microsoft
Abelsgate 5
NO-7030 Trondheim, Norway
steint@microsoft.com

Abstract: Search applications have for many become part of their daily tools,
empowering the users with easy access to vast amount of information. Despite the
commonality with these tools finding quality information can still be both tedious
and frustrating often involving multiples queries and analysis of extensive amounts
of information. Semantic search is believed to solve many of the shortcomings
found with current search applications, but still not commonly used. Semantic
search has been a research area for a while, yet there are many issues to solve and
improvements to make.
In this talk, the author will present a variety of semantic search systems that focus
on adaptation of knowledge models. The author will present different approaches
for how knowledge models can be enriched or created for a domain and how they
can be used in search to increase the user experience.

Biography: Stein L. Tomassen finalized his PhD in 2011 at
Norwegian University of Science and Technology (NTNU). His
work was titled 'Conceptual Ontology Enrichment for Web
Information Retrieval'. Prior to his PhD he worked three years for
SINTEF ICT where his main focus was on mobile applications in
relation to user context in particular.
In 2012, he started working for Microsoft Development Center
Norway as a Program Manager. His research interests include
semantic technologies, text mining, user context, ontology and
information quality evaluation, in general; and improvement of
information retrieval quality using ontologies, in particular. His
publications include more than 20 articles in international
refereed books, journals, conferences and workshops.
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Sharing Personal Symbolic Locations between Friends –
A Location Service for Small Communities
Jörg Roth
Department of Computer Science
Univ. of Applied Sciences Nuremberg
Kesslerplatz 12
90489 Nuremberg, Germany
Joerg.Roth@Ohm-Hochschule.de

Abstract: In this paper we introduce a novel community service based on personal
symbolic locations. Users can share their location with other people using simple
textual distribution mechanisms without the need of a geographic map display service. Small communities can set up a light-weight infrastructure and do not need to
send private locations to big central service centres.

1 Introduction
People often want to know where their friends or family members currently are. Many
public services such as Google Latitude or facebook support communities if they want to
share their locations. Such services are mainly based on so-called physical positions (i.e.
geographic coordinates) and usually show locations on a geographic map.
People have some difficulties with physical positions. Only few people know their current physical co-ordinate or the co-ordinate of their home. Instead they use terms such as
'at home' to indicate their location. Locations that are described as texts are called symbolic locations. Some community services already support symbolic locations when
users check in e.g. into a restaurant. Such symbolic locations are defined by a global
directory that contains publicly relevant points of interests.
We go into another direction: our approach is based on the idea of personal symbolic
locations which are defined by users and only have a meaning for small communities.
Typical personal symbolic locations are 'home', 'office' or 'shopping'. In contrast to physical locations, they can be distributed and displayed using purely textual mechanisms.

2 Related Work
Location-based services such Google Latitude allow users to track friends. Small icons
represent the friends' locations painted on a background map that is loaded from, e.g.,
17

Google Maps. Users define a bidirectional friend relation and can decide to temporarily
sign off from the service if they want to become 'invisible'. Friends automatically see
updated position without any interaction of the tracked user. A manual 'send my location'
function allows a user to distribute her or his location to any other user (not only friends)
by e.g. email or SMS. The receiver gets an URL that opens a Google Maps view in
which a marker shows the user's position.
Often, social services are combined with so-called check-in services. Places to check in
are, e.g. restaurants, cinemas or public places. Google Latitude uses its social network
Google+; services such as facebook, foursquare or Gowalla follow a similar idea. Users
can automatically check-in based on their precise measured position or can manually
check in via a web-based front end. The latter approach ensures that the user really resides at a certain location. Typical locations are small compared to position measurements errors, thus due to the measurement jitter, a full automatic system may fail. In
addition, GPS fails indoors, but most check-in-locations are indoor locations.
Other projects try to identify symbolic locations from physical positions. In [Ve09] three
major contexts are distinguished: 'home', 'work' and 'on the move'. In [BC+08] visited
locations are stored in a kind of diary. This can by classified later by a Bayesian network
that also takes into account the time of visit. A similar approach follows [LW+06], but it
first maps physical locations to semantic locations with the help of a central geo database. [AS03] presents an approach to geometrically cluster GPS locations of multiple
users to identify interesting locations. Projects such as CybreMinder [DA00], Nexus
[HH+10] or [SH+06] provide a general platform to capture and to distribute location
information. Usually they base on a centralized infrastructure that collects information
and executes the rules to trigger events. ContextPhone [RO+05] primarily provides a
system to plug-in context components on a mobile device. If a platform relies on central
services, privacy issues become more important.
Connecto [BB+08] assigns names to physical locations that can be shared with friends.
Each name still represents a single point in space. In contrast, our personal symbolic
locations represent (potentially large) areas, also cities, city centres or districts. This
difference has implications on privacy issues, as friends only know that users are somewhere inside an area, not the exact position. Privacy can also be achieved by rules that
control how to share locations in groups. In [JH+02] the 'Principle of Minimum Asymmetry' is suggested that is in short: users that provide useful location information to the
group will get the same amount of information back from other users. We do not support
such mechanisms as they are often difficult to manage and to understand by users. Especially, different users have certain roles in communities and often cannot achieve the
required symmetry between receiving and providing data. We strongly believe that our
notion of personal symbolic locations is much easier to understand and allows communities to control privacy issues themselves without 'magic' and potentially intransparent
control mechanisms.
Besides symbolic and physical locations there is a third type to define friends' locations:
the mailing address. Actually, it could be summarized under symbolic locations, as it
also can be transmitted via purely textual channels. Mobile platforms have easy-to-use
18

APIs to get the mailing address from a physical location. The drawbacks: only users that
are close to buildings with a mailing address can be located. Second: often mailing addresses do not have a meaning for other users, thus the recipient again has to use a map
service to locate an address.

3 The Zonezz Location Service
The Zonezz Location Service picks up the idea of personal symbolic locations. It can be
installed on a smart phone (currently an Android phone). It is deployed as app, but
mainly provides a background tasks that runs without any user intervention. It periodically detects the user's current symbolic location that is distributed to community members.
The Zonezz Location Services is based on the Zonezz Core as presented in [Ro11]. The
Core was created to provide a local provider of personal symbolic locations for other
apps that run on the respective smart phone. This is useful, if, e.g. the smart phone's
home screen should change between a Job and Hobby view or if a calendar app should
present job-related dates more intrusively when at work. The original Zonezz Core only
locally communicates with components on the same smart phone. Our new extension,
the Zonezz Location Service now communicates across the network and allows users to
share their current location with other users.
As described in the related work section, the basic idea of sharing locations is realized in
many platforms. However, the Zonezz Location Service has some important differences
to other services:


We use symbolic locations instead of physical positions. The locations are transmitted as text string such as 'job' or 'home' and not as physical location such as
49.465778 North, 11.158749 East.



The symbolic locations are user-defined and not globally unique. Whereas other
platforms map physical to symbolic locations with the help of a central database of
Points of Interests, our symbolic locations are individually defined. Each user defines his own set of locations that are only stored on his smart phone. There is no
central repository of locations at all. Location names may be non-disjoint, e.g. two
users may define a location 'home', but with a different meaning.



We only consider small communities. Each community creates its own distribution
infrastructure that is not shared with other communities. This means, there is no big
central server that holds locations for thousands or millions of people.



We incorporated the notion of trigger events into the concept. Not only to be somewhere is important – to change the location is also important.
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The mobile user has full control over the distributed data and can adjust the published location information in a fine-grained manner. She or he can decide which locations to be presented to other users and which not.

We believe that especially the distribution of user-defined texts provides a significant
benefit compared to existing map-based systems that only share physical locations.
As smart phone platforms do not provide a fully stable environment, there cannot be any
guarantee for location information delivery. Thus, Zonezz is not designed for missioncritical applications, payment or access control. An example for the intended usage is a
family that wants to get overview about each other's locations. Useful events could be:
'Child John enters school at 7:55', 'Dad leaves the office at 17:33', 'Ma enters the city
center at 12:05'.
3.1 The Architecture
Zonezz starts without user intervention whenever the smart phone boots up. It installs
itself as a background service, i.e. it periodically runs its code even though the smart
phone is in stand-by. Usually, after a short configuration, user can 'forget' this program
as it never requests any attention.
It is important that the service does not consume too much CPU power and battery load.
The background task wakes up every 2 minutes to check the location. Zonezz especially
supports the 'network' positioning system that consumes considerably less battery than
GPS. Between the checks, the phone is switched to low power mode. The check as such
does not significantly affect battery lifetime. Note that on typical smart phones a lot of
background services periodically work.
Fig. 1 presents the architecture with the following components:
Position Providers are components of the smart phone operating system that measure the
current physical position. Typical smart phones have a GPS provider and a 'network'
provider which detects the current position with the help of signal strength fingerprints
(of WLANs and Cell phone systems).
A Position State register contains information about the last measurement. State information may be: positioning system error, last fix too old or last measurement is new and
valid.
The component Hit Zones and Delta Zones Computation maps a physical position to
personal symbolic locations called zones (see section 3.2). It geometrically checks if one
or more user-defined zones cover the current physical position. That leads to a set of hit
zones. The delta zones reflect changes of the hit zone set. If we have two hit zone sets
hitn, hitn+1 of consecutive time stamps tn, tn+1, the delta zones contain the two sets
enteredn+1=hitn+1 \ hitn and leftn+1=hitn \ hitn+1.
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Figure 1: Service architecture

Periodically or whenever enteredn+1 or leftn+1 are not empty, the position state and the
sets of hit zones and delta zones are transmitted using the Message Bearers. The bearers
can easily be extended. A bearer has to implement a software interface that requests two
functions: one to send location data and one to open a configuration dialog, to set e.g. the
target address.
The transmission of location information can be done in two ways: textual or raw. Textual means: the transmitted message is human-readable without any further processing.
This requires a mapping of the location information into a readable text such as 'Jörg
enters the office at 8:03'. This is performed on the sending smart phone with the component Text Message Generation. Examples for this usage are emails or SMS messages
that Zonezz can automatically emit. If in contrast the receiver again is a software component (especially our Aggregator, see section 3.3), the bearer uses a raw mode that only
transmits the location data without any additional explainable texts. In raw mode, the
location information is symmetrically encrypted using a community password concatenated with an initialization vector. This provides a basic security.
3.2 Expressing Personal Symbolic Locations with Zones
In [Ro06, Ro08] we already presented the benefits of symbolic locations for communities. In this paper we now endorse personal symbolic locations as a perfect tool to share
locations in small communities such as families or between friends. Each user defines a
set of zones which are two-dimensional circular regions on the Earth's surface with arbitrary center and radius (fig. 2). The zone geometry is only stored on the user's device and
never published. Each zone has an arbitrary zone name that is the only data transmitted
to other users. Usually a user defines zones such as 'home', 'job' or 'office', 'shopping', or
hobby zones such as 'gym'.
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Figure 2: Definition of zones

The model is easy to understand by the mobile user and allows the execution of efficient
algorithms. To define a new zone, a user points on a map and specifies name and radius.
For the radius, there exist discrete values 50m, 100m, 200m,…, 50km. It is important to
note that the map is only required during zone configuration.
One could argue that circles usually do not precisely represent location borders, but more
complex areas such as polygons are difficult to enter and to administrate on a mobile
device. In addition, for circular regions the system can easily suggest new zones based
on a position history (fig. 2 right). The user can query the system for position clusters
that can be added to the zone list.
Another benefit of circular regions: Position measurements are Gaussian distributed
around a real position. Areas that include all position measurements of a certain area
tend to circles anyway, even though the original areas are not circles. Thus, the actual
benefit for more complex geometries would be small.
Every time when a measured position is inside such a zone circle, the corresponding
zone is considered as part of the current location. As zones may overlap, a location is
defined by a set of hit zones. We expect the hit zone with the smallest radius as most
specific for the context, thus the set of hit zones is ordered ascending by their radius.
Crossing the border of a zone is important information, sometimes more meaningful than
the static set of hit zones. If between two consecutive timestamps the delta zones are not
empty, the user changed at least one of his zones. This always means movement. Movement often is more interesting for community members. E.g., to be in the office at a
working day is obvious. But leaving the office at 18:10 is an important information, e.g.
for family members. Here, our concept has a huge advantage compared to services that
are based on physical positions: as physical positions virtually change permanently due
to measurement fluctuations real movement detection is more difficult.
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3.3 Aggregating Personal Symbolic Locations
Transmitting Emails or SMSs is an easy way to send locations and change triggers without any additional processing component. However, if multiple users should be informed, this type of transmission is not suitable. For this scenario a so-called Aggregator
can collect locations of a certain community and serves as a central information point.
The Aggregator performs simple access control, stores the positioning states, hit zones
and delta zones of all community members and emits trigger events. In addition, it creates formatted information pages (e.g. HTML) that reflect the current situation.
From the network point of view, an Aggregator in fact is a server. But compared to, e.g.
a Web server, the aggregator is very light-weight with only 18 kB of Java code. Thus, it
could even run on small or embedded devices such as a router, any PC or on the Infowall
screen (see below). In principle, the Aggregator could also run on a user's smart phone,
but currently, mobile phone networks do not support server sockets on mobile devices.

Figure 3: Distributing locations with the Aggregator

Fig. 3 shows the flow of data. After decrypting incoming messages, all location information (state, hit zones and delta zones) are cached. An Offline Timer detects if the last
received message was too old. As each smart phone periodically sends a message (and
not only in case of a change), the Aggregator can detect devices that are offline. Offline
devices may have no wireless connection or may be completely switched off. In the
current version, the transmission period is 30 minutes and the offline timeout 90 minutes.
Even though the smart phone already computes the delta sets, the Aggregator additionally computes them. This is necessary because messages may be lost due to network
problems and the Aggregator caches may run out of sync.
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Table 1: User states
No
Position
Old
Position
No Zone
Zones
Available
Offline

The user is online but the smart phone cannot measure a position,
because, e.g. no GPS satellites can be received.
The user is online but transmitted zone sets are based on an old position
(older than 10 minutes).
A new position is available, but the hit zone set is empty.
A new position is available that resides at least in one zone.
The last update message is too old. The device is considered as offline.

Table 1 shows the possible user states. Note that No Position and No Zone have a
different meaning. Even though No Position also leads to an empty hit zone set, it
indicates a failure of position measurement, whereas No Zone indicates a properly running system.
3.4 Privacy
The approach provides some means to respect the user's privacy:


Zones are mainly expressed by user-defined strings, thus provide a basic obfuscation. The meaning of the same string (e.g. 'job') is different for different users, thus
cannot easily mapped to geographic positions.



As each community sets up its own Aggregator, there is no big organization that can
access location information of all users. Thus, users do not have to be afraid of large
companies running data mining over all users.



Encrypted communication between smart phones and Aggregator prevents attacks
against the message transfer.



If a special location is too 'private', the user is free not to model it as a zone. As
zones have a certain geometric extent, other user cannot reveal the exact position.

Users can be members of multiple communities and may share different locations with
each community. Let Z be the set of user-defined zones. For each Aggregator A, the user
defines a set ZAZ that indicates all publishable zones. Consistently, the sets hit, entered
and left are mapped to hitA, enteredA and leftA that are published to an Aggregator A:
hitA=hit  ZA, enteredA=entered  ZA and leftA=left  ZA.
As an example: a professor is member of the communities 'family' and 'university'. With
the latter he wants to run a service for students that always indicates, whether he currently is at the university or not. For his family, he sets Zfamily=Z, but for its students, he
only sets Zuniversity={'Office'}. Thus, the aggregator for students is not able to distinguish
any zone outside the university. It is important to note that the filter ZA is executed on the
smart phone, not on the Aggregator. Thus, this mechanism is not vulnerable against
Aggregator attacks.
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4 Presenting Zonezz Locations
We support different tools to present the Aggregator's results (fig. 4).
We first tested to present the locations on our Infowall service (fig. 4 top). The Infowall
screen is a fixed mounted wall screen or a bed table device that displays daily information, e.g. the local weather report, news messages, the message of the day or a calendar
sheet with important dates. It can also display instant messages or reminders for family
members. The screen periodically changes through all available information pages without user interaction.
Our idea was to integrate the Zonezz locations as a separate page inside the Infowall
service (fig. 4 bottom left). The upper half of the page displays the most important (i.e.
smallest) hit zone of each user and the time when the user entered this zone. The lower
half shows the delta messages as a message log.

Figure 4: Different ways to present the location output

The Infowall decides when an information page is not interesting any more. Zonezz
pages are automatically removed when they are not changed for two hours. If a Zonezz
page changes, the Infowall service automatically speaks aloud the last delta message
using Text-to-Speech function. Thus, a user that is in range of the Infowall screen can
hear the most important message without reading the text.
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Mobile users require an additional tool to view Zonezz messages (fig. 4 right). A user
thus can install a home screen widget on the smart phone that presents the information
page.

5 Issues and Open Problems
Even though all described components are fully implemented and run as desired, we had
to face some problems. Here, we describe the two most important ones:
1. Android Background Issues: Android supports periodic background execution and
services that are started at boot time. However, the main goal of Android is to run usual
apps and not background tasks. As a result, the stability of background code is not as
desired. To give some examples:


Network connections are not always established in the background. E.g., if the
phone enters a known WLAN, sometimes it does not automatically connect.



Background tasks are sometimes removed for memory reasons. Even though they
are re-instantiated at the next cycle, sometimes irreproducible null pointers occur.



Some operating system components are not fully error-free. If errors occurred in
usual apps, the user simply would restart the app, but for background services this is
a critical problem as the user does not even notice a problem.



Sometimes the positioning systems do not properly work in background. On some
devices, e.g., GPS is switched off in background.

2. Location Fluctuations: The concept of zones already is robust against positioning
errors. A zone may be large enough to cover imprecise measurements at this location.
However in rare cases, the current measurement jumps too far. We can distinguish two
problems.


Enter fluctuation: the measured location jumps inside another zone that is not the
actual zone.



Leave fluctuation: the measured location jumps outside the current zone.

In both cases, trigger events are emitted that may confuse other users. From the cases
above, the leave fluctuation is more critical. As an example: if my position wrongly
jumps outside my job zone, a delta message 'Jörg leaves the office' will be distributed,
thus friends assume that I leave off work.
We could address fluctuation problems with location filters on the smart phone. E.g. a
zone change has to be stated by multiple measurements before distributed to others. This
however, would delay each trigger event for a certain time.
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6 Conclusion
This approach to share locations in small communities is based on personal symbolic
locations. They can be presented by purely textual mechanisms without the need of a
map service. The underlying light-weight service can even run on small devices. In addition to the current location, we identified the change of locations as important information for community members. We integrated the idea into an information screen that
could e.g. used by a family to know each other's current location.
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Abstract: Elderly’s health is closely related to their level of social activity. Maintaining an active social life contributes to peoples’ ability to live at home longer and
enjoy an active and healthy life. Yet, as age progresses maintaining and expanding a
social network can be challenging. The work presented here demonstrates a design
and implementation of a social network system for elderly, including a recommender
system, which will recommend relevant cultural and social events, and friends and
acquaintances to enjoy these events with.

1

Introduction

The expected development in demographics in the western world, ". . . can be characterized
as a gradual shift from a society with quantitatively dominant younger cohorts to a society
in which the elderly form a solid majority” [Mue07, p. 5]. The current projected scenario
estimates that the median age of the population in the European Union will have risen to
48 years, up from 38.5 in 2005. The ratio between the older and the younger population is
expected to change from 100 people in the working age range 15–65 to 25 people of age
65 and up in 2005 towards 100 younger people to 51 older in 2050.
Gaymu et al. examine issues of care needs of dependent older adults for nine European
countries based on projections for future development until 2030 [GEB07]. They expect
that the proportion in the ageing population requiring professional care will grow slower
than those with at least the potential of being supported by family. These trends will make
the need for children to care for their parents more pronounced. Consolvo et al. classify
caretakers based on the impact that carers allow care giving to have on their own lives: the
drastic life changer will often sacriﬁce career or hobbies, the signiﬁcant contributor will
see a profound impact, but with his own life still in focus, and the peripherally involved
will provide sporadic care [CRS04].
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The ﬁeld ambient assisted living attempts to counter this fast growing need for care personnel by augmenting the living environment with computerised artefact enabling elderly to
live healthy and good life at home. Ambient assisted living applications range from smart
home scenarios (see e.g. [SML+ 09]) to mobile wellness applications (see e.g. [TH07]).
Recently, there has been a growing interest in stimulating social connections.
Living alone and isolated is a common problem among the elderly part of the population,
in particular in the western world [DW96, RP03]. Tackling this isolation and loneliness
among elderly is increasingly being recognised as an important aspect of improving elderly’s wellbeing and health. Loneliness is often associated with being disconnected from
society, lacking social relations, such as ". . . nobody asking for me and nobody to ask
for. . . ", and not being appreciated [HK10].
Preventing social isolation and maintaining elderly’s health and functional capabilities are
critical premises for realising the ageing-at-home vision. While social media can play
a key role in helping people feel connected to the outside world, conventional solutions
are typically not designed to cater for the elderly population. Solutions such as Facebook
or Google+ are designed without the speciﬁc focus that is required when working with
elderly. Thus, only certain types of individuals might beneﬁt from these types of services
[MFM08].
The work presented here describes the development of a personalised mobile social recommender system to help promote active living among elderly, both in a physical and
social sense. The Social Network for Elderly (SNE) system focuses on developing a system speciﬁcally for the elderly population. SNE will inform the elderly about various
events and engage them in joining social activities through smart phones. The system was
designed and implemented as a student project as part of a project course for 4th year
engineering students in the cooperation with the ongoing AAL project co-living1 .
The rest of the paper is organised as follows: Section 2 describes the design and implementation of SNE along with some of the design considerations; Section 3 details the
functional testing, the limited acceptance tests carried out and the preliminary results obtained; Finally, Section 4 ends the paper with a summary, a brief overview of ongoing
testing and and outlook on future work.

2

System Design and Implementation

The SNE system is based on the Service Oriented Architecture (SOA) principle. The
architecture consists of three main parts: the content provider, in this case the municipality;
the end-users, who are primarily using an Android client; and the SNE server (see Figure:
1). The SNE server consists of the content data base, the user data base, the user model,
the social graph and at the core the recommender.
The content provider’s interface is a straight forward web-interface that allows users to add
events along with classiﬁcation information, such as the type of event, when and where,
1 http://www.project-coliving.eu/
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Figure 1: SNE architecture

and price. The content and the user data bases are persistent storages for content and user
information, respectively. These parts are more or less run-of-the-mill implementations
and will not be detailed further. The remaining parts of this section will describe the user
and event modelling, how this is used in the recommender; the social graph and its affect
on the system and the end-user application and interface.

2.1

User and Event Modelling

When choosing a speciﬁc way of modelling users for adaptive systems some considerations as to the nature of the users and system in question are required. The three most
important aspects to consider are: i) if users are homogenous or heterogeneous; ii) whether
users are permanent or not; and iii) if their interests are persistent [Lie95].
When working in domains where users are a homogeneous group it is likely that canonical
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user models are to be preferred. Whilst in domains consisting of heterogeneous users
special user models would be the preferred option. In domains where user are permanent
the system has the option to learn speciﬁc user models over time. Whereas, in domains
with non-permanent users, canonical models are most useful.
In general, systems with homogeneous and non-permanent users will use very limited
and standardised user models. Compared to systems with heterogeneous and permanent
users, where very personalised user models will be used. Systems like SNE will typically
contain permanent and heterogeneous users; one can also assume that users’ interests are
persistent. Thus, the option of learning user models exist. However, boot strapping recommender systems with new items and/or new users is a well known problem even in these
types of domains. Not having sufﬁcient information is know as the cold start problem.
The cold start problem can, to a certain degree, be mitigated by employing user models.
Yet, building these models require sufﬁcient knowledge about the speciﬁc users. Acquiring this knowledge suffers from the knowledge bottleneck problem. That is, it is time
consuming (for the user) and not necessarily easily accessible.
The work presented here uses stereotype modelling, in the tradition of Rich [Ric83], to
mitigate both the cold start and the knowledge bottleneck problem. Using stereotypes is
a quick and efﬁcient way of building user models. A stereotype contains characteristics
about a user that ﬁts particular stereotypes. The main advantages of using stereotypes are
that they are easy to build and quick to use (mitigating the bottleneck problem).
Stereotypes contain information about stereotypical characteristics, which are known as
facets. A facet will traditionally be represented by a value ranging from -5 to 5. Further,
each facet has a certainty assigned to it, ranging from 0 to 1000. The rating gives an
estimate on how certain the system is about the value assigned. Thus, a high facet value
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tells us that the users is very interested in the particular facets, while a high certainty rating
tells us that we are very certain of the rating.
Stereotypes are organised as a directed acyclic graph (DAG), where the root node, anyperson, contains all the facets with average values, and more descriptive values for the
facets are given for the more specialist stereotypes. When a user ﬁrst registers to SNE, a
series of questions are asked that will match the user to a set of stereotypes. Whenever
possible the most speciﬁc stereotype will be chosen. The sum of matched stereotypes is
know as the user synopsis. This model is fed into the recommender whenever a recommendation is required, and based on the result of the recommendation the user synopsis
can be adapted over time to the user’s own idiosyncrasies.
Events are tagged with facets that correspond to the ones used in the user model. These
tags are also ordered in a DAG, or more speciﬁcally a taxonomy. Figure 2 gives an example
of the facets related to physical activity. As depicted, dancing and walking are both types
of physical activity; and Polka and Tango are both types of dances.
The speciﬁc user’s model describes, by giving a value to, the relationship between the
facets ascribed to the user and the tags available to the system. Using these values the
recommender is capable of estimate the ﬁt between a speciﬁc user and a speciﬁc event.

2.2

Social Graph

The main purpose of the SNE system is not to be yet another event recommender, rather
to recommend not only events that are to the user’s liking but also people to attend these
events with. Thereby (hopefully) increase sociability of the elderly users. The social graph
follows much the same approach as the one by e.g. Facebook2 .
The users are organised in the graph (see Figure 3 for an example) and when recommending events to a user the system can traverse the graph in several dimensions. For an example, ﬁnding other users in user’s neighbourhood, in the graph or physically, who has similar
preferences and suggesting that these two participates in an event together. Alternatively,
suggesting users with similar preferences, but outside the user’s graph neighbourhood to
expand the user’s social network.

2.3

Recommender

Recommender systems are designed to help users cope with vast amounts of information,
and they do so by presenting only a certain subset of items that is believed to be relevant
for the user. Traditionally, these systems recommend items like books (amazon.com) or
ﬁlms (movielens.com), but may just as well recommend events relevant to users.
Recommender systems are usually grouped into two categories: Content-based systems
and collaborative ﬁltering. Content-based systems make recommendations based on a
2 It

could actually be preferable to use Facebook as the supplier of the graph in future incarnations
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user preference model that combines the user’s ratings with, e.g., content information
and structured descriptions of events. On the other hand, collaborative ﬁltering uses the
"ratings" of like-minded users to make recommendations for the user in question. Ratings
can be explicit (e.g., a number of stars given to an event), or implicit (e.g., the amount of
time attended an event that was recommended).
Over the last decade recommender systems based on collaborative ﬁltering have enjoyed a
great deal of interest. Collaborative ﬁltering systems are often characterised as either being
model-based or memory-based [BHK98], although hybrid systems have also been developed [PHLG00]. Roughly speaking, memory-based algorithms use the whole database of
user ratings and rely on a distance function to measure user similarity. On the other hand,
model-based algorithms learn a model for user preferences, which is subsequently used to
predict a user’s rating for a particular item that he or she has not seen before.
The work presented here approaches the idea of recommending events through a content
and model-based approach. Currently the recommender calculates the distance between a
user’s preferences and the corresponding tags. The collaborative ﬁltering algorithm starts
by calculating the ÓPrefValueÓ for each tag, and then traverses the graph from the bottom,
since the bottom-most tags are estimated to describe the event best. The ÓPrefValueÓ of
the bottom-most tags are multiplied by a factor of 1.0, then their parents 0.5, and grandparents 0.25. Then all these values are added together for a combined preference value,
if there are multiple paths of tags in the graph, then the combined preference value is the
mean of these paths.
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Figure 4: Initial user interface

2.4

End-user Interface and Universal Design

When designing applications for elderly or people with disabilities, the rules of universal
design must be adhered to. Universal design is a set of concepts and ideas to use when
designing (universally) accessible solutions. The term universal design was coined by
Ronald L. Mace3 . Selwyn Glodsmith pioneered the concept of free access for disabled
people [Gol97, Gol00].
In the context of computer systems, universal design is used to ensure that web-pages are
accessible and usable for all people, regardless of life situation, abilities or disabilities,
age and education. Disabilities might include impaired vision, light sensitivity, physically
being unable to handle equipment of certain kinds or learning difﬁculties. Since June
2011 all new IT solutions for the public in Norway has to comply with universal design
standards. The most important reference for this work in the Web Content Accessibility
Guidelines (WCAG) from W3C [CCRC08].
The implementation of SNE conforms with the main principles of WCAG:
Perceivable Information and user interface components must be presentable to users in
ways they can perceive.
Operable Information and the operations of the user interface must be understandable.
Robust The content must be robust enough to be interpreted reliably by a wide variety of
user agents and assistance tools.
The user interface on the Android device is designed and implemented following the universal design philosophy. This means that there are large buttons, large font sizes and good
3 http://www.udinstitute.org/
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Figure 5: Android interface for speciﬁc event

colour contrast to improve the usability for the end users. Further, the system also has a
clean and simple layout, which the elderly users are able to handle. Figure 4 shows the
initial user interface on an Android device. The buttons lists ﬁve categories of events that
the user can choose from.

3

Testing and Results

Testing of the SNE system has been done, and indeed is being done, continuously. Testing
can be divided into two main parts: veriﬁcation, the code actually works the way it is
supposed to do; and validation, the program actually fulﬁls the requirements. The SNE
system was designed, implemented and tested during the autumn of 2011. The process
was carried out through nine sprints following the Scrum approach.
The veriﬁcation tests covered 20 different test cases relating to the components for the
content providers and end-users, as well as functionality testing of the databases. With
respect to the validation testing, the user interface and functionality was tested by two
employes at the municipality and two elderly subject.
For the municipality, the test persons were satisﬁed with the system and it lived up to the
requirements put on it. The system was fairly simple and easy to use, something that they
liked. They suggested some additional features like the ability to add groups of people
with companion and have a printable version of the list of participants.
The end-users appeared to have a bit more technical knowledge that what could be ex-
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pected on average. One of the users were quite happy with the system, whereas the other
one was sceptical; he thought that elderly would rather call their friends than having the
system do it for them. In general, the idea of social graphs and not having total control of
friends appeared to be a bit intimidating. The result of the graphical user interface testing
was that some of the layout should be changed. It was mostly a problem with the buttons name and layout, that made some choices not seem intuitive (Figure 5 shows the user
interface as it looks after the initial testing).

4

Summary and further work

This is work in progress. So far the SNE system has been implemented in a working
prototype. Functional veriﬁcation of the core functionality has been carried out. Initial
validation has also been carried out on a limited number of persons. Parts of the SNE
system has been implemented in the Co-living system.
There are currently some limitations compared to the original envisioned functionality,
The social graph has rather a limited functionality. Currently the recommender does not
offer social recommendations. This is currently under implementation.
As part of the ongoing Co-living project, long term and extensive test and validation is
currently being carried out. We are currently recruiting and training end-users in the municipality of Trondheim.
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Abstract: With a rapidly increasing elderly population, keeping elderly healthy is
more important than ever. Physical and social activity is closely related to people’s
well-being. This paper describes some of the challenges faced when activating elderly
people in an organised fashion. We propose a Virtual Collaborative Social Living
Community for Elderly; utilising friends, family and care-professionals connected to
the elderly in achieving this goal. Challenges related to this work in progress is then
presented. The paper presents experiences made in an ongoing development and deployment of a socio-technical system.

1

Introduction

The western world is scrambling to prepare for a rapidly increasing average age. Without
changing the way we care for our ageing population, more and more of our workforce
will need to work within the caregiver profession. This will have a dramatic effect on
the output of the western economies. As the western governments realise this they seek
technological and social solutions to this situation.
Researches show that people that have larger social networks (and social supports) and
are better integrated into the social ﬁbre of their communities have longer life expectancy.
[AA07]
In this paper we will present some of the challenges that are present themselves when
developing systems designed to activate elderly. The work presented in this paper is part
of the Co-LIVING EU project1 . The main objective of this project is as follows:
The development of an ICT-based Virtual Collaborative Social Living Community for Elderly (Co-LIVING) people, aiming to stimulate and prolong their independent and active
living in an outward environment through an advancement in elderly people social interaction, contributing thus positively to their wellbeing.
The main goal of the Co-LIVING project is to improve the health and quality of life of
the elderly using the system, and as a consequence, lengthen the amount of time they can
1 http://www.project-coliving.eu/
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live in their own home. The way we want to achieve this goal is by activating the user and
creating a social network around the user that can support him/her in the daily tasks.
The following lists the subgoals of the Co-LIVING project:
• In Co-LIVING, innovation emerges not only from the area of new technologies but
also from the development and support of an innovative elderly social practiceoriented community model.
• Design and develop the Co-LIVING solution by scaling up the successfully developed and piloted IST FP6 mPower[MHF09] open source platform and make it
applicable to the ﬁeld of elderly social interaction context.
• Develop and integrate in the mPower platform the Co-LIVING ICT based services.
• Operation and evaluation of two pilots in Netherlands and Norway.

2

Related Work

Previous EU projects that have worked within this domain; PERSONA[Per],
NETCARITY[Net], SOPRANO[Sop], MonAMI[Mon], Companiable[Com], OASIS[Oas]
and SMILING[SMI] projects targeting in-house “independent” living.
The Co-LIVING solution uses and scales up the successfully developed IST FP6 mPower
open source middleware platform. mPower is an open platform to simplify and speed up
the process of developing services for elderly and people with cognitive disabilities. This
platform provides reusable, ﬂexible and interoperable service speciﬁcations and implementations.
The overall architecture of mPower is an adaptation of the layered model speciﬁed in
the IBM SOA Reference Architecture[Ars04]. As depicted in Figure 2, the mPower architecture consists of ﬁve main layers and three sidecars. Each layer comprises a set of
components that conform to speciﬁc rules and requirements [Gam95]. This enables us to
easier adapt mPower’s services to the Co-LIVING project. [FOC+ 11]
Existing mPower services will be integrated with SoCo-net and the ICT-based services and
will be used for the development of new, speciﬁc parts of the virtual community network.
Co-LIVING will expand mPower to offer services in the social domain.

3

Method

For the development of an innovative elderly social practice oriented community model,
two communities of end-users participates in the design and evaluation of Co-LIVING
through workshops and pilots. Co-LIVING is not only centred on the design and development around the elderly’s needs but it includes the elderly in the process to identify their
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Figure 1: The mPower layer model [FOC+ 11]

wishes and needs in terms of what factors, relationships and communication issues are
meaningful and generate the greatest impact on their social life.
The two end-users communities are:
ORBIS Hoogstaete
Hoogstaete is a unique integrated living village concept in Sittard, the Netherlands. The
Orbis medical and healthcare group has developed an integrated neighbourhood where
sheltered housing, care, wellness, leisure and education services are provided in an integrated fashion. The complex, around the Highveld Park, aims to encourage the cooperation
within the district and integrate young and old communities together to stimulate an active
live of the latter. Caregivers and elderly people who live in these facilities (with different
ICT skills levels) are involved in the design and testing of Co-LIVING in order to create a
system that is fully adapted to the real needs of an elderly community.
Trondheim Kommune
On the other hand, Trondheim represents the physical neighbourhood trial. Trondheim
is the third largest Norwegian municipality with a population of 176,348 inhabitants. A
wide range of services are offered by the municipality in the health sector. One of these
initiatives is the Service Centre for Seniors established in 2003 to ”enable seniors to improve/maintain their functionality level (social and physical) so that they can live an independent life as long as possible”. The Services Centre for Seniors is used for the Norway
pilot. Elderly (with different ICT skills levels) and workers of the health system are part
of the testbeds.
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3.1

Trial Structure

The formal interaction between the system development and the trial subjects is structured
into several (at least three) development cycles and their subsequent trials. Before the ﬁrst
development cycle, the project conducted a pre-trial that identiﬁed the needs and wishes
of the users that had signed up for the trials.
A ﬁrst version of the Co-LIVING system has already been tested with a sample of real
end-users involving elderly and caregivers. The feedback from these trials will be used for
the redesign and improvement of the Co-LIVING architecture and services in the second
phase of the project.

4

Results

Based on the the input we received in the pre-trials (see section 3.1.) the system is designed
to activate the user in two ways:
• By reminding the user about interesting (determined by previous history and the
social network) events and asking the user if he or she has been active today.
• By drawing more directly on the social network; if your friend is planning to attend
an event (or taking a walk) the system will facilitate your partaking in the event.
There are several challenges related to setting up a Virtual Collaborative Social Living
Community for Elderly.
• Motivating the elderly to be active.
• Getting the elderly to use the system.
• Create usable and easy-to-use interface adapted to the needs of the elderly.
Mobile wellness applications can motivate people to exercise more because of their ubiquitous presence and suitable technological possibilities. Wellness applications utilise several factors that can increase physical activity levels of users, e.g., data tracking, social
sharing and playfulness. [AH10]
The Co-LIVING solution is a collaborative and social platform for the elderly that fosters
the community life and encourages them to interact socially and participate in outward
activities. Co-LIVING takes into account that the networks of an aged person consist of
people of different ages (young and old) and roles (relatives, friends, neighbours, care
professionals, etc.).
Co-LIVING is based on an innovative Social Community network (SoCo-net), an elderly
centric web based network that manages and constitutes social care teams around the elderly in order to provide them with personalised care considering that these groups are:
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Figure 2: A screenshot of the Co-LIVING system, displaying a list of possible activities to the user

• Virtual, they assist and provide care to the elderly without being together physically.
• Dynamic, the teams are dynamically adjusted, due to availability, preferences and
status of the users.
• Collaborative, as combining different people together as needed and combine their
knowledge to provide effective care.
Detecting changes in the behaviour of the elderly is a key factor to anticipate their physical and psychological deterioration and take proactive actions to prolong their active life.
SoCo-net is provided with adaptive user proﬁling techniques and intelligent adaptive interfaces to detect these changes and update user’s proﬁle consequently. These adaptive
mechanisms make use of user’s context and user’s behaviour data to identify deviations
in elderly’s daily activities as they age (Behaviour Analysis component). The Behaviour
Analysis component will adapt, based on historical data, the elderly’s proﬁle (preferences,
capabilities) to provide appropriate services for the current user’s status. This compo-
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Figure 3: Virtual Care Teams build around the elderly

nent will suggest and motivate elderly to participate and maintain an active social life if a
deterioration of their social participation is detected.

Figure 4: SoCo-net can be thought of as three different components; Social Community Management
Component, Behaviour Analysis Component and Education and Feeeback Component.

SoCo-net will also detect behaviour patterns regarding the use of the Co-LIVING system
and it will try to stimulate elderly to use it in order to maintain an active social life. SoConet is provided with intelligent decision making techniques on user’s context and historical
data and intelligent explanation generation systems to train and maintain the interest of the
users (Education and Feedback component). The Education and Feedback component will
encourage the elderly to make use of the Co-LIVING system if a decrease of the activity
is detected and assist them in the use of services, adapting the interfaces to their current
needs.
Co-LIVING aims at the development of different ICT-based services, which will make use
of the virtual social care team management and organisation tool provided by SoCo-net,
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to stimulate the elderly to maintain an independent and active life for longer. The CoLIVING ICT-based services address the three main areas of the elderly social interaction
context:
• Care & Wellness
The physical activity service investigates how information on the individual’s actual
physical and psychological status can be optimally combined to deﬁne a challenging yet realistic physical activity schedule. Instead of adapting the physical activity
schedule only based on the physical status or progress in performance, the person’s
psychological status is also included. For example when the person gets less motivated, the system may invite the user to select and do other exercises (targeted
towards the same physical goal), or to slightly increase (or decrease) the intensity or
duration of the exercises.
The group leisure activities service uses SoCo-net to create groups to share activities with the elderly, by taking into consideration the members’ preferences and
capabilities. The elderly creates an invitation for a speciﬁc activity and shares it
with the members of his/her Social Community Network.
The competence/knowledge/skills exchange service allows the elderly to register
his/her expertise in the system and other members of the Social Community Network can make requests for support.
• Guidance
Daily tasks assistance provide to the elderly direction indications, explanations on
how to perform different tasks, or even instructions on how to call for human assistance by making use of SoCo-net.
Cognitive failure assistance provides memory help reminders i.e., accessories such
as stick, eye-glasses, medication, planned activities or appointments, directions indications to a place, etc. The services are designed not to be a blind guide, providing
all the instructions, but rather as assistance with increasing levels of social elderly
care provision.
• Mobility Monitoring
Services for the early detection of limitations are based both on wireless sensors
providing real time monitoring of mobility and activity of the elderly, like GPS and
accelerometer sensors and on physical status information entered through developed
questionnaires. All information is analysed and services are developed as regards the
provision of care to the elderly by providing direct feedback to him or by informing
his care givers. Additionally localisation based monitoring services not only identify the position of the user in real time, but also obtain and correlate information
regarding the surrounding environment of the user.
Services for Daily activity follow up enable the elderly to set up his daily schedule
with various activities. The time, place and group members that may be involved in
each activity are deﬁned. The daily timetable is transmitted to the group member
that is responsible for the follow up of the activities. At any time during the day the
group member may contact the elderly and enquire variations in the schedule (i.e.,
delay or absence from a meeting).
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Figure 5: Co-LIVING Architecture

5

Conclusions and Future Work

In section 2 we listed challenges relating to activating elderly. We proposed that several
of these challenges could be addressed through an ICT-based Virtual Collaborative Social
Living Community (Co-LIVING).
Trials have tested the positive outcome of Co-LIVING in terms of the increase of the
socialisation of the elderly and Co-LIVING consortium keeps on working in the development of the different components to reach a complete solution that will foster an active
life through the networks with friends, family and care-professionals that older people
maintain.
As mentioned in section 3, Co-LIVING is currently in the ﬁrst of three planned stages of
iterative development. The feedback we received during the development and testing in
this ﬁrst phase will be included when entering the next stage.
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Abstract: With the constant increase in smartphone sales, integrated sensors and map
navigation have now become available to the average user. This allows for mobile
applications to use context-awareness to provide more relevant information. An interesting use-case for such applications is a route information system for buses.
The paper describes an application which interfaces over a mobile phone to BusTUC, a natural language-based reasoning-system for bus routes in Trondheim. By
combining user context, BusTUC reasoning and real-time data from the bus service
provider, the user-interaction is simpliﬁed, compared to a standard information system. We discuss issues on supporting context-awareness and real-time information in
this system, comparing it to other available route information systems. Feedback from
beta-testers indicates that the application suits the needs of typical bus travellers well.

1

Introduction

Smartphones today are pervasive and personal: they are everywhere, almost always turned
on, and customised to each user. Hence smartphones are well suited for context-aware
applications [ROPT05], and indeed context-awareness is at the core of location-aware
computing [HSK]. Location-aware systems utilise information about the user’s location,
through location-sensing technology such as GPS or Wi-Fi, or by short range transmission
technology (e.g., Radio Frequency Identiﬁcation, RFID). An example of RFID usage in a
context-aware application is to place tags in doorways, to track passing people.
Context-awareness can be utilised in several types of applications. For example, the tour
guide for the Nidaros Cathedral, implemented in the context-aware Nidaros Framework
[WSB+ 05] can use location information to display zones and nearby objects. The domain
of route guidance is particularly well suited for context-awareness: the systems can, e.g.,
monitor the user’s behaviour through sensor input, and use this data to provide route suggestions or other information. With the recent progress in smartphone technology, several
route guidance applications have become available. Here, we present TABuss, an intelligent application developed to explore new possibilities and to utilise more smartphone
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capabilities, within the bus route information domain. To this end, some important design
decisions will be discussed, in particular which speciﬁc smartphone capabilities are most
relevant to the users in this type of setting, how the user interface best should be designed,
and whether developing for one particular type of phone using native code is the optimal
choice or if cross-platform development through a web application is a better option.
TABuss is based on BusTUC [Amb00], a natural-language query system which became
publicly available to the inhabitants of Trondheim in 1998, supporting them in getting
information on the time tables of “Trondheim Traﬁkkselskap”, the city’s bus company as
the time. BusTUC was commercialised by LingIT AS in 2001, and approximately one
million queries have been posed to the system every year since then. Now hosted by the
current public transportation provider in Trondheim, AtB (www.atb.no), BusTUC can be
accessed both through the web and a Short Message Service (SMS).
The main topic of the paper is context-awareness as implemented in TABuss. The system
also incorporates real-time capabilities by providing information on the actual arrival times
of all buses. Queries are sent using a SOAP1 interface to a server hosted by AtB. The only
necessary input parameter is a bus stop’s real-time ID which can be retrieved from the
same server as a list mapping each bus stop ID to a real-time ID. AtB updates this list from
time to time, so an updated list is necessary in order to query the correct real-time data.
The rest of the paper is laid out as follows: Section 2 discusses the concept of context
awareness, and its application within a bus route information system. Section 3 describes
some other relevant systems. Section 4 moves on to the design decisions taken in the
TABuss application, including the tradeoff between native and web-based applications,
while Section 5 details the actual TABuss application. Section 6 reports the results of system testing and initial user feedback. Finally, Section 7 further discusses the experiences
of the development of TABuss and suggests ways in which the work could be extended.

2

Context Awareness

To describe and implement a context-aware bus route information system, the concepts
context and context-awareness will be used quite speciﬁcally: context only uses location
information, while context-awareness introduces time and destination as additional factors.
Several researchers have deﬁned context and context-awareness. Pascoe (1998) deﬁned
context as “a subset of physical and conceptual states of interest to a particular entity”
(e.g., a person), where the importance of the involved states has to be determined [Pas98].
Schilit and Theimer (1994) introduced three factors necessary to deﬁne context: location,
descriptions of people in the immediate surroundings, and objects (with the changes these
objects go through) [ST94]. Ryan et al. (1997) added time as a factor, deﬁning context as the user’s location, environment, identity, and time. They generalised context by
including a number of physical and logical attributes, assumed to affect the user’s environment [RPM98]. Dey and Abowd (1999) gave an even more general deﬁnition of context.
1 http://www.w3.org/TR/soap/
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Rather than enumerating a list of factors needed to be matched, they wrote: “context is
any information that can be used to characterise the situation of an entity. An entity is a
person, place or object that is considered relevant to the interaction between a user and
an application, including the user and application themselves” [DA99]. This deﬁnition
simpliﬁes declaring functionalities and theories as context. If any piece of information can
describe or help the user at a given time, it can be called context.
Dey and Abowd’s deﬁnition will be adopted here, partially since it is the most general,
stating that a factor or an entity is a part of the context, as long as it concerns the user. It
also allows for context to be either implicit or explicit. This means that context information
both can be provided by the user and automatically detected by the system. Dey and
Abowd further deﬁne context-awareness as the system’s responses to changed context,
without having to determine whether the system should initiate an action automatically or
not. For example, the system should not automatically start downloading the real-time data
for one or more bus stops, only because the user has changed his/her location. However,
in an intelligent application, it is still an advantage to have the option to do so.
Pascoe’s deﬁnition cannot be used here, because of its lack of modularity. If adding additional factors to determine context, the individual importance of the factors would have to
be determined. This is difﬁcult, as situations change (what is rated as an important factor
in one setting, might be less important in another). The deﬁnition by Schilit and Theimer
as well as the one by Ryan et al. would also — considering the limited and changing
factors — not be adaptable to our purposes.
As mentioned above, the concepts of context and context-awareness are used in speciﬁc
ways in a bus route information system. Context is used during the general location tracking of the user, which triggers the loading of nearby bus stops. This happens dynamically
as the user moves and can be seen on the map while moving. Clickable Bus stop icons
are added or removed as the user changes his/her location. This is an example of implicit
context: the user does not provide the location information manually (the location is automatically detected and tracked by the system). However, location technology, such as
GPS, Wi-Fi or 3G must be enabled on the phone. Context-awareness in TABuss, which
uses more factors (e.g., time and day), is described in Section 5.1.

3

Related Work

Several intelligent route information systems include natural language interfaces. The
Let’s go system [RLBE03] uses speech from phone calls as input, and returns route information. The system was developed for “elderly and non-native English speakers”,
providing information for the city of Pittsburgh. Speech is recognised by comparison
and retrieval of the closest match, with the emphasis on creation of a grammar model for
spoken language, and on including an overall generality regarding different structuring of
sentences with the same meaning. Several challenges with speech processing and route information were identiﬁed, with the main challenge being that different users use different
phrases, when referring to bus stops or places.
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TravelMan was developed for the city of Tampere, Finland [THK+ 07]. The input consists
of locations or addresses, provided to the system as text or speech. The user can also set
personal preferences, such as exclusion of speciﬁc transportation options, as TravelMan
covers metro and tram in addition to bus transportation. Guidance functionality for visually impaired users was implemented, to provide what was referred to as “an unbroken trip
chain”. That is, a successful trip should be complete with full system guidance. An interesting feature in TravelMan is the use of context and user location. The real-time guidance
relies on location information, which can also be used to infer departure addresses.
Access to real-time bus information has previously been addressed in, e.g., the MyBus
system [MD], which predicted real-time arrival of buses based on historical data, the bus
schedule and a prediction algorithm. The algorithm produced estimates, where trafﬁc and
passenger information was used as noise, affecting the original schedule. A mobile version
of the system, Mobile MyBus [MD01] used WAP communication. MyBus gave users realtime information based on input consisting of destination and a route number. Both inputs
were provided as digits, since devices at the time did not have input mechanisms similar to
a computer keyboard. The functionality can be compared to retrieving a real-time ID for
a bus stop in TABuss, before sending a SOAP-request to fetch the real-time data. Today,
buses have GPS-trackers on-board, where location information is continuously transmitted
to a server. Such real-time data is updated at speciﬁc time intervals and is fairly accurate.
The real-time service was introduced in Trondheim by AtB early in 2011.
OneBusAway focuses on context awareness in addition to the use of real-time data. OneBusAway uses the location of the user to automatically display the closest bus stops on
a map, similar to TABuss. Context aware functionality has proven to be useful through
user testing, where 93% of the existing users of OneBusAway reported that more concise
information was provided [FWB10]. What distinguishes TABuss from OneBusAway is
that the main query functionality in TABuss only needs the user’s destination as input.
OneBusAway needs to know both the departure stop and which route to select in order to
reach the planned destination.
There are also several smartphone applications developed for bus transportation in Trondheim, many of which use the BusTUC oracle service. All these applications have been
downloaded by several users, indicating that they have attractive functionality. For our
project, it was important to investigate what has to be done to move the concept of a
bus route information application to a higher level. We also compare the different levels of artiﬁcial intelligence in the given apps. Two of the existing solutions are close to
what we want to make: Alf’s ByBuss and Bartebuss. They both use BusTUC, maps and
the real-time functionality. Bartebuss2 is developed in HTML5 and uses the BusBuddy3
API(Application Programming Interface). Bartebuss has the option to store favourites,
it can ﬁnd near-by bus stops or search for speciﬁc bus stops, and it can use BusTUC and
show maps on the phone. The use of HTML5 makes the map less responsive than in native
applications. The user interface, on the other hand, is intuitive and easy to navigate, but it
might provide too many choices to the user. Alf’s ByBuss4 is a native Android application
2 http://bartebuss.no/om

3 http://busbuddy.norrs.no/

4 http://bybuss.alfsimen.com
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that also uses the BusBuddy API. Alf’s ByBuss appears more responsive than Bartebuss
during map navigation, but the user interface is not as polished.

4

Developing Native Applications vs. Web Applications

When developing for mobile platforms, there are several technology decisions to be made.
An important choice is whether to develop native applications or web applications. Native
development has been the main choice for platforms such as Android and iOS, as earlier
versions of HTML did not provide enough framework possibilities. Lately a new option
has emerged, with the release of HTML5. Applications written in HTML5 and JavaScript
have now become the new competitors to the native applications.
The basic deﬁnition of a web application is: “having no ties to a speciﬁc operating system
or device”. Web applications do not rely on any platform-speciﬁc API or SDK(Software
Development Kit). The user interface can be designed to resemble native applications,
but the web applications can be deployed on all major platforms. Web applications can
consist of web code only, or they can be hybrids with both HTML and native code. A
hybrid application runs the web code in addition to some parts implemented in native
code. The native parts can be just simple parts of the user interface, or large amount of
back-end code. A user interface written for the web is different from a native one in that
the rendering will be done in a web browser instead of by a native graphic component on
a speciﬁc device.
Native applications are developed using platform-speciﬁc SDKs and have (through the underlying operating system) direct access to the device’s hardware. The main disadvantage
with native development is that the applications are not directly portable to other platforms.
Although web applications can perform many of the same functions as native applications, the end result is not always as satisfying. Web applications (as of today) perform
slower than native applications, and large background computing is not supported by build
systems such as PhoneGap5 which maps web code to native code. Still, it is debatable how
many applications actually need the most optimised performance to function properly.
Hardware access has been a problem for early web applications, as the possibilities were
limited compared to native code. Today, with libraries that give access to components
such as GPS, camera and compass, the limitations are less visible. However, some are still
noticeable, e.g., when using maps in iOS. Then, the rendering speed is similar to native
code, while on Android the performance is slower.
Both web applications and native applications have advantages and disadvantages, so the
choice depends on the complete context. TABuss is developed as a native application
(for Android), since native applications are ideal for research within mobile development:
The end goal for research is seldom mass distribution, but proof-of-concept. This can be
realised by having the newest (native) tools available.
5 http://www.phonegap.com
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5

The TABuss Implementation

The development goal of TABuss was to make the application as easy to use as possible. TABuss is divided into several Android activities, where the top activity deﬁnes the
main(home) screen. The phone’s menu and buttons start sub-activities, and the user can
choose for whether or not to use the map.

5.1

Context Awareness in TABuss

Context is mainly extracted from the user’s location. The application automatically loads
the closest bus stops based on the user’s location whenever a location change has been
detected. Real-time data for these bus stops can be accessed from the map or through a
list available in the menu. The closest bus stops also play an important part in the main
query functionality, where the user’s location determines which bus stops are included as
departure stops. TABuss distinguishes itself from other existing solutions by giving the
user the option to let the application guess where he/she is going. A simpliﬁed version
of case-based reasoning is implemented, by logging each query as a case (see [AP94]).
The queries are stored locally, in a database, and each case consists of the departing area,
the time of day, the day of week and the destination. The departure area is a 500 × 500
metre square, with a deﬁned area code stored in a separate table. Whenever a new case is
created, a new area is created if the origin location is not covered by an existing area.
Queries with similar origin and time are fetched from the database in order to retrieve
relevant cases. Similarity is indicated by an overlapping area or by closeness in the time
of day for the query (+/- 2 hours). The retrieved cases are rated by the Euclidean distance
between the locations, the time-difference and whether they happened on the same day
of the week. The best matching destination is presented to the user, based on loose time
matching, since exact matches are rare. The stored cases could be extended, for example,
to include delayed bus departures, and bus departures from within a time period.
When TABuss suggests a route, the user can respond by validating the result. Positive user
feedback currently triggers a query run, while negative feedback has no effect. The level
of intelligence is fairly low, but still higher than in approaches based on direct look-ups.

5.2

Language Processing

TABuss has an option to switch between two different natural language modes: the “new”
mode which assumes that the user wants to depart from one of the closest located bus
stops, and the “standard” mode which allows for user-deﬁned departure stops (and other
complete natural language queries about buses), as exampliﬁed below, showing queries
in the “standard” (1) and “new” (2) modes (where the n represents walking distance, in
this case to the bus stop ‘Samfundet’). Switching between the two language modes can be
done in the home screen menu.
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(1)

Når
går bussen fra
Samfundet til Torvtaket?
When goes the-bus from Samfundet to Torvtaket?
When does the bus to Torvtaket depart from Samfundet?

(2)

(Samfundet +n, Prinsen +n) til Torvtaket.
(Samfundet +n, Prinsen +n) to Torvtaket.

TABuss relies on an existing text messaging service when no data network is available.6
An SMS (text message) query starts with “rute” (route), followed by a natural language
query. This has been incorporated in two ways. If the “new” mode is chosen from the home
screen menu, TABuss uses the closest bus stop to the user’s location as the departure stop.
If the “standard” mode is chosen, the user has to provide a complete sentence including
the place of departure and the destination.

5.3

Real-time Functionality

Real-time data can be accessed from the map by pressing a bus stop icon or through the
home screen menu. Both access methods utilise the user’s location to retrieve and display
the n closest bus stops.
The retrieval of a bus stop’s ID is done by comparing the chosen bus stop’s location with
the locations of each of the n closest bus stops. If matched, the found bus stop ID is used
to extract the real-time ID. The real-time ID is then sent via SOAP to the real-time server,
which returns the ﬁve next bus departures. The user can also search for bus stops that are
not among the n closest, by providing a bus stop name as input. This option also lets the
user select which direction to retrieve real-time data for (either from or towards the city
centre) before the real-time query is sent.

5.4

Answer Display

The TABuss application is best explained through some screenshots. Figure 1a shows the
start menu, where text buttons represent shortcuts stored on the SD-card of the device.
Figure 1b is the answer screen with route suggestions shown in a list view. The displayed
routes with updated departure times are the results of an HTTP query sent to BusTUC.
Walking distances to the bus stops are shown within parentheses. “Overgang” indicates
that the suggested route includes a transfer.
The context-awareness of the TABuss application is shown in a second set of screenshots.
Figure 2a shows a map displaying the user’s location and the closest bus stops represented
by clickable bus stop icons. The map is displayed by selecting an element in the results
list. Finally, Figure 2b displays the result of a real-time data query for a speciﬁc bus stop.
The query is either initiated from the menu or by pressing a bus stop icon on the map.
6 https://www.atb.no/spoer-bussorakelet/category228.html
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(a) Start screen

(b) Answer screen

Figure 1: Screenshots from TABuss

(a) Map showing the closest bus stops and the
user’s current location

(b) Real-time bus arrival information for a speciﬁc bus stop

Figure 2: Context-awareness in TABuss
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6

Evaluation

A small-scale user test was performed to get feedback on the TABuss’ application. An
extensive user test was not conducted because of time limitations and delays in the public
release of the application. Hence all the test subjects were Trondheim inhabitants and
experienced bus travellers.
The general user opinion indicates that the application is easy to use. It is clear that the
users appreciate the user interface. Positive feedback has been received on both the colour
combinations and the layout. Most users prefer the application functionalities detached
from the map, and feedback suggest that the map should only be optional. Users ﬁnd
the query functionality useful. The main functionality with the “new” BusTUC mode is
seen as interesting. Users requested the possibility to use the standard BusTUC mode for
queries not involving the closest located bus stops, something which was not an option
in the early development stage. Another suggestion was to include a “settings”-screen,
allowing the user to set preferences (such as the number of bus stops to use in queries).
The real-time data functionality for the closest bus stops was easy to access and use. This
applies to the real-time functionality on the home screen, as this required less navigation
than through the map.
It is difﬁcult to draw concise conclusions after this small user test, but the feedback received from the target users is valuable. The suggestions and error reports give an indication that TABuss suits the needs of bus travellers.

7

Discussion and Future Work

In Section 3, the applications Bartebuss and Alf’s ByBuss were compared to TABuss.
TABuss’ functionalities are more focused on user location and context-awareness than
Bartebuss. The level of “intelligence” is what separates TABuss from Bartebuss, and also
from other apps tested in Trondheim. In order for a bus route information application to
“be intelligent”, the natural input source has to be context data. Still, whether TABuss can
be classiﬁed as “better” than Bartebuss is an open question: Bartebuss has been developed
over a longer period of time, and been through more extensive user testing. However,
TABuss represents a more complete approach, with a good market potential, since no
other application has the exact same functionalities.
Section 4 discussed the advantages and disadvantages of native vs. web development, and
stated that native development was the preferred choice for a research prototype. In retrospect, we are satisﬁed with the choice of technology. Compared to Bartebuss, a notable
technology difference lies in the storage functionalities. For Bartebuss to work crossplatform, and also through a regular browser, “web storage” through “local storage” is
used. The size limit of local storage depends on which browser is used, but it cannot be
larger than 10 megabytes (Internet Explorer). TABuss uses the devices’ external storage,
where the size limit depends on the size of the mounted SD-card, which can normally store
gigabytes of information. It is possible that future releases of TABuss will need more stor-
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age space than 10 megabytes. The storage limitation of also affects the iOS version of
Bartebuss, where the internal storage optimally is used instead (since no external storage
is available).
The problems with lagging maps in web applications deployed on the Android platform
are avoided in TABuss, where the map is much more responsive. Native development also
allows for pinch zooming, which is an important feature when navigating maps.
Although web applications can be deployed on multiple platforms, native applications
provide the best user experience for Android and the bus route domain. It is preferable to
develop a competitive application for a speciﬁc platform, rather than to deploy a “working”
solution to multiple platforms (given today’s web application performance on Android).
Future SDK updates will beneﬁt web application development and improve the browser
rendering. One problem is that older devices will not receive these updates (and it will take
time for newer devices to get them). The release to newer devices usually happens only
after the different manufacturers have adapted their own distributions. Developers will
then have a dilemma regarding which SDK versions to target (or which users to exclude).
TABuss uses location data as context input. An extension is to use more sensors than only
the location sensor, such as in ContextPhone [ROPT05]. ContextPhone uses four sensors: location, user interaction, communication behaviour and physical environment. This
means that besides from location information, ContextPhone monitors what actions the
user performs, calls and SMSs, and surrounding devices. Such sensor information could
be used to introduce context awareness to the TABuss user interface. The user interface
could track the user’s actions through sensors, register trends and then adjust visibility
and availability accordingly. The tracking of the user’s trends could also be used to create
better route suggestions. People of different ages have different levels of mobility, and
different walking speeds. This has been addressed in UbiBus which considers different
people’s and vehicle’s mobility, and other factors that can affect which bus departures that
are most “attractive” [VCS11]. An interesting idea is for AtB to contribute to such functionalities in order to improve route suggestions. Buses have cameras installed, which, for
example, could be used to monitor how crowded a bus is.
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Abstract: Road trafﬁc management has traditionally been targeted through control
and monitoring of the ﬂow of vehicles, using the same measures towards all vehicles.
As vehicles can have very different capabilities and proﬁles, it is however desired
to use different control strategies towards the individual vehicles to meet the environmental, safety and efﬁciency targets for the future. SMARTFREIGHT has developed a
holistic control and monitoring tool for managing the trafﬁc, and individual vehicles in
particular. The individual vehicle is integrated with the trafﬁc management and freight
distribution management centers by using open service interfaces for an interoperable
information exchange between distributed systems across a heterogeneous wireless
infrastructure. SMARTFREIGHT realized and successfully demonstrated this integration in its ﬁnal event in Trondheim.

1

Introduction

Transport is a signiﬁcant contributor to some of the major global challenges we face today.
About 25% of EU’s greenhouse gas emission in 2008 was due to transport, where road
transport is responsible for 70% of this [EEA11], while 34.500 people were killed on EU
roads in 2009 [EC 11a]. In addition, trafﬁc congestion costs Europe about 1% of Gross
Domestic Product (GDP) every year [EC 11b], illustrating the importance of improving
future transport solutions.
The trafﬁc management functions and systems of today are not able to identify, monitor
and control individual vehicles based on their characteristics (e.g. type of vehicle, engine class, propulsion technology, and carried cargo). This is mainly due to the lack of
communication possibilities with the individual vehicles in the trafﬁc, but also due to lack
of information about each of the vehicles, such as information about their environmental
proﬁles, their destinations (transport plans) and their carried cargo in terms of freight vehicles. Current trafﬁc management addresses trafﬁc ﬂows in general, and equal instructions
are provided by trafﬁc signs or through radio broadcasts to all vehicles on the road or in
an area. By not targeting the individual vehicle in trafﬁc, highly polluting vehicles can
drive in environmental sensitive areas, and dangerous cargo can without any restrictions
be transported in areas with different safety risks like crowded urban areas and tunnels.
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New emerging information and communication technologies (ICT) brings along new possibilities within the concept of Intelligent Transport Systems (ITS). Short and medium
ranged communication technologies like DSRC (Dedicated Short-Range Communication
as speciﬁed by the European Committee for Standardization (CEN)) [CEN03], which today mainly is used in automatic tolling systems, and the new WiFi amendment for mobility
(i.e. IEEE 802.11p), along with long range cellular systems (e.g. 2G and 3G technologies)
enable a continuous connected vehicle for information exchange with roadside equipment
(RSE) and trafﬁc management centers. These communication technologies offer capabilities to a diverse of ITS services, among others the possibility for more individualized
trafﬁc management. The implementation of such transport services are guided by the standardization organizations ISO and ETSI through their communication architectures Communications Access for Land Mobiles (CALM) [ISO10] and European Communication
Architecture (ECA) [ETS10], respectively, both which are results of work committed in
several European research projects. One of these projects are CVIS 1 that implemented the
CALM architecture for interaction between distributed systems such as central systems,
personal devices, vehicle systems and roadside systems [A+ 07].
In the European research project SMARTFREIGHT 2 , the CALM and ECA architectures,
along with the CVIS implementations, are taken further by developing services that integrates the individual vehicle with both the trafﬁc management center and its freight
distribution center 3 . The different systems were integrated by following the transport service development methodology as described by the ARKTRANS framework [NWMV09],
which ensures holistic and generic services for usability across a range of different European city requirements with respect to trafﬁc management and ICT infrastructure. The
distributed architecture and open services proved to be a good foundation when implementing and demonstrating the vehicle integration at the ﬁnal SMARTFREIGHT event in
Trondheim, Norway.
The rest of the paper is organized as follows; Section 2 presents the knowledge, which the
solutions presented in this paper rest on, Section 3 presents how the vehicle is part of the
distributed systems architecture in SMARTFREIGHT, and Section 4 describes the access
control use case used for testing the approach. Finally, Section 5 concludes the paper.

2

Background

The overall objective of SMARTFREIGHT was to develop and demonstrate generic technology that can beneﬁt the society by making urban freight transport more efﬁcient, environmentally friendly and safe. The more detailed objective was to address new trafﬁc
management measures towards individual freight vehicles.
The SMARTFREIGHT objectives meets the transportation challenges stated early in the
1 CVIS

- Cooperative Vehicle-Infrastructure Systems (EC FP6). http://www.cvisproject.org.
- Smart Freight Transport in Urban Areas (EC FP7). http://www.smartfreight.info.
3 SMARTFREIGHT’s focus was on freight vehicles in the urban area, for more efﬁcient, safe and
environmental-friendly behavior
2 SMARTFREIGHT
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Figure 1: The ARKTRANS content

introduction, and along with the user needs identiﬁed through stakeholder consultations
(see Section 3.1, the solution presented in this paper has a high problem relevance. The
methodology followed in the work to reach the objectives has been on using the process
stated as Design Science4 [HMP04]. The solution is build on using open ICT services, with
an emphasis on the interoperability between distributed systems in a heterogeneous communication environment. To obtain this, the SMARTFREIGHT work was rooted on the
work made in the CVIS project, which lead to the ETSI and ISO standards on communication architectures for distributed ITS systems. This background knowledge is described
in some more detail in the following sub sections.

2.1

ARKTRANS

The transport sector consists of several communicating actors. The objective of the Norwegian ITS architecture ARKTRANS is to gain interoperability when an actor exchanges
information with other actors. This is achieved by breaking the transport sector into domains, each with a responsible role, and a set of necessary functions. The functions are
further arranged into processes that identiﬁes the required interactions between the different roles. The roles, overall functions and processes are all described by ARKTRANS.
Figure 1 shows the ARKTRANS content where the content is gouged into conceptual,
logical and technical aspects. The technical speciﬁcations are not thorough described –
partially due to the focus on implementation independence.
Using ARKTRANS as basis for deﬁning the ITS services in SMARTFREIGHT has pro4 The SMARTFREIGHT work is founded on the transportation challenges of today, and by using established
knowledge, innovative solutions are established in an iterative process with development and evaluation.
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Figure 2: The layered ITS reference architecture [ETS10]

vided holistic, generic and interoperable ITS solutions. However, to accommodate new
requirements from the vehicle-to-infrastructure interactions, new and more detailed functionality, processes and information models were deﬁned by SMARTFREIGHT and included in ARKTRANS.

2.2

Distributed Communication Architecture for ITS

The communication architecture, as standardized within both ETSI and ISO, the ECA and
CALM, respectively, is based upon a layered reference architecture, which is comparable
to the original OSI protocol stack. The reference architecture, shown in Figure 2, deﬁnes
how ITS services are related to different transport, network and access protocols depending on their communication requirements5 . Various access technologies like cellular 2G
and 3G systems, infra-red (IR), and medium range 5 GHz communication are supported
and their use are described in a series of ISO standards from TC204 WG16 [ISO]. One
important part of the reference architecture is the management and security support, added
as vertical layers. The management layer handles i.a. ITS service advertisements and
application lifecycle management, while the security layer handles i.a. authentication,
authorization, and certiﬁcate management.
ITS systems following the reference architecture interact for information exchange and
cooperation; back-end systems (e.g. trafﬁc management systems), handheld personal devices, in-vehicle systems, and roadside systems can thus interact in an ITS domain where
ITS routers (i.e. Figure 2 without the Facilities and Applications layer) enable a peerto-peer communication network. Interaction with external systems (i.e. systems not fol5 The

reference architecture is described in more detail in both [ETS10] and [ISO10].
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lowing the ITS reference architecture) is handled by ITS gateways 6 . There will typically
be many existing services, also services outside the ITS domain, that will interact with
systems within the ITS domain. E.g. trafﬁc management and freight distribution centers
will have existing trafﬁc and planning services that will co-exist and co-operate with new
ITS services, while the vehicle systems must interact with proprietary in-vehicle networks
and sensors (e.g. statuses on vehicle components like brakes, engine, etc.). ITS gateways
will in such scenarios sustain interoperability with legacy and proprietary systems and
networks.

2.3

The Open CVIS Application Framework

The research project CVIS was the ﬁrst to implement the distributed communication architecture, and developed several communication services, as well as other facility services
(e.g. distributed directory service, application lifecycle management service, etc.), to serve
end-user ITS applications. These services were bundled within the OSGi framework and
made available from there. The facility services have made it easier for application developers to develop new ITS services [B+ 07, A+ 07].
The main communication service implemented by CVIS is the CALM Manager service.
The CALM Manager handles application requirements and maps these with the availability of the different communication interfaces. E.g. a latency critical application would use
a short-range communication interface like CALM M5 instead of CALM 3G.

3

The SMARTFREIGHT Distributed System

The distributed communication architecture, along with the facility services implemented
by CVIS, have provided an infrastructure of interconnected systems. SMARTFREIGHT
has on top of this infrastructure developed open services that provide information interoperability between the systems, in-vehicle systems included.

3.1

User Needs

A user needs review and stakeholder consultations were undertaken to identify generic
user needs and to quantify and qualify the needs for information exchange between urban
trafﬁc management systems (UTMS), freight distribution management systems (FDMS)
and individual freight vehicles [M+ 08]. Both the UTMS and FDMS identiﬁed the need
to exchange information with the individual vehicle (e.g. to give directed information and
instructions such as dynamic route guidance). The study in Dublin conﬁrmed that the
6 Gateway services are part of the Facility layer. Dedicated ITS gateways will thus not need the Application
layer.
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identiﬁed user needs to a large extent cover the requirements that the freight operators
have. The user needs were also discussed with the local reference group in both Winchester and Trondheim, and the representatives for both the operators and the city authorities
conﬁrmed the user needs collected.
Some UTMS (e.g. Dublin, London) restrict heavy goods vehicle (HGV) access and need
enforcement systems to do this. Enforcement systems typically employ automatic license
plate recognition (ALPR) cameras and a database containing vehicle registration details
for exempt users or for registered users who must pay a fee. The access control solution
presented in this paper is a more ﬂexible mechanism to handle vehicle accesses, a solution in where representatives from the road authorities in Trondheim were consulted and
involved in during the work.

3.2

SMARTFREIGHT Concepts and Open Services

All cities and regions are different, and the trafﬁc management strategies towards freight
distributions also differ. Hence, the cities should be allowed to deﬁne their trafﬁc management policies depending on local needs. To support the diversity among cities, SMARTFREIGHT deﬁned a set of generic concepts, which by using these concepts in the information exchange, different trafﬁc management strategies can be handled in a common and
generic way [NM11]. Related to the use case presented in Section 4 is the concept Controlled Area. It is an area or section of the transportation network that is monitored or has
a priority or access restriction schemes (e.g. tunnels, green city areas and parking areas).
Other concepts related to the transportation network are Transportation Network Resource
and Checkpoints.
In addition, there are concepts supporting the trafﬁc management, like the Access and Priority Assignment (APA) policy (i.e. a formal deﬁnition of the trafﬁc management rules for
a Controlled Area) and Access and Priority Offer (APO) (i.e. priority and access right
assigned to an individual vehicle for a Controlled Area). Such area policies will have
static rules for normal trafﬁc conditions, while there also might be dynamic rules in case
of trafﬁc situations that require speciﬁc measures. The access rights and priorities are assigned based on vehicle properties, which arrange for control and monitoring of individual
vehicles.
The concepts arrange for generic services that cover many purposes. The concepts are
decoupled from underlying communication technology and implementations. The generic
services are deﬁned with APIs for information exchange between the systems (see Section
3.3), and to make the solutions transferable across different ICT infrastructures. These
APIs also ease the integration of the new services into existing UTMS and FDMS services.
Table 1 shows some of the service interfaces deﬁned for interaction with the vehicle.
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Table 1: Service APIs for vehicle interaction

Service interface
Resource Management
Trafﬁc Management
Vehicle Reporting

Route guidance
Goods

3.3

APIs provided
Req. for/Prov. of resource booking
Req. for/Prov. of resource booking cancelation or update
Req. for/Prov. of info on resource availability
Req. for/Prov. of city/regional policy
Req. for/Prov. of notiﬁcations
Req. for/Prov. of network and trafﬁc situation information
Req. for/Prov. of tracking info
Req. for/Prov. of vehicle info
Req. for/Prov. of entry/exit notiﬁcation for controlled area
Req. for/Prov. of vehicle (safety) status
Req. for/Prov. of route guidance
Req. for/Prov. of goods tracking
Req. for/Prov. off gods status
Req. for/Prov. of goods info

SMARTFREIGHT System Components

Figur 3 shows the SMARTFREIGHT system components and the communication paths
between the system components (strong lines). The vehicle consists of an in-vehicle
host and router7 (i.e. On-Board Equipment (OBE)) and connected cargo (with On-Goods
Equipment (OGE)). The in-vehicle host encompasses an application runtime environment8
for the installed applications. The vehicle communicates with the FDMS and UTMS
through service interfaces from Table 1. Both existing and new UTMS and FDMS services
can use these service interfaces to take advantage of the SMARTFREIGHT functionality
for using the possibilities the new information acquiring brings along.
Roadside stations (i.e. RSE) can function both as a communication relay and as a distributed UTMS; one example is the local control and monitoring in the access control use
case in Section 4. Most SMARTFREIGHT scenarios only require existing communication infrastructure like cellular systems as information bearers, while RSEs provide new
means for local interaction with vehicles. RSEs use short-range communication technology, which have a limited range, but the higher bandwidth and lower latency enable new
possibilities for local control and monitoring of individual vehicles. The Control Centre
(CC) and Host Management Centre (HMC), which distributes and manages applications,
are included for a complete picture9 .
7 The mobile router uses the IPv6 Network Mobility (NEMO) for global and ubiquitous connectivity with
improved vehicle and session mobility.
8 The application runtime environment is OSGi with necessary facility services.
9 Refer to [B+ 07] for more details on the CC and HMC.
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The SMARTFREIGHT Context
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Figure 3: SMARTFREIGHT system component architecture

4

Use Case: Access Control

Vehicle access control can either be performed centrally, distributed, or somewhere in
between. The degree of distribution depends on where the individual vehicles’ properties
are processed and compared to the access policy requirements. Central solutions require a
lot of signaling if individual vehicles’ properties are taken into consideration (all vehicles
will then send their properties for central processing), while the distributed approach is
more scalable with respect to processing and communication (a broadcast of the access
policy enables distributed processing within the OBEs). The distributed approach also
preserves the privacy. As far as we know, SMARTFREIGHT is the ﬁrst project to specify
and implement a complete distributed access control.

4.1

Distributed Access Control

The distributed access control can be used to control and monitor any Controlled Area.
It is based on an access policy (i.e. the APA policy) where the trafﬁc management have
deﬁned requirements for any vehicle entrance. Figure 4 shows the information elements
for the access policy in an UML representation. The ﬁgure shows that the entrance will depend on both vehicle properties and timing, while the vehicle can be obligated to report its
activities. The reporting is essential for monitoring vehicles’ activities (e.g. for statistics
or enforcement). Note that identiﬁcation of vehicles can also be obtained through ALPR
cameras. Since each vehicle compares the general access rules with its own vehicle properties (automatically in the OBE), the trafﬁc management is able to reach the individual
vehicles with a generic measure. The drivers are then informed on-screen about restrictions and accesses that apply to their speciﬁc vehicle; they do not need to be aware of the
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class Traffic Management Information - Access Control
«interfac e»
ITrafficManagement
+
+
+
+
+
+

getAPApolic y(string) :Ac c esPolic y
getAPO(Ac c essPolic yRequest) :Ac c essPolic yOffer[]
pushAPApolic y(Ac c esPolic y) :void
pushAPO(Ac c essPolic yOffer) :void
pushNotific ation(Notific ation) :void
uploadAPApolic y() :Ac c esPolic y

AccesPolicy

AccessPolicyOffer
+
+

ControlledAreaID :string
Vehic leID :Vehic leIdentific ation

0..*

AccessPolicyRequest
+
+
+
+
+

Ac c essRequest :boolean [0..1]
FromDateTime :dateTime
PriorityRequest :int [0..1]
ToDateTime :dateTime
Weekday :int [1..7]

+
+
+
+
+

FromDateTime :dateTime
IssuerOrganisationName :string
IssuerOrganisationNumber :string
ToDateTime :dateTime
Weekday :int [1..7]

AreaPolicyElement
+
+
+
+
+
+
+
+
+
+

CargoTypeClass :GoodsType [0..*]
EnginClass :EnginType [0..*]
FuelClass :FuelType
MaxAxels :int
MaxHeight :dec imal
MaxLength :dec imal
MaxWeight :int
MinLoadFac tor :LoadFac torType
Resourc eBooked :boolean
TypeOfTransport :TransportType

0..1
AccessRight
0..1 +
+
+
+
+

Ac c essAllowed :boolean
Dynamic Ac c essAssignment :boolean
EntryChec kpoint :Chec kpoint [0..*]
ExitChec kpoint :Chec kpoint [0..*]
Information :string [0..1]

IssueInformation

0..1
VehicleReportRequirement
+
+
+
+

EntryNotific ation :ReportingRequirement [0..1]
ExitNotific ation :ReportingRequirement [0..1]
SafetyStatusReport :ReportingRequirement [0..1]
Trac king :ReportingRequirement [0..1]

0..*

0..*

Timeslot

AccessCondition
+

InformatioMessage :string

+
+

FromTime :time
ToTime :time

Figure 4: Information elements for the access policy

many informational properties related to their vehicle. Also, the freight management may
use the access policy deﬁnitions to better plan the transport operations ahead due to their
knowledge of their vehicle ﬂeet and cargo to be carried. The trafﬁc management APIs
deﬁned in Figure 4 can thus be used by any of the system components in Figure 3.

4.2

Local Access Control

The distributed access control mechanism can also be used for local control and monitoring of a speciﬁc Controlled Area. To show this, the mechanism was used as access
control for tunnels. In this scenario a tunnel is surrounded by an approaching area, which
is guarded by an RSE, for discovering approaching vehicles and communicating with their
mandatory in-vehicle tunnel applications. The tunnel access policy contains information
about the road network around the tunnel, approach area, holding area, by-pass roads and
cargo restrictions that apply to the tunnel, which determines the ﬁnal access rights of the
vehicle10 . The new element in the tunnel access control compared to the full distributed
city/regional access control is the use of a dynamic parameter that gives conditional access until the vehicle actual is present at the Controlled Area (i.e. tunnel) entrance. This is
10 Please refer to the appendix in reference [Lyk11] for a complete example of a tunnel access policy XML ﬁle.
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represented by the parameter DynamicAccessAssignment in Figure 4. Also, the entrance
decision is given by a Tunnel Controller, and not decided by the in-vehicle tunnel application due to the dependency on the necessary tunnel status (e.g. amount of dangerous
goods (DG) present, number of vehicles present, etc.).
4.2.1

Realization and Demonstration

Both the city/regional access control application and the tunnel access control application
were in SMARTFREIGHT deﬁned as mandatory applications, and download of the applications was triggered by Service Advertisement (SA) messages (a service residing in
the Facility layer of the reference protocol in Figure 2) broadcasted by RSEs. When the
vehicle enters a RSE coverage area, the vehicle receives a SA message containing an URL
of wherefrom the access control application can be downloaded (the URL points to the
HMC that manages and distributes applications - see Figure 3). The in-vehicle OBE may
choose whatever transmission medium available for the actual download, which was handled by the CALM Manager service. The SA service also ensures that the access control
applications are notiﬁed about the XML-based access policies.
In the SMARTFREIGHT demonstration, which was held in the city of Trondheim, Norway, a non-DG type of cargo was transported without any access restrictions. Then a reload of DG cargo11 gave restrictions for entering the inner city area of Trondheim as this
area was deﬁned as a Controlled Area with access restrictions regarding DG in the access
policy. The tunnel access policy used in the demonstrations allowed only a certain amount
of DG classiﬁed cargo into the tunnel at a time. Our vehicle was therefore instructed to
hold and wait at a waiting area before entering the tunnel. Figure 5 shows the driver display where the vehicle is asked to hold before entrance. The communication was based
on IPv6 and NEMO, which ensures a ﬁxed contact point towards the vehicle independent
of physical point of attachment, while CALM enabled connectivity through 2G/3G and
CALM M5 when available. For more information about the demonstration, please refer
to the video in [MS10] and the demonstration handout available at the SMARTFREIGHT
home page.
The SMARTFREIGHT services are generic and independent of implementation technology. However, some of the services require more from the ICT infrastructure than others.
E.g., the download of mandatory applications requires some trigger mechanism like the
SA service used in the demonstrations. Possible gate entry technologies to use as triggers
can include the WiFi based RSE (as in SMARTFREIGHT), toll collection tags based on
DSRC, and geofences based on GNSS information. Also, the introduction of distributed
systems where the vehicle is integrated in the information exchange will encompass some
challenges with non-supported vehicles without any OBE. Using cameras with ALPR is
one alternative, while another is to integrate some level of service support in the forthcoming standardization of electronic registration books that can be integrated with in-vehicle
toll collection tags.
11 The cargo were equipped with communication capabilities on the OGE (i.e. CEN DSRC), informing directly
the vehicle’s OBE about itself.
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Figure 5: Access restricted areas

5

Conclusions

This paper has described how SMARTFREIGHT has relied on a distributed systems architecture, as standardized in both ETSI and ISO as the European Communication Architecture and CALM, respectively, and open services with clearly deﬁned service interfaces
for interoperable information exchange between the distributed systems to meet the increasing challenges within transportation today. The use of new emerging ICT enables the
integration of individual vehicles in the trafﬁc management for more targeted and effective
trafﬁc control and monitoring. Also, the continuously connected vehicle will thus support
the freight management with real-time information for improved transport and logistics
operations.
The approach has been realized and successfully demonstrated for an use case showing
access control on both a wider and a local area. As far as we know, SMARTFREIGHT
is the ﬁrst to deﬁne a data structure that can express simple as well as advanced trafﬁc
management policies. This opens for exchange of pre-deﬁned policies as well as dynamic
policies that can be used in case of abnormal trafﬁc situations. The same structures also
allow for use both in a fully distributed case and the more local tunnel access control case.
The services are developed independent of existing ICT infrastructure, but an advanced
underlying heterogeneous wireless infrastructure will improve the services’ functionality
and capabilities.
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Abstract: The paper describes a multiple platform-based approach to creating a bus
route information system for mobile devices. The system is context aware: users only
need to tell the system (in natural language) where they wish to go, and the system
takes care of the rest. The users are presented with a list of possible routes they can
take to reach their desired destination. The results are also shown on a map that makes
ﬁnding the bus stops very easy.
In order to make the system available to as many users as possible, the architecture
is client-server-based and relies on technology standards that are widely accepted and
implemented, making it easily adaptable to new platforms. The application can be
run on multiple platforms, with a minimal amount of calculations needed on the client
side. The amount of data transfer between server and client is also kept to a minimum.
The ability to run on multiple different platforms is achieved using technology
such as HTML5, PhoneGap and Sencha Touch. The client’s functionality includes a
search function and a map view, as well as the ability to use bookmarks. The server
handles most of the business logic and communicates with external services such as
the natural language processing back-end and the server for real-time bus departure
information updates.

1

Introduction

The worldwide smartphone market has expanded immensely during the last few years.
There were 440 million mobile devices sold by vendors in the 3rd quarter of 2011 [Pet11].
Of these, 115 million were smartphones. This equals a market share of 26.1%. The market
share has increased continuously during the last few years. Companies like Apple, HTC
and Samsung that have focused on developing smartphones, have gained large parts of the
market share. Other companies, like Nokia, that are big on mobile phones, seem to be
on a negative trend. As smartphones take over the market, the need for mobile-enabled
content and services increases. Unfortunately, the huge amount of available devices has
split the market into several mobile technology platforms. Leading platforms like Android,
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iOS (Apple), and RIM are all based on different operating systems and code languages.1
Software developers need to make choices on which platform to support and then learn
the native language of that platform. If they want to focus on several platforms and reach
out to a larger audience, duplicate efforts are needed to implement speciﬁc software on
each platform and keep maintaining each code base separately. Consequently, application
development time can be immense.
One of the reasons why smartphones are popular is that people always bring their phones
with them, wherever they go. The mobility of smartphones opens up for new use-cases
where stationary PCs cannot compete. Uncertainty in the highly competitive commercial mobile market space causes questions to appear when approaching the challenges of
cross-platform publishing: Which platforms will succeed? What resources and knowledge are needed to make a sensible decision? Fortunately, there is a way around this
issue: multi-platform development. The big advantage here is a single code base, which
reduces application development time greatly. There are several ways of developing multiplatform software. Determining which strategy that is most suitable can be a challenge,
and it is certain that the project requirements must be the primary decision-factor. The
main alternative strategies to create multi-platform applications are the following:
Web-based applications make use of HTML5, Javascript and Cascading Style Sheets
(CSS) to create mobile websites that aim to look and feel like a native mobile application.
Web applications can use JavaScript frameworks, such as Sencha Touch and jQuery Mobile, that are solely designed for mobile development, to replicate mobile user interfaces.2
Web applications can be conveniently run in a web browser and are therefore already
multi-platform, since most mobile device today are equipped with web browsers. One
disadvantage for web-based applications is that they have only limited access to devicespeciﬁc features. Also, they cannot be uploaded to application stores, like the Android
Market or the iOS App Store, which will have a negative effect on the availability of the
product.
Proprietary Middleware. Applications can also be based on web services such as Red
Foundry.3 Developers get access to a web interface where an application is graphically
created by selecting a set of prebuilt modules. When all the modules that provide the
necessary functionality have been picked, the service builds a native application which can
be submitted to an application store or market. The advantage of this strategy is that the
developer does not need any specialist knowledge or programming experience to create
applications that look good and perform well. The drawbacks are that the proprietary
services often are expensive and that the design and functionalities are limited to what is
offered by the service.
Native Applications are written in a speciﬁc code language and designed to run in a
speciﬁc operating system. The main advantage of native applications is that they work
as intended by the operating system developers. Device features like sensors, contact
lists and storage are easily accessed directly, and the libraries offered by the application
programming interface (API) are optimised for the speciﬁc operating system.
1 See

http://www.apple.com/ios, http://www.android.com and http://www.rim.com.
http://jquerymobile.com.
3 http://www.redfoundry.com/

2 Available at http://www.sencha.com/products/touch resp.
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Hybrid applications are written as web applications, using coding technologies such as
HTML5, CSS and JavaScript. The web applications are then wrapped by one of the
available “multiple phone web-based application frameworks” in order to emulate native behaviour. Device features like sensors, contact list and storage are provided by
these platforms. Unlike the other alternatives that are conﬁned to browsers and have
limited functionality, hybrid solutions form a strong strategy for multi-platform development [Pad11, Chr11]. Developers get a greater control over application design. They
use one single code base, but still get access to device features.
In a purely server-based system, all the business logic4 resides on the server. Having
the business logic on a server provides several beneﬁts. First, it saves the client from
heavy computations, which is desirable because saved CPU cycles means saved battery
power [FZ94]. Second, if all the business logic is handled on the server side, less data
needs to be transferred to the client. Finally, since there is one place where all the business
logic is handled, optimisation through resource sharing and information caching is easier
to implement. Updates are also made easier, for instance, if one of the external service
providers decides to alter how their service is accessed, only one central update is needed.
If the business logic existed on the client, all existing applications would need to have their
code updated to handle the new service change.
In order to reach many users on different platforms, it is essential that the system relies on
technology standards that are widely accepted and implemented. The paper introduces a
prototype system is called MultiBRIS: a Multi-platform Bus Route Information System.
MultiBRIS gives access to a natural language bus route system for Trondheim. The system
is called BusTUC [Amb00] and was previously only available via the web or SMS, but
through MultiBRIS, it can now be accessed from multiple different smart-phone platforms.
The MultiBRIS work is based on a previous application developed speciﬁcally for the
Android platform [Raa10]. MultiBRIS extends and generalizes this into an application
for multiple platforms, supporting real-time bus route information, location tracking and
context awareness. All functionality from the previous native Android application has been
implemented, and the multi-platform application gives the user the look and feel “illusion”
of being a native application. The hybrid application strategy worked out as planned and
gave the beneﬁts from using the multiple platform approach we were looking for, making
it possible to successfully create one application which can run on both Android and iOS
devices without the use of any platform-speciﬁc code.
The paper ﬁrst describes other related bus route applications in Section 2, and then gives an
overview of the multi-platform application in Section 3. The beneﬁts and improvements
rendered by the client-server solution are discussed in Section 4, while Section 5 concludes
and points to areas of future research.
4 ‘Business logic’ is a term relating to the functional algorithms that handle the information exchange between
a database and a user interface. In this paper, the term will be used to refer explicitly to the part of the system
that makes the actual computations and calls the external services.
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2

State of the Art

To give an overview of the technology and functionality available in current smartphone
route guidance applications, this section ﬁrst reviews two topical systems, Google Transit
and OneBusAway, and then makes a thorough comparison of the various smartphonebased bus route information applications presently available in the city of Trondheim.
Google Transit is a general public transportation planning tool integrated with Google
Maps. It essentially consists of two parts: the Google Transit Trip Planner (GTTP) which
relates to the consumer of the service, and the General Transit Feed Speciﬁcation (GTFS)
which is used by data providers (typically public transportation agencies) to feed the
Google Transit Service with data [Mor09]. GTTP lets users pose queries to the transit
system in three different forms: by address, by a location name with directional indicators
(NE, NW, SE, and SW), or by GPS coordinates. All queries are accompanied by date
and time, and query types can be combined. A result from GTTP displays both text and
directional lines on Google Maps. Google Transit offers a good way for users to directly
interact with the service. The drawback is the lack of APIs for external developers, making
it impossible for them to use the data in their systems. However, GTFS provides a good
starting point as to what data is needed in order to make a good public transport system.
OneBusAway is a set of transit traveler information tools developed for providing realtime arrival information to Seattle area bus riders [FWB10]. It includes a trip planner, a
schedule and route browser, and a transit-friendly destination ﬁnder. The project has concentrated on tools for providing real-time arrival information and includes functionality
supporting location sensing. An iPhone application was created ﬁrst, to exploit its localisation framework and built-in multi-touch map support. Later this was generalised in a
JavaScript-based experimental multi-platform web application for real-time arrival information. A OneBusAway user study provided valuable user feedback for such applications,
including that the users want a bookmark functionality, enabling them to tap a bookmarked
destination at any time and receive route suggestions to it from their current location.
To ﬁnd other bus route information applications in Trondheim, both the web, the Android
Market and the Apple App Store were searched. Table 1 compares the functionality of the
applications found on October 5th, 2011. The applications range from simplistic to more
sophisticated with lots of functionality, as indicated by the comparison chart.
Google Transit differs from the other systems by being purely server-based. All business
logic resides on the server. The client, which is a web browser, only handles the display of
information. For the Trondheim applications, it is interesting to note that the web-based
BarteBuss that has been created by means of HTML5 and JavaScript is the most feature rich and well-working application of them all. This hybrid strategy, using HTML5,
JavaScript, CSS, and a deployment technology can be used to easily create a client prototype that works on several platforms. As discussed above, a server-based solution in
addition offers several other beneﬁts, and is thus chosen here.
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BussOrakel
A/iP
Yes
No
No
Yes
No
No
No
No

Platform
Multi-Language
Cost
Favourites
History
Route download
Map function
Closest bus stops
Uses GPS

BarteBuss
web
No
No
Yes
Yes
No
OSM
Yes
Yes

Busstider
A/iP
No
No
No
Yes
No
GM
No
Yes

Alf’s
Bybuss
A
Yes
No
No
Yes
Yes
GM
No
Yes

Bussdroid
A
No
No
Yes
No
No
No
No
No

BusApp
Tr.heim
A
Yes
Yes
No
Yes
No
GM
Yes
Yes

Bussruter
A
No
No
No
No
Yes
No
No
No

Bussøye
iP
No
No
Yes
Yes
No
GM
Yes
Yes

Table 1: Comparison of the bus route information applications available in Trondheim
A=Android, iP=iPhone, web=HTML5, OSM=OpenStreetMap, GM=GoogleMaps

3

System Overview

This section describes the prototype server developed during this project. First, the system
services are introduced and then a description of the technologies is given. The importance of a multi-platform application has been explained earlier. The languages HTML5,
CSS and JavaScript make it possible to create a multi-platform solution. In order to reach
out to all users, the application also needs to be available from a variety of application
stores which provide opportunities for publishing, advertisement and collecting fees. Hybrid applications are designed to give the advantages describes above using deployment
technologies. The disadvantages of the hybrid-solutions will dissipate as the deployment
technologies, along with the browsers on the devices, mature and become more robust.
The server offers three distinct services. Figure 1 shows a block diagram of the system.
The “main service” effectively replaces all the business logic implemented in the previous

Fain Service

Real-Time Service

Hogging Service

FBServlet
JSON Factory

RealTimeServlet

Gdopted Business Hogic

JSON Factory

HogServlet

GtB Real
Time

GtB Real-Time

Ienerated Hog-files

BussTUC

Figure 1: Block diagram of the server system
(MB = MultiBRIS, JSON = JavaScript Object Notation)
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Android application [Raa10] and is described in Figure 1. The system also includes a
“real-time service” where the client can send a bus-stop ID to the MultiBRIS server and
get a list of the exact time for the next ﬁve buses arriving at that stop. Finally, the server
provides a “logging system service” (for debugging purposes) which is easily accessible
through a web browser.

3.1

The Main Service

Figure 2 shows a complete interaction diagram for the main service.
The HTML returned from the BusTUC natural language system contains both a textual answer and a JSON object, but TABuss only uses the JSON object. Calculating the distance
between two GPS coordinates is done on the server. The distance calculation is not as
trivial as just using the Euclidean distance, because of the approximately oblate spheroid
shape of the Earth. The distance (between two GPS locations) is therefore based on Vincenty’s inverse formula [Vin75], using the World Geodetic System (WGS 84) standard.
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Ordered list of possible
buses to take (6)

BusTUC

Figure 2: Main service overview.
1: The client sends a desired destination and its current location to the MultiBRIS server. The server
looks up a ﬁxed number of bus stops near the client’s location.
2,3: When the bus stops are found, a query is sent to the BusTUC web-interface which responds
with a set of the next scheduled bus routes from the clients destination to the target.
4,5: The MultiBRIS server then updates these routes with real-time departure times. The real-time
update is done by contacting a real-time system provided by AtB, the current public transportation
service provider in Trondheim.
6: The MultiBRIS server sends the updated route alternatives back to the client.
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3.2

Technologies

The aim of MultiBRIS is to reach as many mobile device platforms as possible. This is the
key point when choosing a deployment technology, ruling out solutions like Appcelerator
Titanium that only supports iOS and Android (As well as solutions placing a heavy burden
on the developer to know a particular technology, e.g. Rhodes which requires knowledge
of Ruby and has an extensive API). Another prerequisite is that the framework should be
easy to use and be able to collaborate with other frameworks that can make it faster and
easier to create well-working GUI-components.
This is easier in PhoneGap5 than in the other deployment technologies. PhoneGap is
an open-source mobile development framework enabling software programmers to build
applications using JavaScript, HTML5 and CSS3. Our MultiBRIS client application does
not require heavy computing or graphics, so the performance weakness of PhoneGap is
not a big problem. We use PhoneGap as our deployment technology, together with the
Sencha Touch JavaScript library for graphical implementation.
The server technology used is Java Servlets, a technology which now is at version 3.0 and
has been around for over a decade. With Java Servlets, business logic can be written in
Java and then made available to consumers through servlets [Per04]. A Java servlet can
be published through any available servlet container, making it very portable. We chose to
use the Jetty6 servlet container which is made up of pure Java code, ensuring portability.

4

Results

Migrating the business logic from the phone to the server resulted in two clear beneﬁts,
in addition to making the implementation easier: query time reductions were obtained by
introducing a new web-interface for BusTUC (Section 4.1), while both the amount of data
transfer and the power usage were reduced (Section 4.2).

4.1

Query Time Reduction

The MultiBRIS server has been optimised in two ways. Sharing the ”bus ID to bus-stop
live ID” lookup list between all the clients using the server, and by the introduction of
threading in the retrieval of real-time data for multiple bus stops. This resulted in computation times twice as fast as the original, as multiple threads can send queries in parallel,
instead of sequentially. However, the time from when the query was posed to the server
response was still too long, sometimes up to 30 seconds, since the MultiBRIS server had
to wait for answers from the BusTUC server. Hence speeding up the BusTUC server was
imperative for the practical usability of the entire system.
5 http://www.phonegap.com/

6 http://www.eclipse.org/jetty/
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Java Servlet (Web-interface)
JSON or plain text
dependent on the
input

BusTUC
Query

BusTUC Java Factory

Prolog Response Filtering
Sicstus
Prolog

Temporary Communication
File

Figure 3: The BusTUC web-interface

As a response to this, a new web-interface for BusTUC was built, using Java Servlet technology with the same Jetty container as the MultiBRIS server. Figure 3 shows an overview
of the web-interface. When a query arrives at the Java Servlet, the query is sent to what
is called the BusTUC Java Factory. The BusTUC factory poses the query to the BusTUC
Prolog code, which, in turn, puts the answer into a temporary ﬁle. This ﬁle is then read
and ﬁltered (in the Prolog Response Filtering Module) before the result is returned to the
Java Servlet. By creating a new BusTUC web-interface, a substantial reduction in query
time was achieved. The average query time was reduced from 15 to 6 seconds, but the
most important improvement was in the maximum query time, which was lowered to just
one third of the original (from 30 to 10 seconds).
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Figure 4: Power usage with business logic on the client (left) vs. on the server

4.2

Server-side Testing

One of the results of moving the business logic to a server is a decrease in the data transfer
to the client. If all business logic were to be handled on the client side, all the data would
need to be transferred to the client. A lot of data needs to be transferred, since the business
logic requires one request to be sent to BusTUC, and several requests to be sent to a SOAP
service for the real-time data. By handling the business logic on the server, the server can
make all these requests to the various services. Since some of the requested resources can
be shared between all the clients using the server, the server can also relieve the external
services from heavy request load, by caching the results.
The average data transfer for the client before and after the business logic was moved to
the server was reduced from 570 KB to 5 KB (measured with WireShark 1.6.1; the client
used was an AppleWebKit 535.2 based browser). The measurement scenario consists of
starting the client and making (a bus route alternatives) query, that is, using the “main
service” on the MultiBRIS server (Section 3.1). This scenario was chosen as it would
represent the most natural usage pattern. About 400 KB of (extra) transferred data comes
from downloading the live ID to bus-stop ID list from AtB. Regarding the saved power
usage, Figure 4 shows a comparison between power usage for having business logic on the
client and on the server. The topmost graphs display the total amount of milliwatts (mW)
usage for each application, and clearly show that the solution where the business logic is
on the client consumes more power than the server-based solution.
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(a) Results shown on the map

(b) Close-by bus stops

(c) Real-time information

Figure 5: Screenshots

4.3

The Client Application

When the MultiBRIS client application starts it tries to retrieve the user’s current location.
A search bar always resides on top of the application, giving the user quick access to bus
route search functionality from wherever the user has navigated in the application. The
search bar has an auto-complete function that suggests bus stops in Trondheim.
As the result of a search query, the user is presented with a list of the ﬁve most optimal
bus routes, sorted by total travel time. The user can either tap on the most suitable result
to switch to the map and view the target bus stop and travel route to that bus stop, or click
on a map tab and be presented with all the bus stops in the result. Coloured lines show the
user how to get to the respective bus stops from the current location (Figure 5a).
The map of the application consists of a Google Map with added functionality. The current
location is centered on the map when the user taps the “Meg” (me) button. In the map tab
the user can also click on “Nær meg” (close to me) to add nearby bus stops to the map
(Figure 5b). The user may click on a bus stop to get real-time information on the next
ﬁve buses passing through it. Buses are marked in red if they have actual real-time values,
or black if only scheduled times are available. If any of the buses are among the user’s
previous search results, they are also marked with an “*” (Figure 5c).
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5

Conclusions and Future Work

The implementation of the MultiBRIS server and update of the BusTUC web-interface
proved successful. The system as a whole went from having a client-application that
transferred up to 500 kB of data for a bus route query and a query time that was around 20
seconds, to transferring only 5 KB of data and having query times at around 10 seconds.
Saving both time and data transfer was imperative for the practical viability of the client.
When looking at the power usage in Figure 4, a surprising property was revealed: the
difference in power usage in a large part comes from the extra data transferred and not
from more CPU usage. Normally, the CPU cycles and the display are portrayed as the
main battery power consumers; however, the results here indicate that data transfers can
consume as much power as CPU cycles in some cases.
As shown, there are a lot of beneﬁts from moving much of the business logic to a server.
The client saves battery and it is easier to maintain and update the system. However,
there are some possible drawbacks with adding a server as part of the solution. Doing this
effectively creates another layer which the information has to pass through to reach the
client, adding another point which can potentially fail to work properly. Another aspect
is that the server, when used in a production environment, needs proper infrastructure as
a foundation in order to be reliable enough for any client to use. Hence, in a commercial
solution, the infrastructure cost for a server-infrastructure has to be considered.
An interesting extension would be to look at systems taking intelligent decisions on where
to compute, such as Spectra [FPS02] which dynamical decides whether to perform computation on the server or on the client. “Spectra” monitors resource usage both on server and
client, and makes an “optimal choice” based on given system parameters. This functionality could be implemented for MultiBRIS so that if, for example, the MultiBRIS server was
under such heavy load that it would delay query times, the clients could be instructed to
perform the route calculations and contact the underlying services themselves. However,
this would make the client code grow substantially, as it would need to contain all the
business logic necessary to perform computations and service calls.
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Abstract: Ambient Assisted Living (AAL) is a domain with great potential for
economic and societal impact. But market uptake of such solutions is so far limited
because of market, standards and technology uncertainty. The businesses that will
prevail are those that are cost effective. To support cost effective development of
AAL solutions, domain specific open software ecosystems are being established.
We developed a survey to investigate key technology success factors for such
ecosystems. The survey was sent to 60 developers from a representative selection
AAL development projects. 18 responded. Following a qualitative data analysis we
found several key factors and features that must be in place to facilitate the success
of such ecosystems. We found that given the nature of the AAL domain,
characterised by divergent users, software and hardware, developers are seeking
for support in three main areas. First, they want the artefacts available in the
ecosystem to support relevant standards in the domain. Second, support for tracing
artefacts available in the ecosystem to requirements (domain-fit) is needed. Third,
they want support for developing, testing and emulating for complex usersoftware-hardware workflows in this distributed environment. The main obstacle
that will scare away developers from the ecosystems is lack of documentation of
the artefacts in the ecosystem. Second, not enough decoupled components, and
finally, lack of proper search features. Finally, in order to be able to learn to use
the artefacts, examples, scenarios and API documentation is necessary.

1 Introduction
As the western population ages, more support is needed with fewer hands to cater for
their needs. This has led to a recent attention to ICT for active and healthy ageing,
commonly known as Ambient Assisted Living (AAL). AAL is applications and
technology that provide support for active daily life, inclusion in the society, and
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prevention and management of sickness and disease [VDB10]. ICT for Active and
Healthy Ageing (AHA) has a great market potential, estimated to potential annual
revenue of 1837 M with moderate take up, and 2576 M with high penetration [KM10].
Adoption of such technology is still limited, because it is not yet clear how the market
for AAL will emerge or what kinds of applications, technology and standards are most
likely to be successful in the domain. The business that will prevail are those that are
flexible enough to deliver technology addressing changing market requirements more
cost effectively than the competition. Cost effective in this context is to provide
sufficient quality AAL applications at lower costs than the competition.
To support such cost effective development and to spark the breakthrough of AAL
applications and services, the European Commission has launched the Integrated Project
universAAL1 that aim to consolidate previous EU funded research and take steps
towards a domain specific open software ecosystem providing a standardized approach
making it technically feasible and economically viable to develop AAL applications.
Hanssen defines the emerging concept of software ecosystems as [Ha11]: “… a
networked community of organizations, which base their relations to each other on a
common interest in a central software technology.” The ecosystem created by
universAAL is denoted open, which implies that it is centred on free/libre open source
(FLOSS) technology.
This paper introduces the foundations of the universAAL project and reports on a survey
done by the project on key technology success features needed in such an ecosystem.
This paper is structured as follows. First, in the background section, we present the
foundation of universAAL in terms of a characterisation of AAL technology, open
software ecosystems, as well as introducing the universAAL ecosystem itself. Second,
we present the methodology used for performing the survey. Third, lessons learned so
far from AAL application developers´ perceptions on what are key technological
qualities that are important for the success of the software ecosystem, pointing out
important success factors for the ecosystem to succeed. Forth, we discuss the lessons
learned in terms of recommendations for building such an open AAL software
ecosystem. Finally we summarize our experience with our concluding remarks and
identify steps for future work.

2 Background
2.1 Ambient Assisted Living Needs an Ecosystem
In the conclusions of its meeting of 4 February 2011, the European Council endorses the
Commission's proposal for an Innovation Union, and in particular the launch of a
1

http://www.universaal.org/
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European Innovation Partnership on Active and Healthy Ageing2, by stating that:
"Innovation contributes to tackling the most critical societal challenges we are facing.
Europe’s expertise and resources must be mobilized in a coherent manner and synergies
between the EU and the Member States must be fostered in order to ensure that
innovations with a societal benefit get to the market quicker.”
Farshchian et al has done an analysis of innovation characteristics in the AAL domain,
and discuss the fact that AAL technologies operate in complex settings involving
multitude of stakeholders and organizations. The target end users, i.e. the elderly and
their next of kin, constitute a varied group of people with a wide range of needs
[FHM12]. They conclude that: “A range of aspects related to innovation in the
marketplace are still missing.” This indicates the need for creating an ecosystem.
This need is also evident in the Lecce declaration, which unambiguously calls for the
establishment of a well functioning software ecosystem3: “…work should be directed at
building sustainable ecosystems through targeted work, e.g., on ecosystem design,
ecosystem compliance and interoperability tests, ecosystem marketing, and life-cycle
management of products and services.”
2.2 What is a Software Ecosystem?
As the term of software ecosystem is emerging there is not yet any single authoritative
definition of the concept. In addition to the definition presented in the introduction,
Jansen et al provides the following [JFB09]: “… a set of businesses functioning as a unit
and interacting with a shared market for software and services, together with the
relationships among them.”
Bosch focuses on the common interest in software and its use [Bos09]: “the set of
software solutions that enable, support and automate the activities and transactions by
the actors in the associated social or business ecosystem and the organizations that
provide these solutions.”
The perhaps most well known example of a software ecosystem is Apple´s iOS and App
Store, where developers can build, deploy, market and sell applications in the ecosystem
owned and controlled by Apple. Application developers are drawn to the ecosystem by
the potential impact their applications can have. We denote it as closed as Apple controls
the hardware (iPhone, iPad etc.), the iOS operating system, the development tools, and
the distribution channel (App Store).
Another well know eco-system, that is semi-open, is Google´s based on the Android OS.
This consists of several hardware vendors that deliver phones and tablets running the
open source operating system Android. Although Android is open source, the
development of the operating system itself is closed and controlled by Google. Also,
Google controls the market place, Android Market.
2
3

http://ec.europa.eu/research/innovation-union/index_en.cfm?section=active-healthy-ageing
www.aalforum.eu/group/leccedeclaration
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UniversAAL, as we shall see in the next section, adopts a very open approach to the
notion of creating an ecosystem for active and healthy ageing applications.
2.3 universAAL: Steps Towards an open Ecosystem for AAL
universAAL is a 4 year 13M European Union project that develops an open technology
platform for active and healthy ageing. The goal of the project is to create a domain
specific open software ecosystem to answer the needs identified by the AALIANCE
roadmap [VDB10], including architectures, software components and development and
design tools. All results developed in the project will be available as open source under
the Apache 2.0 license. In support of the technology platform, communities are
established to maintain the project results. In combination, this makes the project
constitute a domain specific open software ecosystem for AAL. The main results of the
project are introduced below.
Technological Results:
The universAAL Runtime Support [Taz11] is a set of libraries that must be installed on
devices that support universAAL applications. At the lowest level it provides a common
interface for abstracting resources, e.g., sensors pushing data through the universAAL
platform (Execution Environment).
On top of this hardware level abstractions there are some basic services, such as
connectivity, security, context awareness and personalization support. The AAL
Platform Services enrich these services realizing functions such as secure access to
medication information or shared care plan.
Two versions of the runtime support are developed. One is based on OSGi4 and is
available for download and use in version 1.0 from the universAAL Developer Depot.
An Android version of the runtime adhering to the same reference architecture is
planned.
The developer depot is a repository where the AAL developer community can browse
and download existing as well as publish new services. Developers can reuse existing
universAAL AAL platform services in the depot in order to create composite platform
services [SW11]. The developer depot is accessible from http://depot.universaal.org/.
Using the Eclipse IDE5 as the basis, new software (plug-ins) that incorporates the
universAAL reference architecture and design concepts (UML Profiles from the
universAAL reference architecture) is available. Part of the tools is dedicated to
expressing the universAAL architecture and ontologies using model driven software
engineering techniques such as model-to-model transformation and model-to-text
generation [SW11].

4
5

http://www.osgi.org/
http://www.eclipse.org/
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The reference architecture represents a detailed specification of functional components
and the relationships among them for building systems in the AAL domain. Its most
central parts are:


Reference Use Cases: shows the main stakeholders of the system and how they
would interact with it



Reference Requirements: is a collection of requirements for a generic AAL system



Reference Detailed Architecture: is a proposal of an architecture with its modules
and functionalities that are mapped to the use cases and requirements

The uStore [BBA11]: is marketplace that enables selling and buying of AAL services.
The uStore will enable service providers to specify complete AAL services (the required
software, hardware and resources) and sell these through a secure and easy to use
interface.
Finally, universAAL is producing a set of example services that demonstrate use of the
underlying platform capabilities. The services will be used both for giving the adopters
of the platform a training material for understanding the functionalities offered by the
runtime support, and for reusing software components that can be included into new
services. The services include an implementation (i.e. the source code) and
documentation [Ibz11].
UniversAAL Community Results:
To sustain the universAAL results after the project ends, focus has been to build a
community that can maintain and further develop the results in the ecosystem. To this
end, the Ambient Assisted Living Open Association (AALOA) has been established and
has currently, over 100 individual supporters. AALOA is available from
http://www.aaloa.org/. The main mission of AALOA is to bring together the resources,
tools and people involved in AAL in a single forum that makes it much easier to reach
conclusions on provisions needed to achieve AAL progress. Second, make sure that all
technology providers, service providers and research institutions involved in AAL are
either directly involved in AALOA or (as a minimum) aware of decisions it promotes.
Third, involve end-user representatives in all work of AALOA. Fourth, identify key
research topics in AAL, and reach agreement on prioritization of these. Fifth, design,
develop, evaluate, standardize and maintain a common service platform for AAL.

3 Methodology
We developed a survey sent out to a selected set of AAL projects to get insight that will
help shape the development and evaluation of the software development tools created in
the universAAL project. Developers from five different AAL-related EU projects were
asked to participate in the survey (the survey was sent to 60 developers, 18 responded).
The reason for asking developers in the selected projects is that our goal is to build tools
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that solve key challenges facing developers of AAL software, and we wanted to get an
understanding of what key factors that will influence developers’ acceptance of such
open tools and components. Participation in the survey was motivated by the tools being
based on an existing development platform (Eclipse) and that the results will be provided
for free and as open source.
In accordance with Norwegian law, the survey was approved by the Data Protection
Official for Research, Norwegian Social Science Data Services.
Questionnaire Design
The questionnaire was designed to address what the developers perceived as important
aspects of developing software for AAL/e-inclusion projects with a strong focus on
developer tools and practices. The questionnaire was designed by the researchers in the
universAAL project with the goal of getting answers to the main barriers facing
developers of AAL systems, and what they would see as the most beneficial features of
the universAAL tool results. The questionnaire was pre-tested by participants of the
universAAL project before being sent to make sure that all items were clear and
understandable.
The survey had two core items pertaining to the creation of the universAAL software
ecosystem:
1) Investigate current development practice, and design and expected benefits of
an AAL software ecosystem.
2) Investigate possibilities and obstacles of a dedicated AAL software ecosystem,
and learning strategies.
The questionnaire was based on 5-point Likert scales and fields for textual input where
respondents could provide more information when and where applicable.
Subjects
Developers from five different AAL-related EU projects were asked to participate in the
survey. The projects were Amigo6, Soprano7, MPOWER [St11], Persona8, Genesys9, and
Oasis10. The invitation to participate where sent through project internal developer
mailing lists. A total of 60 developers were invited. 18 responded.
Data Analysis
The rather low number of respondents (n=18) reduces the effect of doing statistical
analysis (like regression analysis etc.). The result does however lend itself quite well to
6

http://www.hitech-projects.com/euprojects/amigo/
http://www.soprano-ip.org/
8
http://www.aal-persona.org/
9
http://www.genesys-platform.eu/
10
http://www.oasis-project.eu/
7
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data analysis using descriptive statistics and frequencies. The survey also allowed for
free text input to allow developers to provide input important to them on selected items.
As the survey is meant for gathering input to shape the development and evaluation of
the software development tools created in the universAAL project, we see the results as
valid for their intended purpose.
For the analysis of the free text input we report the text provided to us as well as the
researchers analysis of the provided input. The text were analysed based on the
principles of “Grounded Theory” [SC98], which can be used to categorise or find central
concepts from textual data. We used an open coding approach where we identified
categories of phenomena within the topics selected for the survey.

4 Results
4.1 Findings on Current Development Practice and Expected Benefits of Tools and
Components in an AAL Software Ecosystem
Summary of data on programming languages and tool usage
We found from the self-reported programming skills that the highest skills were reported
for Java (a mean score of 3.44 reported). Knowledge of OSGi development was rated
lower. Design and modelling knowledge (such as UML), gets a lower rating (a mean
score of 2.72 reported). The most frequently used developer tool in our sample is
Eclipse.
Summary of data on the importance of use of standards
The statement “Using standards is important for my company/organization” got a mean
score of 3.94. The statement “Standards are relevant in my work” got a mean score of
3.89.
Summary of data on design and development tasks that would benefit from tools support
and reusable components
We found from the categorization of responses that a main thing that developers would
benefit from having support in is design, documentation and traceability support. This
can be in the form of traceability from requirements, through design and to the
components, or by documenting use cases. The respondents also wanted to get support in
requirement analysis towards finding AAL specific services, that is, a link between
requirements and available components in the ecosystem. This is also reflected in the
feedback on the user interface artifacts developers would like to have available in the
ecosystem, where the respondents highlight a need for reusable user interface
components for divergent devices (e.g. PCs and embedded) and proven user interface
designs.
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The mean value reported for use of design patterns is quite high, 3.88, indicating that
developers use design patterns. Also quite high is the use of code conventions, 3.59. A
mean of 3.47 suggests that the development process tends to be repetitive and follows a
certain pattern or structure.
Equally important in terms of number of responses is the request for support for
deployment to divergent smart devices, sensors and other hardware. Developers also
want support for configuring gateways and integration of sensors into their solution.
Finally they want to be able to emulate and test on emulators for smart devices/sensors.
Two respondents that report need for testing and automated testing, and the reported
need for workflow management and messaging in distributed OSGi environments.
4.2 Findings on Possibilities and Obstacles of a Dedicated AAL Software
Ecosystem, and Learning Strategies.
Summary of data on how to access to software components
We found that the majority (15 of 18) would prefer to have access to development
resources (code, designs etc.) directly through the development tools they use. The
alternative is to use a web browser to navigate such repositories.
We also investigated what would be the main features of a dedicated AAL repository.
The primary feature required was to have documentation and examples. This includes
descriptions of components, manuals, APIs, tutorials and functional code examples.
Second, the components that developers wanted are in three main categories. These are,
support for different platforms (hardware and software), libraries for AAL specific
reoccurring tasks (including user interface components), and examples real application
(that has been in use) that can be used for evaluating new project ideas.
Only two developers mention open source and only one mention the possibility to get
user ratings of components in the repository.
Summary of data on current obstacles to code reuse
The primary obstacle to reusing code in terms of number of responses is lack of
documentation and bug tracking. The second most important obstacle is that components
that are available for reuse are not open enough in that they have to many
interdependencies with other components and are not properly decoupled. The third most
important obstacle is that it is hard to find appropriate components due to lack of search
support (“Google is not enough”)
Summary of data on assets that would help a developer to implement a successful
application
The results show that examples are the primary source of information developers would
need. This ranges from example of use of the application (including demonstrations,
91

screencasts and step by step descriptions) and also examples including code samples.
The second most important asset is scenarios, use cases and requirements in the domain.
These should also be accompanied by code examples. The third most important asset is
API and other documentation including standards and UML models. Other sources of
information are feedback from experts in the domain, tutorials and tool support.
This is also supported by the numbers we found when we asked what resources the
developers would use when learning new platforms and code components in a new
domain (such as AAL). First, the majority (n=16/18) look at example code to learn.
Second, they use API documentation to learn (n=15/18). Third, quite few look at
designs (n=5) and use project wizards and templates (n=4) to learn. Finally, one
respondent lists other sources for learning, namely to ask colleagues.

5 Lessons Learned and Preliminary Recommendations for Building
an Open AAL Ecosystem
5.1 Current Development Practice and Expected Benefits from an AAL Ecosystem
Programming language
We found that Java was the programming language where most developers reported their
highest skills. However knowledge of OSGi (which is written in Java) is rated lower.
Attention therefore must be paid to provide sufficient levels of training material and
documentation as more advanced technologies than plain Java APIs are introduced in the
ecosystem. Eclipse was the integrated development environment (IDE) that most
developers reported using, this was expected, as Eclipse is a very popular open source
IDE, it is extendable (plug-in model) and as such should be a good choice for providing
tool support in an AAL software ecosystem.
Standards
For standards, we found that a majority of the developers found the use of standards
important and relevant for their work. An AAL ecosystem therefore will benefit from
providing software artefacts that adhere to relevant standards in the domain, such as for
example the Continua standard for communication to medical devices (IEEE 11073), or
HL7 or similar CEN TC 251 standards for exchanging information with dedicated health
systems. An AAL software ecosystem benefits from providing software components that
work with these standards, and should as a very least have a flexible design so as to
allow the use of relevant standards, facilitating divergent business models, e.g. both CEN
and HL7.
Tools and design support and reusable components
From the tools, developers want support in four main areas. First, support will be
appreciated in discovering requirements in the domain (understanding the domain), and
then to be able to have traceability from these requirements to the applications created,
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so as to be sure to implement the right functionality. Second, as the developers use
design patterns, relevant and applicable patterns in the domain should be available.
Third, tool support is needed to emulate different kinds of sensors, hardware and
gateways and manage complex workflow in distributed environments. The domain of
AAL is characterised by a mix of divergent user needs, hardware and software. These
findings indicate that developers are seeking for guidance in the form of best-practice
AAL specific design patterns (domain specific languages), components, and traceability
from requirements to designs and components in this fluctuating reality. Finally, they
need emulators and testing facilities to be able to test complex distributed applications.
5.2 Possibilities and Obstacles of a Dedicated AAL Software Ecosystem, and
Learning Strategies
Possibilities
Developers would like to have access to certain resources from the ecosystem directly
from the development tools. The resources they would like to have access to include
documentation, tutorials, and functional code examples for the software artifacts
available. The most wanted software artifacts were support for different hardware, for
reoccurring tasks, and examples of actual applications that have been in use and that are
possible to run out of the box and experiment with. Not so many was concerned with the
resources being open source. Again we find that the developers are looking for ways to
cope with a domain of divergent user needs, software and hardware, and good example
applications that has been in use, that are available for use and tailoring are appreciated.
The fact that open source is not a requirement many posed, is presumably that other
concerns related to quality is more important, as we shall see next.
Obstacles
What we found are best suited to scare away developers from entering the ecosystem is
first to not document the resources properly. Second, if there are too many
interdependencies in a software artefact, so that it is difficult to start using it, they are
simply not going to do it. Finally, if they cannot find the components, they will not be
used. These are classical errors the open source projects make, and it is equally true for
AAL ecosystems. Resources need to be easy to find, well documented, and decoupled.
Learning
In order to learn to use resources in the ecosystem, developers would prefer to see
example use of resources (including demonstrations and walk-throughs) and example
code. Scenarios and use cases are necessary to trace to needs in the domain. APIs are
another source of information. This is easy to forget, but to be able to use the resources
in the ecosystem, these sources of learning are essential, and will contribute to bringing
more users into the ecosystem.
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6 Conclusion and Future Work
In this paper we have reported the results of a survey that set out to find the key
technological success factors that would attract developers to an open AAL software
ecosystem. We found that given the nature of the AAL domain, characterised by
divergent users, software and hardware, developers are seeking for support in three main
areas. First, they want the artefacts available in the ecosystem to support relevant
standards in the domain. Second, support for tracing artefacts available in the ecosystem
to requirements (domain-fit) is needed. Third, they want support for developing, testing
and emulating for complex user-software-hardware workflows in this distributed
environment.
The main obstacles that will scare away developers from the ecosystems is lack of
documentation of the artefacts in the ecosystem. Second, not enough decoupled
components, and finally, lack of proper search features.
In order to be able to learn to use the artefacts, examples, scenarios and API
documentation is necessary.
This work gives a synopsis of what a sample of AAL developers rate as technological
enablers and barriers for a successful AAL software ecosystem. More work is needed to
relate this work to the larger work on theories of software ecosystems, in order to extend
the knowledge base. Also, more qualitative studies in the form of e.g. focus groups with
developers are needed to find deeper and more concrete insight into the mechanisms that
motivates developers are needed to provide even more relevance for the industry.
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Abstract: Over the last century the continuous innovation of technology, coupled with
a steady increase in the size of the healthcare organizations, has created a need for information systems supporting healthcare professionals with their daily tasks and decisions. Modern hospitals are full of technology producing electronic records of events
and activities, with the opportunity of these events culminating in a wealth of information that these semi-autonomous experts can tap into to improve situational awareness,
facilitate coordination and take better informed decisions. However, processing these
footprints, contextualizing and inferring over them presents several interesting challenges to the current state of Complex Event Processing methods. This article looks at
challenges presented by an information system for perioperative process support and
how contextualization and adequate tool support can provide the essential backdrop
for meaningful inference.

1

Background

Clinical work processes can resemble non-deterministic processes, at least when it comes
to the core activities that determine clinical work. As problem solving activities, in which
several actors participate, each from their own domain of knowledge, creating detailed
models of clinical processes can be difﬁcult. The exact ﬂow of control (the trajectory of
actions performed) is determined by the problem to be solved (e.g. the health issue of the
patient) and the decisions that individual actors make, based on their assessment of this
problem and their knowledge. This means that different problem solving activities can
interfere and due to matters of urgency or lack of resources, the ordering of the activities
will vary given the local circumstances.
The overall objective of COSTT 1 is to evaluate and design novel ICT support for a selection of clinical processes. Our belief is that efﬁcient support can be achieved not through
explicit control of the ﬂow of work, but rather by providing all actors involved an easy accessible, comprehensible overview of the progress of a process and its current status. By
making the process transparent to all those involved, the actors can coordinate their own
1 http://www.costt.no/
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work. So, coordination is facilitated but not dictated, which is often favorable in complex
organizations [GM01].
The core concept in our visualization of progress and current status of clinical processes is
the patient trajectory. We deﬁne a patient trajectory as a timeline-oriented representation
of what actually has occurred and will happen with the patient during encounters with
clinicians. Through inspecting a patient trajectory, a clinician can see how far the plan
concerning a patient has progressed, and also whether there have been deviations from the
original plan. Based on this information he can decide if he needs to make any adjustments
to his own activities.
However, as shown by others [RRvdGK09, HTS06], stringent workﬂow systems and attempts at creating detailed guidelines or exhaustive process maps for healthcare often
break down because of the apparent non-deterministic nature of healthcare processes. Additional work has also uncovered that some process variation can be beneﬁcial for the
treatment process and as such, should be supported rather than discouraged by information systems facilitating such work [BFS11].
Capturing these subtleties in software or tool support has shown to be difﬁcult. Several
strategies have been explored, often resulting in issues such as increasing the level of
abstraction until the semantic value of the end result is diluted, or the numbers of disjoint
but similar processes grows almost exponentially to cover all these eventualities. However,
attempting to map any exception to any process of non-trivial size often descends into a
chaotic representation of reality. Additionally the prospect of mapping out the unknown a
priori, is daunting at best.
The goal of this paper is to address these challenges by introducing and motivating the
concept of situational awareness through event-based information systems. The paper is
organized as follows. In Section 2 we introduce the healthcare professionals as a social
community with a strong desire to improve self-coordination and cooperation. We show
the value of probabilistic event processing in Section 3, and present modeling and tool support in Section 4 demonstrating the importance of this concept. We end with conclusions
and further work in Section 5.

2

Motivation: the Professional Healthcare Community

In ‘social communities’, being ‘social’ is the driving force behind most of the available
platforms, and time is in general of less critical importance, nor is facilitating cooperation. In our domain, time and cooperation are key factors for achieving ‘a good day’ and
hence providing good care. Keeping track of colleagues and what they are doing and how
these activities might impact your own work is a difﬁcult task. Operations and associated
resource planning can only to a limited degree be captured in an explicit workﬂow. Due
to the rapid changes in the domain (acute patients causing changing priorities and so on),
continuous replanning is necessary. The overall activities such as start and ﬁnish are quite
easy to conceptualize, though for coordination purposes it is also very relevant to know
what happens between these markers. Knowing when an operation is expected to end en-
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ables for example a coordinator to anticipate, prepare and reschedule following patients as
needed.
Not unlike in less critical ‘social communities’, location and situation awareness can have
positive and negative effects. In general people will rarely trust one system completely,
yet better overview, provides a better starting point for self-coordination. Still, the ‘terrain
takes precedence over the map’ when reality and plan diverge.
One of the fundamental assumptions in the COSTT-project was that given better transparency of the processes - or situational awareness, users of the system would be able to
better self-coordinate. Situational awareness is a term used to describe at which level a
person has perceived the current situation. In increasing levels of awareness [End95], the
ﬁrst level would be to perceive the current situation. The second level would be to not
only perceive the elements in your immediacy, but also to comprehend the meaning of
the events occurring. When the highest level of situational awareness is achieved, one is
also able to project how the current situation might evolve based on comprehension of the
current as well as knowledge about how the current situation usually evolves.
Using situational awareness as a concept to describe the comprehension of an environment
and its impact on your own goals and objectives, it has also been shown that lack of or inadequate awareness is a contributory factor to ‘human errors’. As such, building computer
support to help increase and support situational awareness is an obvious extension to the
already existing technology for distributing and increasing situational awareness .

3

Situational awareness with events

Situational awareness is a ﬁeld of study concerned with perception of the environment critical to decision-makers in complex, dynamic areas such as aviation, military operations,
and healthcare. The perception of environmental elements with respect to time and/or
space, the comprehension of their meaning, and the projection of their status after some
variable has changed, such as time. Situational awareness involves being aware of what
is happening in the vicinity to understand how information, events, and one’s own actions
will impact goals and objectives.
Trying to create a software support system for such a process then entails support for
aggregating and combining heterogeneous knowledge and events from a variety of sources.

3.1

Events and complex event patterns

In general it is meaningful to distinguish between (at least) two levels of event richness:
Simple events and complex events. Simple events are single events that carry slivers
of meaning in themselves, without much room for decomposition. Examples of simple
events would be stock order placements, atomic bank account transactions, or stock trades
(buy/sell-orders being matched). This is in contrast to complex events, which summarize,

98

represent, or denote a set of single events which combined would denote a ‘pattern of
events’ of a speciﬁc process. An oft-cited example is the 1929 stock market crash [LS08].
Complex events are formally processes rather than events, but within the domain are often
treated as events and subject to the same processing and rules as for simple events.

3.2

Contextualized semantics of non-deterministic event patterns

Tackling the challenge of the non-deterministic nature of healthcare processes is instrumental to realizing a system which can cope not only with the majority of regular cases but also recognize the minority of cases with deviations in event value. From a practical
point of view, the value of any support system is at its highest when it helps support the
difﬁcult minority rather than the more streamlined majority.
A

B
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G

F

Figure 1: Example patient ﬂow

Figure 1 shows a typical patient ﬂow through several diagnostic activities. In a perfect
world, these steps are taken in a pre-determined chronological order. However, in real life
deviations to the regular patient ﬂow order are possible. The allowed deviations are driven
by dependencies in the information ﬂow dependencies between the healthcare professionals (see Figure 2).
In the following sections, we will refer to these steps as the situations a patient can be in.
Furthermore, each of these steps is characterized by events, which motivates our approach
of situational awareness with events.
One of the main challenges in the perioperative domain is that the systems from which we
harvest events were not designed to be part of a larger system and to a large degree live a
life of their own. The COSTT-project assumes a bottom-up collection of events wherein
we combine physical sensor sources such as indoor positioning systems with events culled
from information systems such as planning- and recordkeeping-systems. While this allows
for a broad-spectrum of information about the processes and activities in the hospital, it
also pushes the issues of temporality, vagueness and uncertainty to the forefront.

99

B

A

C

D

E

H

G

F

Figure 2: Information ﬂow dependencies

Using sources that rely on manual input as the primary means of gathering information
(such as most clinical recordkeeping systems) also means that the variation in the currency
of information is, at times, extreme. On the other hand, physical sensors have predictable
currency, but inherent shortcomings in sensitivity and speciﬁcity.
e = 5.2?
e = 4.3?
e = 5.01?

e=5
Event filter

Figure 3: Acceptable deviations in event values

Filtering event values based on medical data can also prove difﬁcult given that the test of
clinical signiﬁcance is often given in ranges rather than speciﬁc values. What is acceptable
for one patient might be unacceptable to the next patient, even given the same diagnosis.
This makes simple ﬁltering as shown in Figure 3 difﬁcult without a rich context for interpretation, which in this case could range from baseline values for this particular patient to
encompassing signiﬁcant parts of the patients medical history. Additionally, certain values
have different ranges depending on how the reading was obtained (e.g. body temperature
taken rectally, orally or axillary).
e

T = 2 min ?
T = 15 min ?
T = 40 min ?
Time

T=5 min

Figure 4: Acceptable deviations in event timestamps

Spatial and temporal relevance (see Figure 4) is just one aspect of the contextual relevance
of an event.
Healthcare is rife with examples of procedures where the number of stages depends on the
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results of prior steps. Education and experience can also inﬂuence whether or not certain
stages are skipped or additional ones are performed. The effect from an information system
point of view is that some events in a pattern become optional.
e2

e2?

e3

e1

Figure 5: Optional or undetectable events

In terms of deﬁning event patterns, one needs to deﬁne which events are optional - see
Figure 5 for an illustration - where the non-occurrence of such an event will not make the
pattern matching wrongly refute the correct pattern.
e2
e3

e1

e4

versus
e3
e2

e1

e4

Figure 6: Acceptable deviations in event orderings

The order in which events occur often follows a predeﬁned business logic or workﬂow
path, which could be seen as an event pattern. The order in which events occur can differ based on the workﬂow path chosen. The ordering of events in the patient workﬂow
may change due to resource constraints or interference with other patients. For example,
whereas the logical consequence of events would be e1 , e2 , e3 , e4 , the order of events e2
and e3 for a particular patient might be altered, as depicted in Figure 6, if for example
there is currently no free slot in the receiving department.

4

Situation Studio: Tool support for event-driven activity recognition

Based on one of the cases in the COSTT project, a pre-operation examination day (for details we refer to [WPL+ 11]), we designed a ﬂexible event-based workﬂow system, called
the ‘Situation Studio’. It is used to model different situations, the probability of their occurrences, the variety of observable and non-observable events in each situation, and the
possible partial ordering between situations.
Figure 7 illustrates the graphical user interface of the tool. It shows a concrete instance of
the example patient trajectory as shown in Figure 1.
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Figure 7: The Situation Studio

4.1

Characterizing situations through events

Each of the situations is characterized by events. For example, the Blood sampling situation is characterized by the following observable and mandatory system events:
• access lab system
• generate bar code
• dispatch blood sample
The order of events is typically as listed above. The Blood sampling situation is bounded
in time by two non-observable events:
• blood sampling started
• blood sampling finished
These implicit events mark the beginning and the end of a situation. They can only be
inferred from the occurrence of other observed or inferred events. Unless their occurrence matches one-on-one with an observable event, the exact timing of their occurrence
is usually uncertain.
Non-observable events are triggered with rule sets, i.e. a series of if-then-else rules. For
example, if the system detects a system event in the Cardiology outpatient assessment,
we can infer that the previous Blood sampling situation has ended and we can trigger the
blood sampling finished event.
With predicates we deﬁne when a situation can possibly emerge through declaring which
(combination of) events should have already occurred, and which ones must not have
occurred:
• patient id

(this event must have occurred)
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• !blood sampling finished

(this event must not have occurred)

For this scenario, when the patient arrives (i.e. he is in the Patient arrival situation), the
system generates a patient id event with all the personal details of the patient. As long
as the patient is not registered, we are sure that the patient cannot be in the Blood sampling
situation. By also specifying the !blood sampling finished predicate, we declare
that a patient will never go back to this situation if he has completed this step before.

4.2

Probabilistic event processing: a pragmatic approach

With each situation, we associate a probability with each of its events to ascertain the
possibility that the patient is still in this situation. For example, the Cardiology outpatient
assessment situation is characterized by the following observable events:
• access epr: the cardiologist opens the electronic patient record (EPR)
• dicate result: the cardiologist dictates the results of the assessment into speech
recognition software
However, healthcare specialists have different working habits. Some may only open the
EPR while the patient is sitting in front of them, or dictate the results while the patient is
still present, while other ones open all the patient ﬁles in the morning or dictate the results
after the patient has left. Hence, the occurrence of a particular event is not a guarantee that
the patient is still at this location. That is why we associate a prior probability of each event
in each situation to characterize the possibility that the patient is at this location when this
event occurs. These prior probabilities are derived through discussions with the medical
stakeholders. For the Blood sampling situation this has led to a prior probability of 100%
for the access lab system and generate barcode events, and a prior probability
of 70% for the dispatch blood sample event. This means that the patient is surely
at this location when either of the two ﬁrst events is recognized. However, there is a slight
chance that the patient has already left when the last event is triggered.
Ideally, we would have used proven probabilistic reasoning techniques like Bayes’ probability theory, Zadeh’s fuzzy logic or Dempster-Shafer’s evidence theory. We investigated
each of these techniques but none of them turned out suitable due to pragmatic reasons,
such as the maintenance of the knowledge for non-technical experts. With Bayes’ theorem, we can compute the probability for a situation S given the events E knowing the
probability of the events given the situation.
P (S|E) = P (S ∩ E)/P (E) = P (E|S) ∗ P (S)/P (E)
However, each situation is usually characterized by a set of events:
P (S|E1 , E2 , E3 , . . .) = P (E1 , E2 , E3 , . . . |S) ∗ P (S)/P (E1 , E2 , E3 , . . .)
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This means that for any set of events we need to know their probability in every situation, and this is guess work without a proper data set from which we can obtain these
probabilities.
Zadeh’s fuzzy logic has the advantage that it allows you to express domain knowledge with
linguistic terms rather than with crisp values. However, various arbitrary choices have to
be made, such as the shape of each fuzzy variable (triangle, trapezoide, bell, . . .), the
modeling of fuzzy sets and rules, as well as the defuzziﬁcation into crisp values. Figure 8

Figure 8: Fuzzy Logic for the Blood Sampling situation

illustrates this concern for inferring the blood sampling finished event based on
the occurrences of the other observable events, based on fuzzy rules like the following:
IF (blood test dispatched to lab IS false) THEN blood sampling ﬁnished IS low;
IF (lab system access IS medium) AND (blood test dispatched to lab IS NOT true)
THEN blood˙sampling˙ﬁnished IS low;
...

The evidence theory from Dempster-Share is a generalization of Bayes based on belief
and plausibility, but without going into details, experiments with Dempster’s combination
rule of evidence have shown that it can sometimes lead to counter-intuitive results. Zadeh
himself used the following example to illustrate this concern:
Doctor A:
99% brain tumor,
Doctor B:
99% concussion,
Dempster’s combination rule:

1% meningitis
1% meningitis
100% meningitis

Obviously, this result is very counter-intuitive. Instead, we pursued a more pragmatic
approach. Remember that situation X means that the patient is at location X. Various events
pertain to a particular situation (e.g. access epr, change ris, dictate result,
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. . .). Due to the fact that events related to the situation can actually take place before,
during or after events, we used prior probabilities to model these uncertainties:
P(access ris | Radiology examination)
= 1.0
= 0.6
P(access epr | Pulmonary examination)
P(dictate result | Cardiology examination) = 0.6

If predicates of a situation are false, then then particular situation is impossible (likelihood
is 0.0). For example, the Cardiology assessment cannot take place if the Cardiology outpatient assessment has not ﬁnished. If all the predicates are true, we compute the probability
of the situation based on probability of the last correlated event, and infer the possibility
of all the remaining situations. However, this may lead to some mathematical non-sense.
Given the likelihoods of the following possible situations:
P(Cardiology outpatient assessment) = 0.7
P(Radiology examination) = 0.5
P(Pulmonary assessment) = 0.5

// report_ready
// access_epr
// access_epr

We see that the sum of the probabilities is not 1. The reason for this behavior is that
the related events do not occur all at the same time. If P(X) would be 1.0, we would be
absolutely sure that the patient is at that location. However, if it would be 0.95, then there
is room for doubt. To solve this problem, we implemented a function f (xi ) (with xi being
the values above) with the following properties:
• Σ f(xi ) = 1.0
• f(1.0) = 1.0 and f(0.0) = 0.0
(What is absolutely true or false, remains so)
• Partial ordering of xi is the same as partial ordering of f(xi )
The solution is a value z with f (xi ) = (xi )z and z such that Σ(xi )z = 1.0. The value z is
not easy to compute directly, so we use an iterative method to ﬁnd the right value.
P(A) = 0.7
P(B) = 0.5
P(C) = 0.5

with z = 1.980

f(P(A)) = 0.494
f(P(B)) = 0.253
f(P(C)) = 0.253

with z = 5.265

f(P(A)) = 0.948
f(P(B)) = 0.026
f(P(C)) = 0.026

or
P(A) = 0.99
P(B) = 0.5
P(C) = 0.5

The property of the proposed function maintains the weight of the most likely situation
while ensuring the transformed values add up to one.

4.3

Qualitative assessment

It is important to realize that the actual value of (xi )z is meaningless. However, we used
the transformed values in our tool as a baseline for a color coding for the likelihood of a
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situation (e.g. red means impossible, green means absolute certainty, yellow means possibility, blue means prior ﬁnished situation). See Figure 9 for an illustration of a simulated
event trace and the color coding of the different situations.

Figure 9: Visualization of a simulated event trace

While testing the Situation Studio, we found that cross-cutting work ﬂows greatly impact
the handling of events. For the blood sampling activity for example, for coordination
purposes one only needs to know if the sample has been taken and if the patient is done
with this activity. However, the outcome of the actual lab results is an input for later
activities, but it does not impact the ﬂow of the patient though the day.
We also compared the mathematical output and color coding with the experience of the
patient coordinators, and while stepping through the trace of events the likelihood of the
outcomes were similar to their expectations.

5

Conclusion

In this paper, we discussed clinical processes as non-deterministic, resembling stochastic
processes with healthcare professionals being a social community with a strong desire to
improve self-coordination and cooperation. We introduced and motivated the concept of
situational awareness through event-based information systems, and presented preliminary
tool support to capturing non-deterministic subtleties.
Note that no structured test of the system has been commenced, as one of the most important effects is understanding how putting events in a semi-structured work ﬂow impacts
the quality aspect. These effects have been the source for many discussions, which in turn
resulted in iterations. This insight is valuable for understanding the effects of compiling
events into complex events.
The Situation Studio will be further developed in the frame of the FP7 BUTLER project
which investigates the challenges emerging from the recent ICT advances shaping up the
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Internet-of-Things (IoT) that will connect sensors, actuators and smart portable devices
into an ecosystem reaching an estimated 50 billion devices by 2015-2020. The sheer
amount of information and the means to discover and beneﬁt from it will be so vast that
humans, no matter how technology-savvy, will not be able to handle it on their own. In
BUTLER, the Situation Studio will be used to manage context-aware event processing and
pattern recognition techniques to extract meaningful information and transform a stream
of events into a representation of human intent for anticipating common user behavior.
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Abstract: Mass Casualty Incident (MCI) situations require high flexibility from
the involved rescue forces, including an increased need for efficient
communication in sparse mobile ad-hoc networks. Simulations help to understand
the performance of information flooding in these situations, to identify critical gaps
in the infrastructure and to develop professional models. Based on resources,
described as profiles, roles of community members can then be assigned more
flexible. The presented approach and the thereupon aligned simulation provide a
technological basis for developing a decision support system. This system can –
before or during an MCI situation – provide support in mitigating risks. This will
be achieved by executing (simulating) and comparing different alternatives to
manage the situation at hand.
Keywords: Community
communication, MANET.
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1 Introduction
In case of a Mass Casualty Incident situation (MCI) emergency rescue services (fire
brigades, medical service and police force) have to face several challenges. At the
beginning there is often a discrepancy between the number of injured persons and the
number of available emergency units at the place of action. So it is essential to
coordinate all involved rescue forces and activities. Moreover, it is necessary to identify
tasks and task sequences of all involved forces to support inter- and intra-organizational
collaboration. In the light of MCI the SpeedUp1 research project activities are focused on
an IT framework to support communication and collaboration between mobile rescue
forces [Spe12]. Starting with investigations of organizational structures and strategies for
courses of action within various rescue forces, SpeedUp addresses the definition of an IT
solution which is acceptable and utilizable for different organizational units in complex
situations.
To support development, testing and evaluation of the SpeedUp IT solution we need
regular MCI-like-situations. Based on the insight, that it is rather impossible to carry out
real MCI exercises again and again, we aimed at finding a solution to replay such
scenarios in a cost-efficient way. Therefore, we mapped these complex courses of events
within inhomogeneous communities by using simulation techniques.
In this paper, we introduce a tool for simulating heterogeneous communities.
Furthermore, we discuss our approach to develop a community simulation after
collecting information in a prior analysis process. The approach is explained by using a
MCI scenario with rescue worker communities.
The paper is structured as follows: Section 2 explains the scenario in more detail.
Section 3 discusses the analysis process that is necessary to build an MCI-like-situation.
In Section 4, we explain our agent-based discrete event-based simulation tool. Section 5
provides first results, whereas section 6 gives an outlook for future work.

2 Scenario
Typical examples for a MCI are bus, train or plane accidents. Insured people, rescue
forces and equipment are spread over a large area. Structured and coordinated handling
requires (1) data collection, (2) information forwarding and (3) hierarchical organization.
Paper-based processes are reliable but slow and incomplete. Therefore, SpeedUp relies
on electronic support for rescue forces using mobile communication devices (nodes).
Known major risks of IT-based communication are inaccessibility as well as lost or
broken down nodes. Its major strength is the autonomous and redundant replication of
information within the entire ad-hoc network, if it is not partitioned.

1
The work is part of the SpeedUp project which is funded within the German Federal Government's program
"Research for Civil Security" (call "Rescue and protection of people") by the Federal Ministry of Education
and Research (duration: 1 May 2009 - 30 April 2012).
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In order to act and collaborate in an appropriate way in MCI situations, rescue forces
have to aggregate several types of information that form an information building. This
information building is necessary to allow for fast information flow and filtering of
relevant information [SKE+10]. Figure 1 provides an overview of the involved
technological fields necessary to cover all information needs.
Instead of using paper to distribute the information to others, a mobile, self-organizing
data platform is needed that supports the rescue forces [SSE10]. The information that has
to be delivered differs for every organization and rescue worker and is task dependent.

Figure 1: Information Building, adapted from [SKE+10]
At the technical level, ad hoc networks [BFS08] provide the infrastructure for
information transmission. Therefore, the localization of rescue workers is important
[SEE+11]. Mobile software agents [DCL11, BR05] can be used to integrate
heterogeneous data resources and transport information. The share of personalized
information for a rescue worker during a MCI in a certain role is restricted by policies
[SKE+10] and depends on the context - the involved organization and the tasks to be
solved. The context of a rescue worker can be described by his profile. A profile consists
of the role the rescue worker plays in a certain mission and associated individual
properties, like knowledge, expertise or physical state.
The knowledge about the MCI situation should be shared by the entire community of
rescue workers, independent of the organization they belong to. The sharing of
experiences helps to improve efficiency in future action situations. Thus, after an MCI
situation it is necessary to discuss the event with all involved rescue forces and derive
lessons learned. Moreover, the technical as well as the organizational support should be
analyzed. For an analytic reflection, it is useful to simulate the entire situation again A
simulation gives a cost efficient and a reproducible way to analyze the event. Event
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scenarios can be replayed several times with different parameters so that rescue workers
can go deeper into concrete situations and can learn from the different perspectives.
Following this general goal we discuss in our paper the technological background of
such a simulation tool. As a first step, our tool supports a simulation of prototypical
action situations derived from real situations, as well as a what-if-analysis.

3 Simulation modeling approach
For the modeling of a simulation for rescue forces we propose an approach consisting of
six phases: (1) data elicitation, (2) data processing, (3) structuring, (4) implementation,
(5) simulation and (6) evaluation. The interplay of these 6 phases is shown in figure 2.
The first phase consists of the elicitation and collection of data originating from real
action situations or interviews with rescue workers. The data will be processed in a
second phase extracting the requirements of the environment and the involved rescue
workers. In the third phase, the collected information will be structured for IT
processing. In the implementation phase these structured data is transformed for being
consistent with the simulation model. Hereby, the emphasis is on the modeling of single
community members. The complex course of the action situation is simulated in the fifth
phase by enacting the direct interplay of relatively simple entities (community members)
and their ongoing interaction with the environment. The evaluation in the last phase
helps to analyze the MCI event and may trigger another (simulation) perspective.

Figure 2: Schematic Procedure for the Development of a Community Simulation

(1) Data elicitation: Data collection depends on the given scenario and the available
information. In our project, information was elicited from real action situations as well
as practice exercises, interviews of rescue force members and from relevant legal
regulations [WKM+10, Feu99, Feu06, Feu08, Thu08]. Legal regulations provide rules
according to processes, organizational structures and competencies. More concrete
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insights come from interviews. Such interviews provide information regarding typical
procedures, used strategies, spatial distributions, but also quantitative data about
necessary rescue forces, time efforts and problems in concrete situations. Furthermore,
exceptions and weaknesses during events can be elicited. The collected data are a basis
for future simulation runs and their evaluation.
(2) Data processing: The interviews are transcribed, generalized due to several criteria
(code, main categories, sub categories, sources, sinks and segments), and extracted into a
table [WKM+08]. For analyzing action situations, mind maps were used to look at
aspects like location, forces, resources, weather, time and situation. Therefore,
information is grouped to detect dependencies and gaps. Moreover, the whole sequence
of events is transformed into a time line.
(3) Structuring: In every action situation, people are involved in different roles. These
different roles are identified using the sequence of events (time line). Thereby, a role
abstracts from a concrete person. Prior knowledge, expertise and the state of a person are
allocated to a profile. Additionally, commands and activities are extracted from the time
line for every role. A role is described by its tasks. Tasks can be divided into subtasks, so
that a hierarchical structure is built. From the time line, pre and post conditions are
allocated to a task. In table 1, roles are described by a hierarchical decomposition of their
tasks to subtasks, combined with suitable pre and post conditions. From the mind map
and the time line the necessary data for the environment are extracted.
Task
Transport <patient> to
patient positioning place

Action

Communication Rescue force

[Patient not transportable]
ensure_transportability <patient>
[Patient transportable]
[<Patient> transportable]
organize_orderly <patient> <patient
positioning place>
[enough <orderlies> available]
[<Patient> transportable & enough Transfer
command, paramedic,
<orderlies> available]
transfer confirmation rescue aid man
give_command <orderly> „
transport <Patient> to <Patient
positioning place>“
[<orderly> and <Patient> arrived]

escort
<patient> to patient
positioning place

[patient can go alone] walk with
<Patient> to patient positioning
place
[arrived]

Table 1: Decomposition of roles into tasks

(4) Implementation: The description of tasks is realized in the Belief-Desire-Intension
(BDI) structure consisting of goals and plans (goal-plan-tree) [HSR12, GPP+99]. In the
root of the tree is a goal that can be achieved by the successful execution of one of the
subordinated plans (figure 3). Plans may consist of actions or other subgoals. Pre and
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post conditions resulting from the structuring phase (3) are expressed by semantic
queries to an individual data area (beliefs). Actions in the goal-plan-tree are atomic.
They are characterized by their effects on the environment and by time costs.
For more information regarding implementation and simulation we refer to section 4. In
the end the evaluation (phase 5) is discussed in section 5.

Figure 3: Example of a goal-plan-tree

4 Simulation
Rescue forces, e.g. medical personnel, have a lack formal training in mass causalities.
Therefore, their education should be expanded [GJA05]. Simulation modeling is
regarded as one of the leading techniques for improving the capabilities in case of
incidents [JM06, JML07]. It was used e.g. in training of healthcare personnel [HYH+10]
or terror medicine [HM09].
For our simulation, we use an agent-based, discrete event based approach [Gon09]. The
simulation of the environment and all rescue workers involved in the scenario is done by
agents. The simulated scenario is divided into active and passive entities. Passive entities
only react to external influences, while active entities can carry out actions
independently and therefore influence their environment. E.g. in our scenario, rescue
workers are active entities, while injured people are regarded as passive entities
[HSR12].
Figure 4 presents the agents which are necessary for a simulation. The environment
agent manages the simulation time and the state of the environment that also includes the
passive entities. The starting point for a simulation is a given scenario, which also
describes the environment parameters for the scene as well as the number and position of
injured people. Furthermore, the scenario includes a number of events that are defined to
occur at a certain point in time during the simulation. This event set is managed by the
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EnvironmentAgent. It checks in every time step, which events occur at this point in time.
Additionally, it calculates how these events influence the state of the environment.

SimulationAgent

perception

beliefs
planlibrary

scenario
determine
action

event set

time

action

EnvironmentAgent

Community Member Agent
Figure 4: Simulation

An additional task of the EnvironmentAgent is to calculate the perception of every active
entity which stands for a rescue worker. The perception is calculated in every time step
based on the state of the environment. The results are transferred to an agent that
simulates the respective rescue worker. The simulation of a certain rescue worker is
thereby implemented by a Belief-Desire-Intention (BDI) agent [GPP+99], called
Community Member Agent in figure 4. These agents manage their own view on the
simulated environment by using their beliefs. The agent reacts to the new perception of
the EnvironmentAgent by updating its beliefs, based on the perceptions. Afterwards, the
BDI implementation helps to calculate the upcoming action of the rescue worker. This
calculation of the next action is based on the current beliefs of the agent as well as on the
plan library of the simulated rescue worker.
The processed action is transferred back to the EnvironmentAgent, which calculates the
consequences of this action to the environmental state. So in the next time step it is
possible to transfer the consequences of the previous action in form of a new perception
back to the simulated rescue worker. A simulated time period ends, if all events taking
place in this period have been handled, every active entity was sent a perception, and all
active entities had the chance to perform their own actions.
For the management of the entire simulation there is another agent called
SimulationAgent. This agent is able to start and to finish a simulation. Furthermore, it
bridges the gap between the simulated system and the underlying agent system ellipsis
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[ME11, Sch12]. In the case that more rescue workers are to be involved for a specific
scene in a simulation, the SimulationAgent can start more Community Member Agents
that can overtake the role of the newly involved rescue workers. In addition, it can link
them with the simulated scenario.

5 Results
With our simulation tool, we can map a complex course of events with inhomogeneous
communities. By mapping the rescue workers using BDI agents we are able to describe
different rescue forces with their specific aims, procedural models and cultures. In a first
evaluation, we simulated three different situations: a small, a medium and a large MCI
event. We collected the typical information involved in such situations and modeled it.

Figure 5: Evaluated small MCI scenario
Figure 5 shows the small MCI scenario that was simulated. Each of the circles defines a
rescue force member. The arrows define possible moving directions of a rescue worker.
At the bottom, a car accident occurred on the motorway which is the location of
accident. Injured people are transported from the accident location to the patient
positioning place in the upper left part. From there, patients can be transported in the
rescue tents, where medical doctors can treat them. On the right site in figure 5, there are
additional medical workers, policemen or fire workers that are waiting for action. All
these involved rescue workers have to communicate with one another. If they are near to
each other, like in the accident location or the rescue tents, communication is pretty easy
using words. In case rescue workers are in different locations there might be
interruptions in communication, displayed in figure 5 using squares with dashed lines. In
our evaluation we could proof that the simulation approach works very well. For this
evaluation we focused on prototypical scenarios with a fairly small number of roles.
Therefore, our approach and our current version of the simulation tool need further
improvement, refinement, and scaling. Nevertheless, we could show that the current tool
implementation forms already a stable basis for a more detailed, professional simulation.
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6 Conclusion and Outlook
Our proposed approach and the aligned simulation tool provide the technical basis to
develop a simulation based, intelligent decision support system. This system can help to
mitigate risks and dangers, as well as to weight different alternatives during preparation
and in ongoing MCI situations.
A main objective of our future work will be to develop a complete training and decision
support system based on our current, still relatively abstract technical tool. With such a
system, real MCI situations will be re-enacted and decisions that were made in the MCI
could be analyzed. In this way, experienced rescue workers will be able to reflect the
consequences of their actions and simulate possibly better, alternative approaches. Using
fictitious scenarios, it will also possible to evaluate new or unusual strategies during
MCI events and see whether they are useful in real-life situations.
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Structured Peer-to-Peer Networks through
Distributed Nonmetric Multidimensional Scaling
Hauke Coltzau
Fernuniversität in Hagen
hauke.coltzau@fernuni-hagen.de
Abstract: Multidimensional Scaling (MDS) is a technique for dimensionality reduction widely used in the ﬁeld of data-mining. For P2P data networks, it holds the
potential to provide an intuitive way to browse and explore heterogeneous data distributed over the system. Current MDS approaches are dependent on a centralized
instance (controller) and can therefore not be used in decentralized environments. In
this article, a distributed algorithm for multidimensional scaling is discussed that does
not need any such centralized control.

1

Introduction

This article aims to show that a structured Peer-to-Peer (P2P) network can be built by
arranging peers in a 2-dimensional space in such a way that peers storing similar content
are located in the same area. The structure of the resulting P2P system provides intuitive
ways of navigation and browsing through it’s content. Users can search and explore such
a network without exactly having to know beforehand, what the result of their search will
be. For additional support of orientation and navigation, dynamic maps of such a system
could be generated in a distributed manner (see [CU12]), and thus even give an overview
of the type of objects stored in the system..
The relations between the objects stored in a peer-to-peer system usually can only be described in a high-dimensional space. Therefore, some distributed dimensionality reduction
is needed to obtain the required 2-dimensional projection. In data mining, the term Multidimensional Scaling (MDS) denotes a set of such techniques. But these techniques require
an omniscient (global) view on all objects, for which the dimensionality reduction shall
be done. Hence, to achieve the goal of building a Peer-to-Peer system based on MDS, a
distributed MDS technique is needed, which does neither need any centralized instances
nor a global view on all participating peers.
The structure of this article therefore is as follows: In section 2, an overview of multidimensional scaling is given, including existing approaches for parallel and distributed
MDS. In section 3, an algorithm is proposed to perform distributed MDS and build a
structured P2P-system on the resulting conﬁguration. Section 4 shows, how the algorithm
performs in an example network. The results gathered from this and other simulations are
described in the ﬁnal section.
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2

Multidimensional Scaling

MDS aims to visualize high-dimensional data in a low-dimensional (2D or 3D) target
space while preserving (dis-)similarities between the data points. The idea of multidimensional scaling goes back to Torgerson [Tor52] and has been generalized by Kruskal
[Kru64a][Kru64b]. All current adaptions and also large-scale approaches like [CPH06]
and [BBKY06] are still strongly based on these works, so that a description of the basic
idea behind them seems appropriate in the context of this article.

2.1

General Approach for MDS

The input of any multidimensional scaling algorithm is a set N of n = |N | objects, from
which the pairwise dissimilarities δi,j for (almost1 ) all objects i, j ∈ N are known. Often,
these dissimilarities are given in form of a dissimilarity matrix Δ:


δ1,1
 δ2,1

Δ :=  .
 ..

δn,1

δ1,1
δ2,2
..
.

δn,2

...
...


δ1,1
δ2,n 

.. 
. 

(1)

. . . δn,n

Approaches for executing an MDS can roughly be categorized as metric or non-metric.
Metric approaches expect the dissimilarity values to be in a (ratio-scaled) metric, such
that a scalar distance between any to objects can be speciﬁed. Non-metric approaches in
contrast only expect a rank-order of dissimilarities and any rank-order preserving function
to get a scalar representation of each dissimilarity. Hence, non-metric approaches can be
seen as generalization of metric approaches.
A conﬁguration X constitutes a projection of N into s-dimensional space (where s is very
often chosen to be 2 or 3), i.e. each object is assigned to an s-dimensional vector xi .
X = (x1 , x2 , . . . , xn ), xi ∈ Rs

(2)

The distance di,j between two vectors xi and xj in s-dimensional space is commonly
measured in euclidian metric, although in some cases, other Minkowski r-metrics as e.g.
the Manhattan metric are used.
Especially for non-metric MDS, dissimilarities have to be transformed into values that
the distances di,j in target space can be compared to. These values are called disparities
δ̂i,j , and can be interpreted as target values for the distances in low-dimensional space.
How the disparities are calculated from the dissimilarities, depends both on the goal of the
MDS as well as the type of input data. In section 2.2, an example approach for ﬁnding the
1 Kruskal considers missing dissimilarity values as weighted with 0.0, and simply proposes to omit such values
in all calculations.
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disparities in non-metric MDS is given. In metric MDS, the disparities often are identical
to the dissimilarities (i.e. dˆi,j = δi,j ).
To evaluate the ﬁtness of a conﬁguration X as a function of the disparities, a cost function
(referred to as stress) is used. This function iterates over all object pairs i, j ∈ N and
compares their disparity dˆi,j to the distance di,j = |xi − xj | of their assigned vectors
xi and xj in X. The better the low-dimensional projection reﬂects the dissimilarities in
high-dimensional space, the lower is the stress and the better the chosen conﬁguration
represents the original data. A commonly used stress function is given in section 2.2.
The core task of MDS now is to ﬁnd a conﬁguration Xmin , which minimizes the stress.
In metric MDS, the minimum stress is achieved, when all distances in target space are
as close as possible to the disparities (and therefore to the dissimilarities). In non-metric
MDS, the stress is minimized, when the rank order of the distances in target space is equal
to the rank order of the disparities (and therefore the dissimilarities).
Due to the complexity of the stress function, the minimization can usually not be done in an
analytical manner. Instead, usually the method of steepest decent (i.e. gradient descent),
or the approach of majorizing the stress function with a less complex function (Scaling
by majorizing a complicated function, SMACOF [dL77]) are used, the latter being only
applicable in metric MDS.
Usually, when an optimal conﬁguration shall be found, the MDS is executed several times
(up to 100) with different random initial conﬁgurations to avoid local minima. The one
conﬁguration with the lowest stress value is assumed to be the global optimum.

2.2

Kruskal’s Approach for Nonmetric Multidimensional Scaling

Since almost all current approaches for MDS go back to the work of Torgeson and Kruskal,
and since Kruskal’s non-metric MDS can be seen as generalization of metric MDS, a brief
description of Kruskal’s approach is given. The main properties of the approach are the
following:
1. Disparities are calculated in such a way, that the rank order of distances in target
space is as close as possible to the rank order of dissimilarities. This is achieved
using monotonic regression.
2. A steepest decent is used to approximate the conﬁguration step by step. To do so,
at each iteration a gradient is calculated, which is applied to the conﬁguration. The
iteration stops, when the ﬁrst derivative of the gradient is zero, i.e. when a minimum
is reached.
2.2.1 Disparity Calculation
A good solution (conﬁguration) of the non-metric MDS is found, when the conﬁguration
preserves the rank-order of the dissimilarities, i.e:
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δi,j < δj,k < δk,l < . . . ⇐⇒ di,j < dj,k < dk,l < . . .

(3)

In other words: When the dissimilarities δi,j are sorted in ascending order and the distances
di,j are then plotted over the dissimilarities, the resulting curve should be monotonically
ascending (see Fig. 1). If this is not the case, then for each pair (di,j , δi,j ) two cases, in
which changes are necessary, can be distinguished
• The distance of the succeeding pair is lower than the current pair’s distance. The
current pair’s distance must be reduced, and the succeeding pair’s distance must be
increased.
• The distance of the preceding pair is higher than the current pair’s distance. The
current pair’s distance must be increased, and the succeeding pair’s distance must
be decreased.
In both cases, the target value (i.e. the disparity) for the two distances, which are not in
order, is calculated as the average value of the two distances. If more than two succeeding
distances do not fulﬁll the monotonicity constraint, the average over all these distances is
used.

Figure 1: Example scatterplot of distances over dissimilarities (source: [DM00])

With these disparities given, the stress of the current conﬁguration can be calculated and
be used to determine the gradient necessary to perform the steepest descent.
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2.2.2 Gradient for Steepest Descent
The raw stress over all distances di,j can be calculated as the sum of the squared deviations
of each distance from the according disparity:
S! =

)
(di,j − dˆi,j )2

(4)

j<i

This value can be normalized with the squared sum of all distances:
T! =

)

d2i,j

(5)

j<i

such that the normalized and square-rooted stress (see also Eqn. 3) is given by
*
#$
# j<i (di,j − dˆi,j )2
S!
!
=
S=
2
T!
j<i di,j

(6)

The gradient is determined using the partial derivatives ∂d/∂xi,j of the stress function:
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(7)

xis − xjs

This gradient is weighted with a smoothing factor (usually 0.2) and then added to the current position of i in target space. After applying the appropriate gradients to all positions
in the current conﬁguration, the resulting stress of the new conﬁguration is determined.
When a minimum is reached, the iteration stops and the current conﬁguration is returned
as result of the non-metric MDS.

2.3

Parallel and Distributed Approaches

Some approaches exist to execute MDS in a parallel manner. For example, [PD10] proposes a parallel MDS based on a heuristic from particle dynamics. To achieve good parallelisation, the participating nodes (processors) are structured in a stair-like structure as
shown in Fig. 2, each node communicating only with few other nodes.
Still, since the arrangement of nodes as well as the collection of results needs to be done
by a centralized instance, this approach cannot be applied to Peer-to-Peer systems. This
also applies to other parallel implementations as e.g. [CHK+ 09] and [BBKY06].
To the best knowledge of the authors, the only truly distributed approach for MDS is given
in [CPH06]. In this approach, the position of sensors in a sensor network of arbitrary size
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Figure 2: Node arrangement and information ﬂow in [PD10]

is approximated using distance measurements of each single sensor to other sensors in its
reach. All other (unreachable) sensors are not considered. The authors show that, if some
sensors with ﬁxed (known) positions exist, all other nodes can estimate their one absolute
location with good quality. Without having previously ﬁxed positions, still the relative position of each node is found. But, when looking more detailed into the proposed solution,
it becomes clear that actually, no real dimensionality reduction is done, because the original data gathered from the sensor can itself already be described in a low-dimension space,
even if some additional dimensions may occur due to measurement errors. In their article,
the authors assume that their approach could be applied to data of higher dimensions, but
provide neither proof nor example for that claim.

3

Algorithm for Distributed Nonmetric MDS

As shown in the previous section, executing an MDS requires global knowledge, i.e. the
distances and dissimilarities of all objects need to be known to determine the gradient for
each single position. In distributed systems, especially in Peer-to-Peer systems, no single
participant has such an omniscient view. It is therefore necessary to run the MDS with
only local knowledge.
The basic properties of the proposed approach are:
1. Each peer represents a single object in the high-dimensional space and is able to
calculate the dissimilarities to other objects (peers). Since a peer is only a logical
entity, a physical peer can still represent several objects.
2. Each (logical) peer is assigned to a 2-D coordinate, representing its position in the
current conﬁguration.
3. A peer can only communicate with (and therefore calculate the dissimilarity to) its
neighbors. The neighbourhood of each peer is determined using a Voronoi tessella-
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tion based on the 2D-coordinates. All peers sharing at least a single Voronoi edge
with another peer are set to be a direct neighbour of it. The tessellation is updated
locally, whenever a peer’s position is changed or a new peer enters the network.
A new Peer Pn is added to the network by successively approximating its position xP , until
an optimum value has been found, at which the peer can be integrated into the network.
For the iterative position updates, only the 2D-positions of peers, of whose existence Pn
has previously learnt of, are used (sample set). The peer, in whose Voronoi region Pn is
currently located, is called the anchor peer Pa and may change during iteration. At each
position update, Pn gathers the dissimilarity-values and positions of all currently known
peers (including the anchor peer as well as Pn itself) and updates its own position such
that it is optimal in matters of stress minimization. This can e.g. be done by executing a
standard MDS over all known positions, but applying the gradient only to Pn ’s position
and thus leaving all other positions unchanged. If the newly found position lies outside
of the Voronoi regions of the current sample set, Pn gets to know additional peers. The
positions of these peers are added to the sample set and then taken into account for another
update/reﬁnement of xP . The iteration/reﬁnement stops, when the newly found position
lies in the Voronoi-area of any of the already known peers. When this happens, Pn and
the current anchor peer reorganize their neighborhood such that Pn is integrated into the
network.
The according algorithm goes as follows:
Initialization

1.
2.
3.

Contact any random Peer Pr
Set initial (t = 0) anchor Peer Pa0 = Pr
Deﬁne initial sample set S 0 = {Pn , Pa0 }∪N (Pa0 ), where N (Pa0 )
denotes the set of all direkt neighbors of Pa0 .

Iteration t

1.

Find position xnt+1 of Pn , such that the stress over all positions in
S t is minimized.
Set new anchor Peer Pat+1 to be the one peer in the (whole) network, which has the position with the shortest distance to xt+1
n
/ St
If Pat+1 ∈
Add all Peers in direct line between Pat and Pat+1 to S
Continue with next iteration step (goto 1.)
else
Final position found, reorganize neighbors with Pat+1
Send position update to all neighbors

2.
3.
4.
5.
6.
7.
8.

It is important to point out that ﬁnding the anchor peer for any position can easily be
done using local algorithms e.g. by means of X-Y routing. This therefore also applies for
ﬁnding out, which peers are located in direct line between any two positions (see iteration
step 4.).
After the new peer has found its ﬁnal position and has been integrated into the network,

125

it sends a position update into its neighborhood, so that the neighbors can reﬁne their
positions by taking Pn ’s position into account. This position update can be executed in
exactly the way as it is done when adding a new peer.

4

Simulation Example

The proposed algorithm has been tested against different dissimilarity matrices both from
publicly available questionnaires, and computer generated test-data. The outcome of these
simulations is now discussed using the example of a helix2 over 4.5 periods as highdimensional data, of which random points have been chosen and been assigned to the
peers. After each iteration, the overall stress has been determined.

b)

a)

c)

d)
Figure 3: Example network after 7, 11, 22, and 30 peers have been added.

For this example, the proposed algorithm has been run from the ﬁrst peer on, i.e. no
initial global MDS has been executed. Fig. 3a-d) show the conﬁgurations after 7, 14, 22,
and 30 peers have been added to the network. Each cross represents a peer, while the lines
determine the borders of the Voronoi region of each peer. With fewer peers (see Fig3a) and
b)), the overall stress assumes values up to ≈ 24%, such that the resulting conﬁguration
does not allow an intuitive interpretation. Nevertheless, after more peers have been added,
2 The helix has only been chosen as example, because its projection into 2D is easily understandable, even
when a large amount of points are used.
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the resulting conﬁgurations in c) and d) intuitively seem to be a good 2D-representation of
a helix. Indeed, the overall stress of these two conﬁgurations is < 1%.
Fig. 4a) shows the development of the stress, when peers are added to the network. It
can be seen that when adding only few peers, the stress assumes a large range of values.
Nevertheless, with more peers added to the network, good conﬁgurations with remarkably
low stress values are found.

a)

b)

Figure 4: a) stress as a function of number of peers, b) number of peers considered in add operation

Fig. 4b) shows the number of peers, which have been taken into consideration by a newly
added peer to ﬁnd its optimal position in the conﬁguration. It can clearly be seen, that
only a small subset (sample) of all peers is necessary to ﬁnd the position. In few cases
(e.g. when adding peer 12 or peer 19), larger portions of the network have to be explored,
until the ﬁnal position is reached. Since for each considered peer, two messages have to
be sent to gather that peer’s dissimilarity values, the number of considered peers has the
same complexity as the number of messages needed to ﬁnd the optimal position for the
new peer. Since the newly added peer can contact several peers at a time to gather the
dissimilarity information, the number of considered peers is also an upper bound for the
necessary time.
The simulations have also shown that optimal conﬁgurations are not always found. Instead, the resulting ﬁnal stress strongly depends on the initial seed of the pseudorandom
number generator that has been used, and therefore both on a) the initial positioning of
a newly added peer, and b) on the results of the stress minimization process during each
position update. To demonstrate this effect, the algorithm has been executed on the same
dataset repeatedly with varying initial seeds for the pseudorandom number generator.
In Fig. 5 it can be seen that only 3% of all simulation runs actually lead to excellent stress
values of less than 1%, while another 15% of the simulation runs at least lead to good
results with stress values in the range from 1% to 10%. In all other cases, the algorithm
gets stuck in local minima when adding a peer to the network, such that a global optimum
cannot be reached. This is a well known problem also in globally executed MDS.
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Range

Ratio

< 1%
1% to 10%
11% to 20%
21% to 30%
31% to 40%
> 40%

3%
15%
13%
6%
10%
53%

Figure 5: Distribution of ﬁnal stress when varying the initial random seed

5

Preliminary Conclusions and Future Work

The various simulations run so far indicate that the proposed algorithm is able to solve the
problem of distributed non-metric MDS with results of the same quality as a non-metric
MDS with global knowledge. Although further investigation of the algorithm is necessary
to provide a profound analysis, the following preliminary conclusions can be made:
1. A good starting conﬁguration found by using a global MDS is necessary to achieve
good results and reliable behaviour. Otherwise, the algorithm tends to get stuck in
local minima when a single peer updates its position. This leads to unsatisfying
overall conﬁgurations, when new peers are added.
2. Several initial anchor peers should be used to avoid local minima. This is the distributed analogue to using different initial conﬁgurations in global MDS.
3. Position changes (updates) should only be propagated to neighbouring peers, if the
distance between old and new position exceeds some threshold. This avoids network
load and alternating position updates of neighboured peers.
√
4. The time and message complexity for add operations have been in O( n) for all
simulations.
After the preliminary conclusions have been strengthened through further simulations and
analysis, future work will focus on ﬁnding robust starting conﬁgurations that allow to ﬁnd
globally optimal conﬁgurations as good as possible. Additionally, an estimation for the
number of bootstrapping peers necessary to ﬁnd satisfying conﬁgurations, shall be found.
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Abstract: Applications over Wireless Sensor Networks (WSNs) are various and different. Many routing protocols have been proposed for WSNs since a many years.
Medium Access Control (MAC) protocols can differ from a network to another. The
transmission range can also be variable from a sensor to another depending on their
battery capacities. All these various protocols have an inﬂuence on the WSNs. It is
worthy to choose the appropriate protocol for each speciﬁc situation in order to ensure
high security of the network.
In this paper, we show that the type of applications has a real impact on WSN. Indeed, each kind of application with a speciﬁc routing protocol, MAC layer and transmission range value impact on security of network in terms of packets lost rate.
We have undertaken a set of experimentations in order to show the importance of
an appropriate conﬁguration to deploy a WSN with a high security conﬁdence degree.
For the application layer, we have handled three types of applications. For the routing
layer, we have handled only with AOMDV protocol. For MAC layer we use 802.15.4
protocols. We have conducted many simulations through the NS-2 simulator in order
to analyze one relevant security indicators on WSNs: lost packet rate.

1

Introduction

A WSN is mainly composed of two types of components: resource constrained independent nodes (sensors) and high resourced sink nodes (base stations). A node in a network
communicates with each other through a wireless medium, where the communication energy is greater than the computational energy. In addition to that, the energy required to
transmit a message is twice higher than the energy required for receiving a message. In
the same time, the route of any message sent to base stations is a challenging issue about
a network lifetime for many reasons. If we use the shortest routes where some nodes have
small capacity batteries, we may reduce the network lifetime. If we use longer routes with
many nodes, we will surely increase the network delays. For these reasons, routing objectives are, in general, conducted by higher applications: streaming video applications need
longer network lifetime but ﬁre monitoring applications need faster response time. Various routing mechanisms have been proposed for different applications. They are different
according to their routing objectives and routing techniques. As said below, the network
features will guide to choose adequate routing techniques. The IEEE 802.15.4 standard
offers the most common communication protocols for the MAC and the physical (PHY)
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layers [BPC+ 07]. After a deployment, it is not possible to handle nodes, in particular,
for military applications, ﬁre monitoring, underwater applications. Then it could be so
complicated to replace the batteries [CoSKM04]. Thus, it is necessary to efﬁciently consume the energy and avoid lost packets when they communicate which will provide more
security for WSNs.
We considered the following parameters in WSN: the radio range, the MAC layer, the
network size, the routing protocol type, the application type
In this paper, we study the impact of applications on the WSN security.
We have conducted a large number of experimentations using the NS-2 framework. The
radio range length has been tested for 25 meters. For the network size, we have used
25, 60, 100 and 300 nodes. But we show impact only for 300 nodes that represents high
scalability networks. For routing, we have used AOMDV protocols. For the application
type, we have used three kinds of applications having different rates: regular applications,
applications with high rate communications (denoted high rate application in the rest of the
paper) and applications with some burst communications (denoted burst based applications
in the paper).
We observed in each case, the WSN security through the lost packets rate. We have then
calculated a security metric which depends on this parameter.
This paper is organized as follows. Section 2 is dedicated to related works. Section 3
presents an overview of usual protocols used over WSNs. Section 4 describes our contribution, experimentations and analysis are also detailed. Section 5 concludes our work and
gives some ideas about future work.

2

Related Work

In the literature, a comparative study of routing protocols can be found in [AY05] and
[AkK04]. Authors discussed widely properties of many routing protocols. They proposed
for WSNs different categories of routing protocols such as Location-based protocols, Datacentric Protocols, Hierarchical Protocols, Mobility-based Protocols, Multipath-based Protocols, Heterogeneity-based Protocols and QoS-based protocols. In [BPSM09], authors
analyze the design issues of sensor networks and present a classiﬁcation and a comparison
of these routing protocols. They show that it is no possible to design a routing algorithm
which will have the best performances under all scenarios and for all applications.
In [BMJ+ 98] a useful comparative study about pro-active and reactive routing protocols,
where authors have evaluated four ad hoc routing protocols such as DSDV, TORA, DSR
and AODV. Many studies and improvements about these routing protocols have been detailed. In [NJ10] and [DP00], authors analyze performance about AODV and DSR routing
protocols. In [GS09], authors compare AODV and DSDV with an Optimized-AODV routing protocol, which provides better results than AODV and DSDV. In [MD01], authors
present AOMDV, and show that AOMDV always offers better routing performances than
AODV in many mobility and trafﬁc conditions. In [Bou04], the authors study and compare
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the performance of the following routing protocols AODV, PAODV (Preemptive AODV),
CBRP, DSR and DSDV. They show that CBRP has a higher overhead than DSR because
of its periodic hello message while AODV’s end-to-end packet delay is the shortest when
compared to DSR and CBRP, and PAODV has shown some improvements compared to
AODV.
In [KKHH06], the authors analyze the IEEE 802.15.4 performance with large-scale WSN
applications. They study the CSMA-CA mechanism and the MAC operations in a beaconenabled cluster-tree structure. They analyze performances in terms of power consumption
and goodput of the coordinator. The results are validated using WIreless SEnsor NEtwork
Simulator (WISENES). In [KC12] authors deal with two categories of MAC technique:
contention based and schedule based. They give a unique performance analysis and comparison of beneﬁts and limitations of each protocol. They show that random topology
contention based approach may be helpful and also schedule based approach may be more
energy efﬁcient if deployment is not random.
In [BYAH06], authors present X-MAC, a MAC protocol where the main objectives are:
energy-efﬁciency, simple, low-overhead, distributed implementation, low latency for data,
high throughput for data and applicability across all types of packeting and bit stream digital radios. They compare X-MAC and LPL. In [SRDV08] authors show that X-MAC provide a power-saving mechanism for routing nodes in Contiki simulator, with this method
they show that X-MAC reduces the power consumption for ZigBee routing nodes with up
to 90%. Other research studies focus on new methods to transmit data efﬁciently in order to reduce the energy consumption [YBO09, BOY10] or to guarantee messages arrival
[AK05].
[LLW08] proposes a cross-layer handoff ordering scheme. Different quality of service
(QoS) requirements of various applications would result in different frame success rate
requirements. In order to indicate how critical a handoff request is, both the frame success
rate requirement from the application layer and the frame success rate measurement from
the MAC layer are taken into consideration in the proposed scheme. The prioritization
of handoff requests follows the most-critical-ﬁrst policy. Performance analysis shows that
the proposed scheme effectively reduces the forced termination probabilities.
[ZHL11] investigates energy efﬁciency of secure communication in wireless sensor networks. It considers link layer security of WSNs which considers cryptographic mechanisms implementation schemes. They evaluate the computational energy efﬁciency of different symmetric key ciphers and they show that the computational energy cost of block ciphers is less than that of stream ciphers when data are encrypted and transmitted through a
noisy channel. They also investigate different factors affecting the communication energy
cost of link layer cryptographic schemes (size of payload, the mode of operation applied to
a cipher and the quality of the communication channel). They provide a comparison study
of many cryptographic schemes in terms of energy consumed by both computation and
communication. [BOM10] shows how to increase security in Ad hoc networks by using
multipath routing. If one route is damaged or not enough secure, another is chosen. In
[GMT12], a smart technique to monitor denial of service (DoS) over WSNs is proposed.
It shows how to detect DoS over WSNs using clustering techniques. In [BF10], we have
designed an efﬁcient MAC protocol based on reducing useless communications between
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nodes.
In all these studies, there is a lack of mixing all layers to consider security performances of
any WSN. In our case, we consider all layers and intend to provide mechanisms to tailor
with precision the choice of relevant factors in order to reach more secure WSN network.

3

Usual Protocols

This section is dedicated to detail all usual protocols that we use in our comparative
scheme.

3.1

IEEE 802.15.4

The IEEE 802.15.4 standard deﬁnes the features of the physical and MAC layers for LowRate Wireless Personal Area Networks (LR-WPAN) [BPC+ 07]. It supports short-range
operation, reasonable battery life, while maintaining a simple and ﬂexible protocol stack.
3.1.1

Physical Layer

The physical layer uses the Direct Sequence Spread Spectrum (DSSS) access mode in
three frequency bands 2450 MHz (with 16 channels), 915 MHz (with 10 channels) and 868
MHz (with 1 channel). Besides radio on/off, the physical layer gives some functionality
for channel selection, link quality estimation, energy detection measurement and clear
channel assessment to assist the channel selection.
3.1.2

MAC layer

The IEEE 802.15.4 MAC layer deﬁnes two types of nodes: FFDs (Full Function Devices)
equipped with a full set of MAC layer functions and RFDs (Reduced Function Devices)
equipped with a reduced set of MAC layer functions and they can communicate only with
a single FFD. The standard considers two main topologies a Star topology and a Peer-toPeer topology. The MAC layer has two modes for medium access: Non beacon mode is
purely based on CSMA/CA and beacon enabled mode operates with a Superframe which
contains an active and an inactive portion for energy conservation.
The IEEE 802.15.4 standard has two main topologies: Star topology based on a masterslave model. The PAN coordinator represents the master, and slaves are other nodes such
as FFDs or RFDs. Slaves can only communicate with the PAN coordinator. A Peer-toPeer topology where the PAN coordinator can communicate with other FFDs, and they
relay messages to others outside of their radio coverage. This topology forms a multihop
network where the PAN coordinator is an administrator.
The MAC layer has two modes for medium access:
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Figure 1: Superframe with SD and BI

1. Nonbeacon mode: The medium access is purely based on the CSMA/CA (Carrier
Sense Multiple Access) /(Collision Avoidance) mechanism.
2. Beacon mode: The PAN coordinator operates with a Superframe. It starts the Superframe with beacon for node synchronization. The Superframe contains an active
and an inactive portion where nodes may move to the sleeping status and then save
energy. The active portion contains ﬁxed size slots which represent two period: a
Contention Access Period (CAP) where nodes use CSMA/CA mechanism, and a
Contention Free Period for large packets or time-critical data deliveries assigned
by the PAN coordinator. Synchronization and sending (non GTS) operations are
executed in the CAP period. Informations for pending delivery are in the beacon
frame.
However, the durations of the Superframe are called beacon interval (BI) ranges from
15ms to 245s. And the durations of an active period are called SD (see Figure 1). But
the length of BI and SD can be determined by the parameter macBeaconOrder (BO) and
respectively SuperFrameOrder (SO). These values can be derived as:
BI = aBaseSuperf rameDuration × 2BO
SD = aBaseSuperf rameDuration × 2SO
0 ≤ SO ≤ BO ≤ 14
where aBaseSuperframeDuration is the minimum duration of a Superframe i.e.
aBaseSuperf rameDuration = aBaseSlotDuration × aN umSuperf rameSlots
aBaseSlotDuration = 60symboles
aN umSuperf rameSlots = 16
So in 2400MHz, rate may be 250Kb/s or 62.5Ksymb/s. Thus for BO = 0, we have
BI = 960symb then BI = 15.36ms
The proportion of time where a system can operate represents a duty cycle. For 100% duty
cycle, nodes are always on, that represents BI = SD so BO = SO. For less than 100%,
duty cycle nodes can turn off their transceiver to reduce power consumption. Duty cycle
can be calculated as:
duty cycle =

SD
BI
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= ( 21 )BO−SO

Figure 2: Superframe with active and inactive period

According to [HP07], different pairs values of BO and SO (in the same duty cycle) will
provide various low-power attributes, and will have different impacts on throughput and
energy consumption. That means it will deﬁnitely inﬂuence the network security.

3.2

Routing Layer

Routing protocols are required to ensure multihop communications. Indeed, if the wireless
nodes are within the range of each other, a routing protocol is not necessary. But, nodes
can move or would communicate with a node out of this range. Then, intermediate nodes
are needed to organize the network which takes care of data transmission.
Routing protocols algorithms must choose some criteria to make routing decisions, for
instance the number of hops, latency, transmission power, bandwidth, etc. Thus routing
protocols are divided into two classes:
• Proactive routing protocols
• Reactive routing protocols
In the following, we present brieﬂy the routing protocol that we used in our study:
3.2.1

AOMDV Protocol

The Ad Hoc On-demand Multipath Distance Vector Routing extends the prominent AODV
to discover multiple link-disjoint paths between the source and the destination in every
route discovery. It is designed mainly for highly dynamic ad hoc networks where link
failures and route breaks occur frequently. The AOMDV protocol has two main features:
• a route update rule to establish and to maintain multiple loop-free paths at each node.
• a distributed protocol to ﬁnd link-disjoint paths.
Multipath routing protocols, such as AOMDV, try to reduce the high latency of route discovery which can decrease performance.
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destination
sequence number
hopcount
nexthop
expiration timeout
(a) AODV

destination
sequence number
advertised hopcount
route liste {(nexthop1 , hopcount1 ),
(nexthop2 , hopcount2 ), ...}
expiration timeout
(b) AOMDV

Figure 3: Structure of routing table entries for AODV and AOMDV

Fig. 3 shows the structure of the routing table entries for AODV and AOMDV. In AOMDV
advertised hopcount replaces hopcount in AODV. A route list replaces the nexthop,
and essentially deﬁnes multiple next hops with respective hopcounts. However, all next
hops still have the same destination sequence number. The advertised hopcount is initialized each time the sequence number is updated.
A node i updates its advertised hopcount for a destination d whenever it sends a route
advertisement for d.

3.3

Application Layer

We have classiﬁed applications in three types of applications:
1. Regular applications, which characterize those which send low-data with large intervals. In NS-2 we represent this kind of application in a CBR (Constant Bite Rate)
stream with 2 seconds intervals. This CBR stream generates UDP trafﬁc according
to a deterministic rate. Packets have constant size.
2. High rate applications characterize applications which have large streams. In the
NS-2 tool, we use CBR stream with 0.2 seconds to represent the overload of the
network.
3. Burst based applications, characterize applications which send data on burst time
and sleep during the remaining time. In order to represent this kind of applications
in NS-2, we use a Poisson stream with 0.5s on period, 2.5s for off period and 50kb
rate. The Poisson stream generates trafﬁc according to an Exponential On/Off distribution. Packets are sent at a ﬁxed rate during a period, and no packet is sent during
off periods.

4

Contributions

In this section, we observe the impact of application layer with the different protocols
parameters on the network security.
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4.1

Working Environment

In the following, we detail the parameters which have been investigated:
• The network size with 300 nodes. We use a Peer-to-Peer topology with one PAN
coordinator.
• The physical layer with all nodes are FFDs using 2400M Hz band frequency and
250kps bandwidth.
• The MAC layer could be in a non-beacon mode and in a beacon-enabled mode.
• For routing, we use AOMDV protocol.
Nodes can reach their neighbors located in the transmission range. We have to follow two
steps for simulation. One for synchronization between nodes, and another one for executing the application job. The total duration is different for each simulation because nodes
are synchronizing in different duration in beacon-enabled mode. In all simulations, application time is 250 seconds. We use a interval sync to start nodes at different intervals to
reduce the synchronization time, according to BO and SO values, synchronization time
varies between 20 and 10000 seconds. For the power consumption, we adopt the data sheet
in [SKKW07] where transmission mode is 76.2mW and reception mode is 83.1mW , and
nodes start with high energy level (2.5J).
For each application class, we consider some end-device nodes which send messages. The
numbers of devices which send data depend on the kind of application load and network
load. For example, with 25 nodes, we use 8 nodes to send data to represent regular applications. All messages are sent to the PAN coordinator which is located in the middle of
the network.

4.2

Experimental Results

At the end of all simulations, we analyze the rate of lost application packets. We have
studied some duty cycle values such as: 6.25%, 12.5%, 25%, 50% and 100% and Nonbeacon mode. But we show only 25%, 50% and 100% duty cycle and Non-beacon mode,
since under 25%, we have bad results related the complexity of the network to communicate. Indeed, under 25%, the active period is very short between two successive inactive
periods. All generated packets will be buffered, and these packets will be transmitted in
a burst period during the beginning of the active period, and the collision probability at
that time will increase, then the number of received packets decreases. For these values
of duty cycle, we use BO value between 4 and 11. Values under 4 are not considered in
our experiments, because in NS-2, it is harder to simulate scenario with limited bandwidth
resources.
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(a) 25% duty cycle

(b) 50% duty cycle

(c) 100% duty cycle

(d) Non Beacon mode

Figure 4: Average rate for all applications with 300 nodes
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4.3

Result Analysis

We only comment about 300 nodes results due to the number of graphics. In the ﬁrst case,
we can see that lost packets of burst based and high rate applications is higher than in
regular applications in 50%, 100% duty cycle and non-beacon mode. These results show
that these applications are more critical than a regular application, which can compromise
the security of the network when nodes are mostly on. Indeed, the number of lost packets
is higher than the increase of retransmission, collision, and energy consumption. Theses
consequences decrease the level of security about the network and may increase attacks of
man in the middle.
In the second case, we can see that for all applications the values of MAC layer (BO and
SO) impact in a different way. For regular applications, we observe that the best results
are obtained when 6 ≤ BO ≤ 10 for 100% duty cycle, 6 ≤ BO ≤ 8 for 50% duty
cycle and when BO = {5, 7, 10, 11} for 25% duty cycle. However, the best choice is
for non-beacon mode which obtained best results. For high rate applications and burst
based applications in 100% duty cycle and non-beacon mode, nodes are always on and
lost packets rate is high. Results are similar in these two cases. But when nodes turn off
their transmission radio during a period, that reduces lost packets. Indeed for burst based
we obtain interesting results when BO = 9 for 50% duty cycle and BO = 7 for 25% duty
cycle. For high rate it is roughly the same results.
So, these results show for a regular application, the security level increases for ”on” periods. but in most cases of ”off” periods, the security decreases.. Whereas, burst based
and high rate applications need off periods to reduce lost packets to improve the level of
network security.

5

Conclusion

In this paper, we have shown that the application layer has a real impact on WSN security.
We have observed the security of a WSN for many kinds of applications and have measured
a metric in terms of packets lost rate.
We have conducted a set of experimentations with 300 nodes executing 3 different types
of applications. All simulations have been achieved using the well-know NS-2 simulator.
We have presented numerical results of the network performance in each case. We have
given what are the best practices for each conﬁguration depending on the application layer
type.
We are currently working on extension of this work in order to observe other impacts on
WSN security and performances:
• Higher network sizes and much more detailed transmission range values
• Symetric data encryption mechanisms
Our main future work about this study is to justify our results by a theoretical approach
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which could be based on stochastic techniques or a qualitative evaluation methods.
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Abstract:
The extensive collaboration across system boundaries facilitated by the Internet is
unfortunately also increasing the potential for misuse of shared information. While
mechanisms to protect assets from active attackers (such as ﬁrewalls, intrusion detection systems and anti-virus software) are commonplace, the availability of commercial software to protect information from misuse remains limited. Businesses employ
non-disclosure agreements, but have no means to prevent or detect violations of these.
Usage control has been proposed as the means to protect information even after its distribution. However, despite the efforts to develop new usage control technology and
the apparent need for it, the industry is less enthusiastic. In this paper we investigate
existing theories of technology adoption in order to better understand the industryperspective and to improve technology development. We base our study well-known
general theories on protection motivation, innovation diffusion and technology acceptance. We then utilize these theories and preliminary results of a case study to build a
new model for understanding usage control technology acceptance.

1

Introduction

While traditional access control is focused on providing or denying access to resources, it
is currently unable to restrict and control how those resources are being used. That is, once
the information has left the system any restrictions on its use are solely at the receiver’s
discretion. For instance, suppose a consultant has been granted access to an incident report
from an organisation in order to analyse the cause of the incident. What is there to prevent
the consultant from leaking the report to public media or a competitor? In order to remedy
this, the research community have proposed usage control [PS04], which may be seen as
a extension of access control beyond system borders to control usage on the client-side.
Returning to our example, usage control could have granted the consultant rights to read
the report for the duration of the assignment while ensuring that copying or forwarding
was prohibited.
As we have previously shown [Nyr11] there is an ample body of research on technology to
specify, organise and enforce usage control polices. Despite the researchers’ ﬁrm beliefs
that businesses should employ usage control technology, there is to the best of our knowledge no empirical support for its appropriateness. This paper represents a starting point to
identify why the industry does not share researchers’ view on the necessity of distributed
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protection against information misuse. To this end, we attempt to combine different technology adoption theories and models as well as preliminary results of an ongoing case
study in a collaborative environment in order to explain this discrepancy.
The remaining parts of this paper is organised as follows. Section 2 gives a brief introduction to theories and models to explain the adoption of technology. We provide both
general theories and some more speciﬁc to protective technologies. Next, we review some
of the previous approaches to explaining security technology (or behaviour) adoption in
Section 3. In Section 4 we develop and describe our new model for usage control technology adoption. Finally, we provide a brief discussion of the model and its appropriateness
and give our concluding remarks in Section 5.

2

Background and theories on technology adoption

Technology adoption and how innovations diffuse in a social system has been a subject
of interest for many years. What is it that causes some technology to have a wide uptake
while other, seemingly good innovations fail? And, perhaps more interesting for market
analysts: is it possible to predict the adoption rate of new technology before it enters the
market? Before we return to these questions for usage control technology we provide a
brief overview of the main general purpose theories and models that have been developed.
In his theory on diffusion of innovations, Rogers [Rog03] outlines ﬁve main categories of
factors that inﬂuence, and possibly can predict, the decision to adopt new technology. A
lot of consideration is devoted to factors outside the innovation itself, such as promotion
efforts and use of communication channels. We however limit our discussion here to the
intrinsic characteristics of the innovation, termed the perceived attributes of the innovation.
• Relative advantage
• Compatibility
• Complexity
• Observability
• Perceived risk
Placing attributes within one of these attribute categories may not be straightforward. In
a review by Tornatzky and Klein [TK82], they found that there was considerable dispute
among researchers regarding the contents of the attribute categories, in part due to the lack
of separation between the attributes. In one study proﬁtability is seen as a separate factor,
whereas in another it is seen as part of the relative advantage. Similarly, the compatibility
attribute may denote both the degree to which it ﬁts with the ideas/norms of the current
system and the degree to which it ﬁts with the operational aspects of the current system
(i.e. the way things are done). Although these differences made it difﬁcult to assess the
dominant attributes in predicting innovation diffusion, the meta-analysis found that compatibility and relative advantage were positively related to adoption whereas complexity
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was negatively related. Other attributes did not display signiﬁcant relation to adoption,
however as noted by the authors this might be due to the inconsistency in attribute deﬁnition.
From behavioural psychology there are also theories that may be utilised in order to describe, understand and predict how innovations (in our case, technology) may be adopted
by users and organisations. The Theory of Reasoned Action (TRA) [FA75] is based on
the idea that attitude towards a behaviour and the subjective norm (i.e. others’ attitude)
affect the intention to behave a certain way, which in turn affects the actual behaviour.
The theory was later extended by Theory of Planned Behaviour (TPB) [Ajz91] to include
users’ perceived control of the behaviour or the degree to which the action is perceived
as voluntary. It can be seen that a user’s attitude towards a behaviour, or in our case: use
of technology, is to a great extent affected by Roger’s attributes of the innovation. Notice
however the difference between Rogers’ focus on the innovation itself and the theory of
planned behaviour’s focus on its usage. However, as demonstrated by Moore and Benbasat [MB91], a slight change of wording in Roger’s attribute deﬁnitions would yield a
more behavioural theory.
In the realm of information systems the Technology Acceptance Model (TAM) [Dav89]
has been one of the main models for predicting technology uptake. It deﬁnes two main
factors affecting technology adoption: perceived usefulness and perceived ease of use. It
builds on both TRA and TPB as it attempts to explain the actual technology acceptance
based on the attitudes towards using the technology. However, the main factors are also
very similar to Rogers’ perceived relative advantage and perceived complexity of an innovation. Further, Venkatesh and Davis [VD00] argue that the other factors deﬁned by
Rogers are mediated by perceived ease of use and usefulness. It is a very simple yet powerful model for explaining and predicting use of information systems. Still, the simplicity
has also motivated an extension to TAM, denoted TAM2 [VD00], by extending the original TAM with many of the factors deﬁned in Rogers’ innovation model. Thus, social
constructs such as subjective norm, image and voluntariness and cognitive constructs such
as job relevance, output quality and result demonstrability are included as factors directly
or indirectly affecting technology acceptance. In an effort to synthesise the strong points of
the various models for technology adoption, Venkatesh et al. proposed the Uniﬁed Theory
of Acceptance and Use of Technology (UTAUT) [VMDD03].
Another approach to explaining human behaviour is the rational choice theory [Sco00],
popularly referred to as the cost-beneﬁt tradeoff. The theory has been extensively used
both in economics, criminology and social sciences [Sco00]. Basically, the theory states
that when faced with choices, humans will select the option that maximises the utility.
Hence, a rational choice is one that adheres to this rule. McCarthy describes the requirements of being “rational” in more detail [McC02]. Referring to the relative advantage as
deﬁned by Rogers, it is possible to see this as indeed a cost-beneﬁt analysis.
While the above mentioned theories all seem to describe functional technology, the situation for non-functional technology is somewhat different. For example, the usefulness of
a ﬁrewall is very much dependent on the perceived risk of not using it. Thus if the risk
of intrusions is high, the ﬁrewall is perceived to be more useful. Conversely if the risk of
intrusions is low, the ﬁrewall is not that useful. It is exactly this notion that the Protec-
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tion Motivation Theory (PMT) [Rog75] attempts to describe. The essence of the theory
is that the intention to behave in a certain manner and consequently the actual behaviour
is affected by the risk perception (vulnerability and severity) and the degree to which the
coping measure (that mitigates the risk) is efﬁcient or not. Jointly, these two factors may
be viewed as the relative advantage of the protective technology, and hence the links to
Rogers’ theory on innovation diffusion as well as TAM are quite clear. Additionally, the
tradeoff between perceived risk and perceived efﬁcacy of the coping response may also
be viewed in relation to the cost-beneﬁt tradeoffs of the rational choice theory. Protection
motivation theory has been extensively used in campaigns for health related issues and
trafﬁc safety [lFPDR00].
Deterrence theory has also been used in order to understand adoption of non-functional
technology. The general deterrence theory (GDT) [HWF05] is based on the idea that if
abusive behaviour is likely to be detected and severely punished, humans will refrain from
such activity. Although it is possible to view deterrence as a means to force people to use
a certain technology, we instead view deterrence as one of the primary theories behind any
audit or monitoring-based usage control technology.
While the above theories on technology acceptance and usage are different both in focus and viewpoint, it is evident that they do share some fundamental concepts. Theories
on the adoption of functional technology uses usefulness, relative advantage or beneﬁt to
describe the users’ need for the technology, whereas the theories on adoption of protective technology use the combination of threats and response efﬁciacy to convey the same.
All theories do however consider other factors in varying degree of detail such as social
complexity, compatibility, social norm, etc.

3

Related work

We have noted earlier that empirical evidence of actual use of information and usage control technology is to a large degree absent [Nyr11]. However, by regarding usage policies
as similar to security policies we can draw upon the work on security policy compliance.
The problem in this area is to determine and predict the degree to which users adhere to
the security policies they are subject to.
Siponen et al. [SPM06] apply a combination of the theory of reasoned action (TRA)
[FA75] and the protection motivation theory (PMT) [Rog75] in order to identify the factors affecting information systems security policy compliance. The study was conducted
within ﬁve companies and a total number of respondents of 919. The results demonstrate
that normative beliefs and visibility signiﬁcantly inﬂuences both the threat appraisal and
coping appraisal, which in turn affects the intention to comply and the actual compliance
with the security policy. Although both the theoretical and empirical evidence are sound,
the granularity of the factors makes it somewhat difﬁcult to apply to usage control. For
example, vulnerability is deﬁned as “the employees’ assessment of whether their organization is vulnerable to IS security threats” [SPM06] and the corresponding response-efﬁcacy
is to what extent the security policy mitigates the threat. In a follow-up study [SPM07], the
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authors also employed the general deterrence theory and demonstrated that sanctions have
a signiﬁcant effect on the actual policy compliance. This is supported by other studies as
well [HR09b, HR09a]
A more complex model was developed by Bulgurcu et al. [BCB10] including security
policy awareness and general security awareness as important factors affecting the compliance with security policies. By basing their model in part on the rational choice theory, the
authors include perceptions of beneﬁts and costs of both compliance and non-compliance
with the security policy. The security policy awareness is only self reported, as opposed
to a knowledge quiz to determine the awareness. Thus, it is perceived security policy
awareness, rather than actual awareness that is found to affect intention to comply.
One of the few studies on security technology adoption utilized Protection Motivation Theory to explain users’ attitude and behaviour towards home wireless security [WTL05]. The
study used a knowledge quiz to determine respondents’ security awareness with respect
to wireless security and possible coping measures. Of the factors identiﬁed by Rogers
[Rog75], perceived vulnerability was the single factor that did not demonstrate a signiﬁcant effect on determining whether the user actually had enabled the prescribed security
measures. A similar approach was taken by Chenoweth et al. [CMG09] in order to study
the use of anti-spyware software. In this study, the authors did not only seek to identify
factors affecting intention to utilize the coping response, but also maladaptive coping. That
is, to identify the factors that lead users to deliberately not utilize the coping behaviour.
Perhaps not surprisingly, the response cost was the only factor that signiﬁcantly affected
the maladaptive behaviour. Whereas the threat appraisal was shown to positively affect the
intention to use security technology, the response cost was shown to negatively affect it.
Common to all of these approaches is that they consider only the collective threat and the
collective response efﬁcacy as perceived by users. For instance in the study by Woon et al.
[WTL05], perceived severity is measured on three different threats; identify theft, e-mail
eavesdropping and privacy breaches, whereas perceived vulnerability is only measured
in total. None of them consider how different attackers may inﬂuence both the severity
and vulnerability (or probability) of a speciﬁc threat. . And in the study by Siponen et
al. [SPM06] they only consider the collective threat “employees’ assessment of whether
their organization is vulnerable to IS security threats” [SPM06], which does not consider
whether the employees consider the threats that the security policy is supposed to mitigate.

4

A model for usage control technology adoption

In this section we elaborate on our work to apply the existing theoretical models of technology and innovation adoption to the area of usage control technology in collaborative
environments. To this end, we have conducted a case study within the oil and gas sector in
Norway to identify important factors inﬂuencing adoption of usage control technology as
seen by the industry itself.
We start by providing a brief background on the case study conducted and a description
of characteristics of the oil and gas industry that makes this industry ideal for the type of
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collaborative environments we are to study.

4.1

Case study

The motivation for the case study is to better understand the perceptions of risk and coping
technology in the IO community context. Through interviews we have sought to identify
potential risks, appropriateness of current security measures and the perceived efﬁcacy
of usage control technology as the coping response. Currently, we have conducted 9 interviews with key personnel from both oil companies, contractors and consultancy businesses. While we are unable to make deﬁnitive statements based solely on these interviews, they do provide insights on the problems and perceptions of the industry that can
well be used to build and extend our theoretical models.
The term Integrated Operations (IO) has been used by the oil and gas industry on the Norwegian continental shelf to denote a state in which information and services are integrated
across onshore and offshore, across different locations, and across organisations. This
vision of seamless integration requires collaboration on an unprecedented level. While
collaborative efforts are common in many sectors, the special case of the oil and gas sector
is the mixture of competition and collaboration. For example: Oil companies are competing to ﬁnd, produce and ship oil, but at the same time they are collaborating on exploration
activities and remote ﬁeld developments. Thus, it is vital that information shared in one
context is not misused in another. Which of course puts heavy demands on the ability to
control information ﬂow and information usage. The combination of collaboration and
competition coupled with seamless data integration is what makes the oil and gas industry
particularly interesting for the adoption of usage control technology.

4.2

The basic model

Our basic model is depicted in Figure 1. As can be seen, it is primarily based on the Protection Motivation Theory but adapted to information security. The model also includes
some elements from the theory of innovation diffusion as well as the Technology Acceptance Model.
Risk appraisal is used instead of the original threat appraisal in PMT. This is primarily
due to different deﬁnitions of the concepts. Within information security, risk is commonly
used to denote the combined likelihood and effect of a threat action performed by a threat
agent. Thus, we therefore let system vulnerability be a contributing factor to the likelihood
of a threat action.
The response cost, response efﬁcacy and self-efﬁcacy are all taken from PMT. We have
however added the ease of use concept form the Technology Acceptance Model and the
compatibility from the diffusion of innovations theory. Since the original PMT model
seems to only consider a coping response versus no response, we have introduced the
relative advantage concept from the diffusion of innovations theory. We have discovered
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Figure 1: Adoption model for usage control technology

that there are often existing coping responses in use. Therefore the the coping response
must not only be effective and efﬁcient, it must also surpass any currently implemented
response. In the following subsections we elaborate further on the various parts of our
model and provide justiﬁcations for them based on the case study.

4.3

Risk perception

The original PMT model only handles threats collectively, both with respect to severity and
vulnerability. However, as we discovered through our interviews, there are a wide range of
threats to shared information that are virtually impossible rate collectively for severity and
vulnerability. Additionally, as already mentioned in Section 4.2, the perceived severity and
likelihood of a threat action is greatly dependent on the threat agent (or attacker), something that the original PMT model does not consider. In classical safety thinking, which
is where PMT originated, threats are assumed to be unintentional, such as getting cancer from cigarette smoke or being seriously wounded in a car accident. However, within
information security, the attacker is quite central when determining both the probability
and severity of an attack. If a competitor steals a company’s source code, that would be
much more severe than if a random teenage hacker did it. We therefore included three new
concepts from the OWASP approach to determining risk [OWA08] as part of our model:
Technical impact, business impact and threat agents.
The technical impact describes the objective effect of the attack, such as compromised
source code. However, since the business impact of compromised source code may vary
considerably, this is treated separately. For some companies it may be devastating while for
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Threat

Threat agents

Industrial espionage
Corporate espionage
Economic espionage
Terrorism and activism
Unintentional disclosure and human
mistakes
Insiders’ intentional disclosure

competitors, intelligence agencies
competitors, suppliers, customers
suppliers, customers
political, environmental activists
own and partner employees
own and partner employees

Table 1: The case study participants most frequently mentioned threats against shared information
and their corresponding threat agents

others it may not be that important. On the likelihood, the threat agent is the one actively
carrying out an attack while the vulnerability is the probability that an attack would be
successful.
As part of the interviews we asked the subjects to name the threats to shared information
they perceived to be the most severe, the most probable and which actors they considered
to pose the greatest threat to their company. In Table 1 we have listed the most frequently
mentioned threats (either for severity or probability) with corresponding threat agents.
Note however that the lists are unordered with respect the risk they pose.
Espionage is clearly something that the case study participants are worried about. We
have separated three different kinds of espionage based on the underlying motive and
the kind of information subject to the threat. Industrial espionage considers misuse of
technical information, Intellectual Property Rights (IPR), innovations and systems. The
severity of this kind of threat was perceived to be high since it potentially could reduce
the company’s competitive advantage towards competitors or foreign nations. Corporate
espionage considers misuse of corporate information such as strategies, price information,
priorities and such. This threat could also reduce the competitiveness of the company as the
threat agents could adapt their behaviour. Economic espionage considers information on
the ﬁnancial situation of a company such as production volumes and contract negotiations.
Misuse of ﬁnancial information may affect stock market and prices, and hence is of high
importance to companies even if threats may not directly harm the company.
Terrorism and activism was mentioned by several as something to be aware of, but all of
the interviews regarded successful attacks to be highly unlikely. Still, the severity could
potentially be high in terms of damaged reputation.
Unintentional disclosure and human mistakes was also quite frequently mentioned. One
of the subjects even claimed that “if we could only get rid of the human mistakes, we would
probably reduce the incident occurences by 80%”, although not all of these incidents relating to shared information. It is therefore important to consider the amount of information
that is compromised due to mishaps by employees. The severity of the disclosure may of
course vary considerably, but in worst case it may be very high and pave the way for any
type of espionage. Insiders may cause similar impact, but are distinguished by the fact that
information disclosures are intentional.
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4.4

Usage control technology appraisal

Through the interviews we attempted to identify the key factors of the coping response,
in our case usage control technology, that would inﬂuence its adoption. As mentioned
previously, the four main groups of factors are relative advantage, response efﬁcacy, selfefﬁcacy and response costs. All but the ﬁrst are also part of PMT, although with slightly
different contents.
Relative advantage was added as a factor since we believed it to be crucial that usage
control technology be superior to the mechanisms that are currently implemented in the
organisations. Although we acknowledge that some of this could be expressed through response efﬁcacy, it is important to show the perceived superiority of the new approach. As
part of the case study we asked respondents to identify existing measures taken to control
the use of information they shared with others. Inline with our assumptions, the primary
protection measure employed was the use of Non-Disclosure Agreements (NDAs) or other
contractual measures to safeguard conﬁdentiality. NDAs were used at very different level
of granularity. Some were signed by the management group as a contract between companies, whereas others would be signed by individual employees on individual projects.
Thus, a considerable amount of information handled by employees are governed by an
NDA they have never seen. Instead, it is assumed that the companies’ security policy will
ensure proper conduct. One of the companies involved in the case study had implemented
the Microsoft Rights Management System [Mic03], but so far it had only been used internally on a hand-full of projects. None of the respondents considered the use of NDAs to be
burdensome in any way, and did not think of it as reducing their job efﬁciency. However,
they all noted that relying solely on legal measures may not be adequate to protect against
the identiﬁed threats. Or as one of the participants stated: “We have a lot of socio-cultural
and legal control, but we realise that we need more technological control”.
The case study participants did not agree on the response efﬁciacy of usage control technology, but it is evident that this is an important factor affecting the adoption of technology.
Particularly whether the technology should be proactive (prevent misuse) or reactive (detect misuse) seemed to be an area of debate. Also, as noted by one of the participants,
“if there is a way to bypass the usage control technology, people will do it and start distributing unprotected versions instead”. The response costs are very much related to the
response efﬁcacy. That is, by being too strict, the usage control technology could make
important information unavailable and hence greatly reduce the job performance. Particularly since, as one participant noted “we have currently a lot of problems categorising
information, perhaps only 50% of all documents have correct classiﬁcation”. Thus, if applying strict preventive usage control to information that has not been accurately categorized would result in a lot of information being unavailable. Further, participants claimed
that the administrative burden caused by having to maintain usage rights and monitor usage
policy violations would deﬁnitely impose additional costs for the companies.
Self-efﬁcacy and the practical issues of day to day use were stressed by several of the participants. “It is important to strike a balance between protecting information and getting
the job done”. Participants were also concerned that specifying the usage policy would
be troublesome, if it would have to be done independently for each document made. This
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might be mitigated if the usage control policy somehow could be inferred from the access
control policy of the document management systems currently deployed (compatibility).

5

Discussion and conclusion

Our adapted model has yet to be veriﬁed through proper evaluations. Until then, existing
research on protection motivation for security technology at least indicate circumstantial
evidence for its ﬁtness of use. Additionally, the protection motivation theory have been
proven quite successful in health protection measures [MSO00].
We further argue that it is virtually impossible to speak of any relative advantage of security technology without at the same time considering the threats or risks they are to
mitigate. Hence, the usage control technology can only be perceived to be useful if there
is a threat from which it can protect its users.
One may argue that the entire process of understanding how usage control technology is
adopted is very similar to conducting a mere risk analysis. To a certain extent it is true,
it does resemble a risk analysis. However, the crucial point in understanding protection
motivation lies in the individuals and the focus on users’ perception of risk and threats.
The risk assessment is often the security professionals opinion, whereas the protection
motivation is the lay-men’s individual perception.
We have thus far concentrated on the primary elements of protection motivation and the
attributes of the innovation as the factors inﬂuencing usage control adoption. For future
revisions of our model we do however believe factors outside the technology to also be
highly relevant when explaining or predicting the adoption of usage control technology.
Usage control technology is to certain extent similar to Digital Rights Management - a
technology that continues to be controversial - and therefore the concepts of attitude and
subjective norm from TRA could be important. Further, it also seems that previous major
changes that have occurred within the oil and gas industry have either been driven by the
oil companies or the industry associations, and so the role of change agents in the theory
of innovation diffusion could provide additional input. Although the case study material
contain some information on these aspects, it remains to be further analysed and interpreted. Finally, we are also working on having the model veriﬁed through an experiment
on a larger population within the oil and gas industry.
This paper has shown the usefulness of technology adoption theories in order to better
understand the users’ perception of protection technology. In the future we will continue
to develop our initial model and will also subject it to evaluation by the industry.
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Abstract: The use of multiple computer systems by a single user makes data
transfer a necessity. Cloud storage solutions provide synchronisation features and
file accessibility across systems but the exact location and type of storage varies
between services. Many systems rely on a client-server architecture where the data
is held at the data centers of the service provider. This leads to several difficulties
for the end user, for example with regard to privacy or data security. This is
countered by the convenience of highly available servers. If the user wants to
minimise exposure to the challenges of Cloud-based services, then he is required to
either host a server infrastructure himself or to rely on inconvenient on-demand
synchronisation by means of file transport protocols or even physical storage
devices. The approach presented here tries to harvest the positive aspects of using
Cloud-based services while keeping the user in control of his data. To this end, we
focus on a hybrid system of a client-server and a peer-to-peer architecture which
expands the Cloud to the user’s system giving him full control over which data he
selects to be stored on a server in the Cloud and which data he prefers to keep
private on personal computing devices while ensuring unified access to both types
of storage over the network.

1 Introduction
Cloud computing is best described as a model for enabling ubiquitous, convenient, ondemand network access to a shared pool of configurable computing resources like for
instance networks, servers, storage, applications and services, that can be rapidly
provisioned and released with minimal management effort or service provider interaction
[MG09].
Cloud storage solutions allow users to store their data online making files accessible
from any location with an Internet connection [AFG+09]. These solutions are also
utilisable for synchronisation, collaboration or backup purposes.
Uploading data requires trust in the provider [CKS09] and his abilities to ensure the
safety and security regarding both storage of and access to the uploaded data. The data’s
storage location is concealed within the Cloud and the servers storing the data may not
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be run in the same country the user resides in. This also hints at legal issues as laws
governing data protection and data security vary between countries.
Most Cloud storage solution providers as i.e. Amazon S3 1, Microsoft SkyDrive2 or
Dropbox3 offer a software tool which once installed on a client system manages the file
uploads. When configuring the tool it is common practise to select a root folder on the
client system. For Cloud synchronisation or upload, the user is required to move files
and folders into this root folder.
We propose an integrated hybrid solution which allows the user to keep files on his
personal computers and in the folder structure he is accustomed to. The user is free to
choose whether to synchronise the selected folders with a Cloud storage, giving
convenient access in a client-server architecture, or to make the files available to other
computers without uploading them into the Cloud. In the latter case, only metadata is
synchronised with a server, making it available to other computers hence providing a
searchable file index. The actual file content is fetched directly from the client system
that makes the file available. This minimises the user’s exposure to the Cloud.

2 Cloud Storage
Internet usage continues to increase throughout Europe. Since 2006 the number of
households with Internet access grew by 39% to a total of 70% in the EU27 countries,
87% served by a broadband connection [SL10]. Fixed broadband subscriptions also
increased in the U.S. by 29% and Australia by 37% since 2005 [Ofc11] indicating a clear
international trend toward increased global networking and Internet usage.
In the course of growing Internet usage, a demand for storage solutions is present. This
finding is supported by two independent surveys carried out by our research group in
2011. The first survey was concerned with a mobile client for the Network Environment
for Multimedia Objects (NEMO) [LCHS10], the second with an augmented reality
system. Both systems use the NEMO system for Cloud storage [Sto10].
The first survey shows that 88.4% of the respondents are synchronising files and folders
between systems of which 63.0% are using a direct connection to i.e. network storage,
external hard drive or a USB-Flash drive [Kha11]. Only 37.0% of the respondents are
actively using a Cloud storage service. In the second survey 60.4% of the respondents
answered having heard of the term Cloud [Ebe11].
These findings are supported by the latest survey of user habits of Spanish Internet users
where 10.6% of 34.096 respondents said they had used FTP for file transfer on the day
before the survey [AIM12]. In addition, the latest OfCom report states the increasing
interest of Cloud computing to public bodies [Ofc11] even towards a European strategy
for Cloud computing [Kro12].
1

https://aws.amazon.com/s3/
https://skydrive.live.com/
3
http://www.dropbox.com/
2
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2.1 User-Centered Design
In the following we take a user centred design process as a basis. By presenting a paper
prototype to a potential user in an interview, the interviewee has the option to make
remarks, changes and additions to the prototype [STG03], [TBBS06b], [TBBS06a].
The concept focuses on users who are accessing their data from multiple systems, are
often on the move and cannot take all their data along with them at all times, or need to
synchronise their data between systems. In the process of our research, a number of
interviews were completed with users representing possible target groups of users
[BS11]. The interviews were conducted with a university professor, members of midand high-level management as well as university students. The following vision scenario
makes use of a persona [CRC07] derived from key characteristics of the interviewee’s.
2.2 Scenario
Phil McNeil is a project manager with a company in the oil-business. Being a commuter,
Phil has to travel an hour each direction every day. On his way to work he listens to the
radio and notices a particular song. Having arrived at his office, he uses a computer
system accessing his data stored inside the Cloud. The recent changes he made to a
presentation at home yesterday evening were downloaded automatically at system startup and Phil was able to continue work right where he left it, being also able to see the
latest drafts his team finished this morning.
During a break, Phil remembers the song he listened to earlier on. Searching his personal
audio library within the Cloud, he notices he had already purchased that album. He then
downloads the entire album to his MP3-Player.
Being in a management position bearing responsibility for various projects, he often has
to travel, even on short notice. In the afternoon Phil gets summoned to a conference he
has to attend. In this case, the data stored inside the Cloud enables him to access all his
files regardless whether they have been synchronised and uploaded before. This way
Phil can keep track of his files without having to download everything to his laptop, he
usually takes to conferences, which has only a limited storage capacity.
Sitting at the gate prior to boarding, Phil chooses a movie from his library stored on his
computer at home he might want to watch this evening at the hotel. He notices that his
computer at home is switched off and cannot transfer the file immediately but the system
saves his request. Having arrived at the hotel, Phil switches on his notebook, which
automatically downloads the movie through the Cloud completing his request. The
computer at home has in the meantime been switched on by his wife and has, according
to his earlier request, automatically uploaded the data into a cache storage location
within the Cloud.
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3 Concept and Implementation
The outlined scenario describes a hybrid system consisting of a Cloud storage solution
enabling a client to up- or download data in a client-server context as well as a peer-topeer context. In client-server context the data is highly available from the Cloud as all
data is uploaded and stored inside the Cloud. Data which is available in a peer-to-peer
context may not be obtained at all times, but is mainly stored on the client’s system. As
the trend of the number of broadband connections is showing an increase, connection
speeds are negligible.
3.1 Concept
In our concept the user selects one or more folders on the client system which are
enabled for synchronisation or made available. These locations will be referred to as
repositories.
The content of each repository is represented by a catalogue containing information
about files and folders of the repository, their size, meta-data, file type and preview.
Settings regarding repository access and sharing policies are also set within the
catalogue. A catalogue of a repository enables the user to browse and search the
repository without having to download all its content.

Figure 1: Client 1 holds a remote non-synchronised repository connecting to a catalogue server in
the Cloud. Both Client 2 and Client 3 hold a synchronised repository. Catalogue information on
the repositories as well as the data is stored inside the Cloud.

As shown in Figure 1, for this concept the Cloud consists of two components: a
Catalogue Server and Cloud storage. The latter is primarily serving as storage space for
repository contents. This storage is accessible through an Internet connection with high
availability. The Catalogue Server represents a central storage for all catalogues. Each
catalogue is stored under a unique identification reference identifying the repository.
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Two types of repositories are distinguished:
1. A synchronised repository is automatically synchronised with the Cloud
storage and is therefore available in a client-server infrastructure. Features like
for instance version control or multi-user collaboration4 when working inside a
repository are available. Synchronisation between multiple systems accessing
the same repository, as shown in Figure 1 is also supported. A synchronised
repository is accessible as long as the storage location is available inside the
Cloud.
2. A remote non-synchronised repository contains data which is available in a
peer-to-peer infrastructure. A Catalogue Server stores information on
repositories and their location, as they are hosted by other clients which
generate, maintain and upload catalogue information. Hence data of remote
non-synchronised repositories is not stored in Cloud storage it is available on
demand only.
A client’s system works with both types of repositories at the same time. As outlined
below, the concept is implemented in a client application which serves two purposes.
When working with a synchronised repository, the user’s interaction with the application
is minimised following initial setup. The user can continue working with his system and
accessing files and folders as before. This therefore reduces initial learning effort
[MP97]. In-depth interviews with users representing potential groups of users showed
that a Cloud storage system should have minimal influence on the daily routine of user
interaction. Such systems should therefore not require the user to i.e. change his custom
workflow or how he structures his files and folders. These findings are also supported by
[LED+ 99].
When working with a remote non-synchronised repository, the client application is used
in order to browse, search or download files and folders. In this case the user is required
to use the client application. During the in-depth interviews, the interviewees understood
the application as a tool for browsing contents of remote systems and expressed the need
for an interaction with this storage distinguishable from their files and folders stored
locally. For this reason remote non-synchronised repositories are not i.e. mapped into the
user’s local file system.
3.2 Interaction Design
During the initial setup of either a synchronised or a remote non-synchronised
repository, the user selects a directory of his choosing from his local system which
serves as repository root folder. In-depth interview findings support the need for
flexibility. Most of the systems we have referenced before work with one dedicated root
4
This concept focuses on the technical sub-system whereas collaboration features can be augmented to extend
functionality in the social sub-system [Her09] to serve i.e. as group communication tool reflecting social
relationships of the user.
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folder forcing the user to move his data into this particular directory whereas our concept
allows the selection of any folder5. The selection of a directory as repository is indicated
by a different folder icon. In-depth interviews prove this to be the most lucid way of
displaying the folder’s status.
After the initial setup the client application generates and submits a catalogue to the
Catalogue Server. Depending on the type of the repository, data is transferred and stored
in the Cloud storage, as outlined above.
3.3 Architecture
In order to keep track of the contents of and changes to a repository, the catalogue of a
repository needs to be updated in the event of the creation of, changes to, or the deletion
of a file. The client application monitors file events, updates the local catalogue and
submits catalogue changes to the Catalogue Server which distributes change
notifications to other client systems also connected to the respective repository.
With regard to remote non-synchronised repositories, data availability depends on the
connection state of the client hosting the remote non-synchronised repository. As the
catalogue of a remote non-synchronised repository is stored on a Catalogue Server
within the Cloud, an authorised client may browse and search the repository
independently of the connection state of the client hosting the data without having to
download all its content.
Figure 2 outlines the retrieval protocol for a repository request. Depending on the type of
the repository, the data resides either in Cloud storage or on a client’s system. Upon a
request, the location of the requested data is resolved. Based on the assumption that
Cloud storage serves high availability data stored in the Cloud is available directly on
request. Cloud storage locations are managed by the Catalogue Server which holds an
index and tracks usage quotas of possible storage locations as i.e. local server storage,
FTP locations or commercially available Cloud storage locations.
If the request was directed to a file of a remote non-synchronised repository, through
catalogue information one or more clients hosting the repository are located. If no
system hosting the repository is available through an active Internet connection the
request is cached until a host is available, as Figure 2 illustrates. Once one or more
clients are available, data is directly transferred to the requesting client system via a
peer-to-peer connection. If the requesting client is unavailable in the meantime, the file
is cached inside the Cloud and will be downloaded when the client is back online.
The actual concept relies on Cloud storage providing fast and highly available storage
space. In the future a peer-to-peer based infrastructure serving distributed storage will
supersede today’s Cloud storage which not only faces legal regulations but governmental
encroachments being the reason for companies as well as individuals not to rely on
Cloud storage solutions [JLGS09]. With the Catalogue Server, the outlined concept only
5

Excluding system folders and folders which are already part of a repository.
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stores information on files but not file contents which will remain on the client system
only.

Figure 2: The chart illustrates the retrieval protocol for a repository request. A client repository
request is submitted to a Catalogue Server inside the Cloud. The Catalogue Server resolves the
repository type and checks the repository’s availability. A remote non-synchronised repository is
not available from Cloud storage and transferred as long as the Client hosting the respective
repository is connected to the Internet.

3.4 Implementation
Our first prototype consists of a client application and a standalone server system written
in .NET 3.5. Using MONO6 allows cross platform deployment of the client application.
The client application was formatively evaluated during in-depth interviews throughout
the process of implementation by using a paper prototype as outlined above. In addition,
a final summative evaluation was carried out as well. The first component of the client
application is a service which runs in the background monitoring the repositories
handling catalogue generation and actualisation as well as catalogue and file transfers.
6

http://www.mono-project.com /

161

The second component consists of a graphical user interface. When working with
synchronised repositories there is no need to use a client application. The user can
continue working with his files and folders as he is accustomed to using his preferred file
browser. However data of remote non-synchronized repositories is not stored on every
client system. To browse the catalogue and thereby the repository, the user is required to
use the client application which allows for files to be found or requested for download if
the respective host is unavailable and downloaded directly if the host is available. This
allows for a lazy and incomplete synchronisation with several locations without having
the need for explicit synchronisation points.
The server has been implemented serving a RESTful database-assisted API [FT02],
[Rod08] not only offering a stable and flexible service-based infrastructure but an
interface for future client development for i.e. mobile devices.

4 Summary and Conclusions
The concept outlines a catalogue-assisted multi-user file storage and collaboration
system which is designed as a hybrid between a highly available but from the user’s
perspective in-transparent Cloud storage solution and a considerable more transparent
but possibly less available access to local storage in a peer-to-peer infrastructure.
The surveys conducted reveal a general interest in Cloud storage and furthermore an
active demand for storage solutions. The in-depth interviews show the innovative
concept presented within this contribution to be understandable, usable and acceptable.
A world-wide trend towards broadband connections supports the findings of storage
space distributed throughout client systems to supplement highly available Cloud
storage.
In context with the scenario presented in this article, various use-cases exist supporting
possible applications for this hybrid storage system. Based on our prototypical
implementation and our first empirical findings, a long term evaluation is under
preparation. Future ideas reflect upon both architectural as well as client-side
improvements. For instance improving file search by using the meta-data of files in a
faceted context [YSLH03] may prove time-saving and more convenient for the user.
Protecting the user’s privacy and data against access by any third party is essential.
While the term privacy is ambiguous and can be used in different contexts, we consider
the user’s personal data to be sensitive. Nissenbaum identifies three concerns towards
privacy: (1) monitoring and tracking, (2) dissemination and publication, and (3)
aggregation and analysis [Nis09]. These challenges have to be taken into account when
designing Cloud-based storage solutions.
Our approach allows the user to decide which data to upload to Cloud-based servers,
making the data more vulnerable to be exposed to third parties, and which data to keep
on computing devices under his control, better protecting it. The user is made aware of
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this difference by the need to use the specific client for remote non-synchronised
repositories.
For the time being, data of remote non-synchronised repositories is still cached in the
Cloud when transferred to another client. This will not be necessary once we move to a
full peer-to-peer solution for data exchange. The catalogue data would be the only data
still vulnerable to attacks. One could distribute the catalogue data between clients as
well, but there is no guarantee that the information is up to date at all times. This is a
trade-off worth investigating further.
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Abstract: Internet communities are moving to the Cloud, but in addition to the advantages regarding cost and convenience, this also means that cloud service providers are
increasingly in a position to aggregate large amounts of personal data, which means
that it is becoming prudent to develop mechanisms that can contribute to limiting the
information available to providers. In this paper we present a prototype cloud security
solution for protection against an “honest but curious” cloud provider. The solution is
based on splitting up data and distributing it to multiple cloud providers, without encrypting the individual pieces. Our initial tests indicate that our solution is sufﬁciently
efﬁcient for normal use.

1

Introduction

Internet communities are increasingly employing Cloud Computing; social networks such
as Facebook may have started out as hosted applications, but are now moving in the direction of offering cloud-based Software-as-a-Service (SaaS) and even Infrastructure-asa-Service (IaaS) to external customers [RNJ12].
Cloud Computing is a tantalizing concept that promises ﬂexible computing solutions at
an affordable price, without requiring large up-front investments in computer hardware.
However, since Cloud Computing can be considered the ultimate evolution of outsourcing,
there is lingering concern in the target groups when it comes to security – we trust cloud
providers to take care of our holiday snapshots, but many stakeholders are not ready to
”bet their business on the cloud”. To quote Microsoft’s John Howie: ”. . . there are things
that will never go into Azure, for example, our SAP back end.” [GHR+ 10]
Since internet community members are predestined to disseminate a lot of (not necessarily
sensitive) information through community interaction, it becomes even more important to
have an improved mechanism for storing ﬁles in the cloud, without adding to the data aggregation problem. Many people have tried to tackle the problem of how to securely store
ﬁles in an untrusted location. Proposed solutions include fully homomorphic encryption
[Gen09], secure multiparty computation [BCD+ 09] and trusted computing using Trusted
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Platform Modules [SGR09].
Our path is on a somewhat different tangent, in that we seek to explore a solution that
can offer sufﬁcient security through the splitting and dispersion of data in the cloud. The
ultimate goal is to achieve this without the use of encryption, both to save processing cost
on mobile devices with limited processing power, but also to avoid having to administrate
a large number of encryption keys.

2

Related Work

Surprisingly many researchers have ventured to solve secure distributed storage by splitting up data and spreading it in the wind. Singh et al. [SKZ11] present a scheme for
n-out-of-m secret sharing of data [Sha79], but do not provide an algorithm for the actual
splitting of the data to be stored. Another n-out-of-m scheme is proposed by Parakh and
Kak [PK09], but they do not discuss why their scheme should be better than e.g. the one
proposed by Rabin [Rab89]. Furthermore, they do not discuss that cryptographic keys
based on passwords tend to be insecure, and that such schemes become even more vulnerable in the event of password reuse. From the ﬁeld of Grid computing, Luna et al.
[LFMB08] present yet another solution based on Rabin’s n-out-of-m scheme, but add an
additional concept of Quality of Security (QoSec) to rate individual storage providers. In
this manner, they show that the number of partitions (or the n-to-m ratio) can be adjusted
depending on the aggregated trustworthiness of the providers.
The RACS system [ALPW10] aims at preventing vendor lock-in and data loss through failures by performing striping of data (in RAID-5 fashion) across multiple cloud providers,
but has no privacy or conﬁdentiality goals.
The Mnemosyne [HR02] system offers steganographic storage which ”gives a user strong
protection against being compelled to disclose (all) its contents.” The idea here is not only
to hide data from prying eyes, but also to prevent anyone from determining that there is
anything hidden in the ﬁrst place. Mnemosyne encrypts each block, and uses Rabin’s
Information Dispersal Algorithm [Rab89] to replicate data and avoid data loss. To protect
against trafﬁc analysis, random other blocks are also read/written periodically, only to be
discarded.

3

RAIN

The Redundant Array of Independent Net-storages (RAIN) was proposed by Jaatun et al.
[JNAZ11, ZJV+ 11, JZA11], using multiple cloud storage and data processing providers in
a fairly complex hierarchy. For our prototype we have adopted an architecture very much
like the one seen in Figure 2b in the original paper [JNAZ11], except that we have focused
solely on the storage part. The resulting architecture is seen in Figure 1.
For our solution, the Command & Control (C&C) node and the RAIN Dashboard are both
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installed on a server within an organisation, maintaining the only database of where in the
cloud the ﬁle parts are stored. This server runs on Apache with SSL for secure uploading
of ﬁles within the organisation. Placing it in the cloud will allow for better scaling, and
will also permit access from multiple locations.

C&C

VPN

Encrypted

Storage providers

Figure 1: The C&C within a single organisation, communicating with different storage providers.

4

Implementing the C&C

The C&C is the single point of entry for users of RAIN. Users interact with the C&C to
split and merge, upload and download ﬁles to and from the cloud. It maintains a database,
storing all information on ﬁles uploaded through it, mainly: What ﬁles were uploaded
when by whom? and To which providers are the different chunks uploaded?
The C&C is developed in Python using Eclipse with the Pydev-extension, including the
following packages:
• Python 2.7.1
• SQLAlchemy 0.7.3
• SQLite3
• python-cloudﬁles 1.7.9.1
• boto 2.1.0
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• Django 1.3.1
The C&C consists of the following components:
• The Receiver, providing the API for different User Interfaces.
• The CompleteFile- and Chunk-objects which are mapped to the database.
• A splitter-class, providing the splitting and merging of the ﬁles.
• Interfaces to interact with the different storage providers.

4.1

The Receiver

The receiver provides an API for the user interfaces to interact with the C&C. The main
functions are:
• showAllFiles – returns a list with all the CompleteFile-objects in the database.
• sendFile – takes a ﬁle as argument, splits the ﬁle and uploads the chunks.
• getFile – takes the ﬁlename as argument, initiates the download of all the chunks
belonging to the CompleteFile.
• decider – analyses the argument and decides whether to upload or download, and
checks if the ﬁle already exists in the database.

4.2

The Splitter

The splitter splits and merges a CompleteFile. The split process read a ﬁle, and splits it
into a predeﬁned number of chunks, which are stored temporarily on the disk. It returns a
list of all these chunks. The merge process does the exact opposite, takes in all chunks of
a CompleteFile, assembles them, and stores the result to disk. It then returns the path to
the ﬁle.
The splitting process is a critical part of the system. To split the data we use a simple
algorithm which loops through the ﬁles and samples every n-th byte into a new ﬁle (chunk)
where n is the number of chunks. We store the chunks in temporary ﬁles in the C&C before
we send them to the cloud storage providers.

4.3

The Storage Provider Interfaces

Most cloud storage providers offer a solution to interact with the platform in different
programming languages. Currently we’ve implemented interfaces for Swift, the storage
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Figure 2: A ﬁle is split into 8 chunks. All parts with the same color goes in the same chunk.

solution in OpenStack, and Amazon S3. These implement the following functions:
• sendChunksInList
• getChunksInList

5

Process Description

The process of uploading a ﬁle is illustrated in Figure 3.
1. A user uploads a ﬁle.
2. The dashboard makes sure it is stored in the correct folder, and sends the ﬁle through
to the C&C-receiver.
3. The C&C-decider ﬁrst checks if the ﬁle exists in its database. If it doesn’t, the ﬁle
is handed to the sendFile-method.
4. In sendFile, all info of the ﬁle is serialized to a CompleteFile-object.
5. The desired splitting algorithm is used to split the ﬁle into the desired number of
chunks.
6. The chunks are dedicated their cloud storage provider, and are uploaded in threads
by each provider.
7. When all chunks are transferred successfully, the CompleteFile-object gets a signal,
whereupon it saves all info about itself and its chunks in the database.
8. A message is sent to the dashboard and displayed to the user real time.
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Figure 3: The process of uploading the ﬁle

6

Results

The C&C performs IO operations on the ﬁle when splitting and merging, and we therefore
wanted to measure the IO overhead when uploading and downloading. The preferred
protocol for data transfer is HTTP. We have performed measurements with different ﬁle
sizes and varied the number of chunks to ﬁnd the best conditions for using the C&C.
Overhead is reported on top of 100%, i.e. if sending a complete ﬁle takes 100 seconds,
and sending all chunks of a certain size takes 150 seconds, the overhead is 50%.
We ﬁrst uploaded ﬁles with different sizes without splitting them, followed by downloading these ﬁles again. The uploading and downloading without splitting is the reference we
measured the overhead against. We then repeated the procedure with split ﬁles. We started
by splitting into chunks, then downloading and merging these chunks into a ﬁle. Then we
proceeded by uploading the same ﬁles split into different numbers of chunks.
1. Upload all ﬁles in the set to the cloud providers, without splitting.
2. Download these ﬁles.
3. Repeat steps 1-2, with splitting and merging the ﬁles in a varying number of chunks.
4. Repeat steps 1-3 until the sample space is large enough.
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Each upload and download was recorded. After the completion of the benchmark, the
average upload and download duration and upload and download bitrate was calculated.
The results are shown in Figure 4 and 5 below. The time taken to split and merge was also
recorded. Since splitting is done asynchronously with uploading, the split time is not of
much value. The merge time, however, is very important since we need to download all
chunks before merging them.
Every value presented is a result of a set of minimum ten uploads or downloads, where
each value is within 90% of the median value in the result set. When analyzing the data,
the values seemed to be so consistent that the result set obtained was deemed large enough
to draw conclusions.

6.1

Uploading Results

Figure 4 shows the duration of uploads in seconds. From the graphs we see that more
chunks leads to faster uploads. Control measurements have been performed, with 30 and
50 chunks, without including these in the graphs, and they show that the tendency continues.
When looking at the overhead in percent, see table 1, we see that the overhead is off the
charts when regarding the 7MB ﬁle. If we exclude that ﬁle, we notice that the overhead is
almost consistent per the number of chunks. We conclude that the average overhead is a
little above 140% when the number of chunks is between 12 and 20.
7 MB
62 MB
175 MB
323 MB
486 MB
Average
Average w/o 7MB

4 chunks
214%
151%
155%
157%
169%
154%

8 chunks
237%
148%
151%
154%
153%
169%
152%

12 chunks
260%
143%
139%
142%
147%
166%
143%

16 chunks
289%
145%
144%
141%
143%
173%
143%

20 chunks
342%
147%
139%
139%
141%
182%
141%

Table 1: The overhead in percent when uploading ﬁles.

6.2

Downloading

Figure 5 shows the duration of downloads in seconds. From the graphs we see that optimum number of chunks is between 12 and 20 chunks, represented by 16 chunks here.
From table 2 we see that the average overhead is 73% when using 16 chunks, so we will
operate with this number as the overhead when downloading.
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Figure 4: The duration of uploading ﬁles of different sizes and different number of chunks to the
provider.
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Figure 5: The duration from starting download to all chunks are merged.
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7 MB
62 MB
175 MB
323 MB
486 MB
Average
Average w/o 7MB

4 chunks
103%
96%
95%
87%
95%
93%

8 chunks
106%
73%
71%
85%
88%
84%
79%

12 chunks
102%
78%
76%
82%
105%
89%
85%

16 chunks
122%
72%
68%
76%
75%
83%
73%

20 chunks
130%
84%
76%
81%
91%
92%
83%

Table 2: The overhead in percent when downloading ﬁles.

7

Discussion

The solution we have presented here has a number of limitations. When we split up the
data and send it to different cloud providers, we also lose the possibility to use the cloud
for processing of the data. The data has to be merged together in the C&C before it can
be processed. We don’t have any redundancy in our system, which makes it vulnerable
if one of the cloud providers loses a chunk. If the chunk can’t be recovered, the data
in the original ﬁle will be lost. The splitting algorithm is naı̈ve, without any mathematical proofs. In real life, a more sophisticated splitting mechanism would be necessary to
prevent providers from extracting interesting information from a single chunk.
In the following we will discuss some possible attacks on our solution.

7.1

Eavesdropping on the Network

If an attacker eavesdrops on the network connection out from the C&C it will be possible
for him to collect all the data that are transferred. Collecting the chunks from one ﬁle can
be done by assuming that chunks sent at approximately the same time, belong together.
If the attacker does this, he still has to put the chunks together. If the attacker knows the
splitting algorithm and have collected all the chunks from the ﬁle, he also needs to know
the order of the chunks. If the number of chunks is low, this can be done easily with some
trying and failing.
To make it a little harder for the attacker to reassemble the ﬁle, there are some countermeasures that can be used. First the C&C can randomize the number of chunks for each
ﬁle. The randomization will make it harder for attackers to know the exact number of ﬁles
to reassemble since they don’t know how many chunks each ﬁle consists of.
Another method is to send ﬁle chunks in batches, i.e. let the C&C send chunks from two
different ﬁles at the same time. If the attacker can’t distinguish the chunks from each other
it will be a lot harder to reassemble the original ﬁles.
A third method is to introduce garbage chunks that are transferred together with the real
chunks. Even if the attacker knows that the data contains garbage chunks, he needs to sort
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out which chunks are garbage in order to be able to obtain the original ﬁle.

7.2

Attacking the C&C

The C&C is deﬁnitely the most valuable component in the system from an attacker’s point
of view. If the C&C is exposed, either physically or digitally, the attacker will be able to
access the data or perform a denial of service (DoS) attack.
In our system design we propose that the C&C should be within the company’s own infrastructure. This means that they have to secure the C&C physically by making sure it is
located in an locked room where only authorized people can access it. They also have to
make sure that the machine is not remotely accessible through the network. This means
that they have to have a proper ﬁrewall, authentication, updated software and disabled
unused services.

7.3

Attacking the Cloud Provider

An attack on a single cloud provider will not compromise any data, since the chunks don’t
contain any information by themselves. An attacker has to attack all the cloud providers
and ﬁnd the chunks that belongs together, e.g. by looking at the ﬁle creation timestamps.
This attack is subject to the same countermeasures as the eavesdropping attack mentioned
above.

7.4

Alternative Approaches

Instead of storing unencrypted chunks, it is possible to generate a keystream, XORing the
plaintext with this keystream, and then storing both ciphertext and keystream as chunks
at disjunct storage providers. This will double the upload/download time and storage
space required, and also add some time for generating the keystream for each storage
operation. Alternatively, only the ciphertext could be stored, but then this degenerates into
an encrypted cloud storage, and all the splitting etc. is pointless.

8

Further Work

Since this is little more than a proof-of-concept prototype, there are abundant opportunities
for further work. One obvious area is the splitting algorithm, which needs to be more
advanced if an attacker with access to even a few chunks is to be thwarted. One speciﬁc
improvement may be to randomize the number of chunks for each ﬁle. The randomization
will make it harder for the cloud provider or attacker to know the exact number of ﬁles to
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reassemble since they don’t know how many chunks each ﬁle consist of.
There is also currently no protection against data loss and corruption. One way to approach
this might be to employ automatic duplication of cloud storage providers as suggested by
Zhao et al. [ZRJS10]. Another solution could be to duplicate the Redundant Array of Independent1 Disks (RAID) concept of striping blocks across providers, e.g. dividing content
among 4 providers, and placing ”parity chunks” on a ﬁfth provider, thus compensating
from the failure of any one of the other providers.

9

Conclusion

We have shown that implementing a simpliﬁed version of the RAIN design is feasible and
working. We have also shown that our solution integrates well with open source cloud
solutions such as OpenStack, as well as a commercial version like Amazon’s S3. This
is a great advantage in preventing vendor lock-in, and makes migration from one cloud
provider to another easier. We have tested and measured the prototype and we have pointed
out some improvements that can be applied when it comes to performance and security.
We believe that privacy concerns may be a major stumbling block for further development of internet communities, and our hope is that the RAIN concept may contribute to
alleviating some of those privacy concerns in the future.
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Mikkel Krøigaard, Janus Nielsen, Jesper Nielsen, Kurt Nielsen, Jakob Pagter, Michael
Schwartzbach, and Tomas Toft. Secure Multiparty Computation Goes Live. In Roger
Dingledine and Philippe Golle, editors, Financial Cryptography and Data Security,
volume 5628 of Lecture Notes in Computer Science, pages 325–343. Springer Berlin /
Heidelberg, 2009. 10.1007/978-3-642-03549-4 20.
1 Some

prefer the variant ”Redundant Array of Inexpensive Disks”.

175

[Gen09]

Craig Gentry. Fully homomorphic encryption using ideal lattices. In Proceedings of the
41st annual ACM symposium on Theory of computing, pages 169–178. ACM, 2009.

[GHR+ 10] Eric Grosse, John Howie, James Ransome, Jim Reavis, and Steve Schmidt. Cloud
Computing Roundtable. Security Privacy, IEEE, 8(6):17 –23, nov.-dec. 2010.
[HR02]

Steven Hand and Timothy Roscoe. Mnemosyne: Peer-to-Peer Steganographic Storage. In Revised Papers from the First International Workshop on Peer-to-Peer Systems,
IPTPS ’01, pages 130–140, London, UK, 2002. Springer-Verlag.
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Abstract: Future internet systems have a number of properties supporting new
innovative business and community systems. Event-driven architectures (EDA)
providing varied information to support collaborative decision-making enable
more decisions to be made closer to the problem owner. The "Internet of Things"
(IoT) enables the Internet to reach out into the real world of physical objects.
Mobile and collaborative applications and services utilizing information processing
and process support enabled by sensor data from a vast numbers of connected and
cheap devices and directly and indirectly from humans in control of these devices
will change a number of markets. Future innovative business and community
information systems will need to take this situation into account, addressing
technological, methodological and conceptual challenges. This paper will focus on
the latter, discussing in particular the potential role of model-based techniques and
how to assess and improve the quality of models and modelling approaches in this
setting using the SEQUAL framework.

1 Introduction
ICT has over the last 30 years gone from obscure to infrastructure. All organizations are
dependent on an application systems portfolio supporting its current and future tasks,
and newcomers in any area are dependent on establishing a similar application portfolio
quickly in a way that can evolve with changed business needs, technological affordances
and expectations among co-operators, competitors and customers, these days especially
to address a rising number of (in particular) mobile delivery channels.
Over these 30 years, one has regularly investigated how IT-systems are developed and
used. In [LST78], results from a 1977 survey on distribution of work on IT in
organizations were published. Somewhat surprisingly at that time, one found that almost
half of the time was used on maintenance (i.e. changing systems that were already in
production). Similar investigations have been done in Norway in 1993 [KS94], 1998
[HKS00], 2003 [KJS06], and 2008 [DK10]. For some areas, there are large differences
for instance which programming languages that are used. Other areas are remarkably
stable. As illustrated in Table 1, the split of the time use for development vs.
maintenance is relatively similar to how it was 30 years ago. (In absolute terms a smaller
proportion is used for both development and maintenance, since most of the time used
by IT-departments these days are on user-support and keeping systems operational as we
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see in the above part, the last two lines in the table show the numbers when we do only
look at the relative distribution of development and maintenance time). Over the last 20
years the percentage of new systems that are in fact replacement systems, being installed
basically to replace an old system, has stayed above 50%, rising slowly.
Table 1. Comparisons of maintenance figures across investigations
Category

Nor.
2008

Nor.
2003

Nor.
1998

Nor.
1993

Nosek/
Palvia
[NP90]

Lientz/
Swanson
1977

Development
Maintenance
Other work

21%
35%
44%

22%
37%
41%

17%
41%
42%

30%
40%
30%

35%
58%
7%

43%
49%
8%

34%
66%

34%
66%

27%
73%

41%
59%

38%
62%

47%
53%

Disregarding
'other work'
Development
Maintenance

One example of a notable change is where systems are developed, maintained and
operate compared to 20 years ago. In 1993, 58% of the systems were developed by the
IS-organization, and only one percent was developed in the user organization. In 1998,
however, 27% of the systems were developed by the IS-organization and 27% as custom
systems in the user organization. In 2003, 23% of the systems are developed in the ISorganization, whereas in 2008 only 12% were developed in the IS organization. The
percentage of systems developed by outside firms is higher in 2008 (40% vs. 35% in
2003, vs. 22% in 1998 vs. 12 % in 1993). The percentage of systems developed based on
packages with small or large adjustments is also increasing (41% in 2008 vs. 39% in
2003 vs. 24% in 1998 vs. 28% in 1993). The new category introduced in 1998,
component-based development (renamed “use of external web services” in 2008) is still
small (5% in 2008) although increasing (1.0 % in 2003, 0.4% in 1998). Whereas earlier
the main way of developing systems where to do it in-house or using temporary
consultants, outsourcing of all type of IT-developments has been on the rise over the last
10 years, although you also find examples lately on insourcing. In the 2008 investigation
around a third of the IT-activity was outsourced (32.9% in private sector, 24.1 in public
sector). Whereas only two of the respondents reported to have outsourced all the ITactivities, as many as 84% of the organizations had outsourced parts of their IT-activity.
Whereas the public organizations have outsourced more of the development (40% in
public, 29% in private) and maintenance (34% in public, 30% in private) than the private
organizations, they have outsourced less of the operations (31% in public, 41% in
private) and user support (21% in public, 29% in private). Other important aspects to
take into account are the rise of new delivery models (e.g. OSS) not only for
infrastructure applications, and the trend towards using cloud infrastructures for the
operations of ICT-solutions.
A number of needs can be identified in this landscape that must be addressed in future
business information systems. We will in this article discuss these issues highlighting the
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application and possible changed role of modelling techniques. In section 2 we describe
the role of modelling in information systems development in general. In section 3 some
traits of future business and community information systems are described, and section 4
describes a vision of the role of modelling in this landscape. Section 5 concludes the
paper.

2 The Role of Modeling and Quality of Models
Conceptual modelling is usually done in some organizational setting. One can look
upon an organization and its information systems abstractly to be in a certain state (the
current state, often represented as a descriptive 'as-is' model) that are to be evolved to
some future wanted state (often represented as a prescriptive 'to be' model). The state
includes the existing processes, organization and computer systems. These states are
often modelled, and the state of the organization is perceived (differently) by different
persons through these models. This open up for different usage areas of conceptual
models as described e.g. in [NK06], illustrated in Fig. 1:

Figure 1: Application of conceptual modelling

1. Human sense-making: The model of the current state can be useful for people to
make sense of and learn about the current situation as it is perceived.
2. Communication between people in the organization: Models can have an important
role in supporting human communication [W11].
3. Computer-assisted analysis: To gain knowledge about the organization through
simulation or deduction, often by comparing a model of the current state and a model
of a future, hopefully better state.
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4. Quality assurance, ensuring e.g. that the organization acts according to a certified
process achieved for instance through an ISO-certification process.
5. Model deployment and activation: To integrate the model of the future state in an
information system directly. Models can be activated in three ways:
a. Through people, where the system offers no active support.
b. Automatically, where the system plays an active role, as in an automated
workflow system.
c. Interactively, where the computer and the users co-operate to bring the process
forward [KJ02].
6. To give the context for a traditional system development project, without being
directly activated.
SEQUAL is a generic framework for assessing quality of models [K12, KSJ06, KS03].
The framework has earlier been used for evaluation of modelling and modelling
languages of a large number of perspectives, including data, object, process, enterprise,
and goal-oriented modelling. Quality has been defined referring to the correspondence
between statements belonging to the following sets:
 G, the set of goals of modelling.
 L, the language extension, i.e., the set of all statements that are possible to make
according to the rules of the modelling languages used.
 D, the domain, i.e., the set of all statements that can be stated about the situation.
 M, the externalized model itself.
 K, the explicit knowledge relevant to the domain of the audience.
 I, the social actor interpretation, i.e., the set of all statements that the audience
interprets that an externalized model consists of.
 T, the technical actor interpretation, i.e., the model as 'interpreted' by modelling tools.
The main quality types, illustrated in Fig. 2 are:
 Physical quality: The basic quality goal is that the externalized model M is available
to the relevant social and technical actors for interpretation (I and T).
 Empirical quality deals with comprehensibility and predictable error frequencies
when a model M is read or written by different social actors.
 Syntactic quality is the correspondence between the model M and the language
extension L.
 Semantic quality is the correspondence between the model M and the domain D. This
includes validity and completeness.
 Perceived semantic quality is the similar correspondence between the social actor
interpretation I of a model M and his or hers current knowledge K of domain D.
 Pragmatic quality is the correspondence between the model M and the actor
interpretation (I and T). One differentiates between social pragmatic quality (to what
extent people understand the models) and technical pragmatic quality (to what extent
tools can be made that can interpret the models).
 The goal defined for social quality is agreement among social actor’s interpretations.
 The deontic quality of the model relates to that all statements in the model M
contribute to fulfilling the goals of modelling G, and that all the goals of modelling G
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are addressed through the model M. In particular, one include under deontic quality
the extent that the participants after interpreting the model learn based on the model
(increase K) and that the audience are able to change the domain D if this is
beneficially to achieve the goals of modelling.
Perceived
semantic
Social actor
explicit
knowledge. K
Deontic
(learning)

Goals of
modelling
G
Deontic

Model
externalisation
M
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Empiric
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interpretation
I

Physical
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(action)
Modelling
domain
D

Social

Pragmatic
(human
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Pragmatic
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Figure 2: SEQUAL framework for discussing quality of models

3 Future Business and Community Information Systems
The future business environment must take into account a stronger integration across
traditional organizational borders and countries. In the FiNES position paper [L11], a
number of organizational trends are highlighted:





The disappearing boundaries of the enterprise: Virtual teams, extended value
chains, dynamic value networks and a range of digital ecologies [VZUM10] such
as digital ecosystems will change the contours of the business world.
Everybody is an Enterprise: The role of SMEs and especially micro enterprises and
start-ups is expected to become even more important
The WhatYouSenseIsWhatYouGet (WYSIWYG) Enterprise: With massive quantities
of real-time information becoming available one can get new real-time enterprise
applications.
A Knowledge Commons for Enterprises: There is a need for an open and accessible
“Knowledge Commons” facilitated by the Internet for all to freely, responsibly and
legitimately exploit
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The advent of intelligent virtual reality: With increasing dematerialization blurring
the physical with the virtual, enterprises are not only becoming digital, they are
acquiring multiple roles, cyber presences and distinctive virtual identities

Combined with societal trends (e.g. demographic, legislative, financial, geo-political, and
environmental) that demands change in current practice there is a number of issues that
must be addressed in future business information systems to support these organizational
and societal needs. Future business information systems will take advantage of in
particular future internet to
 Be empowered by a new participative Web hosting a new wave of services and using
user-friendly technologies;
 Create value by leveraging the Internet as the platform through which knowledge is
manipulated dynamically, experienced in the business context and represented in a
radically different way;
 Have the required capability that enables and supports collaboration with other
enterprises, new dynamic relationships, discovery of partnerships, new opportunities
and markets, and the management of the new risks involved
 Operate in a new set of business environments that provide support for quality
measures, guarantees, persistence, safety, trust, arbitration and other mechanisms for
reducing risks on both the customer and the provider side
 Become the WYSIWYG enterprise, where Web-based applications become as rich as
the desktop.
A number of partly related needs can be identified in this landscape that must be
addressed in future business and community information systems:





The support of end-to-end engineering process (including full life-cycle support)
Integration across organizations and nations
Systems being provided by ecosystems of providers
Event-oriented systems utilizing the internet of things

We will below go into more detail on each of these areas, discussing in particular the
application of modelling techniques.
3.1 The support of end-to-end design and engineering process (including full lifecycle support of products)
Even with the shift to a service economy, manufacturing and engineering remains
important for the economy. On the other hand we witness new trends such as sustainable
manufacturing and mass customization. Consequently, the manufacturing industry is
facing significant changes.
The key enabler for coping with these changes will be IT, due to its strong impact on
innovation and productivity. Current IT for manufacturing is characterized by scattered
data formats, tools and processes dedicated to different phases in the product lifecycle.
Moreover, the flow of information is closely aligned to the product lifecycle i.e.,
information from the design phase goes into the manufacturing phase, but not in the

182

opposite direction. In addition, user feedback is often neglected in design. Due to the
diversity of tools and data formats, manufacturing struggles to cope with new trends in
this area. For example, both the trend to mass customization and the demand for
increased sustainability require a tight integration of the design, manufacturing and usage
phases of a product, which is currently not in place. What is missing is an integrated,
holistic view on information, persons and processes across the full product lifecycle. As
experiences of the past show, a tight integration of all tools used throughout a product
lifetime is not feasible. A model-based approach to address this in a more federated
manner is the application of AKM (Active Knowledge Modeling) [LK08].
3.2 Integration across organizations and nations
Over the last 10 to 15 years the number of varying organizational forms has increased a
lot, from strictly structured supply-chains to loosely structured communities of interest.
Co-operation across traditional organizational boundaries is increasing, as outsourcing
and electronic business is enabled by the Internet and IT in general. When such cooperation moves beyond the buying and selling of goods and well-defined services, there
is a need for a flexible infrastructure that supports not only information exchange, but
also knowledge creation and sharing.
An extended enterprise (EE) (also often termed virtual enterprise) is defined as a
dynamic networked organization, being developed ad-hoc to reach a certain goal based
on the resources of several existing co-operating enterprises [KJ04]. The EE-partners
often comes from different countries, using different languages and having different
cultural background. The EE-partners wants to harvest knowledge from the EE to be
reused in the originating organization, or in other EE's. An approach that needs to be
extended to support this situation is process-support environment like workflow
modelling and BPM [HVLAK10]. Based on globalization trends, also other challenges
pop up. [KDS08] provides an example of the needs when a multi-national company is to
coordinate their local business units in order to serve other multi-national companies in
an integrated fashion. As reported in [KDS08] there was in this case a need to
standardize the processes of the company’s national branches in order to build a
common image of the organization (both inward and outwards), and to support the
certification of the cross-national processes of their multi-national customers, but at the
same time adhere to national and cultural rules and expectations for how to do business.
Similar examples from other businesses (e.g., car rental industry) are presented in [A11].
Such aspects are not only of importance in business, but also in the public administration
area. Public administrations and service providers face growing challenges linked to the
application of new IT-solutions and are forced to rethink traditional administrative
structures and functions and adapt their services to meet new societal demands with
reduced budgets. In the public sector there is increasing emphasis in particular in Europe
on cross-department and cross-national applications, to increase reuse of solutions across
traditional borders [AVJK11], as described for instance in the last EU Ministerial
Declaration on eGovernment [EU09]. For instance, even in small countries like Norway
and the Netherlands, there are around 430 local municipalities which in principle execute
variants of the same processes [A11, AVJK11] which are different due to political,
historical and demographic reasons.
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3.3 Systems being provided by ecosystems of providers
As described in the introduction, the trend for a long time has been that systems are
developed and evolved further and further away from the core users of the system.
Rather than being provided by distinct entities, we see a development in the direction of
systems to a larger degree being supported by virtual communities of
human/organizational actors, co-working on partially shared digital artefacts [BDLV09].
The term 'digital ecosystem' is being used to generalize such communities, emphasizing
that their actors constantly interact and cooperate with other actors in both local and
remote ecosystems. Such systems are characterized by self-organization, scalability and
sustainability, providing both economic and social value as a specialization of the more
generic concept digital ecologies. Examples are communities for Open Source (OSS)
and Creative Commons, Knowledge Commons, social media networks, or voluntary
groups of citizens or academics.
However, the existing digital ecosystems have limited scope, various degree of
transparency, insufficient capabilities for search and evaluation of useful, high quality
artefacts from the huge and ever-evolving Internet, and none does fully support a wide
range of shared artefacts from a wide range of actors. There are two main variants of
digital ecosystems; content ecosystem and software ecosystems. Content ecosystems are
networks that deal with creation and sharing of artistic and intellectual artefacts. The
impact of IT on participative and democratic processes and on creativity is already here,
and will continue to grow with the increasing diffusion of web-based social networking
and user generated content and services. Software ecosystems are defined as ”a set of
businesses functioning as a unit and interacting with a shared market for software and
services, together with relationships among them. These relationships are frequently
underpinned by a common technological platform and operate through the exchange of
information, resources, and artefacts” [JFB09].
3.4 Event-oriented systems utilizing the internet of things (IoT)
What previously was termed convergence (between the telecommunications world, IT,
media, and later also the power systems in what is now popularly called smart grids) is
now emerging in practice, propelled by several simultaneous trends.
1. The continuing miniaturization of computing resources making it possible to perform
computing at some level everywhere, by any device.
2. The availability of high-bandwidth access to computing resources in an increasing
number of places.
3. The infrastructure being built up for utilizing remote computing resources (these day
often presented under the term 'cloud computing')
4. More power-efficient solutions. Many battery-operated devices can last more than a
year, and passive solutions used by RFID and NFC (Near Field Communication) are
powered by the readers. Parasitic energy harvesting devices that extract small
amounts of energy from the environment can power sensors where normal power
solutions are not economically or practically available.
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The emergence of the IoT will lead to a world in which countless everyday objects are
interconnected and have their own computational power. These active and interactive
objects will be able to monitor and change their environment via sensors and actuators,
and to interact and collaborate with each other and with the people around them.
Although more accessible, to quickly produce innovative applications and services for
this setting is not an easy task. Information systems need to combine transactionorientation with event-orientation, using event-driven architecture (EDA) [CS09]
reflecting the nature of IoT applications. These applications are characterized by being:






Collaborative, that is including numerous active components that behave
concurrently, running on distributed devices, and collaborates to provide a desired
functionality.
Event-driven and reactive, that is continuously reacting on a large number of
events from the physical environment, from users and from other parts of the
system.
Dynamic and adaptive, meaning that the applications, associations and
collaborations are dynamically established and configured depending on the
current context at run-time. The information gathered is often used to support
human decision-making rather than to only automate a predefined process.
Interaction with human users is essential both to use the systems efficiently, and to
effectively improve the systems over time through capturing the experiences from
the use of the system.

4 Quality of Models for Future Business and Community Information
Systems
There are two main scenarios for the future use of modelling. What we term the steady
state scenario, where modelling continues to be a somewhat esoteric activity for a
limited number of experts is of course one possibility. The more optimistic view in the
light of the above is that abstractions techniques such as modelling is taken into use in an
increasing number of areas, to make it possible to at all be able to manage the
development. One striking aspect is that the number and variety of stakeholders that will
need to relate to models of some sort will increase. Given the increased educational level
in most countries, it is not unlikely that also more people will be able to relate to these
types of abstractions, given that one of the thing that you are exposed to in a master
study of most types, is training to deal with abstractions. Looking at the sets in
SEQUAL, we can thus foresee the following under this scenario:




G: The same list of goals and applications of modelling that is described in Section
2 will still be relevant, but emphasis on less formal, interactive approaches will
increase to be able to support the more federated landscape needed to address future
IT-driven environments.
D: The range of relevant domains is increasing, also within what can be classified as
the 'same' system, given that systems to an increasing degree ranges across and is
expected to integrate a number of areas.
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K: In many areas one need to deal with a more varied set of stakeholders, with a
more varied set of skills and knowledge. Not only do you need to align IT-experts
with 'business'-experts, but also people across a large range of business expertise,
being used to express their knowledge in a wide variety of notations.
L: Using domain specific modelling, the possibilities of tailoring the language to fit
the domain, and the knowledge of the stakeholders have increased. To bring more
people into (semi-) formal modelling these possibilities will have to be exploited to
a larger degree. Thus rather than having a consolidation of modelling languages like
the one we saw in object-oriented design with UML, there will be an increasing
number of variants of modelling languages. We will also see a mix of richer media
components being integrated with the more traditional "box and arrow"-conceptual
modelling notations, thus supporting also richer meta-meta models defining and
limiting the type of constructs to include in models in the first place.
T: An increasing number of tools will be available to extract model information
from raw data, e.g. in the area of process mining [A11]. In addition, tools for metameta modelling and meta-modelling will be more common.
M: Models will be pervasively available being coordinated in a federated manner.
Models will be across meta-levels in an increasing degree (compared to the models
in traditional software engineering being primarily on the type level). Models, in
particular interactive models will have a larger value in themselves, acting to a
larger
extend
as
knowledge
commons
and
open
models
(http://www.openmodels.at/).

We believe the core dimensions of SEQUAL will be relevant also for models as used for
future systems. On the other hand, a number of specializations might be envisaged. We
will briefly discuss some main aspects here.







Physical quality: Rather than being based on central repositories, more distributed,
federated storage of model fragments must be available, utilizing standard
interchange formats and supporting model mash-ups.
Empirical quality: Support for empirical quality will be more built in, e.g. in tools
that build up models from raw data in process mining, thus integrating information
visualization tools and modelling tools utilizing generic knowledge on good
visualization tactics to a larger degree. Note that different meta-meta models can
induce the need for rethinking guidelines for achieving empirical quality [NK09].
Syntactic quality: Syntactic quality can be looked upon as trivial in a sense, since
adherence can be enforced. On the other hand, one often sees that one extend
languages with new aspects in an (not always conscious) attempt to turn semantic
problems into syntactic problems. New tools based on meta-modelling makes this
easier to do, and then makes in even more important to do right in the sense that one
do not end up with too restricted languages for the different islands of modelling.
Semantic quality: The federated approach needed for modelling will bring new
challenges as for how we look upon the semantic quality of the overall model.
Whereas semantic quality in smaller domains would be followed up much as before
(i.e. looking at the feasible (perceived) completeness and validity), one would to a
larger degree need to be able to live with inconsistencies across federations. In
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connection to this, it would be important to be able to identify those aspects of the
models across domains that need to be consistent.
Pragmatic quality: Given that more types of stakeholders are involved, this is of
increasing importance. Different techniques can be used for different types of
stakeholder, supporting multiple views for different stakeholder types on the same
model to ensure individual comprehension.
Social quality: This will be important in smaller communities, and in interfaces
between communities, but less needed across federation. Note on the other hand that
since different stakeholder groups might see different views of the overall model,
possible visualized in radically different ways, the effort to assure that they
comprehend the models equally will potentially have to increase, as seen in e.g.
[KDS08].
Deontic quality: Models will be more important, in particular in organized conduct
across traditional organizational boundaries and needs to be handled in a more
professional manner [W11].

5 Concluding Remarks
From the above descriptions, we see that the technical challenges and opportunities with
the future internet gives new challenges and opportunities for business information
systems on many levels, all of which give new challenges and opportunities for modelbased techniques such as BPM, MDA, enterprise modelling, value modelling and AKM.
In a way many of the core problems are not new, e.g. how to deal with event-based
systems have been investigated in the conceptual modelling area for quite some time.
Even if the use of modelling need to be extended and improved, general categories
underlying discussions on quality of models as described in [KSJ06, K12] remains
relevant, although need to be adapted to e.g. quality of interactive models [KJ02,LK08].
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Abstract:
Film, video, and TV have become a predominant medium, but most audiovisual
(AV) material being part of our cultural heritage is kept in archives without the possibility of appropriate access for the public. Although digitalization of AV objects
in conjunction with AV analysis is making progress, content-based retrieval remains
difﬁcult because of the so called semantic gap. The Mediaglobe project is focussed
on digitalization, indexation, preservation and exploitation of historical AV archives.
In this context, we show how traditional AV analysis is complemented with semantic technologies and user-generated content to enable content-based retrieval exposing
contentual dependencies to promote new means of visualization and explorative navigation within AV archives.

1

Introduction

Audiovisual media such as ﬁlm, video, and TV have become the predominant medium of
the 21th century. From its beginning in the early 1900s until today, all kind of events all
around the globe have been captured on celluloid, magnetic tape, or digital hard discs. By
accessing these recordings, we are able to turn back the clock and take a peek on people
and places of bygone time. But, most AV material being part of our cultural heritage
is kept in archives without the possibility of appropriate access for the public audience.
Even worse, celluloid is subject to an aging process and deteriorates over time. Also
extensive (analog) preservation technology cannot guarantee long time storage and access.
Thus, more and more AV material from the early age of ﬁlm will be irrecoverably lost.
Therefore, governments worldwide are funding preservation and digitalization projects,
such as NESTOR1 – the German competence network for digital preservation – to prevent
the loss of cultural heritage. Everyday, the stock of AV material is growing. Recently
also internet and world wide web (WWW) are used for media distribution, sometimes
also providing random access and online search. But the number of online available AV
material is only the tip of the iceberg, while its basis remains hidden in multitudinous
analogue archives and libraries. The opening of these archives for online access requires
1 http://www.langzeitarchivierung.de/Subsites/nestor/EN/
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digitalization of various analogue media formats of different quality ﬁrst. But, to access
AV materials by its content, metadata for the description of its structure and content are
mandatory.
In this paper, we present the Mediaglobe semantic video search engine and introduce its
workﬂow including video analysis, metadata generation, semantic analysis, and video
search. The primary goal of the Mediaglobe project2 is to develop a generally applicable and commercially efﬁcient infrastructure for digitalization and retrieval of AV archives
with an emphasis on historical documentaries. Here, we are focussing on the retrieval process and its prerequisites, leaving out the entire process of digitalization and restoration.
Most important entities to be retrieved are persons, locations, organizations, and events.
We describe automated AV analysis techniques and how they are complemented by manual and collaborative annotations. Text-based metadata are endorsed by formal semantic
ontologies to enable cross linking of data as well as explorative search. Instead of presenting search results in a traditional linear way, we show how semantic relationships can be
utilized to enable efﬁcient visualization and navigation.
The paper is structured as follows: Section 2 gives a short overview of related work, while
Section 3 introduces the Mediaglobe system architecture and its analysis workﬂow. Visual analysis including scene cut detection, text recognition and visual concept detection
in video is presented in Section 4. Section 5 focusses on the semantic analysis within
the Mediaglobe project including an approach for named entity recognition. In Section 6
we demonstrate the semantic search facilities of the Mediaglobe search engine and Section 7 provides an overview of the newly developed semantic search interface. Section 8
concludes the paper with a short outlook on ongoing and future work.

2

Related Work

Current web-based video platforms such as YouTube allow their users to upload content
and to assign basic metadata (title, keywords, description). Although, YouTube enables
the annotation of temporal video segments using fragment identiﬁers up to now there is
no support for semantic annotation as in Mediaglobe. In [SH10] Steiner and Hausenblas
exemplify the processing of YouTube’s metadata with natural language processing tools
(NLP) in order to tag existing video metadata with linked data entities, but this approach is
limited to the video as a whole, whereas in Mediaglobe semantic annotation is time based
and automatically generated via sophisticated video analysis technologies. With regard to
time based semantic video annotation for enabling semantic and exploratory video search
we refer to previously published in depth results [WKW+ 10, LS11, WS11]. In [KSR09]
Kobilarov et al. present the BBC’s approach to join up all of its resources using linked data
principles and a tailored ontology for BBC’s program data. Later on, the NoTube project3
harnessed BBC’s program information by analyzing it with a NLP-tool to extract named
entities and to map them to linked data resources. Again, both approaches are limited to
2 The Mediaglobe project is part of the THESEUS research program funded by the German Federal Ministry
for Economics and Technology, http://www.projekt-mediaglobe.de/
3 http://notube.tv/
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program data, and also consider the annotated asset as a whole rather than its temporal
segments. In contrast to the BBC program data and the NoTube project in Mediaglobe
there is no access to rich editorial materials [vAARB09]. Consequently, metadata in Mediaglobe has to be generated by automated video analysis techniques such as scene- and
overlay-text recognition or automated speech recognition.
Mature projects including Prestospace, Europeana, and THESEUS/CONTENTUS build
foundations for semantic content analysis within the cultural heritage domain. The aim
of Prestospace4 was to develop preservation technology for broadcasters. In [MBS08]
Messina et al. describe tools for content-based analysis, e. g., scene-cut detection, speech
to text transcription and keyframe-extraction. Moreover, named entities and categories
from the BBC’s program web-pages were also extracted and mapped to the proton upperontology [DTCP05]. Mediaglobe complements Prestospace’s efforts, as high-level abstraction layer analysis technologies, i. e. visual concept detection was not in the scope
of Prestospace. In regards of semantic analysis, video assets in Mediaglobe rarely come
with rich accompaniment metadata as it is the case of tv programs. Therefore, background
knowledge has to be aggregated that is maintained independently of the original source,
i. e., the ﬁlm archive. In contrast to [DTCP05, MBD06] we access the DBpedia as multilingual knowledge base to allow crosslingual search and annotation with entities that
are steadily curated by the Wikipedia community. The Europeana5 aggregates video data
including supporting documents from various ﬁlm archives in Europe. Prominent examples of video platforms that supply the Europeana search interface include the European
Film Gateway (EFG), the videoactive platform, and EU-screen. However, these projects
concentrate on content alignment and crosslingual search by harmonizing existing but
heterogeneous metadata originating from broadcasters, ﬁlm archives, and cinematheques
[SET+ 12]. To our best knowledge, they do not apply sophisticated content-analysis technology to leverage metadata nor perform additional time-based semantic video analysis.
Within the CONTENTUS usecase of the German THESEUS research program technologies supporting the media library of the future have been developed [NLFH12]. CONTENTUS targets multimedia in all its diversity whereas Mediaglobe is specialized on
video only. Mediaglobe complements the semantic video analysis technology of CONTENTUS by applying semantic graph analysis for entity mapping as well as by applying
high-level abstraction layer analysis technologies, such as visual concept detection.

3

System Architecture

To process large amounts of video content, many requirements have to be met including
high scalability, customizable workﬂow design, reusability, versioning, and compatibility
with state-of-the-art standards. Since traditional video processing workﬂow systems focus
on transcoding, delivery, publishing, and metadata management, they still lack sophisticated and semantic search to open up its content. Therefore, Mediaglobe is designed not
only to perform standalone, but also to complement existing workﬂow systems by bringing
4 http://prestospace.org/
5 http://europeana.eu/
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Figure 1: The overall architecture of the Mediaglobe system

in ﬂexible video content analysis and semantic search features.
The Mediaglobe system consists of three main parts: a Media Asset Management System (MAM), the Analysis Framework and the Video Search Engine. The MAM maintains
the video ingest, transcoding, play out streaming, rights management, and commercial
exploitation. The analysis framework builds upon the Apache Unstructured Information
Management Architecture (UIMA) that enables the compilation of various Analysis Engines (AE) and orchestrates the data ﬂow between them. Work intensive components can
be deployed plurally for parallel and/or distributed execution. The video search engine
provides a semantic search index and serves the Graphical User Interface (GUI) to efﬁciently browse and search within the video data. Fig. 1 gives an overview on the main
components and the overall architecture. After ingesting a new video from the MAM the
workﬂow engine starts with scene cut detector and keyframe extractor as preprocessing
for subsequent video Optical Character Recognition (OCR) and visual concept detection.
The auditive tracks are processed by third-party Automatic Speech Recognition (ASR).
All extracted textual information including metadata provided by the users is processed by
the semantic analysis. This employs the temporal context dependent Named Entity Recognition (NER). Finally, the semantically enriched data is made available in an RDF triple
store to query via SPARQL and a search engine for end user access. All essential components are introduced in the following sections, starting with the temporal decomposition
of video with scene cut detection.

4

Visual Analysis

The low-level analysis of the visual content of video data provides additional source for
metadata. This section describes visual analysis techniques employed in Mediaglobe.
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4.1

Scene Cut Detection and Keyframe Selection

Structural video analysis by scene cut detection is the ﬁrst step of video content analysis,
indexing, and classiﬁcation. Video shots are deﬁned as a sequence of consecutive frames
taken by a single camera act. Shot boundary detection provides useful information about
the temporal structure of a video, which is a prerequisite to the extraction of representative
keyframes or frame candidates for video OCR, visual concept detection, and to deﬁne temporal contexts for NER. We distinguish two different types of shot boundary transitions:
abrupt scene changes (hard cuts) and gradual transitions that extend to more than a single
frame (soft cuts) [AAM10].
Most common gradual transitions are fade-ins and fade-outs, wipes and dissolves. As the
video data under consideration in the Mediaglobe archive restrains to hard cuts and fades,
we do not consider wipe and dissolve detection here. Our approach for hard cut detection
is based on a statistical method expanded on the idea of pixel differences [ALBK09]. We
compute the the L2-norm between every 5 consecutive frames and consider a frame a
hard-cut candidate if the gradient computed on the ﬁrst derivative of this metric exceeds
an empirically determined (adaptive) threshold. Fade-ins and fade-outs exhibit a slow
decrease or increase change in illumination usually ending or starting with a black frame.
Detection is based on computing the image entropy – a monotonously increasing entropy
value indicates a fade-in, beginning and end frame for this transition are deﬁned by the
local minimum and maximum respectively.
Next to shot-boundary detection scene cut detection provides input data that is qualiﬁed for
further content-based visual analysis of a video. In particular, the selection of meaningful
keyframes per segment provides efﬁcient means to reduce the temporal redundancy within
the visual data of a video and thus the computational effort required for subsequent analysis steps, e. g., video OCR and visual concept detection. While the video OCR runs on
up to 5 frames selected equidistantly per shot, the visual concept detection assumes that
a single frame provides enough information about the visual content of an entire video
segment, and therefore has to be chosen in a way to contain the most meaningful content.

4.2 Video OCR
Text embedded in video data is a valuable source for indexing and searching in video content. In order to retrieve textual data from video, standard OCR approaches, which focus
on high resolution scans of printed documents, need to be extended to meet the requirements for OCR in video data. Our approach consists of two steps: keyframes that contain
textual data are identiﬁed and subsequently, the location of text within these frames is determined in order to separate text pixels from background and to deliver this preprocessed
data to a standard OCR engine. In our approach, we classify text candidates from the
video data stream by applying a fast edge-based multi-scale detector and subsequently a
projection-proﬁling algorithm on each keyframe. Frame sections containing no text are rejected by identifying regions that exhibit low edge density. Further reﬁnement is achieved
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by a Stroke Width Transform (SWT) based veriﬁcation procedure on each detected text
candidate section. We adapted the original SWT algorithm [EOW10] in order to improve
the performance [YQS12b].
Typically, video text is embedded in very heterogeneous background with low contrast,
which makes it difﬁcult to be recognized by standard OCR engines. Hence, text pixels
need to be separated from background by applying appropriate binarization techniques.
We have developed a novel skeleton-based approach for video text binarization [YQS12a],
which consists of three steps: First, we determine the text gradient direction for each text
line object by analyzing the content distribution of their skeleton maps [CPW93]. We then
calculate the threshold value for seed-selection by using the skeleton map which has been
created with the correct gradient direction. Subsequently, a seed-region growing procedure
starts from each seed pixel and extends the seed-region in its north, south, east, and west
orientations. The region grows iteratively until it reaches the character boundary.
Text binarization is concluded by converting text region data to black text pixels on white
background, which is a prerequisite for the efﬁcient application of a standard OCR software (Tesseract6 ) for text recognition. Moreover, an adapted version of the open source
Hunspell7 spell checker is applied to improve the quality of the achieved OCR results.
While traditional spell checking software presumes typing errors based on a speciﬁc keyboard layout, an adapted OCR spell correction rather cares for visual similarity of the
characters.

4.3 Visual Concept Detection
Next to textual data, the depicted visual concepts within a video scene provide additional
information for search and classiﬁcation. We employ methods for content-based image
classiﬁcation to automatically classify video scenes into predeﬁned visual concept classes.
Our approach follows the well-known bag of keypoints [CDF+ 04] model, where local
image patterns are used to describe the low-level visual features of a keyframe. In our
approach, we extract Scale Invariant Feature Transform (SIFT) [Low04] features at a ﬁxed
grid on each channel of a keyframe in RGB color space. These features are used to compute a visual codebook by running a k-means clustering that provides us with a set of
representative codewords. By assigning each extracted RGB-SIFT feature to its most
similar codeword (or cluster center) using a most simple nearest neighbor classiﬁer we
compute a histogram of codeword frequencies that is used as keyframe descriptor. The
problem of visual concept detection is approached by means of machine learning techniques. Kernel-based Support Vector Machines (SVM) have been widely used in image
classiﬁcation scenarios (cf. [CDF+ 04, SW09, ZMLS06]). In order to be able to predict
the category of an unlabeled keyframe the SVM classiﬁer needs to be trained using labeled
data.We consider the classiﬁcation task a one-against-all approach – one SVM per given
visual concept is trained to separate the keyframes from this concept from all other given
concepts. Hence, the classiﬁer is trained to solve a binary classiﬁcation problem, i. e.,
6 http://code.google.com/p/tesseract-ocr/
7 http://hunspell.sourceforge.net/
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whether or not a keyframe depicts a speciﬁc visual concept. We use a Gaussian kernel
based on the χ2 distance measure, which has proven to provide good results for histogram
comparison. Following Zhang et al. [ZMLS06] we approximate the kernel parameter γ by
the average distance between all training image histograms. Therefore, the only parameter
we optimize in a cross-validation is the cost parameter C of the support vector classiﬁcation. New keyframes can be classiﬁed using the aforementioned bag-of-words feature
vectors and the trained SVM model.
The advantage of this approach is its simplicity, and its various invariances. The combination of SIFT for local image description and the bag-of-words model makes it invariant
to transformations, changes in lighting and rotation, occlusion, and intra-class variations
[CDF+ 04]. By simply counting object features present in an image, missing or occluded
object parts do not affect the classiﬁcation accuracy in the same way as it would be the case
for model-driven classiﬁcation. Moreover, the approach is very generic. It can be extended
to additional concepts simply by training another SVM classiﬁer. Since the features are
not adapted to the classiﬁcation task they can be reused.

5

Semantic Analysis

In order to enable an explorative search within video data the textual metadata derived
from visual analysis and the authorative metadata (provided by the archive) are mapped to
semantic entities. For Mediaglobe authoritative metadata comes as persons, places, organizations, other keywords, and freetext, e. g., title, description text, while visual analysis
technologies provide time-based OCR and ASR text.
For semantic annotation in Mediaglobe DBpedia8 entities serve as reference mapping entities for NER. Initially, for every entity all DBpedia labels including redirects and disambiguation links are collected. Next, for every label a distance measure to the original
(main) label of the entity is calculated to determine a relevance ranking for entity candidates. For instance, the label ‘DEBER’ of the entity ‘Berlin’9 receives a lower distance
score than the labels ‘Berolina’ or ‘City Berlin’, where ‘Berlin’ is the original (main) label. In case a term to be mapped can be assigned to several DBpedia entities, the term
is ambiguous and further context data is needed for disambiguation According to their
provenance metadata are of different reliability. Therefore, we have determined a context
ranking according to metadata provenance. First, the authorative metadata items are disambiguated in the order [persons, places, organizations], [keywords], [freetext], whereas
already disambiguated metadata terms serve as additional context for the currently processed metadata text item. Subsequently, the time-based metadata text items are disambiguated within the context boundaries a video segment. Every entity candidate of a metadata term receives a score according to its relevance within the deﬁned context. In the
next step, cooccurrence of context text terms and the entity candidates of the currently
processed metadata text term is identiﬁed with the help of the Wikipedia articles of the
8 http://dbpedia.org/About

9 http://dbpedia.org/resource/Berlin
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Figure 2: Three different types of Wikilinks: a) direct links, b) symmetric links through same node,
c) links through a node, but not symmetric.

referenced entity candidates. The entity candidate with the highest involvement (score)
within the context will be chosen as mapped entity [LS11].
In addition to cooccurrence analysis link graph analysis based on the Wikipedia page link
graph is applied to identify connected components within a context. Three different types
of links are considered (cf. Fig. 2). Similarly to the cooccurence analysis score the link
graph score for every entity candidate is calculated according to the total count of links, but
also to the count of links to different context terms taking into account how many different
nodes are between a pair of entity candidates of different terms.
One of Mediaglobe’s key features is the collaborative and time-based annotation of video
segments. To this end a customized video annotation tool has been developed, where the
user is able to watch the video, stop it anytime and tag it with semantic entities or text
keywords. An autosuggestion service provides the user with relevant semantic entities
chosen from DBpedia for a typed text term. Once an entity has been selected the user
can position the semantic tag anywhere within the video frame to achieve spatio-temporal
annotation.

6

Semantic Search

Every search process starts with formulating a search query that will best express the
user’s information need. The type of query dictates the extent of expressiveness and how
the search engine has to parse and interpret the query. Traditional search engines represent
the query as independent keywords of interest to the user. More advanced systems allow to
query with natural language or formal query languages. The ﬁrst is the most expressive
but also most difﬁcult to parse and interpret by machines, the latter is hard to formulate by
non-expert users but well processable by machines.
Mediaglobe combines the best of both worlds in a hybrid approach. It enables to search
for distinct semantic entities instead of keywords and eliminates the ambiguities caused by
polysemy and synonymity of natural language. Disambiguation is enforced while entering
the search query via type-ahead suggestions. When the user starts to type, the indexed
semantic entities matching the entered text best are all displayed. The user has to choose
the desired entity from the presented candidate list. Complementing also the traditional
keyword-based search, searching for distinct semantic entities improves precision and recall as well as the user experience. To enable efﬁcient entity based search the generated
semantic information has to be indexed appropriately. This implies not to store keywords
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Position
Term Text

1
john

2
f

Type

word

word

Start- / EndOffset

0 / 38

0 / 38

3
kennedy
johnfkennedy
dbp:John_F._Kennedy
word
word
URI
0 / 38
0 / 38
0 / 38

4
said

5
I

6
love

7
berlin
dbp:Berlin

word

word

word

word
URI

39 / 43

46 / 47

48 /52

53 / 75
53 / 75

Table 1: Search index terms with URIs and offsets after tokenizing and ﬁltering the annotated text

and normalized terms (e. g. via stemming) only, but also to store the URIs representing
the semantic entity bound to the text position the entity is determined at. Therefore, we
have implemented an extension of the Lucene search engine, which includes support for
annotation aware string tokenizing, word-delimiter ﬁlters, payload token ﬁlters, and efﬁcient snippet highlighting. Before the process of indexing starts, text data is transformed
into semantically annotated text containing the URIs of semantic entities being found via
NER. Therefore, a simple markup ‘( Label ){ URI }’ is used, as e. g.:
Text to annotate:
Text with markup and URIs:

John F. Kennedy said: ‘I love Berlin!’
(John F. Kennedy){dbp:John_F._Kennedy} said:
‘I love (Berlin){dbp:Berlin}!’

Table 1 shows the ﬁnal index terms after the annotated text has been processed by annotation aware tokenizer, word-delimiter ﬁlter, Lucene standard ﬁlter, lowercase ﬁlter and
ﬁnally the payload processing ﬁlter, to store the URIs in payload attributes along with the
index term. Searching for the URI ‘dbp:John_F._Kennedy’ would result in returning all
documents containing only the speciﬁed entity. Traditional full text search is supported
as already existing Lucene feature. The ranking of documents is based on the standard
TF/IDF-based Lucene scoring.

7

The Semantic Search Interface of Mediaglobe

While most keyword-based search systems are optimized to narrow down huge data spaces
to the most suitable results and present them in ‘ten blue links’, semantic exploratory
search in Mediaglobe additionally aims at ﬁnding results, which are not considered to be
related at ﬁrst glance. Semantic exploratory search is based on facet entities and contentbased recommendations, enabling the user to better reﬁne and broaden search queries
[WKW+ 10]. Thus, the result space has to distinct from the classical result list of keyword
based information retrieval systems. Our interface design objective was to support its
users with a quick feedback on selected facet entities that encourages the exploration of
the provided results. Considering Fig. 3, the layout of the Mediaglobe user interface is
arranged in a Search Area and a Result Area. The Search Area contains an input ﬁeld,
and a list of conﬁrmed semantic entities to its right. These entities determine the current
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Figure 3: The user interface of Mediaglobe: When brushing over a facet on the left, the linked result
tiles and their pagination are updated instantly

search result in the Search Area below, where the search results are represented via content
snippets. A vertical pagination on the right represents all videos of the current result space.
The facet list on the left of the search result contains the facet ﬁlters in categories for
Persons, Events, Places, Organizations, Concepts, and visual Genres.
The result tiles in the middle of the layout contain the individual videos; they indicate the
title of the video, a video thumbnail, and the Snippet Container. In case, results derived
from ASR, OCR, and visual concept detection, the respective container is captioned with
tabs, each of which switching to the corresponding sections and containing extracted ASR
or OCR results or a list of detected visual concepts. A timeline below this container
exposes the automatically generated temporal segmentation of the videos with highlighted
segments that ﬁt the currently selected entities. When users hover over the timeline, the
thumbnail of the result tile is updated with an image from the respective segment. This
quick video preview provides feedback regarding the structure of a video and leads to
simple and concise content-based comparability of different videos. In order to achieve an
interaction principle known as ‘Brushing and Linking’ [OWJS11] the search facets on the
left are linked to the search results in the main area of the layout and the pagination on its
right: when the user brushes over one of the facet ﬁlters, the video result tiles and their
equivalents in the pagination that do not match the criteria are grayed out. By making the
facets available for brushing, and linking them to the representative result tiles with the
pagination, the proposed interface paradigm provides valuable feedback on how the result
set will be changed according to the next distinct selection by the user.
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8

Conclusion & Future Work

In this paper, we have presented the Mediaglobe semantic video search engine, which
provides efﬁcient access to AV archives focussing on historical documentaries. We have
shown how we combine methods for visual analysis into a single workﬂow for automatic
metadata generation. We have furthermore presented sophisticated approaches for semantic analysis supported by formal semantic ontologies to enable cross linking of data and
explorative search. Finally, we have introduced a novel search interface, which joins the
developed technologies and enables efﬁcient visualization and navigation to support the
user in his task of retrieving relevant data as well as exploring the archive. Due to copyright regulations on the underlying AV data it is unfortunately not possible to grant public
access to the Mediaglobe demonstrator. However, a screencast showing the core features
and presented technologies is available online10 .
Future work will improve the search ranking by incorporating semantic relations between
entities. This enables to rank documents based on semantic similarity and not on syntactic similarity as done by traditional search engines. Our future work will also focus
on enhanced semantic analysis techniques comprising more ontological information from
different sources. This will increase the precision of entity assignments and improve the
semantic relatedness between archive items. Furthermore, we plan to interconnect additional elements of the interface via ‘brushing and linking’.
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Abstract: This paper describes a new method to determine the sources of topics,
that inﬂuence the main topics in texts, by analysing directed co-occurrence graphs
using an extended version of the HITS algorithm. Additionally, this method can be
used to identify characteristic terms in texts. In order to obtain the needed directed
term relations the notion of term association is introduced to cover asymmetric reallife relationships between concepts and it is described how they can be calculated by
statistical means. In the experiments, it is shown that the detected source topics and the
characteristic terms can be used to ﬁnd similar documents and documents that mainly
deal with them in large corpora like the World Wide Web. In doing so iteratively, it is
possible to easily follow topics by analysing documents from these corpora using this
method. This way, users can be offered this new search function in interactive search
systems that goes beyond a simple presentation of similar documents. This application
will be elaborated on as well.

1

Introduction and Motivation

The selection of characteristic and discriminating terms in texts through weights, often
referred to as keyword extraction or terminology extraction, plays an important role in
text mining and information retrieval. In [KU12] it has been pointed out, that graph-based
methods for the analysis of co-occurrence graphs are well suited for keyword extraction
and deliver comparable results to classic approaches like TF-IDF [SWY75] and difference
analysis [HQW06]. Especially the proposed extended version of the PageRank algorithm,
that takes into account the strength of the semantic term relations in these graphs, is able
to return such characteristic terms and does not rely on reference corpora. In this paper,
the authors extend this approach by introducing a method to not only determine these
keywords, but to also determine terms in texts that can be referred to as source topics.
These terms strongly inﬂuence the main topics in texts, yet are not necessarily important
keywords themselves. They are helpful when it comes to applications like following topics
to their roots by analysing documents that cover them primarily. This process can span
several documents.
In order to automatically determine source topics of single texts, the authors present the
idea to apply an extended version of the HITS algorithm [Kle98] on directed co-occurrence
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graphs for this purpose. This solution will not only return the most characteristic terms of
texts like the extended PageRank algorithm, but also the source topics in them. Usually,
co-occurrence graphs are undirected which is suitable for the ﬂat visualisation of term
relations and for applications like query expansion via spreading activation techniques.

Figure 1: A co-occurrence graph for the word ”bread” (http://corpora.informatik.uni-leipzig.de/)

However, real-life associations are mostly directed, e.g. an Audi is a German car but not
every German car is an Audi. The association of Audi with German car is therefore much
stronger than the association of German car with Audi. Therefore, it actually makes sense
to deal with directed term relations.
The HITS algorithm [Kle98], which was initially designed to evaluate the relative importance of nodes in web graphs (which are directed), returns two list of nodes: authorities
and hubs. Authorities, that are also determined by the PageRank algorithm [PBMW98],
are nodes that are often linked to by many other nodes. Hubs are nodes that link to many
other nodes. Nodes are assigned both a score for their authority and their hub value. For
undirected graphs the authority and the hub score of a node would be the same, which is
naturally not the case for the web graph. Referred to the analysis of directed co-occurrence
graphs with HITS, the authorities are the characteristic terms of the analysed text, whereas
the hubs represent its source topics. Therefore, it is necessary to describe the construction
of directed co-occurrence graphs before getting into the details of the method to determine
the source topics and its applications.
Hence, the paper is organised as follows: the next section explains the methodology used.
In this section it is outlined, how to calculate directed term relations from texts by using
co-occurrence analysis in order to obtain directed co-occurrence graphs. Afterwards, sec-
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tion three presents a method that applies an extended version of the HITS algorithm that
considers the strength of these directed term relations to calculate the characteristic terms
and source topics in texts. Section four focuses on the conducted experiments using this
method. It is also shown that the results of this method can be used to ﬁnd similar and
related documents in the World Wide Web. Section ﬁve concludes the paper and provides
a look at options to employ this method in solutions to follow topics in large corpora like
the World Wide Web.

2

Methodology

Well known measures to gain co-occurrence signiﬁcance values on sentence level are for
instance the mutual information measure [Büc06], the Dice [Dic45] and Jaccard [Jac01]
coefﬁcients, the poisson collocation measure [QW02] and the log-likelihood ratio [Dun93].
While these measures return the same value for the relation of a term A with another term
B and vice versa, an undirected relation of both terms often does not represent real-life
relationships very well as it has been pointed out in the introduction. Therefore, it is sensible to deal with directed relations of terms. To measure the directed relation of term A
with term B, which can also be regarded as the strength of the association of term A with
term B, the formula 1 of the conditional relative frequency can be used, whereby |A ∩ B|
is the number of times term A and B co-occurred in the text on sentence level and |A| is
the number of sentences term A occurred in:
Assn(A → B) =

|A ∩ B|
|A|

(1)

Often, this signiﬁcance differs greatly in regards of the two directions of the relations
when the difference of the involved term frequencies is high. The association of a less
frequently occurring term A with a frequently occurring term B could reach a value of
1.0 when A always co-occurs with B, however B’s association with A could be almost 0.
This means, that B’s occurrence with term A is insigniﬁcant in the analysed text. That
is why it is sensible to only take into account the direction of the dominant association
(the one with the higher value) to generate a directed co-occurrence graph for the further
considerations. However, the dominant association should be additionally weighted. In
the example above, term A’s association with B is 1.0. If another term C, which more
frequently appears in the text than A, also co-occurs with term B each time it appears, then
its association value with B would be 1.0, too. Yet, this co-occurrence is more signiﬁcant
than the co-occurrence of A with B. An additional weight that inﬂuences the association
value and considers this fact could be determined by
• the (normalised) number of sentences, in which both terms co-occur or
• the (normalised) frequency of the term A. The normalisation basis could be the
maximum number of sentences, which any term of the text has occurred in.
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The association Assn of term A with term B can then be calculated using the second
approach by:
Assn(A → B) =

|A ∩ B|
|A|
·
, where 0 ≤ Assn ≤ 1.
|A|
|nmax |

(2)

Hereby, |nmax | is the maximum number of sentences, any term has occurred it. A thus
obtained relation of term A with term B with a high association strength can be interpreted
as a recommendation of A for B. Relations gained by this means are more speciﬁc than
undirected relations between terms because of their direction. They resemble a hyperlink
on a website to another one. In this case however, it has not been manually and explicitely
set and it carries an additional weight that indicates the strength of the term association.
The set of all such relations obtained from a text represents a directed co-occurrence graph.
The next step is now to analyse such graphs with an extended version HITS algorithm that
regards these association strengths in order to ﬁnd the source topics in texts. Therefore,
in the next section the extension of the HITS algorithm is explained and a method that
employs it for the analysis of directed co-occurrence graphs is outlined.

3

The Algorithm

With the help of the knowledge to generate directed co-occurrence graphs it is now possible to introduce a new method to analyse them in order to ﬁnd source topics in the texts
they represent. For this purpose the application of the HITS algorithm on these graphs is
sensible due to its working method that has been outlined in the introduction. The list of
hub nodes in these graphs returned by HITS contain the terms that can be regarded as the
source topics of the analysed texts as they represent their inherent concepts. Their hub
value indicates their inﬂuence on the most important topics and terms that can be found in
the list of authorities.
For the calculation of these lists using HITS, it is also sensible to also include the strength
of the associations between the terms. These values should also inﬂuence the calculation
of the authority and hub values. The idea behind this approach is that a random walker is
likely to follow links in co-occurrence graphs that lead to terms that can be easily associated with the current term he is visiting. Nodes, that contain terms that are linked with
a low association value however should not be visited very often. This also means that
nodes that lie on paths with links of high association values should be ranked highly as
they can be reached easily.
Therefore, the formulas for the update rules of the HITS algorithm can be modiﬁed to
include the association values Assn. In fact, this step is a necessity when dealing with
co-occurrence graphs because otherwise less important associations would be treated like
more important associations by the HITS algorithm. This is a major difference between
such word nets and the World Wide Web, in which the links exist or do not exist at all.
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The authority value of node x can then be determined using formula 3:
a(x) =

!

(h(v) · Assn(v → x))

(3)

v→x

Accordingly, the hub value of node x can be calculated using formula 4:
h(x) =

!

(a(w) · Assn(x → w))

(4)

x→w

The following steps are necessary to obtain a list for the authorities and hubs based on
these update rules:
1. Remove stopwords and apply stemming algorithm on all terms in the text. (Optional)
2. Determine the dominant association for all co-occurrences using formula 1, apply
the additional weight on it according to formula 2 and use the set of all these relations as a directed co-occurrence graph G.
3. Determine the authority value a(x) and the hub value h(x) iteratively for all nodes
x in G using the formulas 3 and 4 until convergence is reached (the calculated values do not change signiﬁcantly in two consecutive iterations) or a ﬁxed number of
iteration has been executed.
4. Order all nodes descendingly according to their authority and hub values and return
these two ordered lists with the terms and their authority and hub values.
Now, the effectiveness of this method will be illustrated by experiments.

4
4.1

Experiments
Detection of Authorities and Hubs

The following tables show for two documents of the English Wikipedia the lists of the
10 terms with the highest authority and hub values. To conduct these experiments the
following parameters have been used:
• removal of stopwords
• restriction to nouns
• baseform reduction
• activated phrase detection
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Table 1: Terms and phrases with high authority and hub values of the Wikipedia-article ”Love”:

Term

Authority value

Term / Phrase

Hub value

love
human
god
attachment
word
form
life
feel
people
buddhism

0.54
0.30
0.29
0.26
0.21
0.21
0.20
0.18
0.17
0.14

friendship
intimacy
passion
religion
attraction
platonic love
interpersonal love
heart
family
relationship

0.19
0.17
0.14
0.14
0.14
0.13
0.13
0.13
0.13
0.12

Table 2: Terms and phrases with high authority and hub values of the Wikipedia-article ”Earthquake”:

Term

Authority value

Term / Phrase

Hub value

earthquake
earth
fault
area
boundary
plate
structure
rupture
aftershock
tsunami

0.48
0.30
0.27
0.23
0.18
0.16
0.16
0.15
0.15
0.14

movement
plate
boundary
damage
zone
landslide
seismic activity
wave
ground rupture
propagation

0.18
0.16
0.15
0.15
0.15
0.14
0.14
0.13
0.13
0.12

The examples show that the extended HITS algorithm can determine the most characteristic terms (authorities) and source topics (hubs) in texts by analysing their directed
co-occurrence graphs. Especially the hub list for each text provides useful information to
ﬁnd suitable terms that can be used as search words in queries when background information is needed to a speciﬁc topic. However, also the terms found in the authority lists can
be used as search words in order to ﬁnd similar documents. This will be shown in the next
subsection.

4.2

Search Word Extraction

The suitability for these terms as search words will now be shown. For this purpose, the
ﬁve most important authorities and the ﬁve most important hubs of the Wikipedia article
”Love” have been combined as search queries and sent to Google. Empiric experiments
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have shown that at most ﬁve terms and phrases should be used for this purpose. A larger
number would limit the search results too much, while too few terms would return too
many and possibly irrelevant results. The results of this test can be seen in ﬁgure 2 and 3.

Figure 2: Search results for the authorities of the Wikipedia article ”Love”

The search results clearly show, that they primarily deal with either the authorities or
the hubs. More experiments conﬁrm this correlation. Using the authorities as queries to
Google it is possible to ﬁnd similar documents to the analysed one in the Web. Usually, the
analysed document itself is found among the ﬁrst search results, which is not surprising
though. However, it shows that this approach could be a new way to detect plagiarised
documents. It is also interesting to point out the topic drift in the results when the hubs
have been used as queries. This observation indicates that the hubs of documents can be
used as a means to follow topics across several related documents with the help of Google.
Hereby, it is desirable that the hubs of the analysed documents are the authorities of the
found documents to obtain a chain of documents that are indeed topically depending. This
possibility will be elaborated on in more detail in the next and ﬁnal section of this paper.
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Figure 3: Search results for the hubs of the Wikipedia article ”Love”

5

Conclusion

In this paper, a new graph-based method to determine source topics in texts based on an
extended version of the HITS algorithm has been introduced and described in detail. Its effectiveness has been shown in the experiments. Furthermore, it has been demonstrated that
the characteristic terms and the source topics that this method ﬁnds in texts, can be used as
search words to ﬁnd similar and related documents in the World Wide Web. Especially the
determined source topics can lead users to documents that primarily deal with these important aspects of their originally analysed texts. This goes beyond a simple search for similar
documents as it offers a new way to search for related documents, yet it is not impossible to
ﬁnd similar documents when the source topics are used in queries. This functionality can
be seen as a useful addition to Google Scholar (http://scholar.google.com/), which offers
users the possibility to search for similar scientiﬁc articles.
Additionally, interactive search systems can employ this method to provide their users
functions to follow topics across multiple documents. The iterative use of source topics as
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search words in found documents can provide a basis for a ﬁne-grained analysis of topical relations that exist between the search results of two consecutive queries. Documents
found in later iterations in suchlike search sessions can give users valuable background information on the content and topics of their originally analysed documents. In this context,
it is also sensible to let users interactively evaluate the topical dependencies of the found
documents. Highly relevant results could be marked and act as a suggestion for other
users to be further examined. This function would be useful for groups or communities
of like-minded people e.g. scientists in a certain ﬁeld that often deal with domain-speciﬁc
knowledge whose aspects have topical dependencies. A fast and correct presentation of
topically depending documents would be a great help for them, especially when they have
a speciﬁc information need.
Another interesting application for this method can be seen in the automatic linking of
related documents in large corpora. If a document A primarily deals with the source topics
of another document B, then a link from A to B can be set. This way, the herein described approach to obtain directed term associations is modiﬁed to gain the same effect
on document level, namely to calculate recommendations for speciﬁc documents. These
automatically determined links can be very useful in terms of positively inﬂuencing the
ranking of search results, because these links represent semantic relations between documents that have been veriﬁed in contrast to manually set links e.g. on websites, which
additionally can be automatically evaluated regarding their validity by using this approach.
Also, these automatically determined links provide a basis to rearrange returned search results based on the semantic relations between them. These approaches will be examined
in later publications in detail.
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Abstract: The semantic understanding of domain-specific terminology typical for
communities, like a scientific conference, requires both, the analysis of daily
spoken and written language in documents. A living taxonomy can help to cluster
knowledge and classify questions against it, as well as to build up profiles of
expertise. Text analysis modules support the parsing of training materials to extract
a significant set of key phrases. However, the creation of a balanced categorisation
tree requires the experience of community members. The Spree project introduces
an OntoEditor™ to optimize automatic and manual processes to setup an expert
finding & communication application, following well-known Web 2.0 paradigms.
Keywords: Web 2.0, semantic analysis, domain-specific taxonomy, knowledge domain design.

1 Community- and Domain-specific Terminology
When talking about a dedicated technical project, the used language follows a specific
terminology. The applied vocabulary is often characteristic for a set of different projects
within the same domain, called a knowledge domain. Clear definitions are required to
create a common understanding among project partners, who form a loose knowledge
community [Sch00]. Efficient text analysis assists the classification of new text-based
materials and the identification of the best expert of an online community [MBA10].
It is also characteristic that written language, used e.g. in specifications, documentations,
presentations and manuals, is different from the daily spoken language. Due to self
organization processes, the latter is growing with the community and requires much
more flexibility and tolerance in interpretation [Ei11].
Starting with a discourse on ontology and taxonomy, their application for knowledge
domains is investigated in chapter 1. Chapter 2 illustrates the creation of a new taxonomy, taking the I2CS as example. Basic linguistic methods are discussed in chapter 3,
while chapter 4 introduces the OntoEditorTM as a Java application for knowledge domain
management. Finally, in chapter 5 practical experiences are summarized.
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1.1 Taxonomy vs. Ontology
There are different methods to preserve knowledge of a domain. Classical document
management systems (DMS) support the structured storage of formal documents.
However, a much more extensive part of information is exchanged via email, wiki, chat
and blog in a highly informal manner. To combine these sources, both, linguistic and
semantic tools, are required as known from machine learning [WFH11].
Linguistic modules (LM) help to normalize terminology and extract knowledge from
unstructured texts. Semantic modules (SM) support to handle complexity, scalability,
relations and object types to create a representative semantic network for a certain
knowledge domain.
object node 1

unified
relation 

relation 1
object node 2

root node 
intermediate
node 
leaf node 

relation 2

(a)

(b)

Figure 1: Ontology (a) and taxonomy (b)

As a directed graph, an ontology fulfils these requirements excellently, especially the
representation of different object types and relations among them. However, it would be
very difficult to create the one representative ontology for a certain knowledge domain.
The knowledge of a domain grows evolutionary. Therefore, the metaphor of a tree offers
key requirements for a hierarchical structure:
(1)
(2)
(3)
(4)
(5)
(6)

New branches and leafs can be added {create}
Existing branches can be split {fork}
Old branches and leafs can die {delete}
Branches or leafs can be bundled {merge}
Situations can be compared and evaluated on similarity {match}
Situations can be represented by multiple branches and leaves {classify}

Requirements (1) to (5) are perfectly met by a taxonomy. All edges represent the same
relation  e.g., “consists of” or “is derived from”, depending on the direction of view.
All nodes, respectively root node, intermediate node and leaf node, are of the same
object type , see Figure 1(b). By adding the multi-classification option (6), taxonomies
are a simple but powerful means to describe a knowledge domain. Starting from a root,
which represents the knowledge domain itself, thematic first level nodes are designed. In
semantic context such nodes are called concepts and single words and phrases which
represent the node, are called terms. A concept C is represented by:
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(A)
(B)
(C)
(D)
(E)

a unique identifier as self-describing and compact node name1 [mandatory]
an implicit list of a set of weighted, machine extracted terms [mandatory]
an explicit list of manually added terms as keywords/-phrases [optional]
sub-concepts, representing derived lower level (child) nodes [optional]
an explicit description, to detail the node context2 [optional]

The implicit description (B) is also known as term statistics. Terms are sorted by its term
frequency. The size of a taxonomy is not limited, neither in number of levels nor in
number of nodes per level. It is recommended to design the main branches orthogonally
in their context to minimize tree overlapping and to maximize independency.
1.2 Exploitation of Taxonomies
The initial node structure of a taxonomy is usually generated by a knowledge domain
expert manually. The simplest way is to setup a file system tree, where folders represent
the concept identifier (A) and files contain comma or line separated terms (B, C). Once a
taxonomy has been created, it is be trained by expanding and re-calculating the term
statistics and extended by adding new concepts (1, 2) or modifying them (3, 4).
The knowledge specific taxonomy is exploited in several cases by multi-classification:
Text classification. Any kind of text document including web pages, wikis, chats,
emails and simple questions is classified against an existing taxonomy by identifying the
nearest concepts.
Profile storage. A community member indicates his or her expertise by selecting the
most appropriate concepts from the given taxonomy. Such a profile is represented as an
instance of the taxonomy.
Object matching. For a given text fragment, similar text fragments or associated
profiles are identified. The degree of similarity can be quantified by an average numeric
parameter, calculated over all classified nodes.
Node balancing. By normalization of node weights, a well-adjusted topic assignment is
reached. This is required to overcome asymmetries of the availability of training
materials.

2 The I2CS Taxonomy
There is a wide range of domain specific knowledge areas. Beside scientific
communities, even an event can frame such a knowledge domain. Here, as a domain

1
2

The identifier is considered implicitly to be keyword.
This text supports GUI implementations i.e., can be displayed on the mouse-over event.
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specific example, the annual International Conference of Innovative Internet Community
Systems3 (I2CS) is selected.
2.1 Main Branches
Following the history of I2CS from the very beginning in 2001, three main topic areas
were announced. Taking the official Call for papers (CfP) of 2012, they are good
candidates for the first level concepts of the I2CS taxonomy:


Foundations – Theories, models, algorithms for communities



Technology – Distributed architectures and frameworks



Applications and socialization – Communities on the move

The concept identifier (A) should be compact, self-describing and of the same grammar
type, singular nouns are preferred. To avoid losing sub-titles, they can be either moved
as keywords to the explicit terms (B) or placed as second level nodes. Part (B) is
enriched by general applicable descriptors and used synonyms, indicated in italic in
Table 1.
To reach a unique and balanced appearance, it is good practise to divide the third bullet
into two main branches. So far, there are four main branches with regard to contents:
“Foundation”, “Technology”, “Application” and “Socialization” in Figure 2.
• Architecture and framework
• Grid and cloud
• Agent and ad-hoc
• Middleware and broker
• Information retrieval and ontology
• Web x.0 and Enterprise x.0
•…

• App and web
• Mobility and location
• Service and enabler
• Communication

Technology

Application

• Management and platform
• Business model
• Implementation
•…

• Usability and user experience
• Privacy
• Recommendation and search
• eHealth and AAL
• Social media and content
• Personalization and profile
•…

I2CS
• Algorithm
Socialization
• Simulation
Knowledge
Foundation
• Graph theory
Domain
• Game theory
• Self organization
Administratum
• Security
Conference
•…
• Call for Paper
• 1st Ilmenau
• 8th Matinique
• Committee
th
• 2nd Kühlungsborn
• 9 Jena
• Publication and copyright
• 3rd Leipzig
• 10th Bangkok
• Sponsor and advertisement
• 4th Guadalajara
• 11th Berlin
•…
• 5th Paris
• 12th Trondheim
• 6th Neuchâtel
• 13th Iserlohn
• 7th Munich
•…
Figure 2: Initial I2CS knowledge domain taxonomy
3

URL: http://www.i2cs-conference.org/
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The second important source is the event itself, in our case the “Conference”. Relevant
descriptors here are years and locations, countries and companies as well as the names of
participants and chairs.
Semi-permanent information e.g., committees, organisation support go a third type of
orthogonal main branch. Let’s call it “Administratum”.
Table 1: Initial result of the manual I2CS taxonomy approach
1st level node
ID
(A)
Foundation
Technology
Application
Socialization
Conference

Administratum

Explicit terms
keywords/-phrases
(C)
theory, model, algorithm,
basics, simulation, graph,
security
architecture, framework,
middleware, cloud, grid,
agent, SOA
service, implementation,
search, applet, app, SaaS
community, wiki, blog,
social media, mobility,
privacy, society, profile
I2CS, IICS, event, venue,
program, best paper,
panel, session,
presentation, talk
information, contact,
FAQ, call, proceedings,
chair, submission, org,
registration

2nd level node
ID candidates
(D), see Figure 2
cfp sub-bullets

Training materials
Source for (B)
related abstracts, authors,
submissions, talks, keynotes

cfp sub-bullets

related abstracts, authors,
submissions, talks, keynotes

cfp sub-bullets

related abstracts, authors,
submissions, talks, keynotes
related abstracts, authors,
submissions, talks, keynotes

cfp sub-bullets
1st, 2nd, 3rd, …,
12th
committee,
publication

annual documents (web
page, cfp, flyer, poster,
program, proceedings
foreword)
general documents, names,
affiliations

2.2 Training Materials
Training materials are any kind of electronically stored documents which contain
concept relevant text information for both, the scientific branches and the administrative
branches. I2CS related examples are given in Table 1.
There is no need to provide structured materials, as the Language Analysis Module
(LAM) will be in charge of extracting text and calculate the term statistics. Sources can
be either text files (.txt, .doc, .pdf), or web based URLs (.html, .url, .lnk). Unfortunately,
the quality of training materials varies. Therefore, it is preferred, to identify a huge
quantity of documents from different sources per node. Missing materials on public
topics can be filled by public glossaries e.g., Wikipedia4, Wikibooks5, Wiktionaries6.

4

URL: http://en.wikipedia.org/
URL: http://en.wikibooks.org/
6
URL: http://en.wiktionary.org/
5
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3 Automatic and Manual Classification
In the linguistic context, classification means, to discover the closest concepts from a
provided taxonomy for a given text in a given language.
3.1 Language Analysis Module (LAM)
The Language Analysis Module (LAM) is the key component for the linguistics. It is
dictionary-based and therefore language-specific. Dictionaries for English and German
were taken from the Weka toolset [We12].
Document type specific converters are responsible for extracting any context relevant
text as unstructured stream from the source documents. Beside text documents, any type
of Microsoft OfficeTM documents are supported by specialised converters. By stemming
and n-gram building, the document is given a unique footprint with the creation of its
term statistics. Figure 3 shows this step-by-step process.
Language
Language
dictiona
dic
tionary
ryge
Language
Langua
dictiona
dict
ionary
ry
dictiona
dic
tionary
ry

Language
detect
dete
ction
ion

.doc
.doc
.pdf
.html

Converter
doc2txt

Document
Docume
nt
type detection
detection

extracted
extrac
ted
text
.t.txt
xt

Stemming
module

Lang
ngua
uage
ge
Language
Langua
dictiona
dic
tionary
ryge
Stop
St
op
word
dictiona
dic
tionary
ry
list
text
with
wi
thout
out
grammar
gr
ammar

Domain
Doma
in
dictionary
dictiona
ry

N-gram
builder

ordered
ordered
list
with
wi
th term
frequency
freq
uency

N setting
setting
n = {2,
{2, 3}

Figure 3: Text analysis process by LAM

Stemming compasses the replacement of nouns by its nominative singular, of verbs by its
infinitive present and of adjectives by its neutral singular form. Any capitalisation is
ignored and replaced by lower case letters. N-gram building comprises the splitting of
sentences into semantic phrases of n words. Useful splitting indicators are stop words
e.g. conjunctions and prepositions. Meaningless words e.g., articles are dropped. A
typical n-gram is the combination of adjective plus noun.
3.2 Design Methodology
The creation phase of a new domain specific taxonomy (see section 1.2) is followed by
the training phase (see section 2.2) and applied in the operation phase for matching.
Figure 4 illustrates this process.

217

A

<concept_id>

1 Creation phase

<child_concept_list> D
…
<keyword_list>

2 Trai
Traini
ning
ng phase

…

.doc
oc
.txt .d
.htm
.doc

E

<description>

<term_list>

C
10x

.pdf
df
.p

.htm
LAM

.doc
oc
.d

.pdf

chat, blog, question

B

…
…
…

LAM

3 Oper
Operatio
ationn phase

Match &
Classify

correlation
per
concept

decreasing weights

training documents

Figure 4: Taxonomy design methodology

Four steps lead to the starting point for the application of a taxonomy to reach the goals
of section 1.2:
1.
2.
3.
4.

initial structuring of knowledge by a domain expert
 basic tree skeleton
development of a common understanding by a well-prepared experts’ workshop
 rich keyword collection
manual document classification by single experts
 balanced text to node assignment
automatic document analysis by machine learning algorithms
 ordered, weighted term statistics

4 The SpreeTM OntoEditor™
Within the SpreeTM project (see section 5.3) an intuitive taxonomy management tool was
developed. Even though it handles knowledge taxonomies, in honour to the initial
approach it is still called OntoEditorTM.
4.1 OntoEditor™ Concept
To allow non-IT community experts to manage and maintain the initial taxonomy, a
GUI-based taxonomy editor, the OntoEditorTM, was designed. To meet the KISS7
paradigm, an explorer-like Java application was implemented.

7

KISS … keep it short and simple
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The OntoEditorTM can access any running SpreeTM instance on the web by specifying its
IP address and providing valid credentials for the role of an “ontology administrator” for
that instance. Chances are invoked after an export of the new taxonomy by the “ontology
administrator” followed by a restart of the application by the “system administrator”.

Figure 5: Layout of the OntoEditor™

The left column shows the concept tree and allows adding, moving or deleting concepts
(nodes) from the taxonomy. Name, description (mouse over event) and explicit
keywords for the selected concept are displayed on the upper right. They main window
is tab-controlled with tabs for document association, term list, term frequency and the
term frequency diagram as shown in Figure 5.
4.2 OntoEditor™ Implementation and Application
If not yet locally available, the Java application can be downloaded from a web site by
invocation of a Java start script, including certification. It comes as a zipped set (17 MB)
of .jar files.
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For the storage format of a taxonomy, several ideas were discussed. The Resource
Description Frameworks (RDF)8 is a common method to define and store ontologies.
The Web Ontology Language (OWL and OWL2)9 by W3C is even more powerful. With
Protégé an excellent editing tool is available [KnMu04]. However, to follow KISS again,
a standard file system was preferred for the implementation. There are three types of
objects:


Hierarchical folders: representing the concepts



Document files: containing the trainings materials of the folder above



Index files: containing IDs, keywords and extracted term statistics

5 Lessons Learnt and Future Dimensions
Both, the generation of knowledge domain specific taxonomies and the development of
the SpreeTM community application, generated many interesting insights and
experiences. This chapter addresses very compact: the community view, the ontology
administrator view and the application view.
5.1 People and their Needs for Information
Enterprise and web communities. They have different requirements. Therefore on the
one hand, the GUI of an expert search and communication application needs specific
adaptation (Figure 7) [REK+11] while the matching core will be the same. On the other
hand, the introduction of a community application requires different methodology
[Ei11].
Time and duration horizon. The support of a single event requires different
organisational and expert competencies than to a long living expert forum. While a
single event focuses on management and administrative stuff (How to/FAQ), an expert
forum concentrates on contents (a stable knowledge base). The I2CS taxonomy will fill a
gap to support a regular event series.
Simplicity. Enterprise communities tend to reflect their administration overhead.
However, communities have none or flat hierarchies by its nature. Therefore, the number
of roles in an expert system should be strictly limited. As depicted in Figure 6, two roles,
the questioner and the expert, are sufficient. This is simplified even more by a single
rule: a questioner becomes an expert by creating a personal profile.
Language tolerance. The correctness of language in paper work is decreasing.
Moreover, the style of chat and emails is even worse regarding linguistics. Therefore,
spelling, grammar and semantic tolerant LAMs are required.

8
9

URL: http://www.w3.org/TR/rdf-concepts/ (2004)
URL: http://www.w3.org/TR/owl-semantics/ (2004) and http://www.w3.org/TR/owl2-overview/ (2009)
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Language redundancy. Firstly, the terminology of experts is different from the
language of questioners, as examples in medical domains illustrate. Secondly, the
preciseness differs in the comparison of scientific world vs. daily topics.
Re-classification. Community members are asked to re-classify already automatically
indexed materials. This will sharpen the selected classifiers.
5.2 Parameters to play with
To optimize the exploitation of a taxonomy, there are many tuning options. However,
most of them are only applicable as the size increases. It is important to keep the balance
of the size of the taxonomy and the size of the community. The following bullet items
summarize shortly practical findings on issues and their potential solution:


Creation of new nodes: differentiate only if different experts are to be addressed.



Number of taxonomy levels: follow the Rule of Seven10.



Poor training documents: compensate by increased weight of keywords11.



Unbalanced set of training documents: taxonomy needs weight normalization.



Profile fine tuning: introduce skill levels only in large systems.



Term inheritance: decrease weights of terms derived from child to parent node.

5.3 LAM Implementation in SpreeTM

Figure 6: The Spree roles, basic principle and control loops
10
11

The Rule of Seven says: limit any human-readable enumeration to a maximum of seven bullet items.
To assign them a term frequency of ten, has been a good practise.
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SpreeTM is a web application which supports its registered participants in establishing a
public (Web 2.0) or corporate (Enterprise 2.0) community [REK+11]. Members will be
able to “meet” new colleagues depending on their expert profiles, get the possibility to
chat with them and thus extend their contacts. Spree combines linguistic analysis, expert
matching, notification, chat, blog and rating functions to initiate and archive asynchronous online discussions.
SpreeTM was developed in close corporation of Telekom Innovation Laboratories12 and
the CC IRML of DAI-Labor at Technische Universität Berlin13. The matching core was
applied in the “Spree – the knowledge exchange network” application for several
domains e.g., TechnlogyRadar, system integration testing, customer care services, media
recommendation and medicine. A representative example for a scientific community is
the implementation for the Lindau Nobel Laureate Meetings, see Figure 7(a) [Ei10].
Figure 7(b) shows the login page of a SpreeTM instance for pain management. To
optimize the user expectations, a public web survey was established14.
(b) German skin: information & login page

(a) English skin: personal home page

Figure 7: SpreeTM GUI for LNLM (a) and pain management (b)

12

URL: http://www.laboratories.telekom.com/
URL: http://www.dai-labor.de/en/irml/spree/
14
URL: http://schmerzlotse.de/
13
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A SpreeTM instance for networking among I2CS participants over multiple years is under
development and will be soon part of the permanent conference URL at http://www.i2csconference.org/ for the upcoming events. Therefore, the presentation of this contribution
will contain a discussion (experts’ workshop) on future I2CS contents. Any proposals
can be sent by email to taxonomy@i2cs-conference.org.
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für Informatik e.V. (GI)
2.-4. April 2008
Saarbrücken, Germany
Wolfgang Hesse, Andreas Oberweis (Eds.)
Sigsand-Europe 2008
Proceedings of the Third AIS SIGSAND
European Symposium on Analysis,
Design, Use and Societal Impact of
Information Systems
Paul Müller, Bernhard Neumair,
Gabi Dreo Rodosek (Hrsg.)
1. DFN-Forum Kommunikationstechnologien Beiträge der Fachtagung
Robert Krimmer, Rüdiger Grimm (Eds.)
3rd International Conference on Electronic
Voting 2008
Co-organized by Council of Europe,
Gesellschaft für Informatik and E-Voting.
CC
Silke Seehusen, Ulrike Lucke,
Stefan Fischer (Hrsg.)
DeLFI 2008:
Die 6. e-Learning Fachtagung Informatik
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Heinz-Gerd Hegering, Axel Lehmann,
Hans Jürgen Ohlbach, Christian
Scheideler (Hrsg.)
INFORMATIK 2008
Beherrschbare Systeme – dank Informatik
Band 1
Heinz-Gerd Hegering, Axel Lehmann,
Hans Jürgen Ohlbach, Christian
Scheideler (Hrsg.)
INFORMATIK 2008
Beherrschbare Systeme – dank Informatik
Band 2
Torsten Brinda, Michael Fothe,
Peter Hubwieser, Kirsten Schlüter (Hrsg.)
Didaktik der Informatik –
Aktuelle Forschungsergebnisse
Andreas Beyer, Michael Schroeder (Eds.)
German Conference on Bioinformatics
GCB 2008
Arslan Brömme, Christoph Busch, Detlef
Hühnlein (Eds.)
BIOSIG 2008: Biometrics and Electronic
Signatures
Barbara Dinter, Robert Winter, Peter
Chamoni, Norbert Gronau, Klaus
Turowski (Hrsg.)
Synergien durch Integration und
Informationslogistik
Proceedings zur DW2008
Georg Herzwurm, Martin Mikusz (Hrsg.)
Industrialisierung des SoftwareManagements
Fachtagung des GI-Fachausschusses
Management der Anwendungsentwicklung und -wartung im Fachbereich
Wirtschaftsinformatik
Oliver Göbel, Sandra Frings, Detlef
Günther, Jens Nedon, Dirk Schadt (Eds.)
IMF 2008 - IT Incident Management &
IT Forensics
Peter Loos, Markus Nüttgens,
Klaus Turowski, Dirk Werth (Hrsg.)
Modellierung betrieblicher Informationssysteme (MobIS 2008)
Modellierung zwischen SOA und
Compliance Management
R. Bill, P. Korduan, L. Theuvsen,
M. Morgenstern (Hrsg.)
Anforderungen an die Agrarinformatik
durch Globalisierung und
Klimaveränderung
Peter Liggesmeyer, Gregor Engels,
Jürgen Münch, Jörg Dörr,
Norman Riegel (Hrsg.)
Software Engineering 2009
Fachtagung des GI-Fachbereichs
Softwaretechnik
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P-150
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P-154

Johann-Christoph Freytag, Thomas Ruf,
Wolfgang Lehner, Gottfried Vossen
(Hrsg.)
Datenbanksysteme in Business,
Technologie und Web (BTW)
Knut Hinkelmann, Holger Wache (Eds.)
WM2009: 5th Conference on Professional
Knowledge Management
Markus Bick, Martin Breunig,
Hagen Höpfner (Hrsg.)
Mobile und Ubiquitäre
Informationssysteme – Entwicklung,
Implementierung und Anwendung
4. Konferenz Mobile und Ubiquitäre
Informationssysteme (MMS 2009)
Witold Abramowicz, Leszek Maciaszek,
Ryszard Kowalczyk, Andreas Speck (Eds.)
Business Process, Services Computing
and Intelligent Service Management
BPSC 2009 · ISM 2009 · YRW-MBP
2009
Christian Erfurth, Gerald Eichler,
Volkmar Schau (Eds.)
9th International Conference on Innovative
Internet Community Systems
I2CS 2009
Paul Müller, Bernhard Neumair,
Gabi Dreo Rodosek (Hrsg.)
2. DFN-Forum
Kommunikationstechnologien
Beiträge der Fachtagung
Jürgen Münch, Peter Liggesmeyer (Hrsg.)
Software Engineering
2009 - Workshopband
Armin Heinzl, Peter Dadam, Stefan Kirn,
Peter Lockemann (Eds.)
PRIMIUM
Process Innovation for
Enterprise Software
Jan Mendling, Stefanie Rinderle-Ma,
Werner Esswein (Eds.)
Enterprise Modelling and Information
Systems Architectures
Proceedings of the 3rd Int‘l Workshop
EMISA 2009
Andreas Schwill,
Nicolas Apostolopoulos (Hrsg.)
Lernen im Digitalen Zeitalter
DeLFI 2009 – Die 7. E-Learning
Fachtagung Informatik
Stefan Fischer, Erik Maehle
Rüdiger Reischuk (Hrsg.)
INFORMATIK 2009
Im Focus das Leben

3019493 GI P_204 Baende.indd 174

P-155

P-156

P-157

P-158

P-159

P-160

P-161

P-162
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P-164

Arslan Brömme, Christoph Busch,
Detlef Hühnlein (Eds.)
BIOSIG 2009:
Biometrics and Electronic Signatures
Proceedings of the Special Interest Group
on Biometrics and Electronic Signatures
Bernhard Koerber (Hrsg.)
Zukunft braucht Herkunft
25 Jahre »INFOS – Informatik und
Schule«
Ivo Grosse, Steffen Neumann,
Stefan Posch, Falk Schreiber,
Peter Stadler (Eds.)
German Conference on Bioinformatics
2009
W. Claupein, L. Theuvsen, A. Kämpf,
M. Morgenstern (Hrsg.)
Precision Agriculture
Reloaded – Informationsgestützte
Landwirtschaft
Gregor Engels, Markus Luckey,
Wilhelm Schäfer (Hrsg.)
Software Engineering 2010
Gregor Engels, Markus Luckey,
Alexander Pretschner, Ralf Reussner
(Hrsg.)
Software Engineering 2010 –
Workshopband
(inkl. Doktorandensymposium)
Gregor Engels, Dimitris Karagiannis
Heinrich C. Mayr (Hrsg.)
Modellierung 2010
Maria A. Wimmer, Uwe Brinkhoff,
Siegfried Kaiser, Dagmar LückSchneider, Erich Schweighofer,
Andreas Wiebe (Hrsg.)
Vernetzte IT für einen effektiven Staat
Gemeinsame Fachtagung
Verwaltungsinformatik (FTVI) und
Fachtagung Rechtsinformatik (FTRI) 2010
Markus Bick, Stefan Eulgem,
Elgar Fleisch, J. Felix Hampe,
Birgitta König-Ries, Franz Lehner,
Key Pousttchi, Kai Rannenberg (Hrsg.)
Mobile und Ubiquitäre
Informationssysteme
Technologien, Anwendungen und
Dienste zur Unterstützung von mobiler
Kollaboration
Arslan Brömme, Christoph Busch (Eds.)
BIOSIG 2010: Biometrics and Electronic
Signatures Proceedings of the Special
Interest Group on Biometrics and
Electronic Signatures
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P-174

Gerald Eichler, Peter Kropf,
Ulrike Lechner, Phayung Meesad,
Herwig Unger (Eds.)
10th International Conference on
Innovative Internet Community Systems
(I2CS) – Jubilee Edition 2010 –
Paul Müller, Bernhard Neumair,
Gabi Dreo Rodosek (Hrsg.)
3. DFN-Forum Kommunikationstechnologien
Beiträge der Fachtagung
Robert Krimmer, Rüdiger Grimm (Eds.)
4th International Conference on
Electronic Voting 2010
co-organized by the Council of Europe,
Gesellschaft für Informatik and
E-Voting.CC
Ira Diethelm, Christina Dörge,
Claudia Hildebrandt,
Carsten Schulte (Hrsg.)
Didaktik der Informatik
Möglichkeiten empirischer
Forschungsmethoden und Perspektiven
der Fachdidaktik
Michael Kerres, Nadine Ojstersek
Ulrik Schroeder, Ulrich Hoppe (Hrsg.)
DeLFI 2010 - 8. Tagung
der Fachgruppe E-Learning
der Gesellschaft für Informatik e.V.
Felix C. Freiling (Hrsg.)
Sicherheit 2010
Sicherheit, Schutz und Zuverlässigkeit
Werner Esswein, Klaus Turowski,
Martin Juhrisch (Hrsg.)
Modellierung betrieblicher
Informationssysteme (MobIS 2010)
Modellgestütztes Management
Stefan Klink, Agnes Koschmider
Marco Mevius, Andreas Oberweis (Hrsg.)
EMISA 2010
Einflussfaktoren auf die Entwicklung
flexibler, integrierter Informationssysteme
Beiträge des Workshops
der GI-Fachgruppe EMISA
(Entwicklungsmethoden für Informationssysteme und deren Anwendung)
Dietmar Schomburg,
Andreas Grote (Eds.)
German Conference on Bioinformatics
2010
Arslan Brömme, Torsten Eymann,
Detlef Hühnlein, Heiko Roßnagel,
Paul Schmücker (Hrsg.)
perspeGKtive 2010
Workshop „Innovative und sichere
Informationstechnologie für das
Gesundheitswesen von morgen“
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P-181

P-182
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P-184

Klaus-Peter Fähnrich,
Bogdan Franczyk (Hrsg.)
INFORMATIK 2010
Service Science – Neue Perspektiven für
die Informatik
Band 1
Klaus-Peter Fähnrich,
Bogdan Franczyk (Hrsg.)
INFORMATIK 2010
Service Science – Neue Perspektiven für
die Informatik
Band 2
Witold Abramowicz, Rainer Alt,
Klaus-Peter Fähnrich, Bogdan Franczyk,
Leszek A. Maciaszek (Eds.)
INFORMATIK 2010
Business Process and Service Science –
Proceedings of ISSS and BPSC
Wolfram Pietsch, Benedikt Krams (Hrsg.)
Vom Projekt zum Produkt
Fachtagung des GIFachausschusses Management der
Anwendungsentwicklung und -wartung
im Fachbereich Wirtschafts-informatik
(WI-MAW), Aachen, 2010
Stefan Gruner, Bernhard Rumpe (Eds.)
FM+AM`2010
Second International Workshop on
Formal Methods and Agile Methods
Theo Härder, Wolfgang Lehner,
Bernhard Mitschang, Harald Schöning,
Holger Schwarz (Hrsg.)
Datenbanksysteme für Business,
Technologie und Web (BTW)
14. Fachtagung des GI-Fachbereichs
„Datenbanken und Informationssysteme“
(DBIS)
Michael Clasen, Otto Schätzel,
Brigitte Theuvsen (Hrsg.)
Qualität und Effizienz durch
informationsgestützte Landwirtschaft,
Fokus: Moderne Weinwirtschaft
Ronald Maier (Hrsg.)
6th Conference on Professional
Knowledge Management
From Knowledge to Action
Ralf Reussner, Matthias Grund, Andreas
Oberweis, Walter Tichy (Hrsg.)
Software Engineering 2011
Fachtagung des GI-Fachbereichs
Softwaretechnik
Ralf Reussner, Alexander Pretschner,
Stefan Jähnichen (Hrsg.)
Software Engineering 2011
Workshopband
(inkl. Doktorandensymposium)
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Hagen Höpfner, Günther Specht,
Thomas Ritz, Christian Bunse (Hrsg.)
MMS 2011: Mobile und ubiquitäre
Informationssysteme Proceedings zur
6. Konferenz Mobile und Ubiquitäre
Informationssysteme (MMS 2011)
Gerald Eichler, Axel Küpper,
Volkmar Schau, Hacène Fouchal,
Herwig Unger (Eds.)
11th International Conference on
Innovative Internet Community Systems
(I2CS)
Paul Müller, Bernhard Neumair,
Gabi Dreo Rodosek (Hrsg.)
4. DFN-Forum Kommunikationstechnologien, Beiträge der Fachtagung
20. Juni bis 21. Juni 2011 Bonn
Holger Rohland, Andrea Kienle,
Steffen Friedrich (Hrsg.)
DeLFI 2011 – Die 9. e-Learning
Fachtagung Informatik
der Gesellschaft für Informatik e.V.
5.–8. September 2011, Dresden
Thomas, Marco (Hrsg.)
Informatik in Bildung und Beruf
INFOS 2011
14. GI-Fachtagung Informatik und Schule
Markus Nüttgens, Oliver Thomas,
Barbara Weber (Eds.)
Enterprise Modelling and Information
Systems Architectures (EMISA 2011)
Arslan Brömme, Christoph Busch (Eds.)
BIOSIG 2011
International Conference of the
Biometrics Special Interest Group
Hans-Ulrich Heiß, Peter Pepper, Holger
Schlingloff, Jörg Schneider (Hrsg.)
INFORMATIK 2011
Informatik schafft Communities
Wolfgang Lehner, Gunther Piller (Hrsg.)
IMDM 2011
M. Clasen, G. Fröhlich, H. Bernhardt,
K. Hildebrand, B. Theuvsen (Hrsg.)
Informationstechnologie für eine
nachhaltige Landbewirtschaftung
Fokus Forstwirtschaft
Neeraj Suri, Michael Waidner (Hrsg.)
Sicherheit 2012
Sicherheit, Schutz und Zuverlässigkeit
Beiträge der 6. Jahrestagung des
Fachbereichs Sicherheit der
Gesellschaft für Informatik e.V. (GI)
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Jörn von Lucke, Christian P. Geiger,
Siegfried Kaiser, Erich Schweighofer,
Maria A. Wimmer (Hrsg.)
Auf dem Weg zu einer offenen, smarten
und vernetzten Verwaltungskultur
Gemeinsame Fachtagung
Verwaltungsinformatik (FTVI) und
Fachtagung Rechtsinformatik (FTRI)
2012
Stefan Jähnichen, Axel Küpper,
Sahin Albayrak (Hrsg.)
Software Engineering 2012
Fachtagung des GI-Fachbereichs
Softwaretechnik
Stefan Jähnichen, Bernhard Rumpe,
Holger Schlingloff (Hrsg.)
Software Engineering 2012
Workshopband
Gero Mühl, Jan Richling, Andreas
Herkersdorf (Hrsg.)
ARCS 2012 Workshops
Elmar J. Sinz Andy Schürr (Hrsg.)
Modellierung 2012
Andrea Back, Markus Bick,
Martin Breunig, Key Pousttchi,
Frédéric Thiesse (Hrsg.)
MMS 2012:Mobile und Ubiquitäre
Informationssysteme
Paul Müller, Bernhard Neumair,
Helmut Reiser, Gabi Dreo Rodosek (Hrsg.)
5. DFN-Forum Kommunikationstechnologien
Beiträge der Fachtagung
Gerald Eichler, Leendert W. M.
Wienhofen, Anders Kofod-Petersen,
Herwig Unger (Eds.)
12th International Conference on
Innovative Internet Community Systems
(I2CS 2012)
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