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Abstract: The most common iris recognition systems extract features from the

iris after segmentation and normalization steps. In this paper, we propose a new

strategy to select the regions of normalized iris images that will be used for feature

extraction. It consists in sorting different sub-images of the normalized images

according to a GMM-based local quality measure we have elaborated and selecting

the N best sub-images for feature extraction. The proportion of the initial image

that is kept for feature extraction has been set in order to compromise between

minimizing the amount of noise taken into account for feature extraction and

maximizing the amount of information available for matching. By proceeding this

way, we privilege the regions for which our quality measure gives the highest

values, namely regions of the iris that are highly textured and free from occlusion,

and minimize the risks of extracting features in occluded regions to which our

quality measure gives the lowest values. We also control the amount of

information we use for matching by including, if necessary, regions that are given

intermediate values by our quality measure and are free from occlusion but barely

textured. Experiments were performed on three different databases: ND-IRIS-

0405, Casia-IrisV3-Interval and Casia-IrisV3-Twins, and show a significant

improvement of recognition performance when using our strategy to select regions

for feature extraction instead of using a binary segmentation mask and considering

all unmasked regions equally.

1 Introduction

Irises possess a very rich pattern that is believed to be different between persons,

therefore iris recognition has become one of the most reliable and accurate biometric

identification systems available. A detailed survey on iris recognition has been published

by Bowyer et al. [BHF08].

The first successful algorithm for iris recognition was proposed by John Daugman

[Da93] and is used in most of today’s commercial iris recognition systems. After a

preprocessing of the iris that includes a segmentation and a normalization step, this
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algorithm uses convolution with two dimensional Gabor filters to extract the texture

from the normalized iris image. Each filter’s phase response is then quantized in a pair of

bits, so the information from the iris image is represented by a binary code. Following

this, different images of irises can be compared by an efficient comparison of their

binary codes using bitwise operations.

It has been shown that recognition performance is the highest when the feature

extraction is done in regions of the normalized iris image that are of good quality,

namely well textured parts of the iris that do not contain artifacts such as eyelid or

eyelash occlusion, specular reflection and excessive blur [Ka06].

Several methods have been tested in the literature in order to prevent the feature

extraction from being performed on noisy regions of the iris. A first strategy is to

systematically exclude the regions that are considered the most likely to contain noise.

For example, in [Da93] Daugman chose to exclude two portions of the iris: one at the

top that is often occluded by the upper eyelid, and another at the bottom where specular

reflection is common. The drawback of such an exclusion strategy is that it does not take

into account the specificity of each iris image. Even though the excluded regions are

those that are the most likely to contain artifacts, these can unpredictably be found in

other regions. This is particularly common when the acquisition conditions have been

loosened, which is the case of most of the public databases available since the 2005 Iris

Challenge Evaluation [Ph08].

In response to this difficulty, it is common to generate a mask that is specific to each iris

image and allows a deterministic decision between what is an artifact and what is not

[Da01, LS09]. It was shown in these works that such masks improve considerably the

performance of recognition. However, when applying a mask, the unmasked regions will

all be considered equally at the extraction step. This can be a problem for two reasons:

firstly, masks are rarely perfect, so some parts of the unmasked regions may still contain

artifacts. Secondly, some regions are more informative than others because they are

highly textured so it would be wise to privilege the feature extraction in those regions.

As an answer to these issues we propose in this paper, a new way of choosing the

regions of the normalized iris image that will be used for feature extraction. This

technique has already been briefly described in the patent we have submitted [Cr10]. The

first step of our algorithm is to use a GMM-based quality measure to estimate the quality

of different regions of the normalized iris image, especially to quantify the amount of

artifacts in each region as well as the amount of texture. Then we sort these regions

depending on their quality and select the N best regions for the feature extraction, where

N is a set parameter that we have determined experimentally. This way, the priority for

the extraction is given to the regions that are free from occlusion and among these, to the

ones that are the most highly textured. Additionally, we can choose N wisely in order to

compromise between keeping too many regions, which would mean taking into account

regions containing artifacts for the feature extraction step, and too few regions which

would give a biased inter-class distribution and decrease recognition performance. We

have chosen to work with three public databases: ND-IRIS-0405 [Ph09], CASIA-IrisV3-
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Interval [Ca] and CASIA-IrisV3-Twins [Ca]. These databases contain a great variety of

deteriorations such as occlusions, blur and specular reflection.

This paper is organized as follows. Section 2 presents our GMM-based quality measure

and shows how it is correlated to local recognition performance. Section 3 describes our

technique for selecting the regions exploited for feature extraction as well as the related

performance on the three databases mentioned above. Finally, conclusions are given in

Section 4.

2 GMM-based Iris Quality Measure

2.1 Description of the measure

Good quality iris images are the key to high iris recognition performance. For this

reason, many authors have proposed quality metrics for iris images and used them to

improve system performance. Some have defined global quality metrics, meaning

metrics that quantify the quality of an entire iris image. They often measure focus [Zh99,

Da01, Da07], occlusion [LM05] or pupil dilation [LM05]. Recently, the National

Institute of Standards and Technology (NIST) has done an Iris Quality Calibration and

Evaluation (IREX II – IQCE) that is aimed at “defining and quantifying iris image

properties that are influential on performance of iris recognition” [TGS11]. Such global

quality metrics can be used to screen out poor-quality images before recognition, initiate

the acquisition of new data or influence a multimodal biometric fusion process.

Other authors have defined local quality metrics to quantify the quality of different

regions in a given iris image. Chen et al. [CDJ05] proposed a wavelet transform based

quality measure. Krichen et al. [KGD07] as well as Li and Savvides [LS09] proposed a

local (pixel-level) quality measure relying on a Gaussian Mixture Model. Note that Li

and Savvides use two GMMs, which are learned respectively on good and low quality

images while Krichen et al. use only one GMM learned on the “good” quality texture.

Krichen therefore does not need any database of noisy images and can easily adapt his

technique to any type of new artifacts.

The quality measure we have exploited in this paper is based on an extension of the

Gaussian Mixture Model presented in Krichen’s work in [KGD07]. Our measure enables

us to discriminate the noisy iris portions from the good ones as in [KGD07], but also to

distinguish highly textured regions from poorly textured ones. This will be shown in

section 2.2.

In the same way as in [KGD07], we have used a single GMM to characterize high

quality sub-images. However this time we have chosen different sub-images from those

used in Krichen’s work to train our model and we have added local observations to the

input vector xi to enrich the model. The chosen sub-images are not only free from

occlusion and well-focused, but also highly textured. In practical terms, we have selected

50 such sub-images of dimension 11x51 from three different databases ND-IRIS-0405,

Casia-IrisV3-Interval and Casia-IrisV3-Twins. The input vector xi has four components:
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the pixel i grey-level, the local mean, local variance and local contrast measured in a 5x5

neighborhood of pixel i. We define the contrast as the difference between the maximum

and the minimum grey-level values in the neighborhood. As in [KGD07], we do not

explicitly model statistically poor textured or noisy sub-images. Both of these 2 types of

sub-images will be characterized by observations that are different from those of our

good quality model. This means that the likelihood given by the model will be lower

than the one obtained on the high quality images.

The quality measure associated to a sub-image w will be given by the formula:
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where ab is the size of the sub-image w and xi is the input vector of our GMM described

here above. p(xi/ÿ) is the likelihood given by the GMM ÿÿto the input vector xi and

TrainLL is the mean log-likelihood on the training set. We subtract this mean log-

likelihood from the log-likelihood given by the GMM and consider the absolute value of

the result. We call this value the log-likelihood distance lld . The lower this distance is,

the closest the vector xi is to the training set. We then calculate the mean of these

distances for all the pixels of the sub-image w. Finally, we use a negative exponential to

bring the result Q(w) between 0 and 1. The closest its value will be to 1, the highest are

the chances that the sub-image w is of good quality, namely free from occlusion and

highly textured.

2.2 Experiments and results

We have analyzed the values given by our quality measure to sub-images belonging to

different categories: sub-images containing eyelash occlusion, eyelid occlusion or

specular reflection and sub-image that are poorly or highly textured. Figure 1 presents,

for each category, one example of a sub-image from this category (localized by a white

or black rectangle), the local quality measure Q(w) associated to this example and the

mean of the local qualities of 500 sub-images from this category that have been chosen

manually. The images were chosen from the three databases mentioned earlier. We can

see that the lowest values are given to occluded sub-images, whether the occlusion

comes from eyelashes, eyelids or specular reflections. Regions of the iris that are free

from occlusion but very lowly textured are given intermediate values. The highest values

are given to highly textured sub-images that are free from occlusion.

We have done experiments to verify that the sub-images of highest quality, according to

our measure, are the ones that lead to the best performance. To do this, we have

considered 900 intra-class and 900 inter-class couples of normalized irises selected

randomly in the ND-IRIS-0405, CASIA-IrisV3-Interval and CASIA-IrisV3-Twins

databases. We consider 72 sub-images per image and perform Daugman’s feature

extraction on them, namely convolution with Gabor filters and quantization of the output

phase in a binary code. For each of the 1800 couples of irises we calculate 72 local
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normalized Hamming distances that are the normalized Hamming distances between the

binary codes of the 72 couples of sub-images (wgal, wprob) . On the other hand, we also

computed the quality of all the sub-images we consider and associated to each couple of

sub-images the minimum value of the two qualities.

Figure 1: Sub-images from different categories and value of the corresponding local quality. The

mean local quality value on each category is also provided in the last column.

We have analyzed how the local normalized Hamming distances are linked to these

quality values. More precisely, we have divided the couples of sub-images into 6

categories according to the value of their quality and calculated the mean local

normalized Hamming distance for each category. The results are presented in Figure 2.

Figure 2: Mean local normalized Hamming distance for intra-class and inter-class comparisons of

sub-images, for different quality values of these sub-images.

As we can see, for the intra-class comparisons, the mean local normalized Hamming

distance between the couples of sub-images increases when their quality decreases. On

the other hand, for the inter-class comparisons the mean of the local normalized

67



Hamming distance stays stable except for the lowest quality values (Q(w)<0.4) where it

increases slightly. So the higher the quality of the sub-images according to our measure,

the higher is the matching accuracy between these sub-images. This proves that it is

relevant to use our quality measure to select the sub-images used for feature extraction

and matching, following Daugman’s approach, which is what we will present in the

following section.

3 Exploiting our quality measure for pertinent feature extraction

3.1 Description of the method

We have seen in the previous section that the higher is the quality of sub-images in the

normalized iris images, the more discriminating are these sub-images for matching

according to Daugman’s technique. Consequently, we wish to exploit our quality

measure to select the regions in the normalized iris images that will be used for feature

extraction.

One way of proceeding would be to use our quality measure to mask regions of the iris

that have a bad quality, similarly to what is done in [LS09]. In this case, we would

experimentally define a threshold for the quality value and sub-images that have a

quality below the threshold would be masked. However, by doing so, we would

transform our real-valued quality measure into a binary one by separating abruptly iris

sub-images into two categories: good quality and bad quality ones. So we would lose

information. Furthermore, we would also lose control on the number of regions we wish

to select for feature extraction: some irises would have a big portion of masked regions

and others would not have any at all. Daugman has shown in [Da07] that this can lead to

a biased inter-class distribution and therefore degrade recognition performance. More

precisely, it is important to choose aptly the amount of information that we use for

matching. Too much information would be unnecessary and increase the chances of

including noisy information and too few information would increase the false acceptance

rate.

For these reasons, we have chosen to couple our quality measure to Daugman’s

algorithm in a new and original way that gives us full control over the number of regions

we use for the feature extraction. Consequently, we control the amount of information

used for matching. Our final goal is to match the gallery and the probe iris in order to

decide if they belong to the same person or not. The algorithm we propose follows the

isolation and normalization steps of the gallery and probe images and precedes the

bitwise matching stage. It can be cut into six steps:

- Step 1: we choose to consider M points in each one of the gallery and probe

normalized iris images. These points are identically located in the two images

and uniformly distributed through each image.

- Step2: we compute the local qualities Q(wi) ];1[ Mi ∈ of the sub-images wi

centered at each of these M points in the gallery and in the probe image. As a

result we have M quality values for the gallery image and M quality values for

the probe image.
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- Step 3: Given that our final goal is to match the gallery and the probe iris in

order to decide if they belong to the same person or not, when extracting

features and matching them, we are interested in the quality of the probe image

as well as the one of the gallery. Therefore the third step of our algorithm is to

fuse the quality values of the gallery and probe images. It is quite obvious that

when matching the features corresponding to a gallery and a probe sub-image,

one of both sub-images containing an artifact is enough for the chances of false

rejection to increase drastically. So the most relevant way to fuse the quality

measures is to select the minimum value between the gallery and the probe

quality value. This is done for the M couples of gallery and probe sub-images.

As a result, we have M fused quality measures associated to the M (gallery,

probe) couples of sub-images.

- Step 4: we sort the M fused quality measures in decreasing order. Each quality

measure being associated to one of the M points, this sorting enables us to

associate a rank to each one of these points.

- Step 5: we select the points that have the N lowest ranks, so they correspond to

the sub-images with the N highest quality values.

- Step 6: These points are used for feature extraction in the sixth step. More

precisely, a convolution with Gabor filters is done around them. Each filter’s

phase response is then quantized in a pair of bits, so the information from the

iris image is represented by a binary code, of which the length is proportional to

N.

As explained before, the parameter N that is directly linked to the amount of information

used for the matching is very important. Setting it too high or too low would reduce

recognition performance. Consequently, we have conducted experiments for determining

the best value for N. This will be explained in detail in Section 3.2.

The bitwise matching that follows the sixth step of our algorithm is the one that was

originally proposed by Daugman [Da93] and that computes the normalized Hamming

distances between the binary codes associated to each iris. To take into account the

variations of rotation of the iris from one image to another we perform all of the six steps

described here above, as well as the bitwise matching, for seven different translations of

the probe normalized image along the angular coordinate. The minimum computed

normalized Hamming distance is assumed to correspond to the correct alignment of the

gallery and probe images.

3.2 Experiments and results

This section presents the experiments we have conducted to test the method that we have

presented here above and that enables us to select the regions in the normalized iris

image exploited for performing feature extraction.

As explained in Section 3.1, our algorithm follows a segmentation step and a

normalization step. These are not the topic of this paper, therefore the input to all of our

experiments are normalized iris images and in some cases the segmentation masks that
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are associated to them. In this paper, these images have been obtained by isolating the

iris manually by two circles that represent its inner and outer boundaries and then

normalized by applying Daugman’s rubber-sheet model to generate a rectangular image

of pre-set dimensions [Da93]. The segmentation masks associated to them have been

obtained by applying the active contour segmentation of OSIRIS-V2 [Kr08] initialized

by the manually-determined circular boundaries of the iris (by using the manual

initialization option in OSIRIS-V2). However we also could have used normalized

images coming from different isolation and normalization methods as well as

segmentation masks coming from different segmentation techniques, the important point

being that we use the same normalized images and associated masks when comparing

different protocols for feature extraction.

For a start, we have compared our feature extraction algorithm to the one in OSIRIS-V2,

our reference system implementing Daugman’s approach based on bi-dimensional Gabor

filter feature extraction. In OSIRIS-V2 the features of the normalized iris images are

extracted around M points that are uniformly distributed. To the contrary, in the feature

extraction algorithm that we propose, we select the N (out of M) best quality sub-images

and extract the features around the N points located at the centers of these sub-images. In

OSIRIS-V2, it is possible to take into account the segmentation mask associated to the

normalized iris images, which improves recognition performance. However in the

algorithm we propose, it is unnecessary to use this mask, since we choose the application

points used for feature extraction wisely. In both cases, the feature extraction is done by

a convolution with the same two-dimensional Gabor filters.

We have compared our feature extraction algorithm to the one in OSIRIS-V2 with and

without using the segmentation masks. More precisely, since both feature extraction

techniques lead to a binary code representation of the iris, we have followed the different

feature extractions by a bitwise matching step in which we calculate the Hamming

distance between their binary codes. We have then compared the performance of the

different iris recognition methods thus obtained when taking as input the same

normalized iris images.

Figure 3: ROC curves of 3 iris recognition algorithms based on the same implementation of

Daugman’s approach but using different strategies for feature extraction’s point selection on the

ND-IRIS-0405 database.
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Since the segmentation module of OSIRIS-V2 has been optimized on images from ICE-

2005, it performs well on ND-IRIS-0405 (a superset of ICE-2005 and ICE-2006). We

wish to compare our feature extraction algorithm to the one in OSIRIS-V2 when the

latter performs best, so we have used images from ND-IRIS-0405 for this comparison.

The images we have used are 2136 images from the ND-IRIS-0405 database, 6 images

for each of the 249 subjects, selected randomly. These input images have previously

been normalized as explained before.

To evaluate performance of each algorithm, we have plotted its ROC curve, presenting

the False Rejection Rate (FRR) as a function of the False Acceptance Rate (FAR). The

closest the ROC curve is to the axis, the better are the performance of the algorithm.

Figure 3 presents the results of the ROC curves of OSIRIS-V2 with and without using

the segmentation masks and of our algorithm that does not use the segmentation masks.

As we can see, the lowest performance is obtained when using OSIRIS-V2, without

segmentation mask. Adding this mask improves recognition performance considerably,

since the FRR at an FAR = 10
-4

is 36% lower with mask than without mask. However,

using our feature extraction algorithm in which we select the N (=M/2) best quality sub-

images for the two dimensional Gabor filters convolution gives an even better

performance, especially at low FAR. For an FAR=10
-4

, the FRR is 59% lower than

OSIRIS-V2 without mask and 36% lower than OSIRIS-V2 with mask.

Figure 4: ROC curves for different values of N (number of selected points for feature extraction)

and a set value of M (number of intital points) for the ND-IRIS-0405 database.

As explained in Section 3.1, the choice of parameter N is very important because it

determines the length of the binary code and the quantity of information that is used for

matching. In the first experiment we have pursued, we had chosen an arbitrary value for

N, equal to M/2. To analyze the impact of N on recognition performance, we have

compared the performance of our algorithm on the ND-IRIS-0405 database for different
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values for N, and a set value of M. In other words, we have changed the proportion of the

initial normalized iris image that is kept for feature extraction when applying our

quality-based region selection strategy. The results of this experiment are presented in

Figure 4. We can see in this experiment with images from the ND-IRIS-0405 database,

that the best value for N is M/3. For this value of N, the FRR at an FAR=10
-4

is 48%

lower than with OSIRIS-V2 with mask.

We have also plotted in Figure 4 the points of the ROC curves that correspond to a fixed

threshold for the normalized Hamming distance equal to th=0.36. We can see that

decreasing the image proportion that is kept for feature extraction and matching

decreases the FRR and increases the FAR at this threshold. So it affects both the intra-

class and inter-class distributions. The FRR decreases fastly at first, then it becomes

stable, when all the bad quality regions have been eliminated. To the contrary, the FAR

increases slowly at first, then sharply when too few information is kept for the matching

to be discriminatory. The best value of N is a trade-off between these two effects.

In order to generalize this result, we have pursued the same experiment on all the images

from the CASIA-IrisV3-Interval and the CASIA-IrisV3-Twins databases. Figure 5

presents, for the three different databases, the FRR at a FAR equal to 10
-4

for different

values of N and a set value of M. It shows that the performance of our algorithm on the

two CASIA-IrisV3 databases for different values of N with a set value of M follows the

same trend as it does on ND-IRIS-0405 meaning that it is best for N =M/3.

Figure 5: False Rejection Rate (for FAR = 10-4) for different databases and for different values of

N (number of selected points) given in function of M ( initial number of points).

So as to verify that the best value of N is a function of M, we have conducted the

experiment described here above for different values of M. Table 1 presents the values

of M we have considered as well as, for each value of M: the values tested for N, the

value of N that optimizes performance (Nopti) and the value of the ratio Nopti/M. We can

see that the value of Nopti changes, but the ratio Nopti/M stays constant and equal to 1/3.

This demonstrates that the parameter that has an influence on performance is the

proportion of the normalized iris image that is exploited and that this parameter stays the

same whatever is the density of the uniformly distributed points considered in the

normalized iris images.
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It is interesting to see that when choosing the application points for feature extraction

wisely, the best performance is obtained when keeping only 1/3 of the initial application

points. When more points are selected, the chances of performing feature extraction in

bad quality regions rises, which increases the false rejection rate. To the contrary, when

keeping fewer points, the amount of information available for the matching decreases

too much, which tends to increase the false acceptance rate.

Table1: Values tested for N (number of selected points), values of N that optimize performance

(Nopti) and values of Nopti/M, for different values of M (initial number of points).

Values of M Values tested for N Nopti Nopti/M

240 40, 80, 120, 160, 200 80 1/3

480 80, 160, 240, 320, 400 160 1/3

720 120, 240, 360, 480, 600 240 1/3

960 160, 320, 480, 640, 800 320 1/3

4 Conclusions

In this paper, we have presented a new method for choosing the regions of normalized

iris images that will be used for feature extraction. Our method uses the GMM-based

local quality measure we elaborated that gives the highest values to sub-images that are

highly textured and free from occlusion, the lowest ones to noisy sub-images and

intermediate values to regions that are free from artifacts but barely textured. The idea is

to select the best sub-images of the iris according to this quality measure for the feature

extraction. More precisely, after evaluating the quality of M sub-images in the

normalized gallery and probe iris images that we wish to compare, the quality values of

each couple of gallery and probe sub-images are fused and the couples are sorted

according to their quality. The N best couples are then selected for the feature extraction.

We have tested this method for selecting the regions in normalized iris images used for

feature extraction on three different databases: ND-IRIS-0405, CASIA-IrisV3-Interval

and CASIA-IrisV3-Twins. We have demonstrated that the achieved recognition

performance depends highly on the proportion of the initial normalized image that is

selected and that there is a value of this proportion that optimizes performance. For this

value, the recognition performance was considerably better than the one obtained when

using the feature extraction module of OSIRIS-V2, a reference system based on

Daugman’s recognition algorithm. Our solution, in the same way as the OSIRIS-V2

algorithm when used with a segmentation mask, chooses the regions for the feature

extraction specifically for each couple of irises we wish to match, and avoids taking into

account regions containing artifacts. It has the additional advantage of exploiting a real-

valued quality measure, which allows us to quantify the amount of texture in the artifact-
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free portions of the iris in order to privilege the highly textured regions for the feature

extraction. Furthermore, our method gives us full control on the amount of information

used for matching which also tends to increase the performance of our iris recognition

algorithm, in opposition to the methods that use segmentation or quality masks.

In this paper, we have chosen to use the same value for N for all the couples of images

we compare. We have demonstrated how to choose N to achieve optimal performance

when following this strategy. In future work, we will consider a different strategy in

which we will adapt the value of N to each couple of images : this way the value of N

will be selected according to the quality of the corresponding images.
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