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Abstract:
The discussion of multitarget intensity tracking filters is greatly enlivened by ex-

ploring the close connections that exist between these filters and two medical imaging
methods whose clinical use is well established. These connections arise because non-
homogeneous Poisson point processes (PPPs) play a central role in both applications
as models of the spatial variability of the crucial quantity of interest. In tracking appli-
cations this quantity is the expected target density per unit state space, while in med-
ical imaging applications it is the density per unit volume of radioisotopes absorbed
by the body. Understanding the many connections between these fields is potentially
beneficial to both; however, the immediate payoff is in the tracking application — the
connection significantly clarifies the interpretation and meaning of the multitarget state
model, and it validates the multisensor intensity filter as an averaging filter.

1 Introduction

Both single and multisensor multitarget tracking intensity filters are based on PPP models
of the multitarget state. The output of these filters is a Bayesian information update of the
defining parameter of the PPP – its intensity function. To update the intensity is to update
the PPP, hence the name, intensity filter. Their close connection with two well established
medical imaging methodologies is discussed. The single sensor multitarget intensity filter
is the dynamic analog of PET (positron emission tomography). It is shown here that the
multisensor multitarget intensity filter is the analog of SPECT (single photon emission
computed tomography).

In both PET and SPECT, the PPP model is an excellent match to the underlying physics
and, moreover, both the intensity function and the realizations of the PPP are physically
meaningful. In contrast, in multitarget tracking, the intensity function is physically mean-
ingful but, as is seen below, the points of the realizations of a target PPP are not.

The paper is organized as follows. The discussion begins with the single sensor intensity
filter and the tracking application. PET and the Shepp-Vardi maximum a posteriori (MAP)
image estimation algorithm are then described, and the connections with the intensity filter
are explored. In the multisensor case, however, the discussion is reversed, that is, the multi-
camera imaging method called SPECT is discussed first and subsequently the connections
with the multisensor intensity filter are described.
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The emphasis throughout is on the PPP model and the central role it plays in certain kinds
of tracking and medical imaging applications. Understanding these imaging applications
greatly improves insight into the multitarget model and intensity filtering. The connections
presented here are discussed in [1].

2 Intensity Filters As Imaging Filters

The intuitive notion behind intensity filters is that the points of a PPP realization are an
approximate model for the states of the various targets; however, the points of a realization
of a PPP on the target state space are a poor representation of the physical reality of a
multiple target state. To see this, denote the target state space by S and recall that the
random number N of points (i.e., targets) in a realization of a PPP with intensity function
λ(x) on S is Poisson distributed with parameter µ = E[N ] =

∫
S

λ(x) dx. Thus,

pN (n ; µ) = e−µ µn

n!
(1)

is the probability that a PPP realization has n points in S. Suppose exactly one target is
present, so the expected number of targets is µ =

∫
S

λ(x) dx = 1. The probability that
a realization of the PPP has exactly one point target is

pN (N = 1 ; µ = 1) = e−1 ≈ 37% . (2)

Hence, 63% of all realizations have either no target or two or more targets. Evidently,
realizations of the PPP seriously mismodel this simple tracking problem.

The problem worsens with increasing target count: if exactly n targets are present, then
the probability that a realization has exactly n points is

pN (N = n ; µ = n) = e−n nn / n! ≈ (2 π n)−1/2 → 0, as n → ∞ . (3)

Evidently, PPP realizations are poor models of any fixed number of real targets.

A more refined intuitive interpretation of the PPP approximation is that the crucial element
of the multitarget model is the intensity function, not the points of the PPP realizations.
The shift of perspective means that the intensity function is the physically meaningful
quantity. Said another way, the concept of expectation, or ensemble average over realiza-
tions, corresponds more closely to physical target reality than do the PPP realizations.

A huge benefit comes from accepting the PPP approximation to the multiple target state
– exponential numbers of assignments of measurements to targets are eliminated and re-
placed by the concept of target density. The PPP approximation finesses the data assign-
ment problem by replacing it with a stochastic imaging problem, and the imaging problem
is easier to solve. To see this, it is only necessary to explore the connections with PET
medical imaging.
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3 PET and the Single Sensor Intensity Filter

In PET imaging, a short-lived radioisotope is attached to a sugar and injected into the
blood stream. The sugar is subsequently metabolized. The degree of absorption varies by
tissue type, but pre-cancerous cells typically show heightened metabolic activity. Body
tissues are imaged by estimating the spatial density of the radioisotope. This density is
directly proportional to the intensity, λ(x), of radioisotope decay at the point x.

The radioisotope undergoes beta decay and emits positrons. Positrons encounter electrons
(within a few millimeters), and they annihilate. Annihilation events emit pairs of (gamma)
photons that move in opposite directions. Due to conservation of momentum, these direc-
tions are essentially collinear if the positrons and electrons are effectively zero velocity.

The raw measurement data are the arrival times of photons at an array of detectors that
comprise scintillator crystals and photomultipliers. A pair of photons arriving within a
short time window (measured in nanoseconds) at two appropriately sited detectors de-
termine that an annihilation event occurred: the event lies on the chord connecting the
detectors, and the specific location on the chord is determined by the time difference of
arrivals. Photons without partners within the time window are discarded.

A form of the “at most one measurement per target” assignment rule for tracking also
holds in PET because of the basic physics – every positron-electron annihilation generates
at most one measurement. Thus, it is not fortuitous that the PET imaging problem is
essentially the same problem that arises in intensity filtering, albeit without the dynamic
time evolution concerns of tracking.

The tissue being imaged is represented by a grid of pixels (or voxels). The spatial dis-
tribution of radioisotope is assumed to be constant in each pixel. The mean number of
annihilations occurring in each pixel is estimated from the measured data, and these pixel-
level estimates constitute the image. The MAP estimator is the Shepp-Vardi algorithm
(1982). It is an iterative algorithm derived using Expectation-Maximization. (An identical
algorithm for image deconvolution dates to 1972/1974. This algorithm is known in the
larger image processing community as the Richardson-Lucy algorithm.)

The limiting case of the Shepp-Vardi algorithm as the pixel size goes to zero is of interest
here. Let λ(x) denote the spatial density of the radioisotope at the point x ∈ S, where S
is in this case the tissue volume being imaged. An initial intensity function λ(0)(x) > 0
is given. Assuming that no positron-electron annihilations are missed, the small pixel
limit yields a recursion whose first iteration, initialized appropriately, is identical to the
information update of the detected target intensity.

A simple but extraordinarily insightful interpretation of the Shepp-Vardi algorithm is adapted
to give the information updated detected target intensity filter.
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4 SPECT and the Multisensor Intensity Filter

In SPECT, a radioisotope is introduced into the body. As the isotope decays, gamma pho-
tons are emitted in all directions. A gamma camera takes a two-dimensional “snapshot” of
the photons emitted in the direction of the camera. The camera is then moved to a fixed
number of different viewing positions around the body, and a snapshot is taken in each
position. These snapshots are used to construct the SPECT image, namely, the estimated
intensity of radioisotope decay within the three dimensional volume of the imaged object.

The three-dimensional estimate of the spatial distribution of the radioisotope based on two
dimensional data from a single camera lacks depth information. Surprisingly, the MAP
estimate of the radioisotope intensity is the sum of the single-camera intensity estimates.
The single-camera intensity estimates are added, not multiplied, because of the physics.

Connecting SPECT to the multisensor intensity filter requires noticing that the different
camera positions are conceptually equivalent to different sensors. The multisensor mul-
titarget tracking intensity filter is derived under the reasonable assumption that the PPP
multiple target model holds regardless of the number of sensors; in SPECT, this means
that all the cameras see the same radioisotope distribution. Because of the PPP model,
the various sensors are independent not conditionally independent. In SPECT, this prop-
erty follows from the physics. The analogy is faulty in one regard only — in SPECT the
camera-level intensity estimates are added, but in the multisensor intensity filter they are
averaged. Averaging is justified by a maximum likelihood argument. Averaging also re-
duces the variance of the estimated target count by a factor equal to the number of sensors.
The variance reduction property of the multisensor intensity filter is potentially important,
especially for large sensor fields.

5 Concluding Remarks

Intimate connections between single and multiple sensor intensity filters for multitarget
tracking and medical imaging methods arise because PPPs are used to model the crucial
quantities of interest. This quantity is the target density in the case of the intensity filters,
and it is the radioisotope distribution in the case of PET and SPECT imaging. These
connections greatly clarify the meaning of the multitarget PPP model. This improved
understanding, and the connection of the multisensor intensity filter to SPECT, presented
here for the first time, explains simply why the multisensor intensity filter is an average of
the sensor-level intensity filters. Averaging is significant because it reduces the variance
of the multisensor fused intensity function.
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