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Abstract: Statistical shape models are powerful tools for model-based segmentation
and have been successfully applied to the segmentation of various structures in medi-
cal images. Though the segmentation algorithms based on statistical shape models are
simple, finding corresponding landmarks for the construction of the models is a chal-
lenging optimisation task. State-of-the-art algorithms that solve the correspondence
problem require a representation of the training shapes in a suitable parameter space.
The mapping of a shape to a parameter space can introduce large area distortions so
that simple sampling techniques can not reconstruct the original shapes sufficiently
well. In this paper, we propose an algorithm to construct area preserving parameteri-
sations of shapes with spherical topology. Using our approach, good reconstructions
of the original shapes can be achieved by uniform sampling. In contrast to previously
published methods that use a black box optimisation approach, we exploit knowledge
about the shortcomings of initial parameterisations.

1 Introduction

In medical imaging, segmentation methods are used to extract structures from tomographic
images in order to support diagnosis and surgery planning. In many cases, simple algo-
rithms fail to produce adequate results. For example, when adjacent structures in an image
map to the same physical values in the image modality at hand, it is not possible to sepa-
rate these structures by only considering the scalar values of the individual voxels. In such
cases, knowledge about the shape can strongly improve the segmentation results. A pop-
ular method to model variability of shapes of an object class is the statistical shape model
(SSM) [CTCG95], which is learned from a set of training examples. The Active Shape
Model algorithm which is based on the SSM has been successfully applied to the seg-
mentation of different kinds of structures, for example organs like the liver [HMMW07]
or the heart [FRDS06] and bone structures like the pelvic bones [SKH+08]. To build a
SSM, each training shape has to be represented by a fixed number of landmark points.
Because the landmarks have to correspond in the whole training set, obtaining this land-
mark representation of shapes is a difficult problem. Manual determination of landmarks
by experts suffers from intra- and interobserver variability and is too time-consuming for
three dimensional shapes. Therefore, many algorithms have been proposed to identify
corresponding landmarks automatically.

To our knowledge, Kotcheff and Taylor [KT97] were the first who treated the computation



of corresponding landmarks as a problem of reparameterisation. The general idea of their
approach is to map each training shape to a topological equivalent primitive, for example
a line or a circle in 2D, or a square or a sphere in 3D. The topological primitives induce
parameter spaces for the shapes. An optimisation algorithm then iteratively manipulates
these parameterisations and extracts landmark representations of the shapes by sampling
in the parameter space. The quality of the landmarks is evaluated by a suitable objective
function. The approach described in [KT97] was later adopted and refined by Davies
[Dav02], whose main contribution was an objective function with an information theoretic
foundation. An up-to-date treatment of the work of Davies and several extensions can be
found in [DTT08].

It is crucial that the landmarks obtained by sampling in the parameter space represent the
original shape sufficiently well. Since the mapping to a parameter space can introduce
large area distortions, sample points must be chosen carefully. Heimann et al. [HWM06]
achieve this using area distortion images. In this technique, the parameter space is repre-
sented by one ore more images in which grey-values reflect area distortion. The images
are then converted into a half-tone image using a dithering algorithm. Black pixels on the
half-tone image can be used as sample points in parameter space. Instead of a sophisticated
selection of sample points, one can try to produce approximately area preserving param-
eterisations of the shapes. From such parameterisations, sufficient representations of the
original shapes can be reconstructed using uniform sampling of the parameter space. To
compute an area preserving spherical parameterisation, Brechbühler et al. [BGK95] first
compute an initial mapping of a shape to the unit sphere by solving two systems of linear
equations and then reduce area distortion by a nonlinear black box optimisation strategy.
Davies et al. [DTT06] further refine the mapping of [BGK95] with a series of clamped-
plate spline warps. In contrast to [DTT06], Shen and Makedon [SM06] only adopt the
method for computing an initial spherical parameterisation from [BGK95]. As this initial
mapping distributes longitudes better than colatitudes (see section 2.2.1), they rotate the
sphere two times by 90◦ along x and y axis, respectively, recompute the longitude and
rotate the sphere back to its initial orientation. Afterwards, the mapping is refined by a
sequence of global and local smoothing operations.

In this paper, we present an algorithm to produce area preserving parameterisations of
shapes with spherical topology. Like Shen and Makedon [SM06], we compute an initial
mapping of a shape to the unit sphere using the method presented in [BGK95]. We reduce
area distortion with a new three-stage optimisation algorithm. The algorithm compensates
the short-comings of the initial solution with three different kinds of reparameterisations.
Our algorithm is faster than the approach of [SM06] and produces parameterisations that
allow for high quality reconstructions of the input shapes.

2 Methods

Our algorithm receives a 3D image as input which contains the segmented shape. Af-
ter smoothing the image with a Gaussian filter, we extract a triangulated surface using
the marching cubes algorithm [LC87]. The mesh consists of a set of N nodes V =



(a) Initial parameterisation (b) After stage 1

(c) After stage 2 (d) After stage 3

Figure 1: Spherical parameterisation of a shape after different stages of the algorithm. Colours
denote corresponding regions.

{v1, . . . , vN} and a set of L triangles T = {t1, . . . , tL}. The nodes are coordinates in
space, that is vi = (xi, yi, zi) ∈ R3. Each triangle ti is a triple of distinct node indices. To
map the mesh to the unit sphere, one assigns a tuple of spherical coordinates x(v) = (θ, ϕ)
to each node v ∈ V , where θ ∈ [0, π] is the colatitude parameter and ϕ ∈ [0, 2π] the lon-
gitude parameter. In the following, we call the x(v) spherical nodes. The mapping is
constrained so that triangles on the sphere do not fold or overlap. In the next sections, we
shortly review the construction of an initial mapping and then describe our algorithm for
minimizing area distortion.

2.1 Initial Mapping to a sphere

In order to compute an initial mapping of the shape to the unit sphere, we use the method
proposed by Brechbühler et al. [BGK95]. Two systems of linear equations are constructed.
In the first system, the unknowns are the colatitude parameters of the mesh nodes, and
in the second system the unknowns are the longitude parameters. In both systems, the



Figure 2: Remeshing of the heart data set after different stages of our algorithm. Flat shading is
used for the purpose of illustration. First Column: Original mesh produced by the marching cubes
algorithm. Second Column: Remeshed shape obtained from sampling in the initial parameterisation.
Columns 3, 4 and 5: Remeshed shape after stages 1,2 and 3. We used 812 sampling point (≈ 27.9%
of the number of nodes in the original mesh) for remeshing. Note that we obtain a high quality
reconstruction after the first stage, but stages 2 and 3 refine the solution.

equations are derived from the connectivity of the mesh. Additional constraints are added
to both systems to resolve ambiguities. For the first system, this is achieved by selecting
two nodes as north and south pole and defining x(vnorth) = (0, 0) and x(vsouth) = (π, 0).
Ambiguities of the solution of the second system are resolved by choosing a date line
(ϕ = 0) for the periodic longitude parameter by computing a path connecting vnorth and
vsouth. The original algorithm in [BGK95] maps faces of voxels to spherical quadrilaterals.
However, it is straightforward to extend the method to deal with triangles [SM06, SHM07].

We tested different methods for the selection of poles, but our algorithm produced similar
results on all approaches. However, it seems reasonable to select poles that are not close
together. In our final implementation, we select the north pole arbitrarily from the set
argmax(x,y,z)∈V z. Here, we assume that the mesh is aligned so that its largest variance is
on the z-axis. The south pole is drawn from the set of nodes with the highest edge distance
to the north pole. The edge distances are computed by a breadth first search [CLRS01],
and the breadth first search path from vnorth to vsouth is used as date line.

2.2 Reducing area distortion

The initial parameterisation obtained from the systems of linear equations suffers from
large area distortions. Brechbühler et al. [BGK95] reduce the distortion with a nonlinear
optimisation algorithm. However, using a nonlinear optimisation algorithm as a black
box method does not exploit knowledge about several apparent shortcomings of the initial
parameterisation. Furthermore, since the triangles constructed by the marching cubes can
have different areas, we choose a different target function, namely the target function
proposed by Davies et al. [DTT06]: For a triangle t ∈ T , we denote by AM (t) the area of



Figure 3: Same as figure 2, but for the kidney data set. We used 1212 sampling points to remesh the
shape (≈ 14% of the number of nodes in the original mesh). Again, a high quality reconstruction is
obtained after the first stage, but the succeeding stages further refine the solution.

t on the mesh and by AS(t) the area of t on the sphere. Then the target function is

L =
m∑
i=1

(
AM (ti)∑m
j=1AM (tj)

− AS(ti)∑m
j=1AS(tj)

)2

(1)

We minimise L with a three-stage optimisation algorithm as explained below. In each
stage, different diffeomorphic reparameterisation functions are applied to the spherical
nodes. Diffeomorphic functions are invertible functions such that both the function and
its inverse are differentiable. By using diffeomorphic functions for reparameterisation,
folding of triangles is avoided.

2.2.1 Stage 1: Adjusting colatitudes

In the initial parameterisation, nodes are distributed densely around the equator but sparsely
around the poles (see figure 1). Furthermore, depending on the selection of poles, it may
happen that most of the spherical nodes lie on either the northern or the southern hemi-
sphere, while the other hemisphere is sparsely populated. As mentioned in the introduc-
tion, Shen and Makedon [SM06] try to compensate these shortcomings by rotating the
sphere and recomputing longitudes. One problem of this approach is that it requires solv-
ing four linear systems instead of two. This does not scale well with the size of the mesh,
as solving the linear systems becomes expensive for large numbers of unknowns.

Instead of following [SM06], we adjust the above mentioned shortcomings of the initial
parameterisation by a sigmoid reparameterisation, which is simple but very efficient and
reduces area distortion by a large amount. The sigmoid reparameterisation only affects
the colatitude parameters. It reparameterises all spherical nodes x(v) = (θ, ϕ) except the
poles by (f(θ), ϕ), where

f(θ) =
π

1.0 + e−α(θ−θip)
(2)

Here, α is a weight parameter, and θip is the inflection point of the sigmoid. The sigmoid



Figure 4: Same as figure 2, but for the tooth data set [TVL]. We used 1692 sampling points (≈
12.4% of the number of nodes in the original mesh). To reconstruct the shape sufficiently well, all
stages of the algorithm are necessary.

maps spherical nodes (θ, ϕ) to the northern hemisphere if θ < θip, and to the southern
hemisphere if θ > θip. Setting θip to the mean of the colatitude values produces a more
balanced population of the hemispheres. The weight parameter α influences the slope of
the sigmoid. An optimal value for α is found by optimisation using Brent’s algorithm
[PTVF92].

2.2.2 Stage 2: Dissolving node clusters

Though the first stage reduces the distortion by a large amount, there might still be local
regions on the sphere with a relatively large number of spherical nodes. In the second
stage we identify centers of such regions and apply transformations that press the spherical
nodes away from the centers to distribute them more uniformly over the sphere.

To identify the regions, we determine candidate centers by sampling points that are roughly
uniformly distributed over the whole sphere. This can be achieved by constructing an
icosahedron, subdividing its triangles and project the nodes of the resulting mesh to the
unit sphere. The nodes are then rotated by a rotation matrix drawn uniformly at random
from SO(3) and used as candidate centers.

Secondly, for each candidate center c, we count the number k of spherical nodes that lie in
a cap-shaped neighbourhood of c. The size of the cap is controlled by a distance threshold
ρ. The area of the cap is p2π, while the area of the whole sphere is 4π. Assuming that all
triangles have roughly the same size, in an optimal solution the fraction of spherical nodes
that lie on the cap is approximately equal to the relative area of the cap, that is k

n ≈
p2

4 .

Therefore, if k
n �

p2

4 , too many spherical nodes lie on the cap and we have to distribute
them more uniformly. This is achieved by applying a symmetric theta transformation
[DTC+02], which is controlled by three parameters, the kernel center, the width Ω and the
Amplitude Λ. This transformation has the property that nodes are pressed away from the
kernel center towards its antipodal point. We choose c as kernel center, draw a value for
the width Ω stochastically and optimise the amplitude Λ using Brent’s Algorithm.



Figure 5: Artifacts caused by underrepresented regions. Color is used to denote corresponding
regions in the mesh and the parameter space. Left: Original shape. Right, first row: Parameter space
and remeshed tooth (1692 sample points) after second stage of the algorithm. Right, second row:
Parameter space and remeshed tooth after the third stage of the algorithm. Note the collapsed yellow
belt between the red areas in the parameter space, which corresponds to the area between the roots
of the tooth. In the remeshed tooth, sampling artifact can be seen in this area.

2.2.3 Stage 3: Refinement

The third stage of our optimisation refines the solution. Here, clamped-plate spline trans-
formations are applied to spherical caps, as proposed in [DTT06]. The centers of the caps
are again chosen using the icosahedron sampling method, as described above. We use a
two-level multiresolution scheme by selecting caps of different sizes (ρ = 0.125, 0.0825).
We work on the larger caps first. During the whole last stage of our algorithm, the target
function L is only approximated by restricting the evaluation to triangles that are affected
by the local warp. This reduces the time spent for optimisation dramatically and still pro-
duces satisfactory results.

3 Results

We tested our algorithm on three different data sets: A segmentation of a kidney, a seg-
mentation of a left ventricle of a heart and the tooth dataset from The Volume Library
[TVL]. For each data set, we used identical parameters and the same number of iterations



Size Running Times
Dataset # Nodes # Triangles Initial Stage 1 Stage 2 Stage 3 Total

Ventricle 2912 5820 1 s < 1 s 5 s 29 s 35 s
Kidney 8679 17354 12 s < 1 s 8 s 76 s 96 s
Tooth 13596 27188 29 s < 1 s 46 s 403 s 478s

Table 1: Sizes of the meshes extracted from the test data sets and running times of the different
stages of our algorithm. As test hardware, we used an Intel Quad Core with 2.4 GHz and 3 GB
RAM. Multithreading was not exploited.

in stages 2 and 3.

Table 1 lists the sizes of the meshes extracted by the marching cubes algorithm for the
three data sets and the running times for computing the initial solution and the individual
stages of the algorithm. As one can see, the first stage of the algorithm does not take more
than a second on all three data sets, while the third stage is the most complex one and
becomes quite expensive for large meshes, as the sizes of the caps affected by a local warp
are chosen independently from the input size. Furthermore, computing the initial mapping
to the sphere may become prohibitive for large meshes, as solving the systems of linear
equations becomes time consuming for large numbers of unknowns. However, we are
convinced that the computational effort of this mapping can be controlled by combining
Brechbühler’s approach [BGK95] with the general hierarchical parameterisation scheme
of Hormann et al. [HGC99].

To illustrate the effectiveness of our algorithm, we reconstructed the test shapes by sam-
pling in the parameter space after different stages of the algorithm. To obtain a roughly
uniform sampling of the sphere, we again applied the icosahedron sampling method we
described in the previous section. Although the resampled meshes have far less nodes than
the input meshes, the details of the shapes are reconstructed sufficiently well. For the heart
(figure 2) and the kidney data set (figure 3), stages 1 and 2 of the algorithm produce satis-
factory results. However, only the full algorithm can reconstruct the more complex shape
of the tooth (figure 4). Even in the final solution, some regions in the shape are underrep-
resented, as shown in figure 5. In this case, the theta transformation failed to enlarge the
densely populated red regions because their antipodal regions are densely populated, too.
The clamped-plate spline warps then enlarge these regions at the expense of the small yel-
low ’belt’ in between. In the resampled shape, the region corresponding to this narrow belt
is underrepresented. These shortcomings can be compensated by increasing the number
of iterations of the third stage or by using more sample points.

4 Discussion and future work

In this paper, we presented an algorithm for the construction of area preserving parame-
terisations of shapes. Instead of using a black box optimisation approach as in [BGK95,
DTT06], we apply reparameterisation functions designed to overcome several shortcom-



ings of the initial parameterisation, which allow us to reduce the area distortion more effi-
ciently. Our algorithm is faster than the method of [SM06], who reported similar running
times on comparable hardware, but used smaller data sets. Our algorithm produced satis-
factory results on all test data sets after a few minutes of optimisation, even on the large
tooth data set. For relatively simple shapes like the heart and the kidney, the algorithm pro-
duced good parameterisations in a matter of seconds. Thus, the first or the first two stages
of the algorithm may be sufficient in a variety of applications. For example, in the corre-
spondence optimisation scheme, small distortions are uncritical as the parameterisations
are further refined in the optimisation process.

We are of the opinion that our approach can be further improved by a larger set of reparam-
eterisation functions. Future work will focus on the extension of the method to the consis-
tent parameterisation of multiple shapes and on the extraction of corresponding landmark
points for the construction of SSMs.

References
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