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Abstract: Reliable, cost-efficient, and fast medical diagnosis is still a challenge in
today’s world. This paper presents a medical diagnosis system that combines the
advantages of multi-agent system technologies and neural networks in order to
realize a highly reliable, adaptive, scalable, flexible, and robust diagnosis system
for diseases. The medical diagnosis system consists of a structured alliance of
medical experts - realized by agents - that collaborate in order to provide a viable
medical diagnosis. Each agent has a certain responsibility. The agents rely on a
reactive pattern-based matching process. Their power is substantially augmented
by standard kinds of neural networks (interactive neural nets and self organizing
maps), which represent the diagnosis capacity of the agents.

1 Introduction

In today’s global world a fast and reliable medical diagnosis generation is of eminent
importance as can be seen, for example, from the problems with SARS or the bird flu.
Such highly contagious and lethal diseases can threaten the world if they are not fought
immediately and with high efficiency and reliability. However, to do so, it is, first of all,
necessary to quickly and surely diagnose this disease in case a person is suffering from it
- and this regardless of where this person currently may stay in the world. While, after a
short while, the identification of the disease at its hot spots may become routine its
diagnosis at more remote/unlikely places will remain the challenge.
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Research on medical diagnosis has been an important topic in computer science for quite
a while, especially in the field of artificial intelligence. The biggest drawback of most
proposals published so far is that they implement monolithic systems that cannot be
extended easily and that are difficult to maintain. In contrast to that a multi-agent
system-based architecture is proposed that relies on simple neural networks to
implement the reactive behavior of the proposed agents. Thus, the medical diagnosis
system exhibits many of the key properties of such paradigms as self-organization,
emergent behavior, simplicity, the capability of fast and unbounded learning, flexibility,
robustness, adaptivity, self-sustainability, and easy extensibility.

This paper is structured as follows. The next section will discuss the state-of-the-art.
Section 3 introduces the basic concepts and terminology. Section 4 will give a deeper
insight in how the agents are realized. Since the idea is to build a complex diagnosis
system from simple components the agents rely on several types of simple neural
networks. Finally, section 5 concludes the paper.

2 State of the Art

Medical diagnosis has been intensively discussed as an application of artificial
intelligence (AI) techniques, especially of expert systems (cf., e.g., [Po82]). The probably
best-known expert system in this direction is MYCIN (cf. [Sh76], [BS84]). It is a
program for advising physicians on treating bacterial infections of the blood and
meningitis. Even though MYCIN does not exhibit common sense it does reasonably
well, provided the user has common sense and understands the limitations of MYCIN.
The problem with MYCIN, as well as with expert systems in general, is its lack of
flexibility, adaptability and extensibility. As long as rule bases are relatively small in
size, expert systems can be highly effective. However, the extension of rule-bases, e.g.,
as part of a learning process, can cause serious problems since it can easily happen that
the overall semantics and behavior of the rule base gets out of control. Moreover, the
extension to different or new areas of diagnosis is everything but straightforward. It
easily exhibits the limitations of these systems. For these reasons, expert systems had
success mainly in specific, well-defined fields of expertise. As soon as expert systems
are meant to cover broader areas of expertise, they run into serious problems (cf. [Po82]).
Multi agent systems (MAS) are much more flexible since each agent is supposed to
cover only a very limited but concise area of knowledge. Complex and broad areas of
expertise are dealt with by a common effort of a number of cooperating agents. Due to
this “natural” modularization the overall system is highly flexible and adaptable. By
adding new units (agents) the system can naturally extend its capabilities. It is a gradual,
controlled growth (adding of some new knowledge) instead of the necessity to extend a
monolithic knowledge base. We do not want to discuss the different approaches that
have evolved in the area of AI. Instead, we will concentrate on approaches that have
emerged in the area of distributed AI, especially multi-agent systems.
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Today, agent technology is on the brink to penetrate health related applications.
However, given the high potential of this technology in this area it is surprising how few
projects deploy this technology yet. Applications can mainly be found in the areas of
patient monitoring, health care and patient management. A good overview of
applications of agents in the health care domain can also be found in [MN03]. The book
identifies a number of fields of application within health care in which agent technology
has been applied. Examples are patient scheduling, organ and tissue transplant
management, community care, information access, decision support systems, training,
and internal hospital tasks and senior citizen care. Nealon and Moreno [NM03] give a
good overview about the applications described in the book. The other articles deal with
the above application areas in some detail. However, none of the articles is especially
related to medical diagnosis.

3 (Intelligent) Agents and Multi-Agent Systems

Intelligent agents can be regarded as autonomous, problem-solving computational
entities with social abilities that are capable of effective pro-active behavior in open and
dynamic environments. While there are a number of definitions of intelligent agents (cf.,
e.g., [WJ95], [Wo02], [Wo01], [We99], [OMG04], [RG95]) the most relevant properties
in the context of this paper are the following:

1. Autonomy: An intelligent agent has control over its behavior, i.e., it operates
without the direct intervention of human beings or other agents, and has control
over its internal state and its goals.

2. Responsiveness/Reactivity: An intelligent agent perceives its environment, and
responds in a timely fashion to changes that occur in it in order to satisfy its
design objectives.

3. Pro-activeness: An intelligent agent is goal directed, deliberative, opportunistic,
and initiative. Due to its goal-directed behavior the agent takes initiative
whenever there is the opportunity to satisfy its goals. It especially may react
pro-actively to changes in its environment; i.e., it responds to it without being
explicitly asked for it from the outside.

4. Social ability: An intelligent agent is capable of interacting with other agents (and
possibly humans) in order to satisfy its design objectives as well as combined or
organizational goals.

5. Intelligence: an agent has specific expertise and knowledge. Thus, it is capable to
solve problems that fall into its domain of expertise.
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There are quite a number of different types of agents. For a good overview have a look at
[OMG04]. This paper will only concentrate on one type, namely reactive agents. A
reactive agent does not contain a representation of a central symbolic world model. Nor
does it utilize complex symbolic reasoning. Reactive behavior implies that the agent
immediately responds to stimuli from its environment. Such stimuli can either be
perceived changes in the external world or received communications from other agents.
Based on this received information as input they produce output by simple situation-
action associations, often implemented by pattern matching. The behavior of a reactive
agent is in general infinite since it continuously senses for and responds to stimuli from
its environment. Such a pattern of behavior is called stimulus-response behavior.
Reactive agents are sometimes also called behavior-based or situated agents [MFP01].

A multi-agent system (MAS) consists of a collection of individual (intelligent) agents
(problem solvers). Either hierarchical, heterarchical, partially or flat structured
communities of agents perform joint operations or decision making. Their underlying
means are communication, collaboration, negotiation, and responsibility delegation, all
of which are based on individual rationality and social intelligence of the involved
agents (cf. [MFP01], [UU04], [Un03]). The capability of a MAS surpasses the
capabilities of each individual agent. Reduction of complexity is achieved by
decomposing the overall task into a number of well-defined sub-tasks, each of which
being solved by a specific agent. To solve collaboratively complex problems that exceed
the capabilities of each individual agent a set of agents may temporarily join forces.
However, unlike hard-wired cooperation domains, these coalitions or teams are very
flexible. Depending on the organizational structure agents may autonomously join and
leave the coalition whenever they feel like provided their commitments are fulfilled.

4 Structure and Operations of the Agents

The previous sections discussed the general possibilities MAS offer for the construction
of a medical diagnosis system. This section will concentrate on the architecture and
design of the individual agent types. In order to fulfill the requirements for the medical
diagnosis system the agent types have to exhibit, first of all, a simple pattern based
behavior. Such kind of behavior is especially relevant on the way down; i.e., when a
diagnosis request infiltrates the medical diagnosis system and traverses down along the
hierarchy. On the way up, more sophisticated tasks are to be performed:

• All proposed diagnoses are to be evaluated, compared and classified.

• In case that the data base did not contain enough information for a solid diagnosis
proper further measures are to be suggested in order to verify the diagnosis.

• In case that a diagnosis was reached with sufficient probability an explanation for
the outcome and possible treatments to tackle the disease are to be proposed.
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To deal with such complex and demanding tasks an agent has to reveal deliberative
behavior. In order to be able to come to reasonable results within the project it was
decided to only tackle the basic requirements. Thus, the decision was, for the time being,
to concentrate first of all on the reactive features of agents only and leave the
deliberative behavior for future work if it will turn out that it is needed. Decision about
the quality of an answer to a request is done on a simple basis of how many symptoms of
those that were identified by the doctor were involved in the diagnosis finding process of
the delivering agents and how many symptoms an agent was expecting from the data
base in order to have all information available.

Another important requirement is learning of the individual agents by increasing and
adapting their knowledge and its accuracy. In the diagnosis system this is supposed to
take place by a feedback circle. After the diagnosis was sent to the receiver some
feedback is to be returned as soon as the receiver is capable to do so, e.g., immediately if
the receiver excludes the diagnosis or after a while, as soon as the diagnosis is verified or
refuted by the course of the disease. This feedback needs to be as specific as possible in
order to allow the agents to learn from it.

Currently, we are still in the stage of carefully investigating how exactly an agent
architecture has to look like in order to fulfill the above requirements best. Built on
experiences we made with neural networks in other projects [KS04], [KK07] we believe
that agents that rely totally or at least partially on simple neural networks are the best
candidates. Since the agents need to be able to learn from one another and, in particular,
to evaluate the information obtained from other agents, we are experimenting with
different types of simple neural nets. One advantage of differently structured agents is
that the agents may discover artifacts generated by agents with a different structure. Two
types of neural nets turned out to be the most promising ones, namely Kohonen Feature
Maps (SOM) and Interactive Nets (IN). In contrast to multi-layered nets or many ad hoc
rule-based expert systems of the MYCIN-type these types operate with a simple
architecture. In order to compare the different results we gave single IN and SOM the
same task; a MAS was constructed by the combination of different IN that specialized on
different diseases.

Kohonen Feature Map or Self-organizing Map (SOM)

In contrast to supervised learning nets like, e.g., perceptrons, SOMs belong to the type of
non supervised learning networks. They operate according to the learning rule "winner
takes all", i.e., only neurons with the highest activation values pass their activation on to
other neurons. The activation function is mainly a sigmoid function. The result of a
training process of SOMs is a clustering of information. In other words, SOMs generate
an explicit order of data that is only implicitly given.
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There exist several types of SOMs. In the proposed diagnosis system a Ritter-Kohonen
type is used (cf. [RK89]) where the data is ordered according to a semantic matrix. A
Ritter-Kohonen SOM, therefore, contains two matrices: a variable weight matrix like
usual learning neural networks and the semantic matrix. Only the latter needs to be
constructed by the user.

The structure of the semantic matrix can be illustrated by the following example: The
information given in implicit order refers to particular diseases and contains symptoms
like fever, cough, headache, muscle pain and so on. This information has to be given to a
SOM in form of a matrix like the one in Table 1.

Disease

concepts

Symptoms

Angina
Pectoris

Influenza Bronchitis Arthrosis Pneumonia Arthritis Myocardial
attack

Fever -1 1 1 -1 -1 -1 -1

Cough -1 1 1 -1 1 -1 -1

Headache -1 1 -1 -1 -1 -1 -1

Muscle pain -1 1 -1 1 -1 1 -1

Swelling -1 -1 -1 1 -1 -1 -1

Vomitus 1 1 -1 -1 -1 -1 1

Table 1: Example of a semantic matrix

The task of the SOM is to cluster the disease concepts according to the provided
information (symptoms). It performs this task according to the so-called Winner-takes-
all principle, i.e., combining certain concepts with respect to the neurons with the highest
degree of activation. On the basis of this example, the SOM will, for example, combine
Angina Pectoris and Myocardial attack because their semantic vectors have the greatest
similarities1.

SOMs have been used only seldom in medical diagnosis (e.g. [TF02]), however, as far as
we know never Ritter-Kohonen types. The advantage of this type is the easy construction
of the semantic matrix. It can be enlarged easily if new knowledge is acquired.

1 Since we have only taken a small portion from the set of possible symptoms these combinations do not
reflect the reality. However, our purpose here is to show how a semantic matrix is constructed.
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A medical diagnosis Ritter-Kohonen SOM will contain a semantic matrix with the
attachment of symptoms to the according diseases.

Construction of a medical Ritter-Kohonen SOM

Table 1 shows a relevant portion of the semantic matrix (altogether, this SOM contains
seven diseases and 23 symptoms):

Operations:

On the basis of the provided data basis those symptoms are activated that were identified
by the doctor. In the first example (see Fig. 1) the first three and the fifth symptoms are
activated. The SOM is clustering the diseases according to the semantic matrix and
stabilizes after about 1000 learning cycles. In the visualization the clustering is generated
according to spatial neighborhoods, i.e., the diseases that belong together with respect to
the activated symptoms are grouped in the same spatial region.

The result is satisfactory in the sense that the diseases are correctly identified. The
Ritter-Kohonen SOM is as good in performing medical diagnosis as the standard
diagnostic systems; however, it can be extended and cloned much easier. Moreover, it
can learn from other agents by simply enlarging its semantic matrix.

Fig. 1: Medical diagnosis based on symptoms

In the second example (see Fig. 2) the regions of different diseases are activated. The
question is which diseases belong to certain corporeal regions. The result shows that the
different diseases are clustered according to their occurrences in the respective corporeal
regions.

185



Fig. 2: Regions of different diseases

Interactive neural nets (IN)

IN are recurrent networks that are usually not trained. The user has to construct the
weight matrix according to his/her particular problems. It is, of course, possible to
generate suited weight matrices by optimization algorithms, e.g., genetic algorithms.
Recurrent means that, in principle, all neurons can be connected with all others in a
direct manner, i.e., the weight matrix may contain no zeroes. INs are particularly well
suited for analyzing logical and semantic relations (cf. [WP85]). In a strict sense medical
diagnosis is basically the semantic combination of certain symptoms with certain
diseases. That is why INs are used as a second type of agent.

As a first testbed for medical diagnosis a 30 ∗ 30 weight matrix as maximum was
chosen. The columns and rows of the matrix consist of seven diseases and 23 symptoms.
The weight values are real numbers from the interval [–1, 1].

When using the IN one starts by "externally activating" the symptoms of the particular
case, i.e., these neurons are activated with a particular real number. The size of the
number depends on the intensity of the symptoms. All other neurons have the activation
value of zero. The IN uses the well-known linear activation function and, if the weight
matrix is adequately constructed, it reaches a point attractor. In the first example the
attractor was reached after 16 runs.
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Example 1:

The IN in example 1 starts with an external activation of the first five symptom neurons
with a value of 0.15. The attractor consists of the strong activation of the bronchitis
neuron (0.66) and the weak activation of the pulmonal neuron. The activation value of
all other diseases remains zero. Therefore, it can securely be concluded that the
respective disease is Bronchitis (see Fig. 3).

Example 1: Example 2:

Fig. 3: Unambiguous diagnosis of bronchitis Fig. 4: Indifferent diagnosis possible

Example 2:

The IN in example 2 has the external activation of heartache, dyspnea and mortal agony.
In this case the symptoms apparently are too general; therefore, the IN is not able to
uniquely identify a disease (see Fig. 4). This can be concluded because five diseases are
activated with values of 1 and two other diseases are also activated, although with lower
values. It can be concluded that the IN needs to get more input.
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Both the SOM and the IN are simple systems that cannot be compared with advanced ES
like the later MYCIN-types with respect to their diagnostic capabilities. But they are
only a small part of a much bigger system and, in particular, they will interact with other
agents of the same type. Learning from other agents, for example, consists in the
correction or extension of the semantic matrix in the case of SOM-type agents or in the
correction and extension of the weight matrix in the case of IN-type agents. Because
these are quite simple operations they can easily be integrated into a system of many
different agents. It is even possible to combine these types with, e.g., evolutionary
algorithms in order to optimize their learning capabilities.

An IN-MAS

One serious problem with such usage of INs as diagnosis system is the size that an IN
needs to store a lot of information. Already the rather simple prototype that is shown in
Fig. 3 and 4 contains 30 units and an according weight matrix of 900 values. If such
formal systems become enlarged they become quickly rather unintelligible and difficult
to understand, although it is possible to generate them in an automatic way. For this
reason we constructed a diagnosis system that consists not of one IN but of several
networks that interact. This extended model is shown in Fig. 5:

Fig. 5: Extended model consisting of different networks

When a user inserts an input containing a list of symptoms the administrative instance
selects that particular IN that contains most of the symptoms in its list. Then this IN
externally activates those symptoms that it has as a subset of the input symptoms. If the
IN generates a unique solution it is given to the user with the question if the user
considers the solution as adequate. If that is the case the process is finished.
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If the IN does not generate an unique solution and/or if the user is not satisfied the
networks begin to interact, i.e., the first IN checks which other IN has also some of the
symptoms the user inserted and which the first IN had not. The first IN takes over the
other symptoms – and also other diseases if the new symptoms are also related to these
diseases – and adds them to its own lists. Subsequently the first IN tries again, i.e. it
externally activates the completed list of symptoms and searches for a unique solution. If
that is possible the new solution is given to the user. If no unambiguous solution can be
obtained even after the first IN has “learned” in that way from all other INs that
contained some of the input symptoms then the user will be informed that the whole
system is not able to answer the question. The user will be requested to gather more
information about the medical case in question and to add the new information to the
system.

Learning new information from outside is done in a similar way. If new lists of
symptoms and the diseases related to them are inserted into the system then either one or
several of the already existing networks will be enlarged in the manner described above
or, if these networks become too large, new networks will be generated that “specialize”
on the new information.

One technical challenge of the IN and the SOM is the construction of the necessary
matrix, i.e., the weight matrix in the case of the IN and the semantic matrix of the SOM,
have to be (manually) constructed, respectively enlarged for each particular (set
of/instances of) disease(s) and the according set of symptoms. Therefore, the nets of the
agents get their matrices with the help of a so-called categorizing algorithm (CaA). The
CaA roughly operates as follows:

A particular set D of diseases d and an according set S of symptoms s is given to the net.
The net fills its respective columns and rows of its matrix as follows:

1. A 1 is inserted at each place in the underlying (semantic or weight) matrix where
a d ∈ D and an s ∈ S intersect (these places are called wsd).

2. For all other units wdx
2 of the matrix CaA inserts a 0, if there is no confirmation

about possible or probable relationships to other diseases or symptoms.

In this way the whole systems automatically generates its own agents by transforming
the information into adequately structured different nets. The whole system, therefore, is
self-organizing and self-enlarging.

2 All places for which x∉S is true.
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The advantages of this type of diagnosis system with respect to other forms are rather
obvious: They are generated via a comparatively simple construction technique; the
different networks can be automatically generated and in the same way the system can
be enlarged by adding new networks. In addition the solutions the system gives to a user
are rather easily to understand because the system can always explain which IN with
which lists of symptoms and diseases has generated the output solution. It is well known
from the practical experiences with diagnosis systems that this criterion is very important
for laymen as users (laymen in computer science). Because IN are simpler in their
architecture and their operational logic than SOM our further work on network MAS
will concentrate on IN as agents. One of the next steps will be to make our MAS web
based.

First runs with real cases from the practice of an ophthalmologist obtained rather
satisfying results although the system is still in a stage as a prototype. In 18 from 20
cases the ophthalmologist agreed with the diagnosis of our MAS; that is in 90%. With
respect to the two other cases the doctor admitted that the diagnosis of our system could
be correct too. He got another opinion because of additional facts with respect to the
patients not known to the system Hence, the performance of our system is at least
comparable to that of other known diagnosis systems. Further practical results with this
diagnosis system will be reported in due time.

6 Conclusion

The main advantages of our system are a) the simple architecture, b) its robustness, c)
simple possibilities to enlarge the knowledge of the whole system, and, last but not least,
d) an easy usage by laymen, i.e., medical doctors. If the system will become web based
the enlargement of the knowledge can be done by interested medical experts and by this
way the system will grow via its users.

Currently we are implementing the first prototype of the proposed system with the help
of a FIPA-based multi-agent system platform. The proposed will use it as a test bed to
find out what types of neural networks will work best to implement the proposed agent
types. From experiments and simulations with the proposed system we expect a deeper
understanding of those parameters that influence the quality of the outcome of our
system.
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