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Abstract:
Data validation and cleaning are integral processes of the data quality management

cycle. Domain specific knowledge is needed to detect and correct semantic errors.
Ontologies can be used to represent valid and invalid attribute value combinations to
detect and correct invalid data. We introduce reorganization operations for maintaining
such an ontology in the data quality management cycle.

1 Introduction

Data quality management is still an important research area. Detecting and removing er-
roneous data, e. g. inconsistent attribute value combinations is one of the most important
processes of the data quality management cycle [MF03, RD00]. Checking data for incon-
sistencies or more general for plausibility and subsequent cleaning of erroneous data, i. e.
removal of random and systematic [WHB05] data errors is highly dependent on domain
knowledge.

The more complex the domain, the more complex attribute combinations have to be chec-
ked. For instance, tumour documentation in epidemiological cancer registries is a very
complex domain because tumours are usually attributed manifold. These attributes allow
for very detailed descriptions of tumours, but only a subset of all possible attribute value
combinations is valid. Invalid combinations in data that are reported from several data
sources frequently occur. In our approach we use ontologies [Gru93] to represent the valid
combinations of attribute values.

We propose a (semi-)automatic process of learning based on already manually classified,
so called labeled data. Thus, in our scenario we extract valid attribute value combinations
from classified tumour data and represent them in an ontology. For the maintenance of
such an ontology we define operators that formalize restructuring of an ontology to reflect
changes in the discourse world.
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2 Ontology Based Data Validation and Cleaning

This section describes the key idea of our approach using ontologies for data validation and
cleaning purposes. In detail we describe the restructuring of these ontologies informally
first. In section 2.2 formal definitions for the identified operators Union, Split, Group, and
Ungroup for maintaining ontology structures are given.

2.1 Basic idea

The key idea of our approach is to first represent dimensions of attributes, i. e. all possible
attribute values in an ontology and to retain structural information, specifically hierarchical
relations between values pertaining to the domain of an attribute. Second, valid attribute
value combinations are learned from a data source, e.g. a data warehouse, which is as-
sumed to contain valid attribute value combinations only. Valid and invalid attribute value
combinations are expressed using according

”
valid“ and

”
invalid“ properties set between

instances pertaining to different attributes in the ontology. Additionally, the number of
occurrences of an attribute value combination is recorded. New valid and invalid combi-
nations are learned if a user manually classifies an attribute value combination as valid or
invalid which hitherto was not modeled in the ontology.

Figure 1 shows a part of an ontology learned from a cancer registry which represents at-
tribute value combinations used for validating tumour classifications. The instances C02,
C02.1, C02.2, and C02.3 describe malignant neoplasms on the tongue and the C02.x con-
cepts are more general than C02. The hierarchical structure is denoted with directed edges
in figure 1. The same holds for the hierarchy of dignity values 1 and for 1a to 1e. As
depicted in the upper part of figure 1 (1a, C02.3) and (1a, C02.2) are valid combinations
and occurred already 12 respectively 15 times.

Figure 1: Union and Split operation
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Figure 2: Group and Ungroup operation

2.2 Restructuring operations

We now present a formalization of our ontology structures and operations limited to two
trees. An expansion to larger structures is possible, but cannot be described here due to
space limitations.

Let T1 = (V1, E1,M1) and T2 = (V2, E2,M2) be trees with

• V1 = {v11 , .., v1n , r1}, V2 = {v21 , .., v2m , r2} sets of vertices with root vertices
r1, r2 and

• E1, E2 sets of edges between vertices and

• M1 and M2 sets of metavertices with M1 ⊂ V1, M2 ⊂ V2.

L1 = {v2s | |v2s − r2| = k} ⊂ V2 and L2 = {v2i | |v2i − v2s | = 1 ∧ |v2i − r2| > k}
define layer of vertices.

Let CS = {v, i, vi, ii} be a set of connection types with v = valid, i = invalid, vi = valid
and inheriting, and ii = invalid and inheriting.

A connection can then be defined as c = (x, y, ct) with x ∈ V1, y ∈ V2, ct ∈ CS

Definition 1 (Union). Let C be a set of connections (x, v2i
, vt), x ∈ V1, vt ∈ {v, i} ⊂

CS, for all v2i ∈ L2.

Then the union operation inserts a connection c = (x, v2s
, v) with v either as a valid

inheriting or invalid inheriting connection to the vertex v2s
from L1 and all connections

c ∈ C can be deleted.
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Definition 2 (Split). Let c = (x, v2s , v) be a valid or invalid inheriting connection from
x ∈ V1 to v2s .

If a new vertex v is being inserted on L2 or a connection type between x and v ∈ L2

changes, then the inheriting connection c has to be deleted and connections ci = (x, v2i , vt)
have to be reintroduced for all v2i ∈ L2\v and (x, v2s , v) changes its connection type to
v.

Definition 3 (Group). Let C be a set of connections (x, v2i , vt), x ∈ V1, v2i ∈ L2 and
vt ∈ {v, i} ⊂ CS.

If |C| is larger than a predefined treshold δ, a metavertex vMeta
2 can be introduced on

layer L1 = L1 ∪ vMeta
2 to which an inheriting connection c = (x, vMeta

2 , v) with v = vi
iff vt = v, v = ii else can be defined from x and all connections c ∈ C can be deleted.

Definition 4 (Ungroup). Let vMeta
2 be a metavertex with c1 = (x, vMeta

2 , v) and edges
(vMeta

2 , v2s), .., v
Meta
2 , v2u).

When the connection type changes between x and v2s , then vMeta
2 and C1 can be deleted

and the connections c2 = (x, v2t , vt) and c3 = (x, v2u , vt) have to be reintroduced.

2.3 Example

Assume the situation in the top part of figure 1: v2i = {C02.2, C02.3} , x = 1a, vt = v.
When (C02.1, 1a, v) is learned as a valid combination, the preconditions of definition
1 are fulfilled. All specializations of C02 become valid combinations with 1a and this
statement can be generalised using the union operation. Now a connection (C02, 1a, vi)
can be created. All other connections (C02.x, 1a, v) can be removed. As shown in the
middle of figure 1, the connections storing the occurences are not being removed.

If C02.1 becomes invalid again, the split operator can be applied as depicted in the lower
part of figure 1. It deletes (C02, 1b, vi) and reintroduces the connections (C02.1, 1a, i),
(C02.2, 1a, v), and (C02.3, 1a, v). (C02, 1b, vi) changes its connection type to v.

The group and ungroup operations were applied in the situation shown in Figure 2.

3 Related work

Jannink and Wiederholt [JW99] built an ontology with data from different sources. Due to
problems in maintaining knowledge combined from autonomous sources, they introduced
an algebraic framework. Contexts can be defined with the framework, which are objects
that encapsulate source data and define semantics. A rule language had been introduced,
which was used to create the ontology. Maintaining the ontology here is focused on the
semantic refinement of contexts when the underlying sources change. Their work did not
focus on maintaining the ontology structure.

The field of Ontology Learning to which our approach is related is described in detail by
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Maedche and Staab in the Handbook of Ontology Learning [SS04]. Architectures and
process models for ontology management, resource processing, and extraction algorithms
are described. The approaches considered in their summary and the overview given in
[DF01] identify ontology maintenance as an ontology engineering task. However, to our
knowledge only little work has been done on automated ontology maintenance.

4 Summary and Conclusion

We use ontologies for data validation and cleaning purposes. For maintaining ontology
structures we defined different types of connections between instances of concepts in the
ontology. Tuple combinations can be classified and labeled as valid or invalid. Further-
more, we can store how often a tuple combination has been detected in plausibility checks
or data cleaning tasks. The dotted lines in figure 1 show these connections.

Further research will be dedicated to association rule mining [LHM98, HGN00] based on
our ontology. Frequencies of manually corrected attribute value combinations could be
analyzed in rule mining. These rules might be used for automated data cleaning.
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