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Abstract
An important open question in the area of vertex sparsification is whether (1 + ε)-approximate
cut-preserving vertex sparsifiers with size close to the number of terminals exist. The work [7] (SODA
2021) introduced a relaxation called connectivity-c mimicking networks, which asks to construct a
vertex sparsifier which preserves connectivity among k terminals exactly up to the value of c, and
showed applications to dynamic connectivity data structures and survivable network design. We
show that connectivity-c mimicking networks with Õ(kc3) edges exist and can be constructed in
polynomial time in n and c, improving over the results of [7] for any c ≥ log n, whose runtimes
depended exponentially on c.
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1 Introduction

Sparsification is the fundamental concept of reducing the size of a large graph G while still
maintaining essential properties of the graph. Important examples include spanners [11],
which approximately preserve distances up to a multiplicative factor, or cut and spectral
sparsifiers [6,40], which preserve the cuts and Laplacian spectrum of the graph up to a (1 + ε)
factor. These edge sparsifiers allow one to reduce problems on dense graphs to sparse graphs
at the cost of an approximation factor resulting from the sparsification. On the other hand,
several methods such as elimination-based Laplacian solvers [27], require vertex sparsification,
that is, reducing the number of vertices in the graph.

In this work, the notion of vertex sparsification that we consider is cut sparsification,
introduced by [17, 29, 34]. In this problem, we are given a graph G and a set of terminals
T ⊆ V (G). Our goal is to construct a smaller graph G′ that approximates the value of all
cuts in G between terminals up to a multiplicative factor q, called the quality of the sparsifier.
Precisely, we wish to construct a graph G′ also containing the terminals T among its vertices,
such that for any subset S ⊆ T , the minimum cut in G (respectively G′) between S and its
complement T \S differ by at most the multiplicative approximation q.

Desirable properties of an algorithm for producing vertex sparsifiers include achieving
quality q close to 1, while still maintaining that the graph G′ constructed has few vertices,
hopefully nearly linear in the number of terminals, which we denote as k = |T |. Additionally,
for applications we also want for the runtime of the vertex sparsification algorithm to be
polynomial or even linear in the size of the original graph G. Previous results achieve various
subsets of these properties. In the setting where the sparsifier G′ has vertex set exactly T ,
and upper bound quality q = O(log k/ log log k) was achieved [8,15,29,34], and a polynomial
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runtime was achieved by [32]. In the setting where the quality q = 1, upper bounds of
22k [17,22] and lower bounds of 2Ω(k) [26] were achieved. Additionally, [25] achieved a bound
of size O(Z3) for quality q = 1 in polynomial time for graphs with integer capacities, where
Z is the total degree of all terminals. Despite this, it is still not known whether quality
q = 1 + ε sparsifiers with Õ(poly(k/ε)) vertices exist except in special cases [1, 2].

In this paper we provide a vertex sparsification algorithm for c-edge connectivity, a
thresholded version of cut sparsification, which maintains all cuts of size at most c exactly,
has size linear in the number of terminals and polynomial in c, and runs in polynomial
time for all c (Theorem 1). This notion, which we call a connectivity-c mimicking network,
was introduced in [7] to study dynamic connectivity problems and parametrized complexity,
and has resulted in the first fully dynamic online algorithm for c-connectivities with almost
constant update time for constant c [19]. Precisely, we say that graph G′ is a connectivity-c
mimicking network for G with terminals T if all cuts between terminals in G with at most c
edges are maintained exactly in G′.

The previous algorithm of [7] which builds a connectivity-c mimicking network with
O(kc4) edges does not run in polynomial time because it uses the idea of a well-linked
decomposition from [13], which requires an exact solution to a restricted version of the
sparsest cut problem. As a result, the algorithm’s runtime depended exponentially on c.

Our main contribution is to open up the matroid-based cut covering lemmas of [25], and
combine these with a much weaker notion of a well-linked decomposition. Precisely, we
avoid doing a full well-linked decomposition, and instead just partition the graph G into
pieces whose “expansion” with respect to terminals is not too small, similar to an expander
decomposition. Our key lemma (Lemma 16), which applies matroid theory and representative
sets following [25], directly gives a bound on the size of a connectivity-c mimicking network
for these expander-like pieces in terms of the expansion. We then combine the connectivity-c
mimicking networks on the pieces to get a connectivity-c mimicking network for the original
graph. In this way, we can afford to use approximate sparsest cut algorithms (Theorem 14 [4]),
which run in polynomial time. Unfortunately, we do not achieve a O(mpoly(c)) runtime due
to requiring expensive linear algebra to find independent sets in matroids. However, we are
optimistic that a O(mpoly(c)) runtime is achievable and that it has further applications to
improved data structures for connectivity and flows, which we detail in Section 1.3.

1.1 Our Results
Our main result is that given a graph G with k terminals T , we can build a connectivity-c
mimicking network with Õ(kc3) edges in polynomial time.

▶ Theorem 1. Given any edge-capacitated graph G with n vertices along with a set T
of k terminals, there is an algorithm that with high probability constructs a connectivity-c
mimicking network H of G with O(kc3 log3/2 n log logn) edges in time nO(1).

There is a natural greedy algorithm for finding a connectivity-c mimicking network H, which
checks each edge e ∈ E(G) and decides whether contracting it maintains a connectivity-c
mimicking network. However, the authors do not know how to check whether an edge e can
be contracted in polynomial time, and conjecture that there is some reduction to popular
hardness assumptions.

Without needing a polynomial time algorithm, we can slightly improve the size. We
remark that the mimicking networks we construct are all minors of G, hence Theorem 1.1
in [7] and the comment afterwards show that these mimicking networks can be constructed
in O(m(c logn)O(c)) time, which is super-polynomial for c ≥ logn.
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▶ Theorem 2. Given any edge-capacitated graph G with n vertices along with a set T of k
terminals, there is a connectivity-c mimicking network H of G with O(kc3) edges.

These results improve over Theorem 1.1 in [7] for any c ≥ logn, as the runtime there depended
on cO(c), which is super-polynomial for c ≥ logn. This gives an improvement for the runtime
for survivable network design on low treewidth graphs, following Theorem 6.3 of [7], and
we refer the readers to Section 6.2 of [7] for details. Formally, the Subset c-EC asks given a
graph G = (V,E) with costs on edges, and a terminal set, to find the cheapest subgraph H

in which every pair of terminals is c-edge-connected.

▶ Corollary 3. There is an algorithm that exactly solves Subset c-EC on an input graph G
with n vertices in time n exp

(
O(c3tw(G) log(tw(G)c)

)
, where tw(G) denotes the treewidth

of G.

1.2 Related work

Our result brings together ideas from several areas, including work on cut sparsification and
mimicking networks, matroid theory and polynomial kernelization, and sparsest cut and
expander decompositions.

Cut sparsification and mimicking networks

Without additional vertices, the best known upper and lower bounds are O(log k/ log log k)
[8, 32] and Ω(

√
log k/ log log k) [32]. [13] provides an algorithm constructing O(1)-quality

sparsifier with O(Z3) edges in time poly(n) ·2Z , and [25] showed a polynomial time algorithm
for a quality-1 sparsifier with O(Z3) edges using matroid theory. It is open in general whether
(1 + ε)-quality cut sparsifiers with at most Õ(poly(k/ε)) edges exist. Since this result was
initially released, [18] has extended the result to work in hypergraphs.

Other papers have studied mimicking networks, i.e. quality-1 cut sparsifiers, with size
depending only on the number of terminals k. Here, upper bounds of 22k [17, 23] and lower
bounds of 2Ω(k) [22] are known. On planar graphs, an upper bound of O(k222k) [26] and
lower bound of 2Ω(k) [20] are known, with improved bounds when all terminals lie on the
same face [16]. Additionally, [9] provides a O(k · 22tw(G)) upper bound in bounded treewidth
graphs, as well as several sharper results when the number of terminals is small.

Sparsest cut and expansion

The conductance of a graph is a fundamental quantity that has been extensively studied.
Cheeger’s inequality [10] relates the conductance to the spectrum of the graph, and since
then there has been significant interest in efficiently approximating the conductance and
the related sparsest cut problem. A O(logn) approximation was given by [30], and later
approximation ratios of O(

√
logn) for the uniform case [5] and O(

√
logn log logn) for the

nonuniform case [4]. Additionally, there was later work towards making these algorithms
more efficient [3, 39].

Related to the sparsest cut problem is the concept of expander decomposition, that is,
how to partition a graph so that all pieces are expanders? There has been significant work
towards achieving linear time algorithms for expander decompositions [14,35,36,38,40,42],
with many works based on the cut-matching game [24]. Both the cut-matching game [37]
and expander decompositions [7, 12,21,28] have seen significant use in graph algorithms.

ITCS 2023
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Polynomial kernelization and parametrization

The concept of kernelization in parameterized algorithms is, given a parameter k for a
problem, to efficiently reduce the problem size to a function of k, while preserving necessary
quantities. For example, if k is the number of terminals in a graph G, one can ask whether the
size of G can be reduced to size polynomial in k to maintain all terminals cuts exactly. [25],
using tools from matroid theory and representative sets [31,33], shows polynomial kernels for
several problems. Recently, [41] has built an improved size for kernelization of multiway-cut
using a combination of graph partitioning and representative sets, somewhat similar to the
algorithm of this work.

1.3 Future directions

There are several promising directions to pursue.

Improved algorithm runtime

Further improving the algorithm to construct connectivity-c mimicking networks of size
Õ(kc3) in Õ(m · poly(c)) time would result in several potential applications. In particular,
it may be possible to use such an algorithm to develop algorithms for fully dynamic online
c-connectivity following work of [19] that have update time Õ(poly(c)) per iteration. On
the other hand, the per query time of [19] depends exponentially on c (at least (c logn)c).
Additionally, there may be further extensions towards fully dynamic (1 + ε)-approximate
maxflow algorithms in unweighted graphs.

One potential route to achieve a nearly linear construction runtime Õ(m · poly(c)) is to
reinterpret the concepts of representative sets on the direct sum matroids constructed in the
proof of Lemma 16 combinatorially, in terms of matching, flows, and cuts. In this way, it
may be possible to construct the representative set by running a maximum flow routine on
the correct graph, instead of doing linear algebra over matroid representations.

Optimal c dependence in sparsifier size

It would be interesting to get an optimal dependence on c in the size of the connectivity-c
mimicking network. The best lower bound we can show is 2kc for minors. There seem to be
two main places where we lose a factor of c. We lose one factor by reducing to the case where
all terminals have degree one. In this case, we are able to show a lower bound of Ω(|T |c),
while we only show a bound of O(|T |c2) in Section 3. This seems to come from Lemma 16
being loose by a factor of c.

Application towards (1 + ε)-quality cut sparsification

It would be exciting to apply the ideas of this work towards constructing (1 + ε)-quality cut
sparsifiers with at most Õ(k/poly(ε)) edges. A natural approach would be to pick a slightly
super-constant c = C logn/ε2, find a set of edges F which covers all cuts of size at most c
between terminals, and apply a uniform sampling procedure [1, 6] to the remaining edges.
Naïvely, this approach seems to not work due to the existence of several potential minimum
cuts between a fixed terminal partition.
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2 Preliminaries

2.1 Terminals and connectivity
Throughout, we assume that we work with unweighted multigraphs. We may assume
this by replacing an edge with weight w with w copies of edges with weight 1. We work
with multigraphs because our algorithms involve edge contractions, which naturally creates
multigraphs. Given a graph G and disjoint sets A,B ⊆ V (G) define the minimum cut
between A,B in G as

mincutG(A,B) def= min {|EG(S, V (G)\S)| : A ⊆ S,B ⊆ V (G)\S} .

Given this, we can formally define connectivity-c mimicking networks.

▶ Definition 4 ((T , c)-equivalence). Given graphs G,H, both containing terminals T , we say
that G,H are (T , c)-equivalent if for all S ⊆ T we have that

min (mincutG(S, T \S), c) = min (mincutH(S, T \S), c) .

If G and H are (T , c)-equivalent, we can say that H is a connectivity-c mimicking network
for G.

We would like to note that contracting edges cannot decrease any minimum cuts between
subsets A,B ⊆ V (G).

We will construct connectivity-c mimicking networks for graphs G by finding a subset
F ⊆ E(G) that covers all cuts of size at most c in G between terminals.

▶ Definition 5 (Cut covering). Let G be a graph with terminals T . We say that a set of
edges F ⊆ E(G) covers all c-cuts if for all subsets S ⊆ T with mincutG(S, T \S) ≤ c, there
exists a subset of edges FS ⊆ F such that FS is a cut with mincutG(S, T \S) edges between
S and T \S in G.

It is clear that if F covers all c-cuts, then contracting G onto F gives a connectivity-c
mimicking network.

We may reduce to the situation where all terminals have degree 1 by increasing the
number of terminals by a factor of c. Given a graph G with terminals T , we construct a new
graph Gnew with terminals T new as follows. To construct Gnew, for each vertex t ∈ T add c

new vertices to G and connect them to t, and let T new be the set of |T |c new vertices added.
We can see that if a set of edges covers all c-cuts in Gnew for terminals T new, then it also
does so for G with terminals T .

Given this reduction, we can show that if we partition the vertex set of G and add
terminals corresponding to the boundary edges of the partition, then it suffices to compute
a set of edges covering all c-cuts on the partition pieces. Here, for a subset X ⊆ V , we
define the boundary edges ∂(X) def= EG(X,V (G)\X), and V [∂(X)] to denote turning each
boundary edge in ∂(X) into a vertex of degree 1, with the other endpoint lying in X. Here
⊔ throughout denotes disjoint union.

▶ Lemma 6 (Partition of G). Let G = (V,E) be a graph with terminals T , all of degree 1,
and let X = V \T . Let X = X1 ⊔X2 ⊔ · · · ⊔Xp be a partition of X. For 1 ≤ i ≤ p define
graph Gi to have vertex set Vi

def= Xi ∪ V [∂(Xi)], terminals Ti
def= V [∂(Xi)], and edge set

Ei
def= E(Xi) ∪ ∂(Xi). Let Fi cover all c-cuts in Gi. Then

⋃
i Fi covers all c-cuts in G.

ITCS 2023
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Proof. For a subset T ⊆ T , consider a minimum cut (S, V \S) which separates T and T \T
in G and is minimal. Say that this cut induces the terminal cut (Ti, Ti\Ti) on Xi. Note
that this cut on Xi clearly has at most c edges, so Fi covers this terminal cut. Because all
terminals in all the Xi (and X) correspond to boundary edges, we can combine the induced
cuts on each Xi to get a cut on X, as desired. ◀

2.2 Matroids and representative sets
Our algorithm requires several concepts from matroid theory and representative sets [25].
We denote matroids M = (S, I), where the ground set is S with independent sets I.

This work only considers representable matroids.

▶ Definition 7 (Representable matroid). We say that a matroid M = (S, I) is representable
if there is a field F and vectors v1, v2, . . . , v|S| ∈ F|S| such that a set X ∈ I if and only if the
vectors (vx)x∈X are independent over F.

The rank of a matroid is the maximum size of any independent set. Given matroids
M1 = (S1, I1),M2 = (S2, I2), the direct sum M =M1 ⊕M2 is defined to have ground set
S1 ⊔S2 and independent sets X1 ⊔X2 for X1 ∈ I1, X2 ∈ I2. The direct sum of representable
matroids is representable.

Transversal matroids and gammoids are examples of representable matroids.

▶ Definition 8 (Transversal matroid). Given a bipartite graph G = (A,B), a transversal
matroid M = (B, I) is defined so that a set X ⊆ B is independent if and only if there is a
matching in G that covers X.

Gammoids are the dual of transversal matroids.

▶ Definition 9 (Gammoids). For a directed graph G = (V,E) and vertex subset T ⊆ V , a
gammoid M = (V, I) is defined so that a set X ⊆ V is independent if and only if there are
|X| vertex disjoint paths from T to X.

Combining Proposition 3.6 and 3.11 of [33] shows that a representation of a gammoid can be
constructed in randomized polynomial time with failure probability exponentially small in n.

▶ Theorem 10 ([33]). For a directed graph G = (V,E) with n vertices and vertex subset
T ⊆ V , the gammoid defined in Definition 9 is a matroid, and a representation can be found
in polynomial time with probability at least 1− 2−n.

We can view undirected graphs as directed graphs by turning each undirected edge into two
directed edges in opposite directions.

We require a specific version of a fundamental lemma about finding small representative
sets due to Lovász [31] and Marx [33].

▶ Definition 11 (Representative sets). Given a representable matroid M = (S, I) and a
collection J of subsets of S, we say that J ∗ ⊆ J is a representative for J if the following
holds: for every set Y ⊆ S, if there is a set X ∈ J disjoint from Y such that X ∪ Y ∈ I,
then there is a set X∗ ∈ J ∗ disjoint from Y such that X∗ ∪ Y ∈ I.

▶ Lemma 12 ([31, 33]). Let Mi = (Si, Ii) be representable matroids over a field F for
1 ≤ i ≤ p, and let M =M1 ⊕M2 ⊕ · · · ⊕Mp be their direct sum. Define

S1 × S2 × · · · × Sp = {{x1, x2, . . . , xp} : xi ∈ Si} ,
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that is, the collection of subsets of S that have exactly one element from each Si. Then every
subset J ⊆ (S1 × S2 × · · · × Sp) has a representative set J ∗ of size at most

∏p
i=1 rank(Mi),

and J ∗ is computable in time |J |O(1).

For completeness, we provide a proof in Appendix A.1.

2.3 Sparsest cut and conductance
We will require polynomial time algorithms for the nonuniform sparsest cut problem. The
best known approximation ratio is O(

√
logn log logn).

▶ Definition 13 (Nonuniform sparsest cut). Given graphs G,H on the same vertex set V ,
define the sparsest cut of G with respect to H as

sc(G,H) def= min
S⊆V

|EG(S, V \S)|
|EH(S, V \S)| .

We will let scn denote the approximation ratio of the best known polynomial time approxima-
tion algorithm for nonuniform sparsest cut. Given the result below, scn = O(

√
logn log logn).

▶ Theorem 14 (Sparsest cut approximation ([4] Theorem 1.2)). Given graphs G,H on the
same vertex set V , there is a polynomial time algorithm which produces a set S satisfying

|EG(S, V \S)|
|EH(S, V \S)| ≤ O(

√
logn log logn)sc(G,H).

The sparsest cut problem (up to constants) captures concepts such as expansion and
conductance. A useful notion we will use is expansion among terminals in a graph G.

▶ Definition 15 (Terminal expansion). Given a graph G with terminals T , we say that G is
a ϕ-terminal expander if

|EG(S, V \S)|
min(|S ∩ T |, |(V \S) ∩ T |) ≥ ϕ for all S ⊆ V.

Indeed, if we take H = KT , i.e. the complete graph over terminals T (with additional
isolated vertices added so that V (H) = V (G)) the terminal expansion is within a factor of 2
of |T |sc(G,H).

3 Polynomial Time Vertex Sparsification

In this section we will show Theorems 1 and 2. We first give a high-level overview of the
proof, and then describe the details.

3.1 Overview of proof
Let us recall the proof of [7], which used the ideas of well-linkedness [13] and results of [25].
For a graph G = (V,E) with terminals T , [7] computed a well-linked partition of the graph,
i.e. partitioned the set X = V \T into X = X1 ⊔X2 ⊔ · · · ⊔Xp so that each Xi either had at
most O(c) boundary edges (corresponding to terminals), or were connectivity-c well-linked.
Here, connectivity-c well-linked (which we refer to as simply “well-linked” going forwards)
was defined to mean that every cut in Xi separating terminals had at least as many edges as
the number of terminals of the smaller side. This guarantees that if Xi is further partitioned

ITCS 2023
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along a cut that isn’t well-linked, the number of terminals on both sides decreases. To
finish, [7] showed that every well-linked set can be contracted to a single vertex, and for the
remaining pieces Xi with at most O(c) boundary edges, directly cited the result of [25] to
construct a connectivity-c mimicking network of size O(c3) on each piece.

This approach does not lead to an algorithm which runs in time polynomial in c, as
deciding whether a partition piece Xi is well-linked is an instance of nonuniform sparsest cut
(Definition 13). Therefore, even if there is ever a piece Xi that is not well-linked, finding
a cut which certifies that Xi isn’t well-linked (and thus makes progress) may require time
exponential in c. However, if we use Theorem 14 to find an approximate sparse cut to
partition and recurse along, the number of edges in the cut may be larger than the number of
terminals on the smaller side, and thus after partitioning, the number of terminals increases
in the recursive subproblem, preventing progress.

To get around this issue, our key observation is that we can open up the matroid and
representative set tools from [25] to prove in Lemma 16 a significantly improved bound on
the size of a connectivity-c mimicking network for any graph that is a ϕ-terminal expander,
i.e. the small side of any terminal cut of size at most c has at most cϕ−1 edges. In this way,
if we choose ϕ = 1

C log2 n
for a sufficiently large constant C, we can certify that partition

piece Xi is a ϕ-terminal expander or find a cut to make significant recursive progress.

3.2 Proof of Theorems 1 and 2
We show our key lemma that if we have a bound on number of terminals in the smaller
side of every cut with at most c edges, then we immediately get a bound on the size of a
connectivity-c mimicking network.

▶ Lemma 16. Let G = (V,E) be a graph with k terminals T , each with degree 1. Let
d ≥ c be a parameter such that for every subset S ⊆ V with |EG(S, V \S)| ≤ c, we have
min(|S ∩ T |, |(V \S) ∩ T |) ≤ d. Then there is a set F of at most O(kcd) edges which covers
all c-cuts in G with terminals T which is computable in nO(1) time.

To show this, we first reduce to the setting of vertex cuts by turning each edge in G into
a vertex, as gammoids are defined in terms of vertex cuts. Call the new graph Gsplit. In
the setting of vertex cuts, we say that a vertex v is essential if there exists a partition of
the terminals T = A ⊔B such that v is in all minimum vertex cuts between A,B in G. If
there is some nonessential vertex v, then the edge corresponding to v in the original graph G
may be contracted without affecting any minimum cuts. We formalize these definitions and
observations in the following claims.

▶ Definition 17 (Vertex cuts). Given a directed graph G and disjoint sets A,B ⊆ V , the size
of the minimum vertex cut between A and B is the smallest size of a set C ⊆ V such that
there are no paths between A and B in G\C. In particular, C may intersect A ∪B.

By Menger’s Theorem, the minimum vertex cut between A and B is the maximum number
of vertex disjoint flow paths between A and B in G.

▶ Definition 18 (Essential vertices). Given a directed graph G, terminals T , and a connectivity
parameter c, we say that a vertex v is essential if there exists a partition T = A ⊔B such
that the minimum vertex cut between A and B has size at most c and v is involved in all
minimum vertex cuts between A and B in G.
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▶ Lemma 19. Consider a directed graph G, terminals T , connectivity parameter c, partition
T = A ⊔B, and a vertex v ∈ V . Let v′ be a sink-only copy of v, i.e., v′ has in-edges from
all in-neighbors of v, and let v′′ be a source-only copy of v, i.e., v′′ has out-edges edges to all
out-neighbors of v. If v is essential to the cut (A,B), then there exists a minimum vertex cut
C ⊆ V with at most c vertices and v ∈ C such that there are |C|+ 1 vertex disjoint paths
from A to C ∪ v′ and |C|+ 1 vertex disjoint paths from C ∪ v′′ to B.

Proof. Assume for contradiction that there are less than |C|+ 1 vertex disjoint paths from
A to C ∪ v′. Then there is a minimal set C ′ with |C ′| = |C| such that A is separated from
C ∪ v′ in V (G)\C ′. If v′ ∈ C ′, then clearly C ′\v′ separates A from C, contradicting that the
minimum cut between A and C is size |C|. So we may assume that v′ /∈ C ′. If v /∈ C ′, C ′

separates A from C and v /∈ C ′, so v is not essential. So we may assume that v′ /∈ C ′ and
v ∈ C ′.

We claim that there is a path from A to v in G\(C ′\v). Indeed, (C ′\v) cannot separate
A from C as there are |C| vertex disjoint paths from A to C, but C ′ does separate A from
C. Hence, there must be a path from A to v in G\(C ′\v). As v′ is a sink-only copy of v,
there must be a path from A to v′ in G\C ′, as desired. The symmetric argument applies to
B and C ∪ v′′. ◀

To bound the number of essential vertices, we apply Lemma 12 to carefully constructed
matroidsM1,M2,M3. This suffices, as we can pick any single nonessential vertex to contract
in the original graph, and then repeat the argument on the contracted graph with one fewer
edge.

Proof of Lemma 16. We first explain a reduction to vertex cuts.

Reduction to vertex cuts. To do this, turn each edge in G into a vertex by putting a
vertex in the middle of the edge. We call these split vertices. For each non-terminal vertex
v ∈ V (G), replace it with a complete graph with 2c vertices, and connect each of these 2c
vertices to the corresponding split vertices of the neighboring edges. Call this new graph
Gsplit. We leave the terminals untouched. Now, for a terminal partition T = A ⊔ B, note
that a vertex cut of size at most c between A and B in Gsplit will not involve any vertices
in the complete graphs of size 2c, as there is no reason to contain one of these vertices and
not the rest. In particular, it is impossible to remove a proper subset of a clique of size
2c and disconnect any pair of neighbors, because all vertices in the clique have the same
neighborhood. Additionally, vertex cuts that involve terminal vertices in Gsplit correspond
to picking the edges adjacent to terminals in G, as each terminal in T has degree 1. In this
way, there is a bijection between edge cuts with at most c edges between terminals in G and
vertex cuts with at most c vertices between terminals in Gsplit.

Additionally, note that if some split vertex v is nonessential in Gsplit for terminals T and
connectivity c, then we may contract its corresponding edge in G and maintain all terminal
cuts with size at most c in G. In this way, it suffices to upper bound the number of essential
vertices in Gsplit. We do this by using representative sets.

Building the direct sum matroid. As in Lemma 19, create a graph G′
split which is a copy

of G with additional sink-only copies v′ for each non-terminal vertex v ∈ V (Gsplit), and
G′′

split with source-only copies v′′. Define matroids M1 = (V,
(

V
≤c

)
) with ground set V , and

independent sets are all sets of size at most c. Define M2 to be the gammoid with vertex
subset T on G′

split, and let M3 be the gammoid with vertex subset T on G′′
split, except

restrict all independent sets down to size c+ d. Define M =M1 ⊕M2 ⊕M3. As M1 is
trivially representable, and M2,M3 are representable by Theorem 10, we have that M is
representable.
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Bounding essential vertices via representative sets. In the setting of Lemma 12, define
J = {(v, v′, v′′) : v ∈ V }, where v′ and v′′ are the sink-only and source-only copies of v. Let
J ∗ be a representative set for J . We show that any essential vertex v must correspond
to a set in J ∗. Indeed, consider an essential vertex v involved in a minimum vertex cut C
between A and B, where T = A⊔B. We may assume that |B| ≤ d by the problem condition.
Consider the independent set Y = (C\v,A∪C,B ∪C) inM, where A∪C is independent in
M2 because there are |C| vertex disjoint flow paths from B to C by the maxflow-mincut
theorem, and similarly for B ∪C inM3, as |B ∪C| ≤ c+ d. By Lemma 19, we have that for
X = (v, v′, v′′) that X ⊔ Y is independent. Thus, there exists a set X∗ = (u, u′, u′′) ∈ J ∗

such that X∗ ⊔ Y is independent. Note that if A ∪ C ∪ u′ is independent, there must be
|C|+ 1 paths from B to C ∪u′, hence u must be on the same side of the cut as B in Gsplit\C.
If B ∪ C ∪ u′′ is independent, then u must be on the same side as A, hence u ∈ C. But u
must also be disjoint from C\v, hence u = v. So all essential vertices v must correspond to
triples in J ∗.

Size and runtime bound. As |J ∗| ≤ rank(M1)rank(M2)rank(M3) ≤ ck(c+ d) ≤ O(kcd),
there are at most O(kcd) essential vertices v. At the end, all uncontracted split edges
of the original graph G cover all c-cuts by construction. The runtime is polynomial as
all representations of M1,M2,M3,M can be computed in polynomial time, and J ∗ is
computable in polynomial time by Lemma 12. ◀

We can now prove Theorem 2, using Algorithm 1. The algorithm maintains a partition
X = X1 ⊔ · · · ⊔ Xp, and refines the partition until a stopping condition. For every piece
Xi = (Vi, Ei), we define its vertex, edge, and terminal set Ti as in Lemma 6. Precisely, its
terminal set consists of the boundary edges in ∂(Xi) and the edges are those in E(Xi) plus
boundary edges.

Algorithm 1 Given a graph G = (V, E) with all k terminals T with degree 1, returns a
set F of O(kc2) edges which covers all c-cuts in G with terminals T .

1 procedure Existence(G, T )
2 Initialize X ← V \T , and maintain a partition X = X1 ⊔ · · · ⊔Xp′ at all times. ▷

Notationally, let Xi have vertex set Vi, edges Ei, and terminals Ti.
3 while There is i ∈ [p′] and S ⊆ Vi such that |EXi(S, Vi\S)| ≤ c and

min(|S ∩ Ti|, |(Vi\S) ∩ Ti|) ≥ 3c do
4 Replace Xi in the partition with Xi ∩ S and Xi ∩ (Vi\S).
5 For 1 ≤ i ≤ p apply Lemma 16 to find a set Fi of edges which covers all c-cuts in

Xi with terminals Ti.
6 return F

def=
⋃p

i=1 Fi.

Proof of Theorem 2. Given a graph G with all k terminals T with degree 1, we show that
Algorithm 1 returns a set F of O(kc2) edges which covers all c-cuts in G with terminals
T , which we can contract onto to get a connectivity-c mimicking network. This shows
Theorem 2, as recall that in Section 2 we showed that we can reduce to the case where all
terminals have degree 1 by increasing the number of terminals by a factor of c.

The correctness of the algorithm follows from Lemma 6, specifically that it suffices to
compute a partition of X and then take a union of the edges Fi which cover all c-cuts on
each Xi. It remains to bound the size of F .
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We first bound the number of pieces p by setting up a potential function over the partition
ψ(X1, X2, . . . , Xp′) def=

∑p′

i=1(|Ti|− 3c). Note that at the beginning ψ(X) = k− 3c. Note that
when Xi is split into A = Xi∩S and B = Xi∩(Vi\S), A now has |S∩Ti|+|EXi

(S, Vi\S)| ≥ 3c
terminals, and B has |(V \S) ∩ Ti|+ |EXi(S, Vi\S)| ≥ 3c terminals by the cutting condition
in the while statement of Algorithm 1. Hence ψ ≥ 0 always. Additionally, note that when
Xi is split into A and B, ψ decreases by

(|Ti| − 3c)− (|S ∩ Ti|+ |EXi
(S, Vi\S)| − 3c)− (|(V \S) ∩ Ti|+ |EXi

(S, Vi\S)| − 3c)
= 3c− 2|EXi

(S, Vi\S)| ≥ c.

Hence there can at most ψ(X)/c splits, so p ≤ k/c. By this computation, each split increases
the number of terminals by at most 2c, hence at the end we have

∑p
i=1 |Ti| ≤ k + pc ≤ 3k.

To finish, note that by Lemma 16 for d = 3c we get that

|F | ≤
p∑

i=1
|Fi| ≤

p∑
i=1

O(|Ti|cd) = O(kc2)

as desired. ◀

We can change the cutting condition in the above proof and apply a sparsest cut
approximation algorithm to show Theorem 1.

Algorithm 2 Given a graph G = (V, E) with all k terminals T with degree 1, returns a
set F of O(kc2scn log n) edges which covers all c-cuts in G with terminals T in polynomial
time.

1 procedure PolyTimeNetwork(G, T )
2 Initialize X ← V \T , and maintain a partition X = X1 ⊔ · · · ⊔Xp′ at all times. ▷

Notationally, we let Xi has vertex set Vi, edges Ei, and terminals Ti.
3 ϕ← 1

10scn log n . ▷ Expansion parameter.
4 while There is i ∈ [p′] such that Xi is not a ϕ-terminal expander do
5 Compute S ⊆ Vi such that |EXi

(S,Vi\S)|
min(|S∩Ti|,|(Vi\S)∩Ti|) ≤ scnϕ using Theorem 14.

6 Replace Xi in the partition with Xi ∩ S and Xi ∩ (Vi\S).
7 For 1 ≤ i ≤ p apply Lemma 16 to find a set Fi of edges which covers all c-cuts in

Xi with terminals Ti.
8 return F

def=
⋃p

i=1 Fi.

Proof of Theorem 1. Given a graph G with all k terminals T with degree 1, we show that
Algorithm 2 returns a set F of O(kc2scn logn) edges which covers all c-cuts in G with
terminals T , which we can contract onto to get a connectivity-c mimicking network. This
shows Theorem 1, as recall that in Section 2 we showed that we can reduce to the case where
all terminals have degree 1 by increasing the number of terminals by a factor of c.

Correctness follows from Lemma 6 along with Theorem 14, specifically that there is a
polynomial time algorithm to compute the set S desired in line 5 of Algorithm 2 assuming
that Xi is not a ϕ-terminal expander. As both line 5 and line 7 run in polynomial time, the
whole algorithm runs in polynomial time.

We now bound the size of F , by first bounding
∑p

i=1 |Ti| = O(|T |). To show this, we use
a standard argument in bounding the number of edges cut in an expander decomposition.
Consider a piece X ′ with terminals T ′ in a partition of X, and consider how it gets partitioned
further. Imagine running the partitioning procedure in Algorithm 2 on X ′ until each piece

ITCS 2023



83:12 Vertex Sparsification for Edge Connectivity in Polynomial Time

has at most 2|T ′|/3 terminals. Let t1, t2, . . . , tj denote the number of terminals on the
smaller side in each step of the partition. Note that the number of terminals in the larger
piece decreases by at least 4ti/5 during step i, as 1

5 log n ti ≤ ti/5. Thus, we know that∑
i ti ≤ 5|T ′|/4. During the partition, the number of new terminals added is at most∑j
i=1 2ϕscnti ≤ 1

5 log n · 5|T
′|/4 = 1

4 log n |T
′| by the cutting condition. Therefore, at the

bottom level, the total number of terminals is at most
(

1 + 1
4 log n

)log3/2 n

|T | = O(|T |).
Because each Xi at the end is a ϕ-terminal expander, we may take d = ϕ−1c in Lemma 16,

so we get a final bound of

|F | ≤
p∑

i=1
O(|Ti|cd) = O(kc2ϕ−1) = O(kc2scn logn). ◀
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A Missing Proofs

A.1 Proof of Lemma 12
Proof. Let ri = rank(Mi), and let vi

x ∈ Fri for x ∈ Si be a representation for Mi over Fri .
Define the tensor product vector space K = Fr1 ⊗ Fr2 ⊗ · · · ⊗ Frp . For a set {x1, . . . , xp} =
X ∈ J , define w(X) = v1

x1
⊗v2

x2
⊗· · ·⊗vp

xp
∈ K. Now, let J ∗ be sets X that form a maximal

independent set of {w(X)}X∈J . Therefore, |J ∗| ≤ dim(K) =
∏p

i=1 ri =
∏p

i=1 rank(Mi).
It suffices to argue that J ∗ is a representative set for J , containing sets X1, X2, . . . , X|J ∗|.

Consider the tensor product exterior algebra∧
def=

∧
(Fr1)⊗

∧
(Fr2)⊗ · · · ⊗

∧
(Frp),

where the bilinear wedge product is defined component wise. Now, for an independent set
{Y1, . . . , Yp} = Y ∈ I, where each Yi ∈ Ii, define

w(Y ) def= (∧y∈Y1v
1
y)⊗ · · · ⊗ (∧y∈Yp

vp
y).

Given this, note that X⊔Y ∈ I if and only if w(X)∧w(Y ) ̸= 0. Because J ∗ forms a maximal
independent set, there are constants ci ∈ F such that w(X) =

∑|J ∗|
i=1 ciw(Xi). Therefore,

w(X) ∧ w(Y ) =
∑|J ∗|

i=1 ci(w(Xi) ∧ w(Y )), so there exists an i such that w(Xi) ∧ w(Y ) ̸= 0,
as desired.

To analyze the runtime, we may assume that |J | ≥
∏p

i=1 ri = dim(K), or we are done.
The only step is to perform linear algebra over K, which costs (dim(K) + |J |)O(1) = |J |O(1)

time, by the condition on |J |. ◀
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