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Abstract
Homomorphic encryption is a central object in modern cryptography, with far-reaching applications.
Constructions supporting homomorphic evaluation of arbitrary Boolean circuits have been known
for over a decade, based on standard lattice assumptions. However, these constructions are leveled,
meaning that they only support circuits up to some a-priori bounded depth. These leveled con-
structions can be bootstrapped into fully homomorphic ones, but this requires additional circular
security assumptions, which are construction-dependent, and where reductions to standard lattice
assumptions are no longer known. Alternative constructions are known based on indistinguishability
obfuscation, which has been recently constructed under standard assumptions. However, this
alternative requires subexponential hardness of the underlying primitives.

We prove a new bootstrapping theorem based on functional encryption, which is known based
on standard polynomial hardness assumptions. As a result we obtain the first fully homomorphic
encryption scheme that avoids both circular security assumptions and super-polynomial hardness
assumptions. The construction is secure against uniform adversaries, and can be made non-uniformly
secure assuming a generalization of the time-hierarchy theorem, which follows for example from
non-uniform ETH.

At the heart of the construction is a new proof technique based on cryptographic puzzles and
decomposable obfuscation. Unlike most cryptographic reductions, our security reduction does not
fully treat the adversary as a black box, but rather makes explicit use of its running time (or circuit
size).
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1 Introduction

Starting from the breakthrough work of Gentry [17], homomorphic encryption has changed
the face of cryptography, bringing about the era of encrypted computation, with an abundance
of new applications and new cryptographic tools. In the context of homomorphic encryption
for general Boolean circuits, an important distinction is between schemes that are fully
homomorphic and schemes that are only leveled homomorphic. Leveled homomorphic schemes
have an a-priori bound d on the depth of circuits for which homomorphic evaluation is
supported. In particular, the size of parameters in these schemes may scale with d. In
contrast, fully homomorphic schemes allow to evaluate circuits of arbitrary polynomial depth
with no a-priori bound.
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17:2 Bootstrapping Homomorphic Encryption via Functional Encryption

By now there are various, relatively simple, constructions of leveled homomorphic encryp-
tion schemes based on standard lattice assumptions (c.f. [11, 10, 19]). However, constructing
fully homomorphic encryption from similar assumptions remains a long standing open
problem. Nonetheless, Gentry [17] showed that by making an additional circular security
assumption the above schemes (and in fact any leveled scheme that can evaluate its own
decryption circuit) can be made full homomorphic. However, in this case we no longer
have a reduction to similar lattice assumptions. Furthermore, the corresponding assumption
is construction-dependent, in the sense that it assumes circular security of any specific
encryption scheme considered, rather than based on a clean problem that can be studied in
isolation.

An alternative construction of fully homomorphic encryption was shown by Canetti et
al. [13] based on indistinguishability obfuscation. Combining this with the recent breakthrough
of Jain, Lin, and Sahai [23, 24] who constructed indistinguishability obfuscation from
standard assumptions, leads to fully homomorphic encryption from standard assumptions.
The resulting construction, however, suffers from a caveat – it requires that the underlying
assumptions are all sub-exponentially secure.

The work of Agrikola et al. [1] showed that fully homomorphic encryption can be obtained
from polynomially-secure indistinguishability obfuscation and extremely lossy functions
(ELFs) [33]. However, the above mentioned constructions of indistinguishability obfuscation
are based on subexponential hardness assumptions, whereas ELFs are only known based on
exponential hardness assumptions. Other constructions of fully homomorphic encryption are
based on non-standard forms of obfuscation or functional encryption, which are not known
to be reducible to standard assumptions [2].

Overall, a construction of fully homomorphic encryption based on standard polynomial
assumptions has yet to be achieved.

1.1 Our Result
In this work we prove a new bootstrapping theorem based on functional encryption.

▶ Theorem 1 (Informal). Assuming (polynomially-secure) semi-compact public-key functional
encryption, any leveled homomorphic encryption scheme that can evaluate (slightly more
than) its own decryption circuit, can be turned into a fully-homomorphic scheme against
efficient uniform adversaries.

Such functional encryption schemes were recently constructed by Jain, Lin, and Sahai from
standard polynomial assumptions (LPN, Bilinear SXDH, and shallow PRGs) [23, 24] and
thus combining with known leveled homomorphic encryption schemes (e.g. [11] from the
LWE [30]), we obtain the first fully homomorphic encryption scheme that does not rely on
circular security nor does it require super-polynomial hardness assumptions.

Non-uniform Adversaries. Whereas above we state security for uniform adversaries, we can
further obtain security against non-uniform adversaries, by making an additional complexity-
theoretic assumption that generalizes the time-hierarchy theorem and follows for example
from non-uniform ETH. We refer the reader to the technical overview for more details.

Polynomial Security through Cryptographic Puzzles. Our main conceptual contribut-ion
is a new proof technique that leverages cryptographic puzzles for the sake of polynomial
security. An interesting aspect of the technique is that unlike most cryptographic security
reductions, our security reduction does not fully treat the adversary as a black box, but
rather makes explicit use of its running time (or circuit size).
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1.2 Technical Overview
In this section we provide an overview of the main new technical ideas behind our results.

We first briefly recall the syntax and requirements from leveled and fully homomorphic
encryption schemes. Homomorphic encryption scheme consists of an encryption algorithm Enc,
a decryption algorithm Dec, and a homomorphic evaluation algorithm Eval. These algorithms
have associated public encryption and evaluation keys ek, evk and a secret decryption key dk,
which are sampled jointly from some generation algorithm Gen. In a leveled scheme, this
generation algorithm depends on the maximal depth d of supported circuits, and the size of
keys ek, evk, dk may scale polynomially with d. In contrast, in fully homomorphic schemes
the keys are of fixed size, and yet can support the homomorphic evaluation of circuits of
arbitrary polynomial depth.

Gentry’s Bootstrapping. Our starting point is Gentry’s bootstrapping [17]. Here the basic
idea is that a leveled scheme that supports slightly more than the depth d∗ of its own
decryption circuit can be transformed into a leveled scheme for computations of arbitrary
depth. Specifically, to support circuits of depth d ≫ d∗, we generate d + 1 sets of keys
(ek0, evk0, dk0), . . . , (ekd, evkd, dkd), and produce a new set of keys:

ek = ek0

evk =
(

Encek1(dk0) Encek2(dk1) . . . Encekd
(dkd−1)

evk1 evk2 . . . evkd

)
dk = dkd

Then, starting from an encryption of the message Encek0 , a circuit of arbitrary depth d can
be homomorphically evaluated layer by layer according to the following invariant: given
encryptions Enceki

(vi) of the circuit wire values vi in layer i, we can obtain encryptions
Enceki+1(vi+1) of the wire values vi+1 in the next layer. This is done starting from
Enceki+1(dki), which is part of the evaluation key evk, and homomorphically evaluating the
circuit that given as input the decryption key dki, decrypts Enceki

(vi), and computes vi+1
from vi. The security of the scheme reduces to that of the underlying encryption by a
standard hybrid argument, where starting from Encekd

(dkd−1), we switch each encryption
Enceki(dki−1) with an encryption Enceki(0) of garbage (say, the all-zero string), which is
possible as we have already eliminated dki from the adversary’s view.

The above is still a leveled scheme as the size of keys grows with the maximal depth d

that can be evaluated. To make the scheme fully homomorphic, Gentry samples a single
set of keys (ek, evk, dk) and collapses the chain of encryptions Encek1(dk0) . . . Encekd

(dkd−1)
into one encryption Encek(dk) where the decryption key is encrypted under its corresponding
encryption key. While the size of keys is now fixed regardless of the depth of evaluated circuit,
we can no longer invoke the above reduction to the security of the underlying encryption
scheme. Proving security requires that the underlying scheme is circularly secure, namely
that an encryption of the scheme’s own decryption key does not compromise its security.

Compressing the Keys via Obfuscation. Aiming to avoid the circular security assumpti-on,
Canetti et al. [13] consider an alternative approach toward compressing Gentry’s bootstrap-
ping. (To be more precise, the exact details in [13] are somewhat different, but the core is
essentially similar). The basic observation is that, using a pseudo-random function (PRF)
family {fk}k, the process of generating the long evaluation key evk can be described by a
succinct circuit EVK that has a hardwired PRF key k. Specifically, for i ≥ 1, the randomness
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17:4 Bootstrapping Homomorphic Encryption via Functional Encryption

ri for generating the i-th set of keys, and encryption randomness r′
i for the i-th encryption,

are both derived using PRF fk(i). The succinct circuit EVK given input i, derives the key
generation randomness (ri−1, ri) and encryption randomness r′

i, computes the corresponding
keys, and outputs (evki, Enceki(dki−1; r′

i)). We then replace the previously large evaluation key
evk with an obfuscated version ẼVK of the succinct circuit EVK. To allow for homomorphic
evaluation of circuits of arbitrary polynomial depth, the space of input indices [d] is taken to
be of super-polynomial size λω(1) in the security parameter λ.

Using similar techniques to those in [5, 13] this construction can be proven secure if
the obfuscation is instantiated using indistinguishability obfuscation (IO) and the PRF is
puncturable [8, 25, 9] (the concept of puncturing is discussed in more detail later on). However,
the proof requires that the PRF, IO, and underlying leveled homomorphic encryption are
all super-polynomially secure. Roughly speaking, the cause for this loss is that the security
reduction extends the previously described hybrid argument, and in particular suffers a loss
in the indistinguishability gap through d = λω(1) hybrids.

Overall, this construction has two sources of super-polynomial loss:
1. The super-polynomial number of hybrids described above.
2. Known IO reductions incur a loss proportional to the size of the input space of obfuscated

circuits, which in this case is again super-polynomial (and this is in fact conjectured to
be inherent [18]).

Our solution essentially addresses these two sources of super-polynomial loss separately.
We next explain the main ideas involved.

Polynomial Number of Hybrids through Cryptographic Puzzles. The essential problem is
that the two requirements of full homomorphism on one hand, and a polynomial reduction on
the other hand, collide. To support computations of arbitrary polynomial depth, we cannot
restrict the length d of the key chain to any specific polynomial. At the same time if the
length d of the key chain is super-polynomial, then the number of hybrids and loss in the
security proof is also super-polynomial. Roughly speaking, to avoid the super-polynomial
loss, we aim that an adversary of polynomial running time (or circuit size) t = poly(λ) will
only be able to access a corresponding prefix of the key chain

Encek1(dk0) Encek2(dk1) . . . Encekt(dkt−1)
evk1 evk2 . . . evkt

Encekt+1(dkt) . . . Encekd
(dkd−1)

evkt+1 . . . evkd
.

Had we managed that, then the number of hybrids will become proportional to the adversary’s
polynomial running time, as required.

To achieve this guarantee, we use an appropriate notion of cryptographic puzzles. Generally
speaking, cryptographic puzzles are encryption schemes where decryption does not require a
decryption key, but rather the investment of some pre-specified amount of computational
resources. Relevant to our context are relaxed time-lock puzzles (RTLPs) as defined in [6],
where this resource is simply time. Specifically, a RTLP with gap ε < 1 allows anyone to
encrypt a message m relative to a difficulty parameter T so that the resulting ciphertext
(aka puzzle) Z can be decrypted in time ≈ T , whereas adversaries running in time at most
T ε do not learn anything about the underlying message. Encryption on the other hand, only
requires time polylog(T ). (Both encryption and decryption also have some fixed polynomial
dependence on the security parameter λ, which we suppress here for simplicity.)

Such RTLPs relax the notion of (non-relaxed) TLPs by Rivest, Shamir, and Wagner [31],
which requires that decryption is hard even for parallel adversaries that have sequential
time T ε, although possibly a number of processors larger than T . RTLPs against uniform
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adversaries are constructed in [6] based on succinct randomized encodings [5, 12, 27], which
in turn can be constructed from indistinguishability obfuscation with logarithmic input space
[3, 16, 26] and accordingly also from standard polynomial assumptions [23, 24]. Obtaining
RTLPs against non-uniform adversaries requires an additional rather mild assumption that
generalizes (unconditional) time-hierarchy theorems such as [21] and [4], which is used in [6].
We elaborate on this later on.

Augmenting the Construction with RTLPs. Equipped with RTLPs we augment the
previous construction as follows. Rather than considering the circuit EVK that explicitly
outputs the key chain, we augment the circuit EVK so that it outputs increasingly difficult
puzzles encrypting the key chain. That is, on input i, EVK will not output Enceki

(dki−1) in
the clear, but rather output a RTLP Zi encrypting Enceki

(dki−1). The required randomness
for computing the puzzle Zi, will again be derived by applying another PRF fk′ to i. In
terms of functionality, we can still homomorphically evaluate circuits of arbitrary polynomial
depth d, by simply solving the puzzles. This only incurs an additive overhead of ≈ d2 (we
explain later how this overhead can be reduced). At the same time, we are now able to
obtain a polynomial reduction, as we effectively prevent the adversary from accessing the
key chain, except for a polynomially bounded prefix.

In a bit more detail, given an adversary of polynomial running time t = poly(λ). The
hybrid strategy will start from index T ≈ t1/ε, where ε is the constant difficulty gap of
the RTLP. Intuitively, we can now replace the puzzle ZT encrypting the key chain link
EncekT

(dkT −1), with a puzzle that encrypts garbage. Indeed, the adversary’s running time t

is at most T ε, and thus by the puzzle security guarantee, it cannot tell the difference. Now,
having eliminated the secret key dkT −1 from the adversary’s view, we can proceed with the
hybrid argument to the next link and so on. Overall, we will have a polynomial number
T = t1/ε of hybrids. The exact details behind this hybrid argument are overall similar to [13],
they are based on IO, used to obfuscate the augmented circuit EVK, and puncturable PRFs.
(Below, when discussing how to avoid general-purpose IO, we discuss some of these details.)

Unlike typical cryptographic reductions that treat the adversary as a complete black-box,
regardless of its efficiency, our reduction depends on the specific running time of the adversary,
and has a diagonalization flavour. Indeed, in the RTLPs from [6] underlies the time hierarchy
theorem, based on diagonalization.

Avoiding the Super-polynomial Loss of General Purpose IO. Having removed the first
mentioned source of super-polynomial loss (the super-polynomial number of hybrids), we now
turn to deal with the second source, which is the inherent loss in using general-purpose IO.
Indeed, there are several known cases where constructions based on IO were subsequently
improved to obtain constructions directly from (polynomially-secure) functional encryption
[14, 15]. These latter works were later abstracted (and extended) by Liu and Zhandry [28]
into a general framework called decomposable obfuscation (DO).

Like IO, DO recompiles circuits into new circuits with the same functionality. In terms
of security, DO relaxes IO as follows. While IO guarantees that obfuscations of any two
circuits C0, C1 of the same size and functionality are computationally indistinguishable, DO
requires that this equivalence has a certificate of a specific form. Specifically, for input space
{0, 1}n, such a certificate is a set of nodes TC ⊆ {0, 1}≤n in the corresponding full binary
tree such that:

It exactly covers the leafs, in the sense that every x ∈ {0, 1}n has exactly one ancestor in
TC. Hence, it is called a tree covering.

ITCS 2023
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For every x ∈ TC, the two simplified restrictions C0(x, ·) and C1(x, ·) are identical as
circuits.
Here by “simplified”, we mean that the partial input x is propagated through the circuit in
the natural way to make it simpler (e.g. AND(0, b) is turned to the constant 0, AND(1, b)
is turned to b, unused wires and gates are removed, and so on).

In other words, the circuits C0 and C1 can both be decomposed to the same fragments
{C0(x, ·) : x ∈ TC}. Such two circuits C0, C1 are called τ -decomposing-equivalent (or
τ -equivalent in short) if the size of the tree covering TC is τ . Liu and Zhandry construct
DO based on functional encryption. The security loss in their reduction, with respect to
τ -equivalent circuits, is proportional to τ ; in particular, for polynomially-equivalent circuits
polynomially-secure functional encryption suffices. Importantly, the complexity of their
obfuscation (in particular the size of obfuscated circuits) does not grow with τ . We show
that relying on DO, and performing certain adaptations to the construction to make it
“decomposition friendly”, we can prove security. As a corollary we can base our result on
polynomially-secure functional encryption. We next provide some more details.

The High-Level Hybrid Structure. The goal of the proof is to show that we can replace the
obfuscated key chain circuit ẼVK with an obfuscated circuit that is independent of the initial
decryption key dk0, and thus any encryption Encek0(m) is semantically secure. This is shown
by a hybrid argument that gradually changes the circuit EVK till we can completely erase
dk0 from it description. We next explain the high-level structure of the hybrid argument. We
first describe how the functionality of the circuit changes through the hybrids and afterwards
turn to discuss how this changes are realized to guarantee indistinguishability.

The first hybrid changes the behavior at a point T , where instead of computing a puzzle
that encrypts the key chain link EncekT

(dkT −1), it encrypts garbage. As already mentioned,
T is chosen according to the (polynomial) adversary running time t and the difficulty gap ε.
Naming this first hybrid HT , we then consider hybrids HT −1, . . . ,H1, where in hybrid Hi,
on every index j in the interval [i, T − 1], the circuit outputs a puzzle Zj that encrypts a
fake key chain link Encekj

(0) rather than the real link Encekj
(dkj−1). In particular, in the

last hybrid H1, the secret key dk0 is not used at all.

Indistinguishability through Decomposability. Intuitively, to claim indistinguishability of
the real obfuscated circuit EVK and its tweaked version in hybrid HT , we wish to invoke
the RTLP security, whereas, to claim indistinguishability between every Hi and Hi−1, we
wish the invoke the semantic of the encryption Enceki . Indeed, had all the outputs were
simply hardwired into the circuit EVK, we could have done exactly that. However, recall
that these values are each inferred through computation using a PRF (which was the whole
point behind compression).

Roughly speaking, when using IO this difficulty is overcome by using the concept of
puncturable PRFs (starting from the work of Sahai and Waters [32] and essentially in all
subsequent IO-based constructions). Such PRFs allow creating punctured PRF keys that
enable computation of any point except for one punctured point, whereas the value at the
punctured point remains pseudorandom. Intuitively, this allows hardwiring into the circuit
one output at a time, and replacing it with a new desired output that is computationally
indistinguishable. The transition from this “hardwired output form” to and from the
“computed from the seed form” is enabled by the guarantee of IO, since these two forms are
just two ways of computing the same output.
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Using DO we aim to follow a similar strategy, but have to make sure that the transitions
between the two “hardwired” and “computed” forms are not only functionally equivalent,
but also decomposing equivalent. For this purpose, we rely on the decomposable equivalent
of puncturable PRFs, which are decomoposable PRFs (DPRFs) [28]. Roughly speaking, such
a PRF has the property that when its evaluation circuit fk is decomposed according to
a tree covering TC, any fragment fk(x, ·) where x ∈ TC is a pseudorandom function (of
the remaining bits), even given all other fragments fk(y, ·) such that y ∈ TC \ x. Liu and
Zhandry observe that the GGM PRF [20] is in fact a decomposable PRF.

DPRFs together with DO allow for example to transition quite easily from the real
obfuscated circuit EVK to the one obfuscated in HT (which on input T outputs a puzzle
ZT encrypting garbage). This is done by decomposing the circuit EVK according to a tree
covering TC that contains the input T (which is a leaf in the binary input tree). This
effectively induces a similar decomposition of the underlying DPRF fk′ used to derive
randomness for puzzles. Here any fragment EVK(y, ·) such that y ∈ TC \ T contains as
a sub-circuit the corresponding DPRF fragment fk(y, ·), and is otherwise independent of
the seed k. The fragment EVK(T, ·) is in fact a constant, which is just the output of the
circuit; namely, it is the the puzzle ZT generated using randomness fk(T ). Invoking the
DPRF security, we can resample ZT using true independent randomness and now invoke
the puzzle security to replace it with a new puzzle ZT that encrypts garbage. (Formally, we
need to consider a version of EVK that is decomposed according to TC and then efficiently
recomposed in a canonical way into a circuit. We refer to the body for details.)

Technical Challenges in the Next Hybrids. The above is a typical use case for DO, and its
relative simplicity stems from the fact that the pseudorandom coins fk(T ) are not used for
any other input i ̸= T . The next transitions between hybrids Hi and Hi−1 are more subtle.

Recall that unlike the randomness used to generate puzzles, the randomness used to
generate keys is correlated between subsequent inputs. As at any input i, we derive both ri−1
to produce dki−1 as well as ri to produce eki. Had we used IO rather than DO this wouldn’t
be an issue. Indeed, by the time we deal with input i, we have already changed the output
behavior on input i + 1, so that it does not use dki, accordingly puncturing the corresponding
PRF fk at point j does not change the functionality of the overall circuit at point j + 1.
However, in the case of DO things are more subtle. When considering a decomposition
according to some TC ∋ i as described before, we need to consider the composition of both
the DPRF circuit fk(·), but also the shifted circuit fk((·) − 1). While we are guaranteed
that for any y ∈ TC \ i, fk(y, ·) does not leak information about fk(i), this is not necessarily
guaranteed for fk((y, ·)− 1), when considering an arbitrary tree covering containing i.

Our solution is to consider a tree covering with a specific structure that is decomposition
compatible with respect to the function x 7→ x−1. In this tree covering, for any x ∈ TC \{ i },
either |x| = n or x = p||1, where p is not a prefix of i. In the first case where |x| = n we
fully compute the circuit on x, and in particular we fully compute x − 1. So if x ̸= i + 1
the DPRF circuit is evaluated on x− 1 ̸= i so the output of the circuit on that value does
not leak fk(i). The case x = i + 1 is also not problematic since we have already altered
the functionality of the circuit on that input to encrypt garbage instead of dki, so fk(i)
is not leaked. Alternatively, |x| < n and has the form x = p||1 where p is not a prefix of
i. In this case, assuming a suitable implementation which we formalize, we can partially
evaluate the function x 7→ x− 1 to get the prefix p as a partial output, and then continue
with partial evaluation of the DPRF circuit on p. Since p is not a prefix of i, fk(p, ·) does
not leak information about fk(i).
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On RTLPs Against Non-Uniform Adversaries. As mentioned RTLPs against uniform
adversaries can be based on (polynomial) functional encryption [6]. We observe that RTLPs
against non-uniform adversaries, with some gap ε < 1, can be obtained by a similar
construction and proof to that of [6], but require and additional complexity assumption.

▶ Assumption 2. There exists a constant ε < 1 such that for any polynomial t(·) there exists
a language L ∈ Dtime(t) such that any family C = {Cλ} of size-tε(λ) circuits fails to decide
Lλ = L ∩ {0, 1}λ for all large enough λ.

We find this assumption rather mild. It can be seen as a generalization of the (uncondition-
al) time-hierarchy theorem for uniform computation. It is in the same spirit of Nisan-
Impagliazzo-Wigderson style assumptions used to derandomize BPP [29, 22]. We also note
that this assumption follows for instance from the non-uniform ETH assumption. (In
the body, we slightly relax this assumption to also allow for some fixed polynomial size
non-uniformity in order to solve L.)

On the Overhead of Homomorphic Evaluation. As mentioned above, homomorphically
evaluating a circuit of depth d in our scheme incurs an additive overhead of ≈ d2. Indeed,
as the complexity of puzzles grows with time, the overall work needed is proportional to∑

i∈[d] i. This overhead can be reduced to ≈ d by embedding cryptographic puzzles only in a
sparse set of positions rather than in every position as described before. For instance, we
can embed a puzzle in every position that is a power of two. This way the overall work is∑

i∈log d 2i = O(d). This strategy still enables a polynomial security reduction.
While the amortized overhead in the above adaptation is linear, most of the computational

overhead is incurred toward the end of the homomorphic evaluation. However, by another
simple tweak to the scheme, we can ensure that the worst-case overhead in each individual
step is fixed and independent of the total depth of the computation. The idea is to equally
divide the process of solving the puzzle corresponding to position 2i among all 2i−1 steps in
the interval [2i−1, 2i), so that at every step we incur a fixed overhead. This can be easily
done by obtaining the corresponding puzzle already at step 2i−1 and unrolling the puzzle
computation through the next 2i−1 steps.

2 Preliminaries

Prefixes.
Let || denote string concatenation, e.g. if x = 0 and y = 1 then x||y = 01. Given a string
x ∈ zo∗, let |x| be its length.
Let xj be the j − th bit of x, for i ≤ j let xi,..,j be xi||...||xj , and let x[j] be x1,j , i.e. the
prefix of x of length j.
Given two strings a, b ∈ {0, 1}≤n, we say a ⪯ b if a is a prefix of b and say they are prefix
free if a ⪯̸ b and b ⪯̸ a. Given a set T ⊆ {0, 1}≤n and p ∈ {0, 1}≤n, p is prefix free with
respect to T if for any p′ ∈ T , p and p′ are prefix free. We say a set T ⊆ {0, 1}≤n is prefix
free, if for any p ∈ T , p is prefix free with respect to T \ p, i.e. any two different p, p′ ∈ T

are prefix free.

Efficient Adversaries.
We denote by PPT probabilistic polynomial-time Turing machines.
For a PPT algorithm M , we denote by M(x; r) the output of M on input x and random
coins r, and by M(x) the random variable, given by sampling the coins r uniformly at
random.
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A polynomial-size circuit family C is a sequence of circuits C = {Cλ }λ∈N, such that each
circuit Cλ is of polynomial size λO(1) and has λO(1) input and output bits. We also
consider probabilistic circuits that may toss random coins.
An adversary A is said to be t-efficient if A is either a PPT algorithm with time bound
t(·), or a circuit family C = {Cλ }λ∈N where the size of each circuit Cλ is bounded by
t(λ).
An adversary A is said to be uniform efficient if A is a PPT algorithm. Similarly, A is
said to be non-uniform efficient if A a polynomial-size circuit family C.
An adversary A is said to be efficient if it is either uniform efficient or non-uniform
efficient.
A function f : N→ [0, 1] is negligible if f(λ) = λ−ω(1) and is noticeable if f(λ) = λ−O(1).
Two ensembles of random variables X = {Xi}λ∈N,i∈Iλ

, Y = {Yi}λ∈N,i∈Iλ
over the same

set of indices I = ·∪λ∈NIλ are said to be computationally indistinguishable (respectively,
statistically indistinguishable), denoted by X ≈c Y (respectively, X ≈s Y), if for every
polynomial-size (respectively, unbounded) distinguisher A = {Aλ }λ∈N there exists a
negligible function negl such that for all λ ∈ N, i ∈ Iλ,

|Pr(A(Xi) = 1)− Pr(A(Yi) = 1)| ≤ negl(λ)

2.1 Relaxed Time-Lock Puzzles
We adapt the definitions of [6] for puzzles. A puzzle instance is associated with a pair of
parameters: a security parameter λ determining the cryptographic security of the puzzle,
and a difficulty parameter t determining how computationally difficult is to solve the puzzle.

▶ Definition 3 (Relaxed Time-Lock Puzzles). A relaxed time-lock puzzle scheme Puzzle is a
pair of algorithms (Puzzle.Gen, Puzzle.Solve) satisfying the following requirements:

Syntax:
Z ← Puzzle.Gen(t, s) is a probabilistic algorithm that takes as an input a difficulty
parameter t and a solution s ∈ {0, 1}λ, where λ is a security parameter, and outputs a
puzzle Z.
s← Puzzle.Solve(Z) is a deterministic algorithm that takes as input a puzzle Z and
outputs a solution s.

Completeness: For every security parameter λ, difficulty parameter t, solution s ∈ {0, 1}λ

and a puzzle Z in the support of Puzzle.Gen(t, s), Puzzle.Solve(Z) outputs s.
Efficiency:

Z ← Puzzle.Gen(t, s) can be computed in time poly(log t, λ).
Puzzle.Solve(Z) can be computed in time t · poly(λ).

Relaxed time-lock ε-security: There exists a polynomial t(·), such that for every polyno-
mial t(·) ≥ t(·) and t′-efficient adversary A where t′(·) ≤ tε(·), there exists a negligible
function negl, such that

Pr

b← A(1λ, Z)

∣∣∣∣∣∣
s1, s2 ← A(1λ), where s1, s2 ∈ {0, 1}λ

b← {0, 1}
Z ← Puzzle.Gen(t(λ), sb)

 ≤ 1
2 + negl(λ)

Where the probability is also over the random coins tossed by A.
Such a puzzle is called Uniform Relaxed Time-Lock Puzzle (denoted URTLP) if it is secure
against uniform efficient adversaries, and Non-Uniform Relaxed Time-Lock Puzzle (denoted
NRTLP) if secure against non-uniform efficient adversaries.
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In [6], a Uniform Relaxed Time-Lock Puzzle, for gap ε < 1, is constructed based on
succinct randomized encodings, which in turn can be based on (semi) compact functional
encryption [3, 16, 26].

We observe that Non-Uniform Relaxed Time-Lock Puzzle with some gap ε < 1 can
be obtained by a similar construction and proof, but require and additional complexity
assumption.

▶ Assumption 4. There exists a constant ε < 1 and a polynomial a(·), such that for any
polynomial t(·) there exists a language L ∈ Dtime(t)/a such that any family C = {Cλ} of
size-tε(λ) circuits fails to decide Lλ = L ∩ {0, 1}λ for all large enough λ.

We find this assumption rather mild. It can be seen as a generalization of the (uncondition-
al) time-hierarchy theorem for uniform computation. It is in the same spirit of Nisan-
Impagliazzo-Wigderson style assumptions used to derandomize BPP [29, 22]. We also note
that this assumption follows for instance from the non-uniform ETH assumption (in fact,
with advice length a = 0).

2.2 Decomposable Obfuscation
The following definitions are adapted from [28] to suit our concrete needs. see [28] for full
definitions.

▶ Definition 5 (Single Bit Partial Evaluation). Consider a circuit C defined on input length
n > 0. For any bit b ∈ {0, 1}, a partial evaluation of C on bit b denoted as C(b, ·) or Cb(·)
is a circuit defined on inputs of length n− 1, where we hardcode the input bit x1 to b and
then simplify. To Simplify, while there is a gate which some of its input is already known,
replace it with the appropriate gate or wire in the usual way, e.g. AND(1, b) is replaced with
the wire b, AND(1, 1) is replaced with hard coded 1 and AND(0, b) is replaced with hard
coded 0. Then remove all unused wires.

It is easy to see that when C is defined on a single bit, the partial evaluation of C is a
circuit with no input that just gives the output.

▶ Definition 6 (Partial Evaluation). Consider a circuit C defined on input length n > 0. For
any string x of length at most n, a partial evaluation of C on a string x denoted as C(x, ·)
or Cx(·) is a circuit defined on input of length n − |x| where we repeatedly apply partial
evaluations on the bit xi for i = 1, ..., |x| .

From now on, whenever we use the expression C(x, ·) we refer to the result of simplifying
C after hardcoding the prefix x.

▶ Definition 7 (Binary Tree). A binary tree Tn is a tree of depth n + 1 where the root is
labeled with ε (an empty string), and for any node that is not a root whose parent is labeled as
x, it is labeled as x||0 if it is a left-child of its parent; it is labeled as x||1 if it is a right-child
of its parent. The leaves of the tree Tn are labeled from 0n to 1n. Tn has 2n+1 − 1 nodes and
depth n + 1 (if the root has depth 1).

▶ Definition 8 (Tree Covering). We say a set of binary strings TC = {xi}ℓ
i = 1 is a tree

covering for all strings of length n if the following holds: for every string x ∈ {0, 1}n there
exists exactly one xj in that set such that xj is a prefix of x. TC will be referred to just as
tree covering if n is clear in the context.

A tree covering TC can also be viewed as a set of nodes in Tn such that for every leaf in
the tree, the path from ε to this leaf will pass through exactly one node in the set.
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Yet another equivalent formulation is that a tree covering is either (1) a set consisting
only of the root node of the tree, or (2) the union of two tree coverings for the sub-trees rooted
at the children the root node.

▶ Definition 9 (Partial Order on Tree Coverings). Given two tree coverings TC0, TC1, we
say TC0 is above TC1, denoted TC0 ⪯ TC1, if for every node u ∈ TC1 there exists a node
v ∈ TC0 such that v ⪯ u. We say TC1 is below TC0 if TC0 is above TC1.

▶ Definition 10 (Minimal Tree Covering). Given strings x1, ..., xm ∈ {0, 1}≤n, where A =
{x1, ..., xm} is prefix-free set, let TCx1,...,xm be the minimal tree covering containing x1, ..., xm.
Similarly, given a prefix-free set A ⊆ {0, 1}≤n denote as TCA the minimal tree covering
containing A.

▶ Observation 11 (Size of Tree Covering). Let A ⊆ {0, 1}≤n be a prefix-free set. Then,
|TCA| = O(n|A|). In particular, if A has polynomial size then so is |TCA|. Moreover, if
|A| = 1 then |TCA| ≤ n + 1 and if |A| = 2 then |TCA| ≤ 2n + 1.

proof sketch: The above observation is achieved by considering for example the following
inductive construction: Start from TC0

A = {ε}. In step i we consider ai ∈ A and generate a
tree covering TCi

A containing a1, ..., ai. This is done by removing the ancestor of ai from
TCi−1

A , followed by adding ai and at most n other nodes. This results in a tree covering
containing A with size bound O(n|A|), hence this is also a bound on TCA.

We remark that TCA can be actually obtained by this inductive construction if a minimal
set of nodes is added at each inductive step.

▶ Observation 12 (Partial Order on Tree Coverings). Let A, B ⊆ {0, 1}≤n be a prefix-free
sets. If A ⊆ B Then TCA ⪯ TCB. In particular, if A has polynomial size then so is |TCA|.

proof sketch: Suppose this is not the case. Then there exists u ∈ TCB for which there doesn’t
exist a node v ∈ TCA such that v ⪯ u. Let Su be the set of leafs in the subtree rooted at u.
Since TCA is a tree covering, there exist nodes v1, .., vk ∈ TCA which every leaf l ∈ Su is
a descendent of some vi. Hence, since for any i, vi ̸⪯ u, we must have that u ⪯ vi. Since
u ∈ TCB, for any i, vi ̸∈ B so vi ̸∈ A. Note it can’t be the case that k = 1 as then v1 = u.
Therefore, by replacing v1, ..., vk by u we obtain a tree covering TC ′ which contain A and
also |TC ′| < |TCA| contradiction.

▶ Definition 13 (Circuit assignment). We say L = {(xi, Cxi)}xi∈T C is a circuit assignment
with size ℓ, where TC = {xi}ℓ

i = 1 is a tree covering for Tn and {Cxi
}xi∈T C is a set of

circuits where Cxi is assigned to the node xi in the covering. We refer to TC as the covering
in L, and may write LT C to emphasize that.

We denote each such circuit Cxi
in the circuit assignment as fragment.

We say a circuit assignment L = {(xi, Cxi
)}xi∈T C1 is valid if each Cxi

is defined on input
length n− |xi|. A valid circuit assignment LT C = {(xi, Cxi

)}xi∈T C naturally corresponds to
a function LT C(·): on input y ∈ {0, 1}n find the unique xj ∈ TC such that y[i] = xj, and
output Cxi

(y[i+1,...,n]). From now on all circuit assignments will be valid.
Given a circuit C defined on inputs of length n and a tree covering TC, let LT C

C :=
{(x, Cx)}x∈T C be their corresponding circuit assignment defined in the natural way: every
fragment Cx from LT C

C is the partial evaluation of C on x, i.e. C(x, ·). In other words, it is
the set of partial evaluations of the circuit C with respect to the prefixes in TC. We may
simply write LC when TC is clear in the context.

Next, the following operations on circuits and circuit assignments are defined:
DecomposeTo(C, TC): Returns LT C

C = {(x, C(x, ·))}x∈T C . This operation is also
referred to as circuit decomposition.
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CanonicalMerge(L, x): Operates on an assignment L where L’s tree covering includes
both the children of the node x (but not x itself). It takes the circuits fragments Cx||0
and Cx||0 assigned to the nodes x||0, x||1 respectively, and merge them to get the circuit
fragment Cx(b, y) = (b ∧ Cx||1(y))

∨
(¬b ∧ Cp||0(y)). The new circuit assignment is then

obtained by replacing (x||0, Cx||0) and (x||1, Cx||1) in L with (x, Cx). Hence, the tree
covering of the new circuit assignment L′ contains x but not x||0, x||1.
CanonicalMerge(L): Repeatedly perform CanonicalMerge(L, x) at different x until the
tree covering in the circuit assignment becomes {ε} and we are left with a single circuit
fragment C ′

ε, i.e. merge canonically all the way to the root. To make this merge truly
canonical, we need to specify the order the nodes are merge in. We take the convention
that the lowest nodes in the tree are merged first, and between nodes in the same level,
the leftmost nodes are merged first.
The output of CanonicalMerge(L) can be thought of as a circuit or as a circuit assignment
(with {ε} as the tree covering and C ′

ε as the circuit fragment assigned to ε).

The following definition concerns a circuit C which uses a some sub circuit D in a specific
way: It evaluates D only on its own input. This definition is flexible, as if we want to run D

on some y = f(x), we can look at D′(x) = D(f(x)).

▶ Definition 14 (Sub Circuit Assignment). Given a circuit C(·, ·) defined over two inputs,
and a circuit D(·), denote by C(·, D(·)) the circuit that on input x computes y = D(x) and
then computes C(x, y). Then, given a circuit assignment L = {(x, Dx)}x∈T C , let C(·, L(·))
be the following circuit assignment:

Let TC be the tree covering in L = {(x, Dx)}x∈T C .
Let L′ = DecomposeTo(C(·, D(·)) TC) = {(x, C ′

x)}x∈T C .
The fragment in C ′

x corresponding to x ∈ TC is Cx(·, Dx(·)) simplified, which is defined
on {0s, 1}n−|x|.

In other words, we decompose C to the same tree covering, and pair Cx with Dx. In this
context, we refer to D as sub circuit and to L as a sub circuit assignment.

This above definition can be extended naturally to a circuit using multiple sub circuits,
and multiple sub circuit assignments, as long as these sub circuit assignments have the same
tree covering. In other words, let L1, ..., Lm be sub circuit assignments with the same tree
covering TC, i.e. Li = {(x, Di

x)}x∈T C . Then C(·, L1(·), ..., Lm(·)) is a circuit assignment
whose fragment corresponding to x ∈ TC is C(x, ·, D1

x(·), ..., Dm
x (·) simplified.

The following lemma (lemma 5.3 from [28]) concerns the decomposition of a circuit and
its sub circuits. Informally, the lemma says we can push down decomposition to sub circuits,
and obtain a sub circuit assignments.

▶ Lemma 15 (Push Down Circuit Decomposition, [28]). For any circuits C(·, ·), D(·) where
D takes a single input x and C takes two inputs x and D(x), for any tree covering TC, we
have:

DecomposeTo(C(·, D(·)), TC) = C(·, [DecomposeTo(D, TC)](·))

Similarly, given m + 1 circuits C, D1, ..., Dm where D1, ..., Dm take a single input x, and
C takes x and D1(x), ..., Dm(x) as inputs, we have:

DecomposeTo(C(·, D1(·), ..., Dm(·)), TC)
= C(·, DecomposeTo(D1, TC), ..., DecomposeTo(Dm, TC))
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▶ Definition 16 (Decomposing Equivalence). Given two circuits C0, C1 defined on inputs of
length n, we say they are τ -decomposing equivalent if the following holds:

There exists a tree covering X = {xi}i of size at most τ ;
DecomposeTo(C0,X ) = DecomposeTo(C1,X ), i.e. for all xi ∈ X , C0(xi, ·) = C1(xi, ·).

We now define decomposable IO (DO). Informally, decomposable IO is an indistinguisha-
bility obfuscator, but where the indistinguishability security requirement only applies to
pairs of circuits that are decomposing equivalent (as opposed to applying to all equivalent
circuits).

▶ Definition 17 (DO). DO with two PPT algorithms (DO.ParaGen, DO.Eval) is τ(n, s, λ)-
decomposable obfuscator if the following conditions hold:

Efficiency: DO.ParaGen, DO.Eval are efficient algorithms.
Functionality preserving: DO.ParaGen takes as input a security parameter λ and a circuit
C, and outputs the description Ĉ of an obfuscated program. For all λ and circuit C, for
all input x ∈ {0, 1}n, we have that DO.Eval(DO.ParaGen(1λ, C), x) = C(x).
Decomposing indistinguishability: Consider a pair of efficient adversaries (Samp, D),
where Samp outputs a tuple (C0, C1, σ), where C0, C1 are circuits with the same size
s = s(λ) with input length n = n(λ). We require that, for any such PPT (Samp, D), if

Pr[C0 is τ(n, s, λ)− decomposing equivalent to C1 | (C0, c1 σ)← Samp(1λ)] = 1

Then there exists a negligible function negl(λ) such that:

|Pr(D(σ, DO.ParaGen(1λ, C0)) = 1)
−Pr(D(σ, DO.ParaGen(1λ, C1)) = 1)| ≤ negl(λ)

DO is said to be decomposable obfuscator if it is τ(n, s, λ)-decomposable obfuscator for
any polynomial τ(n, s, λ).

The following is theorem 4.5 from [28].

▶ Theorem 18 (DO exists under FE). If semi-compact 2 single-key selective secure functional
encryption schemes and one-way functions exists, then there exists decompose obfuscator
DO.

All circuits will be padded to some upper bound before obfuscation (see Section 3.3 for a
discussion on padding upper bound).

2.2.1 Decomposing Compatible Algorithms
We follow the definition from [28] to define decomposing compatible pseudo random function
DPRF, where it was also observed that the GGM construction [20] satisfies this definition.

▶ Definition 19 (DPRF). A decomposing compatible pseudo random function DPRF consists
of the following polynomial algorithms DPRF.KeyGen and DPRF.Eval where:

Syntax:
S ← DPRF.KeyGen(1λ) is a probabilistic algorithm that samples a seed S of length
k(λ).

2 For simplicity, in [28] the statement is stated with compact FE, however same calculations as in [7] show
semi-compact FE suffices.
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y ← DPRF.Eval(S, x) is a deterministic algorithm that takes as input a seed S ∈
{0, 1}k(λ) and query input x ∈ {0, 1}n(λ) and outputs y ∈ {0, 1}p(n) for some fixed
polynomial p(n).

PRF security: For any efficient adversary A, there exists negligible function negl such
that:

∀x ∈ {0, 1}n(λ) |Pr(A(1λ, DPRF.Eval(S, x)) = 1)− Pr(A(1λ, r) = 1)| ≤ negl(λ)

Where r ← {0, 1}p(n) is chosen uniformly at random and S ← DPRF.KeyGen(1λ).
DPRF security: Let Gameλ,A,b be the following game:

The challenger prepares a seed S ← DPRF.KeyGen(1λ);
The adversary A makes queries about x and gets DPRF.Eval(S, x) back from the
challenger;
The adversary gives a tree covering TC and y∗ ∈ TC where y∗ is not a prefix of any x

that has been asked;
The challenger returns the circuit assignment Lb back to the adversary A:
∗ L0: Let D(·) = DPRF.Eval(S, ·). Then L0 = DecomposeTo(D(·), TC).
∗ L1: Same as L0, but the fragment corresponding to y∗ - which is DPRF.Eval(S, y∗, ·)

- is replaced with the partial evaluation of DPRF.Eval(S′, y∗, ·), where S′ ←
DPRF.KeyGen(1λ) is an independent seed.

The output of the game is the output of A.
Then for any efficient adversary A there exists a negligible function negl such that:

|Pr(Gameλ,A,0 = 1)− Pr(Gameλ,A,1 = 1)| ≤ negl(λ)

▶ Observation 20 (Generalization of DPRF Security). The set TC in the DPRF security
game is a tree covering w.l.o.g., and it suffices just to assume y∗ is prefix-free with respect to
TC \ {y∗}. I.e. y∗ isn’t a prefix of any other p ∈ TC, and any other p ∈ TC isn’t a prefix of
y∗. In case TC isn’t a tree covering, the sets L0,1 are defined to contain the circuit fragments
corresponding to the prefixes in TC (And again in L1 an independent seed S′ is used for y∗).

This holds as such TC can be easily transformed into a tree covering containing y∗: first
refine it to a prefix free set TC ′, where if p is prefix of q keep p. Then look at TC ′′ which is
the minimal tree covering containing TC ′. As y∗ was prefix free with respect to TC \ {y∗},
it wasn’t removed along the way, and therefore y∗ ∈ TC ′′.

▶ Definition 21 (Binary Encoding). Given x ∈ {0, 1}n, denote x̂ = Σn
i=12i−1xi. Note that x

is a binary encoding of x̂ using the most significant bit encoding.

▶ Definition 22 (Decomposing Compatible In-range Tester). A circuit C is called in-range
tester if on inputs x, y, z ∈ {0, 1}n s.t. x̂ ≤ ẑ it outputs TRUE if and only if ŷ ∈ [x̂, ẑ]. We
say C is a decomposing compatible in-range tester if it’s an in-range tester and if for any
such x, z and a prefix p ∈ {0, 1}≤n, such that p isn’t a prefix of any y such that ŷ ∈ [x̂, ẑ],
the partial evaluation of C(x, z, p, ·) is simplified to FALSE.

Note that a naïve implementation of an in-range tester is decomposing compatible.
The following definition captures the notion computing x 7→ x − 1 in a decomposing

compatible manner. That is, given a prefix p the resulting circuit computes as much bits of
the result as it could. Note that for a prefix p of the form p = y||1||0k we can already deduce
the result will begin with y (the rest of the bits depend on the rest of the input which is not
yet known).
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▶ Definition 23 (Decomposing Compatible Decreaser). A circuit C defined on inputs of length
n is called decreaser if on input x ∈ {0, 1}n it outputs y ∈ {0, 1}n such that ŷ = x̂− 1. Such
circuit shall be called decomposing compatible decreaser if on prefix p ∈ {0, 1}≤n of the form
p = y||1||0k, the partial evaluation of C on p results in a circuit C ′ defined on inputs of size
n− (|y|+ k + 1) which outputs y||x′.

2.3 Homomorphic Encryption
▶ Definition 24 (ℓ-Leveled Homomorphic Encryption). ℓ-leveled homomorphic encryption
scheme LHE consists of four PPT algorithms (LHE.Gen, LHE.Enc, LHE.Dec, LHE.Eval) sat-
isfying:
1. Depth-ℓ correctness: For any λ ∈ N, (dk, ek, evk) ← LHE.Gen(1λ), message m ∈
{0, 1}∗, and circuit C with input size |m| and depth at most ℓ,

LHE.Decdk(LHE.Evalevk(C, LHE.Encek(m))) = C(m)

LHE is then said to support homomorphic evaluation of circuits with depth ℓ or equivalently
to support ℓ-level of homomorphism.

2. Semantic Security: Let Gameλ,A,b be the following game:
The challenger samples ek, dk, evk← LHE.Gen(1λ) and sends ek, evk to A;
The adversary A generates two equal length messages m0, m1 ∈ {0, 1}poly(λ) and sends
them to the challenger;
The challenger returns LHE.Encek(mb);
The output of the game is the output of A.

Then for any efficient adversary A there exists a negligible function negl such that:

|Pr(Gameλ,A,0 = 1)− Pr(Gameλ,A,1 = 1)| ≤ negl(λ)

We also denote ε = |Pr(Gameλ,A,0 = 1)− Pr(Gameλ,A,1 = 1)| and refer to it as A’s
advantage.

3. Compactness: There exists a fixed polynomial poly, such that for any λ ∈ N,

(dk, ek, evk)← LHE.Gen(1λ), message m ∈ {0, 1}∗, and circuit C,

|LHE.Evalevk(C, LHE.Encek(m))| ≤ poly(|C(m)|, λ)

Let LHE.Decct be the decryption algorithm where the encrypted message ct is hardwired
into the circuit, and the input is only the decryption key dk.

The following definition is adapted from [17].

▶ Definition 25 (Bootstrapble Leveled Homomorphic Encryption). A ℓ-leveled homomorphic
encryption scheme LHE is said to be bootstrapble leveled homomorphic scheme if its decryption
circuit has depth d such that d + 1 ≤ ℓ.

▶ Definition 26 (Fully Homomorphic Encryption). A scheme FHE is said to be fully homomorp-
hic ecnryption scheme if it is ℓ-leveled homomorphic scheme for any polynomial ℓ(·).

A fully homomorphic ecnryption scheme FHE is said to support homomorphic evaluation of
circuits with depth any polynomial depth or equivalently to support poly-level of homomorphi-
sm. Note that the size of the keys produced by FHE.Gen are bounded by some polynomial in
λ, and do not depend on the depth of the evaluated circuits.
We use the convention that an encryption of a message m ∈ {0, 1}∗ is an encryption of its
bits separately, i.e. Encek(m) = Encek(m1), ..., Encek(m|m|).
We define the following function, which will be used for bootstrapping using the technique
from [17].
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▶ Definition 27 (Gentry’s function). Given a leveled homomorphic encryption scheme
LHE, we define the following function: GLHE.Dec

C,C′ (s) = LHE.DecC(s) NAND LHE.DecC(s) =
LHE.Decs(C) NAND LHE.Decs(C).

3 Constructing Fully Homomorphic Encryption

3.1 FHE Construction Overview
In this section we build fully homomorphic encryption scheme secure against efficient ad-
versaries. A formal description of the scheme can be found in the full version of the paper.
The construction uses the following cryptographic primitives: DPRF, LHE, DO and RTLP:
if URTLP are used the construction is secure against uniform efficient adversaries, and if
NRTLP are used the construction is secure against non-uniform efficient adversaries.

For simplicity of presentation, we assume the underlying LHE scheme used by the
construction doesn’t need an evaluation key in order to perform homomorphic evaluations.
we assume w.l.o.g. LHE.Gen and LHE.Enc use λ bits of randomness and that LHE.Eval is
deterministic. We also assume w.l.o.g. that an encryption of a decryption key has size λ, i.e.
∀dk ∈ Support(LHE.Gen(1λ)), ek′ ∈ Support(LHE.Gen(1λ)) we have that |LHE.Encek′(dk)| =
λ.

Our FHE encryption scheme has in the background an exponentially long chain, i.e.
2λ − 1 long, of encrypted keys. The i-th node in the chain is the i − 1-th decryption
key encrypted under the i − th encryption key, i.e. LHE.Enceki

(dki−1). The randomness
for generating nodes in the chain is derived from a DPRF using a seed Senc. For every i,
|DPRF.Eval(Senc, i)| = 2λ. The first λ bits are used for generating eki, dki, and the second
λ bits are used for the encryption procedure itself, i.e. in order to encrypt dki−1 under pki.

Making “decomposition friendly”. We use “decomposition friendly” algorithms, namely
DPRF (Definition 19) for deriving randomness, decomposing compatible in-range tester
(Definition 22) for testing belonging to a range and decomposing compatible decreaser
(Definition 23) for computing x 7→ x− 1.

Ciphertexts. A ciphertext in this scheme is a ciphertext of the underlying leveled homo-
morphic scheme LHE, paired with a key index, which is the index of the decryption key from
the chain that should be used for decryption. Formally, an encryption in the scheme is a
tuple ct = (c, pos), where pos represents the key index in the chain, and the decryption
of ct = (c, pos) is LHE.Decdkpos

(c). So a fresh encryption is encrypted under ek0, i.e. of
the form (ct, 0), and the output of a homomorphic evaluation of a circuit of depth d1 is
decryptable under dkd1 , i.e. of the form (c, d1). The scheme supports consecutive homo-
morphic evaluations a ciphertext, so after performing another homomorphic evaluation of a
circuit of depth d2 we get an encryption decryptable under dkd1+d2 . More generally, after
performing homomorphic evaluations of circuits of depths d1, ..., dk we get an encryption
decryptable under dkd1+d2+...+dk

. The scheme support homomorphic evaluation of any circuit
of polynomial size since there are super-polynomial number of keys.

Keys: ek, dk, evk. The encryption key of the scheme is ek0, and the decryption key is the
seed Senc from which the randomness for generating the keys is derived using DPRF. The
evaluation key evk of the scheme is a decomposable obfuscation of the EVK circuit (padded to
some upper bound, see discussion bellow in section 3.3). On input i ≥ 1 this circuit outputs
Puzzle.Gen(i, LHE.Enceki

(dki−1)) (on i = 0 it returns ⊥). Consequently, the evaluation key
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circuit induces a super-polynimally long chain of keys (actually, exponentially long), each key
encrypted under the next one (except the last one). Each such encrypted key is wrapped by
a puzzle, where the index in the chain serves as the difficulty level. The relevant puzzles are
solved by FHE.Eval so it can it use the encrypted keys. EVKa,b is defined the same, except
that on input i in the range [a, b] it outputs Puzzle.Gen(i, LHE.Enceki

(0λ)) instead.

Inputs to FHE.Eval.
a description of the function f as NAND gates.
A ciphertext ct = (c, pos), where each bit in the ciphertext is encrypted separately, that
is, c = {cj}. pos is the key index under which the ciphertext can be decrypted, e.g. for a
fresh encryption pos = 0.
Evaluation key evk, which is a decomposable obfuscation of the evaluation key circuit.
The input to that circuit is i, and the output is a puzzle of difficult i wrapping the
encryption of dki−1 under eki, i.e. Puzzle.Gen(i, LHE.Enceki(dki−1)).

Function evaluation. FHE.Eval evaluates the function layer by layer. Given a layer, the
NAND gates in that layer are homomorphically evaluated by homomorphically evaluating
Gentry’s function (see definition 27): decrypt the input wires and then compute a NAND over
them. The output is then stored in the set EWi. After computing the NAND gates of a layer,
the algorithm also upgrades every wire from EWi−1 to be encrypted under the next key and
add it to EWi, so it could be used by next layers as well. Finally, the algorithm uses the
Output algorithm for determining the output wires of the entire computation, corresponding
to the function being computed. The output of the FHE.Eval algorithm also contains the
index of the current position in the chain of keys, which is the key under which the output is
decryptable.

3.2 Correctness
We state the propositions for the correctness, the full proofs can be found in the full version
of the paper.

▶ Lemma 28 (FHE scheme consists of polynomial algorithms).

proof sketch: Recall that generating a puzzle takes time poly(log(t), λ) where t is the
difficulty parameter. Since the hardest puzzle has difficulty as the length of the key chain,
which is 2λ, we have a time bound poly(log(2λ), λ) = poly(λ). Therefore, we can take a
puzzle generation circuit of size poly(λ). The rest of the operations are clearly polynomial.

▶ Theorem 29 (FHE is fully homomorphic). Let LHE be a bootstrapable leveled homomorphic
encryption scheme. Then FHE supports homomorphic evaluation circuits with any polynomial
depth.

The proof is by inspection and follows the same lines as in [17].

3.3 Security
In this section we present the key ideas of security proof of the construction, the full security
proof can be found in the full version of the paper. Given adversary A, the idea is to “cut”
the key chain produced by the EVK algorithm at some position i∗, and switch to puzzles
containing encryptions of 0λ instead. The exact index i∗ is determined by the efficiency
of the adversary, i.e. the running time bound for a uniform adversary and the size for a
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non-uniform one. Since the difficulty level of the puzzle should be only slightly more than the
efficiency of the reduction, any efficient adversary A has has a polynomial cutting index i∗.
When we cut the chain at position i∗ we change the output of the evaluation key circuit on
input i∗ to contain an encryption of 0λ instead of an encryption of the previous decryption
key dki∗−1. We then go through a series of hybrids till we get to i = 1. At that point the
evaluation key circuit doesn’t contain any information about the decryption key dk0, and we
can apply to the semantic security of the underlying LHE scheme.

The indistinguishability of the first cut at position i∗ in the chain is due to puzzle security.
Once we have the first cut in the chain we can rely on the semantic security of underlying
encryption scheme LHE for the rest of the swaps. The number of hybrids is polynomial
in the initial cutting position i∗. Since for every efficient adversary A the first cut is at a
polynomial position i∗ we have a polynomial number of hybrids in total. Hence all underlying
cryptographic primitives are allowed to be only polynomially secure.

Hybrids structure. After the first cut in the chain, the hybrids go through the following
hybrid circuit EVKi,i∗ : output a puzzle wrapping LHE.Encekj (0λ) on input j in the range
[i, i∗], and otherwise output a puzzle wrapping LHE.Enceki

(dki−1). In other words, EVKi,i∗

is a (succinct) circuit which behaves the same as the original EVK, except on inputs in the
range [i, i∗]. Moving between the hybrids in the security proof is by the following template
inspired by the example applications described in [28].

As in [28], we decompose a circuit with respect to some tree covering, followed by
a CanonicalMerge operation. We then alter the circuit assignment corresponding to the
decomposed circuit. We use a special type of tree coverings, defined bellow.

▶ Definition 30 (Special Tree Covering). Given a tree covering TC and x ∈ {0, 1}n, let
T x be the tree covering obtained by the following process. We start with TC0 = TC.
TCk+1 is obtained from TCk by picking some element p ∈ Tk which is not a leaf (i.e.
|p| ̸= n) and not of the form p = q||1 where q is not a prefix of x. We then define
TCk+1 = TCk

⋃
{p||1, p||0} \ { p }. TCx is then defined as the final tree covering in the

proccess.

▶ Observation 31 (Size of Special Tree Covering). Given a tree covering TC and x ∈ {0, 1}n,
|TCx| = O(n|TC|).

Bellow is the template of the sub hybrids, when the behaviour of the EVK is switched on
some input i.
1. Same circuit C from previous hybrid, which is either EVK if i = i∗, or EVKi+1,i∗ if i ̸= i∗.
2. Decompose the circuit C with respect to a tree covering TC = TCi

i (corresponding to
the input i0 currently changed) to obtain the circuit assignment LC . Then reconstruct a
new circuit with a CanonicalMerge operation. Indistinguishability is due DO security as
the two circuits are |TC|-decomposing equivalent, where TC has a polynomial size. Due
to Lemma 15, the decomposition is pushed down and creates a sub circuit assignment for
the DPRF.Eval sub circuit. This lets us to treat the randomness as a separate component
in the reconstructed circuit in next hybrids.

3. Replace the seed used by the circuit on input i to an independent one S′. The switch is done
in the DPRF.Eval sub circuit assignment of the decomposed circuit. Indistinguishability
is due to DPRF security. Note the circuit uses two seeds, one for deriving randomness for
the puzzles, and one for deriving randomness for the encryptions. When we switch the
puzzles in the first cut where i = i∗ this step is immediate, as the DPRF is evaluated on
input i with the puzzle’s seed only when the input to the EVK circuit is i. However, when
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we go along the chain and switch the encryptions this requires more subtle argument, as
the DPRF is evaluated on input i with the encryption’s seed when the input to the EVK
circuit is either i or i + 1.

4. Switch a real fresh randomness on input i. Indistinguishability is due to PRF security, as
the currently used seed on i is independent from the rest of the circuit assignment.

5. Switch the underlying cryptographic instance on input i, from a puzzle wrapping
LHE.Enceki(dki−1) to a puzzle wrapping LHE.Enceki(0λ) 3. The switch is done in top level
circuit assignment (as opposed to sub circuit assignments in previous sub hybrids). In the
first time we cut the chain, indistinguishability is due to the puzzle security, and when
we go along the chain indistinguishability is due to the LHE semantic security.

6. Move back to using the original seed when computing input i by going through hybrids
3, 4 in reverse: switch back to an independent random seed and then to the original one.

7. In this hybrid we switch to EVKi,i∗ . This circuit is decomposing equivalent to the circuit
from previous hybrid and hence their obfuscation is indistinguishable. The decomposing
equivalence is with respect to the tree covering TCi

i,...,i∗ which has a polynomial size: i∗

is polynomial, so |{i, ..., i∗}| is polynomial, and then we apply observations 11 and 31.
Let EVK′ be the circuit obtained in the end of the previous step. Since {i} ⊆ {i, ..., i∗}, by
observation 12 we have that TCi ⪯ TCi,...,i∗ . It follows that TCi

i ⪯ TCi
i,...,i∗ . Therefore,

we observe that DecomposeTo(EVK′, TCi
i,...,i∗) is identical to the circuit assignment we

would have got if in sub hybrid 1 we had decomposed with respect to TC = TCi
i,...,i∗

instead of TC = TCi
i . This holds as the fragment corresponding to i is the same, and

any other fragment is just partially evaluated further. To show equivalence between
DecomposeTo(EVK′, TCi

i,...,i∗) and DecomposeTo(EVKi,i∗ , TCi
i,...,i∗), let p ∈ TCi

i,...,i∗

and consider the following cases:
In case p ∈ [i, ..., i∗] in both hybrids we have the same fragment as it’s the output of
the circuits on that input - which is the same.
If p ̸∈ [i, ..., i∗], then by the definition of the tree covering, p isn’t a prefix of anything in
the range [i, ..., i∗]. Recall the circuits check belonging to a range using a decomposing
compatible in-range tester (see definition 22). Therefore, since it’s a tree covering,
p isn’t a prefix of anything in the range [i, ..., i∗], so the tester will be evaluated to
FALSE, and the simplification process will eliminate the relevant code, after which we
just end up with the same fragment (which is actually the same as in the original EVK,
as anything else is eliminated by simplification).

Tree coverings considerations. The reason taking TCi (the minimal tree covering containing
i) isn’t enough when the seed of the encryptions is switched is due to the use of randomness
by the circuit. Given a prefix p, let DPRFSp be the DPRF equipped with the seed S after
partially evaluated on the prefix p. In order to apply to DPRF security, we need to argue
that any circuit fragment doesn’t contain DPRFSp

for any p which is prefix of i. Recall that
the DPRF is evaluated on input i when the input the EVK circuit is either i or i + 1. In
particular, the circuit has a sub circuit for computing x 7→ x− 1. Consider now a prefix q ̸= i

in the tree covering TC, and let Cq be the corresponding circuit assignment. In order for
Cq not to contain DPRFSp

for some p which is prefix of i, we need the mapping x 7→ x− 1
to be partially evaluated far enough, so the partial result would be pushed down and allow
partial evaluation of the DPRF on the seed S. This is achieved by taking TCi

i combined
with computing x 7→ x− 1 using a decomposing compatible decreaser (definition 23). For

3 To make the security proof shorter, we also do that when the first puzzle is switched at position i∗.
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demonstration, suppose we had used a tree covering with some prefix p ∈ {0, 1}<n, which is
of the form p = p′||0. Since p′ ends with 0, we can not yet deduce the prefix of the result of
the computation x 7→ x− 1. However, we can deduce these bits if p ends with 1 or if |p| = n

(as in that case we can fully compute p− 1). This is achieved by using TCi
i .

Next, in the last sub hybrid we switch to EVKi,i∗ . The main difference between this circuit
and the previous one is how the “control flow” is evaluated. Roughly speaking, in EVKi,i∗ the
control flow has the following form: if the input j is in [i, i∗] then do A, otherwise do B. In
the previous circuit the flow is essentially of the form: if the input j is in [i + 1, i∗] then do A,
otherwise if j = i do A, and otherwise do B. Observe this control flow mechanism is evaluated
and simplified to TRUE or FALSE when using the tree covering TCi

i,...,i∗ combined with a
decomposing compatible in-range tester (see definition 22). This eliminates the diffreneces
between the circuits.

Padding. Note that during the hybrids in the security proof intermediate circuits are
obtained by a CanonicalMerge of circuit assignments with |TCi

i | = O(poly(λ)) fragments
followed by replacing a fragment. Therefore, there exists some polynomial upper bound on
the size of all these circuits, which all circuits are padded to it before obfuscation.

▶ Theorem 32 (FHE scheme is secure). If DO is a poly-DO, DPRF is a secure decomposing
compatible pseudorandom function, LHE is a semantically secure leveled homomorphic en-
cryption scheme, and Puzzle is URTLP, then the FHE scheme is semantically secure against
uniform efficient adversaries. Furthermore, if Puzzle is also NRTLP, then the scheme is
semantically secure against non-uniform efficient adversaries as well.

proof sketch: We go through the following hybrids using the above sub hybrids template.

1. H0: This hybrid corresponds to the real security game, G0.
2. H1: In this hybrid we switch to use obfuscation of EVKi∗,i∗ as the evaluation key. I.e.,

same evaluation key circuit, except that on some polynomial input i∗ the output is a
puzzle wrapping LHE.Enceki∗ (0λ) (instead of wrapping LHE.Enceki∗ (dki∗−1)).

3. H2, k for k ∈ [i∗, ..., 1]: In this hybrid we use EVKk,i∗ . In other words, on inputs
in the range i ∈ [k, ..., i∗] the evaluation key circuit encrypts 0λ under eki (instead of
encrypting dki−1). In particular in H2, 1 the evaluation key circuit encrypts 0λ instead of
dk0. Hybrids H2,i∗ and H1 are the same.

4. Hfinal: Same as H2,1, except that the encryption key ek0 is sampled independently from
the evaluation key.
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