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Abstract

We study homomorphism polynomials, which are polynomials that enumerate all homomorphisms
from a pattern graph H to n-vertex graphs. These polynomials have received a lot of attention
recently for their crucial role in several new algorithms for counting and detecting graph patterns,
and also for obtaining natural polynomial families which are complete for algebraic complexity
classes VBP, VP, and VNP. We discover that, in the monotone setting, the formula complexity, the
ABP complexity, and the circuit complexity of such polynomial families are exactly characterized by
the treedepth, the pathwidth, and the treewidth of the pattern graph respectively.
Furthermore, we establish a single, unified framework, using our characterization, to collect
several known results that were obtained independently via different methods. For instance, we attain
superpolynomial separations between circuits, ABPs, and formulas in the monotone setting, where
the polynomial families separating the classes all correspond to well-studied combinatorial problems.
Moreover, our proofs rediscover fine-grained separations between these models for constant-degree
polynomials.
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Introduction

This work is a culmination of exploration of four themes in combinatorics, algorithm design,
and algebraic complexity – graph algorithms, homomorphism polynomials, graph parameters,
and monotone computations. While each of these themes are of independent interest, a
strong interplay among them has become quite apparent in recent years, and has lead to
several new advancements in algorithms and complexity.
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The first theme is graph algorithms, where the algorithms that are relevant to this
work are those corresponding to pattern detection and counting. Loosely speaking, in such
problems, we look for the “presence” of a graph H, called the pattern graph in another
graph G, called the host graph 1 . The notions of presence of one graph in another graph
that have been the most prevalent are subgraph isomorphism, induced subraph isomorphism,
and homomorphism. In detection and counting algorithms for subgraph isomorphism (resp.
induced subgraph isomorphism), we want to detect and count subgraphs (resp. induced
subraphs) of an n-vertex host graph which is isomorphic to the pattern graph. Whereas,
while looking for the occurrence of the pattern graph in the host graph, if we relax the
mapping to allow multiple vertices in the pattern graph to be mapped to a single vertex in
the host graph, while preserving the edge relations, we get a homomorphism of the pattern
graph in the host graph. When the notion is homomorphism, we are interested in detecting
and counting homomorphisms from the pattern graph to the host graph.
All the above mentioned problems have found many applications, both in theory and
practice. For instance, detecting and counting (induced) subgraph isomorphisms are used in
extremal graph theory in the study of dense graphs and quasirandom graphs [10, 29, 30], and
in many applications which boil down to analyzing real-world graphs. This includes finding
protein interactions in biomolecular networks [1, 34], finding active chemicals of interest in the
research for drug synthesis [4], advertisement targeting by finding and counting certain social
structure patterns in the analysis of social networks [24, 46], and also finding user patterns
for recommender services on platforms like Amazon and Yelp [47]. The homomorphism
counting problem appears for instance, in statistical physics via partition functions, in graph
property testing, and extremal graph theory (see [5] for a survey). When both the host
graph and the pattern graph are parts of the input, then it can be shown that all these
pattern detection problems are NP-complete, since they generalize the CLIQUE problem,
whereas the corresponding counting problems are all known to be #P-complete. On the
other hand, in almost all the real-world applications pointed out above, we have a fixed
pattern graph which we are trying to detect or count in a given host graph. Thus, in this
work, we focus on the setting when the pattern graph is a fixed graph, and the host graph
is a part of the input. Here, in the word-RAM model with O(log(n))-bit words, since the
pattern graph is of a fixed size, say its number of vertices is k, all the above problems can
be solved using a trivial algorithm, based on exhaustive search, that runs in time O(nk )
and space O(1) where n is the number of vertices in the host graph. However, in almost
all the real-world applications pointed out above, the host graph is massive. Hence, one
desires faster algorithms, preferably linear or even sub-linear algorithms. Hence, there is
a lot of interest and advances in improving upon this trivial algorithm using ideas from
combinatorics, algebraic circuits, and machine learning (see [33] for a survey, also see [3, 28]
and references therein). These problems are also very interesting from the perspective
of complexity theory. For instance, in the Fixed Parameter Tractability community, it is
conjectured that the best known algorithms for variants of these pattern detection and
counting problems cannot be further improved. If true, this would imply P ̸= NP in a rather
strong way (see [27, 32, 38, 26]). Recently, it was discovered by Curticapean, Dell and Marx
[11] (also see [13]) that counting subgraph isomorphisms corresponds to counting linear
combinations of homomorphisms, and hence establishing that it is sufficient to just consider
the homomorphism counting problem. Several advances have been attained by considering
homomorphism problems [3, 23, 25, 17, 44].
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Our second theme – homomorphism polynomials, corresponds to one of the most successful
ways by which progress has been made towards homomorphism problems, and hence towards
(induced) subgraph isomorphism problems too. For a pattern graph H and a host graph G, the
homomorphism polynomial is the polynomial whose monomials enumerate homomorphisms
from H to G. For using homomorphism polynomials to obtain new algorithms for the
above graph problems for a pattern graph H, it suffices to consider the homomorphism
polynomial from H to Kn , the clique on n vertices. Thus, we call the homomorphism
polynomial from H to Kn as the homomorphism polynomial of H (see Definition 10). It
turns out that efficient arithmetic circuit (see Section 2 for the definition) constructions of
homomorphism polynomials can be used to obtain almost all known best algorithms for
detecting induced subgraph isomorphisms as well (See [3], also [23, 25, 17, 44]). Therefore,
the study of homomorphism polynomials is a crucial area of study within graph pattern
detection and counting. Homomorphism polynomials also turned out to be extremely useful
in algebraic complexity theory in the quest for finding natural complete polynomial families
for the complexity class VP (the algebraic complexity analog of P. See [39]). Homomorphism
polynomials yield polynomial families that are complete for important algebraic complexity
classes such as VBP, VP, and VNP through a single framework, simply by considering
different pattern graphs [15, 31, 9], making it important not only from the perspective of
algorithm design, but also from the perspective of complexity theory (also see [16], where
homomorphism polynomials yield several dichotomy theorems in algebraic complexity theory).
Homomorphism polynomials are thus the central focus of this work too.
In our third theme, that is of graph parameters, the parameters relevant to this work are
treewidth, pathwidth, and treedepth of graphs. Treewidth, loosely speaking, is a measure
of how far a graph is from being a tree; similarly the pathwidth measures how far a graph
is from being a path; and treedepth measures how far a graph is from being a star (see
Section 2 for definitions). The connection between the parameters treewidth and pathwidth
and counting homomorphisms was first explored in [13] (also see [3, 31]), where it is shown
that when H has bounded treewidth, then there are small-sized arithmetic circuits for
homomorphism polynomials, whereas when H has small pathwidth, then the corresponding
homomorphism polynomials have small-sized algebraic branching programs (ABPs, defined in
Section 2). These improved constructions for circuits and ABPs are one of the main source
of advancement in finding improved algorithms for these pattern detection and counting
problems [3, 23, 25, 17, 44]. The connection between the subgraph isomorphism problem
and treedepth has also been explored in the context of Boolean computational models in [27]
and [26], where they discuss treewidth and treedepth based upper bounds and lower bounds
for counting subgraph isomorphisms for Boolean circuits and formulas. In the context
of parameterized counting complexity of these problems, a stronger connection between
treewidth and the complexity of counting homomorphisms was established by Dalmau and
Jonsson [12] who showed a dichotomy theorem stating that when the pattern graph has
bounded treewidth, then we can count homomorphisms in polynomial time. Otherwise, we
can show #W[1]-hardness. Now we turn our attention to the other major application of
homomorphism polynomials. It turns out that the parameters treewidth and pathwidth
played a crucial role in the construction of natural complete polynomials for VP, VBP, and
VNP too. More specifically, the complete polynomials for VP and VBP were homomorphism
polynomials corresponding to specific pattern graphs of bounded treewidth and bounded
pathwidth respectively. Thus, one sees that in the context of these pattern detection and
counting problems, and in the homomorphism polynomials of interest, these graph parameters
of the pattern graph ubiquitously pop up over and over again as the crucial complexity
parameters. This made us wonder, to what extent do these parameters dictate the complexity
of these problems and, in particular, the homomorphism polynomials.
ICALP 2022
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Towards this, the starting point of our work is the observation that all the improved
arithmetic circuit constructions of homomorphism polynomials based on treewidth and
pathwidth, do not use any negative constants in the circuit. This brings us to our final
theme, that is, of monotone computation.
In the Boolean setting, monotone computations refer to computations that do not
involve the negation operation, the NOT gate. Similarly, in the algebraic setting for
computing polynomials, monotone arithmetic circuits correspond to circuits that do not
use negative constants or subtraction gates, that is, there is no cancellation involved in the
circuit. Monotone computations are interesting for three main reasons. First reason is that
monotone operations have favorable stability properties with respect to rounding errors [40].
Secondly, an improved monotone circuit requires combinatorial insights since it does not
use any cancellations and algebraic identities. Such constructions often reveal interesting
combinatorial structure about the problem at hand and lead to new combinatorial algorithms.
for the problem at hand. For instance, Grenet’s monotone algebraic branching program
construction of the permanent polynomial [19]. Finally, the weakness of monotone models
resulting from the lack of cancellations, makes them significantly easier to understand. Their
computations are much better understood, both in the Boolean and the algebraic setting, and
hence have been used as a starting point towards understanding the general model. Indeed,
we know exponential lower bounds as well as separations between important complexity
classes when we restrict ourselves to the monotone setting, in contrast to the embarrassingly
poor understanding that we have in the general setting. In particular, Schnorr [40] showed
an exponential lower bound for the clique polynomial, which happens to be a special case
of homomorphism polynomial, where the pattern graph is a clique. Moreover, we know
superpolynomial separations between complexity classes2 mVF and mVBP [41], mVBP and
mVP [20], and finally, very recently, between mVP and mVNP [45]. None of these separations
are settled in the non-monotone setting. Moreover, the best known circuit lower bound in the
non-monotone setting is just Ω(n log n) [2]. Thus, it makes sense to study monotone models,
both from the perspective of upper bounds – due to special interests in algorithms based
on improved monotone circuits – as well as lower bounds – as a first step towards getting
lower bounds for the general model. Many times, the best upper bounds come first in the
monotone setting. For instance, the best known upper bound for the permanent polynomial
for ABPs is a monotone construction [19]. We note that for computing homomorphism
polynomials, Curticapean, Dell, and Marx gave an O(nω ) upper bound for all pattern graphs
with treewidth = 2 [11], and an O(nkω/3 ) upper bound is known for all k-vertex graphs [35],
where ω is the exponent of matrix multiplication. However, for sufficiently large pattern
graphs with treewidth > 2, which is almost all pattern graphs, the monotone constructions
are the best known.
This motivated us to pursue the
pathwidth based improved monotone
can further be improved, and to what
answer that we discovered turns out
problem completely.

2

concrete question of whether these treewidth and
arithmetic circuits for homomorphisms polynomials
extent would these graph parameters dictate it. The
to be conceptually quite satisfying, and settles the

mVF, mVBP and mVP refer to the class of polynomial families computable by poly-sized monotone arithmetic formulas, monotone algebraic branching programs, and monotone arithmetic circuits, respectively.
mVNP refers to the monotone analog of the complexity class VNP.
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Our contributions

In this work, we fully solve the question of monotone complexity of homomorphism polynomials by showing that they are completely determined by the aforementioned graph
parameters.
For arithmetic circuits, we discover that the treewidth of the pattern graph exactly
determines the monotone complexity of its homomorphism polynomial, by establishing that
the treewidth based upper bound in [13, 31, 3] is also a lower bound.
In what follows, the monotone arithmetic circuit (resp. ABP or formula) complexity
of a polynomial refers to the size of the smallest monotone arithmetic circuit (resp. ABP
or formula) computing the polynomial. Here size of an arithmetic circuit (resp. ABP or
formula) is the number of edges in the circuit (resp. ABP or formula). See Section 2 for
detailed definitions. The underlying field is Q.
▶ Theorem 1. The monotone arithmetic circuit complexity of the homomorphism polynomial
for a pattern graph H is Θ(ntw(H)+1 ), where tw(H) is the treewidth of H.
In the case of algebraic branching programs, we find that the pathwidth of the pattern
graph is the parameter controlling the monotone complexity of its homomorphism polynomial,
again, by proving a lower bound that exactly matches the pathwidth based upper bound in
[13, 31, 3].
▶ Theorem 2. The monotone ABP complexity of the homomorphism polynomial for a pattern
graph H is Θ(npw(H)+1 ), where pw(H) is the pathwidth of H.
Finally, for monotone formulas, it is the treedepth of the pattern graph which governs
the complexity of its homomorphism polynomial.
▶ Theorem 3. The monotone formula complexity of the homomorphism polynomial for a
pattern graph H is Θ(ntd(H) ), where td(H) is the treedepth of H.
Hence, we resolve the question of monotone complexity of homomorphism polynomials
completely by showing that treewidth, pathwidth and treedepth exactly characterize the
complexity of homomorphism polynomials for arithmetic circuits, ABPs, and arithmetic
formulas respectively. This also answers the conceptual question raised earlier asking to
what extent do these graph parameters dictate the complexity of these homomorphism
polynomials.
The characterization, in addition to giving several new lower bounds, in particular, also
allows us to collect, through a unified framework, several classical and recent results for
the monotone complexity of polynomials, obtained independently using different methods,
over several decades. This is simply because the above theorems imply that for every
family of pattern graph with high treewidth, pathwidth, or treedepth, the corresponding
homomorphism polynomial family will have high circuit complexity, ABP complexity, or
formula complexity, respectively.
As a first example, applying the observations made in the proofs of Theorem 1 and Theorem
2 to polynomial families that count colored isomorphisms from pattern families (as opposed
to fixed size pattern graphs), we obtain an alternative proof for the superpolynomial
separation between monotone arithmetic circuits and monotone algebraic branching
programs, first discovered by Hrubes and Yehudayoff [20]. We believe that our proofs are
conceptually much simpler.

ICALP 2022
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In the same spirit, we also manage to reattain the superpolynomial separation between
algebraic branching programs and arithmetic formulas in the monotone setting, using
simple applications of Theorem 2 and Theorem 3. This was previously known as a
consequence of a result by Snir [41].
Our characterization, in particular, also rediscovers the fine-grained separations between
all these models for constant-degree polynomials. That is, for every constant d, we get a
polynomial family such that it is computable by linear-sized monotone arithmetic circuits,
but any monotone ABP computing it must be of size at least nd . Analogously, for every
constant d, we get a polynomial family computable by linear-sized monotone ABP but
any monotone arithmetic formula computing it must be of size at least nd . Earlier,
such fine-grained separations could be obtained by applying the results of [41] and [20]
together.
Another simple application of Theorem 1 yields an exponential lower bound against
monotone arithmetic circuits for the clique polynomial CL2n,n , which enumerates all
cliques of size n in a 2n-vertex clique, first proved by Schnorr [40, Theorem 4.4].
▶ Remark 4. Note that, Theorems 1, 2, and 3 have pattern graph H fixed and hence of
constant size. Thus, the theorems pertain to constant degree polynomials and they do not
yield superpolynomial lower bounds on homomorphism polynomials. Unlike the works that
show exponential lower bounds on monotone polynomials, for instance [6, 7, 8, 42], our main
goal is to obtain tight lower bounds on homomorphism polynomials for fixed size pattern
graphs. Our proofs, however, go via the colored subgraph isomorphism polynomials for which
we also get superpolynomial lower bounds by considering pattern graphs of non-constant
size, see Definition 19, Theorem 20, and Theorem 21.

1.2

Limitations of known techniques

It is worth noting that in the Boolean setting, while there are known upper bounds and lower
bounds based on these graph parameters for circuits and formulas for (colored) subgraph
isomorphism problem, there is still an asymptotic gap between the upper bound and the
corresponding lower bounds in these Boolean models (see [27, 26]). Thus, we cannot hope
to translate the lower bounds in Boolean setting to the algebraic setting to get the lower
bounds exactly matching the upper bounds.
An overwhelming majority of monotone arithmetic lower bounds exploit the so-called
decomposition theorem (also refered to as normal form or representation theorem; see for e.g.
[39, Lemma 8.7]) including the exponential monotone lower bounds for permanent [21, 37],
separation between monotone VP and monotone VNP [45], as well as the superpolynomial
separation between monotone arithmetic circuits and monotone ABPs [20]. However, a
direct application of such a decomposition theorem fails to yield the exact characterization
that the above theorems manage to achieve. We argue in Section 3 why these methods give
asymptotically weaker lower bounds than what we desire to obtain.
For ABPs, Fournier, Malod, Szusterman, and Tavenas [18] recently gave a rank-based
lower bound method for the monotone setting, inspired by [36] given in the non-commutative
setting. However, in their models, the edge labels are homogeneous linear forms, which
makes their method unsuitable for the tight lower bounds that we were looking for.
Finally, an approach that seems different from all these aforementioned approaches,
including ours, is the one based on the concept of separating sets introduced by Schnorr
[40], which also gave an exponential lower bound on the clique polynomial CL2n,n , which
enumerates all cliques of size n in a 2n-vertex clique [40, Theorem 4.4]. When the pattern is
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a clique, his technique gives the optimal lower bound. However, it can be shown that, for
other pattern graphs H, his proof technique, too, falls short in proving the lower bound that
matches the upper bound (see full version for details). In fact, unlike Schnorr’s lower bound
techniques, our proofs, at a very high level, follow an abstract argument that can be shown
to always give the optimal lower bound on the number of addition gates (see full version for
details).

1.3

Proof ideas

At a high level, proofs to all our main theorems follow the same strategy. We discuss the
case of circuits, since it already illuminates the overall idea.
The starting point towards the discovery of our proof is the fact that the upper bounds
for homomorphism polynomials are all monotone and they use an optimal tree decomposition
(see Definition 13) of the pattern graph to build the circuit. Our initial observation, which is
a simple consequence of the above fact, is that every parse tree of such a circuit reflects a tree
decomposition used to build the circuit. Moreover, since in these upper bound constructions
(see [3, 13]), the whole circuit construction stems from a single tree-decomposition, all the
parse trees correspond to the same tree decomposition of the pattern graph.
The above observation led us to the key question that sets the path towards our proofs:
▶ Problem 1. Does an arbitrary parse tree of an arbitrary monotone circuit computing the
homomorphism polynomial for an arbitrary pattern H allows us to recover a tree-decomposition
of H?
It turns out that answering the above question for homomorphism polynomials in the
affirmative is difficult and most likely false. This is due of presence of non-multilinear
monomials in homomorphism polynomials which correspond to those homomorphic images
of the pattern graphs which are simpler than the pattern graph itself (see Definition 10).
These monomials may loose the information about the pattern graph altogether, since such
monomials may also result from homomorphism polynomials of other patterns. Thus, in order
to be able to recover the tree decomposition, it seems imperative to work with the subgraph
isomorphism polynomial instead. At a very high-level, our proof successfully answers the
question – in how many monomial computations can a single gate participate? To give a
precise bound on this, we need an even more structured polynomial – the colored subgraph
isomorphism polynomial, where a monomial apart from encoding the pattern graph we begin
with, also encodes the precise mapping from the pattern graph to the host graph that gives
rise to the monomial (see Definition 11).
Before going further into the proof, one might wonder whether by going from homomorphism polynomial to the colored subgraph isomorphism polynomial, we have made the
polynomial too structured as compared to the homomorphism polynomial. That is, whether
the subgraph isomorphism polynomial is much harder than the homomorphism polynomial
and a lower bound against the former would not yield a desired lower bound for the latter.
Our first technical contribution is establishing that this is not so. We show that, as long as
the the pattern graph is of constant size, the colored3 homomorphism polynomial and colored
subgraph isomorphism polynomial have the same monotone circuit complexity, monotone
ABP complexity and monotone formula complexity (Lemma 15). For this, we first note

3

It can be easily shown that the homomorphism polynomial and its colored counterpart have the same
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that going from colored subgraph isomorphism polynomial to homomorphism polynomial is
straight-forward. For the other direction, we note that the colored homomorphism polynomial
contains a superset of the set of monomials of the colored subgraph isomorphism polynomial.
To remove the other monomials present, we carefully introduce weights corresponding to
edge variables and then use partial derivatives w.r.t those weight variables. We finally show
that such partial derivatives can indeed be done efficiently in the the monotone circuits,
monotone ABPs, as well as monotone formulas; the case of formulas require the most care.
Having established that we can indeed work with the colored subgraph isomorphism
polynomial, we move on to answer Problem 1 for the colored subraph isomorphism polynomial
in affirmative. Our main technical contribution is to show that, given an arbitrary parse tree
of an arbitrary circuit computing the colored subgraph isomorphism polynomial for a pattern
graph, there exists simple algorithm to recover its tree decomposition. The algorithm works
in a bottom up fashion starting with the leaves of the parse tree and moves towards the
root using a precise way to combine the bags of the gates it encounters along the way (see
Theorem 16).
Once we have the tree decomposition, we use this tree decomposition to show that if
the number of vertices in H is k, and its treewidth is tw(H), a gate can participate in
the computation of at most nk−tw(H)−1 monomials. We show this by using a weakness of
monotone computation that, due to the absence of cancellations, any circuit computing a
polynomial cannot compute an invalid submonomial4 at any intermediate gate along the way.
This weakness is exploited in almost all known monotone lower bounds, and dates back to
Jerrum and Snir [21].
For proving the lower bounds in Theorem 2 and 3 for formulas and ABPs, we are able
to use the same framework as above. Instead of constructing a tree decomposition using
the parse trees, we construct a path decomposition (Definition 13) in case of ABPs, and an
elimination tree (Definition 14) in case of formulas. If we start with an ABP instead, it is
easy to see that the same algorithm for tree decomposition yields a path instead, and, hence,
we get a path decomposition (see Theorem 17). For formulas, we give a different simple
algorithm to show that an elimination forest of H can be constructed using the parse tree
(see Theorem 18). Using the same weakness of monotone computation, we conclude that
the number of monomials whose computation a gate can participate in is upper bounded by
nk−pw(H)−1 in case of ABPs, and by nk−td(H) in case of formulas, where pw(H) and td(H)
denote the pathwidth and the treedepth of H respectively.
To obtain the upper bounds claimed in Theorem 1, 2 and 3, we note that the upper
bounds for circuits and ABPs that were already known are both monotone constructions,
which go via the tree decomposition and the path decomposition of the pattern graph in case
of circuits and ABPs respectively [13, 3, 31]. We give the formula upper bound using the
elimination tree of the pattern graph. A treedepth based monotone formula upper bound is
folklore in the Boolean setting.
To prove the separation between monotone complexity classes, we first note that the lower
bounds on colored subgraph isomorphism polynomials also hold for pattern grpahs H of
non-constant size. Consequently, pattern graphs with high pathwidth but low treewidth yield
superpolynomial separation between circuits and ABPs (discussed in Theorem 20), whereas
pattern graphs with high treedepth but low pathwidth give superpolynomial separation
between ABPs and formulas (described in Theorem 21). For the first separation, we use a

4
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polynomial.
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tree as the pattern graph, whereas for the second separation, we use path as the pattern
graph. For an exponential lower bound on the clique polynomial, we simply apply Theorem
1 in combination with the fact that the treewidth of a clique on n vertices is n − 1.
To simplify the presentation, we assume that the pattern graph is connected. The
complexity for a disconnected pattern is the maximum of the complexity of its connected
components.

2

Preliminaries

For basic notions in graph theory, we refer the readers to [43, 14]. We first give some
definitions that set up our objects of computation and the models of computation.
▶ Definition 5. A polynomial over Q is called monotone if all its coefficients are non-negative.
Compact representations of polynomials such as the following are usually used by algorithms.
▶ Definition 6. An arithmetic circuit over the variables x1 , . . . , xn is a rooted DAG where
each source node (also called an input gate) is labeled by one of the variables xi or a constant
a ∈ Q. All other nodes (called gates) are labeled with either + (addition) or × (multiplication).
The circuit computes a polynomial over Q[x1 , . . . , xn ] in the usual fashion. The circuit is
called monotone if all constants are non-negative. The circuit is a skew circuit if for all ×
gates, at least one of the inputs is a variable or a constant. The circuit is a formula if all
gates have out-degree at most one. The size of a circuit or skew circuit or formula is the
number of edges in the circuit. The depth of a circuit is the number of edges in the longest
path from the root to an input gate.
Instead of skew circuits, a model that is equivalent in terms of power is usually studied
in algebraic complexity.
▶ Definition 7. An Algebraic Branching Program (ABP) is a DAG with a unique source
node s and a unique sink node t. Each edge is labeled with a variable from x1 , . . . , xn or
a constant a ∈ Q. Each path in the DAG from s to t corresponds to a term obtained by
multiplying all the edge labels on that path. The polynomial computed by the ABP is the sum
of all terms over all paths from s to t. The ABP is called monotone if all constants are
non-negative. The size of the ABP is the number of edges.
It is well-known that for any (monotone) polynomial, the size of the smallest (monotone)
ABP and the size of the smallest (monotone) skew circuit are within constant factors of each
other. In this paper, we will use the skew circuit definition in our proofs.
In this paper, we look at families of polynomials (pn )n≥0 and the optimal size and depth
of the models computing them. In this case, the size and depth are functions of n and we
are only interested in the asymptotic growth rate of these functions.
For simplicity, when proving lower bounds, we assume that all non-input gates have
exactly two incoming edges (both may be from the same gate). This assumption increases
the size by at most a constant factor and may increase the depth by at most a logarithmic
factor.
The families of polynomials that we look at in this paper enumerate graph homomorphisms
or colored isomorphisms. We first define these notions.
▶ Definition 8. For graphs H and G, a homomorphism from H to G is a function ϕ :
V (H) 7→ V (G) such that {i, j} ∈ E(H) implies {ϕ(i), ϕ(j)} ∈ E(G). For an edge e = {i, j}
in H, we use ϕ(e) to denote {ϕ(i), ϕ(j)}.

ICALP 2022
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▶ Definition 9. Let H be a k-vertex graph where its vertices are labeled by [k] and let G be
a graph where each vertex has a color in [k]. Then, a colored isomorphism of H in G is a
subgraph of G isomorphic to H such that all vertices in the subgraph have different colors and
for each edge {i, j} in H, there is an edge in the subgraph between vertices colored i and j.
Now, we are ready to define our main object of computation, the homomorphism polynomial.
▶ Definition 10. For a pattern
 graph H on k vertices, the n-th homomorphism polynomial
for H is a polynomial on n2 variables xe where e = {u, v} for u, v ∈ [n].
HomH,n =

X Y

xϕ(e)

ϕ e∈E(H)

where ϕ ranges over all homomorphisms from H to Kn .
Next, we define the colored isomorphism polynomial which will be crucial in our proofs.
This polynomial enumerates all colored isomorphisms from a pattern to a host graph where
there are n vertices of each color. This polynomial can be used to count colored isomorphisms
in n-vertex host graphs by setting the variables corresponding to edges not in the host graph
to 0.
▶ Definition 11. For a pattern graph H on k vertices, the n-th colored isomorphism
polynomial for H is a polynomial on |E(H)|n2 variables xe where e = {(i, u), (j, v)} for
u, v ∈ [n] and {i, j} ∈ E(H).

ColIsoH,n =

X

Y

x{(i,ui ),(j,uj )}

u1 ,...,uk ∈[n] {i,j}∈E(H)

We notice that the labeling of H does not affect the complexity of ColIsoH . Given
the polynomial ColIsoH for some labeling of H and if ψ is a relabeling of H, then the
polynomial ColIsoH for the new labeling can be obtained by the substitution x{(i,u),(j,v)} 7→
x{(ψ(i),u),(ψ(j),v)} .
For our main proofs, we need a way to analyze how a monomial is being computed in a
circuit, an ABP, or a formula. For this, we use the notion of parse trees.
▶ Definition 12. Let g be a gate in a circuit C. A parse tree rooted at g is any rooted tree
which can be obtained by the following procedure, duplicating gates in C as necessary to
preserve the tree structure.
1. The gate g is the root of the tree.
2. If there is a multiplication gate g in the tree, include all its children in the circuit as its
children in the tree.
3. If there is an addition gate g in the tree, pick an arbitrary child of g in the circuit and
include it in the tree.
If the root gate of a parse tree is not mentioned, then it is assumed to be the output gate
of the circuit. A parse tree witnesses the computation of some term. We note that if C is a
formula, then any gate can occur at most once in any parse tree in C.
Given a parse tree T that contains a gate g, we use Tg to denote the subtree of T rooted
at g. The tree obtained by removing Tg from T is called the tree outside Tg in T . Note
that we can replace Tg in T with any parse tree rooted at g to obtain another parse tree.
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Similarly, if we have two parse trees T and T ′ that both contain the same multiplication gate
g from the circuit, then we can replace the left or right subtree of Tg with the left or right
subtree of Tg′ to obtain another parse tree. This is because both the left and right child of g
in both parse trees are the same and therefore we can apply the aforementioned replacement.
Now, we define the graph parameters most crucial to our work. They are the parameters
that turn out to exactly characterize the complexity of the above polynomial families in the
models of computations defined above.
▶ Definition 13. A tree decomposition of H is a tree where each vertex (called a bag) in
the tree is a subset of vertices of H. This tree must satisfy two properties.
1. For every edge {i, j} in H, there must be at least one bag in the tree that contains both i
and j.
2. For any vertex i in H, the subgraph of the tree decomposition induced by all bags containing
i must be a subtree. This subtree is called the subtree induced by i.
The size of a tree decomposition is the size of the largest bag minus one. The treewidth
of H is the size of a smallest tree decomposition of H.
A tree decomposition is called a path decomposition if it is a path. The pathwidth of H
is the size of a smallest path decomposition.
▶ Definition 14. For a connected graph H, an elimination tree of H is a rooted, directed
tree that can be constructed by arbitrarily picking a vertex u in H and adding edges from the
roots of elimination trees of connected components of H − u to the root vertex labeled u. In
particular, if H is a single vertex, then the elimination tree of H is the same single vertex
graph.
The depth of an elimination tree is the number of vertices in the longest path from a leaf
to the root. The treedepth of H is the depth of the smallest depth elimination tree of H.
We note that for any graph H, its elimination tree contains exactly |V (H)| vertices. All
edges in the tree are directed towards the root and the vertices of the tree are uniquely
labeled with the vertices of H. If T is an elimination tree for the connected graph H, then
all edges in H are between vertices that are in an ancestor-descendant relationship in T .
We now state some basic facts about treewidth, pathwidth, and treedepth. We combine
these facts with the lower bounds in Section 3 to obtain, for any constant k, constant-degree
polynomial families having linear size circuits (ABPs resp.) but requiring Ω(nk ) size ABPs
(formulas resp.), thus giving us a fine-grained separation between these models. Note that, for
constant-degree polynomials, such polynomial factor separations are the best one could ask for
between formulas, ABPs, and circuits, since all constant-degree polynomials are computable
by polynomial-sized formulas. Moreover, we use these facts to obtain superpolynomial
separations between these models for high degree polynomials.
▶ Fact 1. For all graphs H, we have tw(H) ≤ pw(H) ≤ td(H) − 1.
▶ Fact 2. For any number p ≥ 1, there is a tree Xk on k = 61 (5 · 3p − 3) vertices that have
pathwidth p.
Proof. The tree X2 is simply an edge. The tree Xk for p ≥ 2 is obtained by connecting three
copies of the constructed trees with pathwidth p − 1 to a new root vertex.
◀
▶ Fact 3. All paths have pathwidth 1 and the k-vertex path has treedepth ⌈log2 (k + 1)⌉.
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3

Algebraic complexity of homomorphism polynomials

In this section, we prove Theorems 1, 2 and 3. thus achieving our main result, that is, the
exact characterization for the monotone complexity of homomorphism polynomials.
▶ Lemma 15. For any fixed pattern H, both the homomorphism polynomial for H and the
colored isomorphism polynomial for H have the same (asymptotically) monotone arithmetic
circuit complexity, monotone ABP complexity, and monotone formula complexity.
Proof. First, we show how to obtain a circuit that computes ColIsoH from one that computes
HomH . We introduce new variables we for each e ∈ E(H). Let C be a circuit that computes
HomH over the vertex set [k] × [n]. We substitute x{(i,u),(j,v)} with x{(i,u),(j,v)} w{i,j} for all
i, j, u, v if {i, j} ∈ E(H). Otherwise, we set the variable to 0. Let C ′ be the resulting circuit.
|E(H)|
We then compute ∂we ∂...∂we
C ′ using the sum and product rule for partial derivatives.
1

|E(H)|

Then, we set we = 0 for all e. The partial differentiation ensures that all monomials must
have at least one edge of each color. Setting we = 0 ensures that all monomials can only
have at most one edge of each color. Therefore, the remaining monomials contain each edge
in H exactly once. These are exactly those homomorphisms that correspond to colored
isomorphisms. For each colored isomorphism, there are |aut(H)| ways to relabel the vertices
of H to obtain the same edge set. So we divide by |aut(H)| to obtain HomH exactly. Each
partial differentiation increases the size of the circuit at most by a factor of 3. Therefore, if
C has size s, the final circuit has size at most c3|E(H)| s for some constant c.
For the other direction, given a circuit that computes ColIsoH , we can replace each
x{(i,u),(j,v)} with x{u,v} if u ̸= v and 0 otherwise. The circuit now computes HomH because
the monomial corresponding to the homomorphism ϕ is generated by the corresponding
colored isomorphism i 7→ (i, ϕ(i)). Also, every colored isomorphism on vertices (i, ui ) for
1 ≤ i ≤ k corresponds to a homomorphism to Kn as long as ui ̸= uj for {i, j} ∈ E(H).
Notice that both constructions preserve monotonicity and yield a monotone ABP when
the original circuit is a monotone ABP.
A straightforward application of the sum and product rule to compute the partial
derivative does not necessarily yield a formula from a formula. While computing the partial
derivative, we have to compute both f and ∂f /∂x for every sub-formula f . If f = g + h
for some formulas g and h, then we can simply compute ∂f /∂x = ∂g/∂x + ∂h/∂x without
using any sub-formula more than once. When the formula f = gh for some formulas g
and h, we have to compute ∂f /∂x = g∂h/∂x + h∂g/∂x. Therefore, we are using g and h
twice, once for computing f and once for computing ∂f /∂x. We can convert the resulting
circuit into a formula by duplicating the sub-formulas g and h. For general formulas, this
leads to a quadratic blowup in size. But, for monotone formulas computing constant-degree
polynomials, we show that the size increases only by a constant factor when duplicating
sub-formulas in this fashion.
First, we eliminate all gates in the formula that computes 0 and replace all gates that
compute a constant by an input gate labeled with that constant. We call a multiplication
gate f trivial if f = ag for some constant a and sub-formula g. In this case, we have
∂f /∂x = a∂g/∂x. Therefore, we do not have to make a copy of the non-constant sub-formula
g. We make a copy of the input gate a here. But, we do not have to make additional copies
of this input gate a later for any trivial gate encountered on the path from f to root. This
is because f is not a constant and therefore it must be the other input to the trivial gate
that is constant. We claim that if the monotone formula computes a polynomial of degree
at most d, for any gate g, there are at most d non-trivial multiplication gates on the path
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from g to the root gate. This is because each non-trivial gate increases the degree by at least
one and no cancellations can occur in a monotone formula. Therefore, we can compute the
partial derivative using at most d + 2 copies of each gate in the original formula. Since the
degree of the polynomials we are differentiating is at most 2|E(H)|and we perform |E(H)|
|E(H)|
differentiations, the final formula has size O (2|E(H)| + 2)
s if the original formula
has size s.
◀
From now on, we can use either ColIsoH or HomH to prove our results. For a pattern
graph H, we say that an edge {i, j} or a vertex i in H is present in a monomial over the
variables of the colored isomorphism polynomial if there is a variable x{(i,u),(j,v)} for some
u and v in that monomial. We also say that the edge {(i, u), (j, v)} or the vertex (i, u) is
present in that monomial in that case.
In our proofs, we restrict our attention to the multiplication gates and the input gates in
parse trees. This is because our proofs consider the computation of individual monomials
separately and in this case, the addition gates play no role in the computation as all of them
have exactly one child in the parse tree. While proving lower bounds, we also assume that all
addition and multiplication gates have exactly two incoming edges. Since we define the size
of a circuit as the number of edges, this transformation changes the size only by a constant
factor. In addition, with this restriction, the number of gates and the number of edges are
related by constant factors. Therefore, we may lower bound either to lower bound the size of
the circuit.
▶ Theorem 16 (Theorem 1 restated). The monotone arithmetic circuit complexity of HomH
is Θ ntw(H)+1 .
Proof. The upper bound is already known (See [13], [3]).
Let H be of treewidth t. For proving the lower bound, we consider the n-th colored
P
Q
isomorphism polynomial for H, ColIsoH,n = u1 ,...,uk i,j x{(i,ui ),(j,uj )} , where u1 , . . . , uk ∈
[n] and {i, j} ∈ E(H) (see Definition 11). Consider any monomial m on the vertices (i, ui )
for 1 ≤ i ≤ k and its associated parse tree. We assume without loss of generality that both
sides of any multiplication gate computes a non-constant term (If they compute a constant, it
has to be 1 and we can simply ignore this subtree). We build a tree decomposition of H from
this parse tree in a bottom-up fashion. In this tree decomposition, each gate is associated
with one or two bags in the decomposition. Exactly one of these bags is designated as the
root bag of that gate. An example of this construction is shown in Figure 1 where the 4-vertex
cycle is the pattern.
1. For an input gate x{(i,u),(j,v)} . Add the bag {i, j} as a leaf of the tree decomposition. For
example, in Figure 1, the input gate labeled x{(1,u),(2,v)} is associated with the bag {1, 2}.
2. For a multiplication gate g. Let A and B be the contents of the root bags of its left and
right subtrees. Add a bag containing A ∪ B as the parent of those roots. For example, in
Figure 1, the gate g is first associated with a bag containing {1, 2, 3} = {1, 2} ∪ {2, 3}.
3. If at any gate, there are vertices (i, u) such that the monomial computed at that gate
includes all edges incident on (i, u). Then add a new bag that excludes exactly all such
vertices i from the current root bag and add it as a parent of the current root bag. This
new bag is now considered the root bag associated with the gate g. For example, in
Figure 1, we observe that at gate g, all edges incident on the vertex (2, v) are included
and therefore we add a new bag that removes 2 and make it the root bag associated
with g.
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Φ

{1, 3}

f
×

x1u,2v

g

h

×

×

x2v,3w

x3w,4x

x4x,1u

{1, 3}

{1, 3}

{1, 2, 3}

{1, 3, 4}

{1, 2}

{2, 3}

{3, 4}

{1, 4}

Figure 1 A tree decomposition of C4 from a parse tree. u, v, w, x ∈ [n].

The result is a tree decomposition of H. All edges of H are covered because all edges of
H must be present in the monomial. Since a vertex is forgotten only after all edges incident
on it have been multiplied, the subgraph of the tree decomposition induced by any vertex in
H is a subtree.
Since H has treewidth t, the tree decomposition that we constructed must have a bag
with at least t + 1 vertices. We consider some gate g in the parse tree that is associated with
a bag that contains at least t + 1 vertices. In the following proof, we only consider the case
where the bag contains exactly t + 1 vertices. If there are more than t + 1 vertices, then
we get a better lower bound. We assume without loss of generality that these vertices are
1, . . . , t + 1. We now claim that the gate g can only be present in parse trees of monomials
m′ such that m′ contains vertices (i, ui ) for 1 ≤ i ≤ t + 1. Suppose for contradiction there is
a monomial m′ with a parse tree T ′ that contains g and has vertex (i, vi ) where vi ̸= ui for
some such i. Let T be the parse tree for m. There are two cases:
1. The vertex i is forgotten at a bag associated with g: This means that both left and right
subtrees of Tg compute monomials that contain (i, ui ). Now if T ′ contains (i, vi ) on the
left subtree of Tg′ , then replace right subtree of Tg′ with right subtree of Tg . Else, the tree
T ′ contains (i, vi ) on the right subtree of Tg′ or outside Tg′ . In both cases we replace the
left subtree of Tg′ with the left subtree of Tg .
2. Vertex i is not forgotten at a bag associated with g: This means that (i, ui ) appears in at
least one of the subtrees of Tg and outside Tg in T . In T ′ , if (i, vi ) appears in Tg′ , then
replace the tree Tg with Tg′ in T . Otherwise, the vertex (i, vi ) must appear outside Tg′ in
T ′ . In this case, replace Tg′ with Tg in T ′ .
All these new parse trees yield monomials that contain both (i, ui ) and (i, vi ). A
contradiction. Notice that we can obtain exactly nk−t−1 colored isomorphisms that fix t + 1
vertices. Therefore, at most nk−t−1 monomials of the polynomial can contain g in its parse
tree. Since there are nk monomials, this gives the required lower bound.
◀
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▶ Theorem 17 (Theorem 2 restated). The monotone algebraic branching program complexity
of HomH is Θ npw(H)+1 .
Proof. The upper bound is already known (See [13], [3]). For the lower bound, we modify the
proof of Theorem 16 to obtain a path decomposition instead. Recall that for any (monotone)
polynomial, the size of the smallest (monotone) ABP and the size of the smallest (monotone)
skew circuit are within constant factors of each other. We consider the parse tree for a
monomial m in a skew circuit computing HomH and start building the path decomposition
from a deepest input gate.
We give a detailed proof in the full version.
◀
18 (Theorem 3 restated). The monotone formula complexity of HomH is
▶ Theorem

Θ ntd(H) .
Proof. We first prove the upper bound5 . Let T be an elimination tree of depth d for H. We
show how to construct a formula of size nd for ColIsoH ′ in a bottom-up fashion where H ′ is
the graph obtained from T by adding all possible edges {i, j} where i is an ancestor of j in
T . Note that H ′ and H has the same treedepth by construction. The polynomial ColIsoH
can be obtained by setting extra variables in this polynomial to 1.
Let i be the label of a node in T such that the path from root to i is labeled i1 , . . . , ip
and the children of i are labeled ℓ1 , . . . , ℓs . We use the notation (ij , uj )j where j ∈ [p] to
denote the p pairs (i1 , u1 ), . . . , (ip , up ). We construct the formula:

X Y
 Y {(i,u),(ij ,uj )j }
{(ij ,uj )j }
fi
=
x{(ij ,uj ),(i,u)}
fℓt
u

j

t

where j ∈ [p] and t ∈ [s].
We use induction on the height c of the node i in the elimination tree to prove the
size upper bound. We claim that the formula that corresponds to such a node has size
O(nc ) (constants hidden by the O notation depend only on H). For the base case, if i is
a leaf node, this formula has size O(n). If i has depth c in T , then this formula has size
O(n) × O(nc−1 ) = O(nc ) by the induction hypothesis.
If {i, j} is not an edge in H, then we set all x{(i,u),(j,v)} to 1 in the formula. The formula
corresponding to the root node in T is the required polynomial. To prove this, consider the
colored subgraph isomorphism containing the vertices (i, ui ) for 1 ≤ i ≤ k. This monomial
has the parse tree obtained by setting the variable u in the outermost summation for each
fi∗ to ui . For the other direction, the parse tree obtained by setting u to ui in the outermost
summation of each fi∗ generates the monomial that corresponds to the colored subgraph
isomorphism on vertices (i, ui ).
We now prove the lower bound. Let d be the treedepth of H. We consider a parse tree
for a monomial m in a formula computing ColIsoH and build an elimination tree for H from
it. An example of this construction is shown in Figure 2 where the 4-vertex path is the
pattern. We associate a set of rooted trees with each gate g as follows: If the gate g is the
lowest gate in the parse tree such that all edges incident on vertices i1 , . . . , ir are present in
the monomial computed at g, then make i1 the parent of all roots of trees from the children
of g. Now, make ij+1 the parent of ij for 1 ≤ j ≤ r − 1. We call the vertices i1 , . . . , ir to
be associated with g. If there are no such vertices for a gate g, then the forest associated

5

We believe this construction is already known as folklore. But we present it here for the sake of
completion since we couldn’t find a reference for the construction.
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with g is simply the union of the forests of its children. We start with empty forests initially.
For any edge {i, j} ∈ E(H), the gates that corresponds to i and j in this tree must belong
to the path from the input gate for this edge to the root. This shows that this tree is an
elimination tree for H.
In Figure 2, the input gate labeled z is such that the only edge incident on (1, u) is
already multiplied in at z. Therefore, we associate the vertex 1 with z and the set of trees
associated with z is just the one-vertex tree 1. Also, at gate f , we have multiplied in all
edges incident on (3, w) and therefore, we associate 3 with f . Also, note that this vertex 3 is
the parent of the roots of elimination trees from g and h.
For proving the lower bound, we consider some gate g in the parse tree of m such that g
is associated with a leaf at a depth of at least d in the elimination tree. We can assume that
the depth is exactly d. If it is more, then we obtain a better lower bound. Let this vertex be
d. Assume without loss of generality that 1, . . . , d are the vertices on the path from the root
to d in the elimination tree. Let (1, u1 ), . . . , (d, ud ) be the corresponding vertices in m. We
claim that any monomial m′ for which g appears in its parse tree must also have vertices uj
of color j for 1 ≤ j ≤ d.
Suppose for contradiction that there is a monomial m′ with g in its parse tree and m′
has vertex (i, vi ) where ui ̸= vi for some 1 ≤ i ≤ d. Let g ′ be the gate in T such that i is
associated with g ′ . Now, recall that if T is an elimination tree for the connected graph H,
then all edges in H are between vertices that are in an ancestor-descendant relationship in T .
Thus, g ′ must be an ancestor of g (g ′ could be the same as g). Let T ′ be the parse tree for
m′ . Then, the tree T ′ must contain g ′ as well because it contains g and in a formula there is
a unique path from any gate to the root. There are two cases:
1. The gate g ′ is an input gate: In this case, ui = vi because a monomial cannot have two
different vertices of the same color and (i, ui ) is present in g ′ .
2. The gate g ′ is a multiplication gate: In this case, the vertex (i, ui ) must appear in both
subtrees of Tg′ . If the vertex (i, vi ) appears in the right (left) subtree of Tg′ ′ , then we
replace the left (right) subtree of Tg′ ′ with the left (right) subtree of Tg′ . Otherwise, the
vertex (i, vi ) appears outside Tg′ ′ in T ′ . In this case, we replace the subtree Tg′ ′ with the
subtree Tg′ .
In all cases, we obtain a monomial that contains both vertices (i, ui ) and (i, vi ). A
contradiction. Therefore, at most nk−d monomials of the polynomial can contain the gate g
in their parse tree. Since there are a total of nk monomials, the lower bound follows.
In Figure 2, we can infer using the above argument that the input gate z can be a part
of parse trees of at most n different monomials.
◀
We show how to use our characterizations to prove superpolynomial separations between
various monotone models. The polynomials are not based on fixed pattern graphs but a
natural extension of our polynomials to patterns that grow in size with the host graph.
▶ Definition 19. Let H = (Hn ) be a family of pattern graphs where Hn is some graph on n
vertices. Then, we define the n-th polynomial in the family ColIsoH as:
X Y
ColIsoHn ,n =
x{(i,ui ),(j,uj )}
u1 ,...,un {i,j}

where u1 , . . . , un ∈ [n] and {i, j} ∈ E(Hn ).
It is easy to see that our lower bounds for monotone circuits, monotone ABPs, and
monotone formulas hold for ColIsoH for any family of pattern graphs H, where the lower
bound for the n-th polynomial is given by the treewidth, pathwidth, and treedepth of Hn
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1
Figure 2 An elimination tree for P4 from a parse tree. u, v, w, x ∈ [n].

respectively. The lower bounds for HomH , however, does not hold because Lemma 15 causes a
size blow-up that is exponential in the size of the pattern graph while constructing ColIsoHn ,n
from HomHn ,n .
We now show that there are pattern families that prove a super-polynomial separation
between the size complexity of monotone circuits and monotone ABPs.
▶ Theorem 20 (Compare [20, Theorem 1, Proposition 13]). For any p ≥ 1 and n = 16 (5·3p −3),
there is a polynomial family of degree n − 1 on n3 − n variables such that the family has
linear size monotone circuits but require nlog2 (n+1) size monotone ABPs.
For the separation, the n-th polynomial in the family is simply ColIsoXn , where Xn are
the trees whose existence is guaranteed from Fact 2. See full version for a detailed proof.
We now show that there are pattern families that prove a super-polynomial separation
between the size complexity of monotone circuits and monotone ABPs.
▶ Theorem 21 (See [41, Theorem 3.2]). For n ≥ 2, there is a polynomial family of degree
n − 1 on n3 − n variables such that the family has linear size monotone ABPs but require
n⌈log2 (n+1)⌉ size monotone formulas.
The n-th polynomial in the family is simply ColIsoPn , the path on n vertices. See full
version for a detailed proof.

4

Discussion

We note that our lower bounds for colored isomorphism polynomials also hold for counting
circuits studied by Jukna [22]. Such circuits produce the same evaluation as arithmetic circuits
when variables are substituted from {0, 1}. Informally, a counting circuit is an arithmetic
circuit that computes a polynomial modulo the axiom x2 = x. Note that this is sufficient
for counting homomorphisms or colored isomorphisms. However, the counting circuit lower
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bounds do not extend to the homomorphism polynomials since the reduction between the
colored isomorphism polynomial and the homomorphism polynomial in Lemma 15 use partial
derivatives.
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