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Preface
This volume contains the papers presented at IPEC 2020: the 15th International Symposium
on Parameterized and Exact Computation. IPEC 2020 was held virtually on 14–18 December
2020 and was organized, together with ISAAC 2020, by The Hong Kong Polytechnic University,
China.
The International Symposium on Parameterized and
Previous iterations of I(W)PEC
Exact Computation (IPEC, formerly IWPEC) is a series
2004 Bergen, Norway
of international symposia covering research in all aspects
2006 Zürich, Switzerland
of parameterized and exact algorithms and complexity. 2008 Victoria, Canada
Started in 2004 as a biennial workshop, it became an
2009 Copenhagen, Denmark
annual event in 2009.
2010 Chennai, India
2011 Saarbrücken, Germany
In response to the call for papers, 53 abstracts were
submitted, which led to 51 papers considered by the pro- 2012 Ljubljana, Slovenia
2013 Sophia Antipolis, France
gram committee. Each considered submission received at
2014 Wrocław, Poland
least 3 reviews. The reviews came from the 14 members
of the program committee and from 62 external reviewers, 2015 Patras, Greece
together contributing 160 reviews. The program com- 2016 Aarhus, Denmark
2017 Vienna, Austria
mittee held electronic meetings through the EasyChair
2018 Helsinki, Finland
platform. In the end, the program committee selected 26
2019 Münich, Germany
of the submissions for presentation at the symposium and
inclusion in these proceedings.
The Best Paper Award and Best Student Paper Award were given jointly to two co-winners:
Tuukka Korhonen, for his paper Finding Optimal Triangulations Parameterized by Edge
Clique Cover,
Łukasz Bożyk, Jan Derbisz, Tomasz Krawczyk, Jana Novotná and Karolina Okrasa, for
their paper Vertex deletion into bipartite permutation graphs.
IPEC 2020 hosted an award ceremony with a plenary talk for the 2020 EATCS-IPEC
Nerode Prize for outstanding papers in the area of multivariate algorithmics. The Nerode
prize committee consisted of Hans L. Bodlaender, Anuj Dawar, and Virginia Vassilevska
Williams. They awarded the prize to the following series of two papers:
Dániel Marx, Parameterized graph separation problems. Theoretical Computer Science
351(3), 394–406 (2006)
Jianer Chen, Yang Liu, Songjian Lu, Barry O’Sullivan, Igor Razgon, A fixed-parameter
algorithm for the directed feedback vertex set problem. J. ACM 55(5) (2008)
IPEC 2020 also invited Yoichi Iwata to present a tutorial. Finally, IPEC 2020 hosted the
award ceremony and poster session of the fifth Parameterized Algorithms and Computational
Experiments challenge, PACE. This yearly challenge was conceived in Fall 2015 to deepen
the relationship between parameterized algorithms and practice. These proceedings contain
a report by Ł. Kowalik, M. Mucha, W. Nadara, M. Pilipczuk, M. Sorge, and P. Wygocki on
the 2020 PACE challenge.
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We would like to thank the program committee, together with the external reviewers, for
their commitment in the difficult paper selection process. We also thank all the authors who
submitted their work for consideration. We are grateful to the local organizers of ISAAC 2020
and IPEC 2020, for their work on the local arrangements. Finally, we acknowledge the
financial support of The Hongkong Polytechnic University, the University of Warsaw, and
the European Research Council (ERC) via European Union’s Horizon 2020 research and
innovation programme Grant Agreement no. 714704.
Yixin Cao and Marcin Pilipczuk
Hongkong and Warsaw, October 2020
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Abstract
Bulian and Dawar [Algorithmica, 2016] introduced the notion of elimination distance in an effort
to define new tractable parameterizations for graph problems and showed that deciding whether a
given graph has elimination distance at most k to any minor-closed class of graphs is fixed-parameter
tractable parameterized by k [Algorithmica, 2017].
In this paper, we consider the problem of computing the elimination distance of a given graph to
the class of cluster graphs and initiate the study of the parameterized complexity of a more general
version – that of obtaining a modulator to such graphs. That is, we study the (η, Clq)-Elimination
Deletion problem ((η, Clq)-ED Deletion) where, for a fixed η, one is given a graph G and k ∈ N
and the objective is to determine whether there is a set S ⊆ V (G) such that the graph G − S has
elimination distance at most η to the class of cluster graphs.
Our main result is a polynomial kernelization (parameterized by k) for this problem. As
2
components in the proof of our main result, we develop a kO(ηk+η ) nO(1) -time fixed-parameter
algorithm for (η, Clq)-ED Deletion and a polynomial-time factor-min{O(η · opt · log2 n), optO(1) }
approximation algorithm for the same problem.
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1

Introduction

A popular methodology for studying the parameterized complexity of problems is to consider
parameterization by distance from triviality [19]. In this methodology, the idea is to try and
lift the tractability of special cases of generally hard computational problems, to tractability
of instances that are “close” to these special cases (i.e., close to triviality) for appropriate
notions of “distance from triviality”. With some exceptions (see, for example, [13, 21]), this
approach typically has two components – (i) recognition algorithms that determine whether
the input is indeed close to triviality and possibly compute a (approximate) witness, and
(ii) solution algorithms that exploit the structure expressed by the witness in order to solve
computational problems. In graph problems, a standard measure of distance from triviality
is the size of a vertex modulator to a specific graph class, i.e., a set of vertices whose deletion
results in a graph belonging to a specific graph class. This way of parameterizing graph
problems has led to a rich collection of sophisticated algorithmic and lower bound machinery
over the last two decades. Of particular interest to us in this work are two specific strands of
research that fall under this framework.
© Akanksha Agrawal and M. S. Ramanujan;
licensed under Creative Commons License CC-BY
15th International Symposium on Parameterized and Exact Computation (IPEC 2020).
Editors: Yixin Cao and Marcin Pilipczuk; Article No. 1; pp. 1:1–1:13
Leibniz International Proceedings in Informatics
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In one strand, the goal is to enhance existing notions of distance from triviality by
exploiting some form of structure underlying vertex modulators rather than just the size
bound. This line of exploration has led to the development of several new notions of distance
from triviality [11, 5, 6, 17, 16, 10]. Of special interest to us in this line of research is the
notion of elimination distance introduced in [5]. Bulian and Dawar [5] introduced the notion
of elimination distance in an effort to define tractable parameterizations that are more
general than the modulator size for graph problems. We refer the reader to Section 2 for a
formal definition of this parameter. In their work, they focused on the Graph Isomorphism
(GI) problem and showed that GI is fixed-parameter tractable (FPT) when parameterized
by the elimination distance to graphs of bounded degree. In follow-up work, Bulian and
Dawar [6] showed that deciding whether a given graph has elimination distance at most k
to any minor-closed class of graphs is fixed-parameter tractable parameterized by k (i.e.,
can be solved in time f (k)nO(1) ). The second strand focuses on enhancing the set of “base
classes” that capture the notion of triviality and study algorithms that compute or use
small modulators to these classes. For instance, the computation and use of modulators into
various hereditary graph classes (see, e.g., [14, 18, 3, 15, 24] for a partial list relevant to this
paper) has been extensively explored.
In more recent years, efforts have been made to simultaneously build upon these two
strands by retaining the notion of small modulators as the measure of distance from triviality,
but enhancing the notion of triviality to include graphs that have bounded elimination to
a second, well-understood graph class. Hols et al. [20] recently presented a comprehensive
study of the classic Vertex Cover problem parameterized by the size of a smallest modulator
to graphs that have bounded elimination distance to specific hereditary graph classes. They
provided an elegant (partial) characterization of parameterizations that permit polynomial
kernelizations for Vertex Cover. However, their focus is on solution (utilising the modulator)
rather than recognition, and so they do not focus on computing the modulators.
In our current work, we draw from both strands of research described above and study the
parameterized complexity of the (η, Clq)-Elimination Deletion problem, where one is
given a graph G and k ∈ N with the objective of determining whether there is a set S ⊆ V (G)
such that the graph G − S has elimination distance at most η to the class of cluster graphs
(disjoint union of cliques). We call graphs with elimination distance at most η to the class of
cluster graphs, (η, Clq)-graphs. Our parameter is the size of the modulator k and we note
that even for k = 0 (i.e., deciding whether the given graph has elimination distance at most
η to cluster graphs), this problem is quite non-trivial and even an algorithm with running
time nf (η) is far from obvious. Indeed, Bulian and Dawar [6] ask about the possibility of
extending their approach to obtain a fixed-parameter algorithm for this very problem.
The following is the formal definition of our main problem.
(η, Clq)-Elimination Deletion((η, Clq)-ED Deletion)
Input:
A graph G and an integer k.
Parameter:
k.
Question: Is there a set S ⊆ V (G) of size at most k, such that G − S is an (η, Clq)-graph?

The central result of this paper is Theorem 1.
I Theorem 1. (η, Clq)-Elimination Deletion admits a kernelization algorithm running
2
in time η O(η ) · nO(1) , that outputs an equivalent instance with 2O(η) · k O(1) vertices, where n
is the number of vertices in the input graph.
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Theorem 1 is in fact a polynomial kernelization for (η, Clq)-ED Deletion as η is a
constant that is part of the problem description. We have explicitly stated the dependence
on η in all our results.
A simple corollary of Theorem 1 (obtained by setting k = 0) is an algorithm with running
2
time η O(η ) · nO(1) that determines whether a given graph is an (η, Clq)-graph (equivalently,
we say that the Clq-elimination distance of the given graph is at most η). That is, it is
a fixed-parameter algorithm for recognising (η, Clq)-graphs parameterized by η. Towards
the proof of Theorem 1, we prove the following two results of independent interest. The
first of these results gives an approximation algorithm for (η, Clq)-ED Deletion. The
second result gives a moderately exponential-time fixed-parameter algorithm for (η, Clq)-ED
Deletion.
I Theorem 2. There is an algorithm that, given a graph G on n vertices, runs in time
2
η O(η ) · nO(1) and outputs a set S ⊆ V (G) of size O(η · opt2 · log2 n), such that G − S has
Clq-elimination distance at most η.
2

I Theorem 3. (η, Clq)-Elimination Deletion can be solved in time (k + η)O(ηk+η ) nO(1) .
An important consequence of Theorem 2 and Theorem 3 is a polynomial-time optO(1) approximation algorithm for (η, Clq)-ED Deletion. We remark that the moderately
exponential dependence on k in the running time of Theorem 3 is crucially used in obtaining
this approximation algorithm and hence, we avoid resorting to meta-theorems in the proof of
Theorem 3. This optO(1) -approximation algorithm for (η, Clq)-ED Deletion is the starting
point of our proof of Theorem 1. Such optO(1) -approximation algorithms play a crucial role
in bootstrapping kernelization algorithms (see, for example, [22, 2]). They also allow for
further consequences when studying kernelization of problems parameterized by the size of
the smallest modulator to (η, Clq)-graphs since we do not need to assume that the modulator
is given as part of the input. In the literature on such structural parameterizations, it is
generally assumed that the modulator is included in the input. Often, such an assumption
can be made without loss of generality because the modulator can be optO(1) -approximated
in polynomial time. However, there are situations where the assumption is necessary due
to the lack of such approximations. We refer the reader to [12] for a detailed discussion on
formalizing structural parameterizations.
Finally, as part of the proof of Theorem 3, we obtain a constant factor fixed-parameter
approximation algorithm for the problem of determining the Clq-elimination distance of a
given graph. Moreover, we show that by invoking a result of Czerwiński et al. [8], one can
speed up this algorithm at the cost of a worse approximation. The formal statement is given
below (we refer the reader to Section 2 for the definition of an (η, Clq)-decomposition).
I Theorem 4. There are algorithms A1 , A2 such that, given a graph G and an integer η,
the following hold:
2
1. A1 runs in time 2O(η ) ·nO(1) and either correctly reports that the Clq-elimination distance
of G is more than η, or computes a (5η, Clq)-decomposition of G.
2. A2 runs in time 2O(η) · nO(1) and either correctly reports that the Clq-elimination distance
of G is more than η, or computes an (O(η 2 log3/2 η), Clq)-decomposition of G.

Related work
Recently, Lindermayr et al. [27] showed that computing elimination distance to bounded
degree graphs is fixed-parameter tractable when the input is planar. Bougeret et al. [2]
introduced a measure called bridge-depth and showed that a minor-closed family of graphs
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F has bounded bridge-depth precisely when Vertex Cover admits a polynomial kernel
parameterized by the size of a modulator to F (subject to standard complexity theoretic
hypotheses). The notion of elimination distance [5] generalizes the notion of generalized
treedepth introduced by Bouland et al [4] in an effort to combine the treedepth and maxleaf number parameters. Building on [5] and extending the approach of combining width
parameters (treedepth in the case of [5]) and modulator size, Ganian et al. [17] proposed a
measure of distance to triviality for CSP that depended on the treewidth of an appropriate
graph defined on backdoor sets (these can be thought of as a version of vertex modulators
appropriate for use in solving ILP and CSP instances). That is, they introduced a way
of combining treewidth and modulator size into a single parameter that is stronger than
elimination distance. More recently, Eiben et al. [10] continued the line of research into
combining modulators and width parameters by studying this parameter in the context of
graph problems, where triviality is expressed in terms of bounded rankwidth.

2

Preliminaries

We refer to the book of Diestel [9] for standard graph terminology. Whenever the context
is clear, we use n and m to denote the number of vertices and the number of edges in the
input graph, respectively. A vertex cover in G is a set S ⊆ V (G), such that G − S has no
edges. By vc(G) we denote the size of a minimum sized vertex cover in G. We say that a
set S ⊆ V (G) is a clique in G if for every distinct u, v ∈ S, we have {u, v} ∈ E(G). We let
Clq(G) denote the set of all cliques in G.
I Proposition 5 ([23, 28]). We can generate all maximal cliques of a graph with O(nω ) time
delay, where ω is the exponent in the running time of matrix multiplication.1
The set C(G) denotes the set of connected components of G. Consider a graph G. For
sets X, Y ⊆ V (G), an X-Y separator in G is a set S ⊆ V (G), such that G − S has no x-y
path, where x ∈ X \ S and y ∈ Y \ S. By sepG (X, Y ) we denote the size of a minimum sized
X-Y separator in G. Our algorithm(s) will rely on existence of balanced separators, which is
defined next.
I Definition 6. For a graph H, a set Z ⊆ V (H) is a balanced separator of H, if the
connected components of H − Z can be partitioned into two sets, C1 and C2 , such that
| ∪C∈C1 V (C)| ≤ 2|V (H)|/3 and | ∪C∈C2 V (C)| ≤ 2|V (H)|/3.
For a tree T and vertices u, v ∈ V (T ), we denote the unique path between u and v by
PthT (u, v). A rooted tree is a tree with a special vertex called the root of the tree. Consider
a rooted tree T with root r. A vertex t ∈ V (T ) \ {r} is a leaf of T if it is a vertex of degree
exactly one in T . Moreover, if V (T ) = {r}, then r is the leaf (as well as the root) of T . A
vertex which is not a leaf, is a non-leaf vertex. Consider a node t ∈ V (T ). We say that t0 is a
child of t, if {t, t0 } ∈ E(T ) and t0 does not belong to the unique t − r path in T . Furthermore,
we say that t = parT (t0 ) is the parent of t0 . A vertex t0 ∈ V (T ) (t0 can possibly be the same
as t) is a descendant of t, if in T − {parT (t)}, where parT (t) is the parent of t, there is a
t − t0 path. Note that when t = r, then T − {parT (t)} = T , as the parent of r does not exist.
(Every vertex in T is a descendant of r.) By descT (t), we denote the set of all descendants
of t in T . We drop the subscript T from parT (·) and descT (·), when the context is clear. A
rooted forest is a forest where each of its connected component is a rooted tree. The set of
1

The current best value of ω is less than 2.3727 [31].
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leaves of a rooted forest is the union of the sets of leaves of the trees in this forest. The set of
leaves in a rooted forest F is denoted by Lf(F ). The depth, denoted by depth(T ) of a rooted
tree T is the maximum number vertices in a root to leaf path in T . The depth, denoted by
depth(F ) of a rooted forest is the maximum over the depths of its rooted trees. We now
define the notion of tree decompositions.
I Definition 7. A tree decomposition of a graph G is a pair (T, β), where T is a tree rooted
at r and β : V (T ) → 2V (G) that satisfies the following properties:
S
1. t∈V (T ) β(t) = V (G),
2. for every edge {u, v} ∈ E(G) there is a node t ∈ V (T ), such that u, v ∈ β(t), and
3. for every v ∈ V (G), the graph T [Xv ] is a subtree of T , where Xv = {t ∈ V (T ) | v ∈ β(t)}.
For t ∈ V (T ), we call β(t) the bag of t. The sets in {β(t) | t ∈ V (T )} are called bags of
(T, β). We refer to the vertices in V (T ) as nodes, to distinguish it from the vertices of G. The
width of the tree decomposition (T, β) is maxt∈V (T ) |β(t)| − 1. The treewidth of G, denoted
by tw(G), is the minimum over the widths over all possible tree decompositions of G.
A tree decomposition (T, β) of a graph G is called a path decomposition if T is a path.
Moreover, pathwidth of G, denoted by pw(G), is the minimum over the widths over all
possible path decompositions of G. In the following we state some folklore properties about
bounded treewidth graphs, that will be useful later.
I Proposition 8 (Exercise 7.6 [7]). Consider a graph G, a tree decomposition (T, β) of G,
and a clique S ⊆ V (G) in G. Then, there is t ∈ V (T ), such that S ⊆ β(t).
I Proposition 9. For a graph G, the number of distinct cliques (not necessarily maximal)
in G is bounded by O(2tw(G) · n).
I Definition 10 ([25, 7]). For a graph H, a path decomposition P = (P = (p1 , p2 , · · · , pt ), β :
V (P ) → 2V (H) ) of H is a nice path decomposition if β(p1 ) = β(pt ) = ∅, P is rooted at pt ,
and every node pi , for i ∈ [t] \ {1, t} is of exactly one of the following types:
1. Insert Vertex Node. We have β(pi ) = β(pi−1 ) ∪ {v}, for some v ∈ V (H) \ β(pi−1 ).
2. Forget Vertex Node. We have β(pi ) = β(pi−1 ) \ {v}, for some v ∈ β(pi−1 ).
We now state a result regarding computation of a nice path decomposition of a graph,
which follows from Lemma 7.2 of [7] and Proposition 8.
I Proposition 11. Any graph H that admits a path decomposition of width at most p, also
admits a nice path decomposition of width at most p. Moreover, given a path decomposition
P = (P = (p1 , p2 , · · · , pt ), β) of H of width at most p, one can compute a nice path
decomposition P 0 = (P 0 = (p01 , p02 , · · · , p0t0 ), β 0 ) of H of width at most p in time O(p2 ·
max(|V (P )|, |V (H)|)), such that the root node, pt , is a forget node and for each i ∈ [t], there
is some j ∈ [t0 ], with β(pi ) = β 0 (p0j ).
I Definition 12 (Forest embedding). A forest embedding of a graph G is a pair (F, f ), where
F is a rooted forest and f : V (G) → V (F ) is a bijective function, such that for each
{u, v} ∈ E(G), either f (u) is a descendant of f (v), or f (v) is a descendant of f (u). The
depth of the forest embedding (F, f ) is the depth of the rooted forest F .2 The treedepth of G,
denoted by td(G), is the minimum over the depths over all possible forest embeddings of G.
2

Sometimes we slightly abuse the notation for simplicity, and say that, for every β ≥ α, (F, f ) is a forest
embedding of depth β, where α is the depth of F .
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I Definition 13 (Induced forest embedding). Let (F, f ) be a forest embedding of G and let
W ⊆ V (G). Define the pair (F 0 , f 0 ) as follows:
S
V (F 0 ) = V (F )∩f (W ) and f 0 : W → V (F 0 ) is defined as f |W , where f (W ) = w∈W f (w).
For every u ∈ V (F 0 ), if no ancestor of u in F is in f (W ), then make u a root.
For every u, v ∈ V (F 0 ) such that u is an ancestor of v in the rooted forest F , we add
an edge between u and v (making v a child of u in F 0 ) if and only if W is disjoint from
f −1 (X), where X is the set of internal vertices on the unique u-v path in F .
We say that (F 0 , f 0 ) is the forest embedding induced by (F, f ) on the set W .
In the following we state some known results regarding treedepth of a graph.
I Proposition 14 (see Excercise 7.54 [7]). For every graph G, tw(G) ≤ td(G).
The next observation states that for every clique S in G, and every forest embedding of
G, there is a root-to-leaf path in this forest embedding that contains all the vertices of S.
I Observation 15. Consider a graph G, a forest embedding f : V (G) → V (F ) of G into the
rooted forest F , and a clique S ⊆ V (G) in G. Then, there is a rooted tree T ∈ C(F )3 with
root r and a leaf t ∈ V (T ), such that for each s ∈ S, we have f (s) ∈ V (PthT (r, t)).
Next, we recall the notion of elimination-distance introduced by Bulian and Dawar [5].
We rephrase their definition and introduce notation that will facilitate our presentation.
I Definition 16 (Elimination Distance and (η, H)-decompositions). Consider a family H of
graphs and an integer η ∈ N. An (η, H)-decomposition of a graph G is a tuple (X, Y, F, f :
X → V (F ), g : C(G[Y ]) → Lf(F ) ∪ {⊥}), where (X, Y ) is a partition of V (G) and F is a
rooted forest of depth η, such that the following conditions are satisfied:
1. (F, f ) is a forest embedding of G[X],
2. each connected component of G[Y ] belongs to H, and
3. for a connected component C of G[Y ], a vertex v ∈ V (C), and an edge {u, v} ∈ E(G),
either u ∈ Y or f (u) is a vertex in the unique path in F from r to g(C), where r is the
root of the connected component in F containing the vertex g(C).4
We say that G admits an (η 0 , H)-decomposition if there is some η ≤ η 0 , for which there is
an (η, H)-decomposition of G. The elimination distance of G to H (or the H-elimination
distance of G) is the smallest integer η ∗ for which G admits an (η ∗ , H)-decomposition.
Consider an (η, H)-decomposition D = (X, Y, F, f, g) of a graph G. We say that X is the
interior part of D and Y is the exterior part of D. For a leaf u ∈ Lf(F ), by PbuD we denote
the the path from u to r in the tree T , where T is the tree rooted at r in F , containing u.
Moreover, by PuD , we denote the graph G[{f −1 (w) | w ∈ V (PbuD )}]. For a connected component
D
C ∈ C(G[Y ]), by Cext
we denote the graph G[V (C) ∪ {f −1 (w) | w ∈ V (PthF (g(C), r))}],
where r is the root of the component of F containing g(C). (For the above notations we
drop the superscript D, when the context is clear.) The following observation directly follows
D
from the definition of Cext
and item 3 of Definition 16.
I Observation 17. Consider a graph G with an (η, Clq)-decomposition D = (X, Y, F, f, g).
For every clique S in G the following holds: i) if S ∩ Y = ∅, then there is u ∈ Lf(F ), such
that S ⊆ V (Pu ), otherwise, ii) S ∩ Y 6= ∅, and there is C ∈ C(G[Y ]), such that S ⊆ V (Cext ).

3
4

Recall that C(F ) denotes the set of connected components of F ,
If g(C) = ⊥, then u must belong to Y .
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For a graph G and integer η, by optη (G), we denote the size of a minimum sized set
S ⊆ V (G), such that G − S admits an (η, Clq)-decomposition. We drop the argument G and
the subscript η, whenever the context is clear. For a set S ⊆ V (G), we say that S is solution,
if G − S has Clq-elimination distance at most η. Furthermore, we say that S is a t-solution
if |S| ≤ t.

3

Overview of our algorithms

In this section, we give high level summaries of the proofs behind our results. For all our
algorithms, we assume that the input graph is connected and not a clique.

3.1

Polynomial kernelization for (η, Clq)-ED Deletion (Theorem 1)

We first outline our polynomial kernelization assuming Theorem 2 and Theorem 3.
Our kernelization is heavily inspired by the work of Fomin et al. [14] and Giannopoulou
et al. [18]. Fomin et al. gave a polynomial kernelization for the η-Treewidth Deletion
problem (and more generally, for the Planar F-deletion problem). Their kernel has
size k f (η) and subsequently, Giannopoulou et al. [18] developed specialised reduction rules
that result in a kernel of size f (η) · k 6 for the special case of η-Treedepth Deletion. In
both these kernelizations, the starting point is a constant-factor approximate modulator to
η-treewidth graphs (respectively, η-treedepth graphs). While an approximate η-treedepth
modulator can be obtained by repeatedly taking the vertex set of a sufficiently long path in
the graph into the modulator, such an approach will not help in our case and we rely on
Theorem 2 and Theorem 3 to obtain a polynomial-time optO(1) -approximation algorithm for
(η, Clq)-ED Deletion.
2
Indeed, suppose that n ≤ (k + η)d(ηk+η ) (d is the constant hidden in the O(·) notation
in Theorem 3). Then, Theorem 2 implies a optO(1) -approximation in polynomial time. On
2
the other hand, if n > (k + η)d(ηk+η ) , then the algorithm of Theorem 3 runs in polynomial
time. This approximation algorithm is the starting point of our proof of Theorem 1.
We now describe the rest of our kernelization algorithm. Using Theorem 4, we obtain a
e = (X, Y, T, f, g), of G − S, where T is a rooted tree. The two
(5η + 1, Clq)-decomposition, D
main objectives of the algorithm are to i) bound the size of a connected component of G[Y ]
by (k + η)O(1) , and ii) bound the degree of a vertex in T (and also the number of connected
components of G[Y ] associated with a leaf in T via the function g) by 2O(η) · k O(1) . Once we
achieve the above two, using the fact that T has bounded depth, we can obtain our kernel of
the desired size. Each of our reduction rules either decreases the number of non-edges in the
input, or deletes a vertex. Thus in total, our algorithm will apply at most n2 + n reduction
rules. We will next give an intuitive description of our reduction rules (and their workings).
Our first reduction rule helps us bound the size of a connected component of G[Y ], and
we briefly explain the working of this reduction rule, below. Consider a connected component
C of G[Y ], and let a = g(C). Furthermore, let Xa be the set of vertices from X, that are
mapped to the vertices in the path from a to the root of T . For each u ∈ Xa ∪ S, we mark
O(k + η) neighbors (and non-neighbors) of u in C. After this, our reduction rules remove
all unmarked vertices from C. The idea behind the correctness of the above reduction rule
is that if u has large neighborhood in C, then any solution S ∗ to G can delete at most k
of these neighbors. Moreover, at most η of these neighbors of u can belong to the interior
part of the decomposition for G − S ∗ . Thus, if we mark O(k + η) neighbors of u in C, then
we will be able to preserve the information that some neighbors of u in C must belong to
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the exterior part of the decomposition. Once we have the above property, we may add the
deleted vertex from C to the exterior of (η, Clq)-decomposition for the reduced instance, to
obtain such a decomposition for the original instance.
Towards designing our reduction rule for bounding the degree of vertices in T , we first
devise another reduction rule that, very roughly speaking, helps up ensure that for the
neighborhood of the (sub-)graph below a vertex a ∈ V (T ), in S, induces a clique. This
clique-neighborhood property helps us to avoid considering the exact set of neighborhood in S,
as the vertices from a clique must belong to a root to leaf path, in any (η, Clq)-decomposition.
To achieve the clique-neighborhood property, we add edges between non-adjacent pair of
vertices in S that have (k + η)Ω(1) -flow between them (the flow value is proportional to bound
on the size of a connected components in G[Y ]). On the other hand, for pairs of vertices
in S that do not have (k + η)Ω(1) -flow between them, we mark the vertices of a minimum
separator for these vertices contained in G − S. As the number of separator vertices thus
marked is bounded by (k + η)O(1) , they do not contribute excessively to the degree of a
vertex in T . Fix a vertex a in T that has an unbounded number of children and let a1 , . . . , a`
be the children of a in T . For i ∈ [`], let Gi be the graph G[Vi ], where Vi contains all i)
v ∈ X, for which f (v) is a descendant of ai , and ii) all vertices of C ∈ C(G[Y ]), where g(C)
is a descendant of ai . A child ai of a is relevant, if Gi does not contain a marked separator
vertex. At this point, for a relevant child ai of a in T , N (V (Gi )) ∩ S is a clique. Let Xa ⊆ X
be the set of vertices that are mapped to vertices in the path from a to the root of T . For
each B ⊆ Xa , we mark O(k + η) relevant children ai of a, for which N (V (Gi )) ∩ Xa is B.
Also, for each s ∈ S, we mark O(k + η) relevant child ai of a, for which V (Gi ) has s as a
neighbor (resp. non-neighbor). While marking relevant children in this way, we not only
consider their neighborhoods as described, but we also do the following: for every possible
ηb ∈ [η]0 , mark O(k +η) relevant children ai (satisfying the aforementioned constraints on their
neighborhood) that have elimination distance exactly ηb. Following this series of markings, if
a child ai of a is unmarked, then we delete all the vertices in V (Gi ), from G. Since we have
preserved O(k + η) representatives for the neighborhood and the elimination distance, given a
solution Sb for G − V (Gi ), and an (η, Clq)-decomposition for (G − V (Gi )) − S, we will be able
to show that Gi can be appended in an identical fashion to one of preserved representatives,
thus giving an (η, Clq)-decomposition for G − S. Summing up, when no reduction rules are
applicable, we can bound the number of vertices in the graph by 2O(η) · k O(1) .

3.2

FPT-algorithm for (η, Clq)-ED Deletion (Theorem 3)

We now give a summary of the proof of Theorem 3 assuming Theorem 4. The first ingredient
of our FPT algorithm is the well-known technique of iterative compression, introduced by
Reed, Smith, and Vetta [29]. Roughly speaking, using the above, we can reduce our goal to
solving a variant of (η, Clq)-Elimination Deletion, where we have a (k + 1)-solution, call
it Z, for G, and the objective is to find a k-solution, S ⊆ V (G) \ Z for G. As Z is a solution
for G, G − Z admits an (η, Clq)-decomposition. We compute a (5η, Clq)-decomposition,
D = (X, Y, F, f, g), of G − Z using Theorem 4. Using this (5η, Clq)-decomposition D, we
compute a path decomposition P = (P, β : V (P ) → 2X∪Z ) of G[X ∪ Z]. We then compute a
“pathlike decomposition”, T of G, by attaching connected components of G[Y ] (which induce
cliques), as bags, to P. We remark that T may not be a tree-decomposition of G, as the
edges between vertices in Y and X ∪ Z may not be contained in any bag of T . We ensure that
each bag of P is attached to at most one connected component of G[Y ] (which is achieved
by repeating some bags of P, when necessary), and for any connected component C of G[Y ],
the neighborhood of C is contained in the bag of P, to which it is attached. We then execute
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a dynamic programming algorithm over this pathlike decomposition. Roughly speaking,
we define states only for bags that are present in P and only preserve polynomial-size
information regarding the cliques (from G[Y ]), attached to it. Remembering only polynomial
sized information regarding the attached cliques is possible due to the following two properties:
i) at most one connected component of G[Y ] is attached to a bag from P, which allows us to
use “vertex cover” like property to identify vertices that must go to the interior part of the
decomposition. ii) As vertices of the connected component C of G[Y ] induces a clique, the
vertices from C that go to the interior, must belong to one root to leaf path.
We will now intuitively discuss the states for our dynamic programming algorithm. Let
P = (p1 , p2 · · · , p` ), where p` is the root of P . For i ∈ [`], let Gi be the graph induced on
vertices that appear in β(pi0 ) and the clique attached to it (if any), for i0 ∈ {1, 2, · · · , i}.
Suppose that S is a solution for G, that we are looking for, and D0 = (X 0 , Y 0 , F 0 , f 0 :
V (X 0 ) → V (F 0 ), g 0 : C(G[Y 0 ]) → V (F 0 ) ∪ {⊥}) is an (η, Clq)-decomposition for G − S.1
b Yb , W
c ) of β(pi ), where
For each i ∈ [`], we will maintain a guess for the partition, (X,
0
0
c
b
b
we want W = S ∩ β(pi ), X = X ∩ β(pi ), and Y = Y ∩ β(pi ). We will also maintain
the information regarding the “structure” of (F 0 , f 0 , g 0 ), when restricted to the vertices
in β(pi ) − S. Although we cannot maintain the whole of F 0 , we will maintain a tuple
b → Fb , fill : V (Fb) → {cur, pbl, ump}, load : V (Fb) → [η]) that will give us the
F = (Fb, fb : X
following information. We would like Fb to correspond to the “truncation” of F 0 , when
b are mapped, and ii) the vertices in
restricted to: i) the vertices in F 0 to which vertices in X
0
F that are associated with connected components of Gi [Yb ] (via g 0 ). In the above not only
b and C(Gi [Yb ]), but will also maintain the paths of these
we will preserve the mappings of X
vertices to the root of the tree in F 0 , containing them. As the depth of F 0 is at most η, it
will be enough to have at most O(η(k + η)) vertices in our guess Fb. The function fb will
b Some vertices in F 0 are filled from above
correspond to f 0 restricted to the vertices in X.
(vertices in G − V (Gi )), and thus must remain unmapped (ump, for short), when restricted
to Gi . Thus, the vertices in Fb (if any) of the above type, will be marked ump by the function
b are mapped, will be assigned cur (short for
fill. The vertices of F 0 to which vertices in X
current) by fill, indicating that the these vertices are already used by the current bag β(pi ),
under consideration. Finally, the remaining vertices in Fb are free to be potentially used by
vertices that appear strictly below, and they are marked pbl (short for potential below) by fill.
The function load will indicate the depth of the sub-tree that may be to a vertex in Fb. We
will now discuss the properties that we would like to maintain corresponding to the function
g 0 . We will maintain a tuple G = (b
g : C(G[Yb ]) → V (Fb) ∪ {⊥}, ext : C(G[Yb ]) → {0, 1}), which
will give us the following information: the function gb correspond to the restriction of g 0 to
the connected components containing vertices from Yb , and ext will indicate whether we can
“extend” the connected component by adding vertices to it, that appear strictly below. Finally,
we will maintain the guess, k 0 ∈ N, for the size of the solution restricted to Gi . We can bound
2
the number of states in the dynamic programming table by (k + η)O(ηk+η ) nO(1) , and we
2
can (recursively) compute each of the table entry in time bounded by (k + η)O(ηk+η ) nO(1) .
2
This gives us an algorithm for the problem, running in time (k + η)O(ηk+η ) nO(1) .

1

For the section, we will be using a modified (but equivalent) definition of (η, Clq)-decomposition, which
will simplify some of the technicalities and arguments.
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3.3

Polynomial-time O(opt log2 n)-approximation for (η, Clq)-ED
Deletion (Theorem 2)

Our algorithm follows the recursive scheme of [1], for designing polylogarithmic approximation
algorithms, that in turn builds upon the classic technique of finding balanced separators in a
graph for designing approximation algorithms [26]. Our algorithm has two crucial ingredients:
(i) If the graph G has a clique of size Ω(n), then it also has a clique of size Ω(n) with a
neighborhood of size O(opt + η). Moreover, in polynomial time, either we can find such a
large clique with a small neighborhood, or conclude that G has no large cliques. (ii) If G has
no cliques of size n/3 and it satisfies certain simple constraints relating opt, k and n then G
has a balanced separator (see Definition 6) of size O((opt + η) log n) that can be computed
efficiently. In the case where G does not satisfy these constraints on opt, k and n, we will
have arrived at the base case of our recursion we can obtain a straightfoward approximation.
Using these two ingredients, our algorithm proceeds as follows. We try to compute a
clique of size Ω(n), say Q, with a neighborhood of size O(opt + η). If we succeed, then we add
the neighbors of Q to the solution, remove Q from G, and recurse on the smaller instance. If
we fail to find Q, then we may conclude that G has no large cliques. In this case, we compute
an O(log n)-approximate balanced separator [26], add these separator vertices to the solution,
and recursively approximate the solutions in the two smaller instances. A standard induction
argument on the number of vertices gives the stated bound on the approximation ratio.

3.4

Approximating (η, Clq)-decompositions (Theorem 4)

Consider an instance (G, η) of Clq-Elimination Distance, and let D = (X, Y, F, f, g) be
an (η, Clq)-decomposition of G. The high level idea is to identify an efficiently computable
set Z of vertices such that for some F 0 , f 0 , g 0 , D0 = (Z, V (G) \ Z, F 0 , f 0 , g 0 ) is a (5η, Clq)decomposition.
The first step of our algorithm iteratively computes a grouping of vertices of G. Let S
be the set of all maximal cliques in G. From Observation 17, every clique in G either lies
on a root-to-leaf path in the interior of D or in the set V (Cext ) for some C ∈ C(G[Y ]). In
particular, Observation 17 holds for every set in S. The goal of our grouping is to repeatedly
combine pairs of sets in this collection while ensuring that each set in the collection obtained
at every step also satisfies the statement of Observation 17.
Specifically, we begin by computing the collection S of all maximal cliques in the input
graph G and then repeatedly do the following: as long as there is a pair of sets in the
collection such that either (i) they intersect in at least η + 1 vertices or (ii) the minimum
set of vertices that must be deleted to separate them is at least η + 1 or (iii) both sets have
size at least 2η + 1 and their union can be partitioned into a clique plus at most η vertices,
then we remove both sets from the collection and add their union to the collection. We then
show that every set in the collection obtained at every step in this procedure also satisfies
the statement of Observation 17. Moreover, we show that for every pair of large sets (of size
at least 2η + 1) that remain in the collection at the end of this iterative procedure, every
vertex in their intersection must be contained in the interior of any (η, Clq)-decomposition of
G. Therefore, we may safely “push” these vertices (denoted by Znec ) to the interior part of
the approximate decomposition that we are constructing. Now, we consider the remaining
vertices of the graph and argue that vertices that appear only in small sets (sets of size
at most 2η) in our grouping can be safely pushed to the interior part of our approximate
(η, Clq)-decomposition without increasing the depth of the interior by more than a constant
factor. Denote the vertices pushed to the interior in this way by Zsml . We then need to deal
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with vertices that appear in exactly one large set in our grouping. For this, we show that in
each large set, the set of vertices that appear only in this large set can be covered by a clique
plus a set of at most η vertices. We show that pushing these at most η vertices from each
large set into the interior of our decomposition also does not blow up the depth of the interior
by more than a constant factor. Once we have pushed these vertices (denoted by Zmch ) to
the interior, we are left with a disjoint union of cliques. We argue that every set S ∈ S can
be separated from its out-neighborhood by at most η vertices and moreover, pushing an
arbitrary set of such vertices into the interior for each set S ∈ S (cumulatively denoted by
Zsep ) also does not increase the depth of the interior by more than η. Finally, we show that
the remaining vertices in X that are not explicitly pushed into the interior by one of our
steps can be simply removed from the interior with the result being a (5η, Clq)-decomposition
of G. That is, we prove the following lemma, where X = Znec ∪ Zsml ∪ Zmch ∪ Zsep denotes
the set of vertices that we have explicitly pushed into the interior of the new decomposition.
I Lemma 18. If there is an (η, Clq)-decomposition D = (X, Y, F, f, g) of G, then there is an
( η , Clq)-decomposition D = (X, Y , F , f , g ) of G such that η ≤ 5η.
In order to compute the 5-approximate (η, Clq)-decomposition, we create an appropriate
graph, call it Gfull , on the vertex set X and show that computing the treedepth exactly (and
a forest embedding) of Gfull is sufficient to obtain a (5η, Clq)-decomposition of G.
I Lemma 19. There is a polynomial-time algorithm that, given a forest embedding (Ffull , ffull )
of Gfull with depth η 0 , outputs an (η 0 , Clq)-decomposition of G.
When we use the 2O(td(Gfull )·tw(Gfull )) nO(1) algorithm of Reidl et al. [30] to compute the
treedepth of Gfull and an optimal forest embedding, we obtain a (5η, Clq)-decomposition of
2
G in time 2O(η ) nO(1) . If we use the polynomial-time algorithm of Czerwinski et al. [8] to
approximate the treedepth of Gfull , we obtain a (O(η 2 log3/2 η), Clq)-decomposition of G in
time 2O(η) nO(1) .

4

Discussions and conclusions

We studied the parameterized complexity of detecting a small modulator to graphs that have
a constant elimination distance to cluster graphs. For this problem, we obtained a polynomial
kernelization and in the process, developed a k O(k) nO(1) -time fixed-parameter algorithm and
a polynomial-time factor-min{O(η · opt · log2 n), optO(1) } approximation algorithm for this
problem. Since our focus was on analyzing the kernelization complexity of this problem, we
have not attempted to optimize the running time of our algorithm or the exponent of k in the
size-bound of the kernel. Moreover, since our focus was on the “recognition” problem for such
graphs, we leave for future work the design of fixed-parameter algorithms and kernelization
algorithms for other problems, when parameterized by the size of the smallest modulator of
the given graph to the class of (η, Clq)-graphs. We remark that even parameterization by
the elimination distance of the input graph to cluster graphs has not been explored.
Between A1 , A2 and Theorem 3, for the problem of computing the eliminating distance of
a graph to cluster graphs, we obtained an exact algorithm (i.e., a 1-approximation) running
2
2
in time η O(η ) · nO(1) , a 5-approximation algorithm running in time 2O(η ) · nO(1) and an
O(η log3/2 η)-approximation algorithm running in time 2O(η) · nO(1) . An interesting direction
for future research is to identify the best possible tradeoffs between approximation factor
and running time for the problem. Naturally, exploring the algorithmic utility of (small
modulators to) bounded elimination distance to other graph classes remains an interesting
line of research.
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Abstract
A directed graph D is semicomplete if for every pair x, y of vertices of D, there is at least one
arc between x and y. Thus, a tournament is a semicomplete digraph. In the Directed Component
Order Connectivity (DCOC) problem, given a digraph D = (V, A) and a pair of natural numbers
k and `, we are to decide whether there is a subset X of V of size k such that the largest strong
connectivity component in D − X has at most ` vertices. Note that DCOC reduces to the Directed
Feedback Vertex Set problem for ` = 1. We study parameterized complexity of DCOC for general and
semicomplete digraphs with the following parameters: k, `, ` + k and n − `. In particular, we prove
that DCOC with parameter k on semicomplete digraphs can be solved in time O∗ (216k ) but not in
time O∗ (2o(k) ) unless the Exponential Time Hypothesis (ETH) fails. The upper bound O∗ (216k )
implies the upper bound O∗ (216(n−`) ) for the parameter n − `. We complement the latter by showing
that there is no algorithm of time complexity O∗ (2o(n−`) ) unless ETH fails. Finally, we improve
(in dependency on `) the upper bound of Göke, Marx and Mnich (2019) for the time complexity of
DCOC with parameter ` + k on general digraphs from O∗ (2O(k` log(k`)) ) to O∗ (2O(k log(k`)) ). Note
that Drange, Dregi and van ’t Hof (2016) proved that even for the undirected version of DCOC
on split graphs there is no algorithm of running time O∗ (2o(k log `) ) unless ETH fails and it is a
long-standing problem to decide whether Directed Feedback Vertex Set admits an algorithm of time
complexity O∗ (2o(k log k) ).
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1

Introduction

Motivated by various practical network applications, many different vulnerability measures
of undirected graphs have been introduced and studied in the literature. The two most
studied of such measures are vertex and edge connectivity of an undirected graph. However,
these two measures often do not capture the more subtle vulnerability properties of networks
that one might wish to consider, such as the number of vertices in the largest remaining
connected component.
While both undirected and directed graphs are of great interest in graph theory, algorithms
and applications, undirected graphs have been studied much more than their directed
counterparts arguably due to simpler structure of undirected graphs. In this paper, we study
a number of parameterizations of a problem of interest from both theory and applications
which was mainly studied for undirected graphs so far.
In many networks, the underlying graph is directed rather than undirected and the
aim of this paper is to study an extension to directed graphs of the `-component order
connectivity of an undirected graph G, which is the size of a minimum set X ⊆ V (G) such
that mco(G − X) ≤ `, where mco(G − X) is the number of vertices in the largest connected
component of G − X (mco stands for maximum component order). By Component Order
Connectivity we will denote the following decision problem:
component order connectivity

Input: A graph G = (V, E) and a pair `, k ∈ N of natural numbers
Question: Is there a subset X of V of size k such that mco(G − X) ≤ ` ?
For a survey on Component Order Connectivity, see Gross et al. [13]; for more
recent research on the problem, see e.g. [11, 15, 16].
For a directed graph D, we define the `-component order connectivity as the size
of a minimum set X ⊆ V (D) such that mco(D − X) ≤ `, where mco(D − X) is the
number of vertices in the largest strongly connected component of D − X. Using this
definition of mco(D − X), we can state the following directed version of Component Order
Connectivity.
directed component order connectivity

Input: A digraph D = (V, A) and a pair `, k ∈ N of natural numbers
Question: Is there a subset X of V of size k such that mco(D − X) ≤ ` ?
In what follows, we will assume without loss of generality that k + ` < n = |V | (or,
k < n − `). Indeed, if k + ` ≥ n then our instance is a YES-instance since deleting any set X
of k vertices implies mco(D − X) ≤ `.
Clearly, Directed Component Order Connectivity is a generalization of Component Order Connectivity (each instance (G, `, k) of Component Order Connectivity
corresponds to an equivalent instance (D, `, k) of Directed Component Order Connectivity, where D is obtained from G by replacing every edge of G by a directed 2-cycle). For
` = 1, while Component Order Connectivity is equivalent to the Vertex Cover
problem, Directed Component Order Connectivity is equivalent to the Directed
Feedback Vertex Set problem. Unlike Vertex Cover whose fixed-parameter tractability is very easy to show, a fact that was known very early on in parameterized algorithmics
[9], fixed-parameter tractability of Directed Feedback Vertex Set was a long-standing
open problem until Chen et al. [7] in 2008 proved its fixed-parameter tractability by designing
a 4k k!nO(1) -time algorithm. (We provide basics on parameterized algorithms and complexity
in the next section.)
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Since Component Order Connectivity is NP-complete (it remains NP-complete even
for split, co-bipartite and chordal undirected graphs [11]), a number of researchers studied
Component Order Connectivity using the framework of parameterized algorithmics,
see e.g. [11, 15, 16]. Göke, Marx and Mnich [12] were the first to study the Directed Component Order Connectivity problem from the viewpoint of parameterized algorithms
and complexity. They obtained an algorithm of running time 4k (k` + k + `)!nO(1) , which is
close to the complexity of the algorithm of Chen et al. [7] when ` = 1. Thus, Directed
Component Order Connectivity parameterized by k + ` is fixed-parameter tractable
(FPT).
We will continue the study of Directed Component Order Connectivity using
parameterized algorithms and complexity. In particular, as in papers [11, 15, 16] which
studied Component Order Connectivity, we study Directed Component Order
Connectivity parameterized by three parameters: `, k and ` + k. We will denote the
corresponding parameterized problems by Directed Component Order Connectivity[`], Directed Component Order Connectivity[k] and Directed Component
Order Connectivity[` + k], respectively.
Moreover, we introduce and study a new parameterization of Directed Component
Order Connectivity: parameter n − `, where n is the number of vertices in D. One
reason to introduce Directed Component Order Connectivity[n − `] is that normally
one requires the parameters to be relatively small compaired to the size of the problem
under consideration. However, if k is small it is possible that for every X ⊆ V (D) of size k,
mco(D − X) is not much smaller than n − k. Then n − ` can be much smaller than `.
Since Component Order Connectivity is equivalent to the Vertex Cover problem
for ` = 1, Component Order Connectivity[`] is para-NP-complete. Drange et al. [11,
Theorem 8] proved that Component Order Connectivity[k] is W[1]-hard even on split
graphs. In their construction, n−` = O(k 2 ). Hence, Component Order Connectivity[n−
`] is also W[1]-hard. They also showed that Component Order Connectivity[` + k] is
FPT by obtaining an algorithm of running time 2O(k log `) n. The above mentioned results are
written in the undirected graphs row of Table 1.
A directed graph D is semicomplete if for every pair x, y of distinct vertices of D, there
is an arc between x and y. When we require that there is only one arc between x and y
then we obtain a definition of a tournament. Clearly, the hardness results for the directed
graphs row of Table 1 follow from the corresponding results in the undirected graphs row
for columns n − ` and k. Directed Component Order Connectivity[`] is para-NPcomplete for semicomplete digraphs as Directed Component Order Connectivity on
semicomplete digraphs is NP-complete for ` = 1. This follows from the fact that Directed
Feedback Vertex Set is NP-complete even for tournaments, as proved by Bang-Jensen
and Thomassen [3] and Speckenmeyer [18].
The FPT result in the directed graphs row of Table 1 is first obtained by Göke et
al. [12] as discussed above. The running time of their algorithm is 4k (k` + k + `)!nO(1) =
2O(k` log(k`)) nO(1) . By modifying their algorithm, we obtained an algorithm of complexity
2O(k) `k k!nO(1) = 2O(k log(k`)) nO(1) , which decreases asymptotic dependence of the running
time on `.1 Our modification consists of replacing a branching algorithm in [12] with a
randomized algorithm which can be derandomized without increasing the complexity upper
bound. Note that Drange et al. [11, Theorem 14] proved that even for Component Order

1

The same result was also obtained in [17]. We obtained this result independently and our approach is
different from that in [17].
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Connectivity on split graphs there is no algorithm of running time O∗ (2o(k log `) ) (here we
assume that ` = O(k O(1) )) unless the Exponential Time Hypothesis (ETH) [14] fails and it
is a long-standing problem to decide whether Directed Feedback Vertex Set admits
an algorithm of time complexity O∗ (2o(k log k) ).
Table 1 Parameterized Complexity of (Directed) Component Order Connectivity.
class of graphs
semicomplete digraphs
undirected graphs
directed graphs

n−`
FPT
W[1]-hard
W[1]-hard

k
FPT
W[1]-hard
W[1]-hard

`
para-NP-c.
para-NP-c.
para-NP-c.

`+k
FPT
FPT
FPT

The most interesting entry in the semicomplete digraphs row is a non-trivial result that
Directed Component Order Connectivity[k] on semicomplete digraphs is FPT. This
FPT algorithm boils down to finding a shortest path in a suitably defined auxiliary weighted
acyclic digraph. The running time of the algorithm is O(216k kn2 ). The other two FPT entries
in this row follow from this result (for the parameter n − ` this is due to our assumption
that k < n − `). We also prove the following lower bounds: no algorithm for Directed
Component Order Connectivity[k] on semicomplete digraphs can have time complexity
2o(k) nO(1) unless ETH fails2 and no such deterministic algorithm can run in time o(n2 ).
Our paper is organised as follows. The next section is devoted to terminology and notation
on directed and undirected graphs, and basics on parameterized algorithms and complexity.
In Section 3, we describe our improvement on the algorithm of Göke et al. [12]. In Section 4,
we prove that Directed Component Order Connectivity[k] on semicomplete digraphs
admits an algorithm of running time O∗ (216k ) and show the lower bounds on running time
with parameters k and n − `. We conclude the paper in Section 5.

2
2.1

Preliminaries
Directed and Undirected Graph Terminology and Notation

In this paper, all directed and undirected graphs are finite, without loops or parallel edges.
As often the case in the directed graph theory, an edge of a digraph will be called an arc and
the vertex and arc sets of a digraph D will be denoted by V (D) and A(D), respectively. The
out-neighbourhood and in-neighbourhood of a vertex x of a digraph D are denoted by
−
+
ND
(x) = {y ∈ V (D) : xy ∈ A(D)} and ND
(x) = {y ∈ V (D) : yx ∈ A(D)}, respectively,
and the subscript D will be omitted if D is clear from the context. The out-degree and
−
−
+
in-degree of a vertex x of D is d+
D (x) = |ND (x)| and dD (x) = |ND (x)|, respectively.
In this paper all paths and cycles in digraphs are directed, so we will omit the adjective
“directed” when referring to paths and cycles in digraphs. If D = (V, A) is a digraph and
S ⊆ V , then we denote by D[S] the subdigraph induced by the vertices in S. A digraph D
is strongly connected (or, just strong) if there is a path from x to y for every ordered
pair x, y of distinct vertices. A strong component of a digraph D is a maximal strong
induced subgraph of D. Strong components of D do not share vertices and can be ordered
D1 , D2 , . . . , Dp such that there is no arc in D from V (Dj ) to V (Di ) when j > i. Such an

2

Similarly, no algorithm for Directed Component Order Connectivity[n − `] on semicomplete
digraphs can have running time 2o(n−`) nO(1) , unless ETH fails.
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ordering is called an acyclic ordering. Note that if D is a semicomplete digraph, then
the strong components of D have a unique acyclic ordering D1 , D2 , . . . , Dp and we have
xy ∈ A(D) for every x ∈ V (Di ), y ∈ V (Dj ), i < j.
Basic digraph terminology not introduced in this section can be found in [1, 2].

2.2

Parameterized Complexity

An instance of a parameterized problem Π is a pair (I, k) where I is the main part and k
is the parameter; the latter is usually a non-negative integer. A parameterized problem
is fixed-parameter tractable (FPT) if there exists a computable function f such that
instances (I, k) can be solved in time O(f (k)|I|c ) where |I| denotes the size of I and c is an
absolute constant. The class of all fixed-parameter tractable decision problems is called FPT
and algorithms which run in the time specified above are called FPT algorithms. As in other
literature on FPT algorithms, we will sometimes omit the polynomial factor in O(f (k)|I|c )
and write O∗ (f (k)) instead.
While FPT is a parameterized complexity analog of P in classic complexity, there are
many hardness classes in parameterized complexity and they form a nested sequence starting
from W[1]. It is well known that if the Exponential Time Hypothesis holds then FPT6=W[1].
Due to this and other complexity results, it is widely believed that FPT6=W[1] and hence
W[1] is viewed as a parameterized analog of NP in classical complexity.
para-NP is the class of parameterized problems which can be solved by a nondeterministic
algorithm in time O(f (k)|I|c ), where f is a computable function and c is an absolute constant.
It is well-known that if a problem Π with parameter κ is NP-hard when κ equals to some
constant, then Π is para-NP-hard. It is also well known that FPT=para-NP if and only if
P=NP.
For more information on parameterized algorithms and complexity, see recent books [8, 10].

3

Directed Component Order Connectivity[` + k] on General
Digraphs

Göke, Marx and Mnich [12] showed that Directed Component Order Connectivity[` + k] is FPT with a running time given as
4k (k` + k + `)!nO(1) = 2O(k` log(k`)) nO(1) .
The core of their algorithm is as follows. Begin with the iterative compression version
of the problem, where in addition to (D, `, k) the input also contains a solution X0 with
|X0 | = k + 1, which can be used to guide the search for a smaller solution. This is a standard
ingredient in FPT algorithms; see, e.g., [8]. At the cost of a simple branching step, we may
also assume that we are looking for a solution X with X ∩ X0 = ∅. Next, they observe that if
we knew the strongly connected components of D − X that the vertices of X0 are contained
in, then the problem reduces to a previously studied, simpler problem known as Skew
Separator [7], which occurs in the design of the FPT algorithm for Directed Feedback
Vertex Set (DFVS) of Chen et al. [7]. Indeed, if the precise strong components containing
the vertices of X0 are known, then the problem can be solved in time O∗ (4k k!) using a
strategy much like that for DFVS [7, 12]. Hence the bottleneck in Directed Component
Order Connectivity[` + k] is the guessing of the strong components of X0 in D − X.
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Göke et al. [12] solve this via a branching algorithm that they analyse as taking time at
most (k` + k + `)!. We show a simpler randomized method solving this problem with an
improved time bound of


`(k + 1) + k
≤ (e(` + 1 + `/k))k ≤ (3e`)k = 2O(k) · `k .
(1)
k
The method can be derandomized by standard means.
I Lemma 1. Let (D, `, k) be an instance of Directed Component Order Connectivity[` + k], and let X0 be a solution with |X0 | = k + 1. Let X be an unknown solution with
|X| ≤ k such that X ∩ X0 = ∅. There is a randomized procedure that with success probability
at least


−1
O(1) `k + ` + k
(` + k)
k
computes a set S ⊂ V (D) such that for every x ∈ X0 , the strong components containing x in
D − X and in D[S] are identical.
Proof. Initialize S = X0 , then for every vertex v ∈ V (D) \ X0 place v in S independently
at random with probability p = 1 − 1/(` + 1). We declare a guess a success if the following
conditions apply:
1. For every x ∈ X0 we have Vx ⊆ S, where Vx ⊆ V is the strong component of D − X
containing x
2. X ∩ S = ∅
S
Let Y = x∈X0 Vx . Our guess is successful if and only if v ∈ S for every v ∈ Y , and v ∈
/S
for every v ∈ X. Since these are independent events, this clearly happens with probability
precisely
p|Y | (1 − p)|X| ≥ p`(k+1) (1 − p)k ,
hence the worst case occurs when all sets Vx are disjoint and have |Vx | = `, and |X| = k, i.e.,
|Y | = `(k + 1) and |X| = k. Let S0 = X ∪ Y . We bound the probability of success carefully
in two steps:
1. We estimate the probability that |S ∩ S0 | = |Y |, without caring about the precise
intersection (i.e., success in this stage includes cases where X ∩ S 6= ∅).
2. We estimate the probability of success, conditional on the previous event.
Note |S0 | = `(k + 1) + k by assumption.
For the first step, note that the expected number of vertices of S0 not in S is
(1 − p)|S0 | = (1/(` + 1))(`k + ` + k) = k +

`
.
`+1

Also note that in a successful guess, this value is precisely k. Hence the expected value differs
from the intended value by less than 1. Since |S ∩ S0 | is a binomial distribution, due to the
guesses being independent, this clearly happens with probability at least inverse polynomial
in k + `.
Subject to this event, the set S0 \ S is uniformly distributed among all subsets ofS0 of
size k by independence, hence the conditional probability of success is one in `k+`+k
. We
k
conclude that the success probability matches the bound in the lemma.
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Finally, assume that the guess was successful for some set S and consider the strong
component of x in D[S] for some x ∈ X0 . Let Vx0 be this strong component. Since D[Vx ] is
strongly connected and Vx ⊆ S, we have Vx ⊆ Vx0 . On the other hand, by assumption D[S]
is an induced subgraph of D − X, and since Vx is a strongly connected component in D − X
we must have Vx0 ⊆ Vx . We conclude Vx = Vx0 for each x ∈ X0 , as required.
J
For the derandomization, we employ a cover-free family construction of Bshouty and
Gabizon [4]. We get the following:
I Lemma 2. There is a deterministic procedure that produces a set F ⊆ 2V with

|F| =

`k + ` + k
k

1+o(1)
log |V |

in time O(|F|n), such that there is a set S ∈ F such that for every x ∈ X0 , the strong
components containing x in D − X and in D[S] are identical.
Proof. Let r ≤ s < n be integers. Bshouty and Gabizon (in a slightly non-standard definition)
define an (n, (r, s))-cover free family as a set F ⊆ {0, 1}n such that for every disjoint pair
of sets A, B ⊆ [n] with |A| = r and |B| = s there is a set S ∈ F such that A ⊆ S and
B ∩ S = ∅. Bshouty and Gabizon [4] show how to compute an (n, (r, s))-cover free family F
of size

1+o(1)
r+s
|F| =
log n
r
in time O(|F|n).
By Lemma 1, it suffices to construct a cover-free family with parameters n = |V (D)|,
r = `(k + 1) and s = k. Here r > s, but we can simply compute an (n, (s, r))-cover free
family and take the complement of every member. Hence we get a family of size

1+o(1)
`k + ` + k
log n
k
computed in output-linear time.

J

The two lemmas of this section and (1) imply the following:
I Theorem 3. There is a randomized FPT algorithm that solves Directed Component
Order Connectivity[` + k] in time 2O(k) `k k!nO(1) with probability at least Ω(1). The
algorithm can be derandomized in the same time, up to a lower-order overhead factor.

4

Directed Component Order Connectivity on Semicomplete
Digraphs

Let us first summarize the main ideas behind our FPT algorithm, before providing more
technical details. Let D = (V, A) be a semicomplete digraph, k, ` ∈ N and let X ⊆ V of size
k such that mco(D − X) ≤ `. The vertices of D − X can be partitioned into C1 , . . . , Cq such
that each Ci is the vertex set of a strong component of D − X and
1. for every i ∈ [q] is |Ci | ≤ `, and
2. for every i, j ∈ [q] with i < j and every x ∈ Ci , y ∈ Cj we have xy ∈ A and yx ∈
/ A.
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C1

C2

X1

X2

Yi

Ci

Ci+1

Xi

Xi+1

Zi

Cq

Xq

S Figure 1 An example of a valid triple (Yi , Zi , Si ). A semicomplete digraph D, the set X =

Xi is such that mco(D − X) = 3 and C1 , . . . , Cq are strong components of D − X. Yi =
i∈[q]
0
0
C10 ∪ C20 ∪ · · · ∪ Ci0 and Zi = Ci+1
∪ Ci+2
∪ · · · ∪ Cq0 , where Ci0 = Ci ∪ Xi , i ∈ [q]. The arcs uv, u ∈ Ci0 ,
0
v ∈ Cj for i < j are omitted as well as the arcs within X between Xt and Ct , t ∈ [q]. The set Si is
the set of the three red vertices, one in each of Xi , Xi+1 , and Xq , is a minimal vertex cover of the
red arcs from Zi to Yi . Note that the vertex in X1 is not in Si as the arc incident to it with the
tail in Zi is already covered by Si . Note also the blue vertex in Xi , the only reason it is in X is to
reduce the size of Ci and as such it will not appear in any Sj , j ∈ [q], in the set of q valid triples
defining these components.

In our algorithm, we would like to discover the strong components one by one in the ascending
order from C1 to Cq . Now let X1 , . . . , Xq be a partition of X into q (possibly empty) parts
0
0
and let, for each i ∈ [q], Yi = C10 ∪ C20 ∪ · · · ∪ Ci0 and Zi = Ci+1
∪ Ci+2
∪ · · · ∪ Cq0 , where
0
Ci = Ci ∪ Xi , i ∈ [q]. Moreover, let Si be a subset of X such that for each y ∈ Yi \ Si
and z ∈ Zi \ Si we have yz ∈ A and zy ∈
/ A. See also Figure 1. Note that, given Si , it
suffice to solve our problem in subgraphs D[Yi \ Si ] and D[Zi \ Si ] separately. Moreover,
the set (Yi+1 \ Yi ) \ (Si+1 ∪ Si ) is basically the strong component Ci+1 up to few vertices
in Xi+1 that are not incident to any arc with tail in Zi+1 \ Si+1 or head in Yi \ Si . Such
vertices can actually be replaced in X by any vertex in Ci+1 . It follows, that if we are given
S
(Y1 , Z1 , S1 ), . . . , (Yq , Zq , Sq ), then we can easily reconstruct a solution of size |X| as i∈[q] Si
plus some arbitrary vertices of (Yi+1 \ Yi ) \ (Si+1 ∪ Si ) to have at most ` vertices in each
strong component of D − X.
Therefore, our goal will be to search for triples (Yi , Zi , Si ), i ∈ [q], where {Yi , Zi } is
a partition of V and Si is a minimal subset of X such that there is no arc zy in A with
z ∈ Zi \ Si and y ∈ Yi \ Si . The first step of our proof is to show that there are at most
28k+2 n triples we need to consider (Lemma 7). We will call these important triples valid
and we postpone the precise definition for later. The main reason for the bound is that
we only need to consider triples (Yi , Zi , Si ) for which |Si | ≤ k and that if we fix |Yi | (and
hence also |Zi |), then vertices with out-degree at least |Zi | + |Si | + 1 (resp. in-degree at
least |Yi | + |Si | + 1) have to be in Yi (resp. in Zi ) or in Si and we can fix these vertices
in Yi (resp. in Zi ). Once we bound the number of the triples
 we need to consider, we can
define compatible pairs of triples (Y 1 , Z 1 , S 1 ), (Y 2 , Z 2 , S 2 ) , for which Y 1 ⊂ Y 2 and these
triples, loosely speaking can define a strong component of D − X with at most ` vertices
as (Y 2 \ Y 1 ) \ (S 1 ∪ S 2 ) and the arcs from Z2 to Y1 are all hit by a vertex in S 1 ∩ S 2 . This
allows us to create an auxiliary acyclic “state” digraph whose vertices are valid triples and
arcs are the compatible pairs of triples. The paths from (∅, V, ∅) to (V, ∅, ∅) in this graph
then define a solution for (D, `, k). Note that our algorithm can be equivalently seen as a
dynamic programming which computes for each valid triple (Y, Z, S) a minimum size set X
such that mco(D[Y ] − (X ∪ S)) ≤ `.
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The following lemma allows us to show that if we fix |Y | in a triple (Y, Z, S), then only
O(k) vertices of D could potentially be in both Y and Z and all other vertices are fixed.
The lemma is an easy consequence of the fact that every semicomplete digraph on at least
2p + 2, p ∈ N, vertices has a vertex of out-degree at least p + 1. We give the proof here for
the convenience of the reader.
I Lemma 4. Let D = (V, A) be a semicomplete digraph and let Y, Z be a partition of V such
that for every y ∈ Y and every z ∈ Z, we have yz ∈ A. Then for every p ∈ N (1) there are
at most 2p + 1 vertices in Y with d+
D (y) ≤ |Z| + p and (2) there are at most 2p + 1 vertices
in Z with d−
(z)
≤
|Y
|
+
p.
D
Proof. We will first prove Part (1). Let Y≤ be the set of vertices in Y with out-degree at
most |Z| + p in D. Since for every y ∈ Y and every z ∈ Z, we have yz ∈ A, it follows that
P
all vertices in Y≤ have out-degree at most p in D[Y≤ ]. Hence y∈Y≤ d+
D[Y≤ ] (y), i.e., the sum
of out-degrees of vertices in Y≤ in D[Y≤ ], is at most p|Y≤ |. Hence,
X

d+
D[Y≤ ] (y) = |A(D[Y≤ ])| ≤ p|Y≤ |.

y∈Y≤

Since D is a semicomplete digraph,
|Y≤ | · (|Y≤ | − 1)
≤ |A(D[Y≤ ])| ≤ p|Y≤ |.
2
It follows that |Y≤ | ≤ 2p + 1. Part (2) follows directly from Part (1) applied to a digraph
D0 = (V, A0 ) obtained from D by reversing all the arcs i.e. A0 = {yx | xy ∈ A}.
J
Let D = (V, A) be a semicomplete digraph and t ∈ [n]. We will call a triple (Y, Z, S)
t-valid if
1. Y, Z is a partition of V (D) with |Y | = t,
2. S ⊆ V (D) is a minimal (w.r.t. inclusion) set such that for all y ∈ Y and z ∈ Z, if
zy ∈ A(D), then |{y, z} ∩ S| ≥ 1,
3. |S| ≤ k,
4. for all x ∈ S, if d+
D (x) > n − t + k, then x ∈ Y ,
5. for all x ∈ S, if d−
D (x) > t + k, then x ∈ Z.
We will say a triple (Y, Z, S) is valid, if it is t-valid for some t ∈ N. The following simple
observation will help us bound the number of partitions (Y, Z) that could lead to a t-valid
triple (Y, Z, S).
I Lemma 5. For any t-valid triple (Y, Z, S), all vertices v with d+
D (v) > n − t + k are in Y
and all vertices v with d−
(v)
>
t
+
k
are
in
Z.
D
Proof. If v ∈ S, the lemma follows directly from the definition of a t-valid triple. If
v ∈ V (D) \ S and d+
D (v) > n − t + k, then v has an out-neighbour in Y \ S, because
|Z ∪ S| ≤ n − t + k, and v ∈ Y follows by property 2. Similarly, if v ∈ V (D) \ S and
d−
J
D (v) > t + k, then v has an in-neighbour in Z \ S and v ∈ Z by property 2.
I Lemma 6. Let D = (V, A) be a semicomplete digraph, n = |V |, and let t ∈ [n]. If there
exists a t-valid triple, then there are at most 7k + 2 vertices v in V (D) with d+
D (v) ≤ n − t + k
and d−
(v)
≤
t
+
k.
D
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Proof. Let us assume that there is at least one t-valid triple and let us denote it (Y, Z, S).
Note that for all y ∈ Y \ S and z ∈ Z \ S it holds that zy ∈
/ A(D). Since D is a semicomplete
digraph, it follows that yz ∈ A(D). Due to Lemma 4 applied to D − S, there are at most
2(k + |Z ∩ S|) + 1 vertices in Y \ S with d+
D−S (y) ≤ |Z \ S| + k + |Z ∩ S| = n − t + k and there
are at most 2(k + |Y ∩ S|) + 1 vertices in Z \ S with d−
D−S (z) ≤ |Y \ S| + k + |Y ∩ S| = t + k.
−
Let F = {v ∈ V (D) : d+
(v)
≤
n
−
t
+
k
and
d
(v)
≤
t + k}. By the above,
D
D
|F \ S|

≤ 2(k + |Z ∩ S|) + 1 + 2(k + |Y ∩ S|) + 1
≤ 4k + 2 + 2|S| ≤ 6k + 2.

Thus, |F | ≤ 7k + 2.

J

I Lemma 7. Let D = (V, A) be a semicomplete digraph, n = |V |, and let t ∈ [n]. There are
at most 28k+2 t-valid triples (Y, Z, S). Moreover, if we are given the in- and out-degrees of
all vertices in D on the input, then we can enumerate all such triples in time O(28k kn).
−
Proof. Let F = {v ∈ V (D) : d+
D (v) ≤ n − t + k and dD (v) ≤ t + k}. By Lemma 6,
|F | ≤ 7k + 2. If the out- and in-degrees of all vertices in D are given on the input, we can
construct the set F in time O(n). By Lemma 5, there are at most 27k+2 possible partitions
(Y 0 , Z 0 ) that could lead to a t-valid triple (Y 0 , Z 0 , S 0 ) for some S 0 , each such partition is
uniquely determinate by fixing Y 0 ∩ F .
For the rest of the proof, we assume that we computed the set F of vertices v in V (D)
−
0
0
7k+2
with d+
D (v) ≤ n − t + k and dD (v) ≤ t + k, |F | ≤ 7k + 2. Let (Y , Z ) be one of 2
partitions that could lead to a t-valid triple. We show that we can enumerate all minimal
sets S 0 , |S 0 | ≤ k, such that for all y ∈ Y 0 and z ∈ Z 0 , if zy ∈ A(D), then |{y, z} ∩ S 0 | ≥ 1.
Let G be an undirected bipartite graph such that V (G) = V (D), the partite sets of G are Y 0
and Z 0 , and for every y ∈ Y 0 , z ∈ Z 0 , it holds yz ∈ V (G) if and only if zy ∈ A(D). Then
S 0 is a minimal vertex cover in G. Moreover, every minimal vertex cover S 0 in G leads to
a t-valid triple (Y 0 , Z 0 , S 0 ). It is well known and easy to show that we can enumerate all
minimal vertex covers of size at most k in G in time O(2k k 2 + kn). This is done by including
all vertices with degree at least k + 1 in every vertex coverand removing every vertex they
cover. If the resulting graph has more than k 2 edges, then there is no vertex cover of size at
most k [5]. Then we can enumerate all vertex covers, by using simple search-tree algorithm
that picks an edge, say uv, and recursively enumerate all minimal vertex covers of size at
most k − 1 that include u or v, respectively. Given the algorithm, it is also easy to see that
there are at most 2k distinct minimal vertex covers of size at most k.
It follows that there are at most 27k+2 · 2k = 28k+2 t-valid triples and we can enumerate
all of them in time O(n + 28k k 2 + kn) = O(28k kn).
J

We are now ready to present our algorithm.
I Theorem 8. There is an FPT algorithm that solves Directed Component Order
Connectivity[k] on semicomplete digraphs in time O(216k kn2 ).
Proof. Let D = (V, A) be a semicomplete digraph and let (D, `, k) be an instance of
Directed Component Order Connectivity[k].
Algorithm. Our algorithm boils down to finding a shortest path in an auxiliary weighted
acyclic digraph whose vertex set consists of all the valid triples. The main idea is to find a
S
sequence of valid triples (Y1 , Z1 , S1 ), . . . , (Yq , Zq , Sq ) such that S = i∈[q] Si is a solution for
(D, `, k) and the strongly connected components of D − S are subsets of Ci = Yi+1 \ (Yi ∪ S),
where |Ci | ≤ ` and for all i < j, xi ∈ Ci , xj ∈ Cj it holds that xj xi ∈
/ A.
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We define the weighted directed acyclic state graph D = (V, A) as follows. The set of
vertices V is the set of all t-valid triples for all t ∈ {0, 1, . . . , n}. The set of arcs A contains
an arc from a t1 -valid triple (Y1 , Z1 , S1 ) to a t2 -valid triple (Y2 , Z2 , S2 ) if and only if the
following conditions holds:
Y1 ⊂ Y2 (and Z2 ⊆ Z1 ),
if x ∈ S1 ∩ Z1 and x ∈ Z2 , then x ∈ S2 ,
if x ∈ Y1 \ S1 , then x ∈ Y2 \ S2 , and
|S1 \ S2 | + max(0, |Z1 ∩ Y2 \ (S1 ∪ S2 )| − `) ≤ k.
We let the weight of an arc from (Y1 , Z1 , S1 ) to (Y2 , Z2 , S2 ) be
|S1 \ S2 | + max(0, |Z1 ∩ Y2 \ (S1 ∪ S2 )| − `).
This finishes the description of the auxiliary weighted acyclic digraph. In the remainder of
the proof we first show that (D, `, k) is a YES-instance if and only if the cost of the shortest
path in D from (∅, V (D), ∅) to (V (D), ∅, ∅) is at most k. Afterwards, we bound |V| + |A|
by O(216k n2 ) and prove that we can construct the auxiliary digraph in O(216k kn2 ) time.
We can then find a shortest path from (∅, V (D), ∅) to (V (D), ∅, ∅) in linear time, that is, in
time O(216k n2 ) since D is acyclic (by dynamic programming using an acyclic ordering of the
vertices), which finishes the proof.
Correctness of the Algorithm. Suppose first that (D, `, k) is a YES-instance of Directed
Component Order Connectivity[k] such that D is a semicomplete digraph. Let X be a
minimum size solution for (D, `, k), that is, a minimum size set such that mco(D − X) ≤ `.
Since (D, `, k) is YES-instance, |X| ≤ k and mco(D − X) ≤ `, the vertices of D − X can be
partitioned in sets C1 , . . . , Cq such that
1. for every i ∈ [q] is |Ci | ≤ `, and
2. for every i, j ∈ [q] with i < j and every x ∈ Ci , y ∈ Cj we have xy ∈ A and yx ∈
/ A.
Our goal is to define a sequence of valid triples (Yi , Zi , Si ), i ∈ [q], such that the arc
((Yi , Zi , Si ), (Yi+1 , Zi+1 , Si+1 )) is in A and the cost of the path in D defined by this sequence is
|X|. We will construct these triples from X and C1 , . . . , Cq with some additional restrictions
that makes it easier to show that they indeed define a path in D of cost at most |X|. Namely,
we will define them such that for all i, j ∈ [q], i < j the triples satisfy the following properties:
1. (Yi , Zi , Si ) is ti -valid for some ti ∈ [n],
2. C1 ∪ · · · ∪ Ci ⊆ Yi ,
3. Ci+1 ∪ · · · ∪ Cq ⊆ Zi ,
4. Si ⊆ X,
5. Yi ⊂ Yj and Zj ⊆ Zi ,
6. if x ∈ Si ∩ Zi and x ∈ Zj , then x ∈ Sj ,
7. if x ∈ Yi \ Si , then x ∈ Yj \ Sj .
It is straightforward to verify that, given the above properties, the arc
((Yi , Zi , Si ), (Yi+1 , Zi+1 , Si+1 )) ∈ A.
We first show that a sequence with the above properties indeed exists and defer the computation of the cost of the path defined by this sequence to later.
To obtain this sequence, we need to discuss how to distribute the vertices of X in the sets
Yi ’s and Zi ’s and how to compute Si , Sj (Note that the partition of the vertices in V \ X is
fixed by properties 2 and 3).
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To distribute the vertices of X between Yi and Zi , we put all x ∈ X with d+
D (x) ≥ n−ti +k
in Yi and all x ∈ X with d−
(x)
≥
t
+
k
in
Z
.
The
remaining
vertices
in
X
we
can distribute
i
i
D
arbitrarily, we only have to make sure that for all i, j ∈ [q], i < j, it holds that Yi ⊂ Yj and
Zj ⊆ Zi . Now |X| ≤ k and for all y ∈ Yi \ X = C1 ∪ · · · ∪ Ci and z ∈ Zi \ X = Ci+1 ∪ · · · ∪ Cq
we have zy ∈
/ A(D). The set Si is defined to be those vertices x ∈ X such that one of the
following holds:
1. x ∈ Yi and there exists z ∈ Zi \ X such that zx ∈ A(D),
2. x ∈ Zi and there is an arc xy ∈ A(D), y ∈ Yi such that y ∈
/ Si .
Note that all arcs from Zi to Yi are covered by Si and for each x ∈ X there is an arc zy
from Zi to Yi with {y, z} ∩ X = {x}. Note that if x ∈ Yi \ Si , then x ∈ Yj \ Sj for all j > i.
On the other hand, if x ∈ Zi ∩ Si , then there is y ∈ Yi \ Si such that xy ∈ A(D). Moreover,
for all j > i, y ∈ Yj \ Sj . Therefore, if x ∈ Zj , then x ∈ Sj . From the above two properties it
follows that if x ∈ Si \ Sj , then x ∈
/ Sj+1 ∪ · · · ∪ Sq . This finishes the proof of the existence
of a sequence of valid triples (Y1 , Z1 , S1 ), . . . , (Yq , Zq , Sq ) with properties 1-7.
We claim that the cost of path following this sequence is |X| ≤ k. First note that if
x ∈ Si \ Si+1 , then x ∈ Yi+1 and for all j ≥ i + 1 it holds x ∈
/ Sj , hence every vertex in X is
counted in at most one of the sets Si \ Si+1 . Now the set Ci is precisely (Zi−1 ∩ Yi ) \ X. If
x ∈ Zi−1 ∩ Yi ∩ X is in some set Sj , then from the properties 5, 6 and 7 of the sequence of
triples it follows that x is in Si−1 ∪ Si . Hence |(Zi−1 ∩ Yi ) \ (Si−1 ∪ Si )| − |Ci | is precisely the
number of vertices in X that are in Zi−1 ∩ Yi and in none of the sets Sj , j ∈ [q]. Note that
S
for such vertex x ∈ (Zi−1 ∩ Yi ) \ j∈[q] Sj and a vertex y ∈ Yj \ Sj , for some j ∈ [q] with
j < i, it holds xy ∈
/ A(D) (else by definition of a valid triple |{x, y} ∩ Sj | ≥ 1). Similarly for
z ∈ Zj \ Sj , j > i, zx ∈
/ A(D). Hence, if |Ci | < `, then X \ {x} would be a smaller solution
for the instance (D, `, k) and because of minimality of X, (|Zi−1 ∩ Yi \ (Si−1 ∪ Si )| − `) is
precisely the number of vertices in X that are in Zi−1 ∩ Yi and in none of the sets Sj . It
follows that each vertex in X is counted on precisely one arc on the path and the shortest
path from (∅, V (D), ∅) to (V (D), ∅, ∅) in D = (V, A) has length precisely |X|.
For the other direction, let some shortest path in D from (∅, V (D), ∅) to (V (D), ∅, ∅) be
defined by the sequence (Yi , Zi , Si ), i ∈ {0, . . . , q}, and assume that the cost of the path is at
most k. For every i ∈ [q], let Ti be an arbitrary set consisting of (|(Zi−1 ∩Yi )\(Si−1 ∪Si )|−`)
S
vertices from (Zi−1 ∩ Yi ) \ (Si−1 ∪ Si ) and let X = i∈[q] (Ti ∪ Si ). Because the pair
((Yi−1 , Zi−1 , Si−1 ), (Yi , Zi , Si )) is an arc in D for every i ∈ [q], we have Yi−1 ⊆ Yi and Zi ⊆
Zi−1 . Moreover, (Yi−1 , Zi−1 , Si−1 ) and (Yi , Zi , Si )) are ti−1 -valid and ti -valid triples, for some
ti−1 , ti ∈ [n], respectively. Therefore, there is no arc from Zj \ X to Yi \ X for any i ≤ j ∈ [q].
It follows that each strongly connected component of D − X is a subset of (Zi−1 ∩ Yi ) \ X
for some i ∈ [q]. In particular note that (Zi−1 ∩ Yi ) ∩ X = (Zi−1 ∩ Yi ) ∩ (Si−1 ∪ Si ∪ Ti ),
(Si−1 ∪ Si ) ∩ Ti = ∅ and Ti ⊆ (Zi−1 ∩ Yi ). Hence the size of each connected component is at
most maxi∈[q] |(Zi−1 ∩ Yi ) \ (Si−1 ∪ Si ∪ Ti )| = maxi∈[q] | ((Zi−1 ∩ Yi ) \ (Si−1 ∪ Si )) \ Ti | =
maxi∈[q] (| ((Zi−1 ∩ Yi ) \ (Si−1 ∪ Si )) | − |Ti |) ≤ `. Since S0 = Sq = ∅, every vertex that
appears in Si for some i ∈ [q] is counted in some |Sj \ Sj+1 |, where j ≥ i and every vertex
that appears in Ti for some i ∈ [q] is counted in max(0, |Zi ∩ Yi+1 \ (Si ∪ Si+1 )| − `) and the
final set X has at most k vertices.
Construction of the Auxiliary Weighted Digraph. Note that by Lemma 7, |V| ≤ 28k+2 n
and, since we can compute the out- and in-degrees of all vertices in D in time O(n2 ), we
can enumerate all vertices in D in time O(28k kn2 ). It follows that |A| ≤ |V|2 ≤ 216k+4 n2
and |V| + |A| = O(216k n2 ). It remains to show that for a pair of triples (Y1 , Z1 , S1 ) and
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(Y2 , Z2 , S2 ), we can check whether ((Y1 , Z1 , S1 ), (Y2 , Z2 , S2 )) is an arc and compute its weight
in O(k) amortized time. First note that if |Y1 | ≥ |Y2 |, then the arc is not there. We will
only check if ((Y1 , Z1 , S1 ), (Y2 , Z2 , S2 )) is an arc if |Y1 | < |Y2 |. This can be done without
computing the sizes of Y1 and Y2 , respectively, if we enumerate the t-valid triples in D
in levels in the order increasing t (i.e., we invoke Lemma 7 for t only after we added all
t0 -valid triples, for all t0 < t, to V.) and compute all in-neighbours of a vertex when it
is added to V. Moreover, when adding the triple (Y, Z, S) in V, we will in O(n) time
compute maps α(Y,Z,S) : V (D) → {0, 1} such that α(Y,Z,S) (x) = 0 if and only if x ∈ Y and
β(Y,Z,S) : V (D) → {0, 1} such that β(Y,Z,S) (x) = 0 if and only if x ∈ S. We also compute the
−
set ∆Y,Z = {x | x ∈ V (D), d+
D (x) ≤ |Z| + k, dD (x) ≤ |Y | + k}. By Lemma 6, |∆Y,Z | ≤ 7k + 2.
Now we can describe the O(k) algorithm that determines whether ((Y1 , Z1 , S1 ), (Y2 , Z2 , S2 ))
is an arc.
First, for every x ∈ S1 we can in constant time check that x ∈ S1 ∩Z1 (i.e., α(Y1 ,Z1 ,S1 ) (x) =
1 and β(Y1 ,Z1 ,S1 ) (x) = 0) and x ∈ Z2 (α(Y2 ,Z2 ,S2 ) (x) = 1 ) implies x ∈ S2 (β(Y2 ,Z2 ,S2 ) = 0).
Similarly we can check in constant time that if x ∈ Y1 , then x ∈ Y2 \ S2 .
Second, by Lemma 5 and since |Y1 | < |Y2 | and |Z1 | > |Z2 |, we get that to check that Y1 ⊂
Y2 and Z2 ⊆ Z1 , we only need to check for every x ∈ ∆Y1 ,Z1 ∪ ∆Y2 ,Z2 that α(Y1 ,Z1 ,S1 ) (y) = 0
implies α(Y2 ,Z2 ,S2 ) (x) = 0. This check can done in O(|∆Y1 ,Z1 ∪ ∆Y2 ,Z2 |) = O(k) time. Finally,
to compute the weight of the arc, we note that |Z1 ∩ Y2 | is precisely |Y2 | − |Y1 |, because
Y1 ⊂ Y2 and Z1 = V (D) \ Y1 , so we only need to check how many of the vertices in S1 ∪ S2
are in Z1 ∩ Y2 and how many of the vertices in S1 are also in S2 . Moreover, we only need
to compute |(Z1 ∩ Y2 ) \ (S1 ∪ S2 )| − ` if ` < |Y2 | − |Y1 | ≤ ` + 2k. Else either the weight of
the arc is precisely |S1 \ S2 | or it would be more than k and hence it is not an arc. Hence,
we end up spending O(k + log n) time on the computation of the weight of each of at most
O(216k kn) many arcs (for which ` < |Y2 | − |Y1 | ≤ ` + 2k ) and O(k) on all of at most
O(216k n2 ) remaining arcs. Since k ≤ n, we can construct D in O(216k kn2 ) time.
J
In the rest of the section, we will show that the dependency on both k and n cannot be
significantly improved. More precisely, we will show an unconditional lower-bound of Ω(n2 )
even if k = 0, as we show that we need to read at least Ω(n2 ) arcs of the input instance
in the worst case to distinguish between k = 0 and k = 1. Furthermore, we show that any
2o(k) nO(1) algorithm would imply that Exponential Time Hypothesis fails.
I Theorem 9. There is no deterministic sequential algorithm that outputs the correct answer
for every instance (D, `, 0) of Directed Component Order Connectivity when D is a
tournament in o(n2 ) time.
Proof. For i ∈ N, let Hi be an arbitrary but fixed strongly connected tournament on i
vertices. If n2 ≤ ` < n, then let us consider the graph D obtained by taking disjoint
union of Hb n2 c and Hd n2 e and orienting arcs between Hb n2 c and Hd n2 e from Hb n2 c to Hd n2 e .
Clearly, mco(D) = d n2 e ≤ ` and (D, `, 0) is YES-instance of Directed Component Order
Connectivity. Note there are b n2 c · d n2 e = Θ(n2 ) arcs between Hb n2 c and Hd n2 e . Now
let A be a deterministic sequential algorithm that solves Directed Component Order
Connectivity[k] in o(n2 ) time if k = 0. If we run A on D, then there is an arc from Hb n2 c
to Hd n2 e that A did not read. Let this arc be xy and let D0 be a graph obtained from D by
replacing the arc xy by the arc yx. It follows that D0 is strongly connected and hence (D0 , `, 0)
is NO-instance of Directed Component Order Connectivity. However, because the
algorithm A decided that (D, `, 0) is YES-instance without considering the orientation of
the arc between x and y on the instance (D, `, 0) and the only difference between (D, `, 0)
and (D0 , `, 0) is the orientation of the arc between x and y, it follows that A outputs that
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(D0 , `, 0) is YES-instance, which contradicts the assumption that A outputs correct answer
for every instance (D, `, 0) of Directed Component Order Connectivity such that D
is a tournament.
If ` < n2 , the proof is very similar to the above, the only difference is the construction
of the digraph D. To construct D we first take the disjoint union of q = b n` c copies of
H` , denoted H`1 , . . . , H`q , and one copy of Hn−q` . We add the arc xy to D if x ∈ H`i
and y ∈ H`j such that 1 ≤ i < j ≤ q or if x ∈ H`i , i ∈ [q], and y ∈ Hn−q` . It follows
that D is a tournament and mco(D) = `, that is (D, `, 0) is a YES-instance. Now let
S
Y = i∈[b q c] V (H`i ) and Z = V (D) \ Y . It is easy to see that n4 ≤ |Y | ≤ n2 and there are
2
Θ(n2 ) arcs from Y to Z in D. Moreover if yz ∈ A(D) is an arc such that y ∈ Y and z ∈ Z,
then Dyz = (V (D), (A(D) \ {yz}) ∪ {zy}) contains a strongly connected components of size
bqc

b q c+1

at least 2` that includes all vertices in V (H` 2 ) ∪ V (H` 2
). The proof follows by analogous
arguments to the case n − ` < `, as for any algorithm A that solves (D, `, k) in o(n2 ), there
is an arc yz such that A outputs incorrectly that (Dyz , `, k) is YES-instance.
J
Finally, we will present our O∗ (2o(k) ) lower bound result, based on the well-established
Exponential Time Hypothesis (ETH).
Our result uses the fact that the classical Vertex Cover problem cannot be solved in
subexponential time under ETH.
I Theorem 10 (Cai and Juedes [6]). There is no 2o(k) · |V (G)|O(1) algorithm for Vertex
Cover, unless ETH fails.
Given the above result by Cai and Juedes, the lower bound then directly follows from
the proof of NP-hardness of Directed Feedback Vertex Set by Speckenmeyer [18]. In
fact, given a graph G, Speckenmeyer constructs in O(|V (G)|2 ) time a tournament T with
3|V (G)| − 2 vertices such that for every k the graph G has a vertex cover of size at most k if
and only if T has a directed feedback vertex set of size at most k (see Theorem 6 in [18]).
Hence, we obtain the following:
I Theorem 11. There is no algorithm solving Directed Component Order Connectivity[k] on tournaments in time 2o(k) nO(1) , unless ETH fails.
In Theorem 8 we saw that there is an FPT algorithm for Directed Component Order
Connectivity[n − `] that runs in O∗ (216(n−`) ) time, as we may assume that k ≤ n − `. By
the construction explained before Theorem 11 we can replace k by n − ` in 2o(k) in Theorem
11 and thus obtain a matching lower bound for the upper bound O∗ (216(n−`) ).
I Theorem 12. There is no 2o(n−`) nO(1) -time algorithm for solving Directed Component
Order Connectivity[n − `] on semicomplete digraphs, unless ETH fails.

5

Conclusions

Since Directed Component Order Connectivity generalizes Directed Feedback
Vertex Set, it would likely be hard to improve our upper bound and obtain a tight lower
bound for the time complexity of Directed Component Order Connectivity[` + k]
on general digraphs. It seems easier to improve our upper and lower bounds on the time
complexity of Directed Component Order Connectivity[k] on semicomplete digraphs.
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It would be interesting to consider the time complexity of the problem on well-studied
generalizations of semicomplete digraphs: (i) semicomplete multipartite digraphs which are
digraphs that can be obtained from complete multipartite graphs by replacing every edge by
an arc with the same end-vertices or a pair of opposite arcs with the same end-vertices, (ii)
quasi-transitive digraphs which are digraphs in which if xy and yz are arcs such that x, y, z
are distinct vertices then either xz or zx or both are arcs, too (in particular, a transitive
digraph is quasi-transitive), (iii) locally semicomplete digraphs which are digraphs in which
the out- and in-neighborhood of every vertex induce semicomplete digraphs (a directed cycle
is an example of a locally semicomplete digraph). Chapters 7, 8 and 5 of [2], respectively,
provide extensive surveys on these classes of digraphs.
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Abstract
The Cut & Count technique and the rank-based approach have lead to single-exponential FPT
algorithms parameterized by treewidth, that is, running in time 2O(tw) nO(1) , for Feedback Vertex Set and connected versions of the classical graph problems (such as Vertex Cover and
Dominating Set). We show that Subset Feedback Vertex Set, Subset Odd Cycle Transversal, Restricted Edge-Subset Feedback Edge Set, Node Multiway Cut, and Multiway
Cut are unlikely to have such running times. More precisely, we match algorithms running in
time 2O(tw log tw) nO(1) with tight lower bounds under the Exponential Time Hypothesis, ruling out
2o(tw log tw) nO(1) , where n is the number of vertices and tw is the treewidth of the input graph. Our
algorithms extend to the weighted case, while our lower bounds also hold for the larger parameter
pathwidth and do not require weights. We also show that, in contrast to Odd Cycle Transversal,
there is no 2o(tw log tw) nO(1) -time algorithm for Even Cycle Transversal.
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Introduction

Courcelle’s Theorem [8] states that any problem definable in MSO2 logic can be solved in
linear time on graphs of bounded treewidth. However, the algorithms obtained through
Courcelle’s meta-theorem have a huge dependency on treewidth. For certain problems, efforts
have been spent to find the “smallest” function f for which we can obtain an algorithm that,
given a graph with treewidth tw, has running time f (tw)nO(1) . For Feedback Vertex
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Set, standard dynamic programming techniques can be used to obtain an algorithm running
in 2O(tw log tw) nO(1) time, and for a while many believed this to be, in a sense, best possible.
However, this changed in 2011 when Cygan et al. [11] developed the Cut&Count technique,
by which they obtained a single-exponential 3tw nO(1) -time randomized algorithm. Following
this, Bodlaender et al. [3] showed there is a deterministic 2O(tw) nO(1) -time algorithm, using
a rank-based approach and the concept of representative sets. Moreover, also in 2011,
Lokshtanov et al. [17] developed a framework yielding 2Ω(tw log tw) nO(1) -time lower bounds
under the Exponential Time Hypothesis (ETH) [16]. Recall that the ETH asserts that there
is a real number δ > 0 such that 3-SAT cannot be solved in time 2δn on n-variable formulas.
Lokshtanov et al.’s paper prompted several authors to investigate the exact time-dependency
on treewidth for a variety of graph modification problems.
For a vertex-deletion problem, the task is to delete at most k vertices so that the resulting
graph is in some target class. Feedback Vertex Set can be viewed as a vertex-deletion
problem where the graphs in the target class consist of blocks with at most two vertices (a
block is a maximal subgraph H such that H has no cut vertices). Bonnet et al. [6] considered
the class of problems, generalizing Feedback Vertex Set, where the target graphs consist
of blocks each of which has a bounded number of vertices, and is in some fixed hereditary,
polynomial-time recognizable class P. They showed that such a problem is solvable in time
2O(tw) nO(1) precisely when each graph in P is chordal (when P does not satisfy this condition,
an algorithm with running time 2o(tw log tw) nO(1) would refute the ETH). Baste et al. [2]
studied another generalization of Feedback Vertex Set: the vertex-deletion problem
where the target graphs are those having no minor isomorphic to a fixed graph H. They
showed a single-exponential parameterized algorithm in treewidth is possible precisely when
H is a minor of the banner (the cycle on four vertices with a degree-1 vertex attached to it),
but H is not P5 (the path graph on five vertices), assuming the ETH holds.
Slightly superexponential parameterized algorithms, running in time 2O(tw log tw) nO(1) , are
by no means a formality for problems that are FPT in treewidth. For instance, Pilipczuk [19]
showed that deciding if a graph has a transversal of size at most k hitting all cycles of length
2
exactly ` (or length at most `) for a fixed value ` cannot be solved in time 2o(tw ) nO(1) ,
unless the ETH fails. This lower bound matches a dynamic-programming based algorithm
2
running in time 2O(tw ) nO(1) . Cygan et al. [9] investigated the more general problem of
hitting all subgraphs H of a given graph G, for a fixed pattern graph H, again parameterized
u(H)
) O(1)
n
by treewidth. For various H, they found algorithms running in time 2O(tw
, and
Ω(tw`(H) ) O(1)
proved ETH lower bounds in 2
, for values 1 < `(H) 6 u(H) depending on H.
n
Another recent example is provided by Sau and Uéverton [20] who prove similar results for
the analogous problem where “subgraphs” is replaced by “induced subgraphs”. Finally, for
the vertex-deletion problem where the target class is a proper minor-closed class given by
the non-empty list of forbidden minors, it is still open if the double-exponential dependence
on treewidth is asymptotically best possible [1].
Sometimes, only a seemingly slight generalization of Feedback Vertex Set can result
in problems with no single-exponential algorithm parameterized by treewidth. Bonamy et
al. [5] showed that Directed Feedback Vertex Set can be solved in time 2O(tw log tw) nO(1)
but not faster under the ETH, where tw is the treewidth of the underlying undirected graph.
In this paper, we consider another collection of problems that generalize Feedback Vertex
Set, and that do not have single-exponential algorithms parameterized by treewidth. An
equivalent formulation of FVS is to find a transversal of all cycles in a given graph. We
consider problems where the goal is to find a transversal of some subset of the cycles of
a given graph. If this subset of cycles is the set of cycles intersecting some fixed set of
vertices S, we obtain the following problem:
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Parameter: tw(G)

Input: A graph G, a subset of vertices S ⊆ V (G), and an integer k.
Question: Is there a set of at most k vertices hitting all the cycles containing a vertex
in S?
If we further restrict this set of cycles to those that are odd, we obtain the next problem:
Subset Odd Cycle Transversal (Subset OCT)

Parameter: tw(G)

Input: A graph G, a subset of vertices S ⊆ V (G), and an integer k.
Question: Is there a set of at most k vertices hitting all the odd cycles going through a
vertex in S?
Both of these problems are NP-complete. By setting S = V (G), one sees that the latter
problem generalises Odd Cycle Transversal, for which Fiorini et al. [14] presented a
2O(tw) nO(1) -time algorithm.
Alternatively, one can require a transversal of even cycles. We first consider the problem
of finding a transversal of all even cycles since, to the best of our knowledge, the fine-grained
complexity of this problem parameterized by treewidth has not previously been studied.
Even Cycle Transversal (ECT)

Parameter: tw(G)

Input: A graph G and an integer k.
Question: Is there a set of at most k vertices hitting all the even cycles of G?
We now move to edge variants of FVS. Note that Feedback Edge Set, where the goal
is to find a set of edges of weight at most k that hits the cycles, can be solved in linear time,
since it is equivalent to finding a maximum-weight spanning forest. Xiao and Nagamochi
showed that the subset variants Vertex-Subset Feedback Edge Set and Edge-Subset
Feedback Edge Set, where the deletion set only needs to hit cycles containing a vertex or
an edge (respectively) of a given set S, can also be solved in linear time [21]. On the other
hand, the latter problem becomes NP-complete when the deletion set cannot intersect S.
This problem is known as Restricted Edge-Subset Feedback Edge Set.
Restricted Edge-Subset Feedback Edge Set (RESFES)

Parameter: tw(G)

Input: A graph G, a subset of edges S ⊆ E(G), and an integer k.
Question: Is there a set of at most k edges of E(G) \ S whose removal yields a graph
without any cycle containing at least one edge of S?
The final two NP-complete problems we consider are closely related to Subset Feedback
Vertex Set and Restricted Edge-Subset Feedback Edge Set. They are well-known
problems with an abundant literature of approximation and parameterized algorithms.
Node Multiway Cut

Parameter: tw(G)

Input: A graph G, a subset of vertices T ⊆ V (G), called terminals, and an integer k.
Question: Is there a set of at most k vertices of V (G) \ T hitting every path between a
pair of terminals?
Multiway Cut

Parameter: tw(G)

Input: A graph G, a subset of vertices T ⊆ V (G), called terminals, and an integer k.
Question: Is there a set of at most k edges hitting every path between a pair of
terminals?
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The look-alike problem Multicut, where the task is to separate each pair of terminals
in a given set of pairs (rather than all the pairs in a given set), is NP-complete on trees [15].
Therefore a parameterization by treewidth cannot help here. In the language of parameterized
complexity, Multicut parameterized by treewidth is paraNP-complete.

1.1

Our contribution

With the exception of Even Cycle Transversal, for which we provide only a lower bound,
we show that all the problems formally defined so far admit a slightly superexponential
parameterized algorithm, and that this running time cannot be improved, unless the ETH
fails. We leave as an open problem the existence of a slightly superexponential algorithm for
(Subset) Even Cycle Transversal parameterized by treewidth. We note that Deng
et al. [12] have already shown that Multiway Cut can be solved in time 2O(tw log tw) nO(1) .
Our algorithms work for treewidth and weights, while our lower bounds hold for the larger
parameter pathwidth and do not require weights.
On the algorithmic side we show the following:
I Theorem 1. The following problems can be solved in time 2O(tw log tw) nO(1) on n-vertex
graphs with treewidth tw:
Subset Feedback Vertex Set,
Subset Odd Cycle Transversal,
Restricted Edge-Subset Feedback Edge Set, and
Node Multiway Cut.
We provide algorithms having the claimed running time for the weighted versions of each
of the four problems in Theorem 1. In these weighted versions, the input graph is given with
a weight function w on the vertices when the problem is to find a set of vertices, or on the
edges when the problem is to find a set of edges. Furthermore, in the weighted versions, the
problem asks for a solution of weight at most k.
On the complexity side, the main conceptual contribution of the paper is to show that
problems seemingly quite close to Feedback Vertex Set do not admit a single-exponential
algorithm parameterized by treewidth, under the ETH.
I Theorem 2. Unless the ETH fails, the following problems cannot be solved in time
2o(pw log pw) nO(1) on n-vertex graphs with pathwidth pw:
Subset Feedback Vertex Set,
Subset Odd Cycle Transversal,
Even Cycle Transversal,
Restricted Edge-Subset Feedback Edge Set,
Node Multiway Cut, and
Multiway Cut.
For the last two problems, our reductions build instances where the number of terminals
|T | is Θ(pw). Thus we also rule out a running time of |T |o(pw) . All the reductions are
from k × k-(Permutation) Independent Set/Clique following a strategy suggested by
Lokshtanov et al. [18] (see for instance, [2, 5–7, 13]). These problems cannot be solved in time
2o(k log k) , unless the ETH fails.
k × k-Independent Set

Parameter: k

Input: A graph H with vertex set V (H) = [k]2 for some integer k.
Question: An independent set of size k hitting each column exactly once.
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Parameter: k

Input: A graph H with vertex set V (H) = [k]2 for some integer k.
Question: An independent set of size k hitting each column and each row exactly once.
A row is a set of vertices of the form {(i, 1), (i, 2), . . . , (i, k)} ⊂ V (H) for some i ∈ [k],
while a column is a set {(1, j), (2, j), . . . , (k, j)} ⊂ V (H) for some j ∈ [k]. The problem
k × k-(Permutation) Clique is defined analogously, where the solution is required to be a
clique rather than an independent set.1
Roadmap for the lower bounds. To prove Theorem 2, we start by designing a gadget
specification for generic vertex-deletion problems. We show that any such problem, allowing
for gadgets respecting the specification, has the lower bound given in Theorem 2. This
is achieved by a meta-reduction from k × k-Permutation Independent Set. We give
gadgets for Subset FVS, Subset OCT, and ECT that comply with the specification. We
thus obtain the first three items of the theorem in a unified way, with simple and reusable
gadgets. This mini-framework may in principle be useful for other vertex-deletion problems.
In order to show a stronger lower bound for Node Multiway Cut, with the number
of terminals in Θ(k), we depart from the previous specification slightly, although we still
use some shared notation and arguments to bound the pathwidth, where convenient. This
reduction is from k × k-Independent Set.
Finally, the reduction to Multiway Cut is more intricate. For this problem it is
surprisingly challenging to discourage the undesirable solutions “cutting close” to every
terminal but one, where the deletion set yields a very large connected component for one
terminal, and small components for the rest of the terminals. In particular, the trick used
for the Node Multiway Cut lower bound cannot be replicated. We overcome this issue
by designing a somewhat counter-intuitive edge gadget which encourages the retention of
as many pairs of endpoints linked to two (distinct) terminals as possible. This uses the
simple fact that, in a ∆-regular graph, a clique of size k minimizes the number of edges
covered by k vertices: ∆k − k2 vs ∆k for an independent set of size k. We then reduce
from k × k-Permutation Clique. We discuss why getting the same lower bound for a
regular variant of k × k-Permutation Clique is technical, and bypass that difficulty by
encoding a degree-equalizer gadget directly in the Multiway Cut instance. As a side
note, we nevertheless prove that a semi-regular variant of k × k-Clique also has the slightly
superexponential lower bound. This proof uses a constructive version of the Hajnal-Szemerédi
theorem on equitable colorings.
Roadmap for the algorithms. To prove Theorem 1, we first present a 2O(tw log tw) n3 -time
algorithm for the weighted variant of Subset OCT. With a few modifications, it can solve
the weighted variant of Subset FVS. We obtain algorithms for the other problems in
Theorem 1 by reducing these problems to the weighted variant of Subset FVS.
Let us explain our approach for Subset OCT on a graph G with S ⊆ V (G). We solve
Subset OCT indirectly by finding a set X ⊆ V (G) of maximum weight that induces a
graph with no odd cycles traversing S (we call such a graph S-bipartite). We prove that
a graph has no odd cycle traversing S if and only if for each block C, either C is bipartite
or C has no vertex in S. From this characterization, we prove that it is enough to store
2O(tw log tw) partial solutions at each bag B of a tree decomposition.

1

Observe that we switch the columns and the rows compared to the original definition of k ×k-Clique [18].
While this is of course equivalent, it will make the representation of some gadgets slightly more conducive
to the page layout.
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Let B be a bag of the tree decomposition of G and GB be the graph induced by the
vertices in B and its descendant bags in the tree decomposition. A partial solution of GB is a
set X ⊆ V (GB ) that induces an S-bipartite graph. We design an equivalence relation ≡B on
the partial solutions of GB such that for every X ≡B Y and W ⊆ V (G) \ V (GB ), G[X ∪ W ]
is S-bipartite if and only if G[Y ∪ W ] is S-bipartite. Consequently, it is enough to keep
a partial solution of maximum weight for each equivalence class of ≡B . Intuitively, the
equivalence relation ≡B is based on the information: (1) how the blocks of G[X] intersecting
B are connected, (2) whether important blocks (that have the possibility to create an Straversing odd cycle later) contain a vertex of S, and (3) the parity of the paths between the
vertices in B. Since ≡B has 2O(tw log tw) equivalence classes, we deduce from this equivalence
relation a 2O(tw log tw) n3 -time algorithm with standard dynamic-programming techniques.
The polynomial factor n3 appears because we can test X ≡B Y in time O(n2 ).
For the weighted variant of Subset FVS, we can use the same equivalence relation
without (3). We reduce the weighted variant of Node Multiway Cut to Subset FVS by
adding a vertex v of infinite weight adjacent to the set of terminals, setting S = {v}, and
also giving infinite weights to the terminals. Furthermore, we reduce the weighted variant of
Restricted Edge-Subset Feedback Edge Set to the weighted variant of Subset FVS
by subdividing each edge, setting S as the set of subdivided vertices corresponding to the
given subset of edges, and giving infinite weights to the original vertices and the vertices
in S. These two reductions show that both problems admit 2O(tw log tw) n3 -time algorithms.
Organization. The rest of the paper is organized as follows. In Section 3 we prove all the
ETH lower bounds of Theorem 2. More precisely, in Section 3.1 we introduce a gadget
specification for a generic vertex-deletion problem, and we show the slightly superexponential
lower bound for any problem complying with the gadget specification. In Section 3.2 we
design gadgets for Subset FVS, Subset OCT, ECT, and thus obtain the first three items
of Theorem 2. In Sections 3.3 and 3.4 we present specific reductions for Node Multiway
Cut and Multiway Cut, respectively. In Section 4 we prove that the weighted variants
of Subset OCT, Subset FVS, Restricted Edge-Subset Feedback Edge Set, and
Node Multiway Cut admit 2O(tw log tw) n3 -time algorithms. The statements marked with
a ? have their proof deferred to the full version.

2

Preliminaries

Our graph-theoretic terminology is standard; any terminology undefined here is deferred to
the long version. A set X ⊆ V (G) is a clique if G has an edge between every pair of vertices
in X. A graph with vertex set X ∪ Y that has an edge between every vertex x ∈ X and
y ∈ Y is called a biclique, and is denoted K|X|,|Y | . For u, v ∈ V (G), we say that u and v
are twins if N (u) = N (v). If u and v are adjacent, then we say that u and v are true twins;
whereas when u and v are non-adjacent twins, we say that u and v are false twins.
A vertex v of G is a cut vertex if the deletion of v from G increases the number of
connected components. We say G is 2-connected if it is connected and has no cut vertices.
Note that every connected graph on at most two vertices is 2-connected. A block of G is a
maximal 2-connected subgraph of G.
A tree decomposition of a graph G is a pair (T, B) consisting of a tree T and a family
B = {Bt }t∈V (T ) of sets Bt ⊆ V (G), called bags, satisfying the following three conditions:
S
1. V (G) = t∈V (T ) Bt ,
2. for every edge uv of G, there exists a node t of T such that u, v ∈ Bt , and
3. for t1 , t2 , t3 ∈ V (T ), Bt1 ∩ Bt3 ⊆ Bt2 whenever t2 is on the path from t1 to t3 in T .
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The width of a tree decomposition (T, B) is max{|Bt | − 1 : t ∈ V (T )}. The treewidth of G
is the minimum width over all tree decompositions of G. A path decomposition is a tree
decomposition (P, B) where P is a path. The pathwidth of G is the minimum width over all
path decompositions of G. We denote a path decomposition (P, B) as (Bv1 , . . . , Bvt ), where
P is a path v1 v2 · · · vt .

3

Superexponential lower bounds parameterized by treewidth

Our reductions for Subset FVS, Subset OCT, and ECT, in Section 3.2, will have the
same skeleton. In order to avoid repeating the same arguments, we show in Section 3.1
the lower bound of Theorem 2 for a meta-problem. We prove the lower bound for Node
Multiway Cut in Section 3.3, and the lower bounds for Multiway Cut and Restricted
Edge-Subset Feedback Edge Set in Section 3.4.

3.1

Lower bound for a generic vertex-deletion problem

The scope of application of Theorem 2 is any hereditary vertex-deletion problem Π; that
is, if G − X satisfies a problem instance P (Π), then G − X 0 also satifies P (Π) for every
X 0 ⊇ X. The main part of the input is a graph G and a non-negative integer k 0 . In addition,
we allow any sort of labelings of G, be it subsets of vertices
S1 , S2 , . . . ⊆ V (G), of edges

E1 , E2 , . . . , ⊆ E(G), pairs of vertices P1 , P2 , . . . ⊆ V (G)
,
etc.
The goal is to find a subset
2
X ⊆ V (G) of k 0 vertices such that a property P (Π), dependent on Π, is satisfied on G − X
with its induced labeling. A subset of vertices A ⊆ V (G) is a Π-obstruction if G[A] does not
satisfy P (Π). A set X ⊆ V (G) is Π-legal if G − X satisfies P (Π) (in particular, solutions
are Π-legal sets of size k 0 ). As P (Π) is assumed hereditary, a Π-legal set intersects every
Π-obstruction. Finally a Π-legal s-deletion within Y is a set X ⊆ Y of size at most s such
that G[Y \ X] satisfies P (Π).

Common base
The meta-result of Theorem 3 concerns hereditary vertex-deletion problems admitting four
types of gadgets. These gadgets, which will eventually depend on Π, are attached to a
common problem-independent base. We first describe the common base. H• is a set of 2k 2
vertices, for some implicit positive integer k. We denote these vertices by v• (i, j, z) for each
i ∈ [k], j ∈ [k], and z ∈ [2]. We imagine the vertices of H• being displayed in a k-by-k grid
with v• (i, j, 1) and v• (i, j, 2) side by side in the i-th row and j-th column.
The base consists of copies of H• that we denote by H1 , H2 , . . . and typically index by p.
The vertices of Hp are denoted by vp (i, j, z). The vertices vp (i, j, 1) and vp (i, j, 2) are said
S
to be homologous. We set Cp,j := i∈[k],z∈[2] {vp (i, j, z)} and refer to it as the j-th column
S
of Hp . Similarly Rp,i := j∈[k],z∈[2] {vp (i, j, z)} is called the i-th row of Hp . We can attach
to the base a list of gadgets as detailed now. The vertices added to the base are called
additional or new.

Column selector gadget
A k-column selector gadget has the following specification. Its vertex set is a single column Cp,j
plus O(k) additional vertices Csel (p, j). The only restriction on the edge set of the gadget is
that homologous vertices should remain non-adjacent. Other than that, any edge can be
added within Cp,j . However the open neighborhood of Csel (p, j) has to be contained in Cp,j .
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A problem Π admits a column selector gadget if, for every positive integer k, one can build
in time k O(1) a k-column selector such that the only Π-legal (2k − 2)-deletions within Cp,j ∪
Csel (p, j) are one of the k sets: Cp,j \ {vp (1, j, 1), vp (1, j, 2)}, Cp,j \ {vp (2, j, 1), vp (2, j, 2)}, . . . ,
Cp,j \ {vp (k, j, 1), vp (k, j, 2)}.

Row selector gadget
In order to keep small balanced separators, our k-row selector gadget is quite different
from the k-column selector. Its vertex set is a single row Rp,i plus O(1) additional vertices
Rsel (p, i). Furthermore no edge can be added within Rp,i . Again the open neighborhood of
Rsel (p, i) has to be contained in Rp,i .
A problem Π admits a row selector gadget if, for every positive integer k, one can build in
time k O(1) a k-row selector such that, for every j 6= j 0 ∈ [k], Rsel (p, i) ∪ {vp (i, j, 1), vp (i, j, 2),
vp (i, j 0 , 1), vp (i, j 0 , 2)} is a Π-obstruction.

Edge gadget
The vertex set of an edge gadget is of the form {vp (i, j, 1), vp (i, j, 2), vp (i0 , j 0 , 1), vp (i0 , j 0 , 2)} ∪
Ep (i, j, i0 , j 0 ) where i 6= i0 ∈ [k], j 6= j 0 ∈ [k], and Ep (i, j, i0 , j 0 ) is a set of O(k) vertices2 . There
is no restriction on the edge set. As usual the open neighborhood of Ep (i, j, i0 , j 0 ) has to be
contained in {vp (i, j, 1), vp (i, j, 2), vp (i0 , j 0 , 1), vp (i0 , j 0 , 2)}.
A problem Π admits an edge gadget if one can build in time k O(1) an edge gadget such
that Ep (i, j, i0 , j 0 ) ∪ {vp (i, j, 1), vp (i, j, 2), vp (i0 , j 0 , 1), vp (i0 , j 0 , 2)} is a Π-obstruction.

Propagation gadget
The vertex set of a propagation gadget is of the form Hp ∪ Hp+1 ∪ Pp where Pp is a set of
k O(1) vertices. There is a subset Pp0 ⊆ Pp of size O(k) such that each vertex of Pp \ Pp0
has at most one neighbor in Hp ∪ Hp+1 and the rest of its neighborhood in Pp0 . This
fairly technical condition aims to give some extra flexibility while keeping sufficiently small
separators between Hp and Hp+1 . In particular, if Pp is itself of size O(k), then the condition
is trivially met with Pp0 = Pp . The propagation gadget has no edge with both endpoints
in Hp ∪ Hp+1 . Everything else is permitted, but the open neighborhood of Pp has to be
contained in Hp ∪ Hp+1 .
A problem Π admits a propagation gadget if one can build in time k O(1) a propagation
gadget such that for every i, j 6= j 0 ∈ [k], Pp ∪{vp (i, j, 1), vp (i, j, 2), vp+1 (i, j 0 , 1), vp+1 (i, j 0 , 2)}
is a Π-obstruction.

Intended-solution property
A hereditary vertex-deletion problem Π and a description of the four above gadgets for Π
have the intended-solution property if the following holds. On any graph G built by adding to
the base H1 ∪ . . . ∪ Hp ∪ . . . Hm at most one edge gadget in each Hp , one propagation gadget
between consecutive pairs Hp and Hp+1 , and some column and row selector gadgets, every
S
deletion set p∈[m],i∈[k],j∈[k]\{ji },z∈[2] {vp (i, j, z)} (with {j1 , j2 , . . . , jk } = [k]) intersecting
every edge gadget is Π-legal.
We can now state the lower bound for the generic hereditary vertex-deletion problems.

2

O(1) vertices will actually suffice for all the gadgets of Section 3.2.
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I Theorem 3. Unless the ETH fails, every vertex-deletion problem Π admitting a column
selector, a row selector, an edge, and a propagation gadget, satisfying the intended-solution
property, cannot be solved in time 2o(pw log pw) nO(1) on n-vertex graphs with pathwidth pw.
Proof. From any instance H of k × k-Permutation Independent Set, we build an
equivalent Π-instance (G, k 0 = k O(1) ) of size k O(1) with pathwidth in O(k). Since under
the ETH there is no algorithm solving k × k-Permutation Independent Set in time
2o(k log k) k O(1) , we derive the claimed lower bound.
Construction. We number the edges in E(H) as e1 , . . . , em . We start with a base consisting
of m copies of H• , labelled Hp for p ∈ [m] (see description of the common base). The
vertices vp (i, j, 1) and vp (i, j, 2) encode the vertex (i, j) ∈ V (H); recall that we call such a
pair homologous. We attach to each column Cp,j , for p ∈ [m] and j ∈ [k], a column selector
gadget (for Π), with additional vertices Csel (p, j). For each pair p ∈ [m], i ∈ [k], we add a
row selector gadget to Rp,i , with additional vertices Rsel (p, i).
For each edge ep = (ip , jp )(i0p , jp0 ) ∈ E(H) (p ∈ [m]), we attach an edge gadget, with
additional vertices Ep (ip , jp , i0p , jp0 ), to {vp (ip , jp , 1), vp (ip , jp , 2), vp (i0p , jp0 , 1), vp (i0p , jp0 , 2)}. For
each p ∈ [m − 1], we add a propagation gadget between Hp and Hp+1 , with additional vertices
Pp . This finishes the construction of G. We set k 0 := 2(k − 1)km.
Correctness. We first assume that there is a solution I to k ×k-Permutation Independent
Set. That is, I is an independent set of H with exactly one vertex per column and per row.
Say the vertices of I are (1, j1 ), (2, j2 ), . . . (k, jk ) with {j1 , j2 , . . . , jk } = [k]. Then
X :=

[

Hp \ ∪i∈[k] {vp (i, ji , 1), vp (i, ji , 2)}

p∈[m]

is a solution to Π. Indeed it is Π-legal since it intersects every edge gadget (if not, the edge
gadget would be between two vertices of I, a contradiction) and Π satisfies the intendedsolution property, by assumption. Furthermore |X| = 2mk(k − 1) = k 0 .
We now assume that the Π-instance (G, k 0 ) admits a solution (of size k 0 ), say X. The
graph G has km disjoint Π-obstructions Cp,j ∪ Csel (p, j). For each of these sets, at least
s := 2(k − 1) vertices must be deleted, by the specification of the column sector gadget. Since
globally only k 0 = kms vertices can be deleted, X intersects each Cp,j ∪Csel (p, j) at a set Cp,j \
{vp (ij,p , j, 1), vp (ij,p , j, 2)} for some ij,p ∈ [k]. Moreover, the k row selector gadgets attached
to each Hp enforce that {i1,p , i2,p , . . . , ik,p } = [k], and the propagation gadget Pp enforces
that ij,p = ij,p+1 for every j ∈ [k]. This implies that ij,1 = ij,2 = . . . = ij,m for every j ∈ [k],
and we simply denote this common value by ij . We claim that {(i1 , 1), (i2 , 2), . . . , (ik , k)}
is a solution to the k × k-Permutation Independent Set instance. We have already
argued that {i1 , i2 , . . . , ik } = [k]. Finally there cannot be an edge ep = (ij , j)(ij 0 , j 0 ) ∈ E(H)
since then the Π-obstruction Ep (ij , j, ij 0 , j 0 )∪{vp (ij , j, 1), vp (ij , j, 2), vp (ij 0 , j 0 , 1), vp (ij 0 , j 0 , 2)}
would be disjoint from X.
Pathwidth in O(k). Let Pp0 be the O(k) vertices of Pp with strictly more than one neighbor
in Hp ∪ Hp+1 . For every p ∈ [m − 1], we set Yp := Pp0 ∪ Ep (ip , jp , i0p , jp0 ) ∪ Cp,jp ∪ Csel (p, jp ) ∪
S
Cp,jp0 ∪ Csel (p, jp0 ) ∪ i∈[k] Rsel (p, i), and we observe that |Yp | = O(k) (this is where it is
important that each Rsel (p, i) has constant size). For each p ∈ [m] and j ∈ [k − 2], let Zp,j
be Cp,j ∗ ∪ Csel (p, j ∗ ) where j ∗ is the j-th index, by increasing value, in [k] \ {jp , jp0 }. Again
we notice that |Zp,j | = O(k).
Here is a path-decomposition of G of width O(k) in case every Pp \ Pp0 is empty:
Y1 , Y1 ∪ Z1,1 , Y1 ∪ Z1,2 , . . . , Y1 ∪ Z1,k−2 , Y1 ∪ Y2 , Y1 ∪ Y2 ∪ Z2,1 , Y1 ∪ Y2 ∪ Z2,2 , . . . , Y1 ∪ Y2 ∪
Z2,k−2 , Y2 ∪ Y3 , . . . , Yp−2 ∪ Yp−1 , Yp−2 ∪ Yp−1 ∪ Zp−1,1 , Yp−2 ∪ Yp−1 ∪ Zp−1,2 , . . . , Yp−2 ∪ Yp−1 ∪
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Zp−1,k−2 , Yp−1 , Yp−1 ∪ Zp,1 , Yp−1 ∪ Zp,2 , . . . , Yp−1 ∪ Zp,k−2 . Indeed the maximum bag size is
O(k) and each edge of G appears in at least one bag. Two crucial properties used in this
0
path-decomposition are that (1) the removal of Pp0 ∪ Pp+1
, so in particular of Yp ∪ Yp+1 ,
disconnects Hp+1 from the rest of G, and (2) there is no edge between Zp,j and Zp,j 0 for
j 6= j 0 ∈ [k − 2] and p ∈ [m].
In the general case, a path-decomposition of width O(k) for G is obtained from the
previous decomposition by observing the following rule. Each time a vertex of Hp appears
in a bag for the first time, we introduce and immediately remove each of its neighbors in
Pp \ Pp0 one after the other.
J

3.2

Designing ad hoc gadgets

We now build specific gadgets for Subset Feedback Vertex Set, Subset Odd Cycle
Transversal, and Even Cycle Transversal. For these problems, we always use S to
denote the prescribed subset of vertices through which no cycle, no odd cycle, or no even
cycle should go, respectively.

3.2.1

Column selector gadgets

We begin with the column selector gadget G1 (C) used for Subset FVS and Subset OCT,
followed by the gadget G2 (C) used for ECT. The column selector gadget G1 (C) attached
to a column Cp,j is defined as follows. It comprises 3k additional vertices. These 3k
vertices are all added to S, and they form an independent set. Each of the first k vertices,
S
dp,j (1, 1), . . . , dp,j (k, 1) ∈ S, are adjacent to all vertices in i∈[k] {vp (i, j, 1)}, so these vertices
induce a biclique. The next k vertices, dp,j (1, 2), . . . , dp,j (k, 2) ∈ S, also twins, are adjacent
S
to all vertices in i∈[k] {vp (i, j, 2)}. We add dp,j (1), . . . , dp,j (i), . . . , dp,j (k) and, for each
S
i ∈ [k], we link dp,j (i) to all the vertices in {vp (i, j, 1)} ∪ i0 ∈[k]\{i} {vp (i0 , j, 2)}. Finally we
make every distinct pair vp (i, j, z), vp (i0 , j, z 0 ) adjacent, except if i = i0 .
We obtain the column selector gadget G2 (C) from G1 (C) by adding, for each z ∈ [2], a
S
vertex dp,j (k + 1, z) adjacent to all vertices in i∈[k] {vp (i, j, z)}, and by subdividing each
edge dp,j (i)vp (i, j, 1) once.
I Lemma 4. G1 (C) is a column selector gadget for Subset Feedback Vertex Set and
Subset Odd Cycle Transversal, and G2 (C) is a column selector gadget for Even Cycle
Transversal.
Proof. The gadgets G1 (C) and G2 (C) add 3k and 4k + 2, respectively, new vertices, thus
O(k). Their edge set respects the specification of the column selector.
We first show that the only Π-legal (2k − 2)-deletions within G1 (C) are the sets Cp,j \
{vp (i, j, 1), vp (i, j, 2)} (for i ∈ [k]), for Π ∈ {Subset FVS, Subset OCT}. For every p ∈ [m],
S
S
j ∈ [k], and z ∈ [2], the biclique Kk,k between i∈[k] {vp (i, j, z)} and i∈[k] {dp,j (i, z)} ⊆ S
S
forces the removal of all but at most one vertex of i∈[k] {vp (i, j, z)}, or all the vertices in
S
i∈[k] {dp,j (i, z)}. Indeed, recall that the former set is a clique, while the latter set is an
independent set and is contained in the prescribed set S. Hence keeping at least one vertex
S
S
in i∈[k] {dp,j (i, z)} and at least two in i∈[k] {vp (i, j, z)} results in an odd cycle (a triangle)
going through at least one vertex of S. Thus the only Π-legal (2k − 2)-deletions within
S
G1 (C) have to remove exactly k − 1 vertices in i∈[k] {vp (i, j, 1)} and exactly k − 1 vertices
S
in i∈[k] {vp (i, j, 2)}. Let Y denote such a deletion set, and observe that Y ∩ S = ∅. We
further claim that if vp (i, j, 1) is not in Y , then vp (i, j, 2) is also not in Y . Assume, for the
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sake of contradiction, that vp (i, j, 1) and vp (i0 , j, 2) are two (adjacent) vertices, not in Y ,
with i =
6 i0 . Then dp,j (i) ∈ S forms a surviving triangle with vp (i, j, 1) and vp (i0 , j, 2). Thus
Y = Cp,j \ {vp (i, j, 1), vp (i, j, 2)} for some i ∈ [k].
This finishes the proof that G1 (C) is a column selector gadget for Subset FVS and
Subset OCT. We now adapt the arguments for G2 (C) and Π = ECT. Now the biclique
S
S
Kk,k+1 between i∈[k] {vp (i, j, z)} and i∈[k+1] {dp,j (i, z)} ⊆ S forces the removal of all but
S
S
at most one vertex of i∈[k] {vp (i, j, z)}, or all but at most one vertex of i∈[k+1] {dp,j (i, z)},
otherwise there would be a surviving even cycle C4 . Since only k − 1 vertices can be removed
S
S
from each Π-obstruction i∈[k] {vp (i, j, z)} ∪ i∈[k+1] {dp,j (i, z)} ⊆ S (with z ∈ [2]), the only
S
Π-legal (2k − 2)-deletions within G2 (C) remove all but one vertex in i∈[k] {vp (i, j, 1)} and in
S
i∈[k] {vp (i, j, 2)}. The end of the proof is similar to the previous paragraph since the triangle
dp,j (i)vp (i, j, 1)vp (i0 , j, 2) is now a C4 (recall that we subdivided the edge dp,j (i)vp (i, j, 1)
once).
J

3.2.2

Row selector gadgets

The row selector G1 (R), attached to Rp,i , consists of two additional vertices r1 (p, i), r10 (p, i) ∈
S
S made adjacent to every vertex in j∈[k] {vp (i, j, 1)}. The row selector G2 (R) consists of three
S
additional vertices r2 (p, i), r20 (p, i), r200 (p, i), each adjacent to all vertices in j∈[k] {vp (i, j, 1)}.
We put only r20 (p, i) in S, and we add an edge between r2 (p, i) and r200 (p, i).
I Lemma 5 (?). G1 (R) is a row selector gadget for Subset Feedback Vertex Set and
Even Cycle Transversal, and G2 (R) is a row selector gadget for Subset Odd Cycle
Transversal.
Crucially for the intended-solution property, the odd cycle r2 (p, i)vp (i, j, 1)r200 (p, i) does not
contain any vertex of S.

3.2.3

Edge gadgets

Let G1 (E) be the following edge gadget, that we present for ep = (i, j)(i0 , j 0 ). We add an
edge between vp (i, j, 1) and vp (i0 , j 0 , 1). We add a vertex sp adjacent to both vp (i, j, 1) and
vp (i0 , j 0 , 1). We add sp to the set S ⊆ V (G). The edge gadget G2 (E) is obtained from G1 (E)
by subdividing the edge sp vp (i0 , j 0 , 1) once.
I Lemma 6 (?). G1 (E) is an edge gadget for Subset Feedback Vertex Set and Subset
Odd Cycle Transversal, and G2 (E) is an edge gadget for Even Cycle Transversal.

3.2.4

Propagation gadgets

We present G1 (P), a propagation gadget inserted between Hp and Hp+1 . We first add an
independent set of 2k vertices. Among them, the k vertices rp,1 , . . . , rp,k represent the row
indices in Hp and Hp+1 , while the k other vertices cp,1 , . . . , cp,k represent the column indices.
S
S
We link rp,i to all the vertices in j∈[k] {vp (i, j, 2)} ∪ j∈[k] {vp+1 (i, j, 1)}. Similarly, we link
S
S
cp,j to all the vertices in i∈[k] {vp (i, j, 2)} ∪ i∈[k] {vp+1 (i, j, 1)}. Finally, we add a vertex
cp ∈ S adjacent to all the vertices cp,1 , . . . , cp,k .
The gadget G2 (P) is defined similarly, except that we subdivide the edge rp,i vp (i, j, 2)
once, for each i, j ∈ [k]. Finally the gadget G3 (P) adds to G2 (P), a vertex c0p,j , for each
j ∈ [k]. The vertex c0p,j is linked to cp,j and to cp .
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I Lemma 7 (?). G1 (P) is a column selector gadget for Subset Feedback Vertex Set,
G2 (P) is a column selector gadget for Subset Odd Cycle Transversal, and G3 (P) is a
column selector gadget for Even Cycle Transversal.

3.2.5

Wrap-up

We can now use the above gadgets to establish the following.
I Theorem 8. Unless the ETH fails, the following problems cannot be solved in time
2o(pw log pw) nO(1) on n-vertex graphs with pathwidth pw:
Subset Feedback Vertex Set,
Subset Odd Cycle Transversal, and
Even Cycle Transversal.
Proof. We need to check that these problems satisfy the preconditions of Theorem 3.
Sections 3.2.1 to 3.2.4 and Lemmas 4 to 7 show how to build the four types of gadgets.
Which problem uses which version of the gadget is summarized in Table 1. See Figure 1 for
a schematic representation of the construction for Subset FVS.
Table 1 The different gadgets used for the different problems.

Subset FVS
Subset OCT
ECT

column selector

row selector

edge gadget

propagation gadget

G1 (C)
G1 (C)
G2 (C)

G1 (R)
G2 (R)
G1 (R)

G1 (E)
G1 (E)
G2 (E)

G1 (P)
G2 (P)
G3 (P)

Finally we have to check that the problems have the intended-solution property. We
S
shall prove that every set X := p∈[m],i∈[k],z∈[2] {vp (i, ji , z)}, with {j1 , . . . , jk } = [k] and
intersecting all the edge gadgets is Π-legal in any graph G obtained by attaching to the
base the four types of gadgets with respect to their specification of Section 3.1. The set
X is a solution to Π ∈ {Subset FVS, Subset OCT, ECT}, if and only if no 2-connected
component (i.e., a block of size at least 3) of G − X is a Π-obstruction. Indeed no cycle can
go through a cut-vertex.
We first note that there is no 2-connected component within G1 (C), G2 (C), G1 (R), G1 (E),
G2 (E) restricted to G − X. For the latter two gadgets, this is because, by assumption, X
intersects every edge gadget. In a gadget G2 (R) restricted to G − X, there is one 2-connected
component, namely a triangle; but none of its vertices belongs to S.
We now observe that every vertex cp is a cut-vertex in G1 (P), G2 (P), and G3 (P) restricted
to G − X. So the remaining 2-connected components of G − X are induced cycles C4 of
the form rp,i vp (i, j, 2)cp,j vp+1 (i, j, 1) when G1 (P) is used, or induced C5 when G2 (P) is used,
or triangle and induced cycle C5 when G3 (P) is used. In the first two cases, none of the
vertices of the cycles belongs to S. In the third case, no cycle is even. This establishes that
Subset FVS, Subset OCT, and ECT with their respective combination of gadgets have
the intended-solution property.
J

3.3

Lower bound for Node Multiway cut

S
For Node Multiway Cut we will also start from the base p∈[m] Hp but we will deviate
from the gadget specification of Section 3.1. We will “communalize” the selector, edge, and
propagation gadgets. That way, we are able to show the claimed lower bound even when the
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Figure 1 Example of the overall picture for Subset Feedback Vertex Set. The first three
edges (in green) in the reduction from k × k-Permutation Independent Set, with k = 3, to
Subset FVS. The doubly-circled vertices are vertices in S. The column selector gadget Csel , of
size O(k), forces that only one pair of homologous vertices is retained in each column. We did not
represent the row selector gadget.

number of terminals is linearly tied to the pathwidth. This is unlike our constructions for
Subset FVS and Subset OCT in Theorem 8 where the size of the prescribed subsets S is
significantly larger than the pathwidth.
I Theorem 9 (?). Unless the ETH fails, Node Multiway Cut cannot be solved in time
2o(p log p) nO(1) on n-vertex graphs where p = pw + |T | is the sum of the pathwidth of the input
graph and the number of terminals.

3.4

Lower bound for Multiway Cut

To obtain the lower bound for Multiway Cut, we reduce from k × k-Permutation Clique.
I Theorem 10 (?). Unless the ETH fails, Multiway Cut cannot be solved in time
2o(p log p) nO(1) on n-vertex graphs where p = pw + |T | is the sum of the pathwidth of the input
graph and the number of terminals.
By a simple reduction from Multiway Cut to Restricted Edge-Subset Feedback
Edge Set, we obtain the following as a corollary.
I Theorem 11. Unless the ETH fails, Restricted Edge-Subset Feedback Edge Set
cannot be solved in time 2o(p log p) nO(1) on n-vertex graphs where p = pw + |S| is the sum of
the pathwidth of the input graph and the number of undeletable (terminal) edges.
It is not difficult to adapt the construction of Theorem 10 for the directed variant of
Multiway Cut.
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I Theorem 12. Unless the ETH fails, Directed Multiway Cut cannot be solved in
time 2o(pw log pw) nO(1) on n-vertex directed graphs whose underlying undirected graph has
pathwidth pw.

4

Slightly superexponential algorithms

In this section, we present 2O(tw log tw) n3 -time algorithms for the weighted variants of the considered problems with the exception of ECT. We first present in Theorem 15 a 2O(tw log tw) n3 time algorithm for Subset OCT. Then, we show that with simple modifications this
algorithm can solve Subset FVS. We deduce the algorithms for the other problems by
reducing these problems to the weighted variant of Subset FVS.
Let us focus on the Subset OCT problem. For a graph G and a vertex set S of G, we
say that G is S-bipartite if it has no odd cycle containing a vertex of S. Solving Subset
OCT is equivalent to find an S-bipartite induced subgraph of maximum size. The following
characterization of S-bipartite graphs will be useful.
I Lemma 13 (?). A graph G is S-bipartite if and only if for every block B of G, either B
has no vertex of S, or it is bipartite.
One can easily modify the proof of one direction of Lemma 13 to prove the following fact.
I Fact 14. If a graph G is 2-connected and not bipartite, then there exists an odd path and
an even path between every pair of vertices.
A tree decomposition (T, B = {Bt }t∈V (T ) ) is a nice tree decomposition with root node
r ∈ V (T ) if T is a rooted tree with root node r, and every node t of T is one of the following:
1. a leaf node: t is a leaf of T and Bt = ∅;
2. an introduce node: t has exactly one child t0 and Bt = Bt0 ∪ {v} for some v ∈ V (G) \ Bt0 ;
3. a forget node: t has exactly one child t0 and Bt = Bt0 \ {v} for some v ∈ Bt0 ; or
4. a join node: t has exactly two children t1 and t2 , and Bt = Bt1 = Bt2 .
I Theorem 15. (Weighted) Subset Odd Cycle Transversal can be solved in time
2O(tw log tw) n3 on n-vertex graphs with treewidth tw.
Proof. In the following, we fix a graph G, S ⊆ V (G), and a weight function w : V (G) → R.
Using Bodlaender et al.’s fpt approximation algorithm [4] and an algorithm of constructing
a nice tree-decomposition (folklore; see Lemma 7.4 in [10]), we can obtain a nice tree
decomposition of G of width at most 5tw + 4 in time O(ctw · n) for some constant c. Let
(T, {Bt }t∈V (T ) ) be the resulting nice tree decomposition. For each node t of T , let Gt be the
subgraph of G induced by the union of all bags Bt0 where t0 is a descendant of t.
Let t be a node of T . A partial solution of Gt is a subset X ⊆ V (Gt ) such that G[X] is
S-bipartite. We are going to introduce an equivalence relation ≡t between partial solutions
in order to obtain the property that if X ≡t Y , then for every W ⊆ V (Gt ), G[X ∪ W ] is
S-bipartite if and only if G[Y ∪ W ] is S-bipartite.
Let X ⊆ V (G) (not necessarily contained in Gt ). We denote by Inc(X) the block-cut
tree of G[X], that is the bipartite graph whose vertices are the blocks and the cut vertices of
G[X] and where a block B is adjacent to a cut vertex v if v ∈ V (B). Observe that Inc(X) is
by definition a forest.
We say that a vertex v of Inc(X) is active (with respect to t) if:
v is a cut vertex of G[X] in Bt ,
v is a block of G[X] that contains at least two vertices in Bt , or
v is a block of G[X] that contains exactly one vertex in Bt that is not a cut vertex.
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Note that every vertex in Bt is an active cut vertex or it is in an active block of G[X].
We construct the auxiliary graphs Auxp (X, t) and Aux(X, t) from Inc(X) as follows:
1. We remove recursively the leaves and the isolated vertices that are inactive. Let Auxp (X, t)
be the resulting graph (p for “prototype”).
2. For every maximal path P of Auxp (X, t) between u and v and with inactive internal
vertices of degree 2, we remove the internal vertices of P and we add an edge between u
and v (shrinking degree 2 nodes that are inactive).
Figure 2 illustrates the constructions of Auxp (X, t) and Aux(X, t). Observe that Operation 1
removes the inactive blocks of G[X] that contain one vertex in Bt . Thus, every block in
Auxp (X, t) that contains vertices in Bt is active. By construction, Aux(X, t) is a forest whose
vertices are the active vertices of Inc(X) and the inactive vertices that have degree at least 3
in Auxp (X, t). Importantly, the algorithm uses the graphs Aux(X, t) for X ⊆ V (Gt ) and in
the proof we will use Aux(X, t) and Auxp (X, t) for X ⊆ V (Gt ) or X ⊆ Bt ∪ V (Gt ).
By Step 2, any edge uv of Aux(X, t) corresponds to an alternating sequence P of cut
vertices and blocks A1 , A2 , . . . , Ax that forms a path from u = A1 to v = Ax in Inc(X). We
define the graph Muv as the union of the blocks in P . Note that one of A1 and A2 is a
cut vertex and one of Ax−1 and Ax is a cut vertex. We say that these cut vertices are the
endpoints of Muv .
G[X]

Inc(X)

Aux(X, t)

Figure 2 Example of graphs Inc(X) and Aux(X, t) constructed from a graph G[X]. The vertices
in Bt are white filled. The red vertices and edges in Inc(X) are those we remove to obtain Auxp (X, t).

Let X and Y be two partial solutions of Gt . We say that X ≡t Y if X ∩ Bt = Y ∩ Bt ,
and there is an isomorphism ϕ from Aux(X, t) to Aux(Y, t) such that:
1. For every vertex v in Aux(X, t), v is active if and only if ϕ(v) is active.
2. For every vertex v in Aux(X, t), v is a block if and only if ϕ(v) is a block.
3. For every active cut vertex v in Aux(X, t), we have ϕ(v) = v.
4. For every active block B in Aux(X, t):
a. V (B) ∩ Bt = V (ϕ(B)) ∩ Bt ,
b. V (B) ∩ S 6= ∅ if and only if V (ϕ(B)) ∩ S 6= ∅, and
c. B is bipartite if and only if ϕ(B) is bipartite.
5. For every edge uv in Aux(X, t):
a. Muv is bipartite if and only if Mϕ(u)ϕ(v) is bipartite, and
b. V (Muv ) ∩ S 6= ∅ if and only if V (Mϕ(u)ϕ(v) ) ∩ S 6= ∅.
6. For every pair (u, v) of vertices in Bt ∩ X and every path PX between u and v in G[X],
there exists a path PY in G[Y ] between u and v with the same parity as PX .
B Claim 16 (?). For every node t of T , ≡t has 2O(tw log tw) equivalence classes.
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B Claim 17 (?). Let t be a node of T and X, Y be two partial solutions associated with
t. If X ≡t Y , then, for every Z ⊆ V (Gt ), the graph G[X ∪ Z] is S-bipartite if and only if
G[Y ∪ Z] is S-bipartite.
We are now ready to describe our algorithm. For each node t of T and I ⊆ Bt , let P[t, I]
be the set of all partial solutions X of Gt where X ∩ Bt = I. A reduced set R[t, I] is a subset
of P[t, I] satisfying that
for every partial solution X ∈ P[t, I], there exists X 0 ∈ R[t, I] where X ≡t X 0 and
w(X 0 ) ≥ w(X), and
no two partial solutions in R[t, I] are equivalent.
We will recursively compute a reduced set R[t, I] for every node t of T and I ⊆ Bt . Claim 16
S
guarantees that | I⊆Bt R[t, I]| = 2O(tw log tw) .
We describe how to compute a reduced set R[t, I] depending on the type of the node t.
We fix a node t and I ⊆ Bt . For each leaf node t and I = ∅, we assign R[t, I] := ∅. For
A ⊆ 2V (Gt ) , we define reducet (A) as the operation which removes the elements of A that
does not induce S-bipartite graph and then returns a set that contains, for each equivalence
class C of ≡t over A, a partial solution of C of maximum weight.
1) t is an introduce node with child t0 and Bt \ Bt0 = {v}:
If v ∈
/ I, then it is easy to see that R[t0 , I] is a reduced set of P[t, I] = P[t0 , I]. In this
case, we take R[t, I] = R[t0 , I]. Assume now that v ∈ I. We set R[t, I] = reducet (A) with A
the set that contains X ∪ {v} for every X ∈ R[t0 , I \ {v}].
2) t is a forget node with child t0 and Bt0 \ Bt = {v}:
We simply set R[t, I] = reducet (R[t0 , I] ∪ R[t0 , I ∪ {v}]).
3) t is a join node with two children t1 and t2 :
We set R[t, I] = reducet (A) where A is the set that contains X1 ∪X2 for every X1 ∈ R[t1 , I]
and X2 ∈ R[t2 , I].
We defer the proof of the correctness and the runtime to the long version.

J

I Theorem 18 (?). Subset Feedback Vertex Set, Restricted Edge-Subset Feedback Edge Set, and Node Multiway Cut, and their weighted variants can be solved in
time 2O(tw log tw) n3 on n-vertex graph with treewidth tw.
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Abstract
In this paper, we consider the parameterized complexity of the following scheduling problem. We
must schedule a number of jobs on m machines, where each job has unit length, and the graph
of precedence constraints consists of a set of chains. Each precedence constraint is labelled with
an integer that denotes the exact (or minimum) delay between the jobs. We study different cases;
delays can be given in unary and in binary, and the case that we have a single machine is discussed
separately. We consider the complexity of this problem parameterized by the number of chains, and
by the thickness of the instance, which is the maximum number of chains whose intervals between
release date and deadline overlap.
We show that this scheduling problem with exact delays in unary is W [t]-hard for all t, when
parameterized by the thickness, even when we have a single machine (m = 1). When parameterized
by the number of chains, this problem is W [1]-complete when we have a single or a constant number
of machines, and W [2]-complete when the number of machines is a variable. The problem with
minimum delays, given in unary, parameterized by the number of chains (and as a simple corollary,
also when parameterized by the thickness) is W [1]-hard for a single or a constant number of machines,
and W [2]-hard when the number of machines is variable.
With a dynamic programming algorithm, one can show membership in XP for exact and
minimum delays in unary, for any number of machines, when parameterized by thickness or number
of chains. For a single machine, with exact delays in binary, parameterized by the number of chains,
membership in XP can be shown with branching and solving a system of difference constraints. For
all other cases for delays in binary, membership in XP is open.
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Introduction

In this paper, we study a problem in the field of parameterized complexity of scheduling
problems. Here, we look at scheduling jobs with precedence constraints with exact or
minimum delays, and assume that all jobs have unit length. We study one of the simplest
types of precedence constraint graphs: we assume that the precedences form a collection of
disjoint chains. Chains have a release date and deadline. It is not hard to see (by a simple
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reduction from 3-Partition) that this problem is NP-hard, even when all delays are 0. In
this paper, we study the parameterized complexity of the problem, and look at two different
parameters: the number of chains, and the thickness of the instance – that is, the maximum
number of chains that have overlapping intervals from release time to deadline. We look at
different variants: a constraint gives an exact bound or a lower bound on the delay between
successive jobs; we can have one, a constant, or a variable number of machines, and the
delays can be encoded in unary or binary. If delays are given in unary, then each of the
studied variants belongs to XP, and is hard for W [1] (or classes higher in the W -hierarchy).
For one variation (see below), we also show membership in XP when delays are given in
binary. We call the studied problems Chain Scheduling with Exact Delays and Chain
Scheduling with Minimum Delays, for details see Section 2.

1.1

Related literature

Looking at variants of scheduling problems with special attention to parameters (like the
number of available machines) is a common approach in the rich field of study of scheduling
problems. Studying such parameterizations using techniques and terminology from the field
of parameterized algorithms and complexity was pioneered in 1995 [3], but recently receives
growing attention, e.g. [2, 11, 14].
The scheduling of chains of jobs (without delays) was studied by Woeginger [17] and
Bruckner [5], who gave respectively a 2-approximation algorithm, and a linear time algorithm
for two machines. General precedence graphs with delays between jobs were studied already
in 1992 by Wikum et al. [16]; this was followed by a large body of literature, studying
different variations and approaches, including theoretical and experimental studies.
Cieliebak et al. [6] considered scheduling jobs with release dates and deadlines, under
several parameterizations, one being the height, which is similar to the parameter called
thickness in this paper – the height of an instance is the maximum number of jobs that have
mutually overlapping intervals from release date to deadline. Several additional, and stronger
results on this problem were obtained by van Bevern et al. [15], including a proof that for
each fixed looseness λ > 0, the problem to schedule jobs with release dates and deadlines
on a given number of machines is W [1]-hard, where λ is the maximum ratio between the
difference of release date and deadline and the duration of jobs. This latter result is related
to ours: where we have W [t]-hardness for all t or W [2]-hardness for chains of jobs with exact
or minimum delays, respectively, parameterized by thickness, the result by van Bevern et
al. [15] gives W [1]-hardness for single jobs, i.e., chains of size one.
A special case of chains of jobs is the case where we have coupled jobs, i.e., each chain
consists of two jobs. Bessy and Giroudeau [2] consider the parameterized complexity of
scheduled jobs with compatibility constraints, where jobs can be executed in the idle time of
another pair of coupled jobs when they are compatible.
A survey of parameterized algorithms for scheduling with a number of interesting open
problems was given by Mnich and van Bevern [13].

1.2

Our results

In this paper, we give a number of hardness results, which are summarized in Table 1. All
variants are already hard when the (exact or minimum) delays are given in unary. We also
give the following algorithmic results:
With a dynamic programming algorithm, one can show that the Chain Scheduling
with Exact Delays and Chain Scheduling with Minimum Delays belong to XP,
when delays are given in unary, and parameterized by either thickness or number of

H. L. Bodlaender and M. van der Wegen

4:3

Table 1 Hardness results for different variants of the problem. Exact and minimum delays are
given in unary. (*) = W [1]-hardness follows from [15].

Single machine
Constant number
of machines
Variable number
of machines

parameter
thickness
chains
thickness
chains
thickness
chains

exact delays
W [t]-hard for all t
W [1]-complete
W [t]-hard for all t
W [1]-complete
W [t]-hard for all t (*)
W [2]-complete

minimum delays
W [1]-hard
W [1]-hard
W [1]-hard
W [1]-hard
W [2]-hard (*)
W [2]-hard

chains, for any number of machines. Our algorithm is similar to an algorithm by Cieliebak
et al. [6], for a related problem – they consider the problem where each job has a release
date and deadline, and show that this problem belongs to XP when we use the maximum
number of jobs whose intervals between release date and deadline mutually overlap.
Combining branching with solving a set of difference constraints shows XP-membership
of Chain Scheduling with Exact Delays when parameterized by the number of
chains, for the case of one machine, when delays are given in binary.
For all other cases, the membership in XP when delays are given in binary is open.

1.3

Organization of this paper

In Section 2, we give a number of preliminary definitions. Section 3 gives hardness proofs
for Chain Scheduling with Exact Delays when parameterized by the thickness. The
complexity of Chain Scheduling with Exact Delays parameterized by the number of
chains is established in Section 4; a relatively simple modification then gives hardness for
the corresponding problems with minimum delays. Section 5 gives our algorithmic results
(membership in XP). Some conclusions are given in Section 6.

2

Preliminaries

We first describe the problems we study in more details. We have a number of identical
machines m. In the paper, we study separately the cases that we have a single machine
(m = 1), the number of machines is some fixed constant, or the number of machines is
variable.
On these machines, we must schedule n jobs. Each job has unit length. On the set of
jobs, we have a collection of precedence constraints. Each precedence constraint is an ordered
pair of jobs (j, j 0 ): it tells that job j 0 cannot be started before job j is completed. We say
that j is a direct predecessor of j 0 , and j is a predecessor of j 0 if there is a directed path from
j to j 0 in the graph formed by the precedence constraints; j 0 then is a successor of j.
The precedence constraints have associated with them a delay, denoted lj,j 0 : each delay is
a non-negative integer. We study two variations of the problem: exact delays and minimum
delays. If we consider exact (resp. minimum) delays, then if a constraint (j, j 0 ) has delay
lj,j 0 , then job j 0 must be started exactly (resp. at least) lj,j 0 time steps after job j was
finished. That is: when job j starts at time t, then job j 0 starts at time exactly (resp. at
least) t + lj,j 0 + 1. (Note that jobs run directly after each other, only if the delay is 0.) It is
allowed to schedule a job on a different machine than its predecessor – thus, we do not need
to specify on which machine a job is running, but only ensure that at each time step, the
number of scheduled jobs is at most the number of available machines.
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In this paper, we consider the case that the graph of the precedence constraints consists
of a set of chains. I.e., each job has at most one direct predecessor and at most one direct
successor. Chains are the maximal sets of jobs that are predecessors or successors of each
other.
Each chain C has a release date rC and a deadline dC . We have that the first job in the
chain cannot start before time rC and the last job in the chain should be completed at or
before time dC .
In this paper, we consider the following two parameterizations of the problem. The first
is the number of chains, denoted by c. The second is the thickness, denoted by τ , defined
as follows. We say that two chains overlap, when their intervals [rC , dC ) have a non-empty
intersection. We define the thickness τ to be the maximum size of a collection of chains that
mutually overlap. That is, for any time t, there are at most τ chains C for which we have
that rC ≤ t and dC > t.
Chain Scheduling with Exact Delays is the problem where we are given as input
the set of jobs with chains of precedence constraints, delays for each precedence constraint,
release dates and deadlines of chains, and number of machines, and ask whether there exists
a schedule that fulfills all the demands: at each time step, the number of jobs scheduled is at
most the number of machines; jobs in a chain are not scheduled before the release date or
after the deadline, and for each precedence constraint (j, j 0 ) the delay between j and j 0 is
exactly lj,j 0 .
As said, we study several variants of this problem: delays can be given in unary or binary,
the number of machines can be 1, fixed or variable, and we can parameterize by the number
of chains or by thickness. If we require that the stated delays are lower bounds, we obtain
the Chain Scheduling with Minimum Delays problem: here, when we have a precedence
constraint (j, j 0 ) with delay lj,j 0 , we must have that job j 0 starts at least lj,j 0 time steps after
job j is finished.
For the W [t]-hardness proofs, we use fpt-reductions from the following version of the
Satisfiability problem. A Boolean formula is said to be t-normalized, if it is the conjunction
of the disjunction of the conjunction of . . . of literals, with t alternations of AND’s and OR’s.
The following parameterized problem was considered by Downey and Fellows [8].
Weighted t-Normalized Satisfiability
Given: A t-normalized Boolean formula F and a positive integer k ∈ N.
Parameter: k
Question: Can F be satisfied by setting exactly k variables to true?
I Theorem 2.1 (Downey and Fellows [8, 9]). For every t ≥ 2, Weighted t-Normalized
Satisfiability is W [t]-complete.
For the W [1]- and W [2]-completeness results, we use reductions from Independent
Set and Dominating Set. It is know that Independent Set is W [1]-complete [9] and
Dominating Set is W [2]-complete [8].

3

Parameterization by thickness

In this section, we look at the Chain Scheduling with Exact Delays problem, when
parameterized by the thickness τ . We will show, for several variations, that the problem is
hard for the class W [t], for all integers t.
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Parallel machines

We consider the version with m parallel machines, where m is part of the input. The delays
are assumed to be exact.
We will give a reduction from Weighted t-Normalized Satisfiablity. Assume we
have a t-normalized Boolean formula F and an integer k. Let t0 be the number of “levels” of
disjunction. Notice that t0 = bt/2c. We assume the variables of F to be x0 , . . . , xn−1 .
We make an instance of the Chain Scheduling with Exact Delays problem, with
m = k + t0 machines and thickness τ = 2k + t0 .
An element of the formula is either a literal, or a disjunction or conjunction of smaller
elements. We will first assign to each element F 0 an interval size s(F 0 ), and then we assign
to each element F 0 an integer interval with length s(F 0 ).
The interval size of a literal (i.e., a formula of the form xi or ¬xi ) is 2n. The interval size
Pq
of a conjunction is the sum of the size of the terms, i.e., s(F1 ∧ F2 ∧ · · · ∧ Fq ) = i=1 s(Fi ).
For each disjunction F 0 of q terms, its interval size is 2q + 1 times the maximum size of its
terms: define smax (F 0 ) = max1≤i≤q s(Fi ), and then s(F1 ∨ F2 ∨ · · · ∨ Fq ) = (2q + 1) · smax (F 0 ).
To each element F 0 of F we assign an integer interval [`(F 0 ), r(F 0 )] with s(F 0 ) = r(F 0 ) −
`(F 0 ). We will do this top-down: first we assign an interval to F , then we define a subinterval
for every term of F , etc.
To F , we assign the interval [n, n + s(F )]. To elements of a conjunction and disjunction,
we assign subintervals of the intervals assigned to the conjunction of disjunction, in such a
way that these intervals have the same nesting as the elements in the formula.
Consider an element F 0 that is the conjunction F1 ∧ F2 ∧ · · · ∧ Fq . Then assign F1 the
interval [`(F 0 ), `(F 0 ) + s(F1 )]; F2 the interval [`(F 0 ) + s(F1 ), `(F 0 ) + s(F1 ) + s(F2 )], etc. I.e.,
Pi−1
Pi
Fi is assigned the interval [`(F 0 ) + j=1 s(Fj ), `(F 0 ) + j=1 s(Fj )].
Suppose an element F 0 is the disjunction F1 ∨ F2 ∨ · · · ∨ Fq . The construction is similar
to that of conjunctions, but now we assign each term the same length interval and keep
unused intervals between the terms. Recall that smax (F 0 ) = max1≤i≤q s(Fi ). Assign to Fi
the interval [`(F 0 ) + (2i − 1) · smax (F 0 ), `(F 0 ) + 2i · smax (F 0 )].
Note the nesting of intervals, and that we assigned to each element an interval equal to
its size. Also note that we can compute all intervals and sizes in polynomial time in the size
of the input instance.
We now can describe the jobs, precedence constraints, and release dates and deadlines.
For each i, 1 ≤ i ≤ k, we start a chain ci . Each of those chains starts with a job and
then a delay of n − 1. The first job of the chain is released at time 0. We will add jobs and
specify delays between jobs in the chain such that the total processing time including the
delay times is n + s(F ) + 1. Set the deadline of those chains to 2n + s(F ), so that the first
job can start at times 0, 1, . . . , n − 1.
These chains reflect the variables that are set to true; more precisely, when the first job
of one of the chains starts at a time i, then this corresponds to setting xi to true. We call
these the true variable chains.
To prevent two chains selecting the same variable, we add m − 1 chains, each with n jobs
with delay 0, release date 0 and deadline n. We call those chains fill chains. Those chains
have to be scheduled from time 0 until time n. This implies that at each time 0, 1, . . . , n − 1
at most one other job can be scheduled, thus at most one true variable chain starts. Hence,
the true variable chains select exactly k variable to be set to true.
We will now extend the true variable chains. Consider the timesteps in the interval
[n, n + s(F )] from left to right.
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Figure 1 The variable gadgets.

For each timestep that we encounter that is not part of an interval that corresponds to a
literal, we add a delay of 1 at the end of the chain.
For each interval [`(F 0 ), r(F 0 )] that corresponds to a positive literal xi , we add the
following gadget to the chain: n − 1 − i jobs with delay 0, then a delay of 1, then i jobs
with delay 0 and then a delay of n. (See Figure 1.) Notice that no job is scheduled from
`(F 0 ) + n − 1 until `(F 0 ) + n if the chain starts at time i, and there is a job scheduled at
this time otherwise.
For each element F 0 of F that is a negative literal ¬xi , we make the following gadget: a
delay of n − 1 − i, a job, then a delay of i, and then a delay of n. (See Figure 1.) Notice
that a job is scheduled from `(F 0 ) + n − 1 until `(F 0 ) + n if the chain starts at time i,
and there is no job scheduled at this time otherwise.
Add one job at the end of the chain. Notice that the total processing time of those chains is
indeed n + s(F ) + 1.
To check whether variables are true, we add some chains that consist of a single job. We
call those chains variable check chains.
For each element F 0 of F that consists of a single positive literal (i.e., is of the form xi ),
we make a chain with one job, that is released at time `(F 0 ) + n − 1 and has deadline
`(F 0 ) + n.
For each element F 0 of F that consists of a single negative literal (i.e., is of the form ¬xi ),
we make k chains with one job, release date `(F 0 ) + n − 1 and deadline `(F 0 ) + n.
The intuition behind this construction is as follows: suppose that we have k machines. For
each element F 0 of F that is of the form xi , there is one job scheduled from `(F 0 ) + n − 1
until `(F 0 ) + n. So for at least one of the true variable chains, we need that no job of this
chain to be scheduled from `(F 0 ) + n − 1 until `(F 0 ) + n. This means that one of the true
variable chains starts at time i. For each element F 0 of F that is of the form ¬xi , there are k
jobs scheduled from `(F 0 ) + n − 1 until `(F 0 ) + n. So for none of the true variable chains we
can schedule a job of this chain from `(F 0 ) + n − 1 until `(F 0 ) + n. This means that none of
the true variable chains starts at time i. The other t0 machines take care of the disjunctions.
For each element F 0 = F1 ∨ F2 ∨ · · · ∨ Fq of F that is a disjunction, we make one chain.
This chain has 3 · smax (F 0 ) jobs with delay 0. The chain will be released at time `(F 0 ) and
has deadline r(F 0 ). We call those chains disjunction chains. Notice that for every element
F 0 of F that is a literal, there are exactly t0 disjunction chains that overlap the interval
[l(F 0 ), r(F 0 )], that is, there are exactly t0 disjunction chains C with release time at most
l(F 0 ) and deadline at least r(F 0 ).
We now have specified all jobs and the machines they run on. Note that the thickness of
this construction is at most 2k + t0 .
I Example 3.1. Figure 2 shows an example of this construction for the formula (x0 ∨ ¬x1 ∨
x2 ) ∧ (¬x0 ∨ x1 ) and k = 1. The intervals that correspond to the literals are indicated. The
interval that corresponds to the first disjunction x0 ∨ ¬x1 ∨ x2 is [3, 45], and the interval
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Figure 2 An example of the construction of Section 3 for the formula (x0 ∨ ¬x1 ∨ x2 ) ∧ (¬x0 ∨ x1 )
and k = 1. A feasible solution is shown which corresponds to setting x2 to true.

[45, 75] is assigned to the second disjunction ¬x0 ∨ x1 . The figure shows a feasible solution
of the scheduling problem, that corresponds to setting x2 to true, and x0 and x1 to false.
The term x2 satisfies the first disjunction, and the term ¬x0 satisfies the second disjunction.
B Claim 3.2. If F is satisfiable by setting exactly k variables to true, then the constructed
instance of the Chain Scheduling with Exact Delays problem has a solution.
Proof. Suppose F is satisfiable by making variables xi1 , . . . , xik true. For each j, with
1 ≤ j ≤ k, we let one true variable chain start at time ij .
First we introduce a notion satisfying, intuitively, this will be the elements that make F
true. We define this top-down. First we call F satisfying. For each element F 0 of F : for a
satisfying conjunction, all its terms are satisfying, for a satisfying disjunction, at least one of
its terms is satisfied, we fix one of them and call it satisfying.
For each disjunction F 0 = F1 ∨ · · · ∨ Fq , consider the disjunction chain C associated with
this element. If F 0 is not satisfying, then start this chain C arbitrarily, say at its release
time. If F 0 is satisfying, let Fj be its term that is satisfying. Now, start this chain C at time
`(F 0 ) + (2j − 2)smax (F 0 ), where smax (F 0 ) is again the maximum over the terms Fi of their
interval size s(Fi ).
To check that this is a feasible schedule, we have to check that we never use more than m
machines. For most timesteps this is straightforward, see [4] for the details. The interesting
timesteps are the timesteps from l(F 0 ) + n − 1 to l(F 0 ) + n for some satisfying literal, since
at those times a variable check chain and t0 disjunction chains are scheduled. Since F is true
and F 0 is satisfying, we know that the literal F 0 is set to true (resp. false). It follows that
the corresponding true variable chain has no job starting at time l(F 0 ) + n − 1. Feasiblity
follows, for details see the full version [4].
C
B Claim 3.3 (See [4]). Suppose the Chain Scheduling with Exact Delays problem has
a solution, then F can be satisfied by setting exactly k variables to true.
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We now have shown:
I Theorem 3.4. The Chain Scheduling with Exact Delays problem, parameterized
by the thickness τ , is W [t]-hard for all t ∈ N.

3.2

Single machine

Again, assume the delays are exact. We now show that the problem stays hard when there is
only one machine.
I Theorem 3.5. The Chain Scheduling with Exact Delays problem, parameterized
by the thickness τ , is W [t]-hard for all t ∈ N, when only 1 machine is available.
Let τ be the thickness of the original instance. Notice that we may assume that τ ≥ m
without loss of generality. The main idea of the reduction is to replace each time step on
m machines by τ time steps on a single machine. Every chain will be assigned a number
i ∈ {0, 1, . . . , τ − 1} and its jobs will be scheduled at times i (mod τ ), this will make sure
that at every timestep only one job is scheduled. For every interval [iτ, (i + 1)τ ], we will
have τ − m chains that have one job; this ensures that in that interval at most m jobs of an
original chain are scheduled. We now proceed with the formal description.
We reduce from the case with m machines (Theorem 3.4). Suppose we have an instance
with m machines. For every interval [iτ, (i + 1)τ ], we add τ − m additional chains, with a
single job, release date iτ and deadline (i + 1)τ . We call those chains extra.
We copy the chains from the given instance, except that:
If a chain has release date α, then it now has release date α · τ .
If a chain has deadline β, then it now has deadline β · τ .
Every delay d is replaced by a delay τ d + τ − 1.
We call these chains regular.
B Claim 3.6. Suppose we have a solution for the constructed instance with one machine.
Then we have a solution for the original instance with m machines.
Proof. For each regular chain, let it start at time bt/τ c, when its copy in the constructed
instance starts at time t. This implies that for every job in the chain it will start at time
bt/τ c, when its copy in the constructed instance starts at time t. We know that for each
time interval [tτ, (t + 1)τ ], τ − m steps are used for extra jobs, so m time steps are available
for jobs of regular chains. Thus, at every time step t in the original instance, at most m jobs
are scheduled.
C
B Claim 3.7. Suppose we have a solution for the original instance with m machines. Then
we have a solution for the constructed instance with 1 machine.
Proof. We start with assigning a number 0, 1, . . . , τ − 1 to every chain such that for every
time step all the chains that overlap this time step have different number. We denote this
assignment by c. We can do this as follows: go through time 0, 1, 2, . . ., and every time a
chain is released, assign a number that is currently unused, if a deadline passes, the number
of the corresponding chain becomes available again. We can do this with τ numbers, since
by definition for every timestep there are at most τ chains that overlap this timestep.
For every regular chain C, let C start at time tτ + c(C), where t is the starting time of the
corresponding original chain. Then chains of thickness number c(C) only have jobs starting
at times t with t ≡ c(C) (mod τ ). For every time t, all jobs that are scheduled to start
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at time t in the original instance, will now be scheduled in the interval [tτ, (t + 1)τ ] in the
constructed instance. Those jobs are in different chains and those chains are assigned different
numbers. Thus those jobs are scheduled at different times in the constructed instance.
In the original instance, at each time t at most m chains have a job scheduled to start
at t, so, in the constructed instance, for each interval [tτ, (t + 1)τ ], at most m regular chains
have a job scheduled in this interval. Thus, we can schedule the τ − m extra chains in this
time interval at the time steps where no job of a regular chain is scheduled.
C
As the reduction can be carried out in polynomial time, Theorem 3.5 follows from the
reduction and Theorem 3.4.

3.3

Constant number of parallel machines

We can easily reduce the single machine instance to an instance with a constant number m
of parallel machines. Let T be the maximum deadline of all chains. Introduce m − 1 new
chains with T jobs each and 0 delays. The m − 1 new machines will be processing those
m − 1 new chains, while the original machine processes the original chains. We conclude the
following result.
I Theorem 3.8. The Chain Scheduling with Exact Delays problem with a fixed
number of machines, parameterized by the thickness τ , is W [t]-hard for all t ∈ N.

3.4

Minimum delays

The proof above seems not to be modifiable to the Chain Scheduling with Minimum
Delays problem. In Section 4.4, we show that Chain Scheduling with Minimum Delays,
parameterized by the number of chains is W [1]-hard when m = 1, and W [2]-hard when the
number of machines m is variable. As the thickness is at most the number of chains, it
follows that Chain Scheduling with Minimum Delays, parameterized by the thickness is
W [1]-hard for one machine, and W [2]-hard for a variable number of machines. Membership
in W [1] or W [2] is open, however.

4

Parameterization by the number of chains

We now give the complexity results when we use the number of chains as the parameter.
In Sections 4.1, 4.2, and 4.3, we consider Chain Scheduling with Exact Delays, with
the number of machines respectively 1, a constant, or variable. In Section 4.4, we consider
Chain Scheduling with Exact Delays.

4.1

Single machine

In this section, we consider the variant where the number of chains c is a parameter, and
there is one machine available. We assume that the delays are exact.
I Theorem 4.1. The Chain Scheduling with Exact Delays problem, parameterized
by the number of chains c is W [1]-complete, when there is one machine.
Theorem 4.1 is proven by two reductions: from and to Independent Set with standard
parameterization.
I Lemma 4.2. The Chain Scheduling with Exact Delays problem with one machine,
parameterized by the number of chains c, is W [1]-hard.
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v1
v2
v3
Figure 3 An example graph G. If we pick p = 3, the corresponding Golomb ruler is {0, 7, 13}.

Proof. A set of integers S is said to be a Golomb ruler if all differences a − b of two elements
a, b ∈ S are unique, that is, s1 − s2 6= s3 − s4 for s1 , s2 , s3 , s4 ∈ S with s1 6= s2 and s3 6= s4 .
Erdös and Turán [10] gave the following explicit construction of a Golumb ruler. Let
p > 2 be a prime number. Then the set {2pk + (k 2 mod p) | k ∈ {0, 1, . . . , p − 1}} is a
√
Golomb ruler with p elements. We can build a Golumb ruler of size n in O(n n) time:
with help of the Sieve of Eratosthenes, we find a prime number p between n and 2n (such
a number always exist, by the classic postulate of Bertrand (see [1])), and then follow the
Erdös-Turán-construction with this value of p, and take the first n elements of this set.
Notice that the elements in this set are smaller than 4n2 .
Suppose we have an input of independent set G = (V, E) and k. Assume V =
{v1 , . . . , vn } and let m be the number of edges. First, build a Golumb ruler S n of size n.
Denote the elements by s1 ≤ s2 ≤ · · · ≤ sn . Notice that s1 = 0. Write c0 = sn + 1.
We will construct an instance of Chain Scheduling with Exact Delays.
We will make k + 1 chains. We call one chain the start time forcing chain, the other k
chains are the vertex selection chains.
The start time forcing chain has release date 1, deadline c0 and total execution time
(including delays) c0 − 1. I.e., it must start at time 1. The chain will have a job starting at
every time in [1, c0 − 1] except the times s2 , s3 , . . . , sn , there, it has a delay of 1.
The vertex selection chains have release date 0. They have deadline c0 + T − 1 and
total execution time T , where T = (m · k(k − 1))(2c0 + 1) + 1. So, they can start at times
0, 1, . . . , c0 − 1. The vertex selection chains start with a job and then a delay of c0 − 1. Note
that as a result of this, in order not to conflict with the start time forcing chain, they have
to start at an element of S n .
Now, for each edge vi , vj ∈ E, and each ordered pair of vertex selection chains Ca , Cb
with a, b ∈ {1, 2, . . . , k} we dedicate an interval Ivi ,vj ,Ca ,Cb of 2c0 + 1 time steps. More
precisely, we have m · k(k − 1) intervals [c0 + α(2c0 + 1), c0 + (α + 1)(2c0 + 1)] for α =
0, 1, . . . , m · k(k − 1) − 1. And to each interval we assign a unique label Ivi ,vj ,Ca ,Cb where
vi vj ∈ E and a, b ∈ {1, 2, . . . , k}. In the interval Ivi ,vj ,Ca ,Cb we will check whether the chains
Ca and Cb did not select the edge vi vj , that is, whether Ca does not start at si or Cb does
not start at sj .
We will now extend the vertex selection chains. Consider the interval [c0 , c0 + (m · k(k −
1))(2c0 + 1)] from left to right. For each interval Ivi ,vj ,Ca ,Cb that we encounter, we extend
the vertex selection chains as follows.
For each chain C, with C 6= Ca , C 6= Cb , add a delay of 2c0 + 1.
Add the following gadget to the chain Ca : a delay of c0 − si , a job, and then a delay of
c0 + si .
Add the following gadget to the chain Cb : a delay of c0 − sj , a job, and then a delay of
c0 + sj .
Add one job at the end of all chains. See Figures 3, 4, and 5 for an example of the construction
and a feasible schedule.
We claim that there is a feasible schedule, if and only if G has an independent set of size
at least k.
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c0

c0

c0 − s2

c0 + s2

Figure 4 The part of the chains Ca and Cb for the interval Iv1 ,v2 ,Ca ,Cb for the graph in Figure 3.

Iv1 ,v2 ,Ca ,Cb

Iv1 ,v2 ,Cb ,Ca

Iv2 ,v3 ,Ca ,Cb

Iv2 ,v3 ,Cb ,Ca

Figure 5 The instance of the scheduling problem constructed from the graph in Figure 3 and
k = 2, and a feasible schedule for this instance.

B Claim 4.3. If G has an independent set of size at least k, then there is a feasible schedule.
Proof. Suppose vi1 , . . . , vik form an independent set in G. Let the vertex selection chain Ca
start at times sia for a = 1, 2, . . . , k.
Notice that for the first c0 time steps, at most one machine is used. The same holds for
the last c0 time steps. We show that this is a feasible scheduling by contradiction. Suppose
that there are two machines needed at some time step β, and that β is in the interval
I = Ivi ,vj ,Ca ,Cb for checking whether the chains Ca and Cb do not select the edge vi vj . Write
I = [`(I), r(I)]. Notice that the job of Ca in the interval I starts at time `(I) + c0 − si + sia .
Furthermore, the job of Cb in the interval I starts at time `(I) + c0 − sj + sib . Thus,
`(I) + c0 − si + sia = β = `(I) + c0 − sj + sib . Equivalently, sia − si = sib − sj . Since S n is
a Golomb ruler, it follows that either sia = si and sib = sj or sia = sib and si = sj .
In the first case, sia = si and sib = sj , we see that vi = via and vj = vib . But there is no
edge via vib , since via and vib are in an independent set. This yields a contradiction.
In the second case, sia = sib and si = sj , we see that via = vib , but this yields a
contradiction with the fact that the vertices of the independent set are distinct.
We conclude that this schedule always uses at most one machine.
C
B Claim 4.4. If there is a feasible schedule, then G has an independent set of size at least k.
Proof. Suppose that there is a feasible schedule. Notice that the time of the first step of a
vertex selection chains must be an element of S n , otherwise the job conflicts with the start time
forcing chain. Now, set W = {vi | there is a vertex selection chain that starts at time si }.
Notice that |W | = k, as otherwise two vertex selection chains start at the same time, and
conflict with each other for their first job.
We prove that W is an independent set by contradiction. Suppose that there exists
an edge vi vj , with vi , vj ∈ W . Let Ca be the chain that starts at si and Cb the chain
that starts at sj . Now consider the interval I = Ivi ,vj ,Ca ,Cb , and write I = [`(I), r(I)]. By
the construction of the chains, it follows that Ca starts its job of the interval I at time
`(I) + c0 − si + si = `(I) + c0 . The job of Cb in the interval starts at time `(I) + c0 as well.
This yields a contradiction. We conclude that W is an independent set.
C
This shows that the Chain Scheduling with Exact Delays problem with a single
machine, parametrized by the number of chains, is W [1]-hard.
J
I Lemma 4.5 (See [4, Lemma 4.5]). The Chain Scheduling with Exact Delays problem
with one machine, parameterized by the number of chains c is in W [1].
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4.2

Constant number of parallel machines

If we assume that there are m machines, but m is considered to be a constant (i.e., not a
fixed parameter; m is part of the problem description), then the problem is W [1]-complete.
I Theorem 4.6. The Chain Scheduling with Exact Delays problem with m machines,
parameterized by the number of chains, is W [1]-complete.
Hardness follows easily from the case that m = 1: add m − 1 chains with maximum
length that consist of jobs with 0 delay. Membership follows by formulating the problem
as a Weighted CNF-SAT problem, where we have a variable for each chain C and each
time t that it can start and clauses that check that we never use more than m machines. For
details see the full version [4].

4.3

Variable number of parallel machines

The main result of this section is the following theorem.
I Theorem 4.7. The Chain Scheduling with Exact Delays problems with a variable
number of machines, parameterized by the number of chains c, is W [2]-complete.
The proof can be found in the full version [4]. Hardness is shown by a reduction from
Dominating Set; membership by a reduction to Threshold Dominating Set.

4.4

Minimum delays

With a simple modification, the hardness proofs for exact delays in unary can be modified to
hardness proofs for minimum delays (still in unary). The modification consists of taking a
number of copies of the instance, as described below.
Suppose we have an instance for Chain Scheduling with Exact Delays with c chains
and m machines. We build an instance for Chain Scheduling with Minimum Delays.
The intuition behind the construction is the following: we build cT + 1 identical copies of
the original instance after each other. Here, T is the maximum deadline of all chains in the
Chain Scheduling with Exact Delays instance. The delay between two copies of a
chain C is T − `C , where `C is the minimum duration of C. So there will be at least T time
units between the execution of a job in copy i and the same job in copy i + 1. Each copy is
executed in its own slot of T consecutive time steps, in the same way as a solution of the
original instance. The release date of the new chain will stay rC , while we set the deadline
as cT 2 + dC .
Suppose we have a solution of the new instance. Every new chain has a minimum
duration of cT 2 + `C . Thus, the total slack in a chain, i.e., the sum of the differences
between the scheduled delay time and the stated minimum delay, cannot be larger than
cT 2 + dC − rC − cT 2 − lC = dC − rC − lC . Notice that this is at most T . Thus, for one chain,
we have at most T copies where there is a pair of successive jobs with delays not equal to
the minimum delay. As we have c chains, and cT + 1 copies, there must be at least one copy
where each pair of successive jobs of all chains has delay equal to the minimum delay. This
copy gives a solution of the original instance.
See Figure 6 for an illustration, and [4, Section 4.4] for more details.
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Figure 6 Construction in Section 4.4: copy every instance, the blue arrows are the delays between
two copies of a chain, the red dashed line represent the interval from release date until deadline.
The example shows the construction with three copies.

5

XP algorithms

In this section, we give two positive results. First, we show membership in XP for all
studied variants, when delays are given in unary, with a relatively straightforward dynamic
programming algorithm (Theorem 5.2; the proof can be found in the full version [4]). Then,
in the case of one machine, we show that Scheduling with Exact Delays is in XP, when
parameterized by the number of chains, even when delays are given in binary. For a related,
earlier result, see [6].
I Lemma 5.1. Given an instance of Chain Scheduling with Exact Delays or Chain
Scheduling with Minimum Delays, one can build in polynomial time an equivalent
instance, where all release dates and deadlines of chains are nonnegative integers, bounded
by cn(D + 1), where c is the number of chains, n the number of jobs, and D the maximum
delay between two successive jobs in a chain. In addition, for each chain C, we have
dC − rC ≤ n(D + 1).
I Theorem 5.2. Chain Scheduling with Exact Delays and Chain Scheduling with
Minimum Delays belong to XP, when delays are given in unary, and parameterized by the
number of chains or thickness, for any number of machines.
The algorithm uses dynamic programming: we compute for each time step a table of
states of partial solutions; the state tells for each chain what is the last job of the chain that
is executed and at what time step this job was executed. For details, see the full version [4].
I Theorem 5.3. Chain Scheduling with Exact Delays with m = 1, parameterized by
the number of chains, with delays in binary belongs to XP.
Proof. Suppose we have chains C1 , . . . , Cc . Suppose chain Ci has jobs ji,1 , ji,2 , . . ., ji,`i ,
with ji,a directly preceding ji,a+1 ; we write the exact delay of this constraint as li,a . Write
Pa−1
s(i, a) = b=1 (li,b + 1). Note that ji,a has to be scheduled exactly s(i, a) time steps after
ji,1 starts.
For each chain Ci , we take a variable xi that denotes the time that the first job of Ci is
scheduled.
B Claim 5.4. Variables x1 , x2 , . . . , xc give a valid schedule, if and only if the following
constraints are fulfilled.
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1. For each i, xi ≥ rCi .
2. For each i, xi + s(i, `i ) < dCi .
3. For each i and i0 with i 6= i0 , and each j, j 0 with 1 ≤ j ≤ `i , 1 ≤ j 0 ≤ `i0 , we have
xi + s(i, j) 6= xi0 + s(i0 , j 0 ).
The conditions state that chains do not start before the release date (1), do not finish
after the deadline (2), and that no pair of jobs are scheduled at the same time (3). More
details in [4].
The first step of the algorithm is to compute for each pair i, i0 with i 6= i0 a set
U (i, i0 ) = {s(i0 , j 0 ) − s(i, j) | 1 ≤ j ≤ `i , 1 ≤ j 0 ≤ `i0 }. Note that each of these sets has size
O(n2 ), or more precisely, is at most the product of the sizes of the two chains. Now, sort
each set U (i, i0 ).
Suppose U (i, i0 ) = {a1 , a2 , . . . , ar } with a1 < a2 < · · · < ar . Condition 3 of Claim 5.4 for
the pair i, i0 can be expressed as
(xi − xi0 < a1 ) ∨ (a1 < xi − xi0 < a2 ) ∨ (a2 < xi − xi0 < a3 ) ∨ · · ·
· · · ∨ (ar−1 < xi − xi0 < ar ) ∨ (ar < xi − xi0 )
Our algorithm now branches on these O(n2 ) possibilities. For each of the O(c2 ) pairs of
2
chains, we have O(n2 ) branches, which gives a total of O(nO(c ) ) subproblems.
Each of these subproblems asks to solve a set of inequalities. These inequalities are of the
form xi − xi0 < a or xi ≥ a (Condition 1 of Claim 5.4) or xi ≤ a (Condition 2 of Claim 5.4),
for some integers a. As we work with integers and look for integer solutions, we reformulate
constraints of the form xi − xi0 < a as xi − xi0 ≤ a − 1. We now have a system of linear
inequalities which can be solved in polynomial time with text book (shortest paths) methods,
see e.g., [7, Section 24.4]. If at least one of the subproblems has a solution, then this solution
gives starting times for the chains that gives a valid schedule; otherwise, there is no valid
schedule.
2
We have O(nO(c ) ) branches, each taking polynomial time, and this gives a running time
2
of O(nO(c ) ).
J

6

Conclusions

In this paper, we have shown a number of results on the parameterized complexity of Chain
Scheduling with Exact Delays and Chain Scheduling with Minimum Delays. In a
few cases, we obtained W [1]-completeness or W [2]-completeness; in the other cases, we only
showed hardness results, often together with XP-membership. We expect that the problems,
parameterized by the thickness do not belong to W [P ] – for the same “compositionality”
reason as why one can believe that Graph Bandwidth does not belong to W [P ]: see
the discussion in [12, Section 4]. The machinery to prove such results currently is not
available, but we conjecture that also the variants with minimum delays inhibit some form
of compositionality and do not belong to W [P ].
We end this paper with mentioning some open problems. In this paper, we proved for
the case that delays are given in binary, for only one of the cases membership in XP. What
is the complexity of the other cases when delays are given in binary? Also, an interesting
question is to study the variant where we have maximum delays, with all of its subcases.
Another open problem is whether the results where we prove W [t]-hardness for all t
can be improved to W [SAT ]-hardness. Our current constructions give instances that grow
exponentially with the nesting depth of conjunctions and disjunctions. We currently do not

H. L. Bodlaender and M. van der Wegen

4:15

know how to avoid this exponential blowup, so it appears that possible W [SAT ]-hardness
proofs for Chain Scheduling with Exact Delays parameterized by thickness need
different techniques.
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1

Introduction

Many standard computational problems, including maximum clique, maximum independent
set, or minimum coloring, which are NP-hard in general, have polynomial-time exact or
approximation algorithms in restricted classes of graphs. Due to the practical and theoretical
applications, some of such graph classes are particularly intensively studied. Among them are:
interval graphs: intersection graphs of intervals on a real line,
unit interval graphs: intersection graphs of intervals none of which is contained in another,
chordal graphs: intersection graphs of subtrees of a tree,
function and permutation graphs: intersection graphs of continuous and linear functions,
respectively, defined on the interval [0, 1],
comparability graphs: graphs whose edges correspond to the pairs of vertices comparable
in some fixed partial order < on the vertex set (such an order is called a transitive
orientation of the graph),
co-comparability graphs: the complements of comparability graphs.
It is well known that the class of function graphs corresponds to the class of co-comparability
graphs [11], and the class of permutation graphs corresponds to the intersection of comparability and co-comparability graphs [21] (see Figure 1 for the hierarchy of inclusions).
All these classes of graphs are hereditary, which means that they are closed under vertex
deletion.
proper interval

bipartite
permutation

interval

chordal

permutation

co-comparability

bipartite

comparability

perfect

Figure 1 An hierarchy of inclusion of the hereditary graph classes considered in the introduction.
An arrow from graph class A to graph class B indicates that A ⊂ B.

Being hereditary is a very useful property in algorithmic design as every hereditary class
of graphs can also be uniquely characterized in terms of minimal forbidden induced subgraphs:
a graph belongs to a class G if and only if it does not contain any graph from some family
F as an induced subgraph. For every graph class introduced above, a characterization by
forbidden subgraphs is known, see [7] for perfect graphs, [16] for interval graphs, [10] for
comparability and permutation graphs. However, for all of them, the family of forbidden
subgraphs is infinite and it may also be quite complex. Moreover, every graph G from any
class introduced above is perfect. Grötschel, Lovász, and Schrijver [12] showed that in the
class of perfect graphs the maximum clique, the maximum independent set, and the minimum
coloring problems can be solved in polynomial time.
Polynomial-time algorithms devised for the above-mentioned graph classes can sometimes
be adjusted to also work on graphs that are “close” to graphs from these classes. Usually,
the “closeness” of a graph G to a graph class G is measured by the number of operations
required to transform G into a graph from the class G, where a single operation consists
either on removing a vertex from G or on adding or removing an edge from G. Such an
approach leads us to the following generic problem.
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Graph modification problem into a class of graphs G
A graph G (typically not from G) and a number k
Can the graph G be transformed into a graph of the class G
by performing at most k modifications of an appropriate kind?

Depending on the kind of modifications allowed, we obtain four variants of this problem:
vertex deletion problem, edge deletion problem, edge completion problem, and edge edition
problem (the latter allowing both deletions and additions of edges). For the class of graphs
defined above, all four variants of the modification problem are NP-hard – see [19] for
references to NP-hardness proofs. In particular, Lewis and Yannakakis [17] showed that the
vertex deletion problem into any non-trivial hereditary class of graphs is NP-hard. This
is not surprising, as many classical hard problems can be formulated as vertex deletion
problems into particular classes of graphs, for example, Vertex Cover as vertex deletion
to edgeless graphs, Feedback Vertex Set as vertex deletion to forests, and Odd Cycle
Transversal as vertex deletion to bipartite graphs.
Graph modification problems are a popular research direction in the study of the parameterized complexity of NP-complete problems. In general, for a problem Π, an input of a
parameterized problem consists of an instance I of Π and a parameter k ∈ N. Then we say
that Π is fixed parameter tractable (FPT) if there exists an algorithm deciding whether I is a
yes-instance of Π in time f (k) · |I|O(1) , where f is some computable function. For a graph
modification problem, we often choose the parameter k as a number of allowed modifications,
so the instance of such a problem is still a pair (G, k).
It turns out that characterizations by forbidden structures are sometimes useful to design
FPT algorithms for graph modification problems. For example, Cai [3] proposed an FPT
algorithm for modification problems into classes of graphs characterized by a finite family of
forbidden induced subgraphs F. His algorithm identifies a forbidden structure in the input
graph (which can be done in polynomial time when F is finite) and branches over all possible
ways of modifying that structure. Since the families of forbidden structures are infinite for
graph classes introduced above, modification algorithms for these classes have to be much
more sophisticated. For several of them modification problems have satisfactory solutions:
chordal graphs: all four versions of the modification problem are FPT [6, 20];
interval graphs: edge completion and edge deletion are FPT [25, 4], vertex deletion is
FPT [6], edge edition remains open;
proper interval graphs: all four versions of the modification problem are FPT [5].
On the other hand, it is known that the vertex deletion to perfect graphs is W[2]-hard [13].
It is worth mentioning that for a long time, it was unknown whether there are classes of
graphs recognizable in polynomial time for which modification problems are hard. The
first such example was given by Lokshtanov [18], who proved that the vertex deletion is
W[2]-hard for graphs avoiding all wheels (i.e., cycles with an additional vertex adjacent to
all other vertices). It is unknown whether comparability graphs, co-comparability graphs,
and permutation graphs have FPT modification algorithms. The class of co-comparability
graphs, which constitutes the superclass of interval graphs and an important subclass of
perfect graphs, seems to be particularly interesting from the parameterized point of view.
Our focus. Like the class of interval graphs, the class of permutation graphs admits
polynomial-time algorithms for rich family problems which are NP-complete in general. Apart
from the already mentioned classical hard problems which are polynomial-time solvable for
perfect graphs, there also exist polynomial algorithms solving e.g., Hamiltonian Cycle,
Feedback Vertex Set or Dominating Set in the class of permutation graphs [2, 8].
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In light of the above considerations, since all the modification problems into the class of
permutation graphs – and the related classes of comparability and co-comparability graphs –
remain open, restricting our attention to the class of bipartite permutation graphs appears to
be a natural research direction. Bipartite permutation graphs form an interesting graph class
themselves, first investigated by Spinrad, Brandstädt, and Stewart [22], who characterized
them by means of appropriately chosen linear orderings of its bipartition classes.
One of the most interesting results concerning the bipartite permutation graphs is
by Heggernes et al. [14], who showed that the NP-complete problem of computing the
cutwidth of a graph (i.e., finding a linear order of the vertices of a graph that minimizes the
maximum number of edges intersected by any line inserted between two consecutive vertices)
is polynomial for bipartite permutation graphs.
Our algorithm exploits the absence of some forbidden structures in bipartite permutation
graphs. Since these structures cannot, in particular, occur in permutation graphs, we believe
that besides being a complete result itself, our research is a step towards understanding the
parameterized complexity of modification problems into permutation graphs.
Our results. We focus mainly on the modification by vertex deletion.
I Theorem 1. There is an O(9k · |V (G)|9 )-time algorithm for instances (G, k) of the vertex
deletion into bipartite permutation graphs problem.
We prove Theorem 1 in Section 4. Our algorithm is based on the characterization of bipartite
permutation graphs by forbidden subgraphs. Using the characterization, at first, we get
rid of constant-size forbidden subgraphs by branching, which is a standard technique in
modification problems on hereditary graph classes [24, 25]. We call graphs without these
forbidden subgraphs almost bipartite permutation graphs.
Our main contribution is in the structural analysis of almost bipartite permutation graphs
which may contain holes (on more than ten vertices) in contrast to bipartite permutation
graphs. This approach is partially inspired by the ideas of van ’t Hof and Villanger [24] who
used similar tools in their work on proper interval vertex deletion problem. We use the result
of Spinrad, Brandstädt, and Stewart [22], who showed that the vertices of every connected
bipartite permutation graph G = (U, W, E) can be embedded into a strip in such a way that
the vertices from U are on the bottom edge of the strip, the vertices from W are on the top
edge of the strip, the neighbors N (u) of u occur consecutively on the top edge of the strip for
every u ∈ U (adjacency property), the vertices from N (u) − N (u0 ) occur consecutively on the
top edge of the strip for every u, u0 ∈ U (enclosure property), and the analogous properties
are satisfied by the vertices in W (see Figure 2).
w1

w2

w3

w4

w5

w6

w7

w8

w9

u1

u2

u3

u4

u5

u6

u7

u8

u9

Figure 2 Embedding of a bipartite permutation graph (U, W, E) into a strip satysfying the
adjacency and the enclosure properties.

Our structural result asserts that, depending on the parity of the length of the shortest
hole, a connected almost bipartite permutation graph may be naturally embedded in either a
cylinder, or a Möbius strip, locally satisfying adjacency and enclosure properties (see Fig. 3).
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Figure 3 Embedding of an almost bipartite permutation graph in a cylinder or Möbius strip.

Once we obtain such structure, we show that every minimal vertex cut that destroys all
holes lies nearby a few consecutive vertices from the shortest hole. This allows us to check all
the possibilities where we can find a minimum cut. Finally, we use a polynomial algorithm
for finding maximum flow (and thus a minimum cut).
The approach used to prove Theorem 1 can be slightly modified to obtain a 9-approximation algorithm for the bipartite permutation vertex deletion problem. We show the following.
I Theorem 2. There exists a polynomial-time 9-approximation algorithm for vertex deletion
into bipartite permutation graphs problem.

2

Preliminaries

Unless stated otherwise, all graphs considered in this work are simple, i.e., undirected, with no
loops and parallel edges. Let G = (V, E) be a graph. For a subset S ⊆ V , the subgraph of G
induced by S is the graph G[S] = (S, {uv | uv ∈ E, u, v ∈ S}). The neighborhood of a vertex
S
u ∈ V is the set N (u) = {v ∈ V | uv ∈ E}. Similarly, we write N (U ) = u∈U N (u) \ U for a
set U ⊆ V . Let u, v ∈ V . We say that u and v are at distance k (in G) if k is the length of a
shortest path between u and v in G. We denote a complete graph and a cycle on n vertices
by Kn and Cn , respectively. By hole we mean an induced cycle on at least five vertices. We
say that a hole is even (or odd) if it contains even (odd) number of vertices, respectively.
For a graph G = (V, E), a pair (V, <) is a transitive orientation of G if < is a transitive
and irreflexive relation on V that satisfies either u < v or v < u iff uv ∈ E for every u, v ∈ V .
A partially ordered set (shortly partial order or poset) is a pair P = (X, 6P ) that consists
of a set X and a reflexive, transitive, and antisymmetric relation 6P on X. For a poset
(X, 6P ), let the strict partial order <P be a binary relation defined on X such that x <P y
if and only if x 6P y and x 6= y. Equivalently, (X, <P ) is a strict partial order if <P is
irreflexive and transitive. Two elements x, y ∈ X are comparable in P if x 6P y or y 6P x;
otherwise, x, y are incomparable in P . A linear order L = (X, 6L ) is a partial order in which
for every x, y ∈ X we have x 6L y or y 6L x. A strict linear order (X, <L ) is a binary
relation defined in a way that x <L y if and only if x 6L y and x 6= y.
Let P = (X, 6P ) be a poset. A linear order L = (X, 6L ) is called a linear extension of
P if 6P ⊆ 6L . Given a family of posets P = {Pi = (X, 6Pi ) : i ∈ I}, we say that P is the
intersection of P if for every x, y ∈ X we have x 6P y if and only if x 6Pi y for every i ∈ I.
The dimension of a poset P is the minimal number of linear extensions of P that intersect to
P . We say that P is two-dimensional if it is is the intersection of two linear extensions of P .
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A comparability graph (incomparability graph) of a poset P = (X, 6P ) has X as the set of
its vertices and the set including every two vertices comparable (incomparable, respectively)
in P as the set of its edges. Note the following: if (X, 6P ) is a poset, then (X, <P ) is a
transitive orientation of the comparability graph of P . A graph G = (V, E) is a comparability
graph (co-comparability graph) if G is a comparability (incomparability, respectively) graph of
some poset defined on V . So, G is a comparability graph if and only if G admits a transitive
orientation. A graph G is a permutation graph if and only if G and the complement of G
are comparability graphs [21] (or equivalently, G and the complement of G admit transitive
orientations). Baker, Fishburn, and Roberts [1] proved that G is a permutation graph if and
only if G is the incomparability graph of a two-dimensional poset.
We say that two sets X and Y are comparable if X and Y are comparable with respect
to ⊆-relation (that is, X ⊆ Y or Y ⊆ X holds). We use the convenient notation [m] :=
{0, 1, . . . , m}, for every m ∈ N. For every i, j ∈ Z such that i 6 j by [i, j] we mean the set
{i, i + 1, . . . , j}.

3

The structure of (almost) bipartite permutation graphs

The characterization of bipartite permutation graphs presented below was proposed by
Spinrad, Brandstädt, and Stewart [22].
Suppose G = (U, W, E) is a connected bipartite graph. A linear order (W, <W ) satisfies
adjacency property if for each vertex u ∈ U the set N (u) consists of vertices that are
consecutive in (W, <W ). A linear order (W, <W ) satisfies enclosure property if for every pair
of vertices u, u0 ∈ U such that N (u) is a subset of N (u0 ), vertices in N (u0 ) − N (u) occur
consecutively in (W, <W ). A strong ordering of the vertices of U ∪ W consists of linear orders
(U, <U ) and (W, <W ) such that for every (u, w0 ), (u0 , w) in E, where u, u0 are in U and w, w0
are in W , u <U u0 and w <W w0 imply (u, w) ∈ E and (u0 , w0 ) ∈ E. Note that, whenever
(U, <U ) and (W, <W ) form a strong ordering of U ∪ W , then (U, <U ) and (W, <W ) satisfy
the adjacency and enclosure properties.
I Theorem 3 (Spinrad, Brandstädt, Stewart [22]). The following three statements are equivalent for a connected bipartite graph G = (U, W, E):
1. (U, W, E) is a bipartite permutation graph.
2. There exists a strong ordering of U ∪ W .
3. There exists a linear order (W, <W ) of W satisfying adjacency and enclosure properties.
An example of a bipartite permutation graph G = (U, W, E) with linear order w1 <W w2 <W
. . . <W w8 <W w9 of the vertices of W which satisfies the adjacency and the enclosure
properties is shown in Figure 2.
Another characterization of bipartite permutation graphs can be obtained by listing all
minimal forbidden induced subgraphs for this class of graphs. Such a list can be compiled
by taking all odd cycles of length > 3 (forbidden structures for bipartite graphs) and all
bipartite graphs from the list of forbidden structures for permutation graphs obtained by
Gallai [10]. The whole list is shown in Figure 4.

3.1

Almost bipartite permutation graphs

The goal of this section is to characterize graphs which do not contain small forbidden
subgraphs for the class of bipartite permutation graphs. Following terminology of van ’t Hof
and Villanger [24] we call such graphs almost bipartite permutation graphs.
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C2k for k > 3

C2k+1 for k > 2

Figure 4 Forbidden structures for bipartite permutation graphs.

I Definition 4. A graph G = (V, E) is almost bipartite permutation graph if G does not
contain T2 , X2 , X3 , K3 , Ck for k ∈ [5, 9] as induced subgraphs.
Suppose G = (V, E) is a connected almost bipartite permutation graph.
I Proposition 5. Every hole in G is a dominating set.
Proof. Let C = {c0 , c1 , . . . , c` } be a hole in G. Hence, ` > 10. Suppose, for contradiction,
that there exists a vertex in the set V \(C ∪N (C)). As G is connected, there must exist v ∈ V
in distance two from C. Let w ∈ N (v) ∩ N (C) and let cj be a neighbor of w in C. We now
look at the neighborhood of w. As G contains no triangle, wcj−1 and wcj+1 are non-edges.
Moreover, as G contains no copy of T2 , vertex w is adjacent to at least one of cj−2 and cj+2 ,
say cj−2 . Thus, w is nonadjacent to cj−3 . Therefore, the set {cj−3 , cj−2 , cj−1 , cj , cj+1 , w, v}
induces a copy of X2 , which leads to a contradiction.
J
Let C be a shortest hole in G, m be the size of C, and c0 , c1 , . . . , cm−1 be the consecutive
vertices of C, m > 10. In the remaining part of the paper we use the following notation with
respect to C. For any integral number i by ci we denote the unique vertex ci mod m from the
cycle C. For any two different vertices ci , cj in C, by the set of all vertices between ci and cj
from C we mean the set {ci , ci+1 , . . . , ci+k }, where k is the smallest natural number such
that ci+k = cj . Note that this notion is not symmetric, i.e., the set of all vertices between cj
and ci from C contains ci , cj and all the vertices from C that are not between ci and cj .
I Proposition 6. For every vertex v ∈ V either:
(1) N (v) ∩ C = {ci } for some i ∈ [m − 1], or
(2) N (v) ∩ C = {ci , ci+2 } for some i ∈ [m − 1].
Proof. Since C is a cycle, (2) clearly holds for the vertices from C, so let v be a vertex in
V \ C. As C is a dominating set, by Proposition 5, vertex v has at least one neighbor in
C. If v has exactly one neighbor in C, then (1) holds and we are done. So assume that it
has more than one neighbor. We now distinguish two cases. First, suppose that there exist
two vertices cj , c` ∈ N (v) ∩ C at distance at least three in C such that v has no neighbor
in the set of vertices between cj and cl , except cj and cl . Then, {cj , cj+1 , . . . , c` , v} induces
a cycle C 0 on at least five vertices in G. As cj and c` are at distance at least three in C,
C 0 is shorter than C. In particular, C 0 contradicts either G containing no copy of C` , for
` ∈ {5, . . . , 9}, or C being a shortest hole in G. Therefore, this case never occurs.
Hence, v has either (i) exactly two neighbors in C and those are at distance two as there
is no triangle in G, so (2) holds, or (ii) C has an even number of vertices and v is adjacent
to every second vertex of C. It remains to show that the latter never occurs. Indeed, if it
does, then without loss of generality c0 ∈ N (v). But observe that since C has at least ten
vertices, the set {c0 , c1 , c2 , c3 , c4 , c6 , v} induces a copy of X3 . This concludes the proof. J
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GivenProp. 6, for every i ∈ [m − 1] we can set Ai = v ∈ V : N (v) ∩ C = {ci−1 , ci+1 } and
Bi = v ∈ V : N (v) ∩ C = {ci } . Note that A0 , B0 , . . . , Am−1 , Bm−1 is a partition of V and
ci ∈ Ai . Following our notation, for any integer i by Ai and Bi we denote the sets Ai mod m
and Bi mod m , respectively. Furthermore, for every i 6 j we set:

Ai ∪ Bi+1 ∪ Ai+2 ∪ Bi+3 ∪ . . . ∪ Aj−1 ∪ Bj if j − i is odd,
AG [i, j] =
Ai ∪ Bi+1 ∪ Ai+2 ∪ Bi+3 ∪ . . . ∪ Bj−1 ∪ Aj if j − i is even,

Bi ∪ Ai+1 ∪ Bi+2 ∪ Ai+3 ∪ . . . ∪ Bj−1 ∪ Aj if j − i is odd,
BG [i, j] =
Bi ∪ Ai+1 ∪ Bi+2 ∪ Ai+3 ∪ . . . ∪ Aj−1 ∪ Bj if j − i is even,
and VG [i, j] = AG [i, j] ∪ BG [i, j].
We write just A[i, j], B[i, j], and V [i, j], respectively, instead of AG [i, j], BG [i, j], and
VG [i, j], when there is no confusion.
We now characterize the neighborhoods of the vertices in sets Ai and Bi , see also Figure 5.
Bi−2

Ai−1

w

ci−1

ci−2

Ai−2

ci

Bi−1

Ai+1

Bi

ci+1

ci+2

u

Ai

Bi+2

Bi+1

Ai+2

Figure 5 A possible neighborhood of u in Ai and w in Bi .

I Proposition 7. Let i ∈ [m − 1]. Then:
(1) Ai and Bi are independent sets.
(2) For every u ∈ Ai and every w ∈ Bi we have uw ∈ E.
(3) For every u ∈ Ai we have Bi ⊆ N (u) ⊆ B[i − 2, i + 2].
(4) For every w ∈ Bi we have Ai ⊆ N (w) ⊆ A[i − 2, i + 2].
The proof of Proposition 7 can be found in the full version or it can also be easily seen
by examining the forbidden subgraphs and the fact that C is a shortest hole containing at
least 10 vertices. Proposition 7 asserts that all the neighbors of the vertices from Ai and
from Bi are contained in the set B[i − 2, i + 2] and A[i − 2, i + 2], respectively. The next
proposition describes the relations that hold between the neighborhoods of the vertices from
B[i − 2, i + 2] restricted to the set Ai and between the neighborhoods of the vertices from
A[i − 2, i + 2] restricted to the set Bi .
I Proposition 8. Let i ∈ [m − 1]. For (i ± 2, i ± 1) ∈ {(i − 2, i − 1), (i + 2, i + 1)}, the
following hold:
(1) For every w, w0 ∈ Bi±2 ∪ Ai±1 the sets N (w) ∩ Ai and N (w0 ) ∩ Ai are comparable.
Moreover, if w ∈ Bi±2 and w0 ∈ Ai±1 , then N (w) ∩ Ai ⊆ N (w0 ) ∩ Ai .
(2) For every u, u0 ∈ Ai±2 ∪ Bi±1 the sets N (u) ∩ Bi and N (u0 ) ∩ Bi are comparable.
Moreover, if u ∈ Ai±2 and u0 ∈ Bi±1 , then N (u) ∩ Bi ⊆ N (u0 ) ∩ Bi .
Proof. To prove (1), we consider the case (i ± 2, i ± 1) = (i − 2, i − 1), as the other one
follows by symmetry. Suppose that w, w0 ∈ Bi−2 ∪ Ai−1 are such that neither N (w) ∩ Ai ⊆
N (w0 ) ∩ Ai nor N (w0 ) ∩ Ai ⊆ N (w) ∩ Ai holds. It means that there are u, u0 ∈ Ai
such that wu ∈ E, w0 u0 ∈ E, wu0 ∈
/ E, and w0 u ∈
/ E. Since w, w0 ∈ Bi−2 ∪ Ai−1 , we
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have ci−2 w, ci−2 w0 ∈ E and ci−4 w, ci−3 w, ci−4 w0 , ci−3 w0 ∈
/ E. Furthermore, ww0 ∈
/ E and
0
uu ∈
/ E as G contains no triangle. Consequently, the set {ci−3 , w, w0 , ci−4 , ci−2 , u, u0 } induces
a copy of T2 in G, which cannot be the case. Moreover, if w ∈ Bi−2 , w0 ∈ Ai−1 , then since
ci ∈ (N (w0 ) ∩ Ai ) \ (N (w) ∩ Ai ), the latter statement holds.
To show (2), we again only consider the case (i ± 2, i ± 1) = (i − 2, i − 1). Suppose that
u, u0 ∈ Ai−2 ∪ Bi−1 are such that neither N (u0 ) ∩ Bi ⊆ N (u) ∩ Bi nor N (u) ∩ Bi ⊆ N (u0 ) ∩ Bi
holds. It means that there are w, w0 ∈ Bi such that uw, u0 w0 ∈ E and u0 w, uw0 ∈
/ E. Since
u, u0 ∈ Ai−2 ∪ Bi−1 , we have uci−1 , u0 ci−1 ∈ E and uci+1 , u0 ci+1 ∈
/ E. Furthermore, uu0 ∈
/E
0
0
0
and ww ∈
/ E as G contains no triangle. Hence, the set {ci−1 , w, w , ci+1 , u, ci , u } induces a
copy of X3 in G, which cannot be the case.
To see the second part of the statement, assume that N (u) ∩ Bi * N (u0 ) ∩ Bi for some
u ∈ Ai−2 , u0 ∈ Bi−1 . That is, there is w ∈ Bi such that uw ∈ E and u0 w ∈
/ E. In
0
particular, it means that u =
6 ci−2 . Note that uci−1 , u ci−1 ∈ E. Consequently, the set
{ci−3 , ci−2 , ci−1 , ci , u, u0 , w} induces a copy of X3 in G, which is a contradiction.
J
Proposition 8 allows us to order vertices of Ai based on two properties. We now define
relation <Ai which combines them and we show that <Ai is a partial order (see Figure 6 for
an illustration). We define for every u, u0 ∈ Ai :
u <Ai u0 iff

there is w ∈ Bi−2 ∪ Ai−1 such that u ∈ N (w) and u0 ∈
/ N (w), or
0
there is w ∈ Ai+1 ∪ Bi+2 such that u ∈ N (w) and u ∈
/ N (w),

Similarly, we define a relation <Bi for every w, w0 ∈ Bi :
w <Bi w0 iff

there is u ∈ Ai−2 ∪ Bi−1 such that w ∈ N (u) and w0 ∈
/ N (u), or
there is u ∈ Bi+1 ∪ Ai+2 such that w0 ∈ N (u) and w ∈
/ N (u).

Bi−2 Ai−1

Ai+1

u1

u2

u3

u4

u5

u6

Bi+2

u7

Ai
Figure 6 The neighborhoods of the vertices from Bi−2 ∪ Ai−1 ∪ Ai+1 ∪ Bi+2 restricted to Ai . We
have u1 <Ai {u2 , u3 } <Ai u4 <Ai u5 <Ai u6 <Ai u7 .

I Proposition 9. The following statements hold for every i ∈ [m − 1]:
1. (Ai , <Ai ) is a strict partial order. Moreover, u, u0 ∈ Ai are incomparable in (Ai , <Ai ) if
and only if N (u) = N (u0 ).
2. (Bi , <Bi ) is a strict partial order. Moreover, w, w0 ∈ Bi are incomparable in (Bi , <Bi ) if
and only if N (w) = N (w0 ).
A formal proof of Proposition 9 can be found in the full version. Here, we only observe that
we obtain two orders of vertices of Ai (resp. Bi ) from Proposition 8 and they are reflected
in the definition of <Ai (resp. <Bi ). However, the fact that our graph does not contain
small forbidden induced subgraphs, combined with the previous proposition, implies that
we cannot have u <Ai u0 and u0 <Ai u simultaneously, for any u, u0 ∈ Ai (an analogous
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situation holds for <Bi ). For instance, if it did not hold for some u, u0 ∈ Ai because of
the existence of some w ∈ Bi−2 ∪ Ai−1 such that u ∈ N (w) and u0 ∈
/ N (w), and some
w0 ∈ Ai+1 ∪ Bi+2 such that u ∈ N (w0 ) and u0 ∈
/ N (w0 ), an induced copy of X2 would be
found on vertices {w, w0 , ci+1 , ci+2 , ci+3 , u, u0 }. These observations are a key ingredient of
proving the transitivity of our relation, the proof itself requires more technicalities.
Finally, for every i ∈ [m − 1] we order arbitrarily the elements inside every antichain
of (Ai , <Ai ) and of (Bi , <Bi ), obtaining strict linear orders (Ai , <Ai ) and (Bi , <Bi ). We
introduce a binary relation ≺ defined on the set V , such that v ≺ v 0 for v, v 0 ∈ V if one of
the following conditions holds for some i ∈ [m − 1]:
v, v 0 ∈ Ai , v <Ai v 0 , and v, v 0 are consecutive in (Ai , <Ai ),
v, v 0 ∈ Bi , v <Bi v 0 , and v, v 0 are consecutive in (Bi , <Bi ),
v is the maximum of (Ai , <Ai ) and v 0 is the minimum of (Bi+1 , <Bi+1 ),
v is the maximum of (Bi , <Bi ) and v 0 is the minimum of (Ai+1 , <Ai+1 ).
Informally, to get an embedding of G into a cylinder (the shortest hole is even) or into a
Möbius strip (the shortest hole is odd) which locally satisfies the adjacency and the enclosure
properties, we place the vertices v, v 0 satisfying v ≺ v 0 next to each other, v before v 0 assuming
that the border of the cylinder or the Möbius strip are oriented as shown in Figure 3. In
what follows we extend ≺ relation as follows:
For every V 0 ( V by <V 0 we denote the transitive closure of ≺ restricted to V 0 ,
For v, v 0 ∈ V we set v <cl v 0 if v, v 0 ∈ A[i − 2, i + 2] and v <A[i−2,i+2] v 0 for some
i ∈ [m − 1] or v, v 0 ∈ B[i − 2, i + 2] and v <B[i−2,i+2] v 0 for some i ∈ [m − 1].
Finally, the following lemma characterizes the global structure of an almost bipartite
permutation graph. The proof is omitted and can be found in the full version.
I Lemma 10. Let i, j be such that i 6 j, |j − i| = m − 3. Let U = A[i, j] and W = B[i, j].
Then G[U ∪ W ] is a bipartite permutation graph with bipartition classes U and W .
Moreover, (U, <U ) and (W, <W ) are strict linear orders that satisfy the adjacency and
enclosure properties in G[U ∪ W ].
Lemma 10 provides an interesting view on classification of almost bipartite permutation
graphs. Specifically, if m is even, then the graph may be drawn on a cylinder, whose boundary
consists of two closed curves, one of which traverses vertices of A[0, m − 1], and the second
one – the vertices of B[0, m − 1]. If in turn m is odd, then the graph can be represented
on a Möbius strip, whose boundary traverses consecutive vertices of A[0, m − 1] and then
B[0, m − 1] (recall Figure 3).
The following definitions are taken from [24]. A hole cut of G is a vertex set X ⊆ V such
that G − X is a bipartite permutation graph. Lemma 10 asserts that for every i ∈ [m − 1]
the set V [i, i + 1] is a hole cut in G. A hole cut X of G is minimum if G does not have a
hole cut whose size is strictly smaller than the size of X. A hole cut X of G is minimal if
any proper subset of X is not a hole cut in G. Note, in particular, that for every i ∈ [m − 1]
the set V [i, i + 1] is a hole cut.
The next proposition describes the structure of every hole in G.
I Proposition 11. Suppose C 0 is a hole of size k in G for some k > m. Then, the consecutive
vertices of C 0 can be labeled by c00 , c01 , . . . , c0k−1 so as the following conditions hold (the indices
are taken modulo k):
c0i c0i+1 ∈ E for every i ∈ [k − 1],
c0i <cl c0i+2 for every i ∈ [k − 1],
C 0 ∩ {c00 : c0i <cl c00 <cl c0i+2 } = ∅ for every i ∈ [k − 1].
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Proof. Let c00 = vi , c01 , c02 , . . . , c0n−1 be consecutive vertices of C 0 denoted in such a way that
c00 <cl c02 . We note that we can suppose it as c00 , c02 ∈ N (c01 ), thus, by Proposition 7(3) and (4),
both c00 , c02 belong to A[` − 2, ` + 2] or both belong to B[` − 2, ` + 2] for some ` ∈ [m − 1].
Now, we show that if there exists j ∈ [m − 1] such that c0j <cl c0j+2 , then c0j+1 <cl c0j+3 .
Suppose, for contradiction that c0j <cl c0j+2 and c0j+1 ≮cl c0j+3 . Let i ∈ [m − 1] be such that
cj+2 ∈ (Ai ∪ Bi ). Similarly, as c0j+1 , c0j+3 ∈ N (c0j+2 ), either c0j+1 , c0j+3 ∈ B[i − 2, i + 2] if
c0j+2 ∈ Ai or c0j+1 , c0j+3 ∈ A[i − 2, i + 2] if c0j+2 ∈ Bi . In both cases Lemma 10 implies that <cl
restricted to V [i − 4, i + 2] is a strong ordering of G[V [i − 4, i + 2]]. Moreover, c0j+1 , c0j+3 are
comparable in <cl , by Proposition 7(3) and (4), thus, c0j+3 <cl c0j+1 . Therefore Theorem 3(2)
yields c0j c0j+3 ∈ E, so a chord in C 0 – contradiction. Therefore c0j <cl c0j+2 implies c0j+1 <cl
c0j+3 for every integer j. Applying above observation repeatedly for j = 0, 1, 2, . . ., we get
that c00 <cl c02 <cl c04 <cl . . . and c01 <cl c03 <cl c05 <cl . . .
Suppose for the sake of contradiction that there exists j ∈
/ {i, i + 2} such that c0i <cl
0
0
0 0
cj <cl ci+2 . Then by Lemma 10, cj ci+1 ∈ E due to the adjacency property. But the edge
c0j c0i+1 is a chord in C 0 . This completes the proof.
J
The structure of holes described above asserts that for every i ∈ [m − 1] the sets A[i − 2, i + 2]
and B[i − 2, i + 2] are hole cuts. We use this observation to prove the following statement
about minimal hole cuts in G.
I Proposition 12. Every minimal hole cut X in G is fully contained in the set V [i − 2, i + 2]
for some i ∈ [m − 1].
Proof. First, note that we can choose elements z1 , x1 , x2 , z2 in V and an index i ∈ [m − 1]
such that the following conditions hold:
we have z1 ≺ x1 6cl x2 ≺ z2 , the set X 0 = {x : x1 6cl x 6cl x2 } is non-empty and is
contained in X, and the elements z1 , z2 are not in X,
the set X 0 ∪ {z1 , z2 } is contained in either B[i − 2, i + 2] or in A[i − 2, i + 2] and we have
z1 ∈ B[i − 2, i] and z2 ∈ B[i, i + 2] if X 0 ∪ {z1 , z2 } ∈ B[i − 2, i + 2], and similarly for the
other case.
Note that such a choice of z1 , x1 , x2 , z2 and i is possible as the sets A[j, j + 3] and B[j, j + 3]
are hole cuts for every j ∈ [m − 1], by combining Proposition 11 and Proposition 7(3),(4).
For the rest of the proof we assume X 0 ⊂ B[i − 2, i + 2], z1 ∈ B[i − 2, i] and z2 ∈ B[i, i + 2]
(see Figure 7 for an illustration).
Bi−2
c0p

z1

Ai−1
x1

c0p+1

Ai−2

Ai+1

Bi

c0p+2

x

c0q

Ai

x2

z2

c0q+2

c0q+1

y

Bi−1

Bi+2

Bi+1

Ai+2

Figure 7 Illustration of the proof: the cycle C 0 is marked with a dashed line. The set X 0 is
shaded.

Suppose Y 0 is the set consisting of all the neighbors of z1 and z2 ; that is, Y 0 = N (z1 ) ∩
N (z2 ). Clearly, we have Y 0 ⊂ A[i − 2, i + 2]. To complete the proof of the proposition we
show that:
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every element of Y 0 is a member of X,
X 0 ∪ Y 0 is a hole cut in G.
Then we have X 0 ∪ Y 0 = X by minimality of X and consequently X ⊂ V [i − 2, i + 2]. So, it
remains to prove the claims about the set Y 0 .
Suppose we have y ∈ Y 0 such that y ∈
/ X. Since X is a minimal hole cut, X \ {x} is not a
hole cut, where x is some fixed element from X 0 . That is, there is a hole C 0 in G − (X \ {x}).
Note that C 0 must contain x. Suppose c00 , . . . , c0`−1 for some ` > 9 are consecutive vertices in
C 0 chosen such that c0j <cl cj+2 for every j ∈ [` − 1] (indices are taken modulo `). Now we
pick p, q ∈ [` − 1] such that c0p <cl z1 6cl c0p+2 and c0q 6cl z2 <cl c0q+2 . Since x ∈ C 0 , we have
c0p+2 6cl x and c0q 6cl x. Note that c0p+1 is adjacent to z1 and c0q+1 is adjacent to z2 . Next
we replace in C 0 all the vertices between c0p+2 and c0q (this set includes x) with the vertices
z1 , y, z2 and we obtain a cycle C 00 containing no elements from X. Clearly, we can easily
find a hole among the elements from C 00 that avoids all the elements from X. This yields a
contradiction as X is a hole cut.
To prove the second claim, suppose there is a hole C 0 in G − (X 0 ∪ Y 0 ). By Proposition 11
there are c1 , c2 , c3 ∈ C 0 such that c1 <cl X 0 <cl c3 and c1 , c3 ∈ N (c2 ). However, this yields
c2 ∈ Y 0 , which is a contradiction.
J

4

Proof of Theorem 1

The aim of this section is to provide a complete proof of Theorem 1 using structural results
from the previous section. Let us start by showing that the Bipartite Permutation Vertex Deletion problem can be decided in polynomial time on almost bipartite permutation
graphs.
I Lemma 13. Let (G, k) be an instance of Bipartite Permutation Vertex Deletion
where G is an n-vertex almost bipartite permutation graph. Then Bipartite Permutation
Vertex Deletion can be decided in time O(n6 ).
Proof. If G is a bipartite permutation graph, (G, k) is a yes-instance, thus, we are done in
this case. If G is not connected, we can consider each connected component independently
and, at the end, we compare k with the total number of deleted vertices over all components.
Let G0 be a connected r-vertex component of G such that G0 is not a bipartite permutation
graph (otherwise, clearly, no vertex needs to be deleted). Let C = {c0 , . . . , cm−1 } be a
shortest hole in G0 (it exists as G0 is not a bipartite permutation graph). It can be found in
time O(r6 ) as follows. We iterate over all possible four-element subsets S = {v1 , v2 , v3 , v4 } of
V (G0 ). For these S for which G0 [S] is an induced P4 , with consecutive vertices v1 , v2 , v3 , v4 ,
f0 by removing the vertices from (N (v2 ) ∪ N (v3 )) \ {v1 , v4 } (note that
we construct a graph G
f0 in time O(r2 ).
v2 and v3 also get removed). Then we find a shortest v1 -v4 -path in G
0
By Proposition 12, every minimal hole cut X in G is contained in the set V 0 = VG0 [i −
2, i + 2] for some i ∈ [m − 1]. Therefore, we may check all the possibilities where a minimal cut
is contained. For every i, we run an algorithm for finding a maximum flow in the following
digraph Hi .
Digraph Hi has the vertex set V 0 × {in, out} ∪ {s, t} and arc set consisting of:
all arcs of the form (u, out)(v, in), where uv is an edge of G0 [V 0 ],
s(v, in) if there exists u ∈ VG0 [i − 4, i − 3] such that uv is an edge of G0 ,
(u, out)t if there exists v ∈ VG0 [i + 3, i + 4] such that uv is an edge of G0 ,
(u, in)(u, out) for all u ∈ V 0 .
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Set capacities of arcs of the form (u, in)(u, out) to 1 and capacities of all the remaining arcs
to ∞ (practically |VG0 |). It is readily seen that minimum (s, t)-cut in the defined network
Hi corresponds to minimum hole cut in G0 [V 0 ] (arc of unit capacity (u, in)(u, out) naturally
corresponds to the vertex u of G0 ).
Therefore it remains to apply classical max-flow algorithm to each Hi for i ∈ [m − 1]
and remember the smallest size kG0 of minimal (s, t)-cuts. This can be performed in time
O(m · (|V 0 | + 2) · (|EG0 [V 0 ] | + 2|V 0 |)2 ) = O(r6 ) [9]. Finally, (G, k) is a yes-instance if and
only if the sum of remembered sizes kG0 over the all considered connected components G0 is
at most k. Clearly, the total running time is O(n6 ).
J

We now propose the algorithm. Given an n-vertex graph G = (V, E) and number k, we
want to answer the Bipartite Permutation Vertex Deletion problem. We say that
(G, k) is the initial instance. We split our algorithm into two parts. The first part consists
of a branching algorithm for deletion to almost bipartite permutation graphs. The output
of the first part is a set of instances (G0 , k 0 ) where G0 is an almost bipartite permutation
graph and 0 ≤ k 0 ≤ k (or no-answer is no such instance exists) such that the initial instance
(G, k) is a yes-instance if and only if at least one of these instances is a yes-instance. We
show that the overall time of the first phase is O(n9 · 9k ). In the second part, the algorithm
runs an O(s6 )-time algorithm for Bipartite Permutation Vertex Deletion where the
initial graph is already an almost bipartite permutation graph.
Let us start with the first part. We say that X ⊆ V is a forbidden set if G[X] is isomorphic
to one of the graphs: K3 , T2 , X2 , X3 , C5 , C6 , C7 , C8 , C9 . We define the following rule.
Rule: Given an instance (G, k), k ≥ 1, and a minimal forbidden set X, branch into |X|
instances, (G − v, k − 1) for each v ∈ X.
Starting with the initial instance, the algorithm applies the rule exhaustively. In other words,
the algorithm is a branching tree with leaves corresponding to instances (G0 , k 0 ) where k 0 = 0
or G0 is an almost bipartite permutation graph. Clearly, as at least one vertex from each
forbidden set must be removed from G, the initial instance is a yes-instance if and only if at
least one of the leaves is a yes-instance.
The algorithm continues to the second part only with such leaves (G0 , k 0 ) that G0 is
an almost bipartite permutation graph (as otherwise, the leaf is no-instance). It runs
the algorithm described in Lemma 13 to find if G0 can be transformed into a bipartite
permutation graph by using at most k 0 vertex deletions. It either finds a yes-instance or
concludes after checking all the instances that there is no solution; that is, the initial instance
is a no-instance.
We note that such a branching into a bounded number of smaller instances is a standard
technique, see e.g., [24] for more details.
We now analyze the running time of the whole algorithm. In the first part, observe that
the branching tree has depth at most k and has at most 9k leaves, as k decreases by one
whenever the algorithm branches and each of the listed forbidden subgraphs has at most nine
vertices. Therefore the total number of nodes in the branching tree is O(9k ). Moreover, in
each node (G00 , k 00 ), the algorithm works in time O(n9 ) as it checks if G00 contains a forbidden
set. In the second part, the algorithm does a work O(n6 ) in each leaf, by Lemma 13. We
conclude that the total running time of our algorithm for Bipartite Permutation Vertex
Deletion is O(9k · n9 ).
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5

Proof of Theorem 2

In this section, we provide a proof of Theorem 2. The idea of the algorithm is very similar to
the FPT algorithm described in Section 4.
Let G = (V, E) be a graph and let Y ⊆ V be a subset of vertices of G such that G − Y
is a bipartite permutation graph. We want to construct a set Z ⊆ V in polynomial time
such that G − Z is a bipartite permutation graph and |Z| 6 9|Y |. We construct Z as
follows. We start with Z = ∅. Then, as long as G − Z contains a set X isomorphic to one
of K3 , T2 , X2 , X3 , C5 , C6 , C7 , C8 , C9 we add all vertices of X to Z. Observe that Y ∩ X 6= ∅
and |X| 6 9.
After this step G − Z is an almost bipartite permutation graph. Note that |Z| 6 9|Z ∩ Y |.
We find a shortest hole C = {c0 , . . . , cm−1 } in G − Z and find a minimum hole cut X as
described in Section 4. Since (Y − Z) is a hole cut in G − Z we have |X| 6 |Y − Z|. We add
X to Z. Observe that G − Z is a bipartite permutation graph.
Since K3 , T2 , X2 , X3 , C5 , C6 , C7 , C8 , C9 have at most 9 vertices, we have that |Z| 6 9|Y |.
This implies that the above algorithm is a 9-approximation algorithm. It runs in polynomial
time because finding small forbidden subgraphs can be done in polynomial time and finding
minimum hole cut in an almost bipartite permutation graph can be done in polynomial time.

6

Conclusion

In this paper we investigate for the first time the modification problems in graph classes
related to partial orders. Our main result says that the bipartite permutation vertex deletion
problem is fixed parameter tractable. We leave open the following two questions that inspired
our research.
I Problem 1. What is the parameterized status of the vertex deletion problems to the class
of permutation graphs and to the class of co-comparability graphs?
We recall that, due to the result of Lewis and Yannakakis [17], both of these problems are
NP-complete. One of the most important result of our work is the description of the structure
of almost bipartite permutation graphs, which are defined as graphs which do not induce
small graphs from the list of forbidden structures for bipartite permutation graphs. In a
similar fashion we can define the class of almost permutation and almost co-comparability
graphs. The next two questions seem very natural in order to solve Problem 1.
I Problem 2. What is the structure of almost permutation and almost co-comparability
graphs?
We are aware that the two problems mentioned above can be quite difficult. Therefore,
it is worth considering intermediate problems that may be easier to attack. One of the
proposed simplifications relies on the transition from the world of graphs to the world of
posets. The following vertex deletion into two-dimensional posets problem seems very natural
in the context of our research: we are given in the input a poset P and a number k and we
ask whether we can delete at most k points from P so that the remaining points induce a
two-dimensional poset in P .
I Problem 3. What is the parameterized status of the vertex deletion into two-dimensional
poset problem?
Since permutation graphs are co-comparability graphs of two-dimensional posets and since
permutation graphs are both comparability and co-comparability graphs, the vertex deletion
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into two-dimensional poset problem is equivalent to the vertex deletion into co-comparability
graph (or into permutation graph) problem if we assume that only comparability graphs
can be given in the input. The class of two-dimensional posets is very well understood; in
particular, the list of minimal forbidden structures for this class of posets, which is still
infinite, is known (obtained independently by Trotter and Moore [23] and by Kelly [15]). Of
course, it is natural to ask the following question:
I Problem 4. What is the structure of almost two-dimensional posets?
Since the comparability graphs of posets do not contain odd holes of size > 5, we know
the structure of almost two-dimensional posets that are bipartite. Indeed, these are the
posets whose comparability graphs are almost bipartite permutation graphs embeddable into
cylinder stripes. The last problem we want to ask is as follows:
I Problem 5. Is there a polynomial kernel for the bipartite permutation vertex deletion
problem?
A positive answer to this question obtained by indicating so-called irrelevant vertices may
give some hope to solve Problem 1 with the use of irrelevant vertex technique.
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Abstract
A large number of NP-hard graph problems are solvable in XP time when parameterized by some
width parameter. Hence, when solving problems on special graph classes, it is helpful to know if
the graph class under consideration has bounded width. In this paper we consider mim-width, a
particularly general width parameter that has a number of algorithmic applications whenever a
decomposition is “quickly computable” for the graph class under consideration.
We start by extending the toolkit for proving (un)boundedness of mim-width of graph classes.
By combining our new techniques with known ones we then initiate a systematic study into bounding
mim-width from the perspective of hereditary graph classes, and make a comparison with clique-width,
a more restrictive width parameter that has been well studied.
We prove that for a given graph H, the class of H-free graphs has bounded mim-width if and
only if it has bounded clique-width. We show that the same is not true for (H1 , H2 )-free graphs. We
identify several general classes of (H1 , H2 )-free graphs having unbounded clique-width, but bounded
mim-width, illustrating the power of mim-width. Moreover, we show that a branch decomposition of
constant mim-width can be found in polynomial time, for these classes. Hence, as mentioned, these
results have algorithmic implications: when the input is restricted to such a class of (H1 , H2 )-free
graphs, many problems become polynomial-time solvable, including classical problems such as
k-Colouring and Independent Set, domination-type problems known as LC-VSVP problems, and
distance versions of LC-VSVP problems, to name just a few. We also prove a number of new results
showing that, for certain H1 and H2 , the class of (H1 , H2 )-free graphs has unbounded mim-width.
Boundedness of clique-width implies boundedness of mim-width. By combining our results,
which give both new bounded and unbounded cases for mim-width, with the known bounded cases
for clique-width, we present summary theorems of the current state of the art for the boundedness
of mim-width for (H1 , H2 )-free graphs. In particular, we classify the mim-width of (H1 , H2 )-free
graphs for all pairs (H1 , H2 ) with |V (H1 )| + |V (H2 )| ≤ 8. When H1 and H2 are connected graphs,
we classify all pairs (H1 , H2 ) except for one remaining infinite family and a few isolated cases.
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1

Introduction

Many computationally hard graph problems can be solved efficiently after placing appropriate
restrictions on the input graph. Instead of trying to solve individual problems in an ad hoc
way, one may aim to find the underlying reasons why some sets of problems behave better on
certain graph classes than other sets of problems. The ultimate goal in this type of research
is to obtain complexity dichotomies for large families of graph problems. Such dichotomies
tell us for which graph classes a certain problem or set of problems can or cannot be solved
efficiently (under standard complexity assumptions).
One reason that might explain the jump from computational hardness to tractability
after restricting the input to some graph class G is that G has bounded “width”, that is,
every graph in G has width at most c for some constant c. One can define the notion of
“width” in many different ways (see the surveys [30, 31, 37, 47]). As such, the various width
parameters differ in strength. To explain this, we say that a width parameter p dominates
a width parameter q if there is a function f such that p(G) ≤ f (q(G)) for all graphs G.
If p dominates q but q does not dominate p, then p is said to be more powerful than q. If
both p and q dominate each other, then p and q are equivalent. For instance, the width
parameters boolean-width, clique-width, module-width, NLC-width and rank-width are all
equivalent [15, 36, 42, 44], but more powerful than the equivalent parameters branch-width
and treewidth [19, 45, 47].
In this paper we focus on an even more powerful width parameter called mim-width
(maximum induced matching width). Vatshelle [47] introduced mim-width, which we define in
Section 3, and proved that mim-width is more powerful than boolean-width, and consequently,
clique-width, module-width, NLC-width and rank-width.

1.1

Algorithmic Implications

One trade-off of a more powerful width parameter is the difficulty in obtaining a branch
decomposition of bounded width. In general, computing mim-width is NP-hard; deciding
if the mim-width is at most k is W[1]-hard when parameterized by k; and there is no
polynomial-time algorithm for approximating the mim-width of a graph to within a constant
factor of the optimal, unless NP = ZPP [46]. Hence, in contrast to algorithms for graphs of
bounded treewidth or clique-width, algorithms for graphs of bounded mim-width require a
branch decomposition of constant mim-width as part of the input. On the other hand, there
are many interesting graph classes for which mim-width is bounded and quickly computable,
that is, the class admits a polynomial-time algorithm for obtaining a branch decomposition
of constant mim-width. We give examples of such graph classes known in the literature in
Section 1.2 before discussing the new graph classes we found in Section 1.4. Below we briefly
discuss known algorithms for problems on graphs of bounded mim-width.
Belmonte and Vatshelle [1] and Bui-Xuan, Telle and Vatshelle [16] proved that a large
set of problems, known as Locally Checkable Vertex Subset and Vertex Partitioning (LCVSVP) problems [43], can be solved in polynomial time for graph classes where mim-width is
bounded and quickly computable. Well-known examples of such problems include (Total)
Dominating Set, Independent Set and k-Colouring for every fixed positive integer k.
Later, Fomin, Golovach and Raymond [27] proved that the XP algorithms for Independent
Set and Dominating Set are in a sense best possible, showing that these two problems are
W[1]-hard when parameterized by mim-width.
On the positive side, XP algorithms parameterized by mim-width are now also known
for problems outside the LC-VSVP framework. In particular, Jaffke, Kwon, Strømme and
Telle [33] proved that the distance versions of LC-VSVP problems can be solved in polynomial
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time for graph classes where mim-width is bounded and quickly computable. Jaffke, Kwon
and Telle [34, 35] proved similar results for Longest Induced Path, Induced Disjoint
Paths, H-Induced Topological Minor and Feedback Vertex Set. The latter result
has recently been generalized to Subset Feedback Vertex Set and Node Multiway
Cut, by Bergougnoux, Papadopoulos and Telle [3].
Bergougnoux and Kanté [2] gave a meta-algorithm for problems with a global constraint,
providing unifying XP algorithms in mim-width for several of the aforementioned problems,
as well as Connected Dominating Set, Node Weighted Steiner Tree, and Maximum
Induced Tree. Galby, Munaro and Ries [29] proved that Semitotal Dominating Set
is polynomial-time solvable for graph classes where mim-width is bounded and quickly
computable.

1.2

Mim-width of Special Graph Classes

Belmonte and Vatshelle [1] proved that the mim-width of the following graph classes is
bounded and quickly computable: permutation graphs, convex graphs and their complements,
interval graphs and their complements, circular k-trapezoid graphs, circular permutation
graphs, Dilworth-k graphs, k-polygon graphs, circular-arc graphs and complements of ddegenerate graphs.
Some of the results of [1] have been extended. Let Kr Kr be the graph obtained
from 2Kr by adding a perfect matching, and let Kr rP1 be the graph obtained from
Kr Kr by removing all the edges in one of the complete graphs (see Section 2 for undefined
notation). Kang et al. [38] showed that for any integer r ≥ 2, there is a polynomial-time
algorithm for computing a branch decomposition of mim-width at most r − 1 when the
input is restricted to (Kr rP1 )-free chordal graphs, which generalize interval graphs, or
(Kr Kr )-free co-comparability graphs, which generalize permutation graphs. Hence, in
particular, all these classes have bounded mim-width.
In addition to the above results, Kang et al. [38] proved that chordal graphs, circle
graphs and co-comparability graphs have unbounded mim-width; Mengel [41] also proved,
independently, that the latter two classes have unbounded mim-width. Vatshelle [47] and
Brault-Baron et al. [11] showed the same for grids and chordal bipartite graphs, respectively,
whereas Mengel [41] proved that strongly chordal split graphs have unbounded mim-width.
Brettell et al. [12] showed that the mim-width of (Kr , sP1 + P5 )-free graphs is bounded
and quickly computable for every r ≥ 1 and s ≥ 0. In particular, this yielded an alternative
proof for showing that List k-Colouring is polynomially solvable for (sP1 + P5 )-free graphs
1
for all k ≥ 1 and s ≥ 0 [20]. Let K1,s
be the graph obtained from the (s + 1)-vertex star
1
K1,s after subdividing each edge once; note that sP1 + P5 is an induced subgraph of K1,s+2
.
In [13], the result of [12] on the mim-width of (Kr , sP1 + P5 )-free graphs was generalized
1
to (Kr , K1,s
, Pt )-free graphs. As a consequence, for all k ≥ 3, s ≥ 1 and t ≥ 1, List
1
k-Colouring is polynomial-time solvable even for (K1,s
, Pt )-free graphs; previously this
was shown for k = 3 by Chudnovsky et al. [18].
Brettell et al. [14] considered the following generalisation of convex graphs. A bipartite
graph G = (A, B, E) is H-convex, for some family of graphs H, if there exists a graph H ∈ H
with V (H) = A such that the set of neighbours in A of each b ∈ B induces a connected
subgraph of H (when H is the set of paths, we obtain exactly convex graphs). They showed
that the class of H-convex graphs has bounded and quickly computable mim-width if H
is the set of cycles, or H is the set of trees with bounded maximum degree and bounded
number of vertices of degree at least 3.
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1.3

Our Focus

We continue the study on boundedness of mim-width and aim to identify more graph classes
of bounded or unbounded mim-width. Our motivation is both algorithmic and structural. As
discussed above, there are clear algorithmic benefits if a graph class has bounded mim-width.
From a structural point of view, we aim to initiate a systematic study of the boundedness of
mim-width, comparable to a similar, long-standing study of the boundedness of clique-width
(see [23] for a survey).
The framework of hereditary graph classes is highly suitable for such a study. A graph
class G is hereditary if it is closed under vertex deletion. A class G is hereditary if and only
if there exists a (unique) set of graphs F of (minimal) forbidden induced subgraphs for G.
That is, a graph G belongs to G if and only if G does not contain any graph from F as an
induced subgraph. We also say that G is F-free. Note that F may have infinite size. For
example, if G is the class of bipartite graphs, then F is the set of all odd cycles.
As a natural starting point we consider the case where |F| = 1, say F = {H}. It is not
difficult to verify that a class of H-free graphs has bounded mim-width if and only if it has
bounded clique-width if and only if H is an induced subgraph of the 4-vertex path P4 ; see
Section 3 for details. On the other hand, there exist hereditary graph classes, such as interval
graphs and permutation graphs, that have bounded mim-width, even mim-width 1 [47], but
unbounded clique-width [32]. However, these graph classes have an infinite set of forbidden
induced subgraphs. Hence, questions we aim to address in this paper are: Does there exist
a hereditary graph class characterized by a finite set F that has bounded mim-width but
unbounded clique-width? Can we use the same techniques as when dealing with clique-width?
In particular we will focus on the case where |F| = 2, say F = {H1 , H2 }. Such classes are
called bigenic.

1.4

Our Results and Methodology

In order to work with width parameters it is useful to have a set of graph operations that
preserve boundedness or unboundedness of the width parameter. That is, if we apply such
a width-preserving operation, or only apply it a constant number of times, the width of
the graph does not change by too much. In this way one might be able to modify an
arbitrary graph from a given “unknown” class G1 into a graph from a class G2 known to
have bounded or unbounded width. This would then imply that G1 also has bounded or
unbounded width, respectively. Two useful operations preserving clique-width are vertex
deletion [40] and subgraph complementation [37]. The latter operation replaces every edge
in some subgraph of the graph by a non-edge, and vice versa. As we will see in Section 6,
subgraph complementation does not preserve boundedness or unboundedness of mim-width1 .
To work around this limitation, we collect and generalize known mim-width preserving
graph operations from the literature in Section 3 (some of these operations only show that
the mim-width cannot decrease after applying them). In the same section we also state some
known useful results on mim-width and prove that elementary graph classes, such as walls
and net-walls, have unbounded mim-width. In Sections 4 and 5 we use the results from
Section 3. In Section 4 we present new bigenic classes of bounded mim-width. These graph
classes are all known to have unbounded clique-width. Hence, our results show that the
dichotomy for boundedness of mim-width no longer coincides with the one for clique-width
when |F| = 2 instead of |F| = 1. Moreover, for each of these classes, a branch decomposition

1

The situation is different for mim-width 1; Vatshelle [47] showed that if mimw(G) = 1 then mimw(G) = 1.
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Figure 1 The graph sun5 .

of constant mim-width is easily computable for any graph in the class. This immediately
implies that there are polynomial-time algorithms for many problems when restricted to these
classes, as described in Section 1.1. In Section 5 we present new bigenic classes of unbounded
mim-width; these graph classes are known to have unbounded clique-width. In Section 6 we
give a state-of-the-art summary of our new results combined with known results. The known
results include the bigenic graph classes of bounded clique-width (as bounded clique-width
implies bounded mim-width). In the same section we compare our results for the mim-width
of bigenic graph classes with the ones for clique-width. We also state a number of open
problems.

2

Preliminaries

We consider only finite graphs G = (V, E) with no loops and no multiple edges. For a vertex
v ∈ V , the neighbourhood N (v) is the set of vertices adjacent to v in G. The degree d(v) of a
vertex v ∈ V is the size |N (v)| of its neighbourhood. A graph is subcubic if every vertex has
degree at most 3. For disjoint S, T ⊆ V , we say that S is complete to T if every vertex of S
is adjacent to every vertex of T , and S is anticomplete to T if there are no edges between
S and T . The distance from a vertex u to a vertex v in G is the length of a shortest path
between u and v. A set S ⊆ V induces the subgraph G[S] = (S, {uv : u, v ∈ S, uv ∈ E}).
If G0 is an induced subgraph of G we write G0 ⊆i G. The complement of G is the graph G
with vertex set V (G), such that uv ∈ E(G) if and only if uv ∈
/ E(G).
Given a graph G and a degree-k vertex v of G with N (v) = {u1 , . . . , uk }, the clique
implant on v is the operation of deleting v, adding k new vertices v1 , . . . , vk forming a
clique, and adding edges vi ui for each i ∈ {1, . . . , k}. The k-subdivision of an edge uv in a
graph replaces uv by k new vertices w1 , . . . , wk with edges uw1 , wk v and wi wi+1 for each
i ∈ {1, . . . , k − 1}, i.e. the edge is replaced by a path of length k + 1. The disjoint union
G + H of graphs G and H has vertex set V (G) ∪ V (H) and edge set E(G) ∪ E(H). We
denote the disjoint union of k copies of G by kG. For a graph H, a graph G is H-free if G
has no induced subgraph isomorphic to H. For a set of graphs {H1 , . . . , Hk }, a graph G is
(H1 , . . . , Hk )-free if G is Hi -free for every i ∈ {1, . . . , k}.
An independent set of a graph is a set of pairwise non-adjacent vertices. A clique of
a graph is a set of pairwise adjacent vertices. A matching of a graph is a set of pairwise
non-adjacent edges. A matching M of a graph G is induced if there are no edges of G between
vertices incident to distinct edges of M .
The path, cycle and complete graph on n vertices are denoted by Pn , Cn and Kn ,
respectively. The graph K3 is also called the triangle. A graph is r-partite, for r ≥ 2, if
its vertex set admits a partition into r classes such that every edge has its endpoints in
different classes. An r-partite graph in which every two vertices from different partition
classes are adjacent is a complete r-partite graph and a 2-partite graph is also called bipartite.
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A graph is co-bipartite if it is the complement of a bipartite graph. A split graph is a graph
G that admits a split partition (C, I), that is, V (G) can be partitioned into a clique C and
an independent set I. Equivalently, a graph is split if and only if it is (2P2 , C4 , C5 )-free. The
subdivided claw Sh,i,j , for 1 ≤ h ≤ i ≤ j is the tree with one vertex x of degree 3 and exactly
three leaves, which are of distance h, i and j from x, respectively. Note that S1,1,1 = K1,3 .
For t ≥ 3, sunt denotes the graph on 2t vertices obtained from a complete graph on t vertices
u1 , . . . , ut by adding t vertices v1 , . . . , vt such that vi is adjacent to ui and ui+1 for each
i ∈ {1, . . . , t − 1} and vt is adjacent to u1 and ut . See Figure 1 for a picture of sun5 .

3

Mim-Width: Definition and Basic Results

A branch decomposition for a graph G is a pair (T, δ), where T is a subcubic tree and
δ is a bijection from V (G) to the leaves of T . Each edge e ∈ E(T ) naturally partitions
the leaves of T into two classes, depending on which component they belong to when e
is removed. In this way, each edge e ∈ E(T ) corresponds to a partition Le and Le of
the set of leaves of T , depending on which component of T − e the leaves of T belong to.
Consequently, each edge e induces a partition (Ae , Ae ) of V (G), where δ(Ae ) = Le and
δ(Ae ) = Le . For two disjoint sets X and Y , let G[X, Y ] denote the bipartite subgraph of G
induced by the edges with one endpoint in X and the other in Y . For each edge e ∈ E(T )
and corresponding partition (Ae , Ae ) of V (G), we denote by cutmimG (Ae , Ae ) the size of
a maximum induced matching in G[Ae , Ae ]. The mim-width of the branch decomposition
(T, δ) is the quantity mimwG (T, δ) = maxe∈E(T ) cutmimG (Ae , Ae ). The mim-width of the
graph G, denoted mimw(G), is the minimum value of mimwG (T, δ) over all possible branch
decompositions (T, δ) for G.
Mim-Width Preserving Operations. The following three lemmas, the first of which is due
to Vatshelle, show that vertex deletion, edge subdivision and clique implantation do not
change the mim-width of a graph by too much. We omit the proofs of the second and third
lemma.
I Lemma 1 ([47]). Let G be a graph and v ∈ V (G). Then mimw(G) − 1 ≤ mimw(G − v) ≤
mimw(G).
I Lemma 2. Let G be a graph and let G0 be the graph obtained by 1-subdividing an edge of
G. Then mimw(G) ≤ mimw(G0 ) ≤ mimw(G) + 1.
I Lemma 3. Let G be a graph and let G0 be the graph obtained from G by a clique implant
on v ∈ V (G). Then mimw(G) ≤ mimw(G0 ) ≤ mimw(G) + d(v).
Mengel [41] showed that adding edges inside the partition classes of a bipartite graph
does not decrease mim-width by much. This result can be generalized to k-partite graphs in
the following way.
I Lemma 4. Let G be a k-partite graph with partition classes V1 , . . . , Vk , and let G0 be a
graph obtained from G by adding edges where for each added edge, there exists some i such
that both endpoints are in Vi . Then mimw(G0 ) ≥ k1 · mimw(G).
Proof. Let (T, δ) be a branch decomposition for G0 . Since G and G0 have the same vertex
set, (T, δ) is a branch decomposition for G as well. It is enough to show that mimwG (T, δ) ≤
k · mimwG0 (T, δ). Therefore, let e ∈ E(T ) be such that mimwG (T, δ) = cutmimG (Ae , Ae ),
and let M be a maximum induced matching in G[Ae , Ae ]. For each i, consider the set
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Mi = {uv ∈ M : u ∈ Ae ∩ Vi }. These k sets partition M . Let M 0 be a partition
class of size at least |M |/k. Clearly, M 0 is an induced matching in G0 [Ae , Ae ] and so
k · mimwG0 (T, δ) ≥ k · |M 0 | ≥ |M | = mimwG (T, δ).
J
The next lemma shows that to bound the mim-width of a class of graphs, we may restrict
our attention to 2-connected graphs in the class. We omit the proof and note that this
property is not specific to mim-width: it has also been observed, in [30], for rank-width,
and this argument also applies for any appropriate width parameter defined using branch
decompositions. A block is a maximal connected subgraph with no cut-vertex.
I Lemma 5. Let G be a graph. Then mimw(G) = max{mimw(H) : H is a block of G}.
Moreover, given branch decompositions (TH ,δH ) of each block H of G, with mimwH (TH , δH ) ≤
k, we can compute a branch decomposition of G with mim-width at most k in polynomial
time.
The following lemma is due to Galby and Munaro, who used it to prove that Dominating
Set admits a PTAS for a subclass of VPG graphs when the representation is given.
I Lemma 6 ([28]). Let G be a graph and let S ⊆ V . Let G0 = (V 0 , E 0 ) denote the graph
with V 0 = V and E 0 = E ∪ {uv : u, v ∈ S}. Then mimw(G0 ) ≤ mimw(G) + 1.
The final structural lemma is used to prove that (sP1 + P5 , Kt )-free graphs have bounded
mim-width for every s ≥ 0 and t ≥ 1. It shows how we can bound the mim-width of a graph
in terms of the mim-width of the graphs induced by blocks of a partition of the vertex set
and the mim-width between any two of the parts. We include it here as it might be useful
for bounding the mim-width of other graph classes.
I Lemma 7 ([12]). Let G be a graph and (X1 , . . . , Xp ) be a partition of V (G) such that
cutmimG (Xi , Xj ) ≤ c for all distinct i, j ∈ {1, . . . , p}, and p ≥ 2. Then
   

p 2
mimw(G) ≤ max c
, max {mimw(G[Xi ])} + c(p − 1) .
2
i∈{1,...,p}
Moreover, if (Ti , δi ) is a branch decomposition of G[Xi ] for each i, then we can construct, in
O(1) time, a branch decomposition (T, δ) of G with
p
mimwG (T, δ) ≤ max{cb( )2 c, max {mimwG (Ti , δi )} + c(p − 1)}.
2
i∈{1,...,p}
Mim-width of Some Basic Classes. Recall that Vatshelle [47] showed that the class of
grids has unbounded mim-width. We next prove that the same holds for the class of walls,
which we define momentarily. Thus, we obtain a class of graphs with maximum degree 3
having unbounded mim-width, and we will use this result in order to prove Lemma 11.
Note that it also gives us a dichotomy, as graphs with maximum degree 2 have bounded
clique-width and hence bounded mim-width.
A wall of height h and width r (an (h × r)-wall for short) is the graph obtained from
the grid of height h and width 2r as follows. Let C1 , . . . , C2r be the set of vertices in each
of the 2r columns of the grid, in their natural left-to-right order. For each column Cj , let
ej1 , ej2 , . . . , ejh−1 be the edges between two vertices of Cj , in their natural top-to-bottom order.
If j is odd, we delete all edges eji with i even. If j is even, we delete all edges eji with i odd.
We then remove all vertices of the resulting graph whose degree is 1. This final graph is an
elementary (h × r)-wall and any subdivision of the elementary (h × r)-wall is an (h × r)-wall.
For an example, see Figure 2.
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p

Figure 2 An elementary (4 × 4)-wall. We illustrate an example of the case where h ≥ 4 n(W )/3
and r < 2n in the proof of Theorem 8: Q consists of the red vertices, B is the the grey box, and the
thick edges are a matching in W [Ae , Ae ].
√

I Theorem 8. Let W be an elementary (n × n)-wall with n ≥ 7. Then mimw(W ) ≥
particular, the class of walls has unbounded mim-width.

n
50 .

In

Proof. We let n(W ) = |V (W )| = 2n2 − 2. Consider now a branch decomposition (T, δ) for
W . There exists e ∈ E(T ) such that both partition classes Ae and Ae of V (W ) contain at
least n(W )/3 vertices [38, Lemma 2.3]. Kanj et al. [39, Lemma 4.10] showed that if G is a
graph such that each of its subgraphs has average degree at most d, then any matching M
in G contains an induced matching in G of size at least |M |/(2d − 1). Since W is subcubic,
√
it is sufficient to show that W [Ae , Ae ] has a matching of size n/10. We distinguish two
cases,
according to whether or not one of W [Ae ] and W [Ae ] has a component of size at least
p
n(W )/3.
p
Suppose first that W [Ae ] has a component Q of size at least n(W )/3. The component
Q is contained in a rectangle of the underlying n × 2n grid. Consider the smallest such
rectangle B, i.e., the rectangle whose horizontal sides contain the uppermost and lowermost
vertex in Q and whose vertical sides contain the leftmost and rightmost
vertex in Q. Let h
p
and r be the
height
and
width
of
B,
respectively.
Since
|V
(Q)|
≥
n(W
)/3,
one of h and r
p
4
is at least n(W )/3.
p
Suppose first that h ≥ 4 n(W )/3. If r < 2n, say without loss of generality B does not
intersect column C1 , we do the following. For each row of B, consider the leftmost vertex of
Q in that row (since Q is connected, each row contains at least one vertex of Q). Clearly, the
left neighbours p
of each such vertex belongs to Ae , and so we have a matching in W [Ae , Ae ]
√
of size h − 2 ≥ 4 n(W )/3 − 2, which is at least n/10 when n ≥ 7. If r = 2n, we distinguish
two cases according to whether h = n or not. In the first case (i.e., r = 2n and h = n)
we argue as follows. Since Q is connected, each row of B contains a vertex of Q ⊆ Ae .
Moreover, there are at most 2n/3 rows of B with all vertices contained in Ae , for otherwise
|Ae | > (2n/3) · 2n ≥ 2n(W )/3. So there are at least n/3 rows of B containing a vertex of Ae
and a vertex of Ae . We can therefore find a matching in W [Ae , Ae ] of size at least n/3. In
the second case (i.e., r = 2n and h < n), we proceed as follows. We assume, without loss
of generality, that B does not intersect the uppermost row of the grid. We partition the
columns of B into disjoint layers containing two consecutive columns each. For each layer,
we consider its left column and the uppermost vertex v ∈ Ae therein (since Q is connected,
such a vertex exists). Let v1 be the vertex on the grid above v, let v2 be the vertex to the
right of v and let v3 be the vertex above v2 . By construction, v1 ∈ Ae and if vv1 ∈ E(W ), we
select this edge. Otherwise, vv1 ∈
/ E(W ) and so v2 v3 ∈ E(W ) and we have a path vv2 v3 v1
in W with v ∈ Ae and v1 ∈ Ae . We then select an edge of this path which belongs to
W [Ae , Ae ]. Proceeding similarly for each layer,
W [Ae , Ae ] of size
p we obtain a matching inp
at least r/2 = n. Suppose finally that h < 4 n(W )/3. We have that r ≥ 4 n(W )/3 and we
proceed exactly as in the case r = 2n and h < n to obtain a matching in W [Ae , Ae ] of size
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p
at least r/2 ≥ 4 n(W )/3/2.
It remains
p to consider the situation in which all components of W [Ae ] and W [Ae ] have size
less than
n(W )/3. In particular, since W [Ae ] has more than n(W )/3 vertices, it has more
p
than n(W )/3 components. Let Q1 , . . . , Qk be these components. For each i ∈ {1, . . . , k},
there exists a vertex ui ∈ Qi with a neighbour vi ∈ Ae , as W is connected. Let H be the
subgraph of W [Ae , Ae ] induced by {u1 , . . . , uk } ∪ {v1 , . . . , vk } (notice that we might have
vi = vj for some i 6= j). Let H1 , . . . , H` be the components of H and let ni = |V (Hi )|, for
each i ∈ {1, . . . , `}. By construction, ni ≥ 2, for each i. Moreover, since Hi is a connected
subcubic graph, it has a matching of size at least (ni − 1)/3 ≥ ni /6 [4]. But then H has a
matching of size
r
`
X
ni
|V (H)|
k
1
n(W )
=
≥ ≥ ·
.
6
6
6
6
3
i=1
√

As in all cases we find a matching in W [Ae , Ae ] of size at least
proof.

n
10 ,

this concludes the
J

I Corollary 9. For an integer ∆, let G∆ be the class of graphs of maximum degree at most ∆.
Then the mim-width of G∆ is bounded if and only if ∆ ≤ 2.
A net-wall is a graph that can be obtained from a wall G by performing a clique implant
on each vertex of G having degree three. An example of part of a net-wall is given in Figure 4.
The following lemma is a straightforward consequence of Theorem 8 and Lemma 3.
I Lemma 10. The class of net-walls has unbounded mim-width.
Mengel [41] showed that strongly chordal split graphs, or equivalently (sun3 , sun4 , . . .)-free
split graphs, have unbounded mim-width. We find two more subclasses of split graphs with
unbounded mim-width by using Lemmas 2 and 4.
I Lemma 11. Let G be the class of split graphs, or equivalently (C4 , C5 , 2P2 )-free graphs,
where one of the following properties is satisfied by every G ∈ G:
(i) G has a split partition (C, I) where each vertex in I has degree 2 and each vertex in C
has at most three neighbours in I,
(ii) G has a split partition (C, I) where each vertex in I has degree at most 3, and each
vertex in C has two neighbours in I, or
(iii) G is sunt -free t ≥ 3.
Then G has unbounded mim-width.
Proof. Statement (iii) is due to Mengel [41]. To prove (i) and (ii), let G be a wall, and let G0
be the graph obtained by 1-subdividing each edge of G. Partition V (G0 ) into (A, B), where
B consists of the vertices of degree two introduced by the 1-subdivisions. Observe that G0 is
bipartite, with vertex bipartition (A, B). Let G00 be the graph obtained by making one of A
or B a clique. By Lemmas 2 and 4, mimw(G00 ) ≥ mimw(G)/2. The result now follows from
Theorem 8.
J
A graph is chordal bipartite if it is bipartite and every induced cycle has four vertices.
Brault-Baron et al. [11] showed that the class of chordal bipartite graphs has unbounded
mim-width. Combining their result with Lemma 4, after adding all edges in a colour class,
yields the following:
I Lemma 12. The class of co-bipartite graphs, or equivalently (3P1 , C5 , C7 , C9 , . . .)-free
graphs, has unbounded mim-width.
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As the last result in this section we consider hereditary classes defined by one forbidden
induced subgraph. It is folklore that the class of H-free graphs has bounded clique-width if
and only if H ⊆i P4 (see [26] for a proof). It turns out that the same dichotomy holds for
mim-width.
I Theorem 13. The class of H-free graphs has bounded mim-width if and only if H ⊆i P4 .
Proof. If H ⊆i P4 , then H-free graphs form a subclass of P4 -free graphs. Every P4 -free
graph has clique-width at most 2 [19] and so mim-width at most 2 [47]. Suppose now that
H is a graph such that the class of H-free graphs has bounded mim-width. Recall that
chordal bipartite graphs have unbounded mim-width [11] (see also Section 5). Hence, H is
C3 -free. As co-bipartite graphs, and thus 3P1 -free graphs, and split graphs, or equivalently,
(C4 , C5 , 2P2 )-free graphs, have unbounded mim-width by Lemmas 11 and 12, this means
that H is a (3P1 , 2P2 )-free forest. It follows that H ⊆i P4 .
J

4

New Bounded Cases

In this section, we present three general classes, and two further specific classes, of (H1 , H2 )free graphs having bounded mim-width, but unbounded clique-width. First, we present
the three infinite families of classes of (H1 , H2 )-free graphs. We show that for a class in
one of these three families, there exists a constant k such that for every graph G in the
class, and every X ⊆ V (G), we have that cutmimG (X, X) ≤ k. This implies that every
branch decomposition of G has mim-width at most k. Thus, for a graph in one of these
classes, a branch decomposition of constant mim-width is quickly computable: any branch
decomposition will suffice. Finally, we present two more classes of (H1 , H2 )-free graphs
having bounded mim-width, which do not have this property, but for which we prove that a
branch decomposition of constant width can be computed in polynomial-time.
We make use of Ramsey theory. By Ramsey’s Theorem, for all positive integers a and b,
there exists an integer R(a, b) such that if G is a graph on at least R(a, b) vertices, then G
has either a clique of size a, or an independent set of size b.
Recall that Kr Kr is the graph obtained from 2Kr by adding a perfect matching and
that Kr rP1 is the graph obtained from Kr Kr by removing all the edges in one of
the complete graphs. We let Kr P1 denote the graph obtained from Kr by adding a
single vertex, attached to Kr by a single pendant edge. We also denote C4 + P1 as bowtie.
Examples of these graphs are given in Figure 3.

Figure 3 The graphs K5

K5 , K5

5P1 , K5

P1 , and bowtie = C4 + P1 .

I Theorem 14. Let G be a (Kr rP1 , 2P2 )-free graph for r ≥ 3. Then cutmimG (X, X) <
max{6, r} for every X ⊆ V (G). In particular, mimw(G) < max{6, r}.
Proof. Let k = max{6, r} and let (T, δ) be a branch decomposition of G. Towards a
contradiction, suppose that there exists X ⊆ V (G) such that G[X, X] has an induced
matching of size at least k. Let X 0 = {x1 , x2 , . . . , xk } ⊆ X and Y 0 = {y1 , y2 , . . . , yk } ⊆ X
such that xi yi is an edge of the induced matching for each i ∈ {1, 2, . . . , k}.
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First, observe that for any distinct i, j ∈ {1, 2, . . . , k}, either xi xj or yi yj is an edge,
otherwise G[{xi , xj , yi , yj }] ∼
= 2P2 . We claim that X 0 or Y 0 contains a clique of size 3. Since
0
|X | = k ≥ 6 = R(3, 3), the set X 0 contains either a clique on 3 vertices, or an independent
set on 3 vertices. So we may assume that X 0 contains an independent set on 3 vertices,
{xi , xj , x` } say. Then {yi , yj , y` } is a clique of size 3 contained in Y 0 , proving the claim.
Without loss of generality, we may now assume that X 0 contains a clique of size 3.
Suppose X 0 is not a clique. Then there exist distinct i, j ∈ {1, 2, . . . , k} such that xi is not
adjacent to xj . Now yi yj is an edge, since G is 2P2 -free. Let X 00 be a maximum-sized clique
contained in X 0 , so |X 00 | ≥ 3. Note that {xi , xj } * X 00 , since X 00 is a clique, so we may
assume that xj ∈
/ X 00 . As any pair in X 00 \ {xi } induces an edge that is anticomplete to the
edge yi yj , we see that G contains an induced 2P2 , a contradiction. We deduce that X 0 is a
clique of size k. Now, since G is (Kr rP1 )-free, there exist distinct i, j ∈ {1, 2, . . . , k} such
that yi yj is an edge. Note that since k ≥ 6, there exist distinct s, t ∈ {1, 2, . . . , k} \ {i, j}.
But now xs xt is anticomplete to yi yj , contradicting that G is 2P2 -free.
J
The class of (Kr rP1 , 2P2 )-free graphs for r ∈ {1, 2} is a subclass of P4 -free graphs, and thus
has bounded clique-width and mim-width. However, for r ≥ 3, the class of (Kr rP1 , 2P2 )free graphs has unbounded clique-width [23, Theorem 4.18], whereas Theorem 14 shows it
has bounded mim-width. In particular, (net, 2P2 )-free graphs and (bull, 2P2 )-free graphs
have bounded mim-width but unbounded clique-width.
In our next two results, we present two other new classes of bounded mim-width. We
omit the proof of the second result.
P1 , tP2 )-free graph for r ≥ 1 and t ≥ 1. Then
I Theorem 15. Let G be a (Kr
cutmimG (X, X) < R(r, R(r, t)) for every X ⊆ V (G). In particular, mimw(G) < R(r, R(r, t)).
Proof. Let k = R(r, R(r, t)) and let (T, δ) be a branch decomposition of G. Towards a
contradiction, suppose that there exists X ⊆ V (G) such that G[X, X] has an induced
matching of size at least k. Let X 0 = {x1 , x2 , . . . , xk } ⊆ X and Y 0 = {y1 , y2 , . . . , yk } ⊆ X
such that xi yi is an edge of the induced matching for each i ∈ {1, 2, . . . , k}.
Since |X 0 | = k = R(r, R(r, t)), the set X 0 contains either a clique of size r, or an
independent set of size R(r, t). Suppose there is some J ⊆ {1, 2, . . . , k} such that XJ = {xi :
i ∈ J} is a clique of size r. Then, for an arbitrarily chosen j ∈ J, the vertices XJ ∪ {yj }
induce a Kr P1 , a contradiction. So X 0 contains an independent set of size R(r, t). Let
I ⊆ {1, 2, . . . , k} such that XI = {xi : i ∈ I} is an independent set of size R(r, t), and
consider the set YI = {yi : i ∈ I}. Since |YI | = R(r, t), the set YI either contains a clique of
size r, or an independent set of size t. In the former case, G contains an induced Kr P1 ,
while in the latter case, G contains an induced tP2 , a contradiction.
J
I Theorem 16. Let G be a (Kr Kr , sP1 + P2 )-free graph for r ≥ 1 and s ≥ 0. Then
cutmimG (X, X) < R(R(r, s + 1), s + 1) for every X ⊆ V (G). In particular, mimw(G) <
R(R(r, s + 1), s + 1).
Note that (Kr P1 , tP2 )-free graphs have unbounded clique-width if and only if r ≥ 3,t ≥ 3,
or r ≥ 4, t ≥ 2 [23, Theorem 4.18]. Note also that (Kr Kr , sP1 + P2 )-free graphs have
unbounded clique-width if and only if r = 2, s ≥ 3, or r ≥ 3, s ≥ 2 [23, Theorem 4.18].
Our final results of the section resolve the remaining cases where |V (H1 )| + |V (H2 )| ≤ 8
(we omit their proofs). For these results, we employ the following approach. Suppose we
wish to show that the class of (H10 , H20 )-free graphs is bounded, where H10 ⊆i H1 for one of
the pairs (H1 , H2 ) appearing in Theorems 14 to 16. If G is a H2 -free graph in the class,
then we can compute a branch decomposition of constant mim-width by one of Theorems 14
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Figure 4 A particular 4-colouring of a net-wall, used in the proof of Theorem 21.

to 16. So it remains only to show that we can compute a branch decomposition of constant
mim-width for (H10 , H20 )-free graphs having an induced subgraph isomorphic to H2 . For
example, when H10 = 2P2 and H20 = K1,3 , we exploit the structure of (2P2 , K1,3 )-free graphs
having an induced K3 3P1 to prove the next lemma, and, together with Theorem 14,
obtain Theorem 18. Similarly, when H10 = 2P1 + P2 and H20 = bowtie (see Figure 3), we use
Lemma 19 and Theorem 16 to obtain Theorem 20.
I Lemma 17. Let G be a connected (2P2 , K1,3 )-free graph. Given X ⊆ V (G) such that
G[X] ∼
= Kr rP1 for some r ≥ 3, where X is maximal, we can construct, in O(n) time, a
branch decomposition (T, δ) of G such that mimwG (T, δ) = 1.
I Theorem 18. Let G be a (2P2 , K1,3 )-free graph. Then mimw(G) < 6, and one can
construct, in polynomial time, a branch decomposition (T, δ) of G with mimwG (T, δ) < 6.
I Lemma 19. Let G be a (2P1 + P2 , bowtie)-free graph. Given X ⊆ V (G) such that
G[X] ∼
= Kr Kr for some r ≥ 5, where X is maximal, we can construct, in O(n) time, a
branch decomposition (T, δ) of G such that mimwG (T, δ) = 2.
I Theorem 20. Let G be a (2P1 +P2 , bowtie)-free graph. Then mimw(G) < R(14, 3), and one
can construct, in polynomial time, a branch decomposition (T, δ) of G with mimwG (T, δ) <
R(14, 3).

5

New Unbounded Cases

We present a number of graph classes of unbounded mim-width, starting with following two
theorems (we omit the proof of the second theorem).
I Theorem 21. The class of (diamond, 5P1 )-free graphs has unbounded mim-width.
Proof. For every integer k, we will construct a (diamond, 5P1 )-free graph G such that
mimw(G) > k. By Lemma 10, for any integer k there exists a net-wall W such that
mimw(W ) > 4k. We partition the vertex set V (W ) into four colour classes (V1 , V2 , V3 , V4 ) as
illustrated in Figure 4. Observe that, for each i ∈ {1, 2, 3, 4}, the set Vi is independent, and
no two distinct vertices v, v 0 ∈ Vi have a common neighbour; that is, NW (v) ∩ NW (v 0 ) = ∅.
Let G be the graph obtained from W by making each of V1 , V2 , V3 and V4 into a clique.
By Lemma 4, mimw(G) ≥ mimw(W )/4 > k. Since any set of five vertices of G contains at
least two vertices in one of V1 , V2 , V3 , and V4 , and each of these four sets is a clique, G is
5P1 -free.
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It remains to show that G is diamond-free. First, observe that if G[X] ∼
= K3 for some
X ⊆ V (G) with |X ∩ Vi | ≥ 2 for some i ∈ {1, 2, 3, 4}, then, since no two vertices in Vi have a
common neighbour in W , it follows that X ⊆ Vi . Now, towards a contradiction, suppose
G[Y ] ∼
= diamond for some Y ⊆ V (G). Then Y is the union of two sets X 0 and X 00 that
induce triangles in G, and |X 0 ∩ X 00 | = 2. Since W is diamond-free, we may assume that
W [X 0 ] is not a triangle. Then X 0 contains at least two vertices of Vi for some i ∈ {1, 2, 3, 4}.
By the earlier observation, X 0 ⊆ Vi . Since |X 0 ∩ X 00 | = 2, we then have |X 00 ∩ Vi | ≥ 2, so
X 00 ⊆ Vi , and hence Y ⊆ Vi . But this implies that Y is a clique in G; a contradiction. So G
is diamond-free.
J
I Theorem 22. The class of (4P1 , 3P1 + P2 , P1 + 2P2 )-free graphs has unbounded mim-width.
Next we use the construction of a chordal bipartite graph G0 from a graph G, given in [11]2 .
Let G = (V, E) be a graph. We take two copies of V labelled as follows: X = {xv : v ∈ V }
and Y = {yv : v ∈ V }. To construct G0 , start with a complete bipartite graph with vertex
bipartition (X, Y ), and add, for each edge e ∈ E with endpoints u and v, two paths: an xu yv S
path xu qe te yv , and an xv yu -path xv qe0 t0e yu . For convenience, we let Q = e∈E(G) {qe , qe0 } and
S
T = e∈E(G) {te , t0e }. Observe that (X, Y, Q, T ) partitions V (G0 ); see also Figure 5.
Y
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tab t0bc
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0
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0
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Figure 5 The graphs G0 and G00 , excluding edges between X and Y .

We need two lemmas. The first one is due to Baron, Capelli and Mengel. We omit the
proof of the second one.
I Lemma 23 ([11, Lemmas 15 and 16]). For any graph G, the graph G0 is chordal bipartite,
Moreover, if G is bipartite, then mimw(G0 ) ≥ tw(G)/6, where tw(G) denotes the treewidth
of G.
I Lemma 24. For any graph G, the chordal bipartite graph G0 is (P8 , P3 + P6 , S1,1,5 )-free.
Lemma 24 is tight in the following sense: for some graph G, the graph G0 can contain, as an
induced subgraph, tP2 + P7 or tP5 for any non-negative integer t, or S2,2,4 .
Theorem 25 now follows from Lemmas 23 and 24 and the fact that bipartite graphs can
have arbitrarily large treewidth (see, e.g., [47]). We use Lemma 4 to obtain Theorems 26
and 27 (proofs omitted).
I Theorem 25. The class of chordal bipartite (P8 , P3 + P6 , S1,1,5 )-free graphs has unbounded
mim-width.
2

Alternatively, we could take a wall, which has bipartition classes A and B; 2-subdivide all of its edges;
and make A complete to B. The resulting graph has the same structure as G0 and can have arbitrarily
large mim-width due to Theorem 8 and Lemmas 2 and 4.
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Figure 6 The graphs K5

P1 = K1,4 + P1 , K1,3 + 2P1 , S1,1,2 , paw, hammer, diamond and gem.

I Theorem 26. The class of (4P1 , gem, P1 + 2P2 )-free graphs has unbounded mim-width.
I Theorem 27. The class of (diamond, 2P3 )-free graphs has unbounded mim-width.
We now describe the construction of a graph G00 from a graph G = (V, E). This
construction is similar to the construction of G0 ; we adapt the approach taken by [11] to
construct graphs with arbitrarily large mim-width. Take two copies of V labelled as follows:
X = {xv : v ∈ V } and Y = {yv : v ∈ V }. Construct a graph G00 on vertex set X ∪ Y ∪ Z
S
where Z = e∈E(G) {ze , ze0 }. Start with a complete bipartite graph with vertex bipartition
(X, Y ), and add, for each edge e ∈ E with endpoints u and v, two paths xu ze yv and xv ze0 yu .
Observe that G00 is 3-partite, with colour classes (X, Y, Z); see also Figure 5.
The following lemma is proven by modifying the proof of Lemma 23 given in [11].
Alternatively, we could take the n × n wall W , which has bipartition classes A and B;
1-subdivide each edge of W ; and make A complete to B. By applying Theorem 8 and
Lemmas 2 and 4, we obtain a lower bound on the mim-width in terms of n.
I Lemma 28. If G is a bipartite graph, then mimw(G00 ) ≥ tw(G)/6.
We use Lemma 28 to show the following theorem (proof omitted).
I Theorem 29. The class of (K4 , diamond, P6 , P2 +P4 )-free graphs has unbounded mim-width.

6

State of the Art

We show the consequences of the results from Sections 3–5 for the boundedness and unboundedness of mim-width of classes of (H1 , H2 )-free graphs. We will also make a comparison
between the results for mim-width and clique-width. In contrast to the situation where only
one induced subgraph is forbidden, we note many differences when two induced subgraphs
H1 and H2 are forbidden. Figure 6 illustrates a number of graphs used in the section.
Our first summary theorem follows from combining our results with known results
from [5, 6, 7, 8, 9, 10, 12, 21, 22, 24, 25, 26, 37, 42] (proof details omitted). It gives all pairs
(H1 , H2 ) for which the mim-width of the class of (H1 , H2 )-free graphs is bounded. This
theorem gives more bounded cases than the corresponding summary theorem for boundedness
of clique-width of classes of (H1 , H2 )-free graphs, which can be found in [23] and which we
need for our proof. To get the summary theorem for clique-width, replace Cases (x)–(xv) of
Theorem 30 by the more restricted case where H1 = Ks and H2 = tP1 for some s, t ≥ 1.
I Theorem 30. For graphs H1 and H2 , the mim-width of the class of (H1 , H2 )-free graphs
is bounded and quickly computable if one of the following holds:
(i) H1 or H2 ⊆i P4 ,
(ii) H1 ⊆i paw and H2 ⊆i K1,3 + 3P1 , K1,3 + P2 , P1 + P2 + P3 , P1 + P5 , P1 + S1,1,2 ,
P2 + P4 , P6 , S1,1,3 or S1,2,2 ,
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(iii) H1 ⊆i P1 + P3 and H2 ⊆i K1,3 + 3P1 , K1,3 + P2 , P1 + P2 + P3 , P1 + P5 , P1 + S1,1,2 ,
P2 + P4 , P6 , S1,1,3 or S1,2,2 ,
(iv) H1 ⊆i diamond and H2 ⊆i P1 + 2P2 , 3P1 + P2 or P2 + P3 ,
(v) H1 ⊆i 2P1 + P2 and H2 ⊆i P1 + 2P2 , 3P1 + P2 or P2 + P3 ,
(vi) H1 ⊆i gem and H2 ⊆i P1 + P4 or P5 ,
(vii) H1 ⊆i P1 + P4 and H2 ⊆i P5 ,
(viii) H1 ⊆i K3 + P1 and H2 ⊆i K1,3 ,
(ix) H1 ⊆i 2P1 + P3 and H2 ⊆i 2P1 + P3 ,
(x) H1 ⊆i 2P1 + P2 and H2 ⊆i bowtie,
(xi) H1 ⊆i K1,3 and H2 ⊆i 2P2 ,
(xii) H1 ⊆i Kr for r ≥ 1 and H2 ⊆i sP1 + P5 for s ≥ 0,
(xiii) H1 ⊆i Kr rP1 for r ≥ 1 and H2 ⊆i 2P2 ,
(xiv) H1 ⊆i Kr P1 for r ≥ 1 and H2 ⊆i tP2 for t ≥ 1, or
(xv) H1 ⊆i Kr Kr for r ≥ 1 and H2 ⊆i sP1 + P2 for s ≥ 0.
Our second summary theorem, on the unbounded cases of mim-width, follows from combining
results in previous sections (proof details omitted). We let S be the class of graphs every
connected component of which is either a subdivided claw or a path. We let N denote the
class of graphs that contain a connected component with either a cycle of length at least 4
or at least two (not necessarily vertex-disjoint) triangles; note, for example, that N contains
C4 , diamond, and K4 .
I Theorem 31. For graphs H1 and H2 , the class of (H1 , H2 )-free graphs has unbounded
mim-width if one of the following holds:
(i) H1 ∈
/ S and H2 ∈
/ S,
(ii) H1 ⊇i C3 and H2 ⊇i P3 + P6 , P8 or S1,1,5 ,
(iii) H1 ⊇i K1,3 and H2 ∈ N ,
(iv) H1 ⊇i diamond and H2 ⊇i 5P1 , P2 + P4 , 2P3 or P6 ,
(v) H1 ⊇i 3P1 and H2 ⊇i 3P1 , C5 or C2s+1 for s ≥ 3,
(vi) H1 ⊇i 4P1 and H2 ⊇i gem, 3P1 + P2 or P1 + 2P2 ,
(vii) H1 ⊇i 2P2 and H2 ⊇i C4 , C5 , K1,4 , 2P2 , 3P1 + P2 or sunt for t ≥ 3, or
(viii) H1 ⊇i K4 and H2 ⊇i P2 + P4 or P6 .
We note that the situation for the unbounded cases is again different from the situation for
the unbounded cases of clique-width. For example, (H1 , H2 )-free graphs have unbounded
clique-width if both H1 ∈
/ S and H2 ∈
/ S (see, for example, [26]). Take, for instance, H1 = 4P1
and H2 = 2P2 . Then H1 = K4 and H2 = C4 , and thus H1 ∈
/ S and H2 ∈
/ S, so (H1 , H2 )free graphs have unbounded clique-width. However, by Theorem 30-(xiii), (H1 , H2 )-free
graphs have bounded mim-width. As (H1 , H2 )-free graphs have unbounded mim-width by
Theorem 31-(i), this example also shows that the complementation operation, a standard tool
for working with clique-width, cannot be used for mim-width. Consequently, for mim-width
there are many more open cases than the only five open cases for clique-width [23]. In order
to get a handle on the open cases for mim-width, we now present some consequences of
Theorems 30 and 31.
We first note that Theorems 30 and 31 cover all pairs (H1 , H2 ) with |V (H1 )|+|V (H2 )| ≤ 8.
I Corollary 32. Let H1 and H2 be graphs with |V (H1 )| + |V (H2 )| ≤ 8. Then the pair
(H1 , H2 ) satisfies Theorem 30 or Theorem 31.
We now present two open problems involving some particular open cases arising from
Theorems 30 and 31.
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I Open Problem 1. Let H1 and H2 be forests. Then (un)boundedness of mim-width of
(H1 , H2 )-free graphs is open if and only if
1. H1 = 2P2 and H2 = K1,3 + sP1 for s ≥ 1, or
2. H1 = 2P2 and H2 = S1,1,2 + sP1 for s ≥ 0.
I Open Problem 2. Let H1 and H2 be connected graphs. Then (un)boundedness of mimwidth of (H1 , H2 )-free graphs is open if and only if
1. H1 = P5 and H2 = S1,1,2 or K1,r + sP1 for r ≥ 3 and s ∈ {1, 2},
2. H1 = P7 or Sh,i,j for h ≤ i ≤ j ≤ 4 with i + j ≤ 6 ≤ h + i + j and H2 = C3 or paw, or
3. H1 = K1,3 or S1,1,2 and H2 = hammer.

7

Conclusion

We extended the toolkit for proving (un)boundedness of mim-width of hereditary graph
classes. Using the extended toolkit, we found new classes of (H1 , H2 )-free graphs of bounded
and unbounded mim-width. We showed that the situation for mim-width of hereditary graph
classes is different from the situation for clique-width, even when only two induced subgraphs
H1 and H2 are forbidden. For future work, Open Problems 1 and 2 deserve attention. In
particular, the class of (P5 , K1,r + sP1 )-free graphs, for r ≥ 3 and s ∈ {1, 2} (Case 1 of
Open Problem 2), is the only remaining infinite family. Moreover, a similar approach to
Theorem 18 might be conducive to resolving further open cases where H1 = 2P2 .
Another interesting case is when H1 = Kr for some r. For r ≥ 4, Theorems 30 and 31
imply that the mim-width of the class of (Kr , H2 )-free graphs is bounded and quickly
computable when H2 ⊆i sP1 + P5 or tP2 , and unbounded when H2 ⊇i K1,3 , P2 + P4 , or P6 ,
or H2 ∈
/ S. It can be shown that all remaining cases belong to one infinite family: when
H2 = tP2 + uP3 for u ≥ 1 and t + u ≥ 2. For any H2 such that mim-width is bounded and
quickly computable for the class of (Kr , H2 )-free graphs, k-Colouring is polynomial-time
solvable for all k < r (for example, see [12] when H2 ⊆i sP1 + P5 ). For problems having
polynomial-time algorithms when mim-width is bounded and quickly computable, we obtain
nf (ω(G)) -time algorithms, for some function f , when restricted to H2 -free graphs; that is, XP
algorithms parameterized by ω(G) (the size of the largest clique in G). Recently, Chudnovsky
et al. [17] showed that for P5 -free graphs, there exists an nO(ω(G)) -time algorithm for Max
Partial H-Colouring, a problem generalizing Maximum Independent Set and Odd
Cycle Transversal, and which is polynomial-time solvable when mim-width is bounded
and quickly computable.
One could also consider the class of (rP1 , H2 )-free graphs, for an integer r and a graph H2 ,
and similarly obtain, for many problems, XP algorithms parameterized by α(G) for the
class of H2 -free graphs, where α(G) is the size of the largest independent set in G. For
r ≥ 5, Theorems 30 and 31 imply that the mim-width of the class of (rP1 , H2 )-free graphs
is bounded and quickly computable when H2 ⊆i Kt Kt for some t, and unbounded when
H2 is not co-bipartite, or H2 ⊇i diamond. All unresolved cases belong to the infinite family
H2 = Ks,t + P1 for s, t ≥ 2 (note that if s = t = 2, then H2 = bowtie).
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1

Introduction

The longest increasing subsequence is a fundamental computational problem that has led to
numerous discoveries in algorithms as well as combinatorics. The motivation behind this
work is a generalization of the longest increasing subsequence problem, known as the longest
heapable subsequence problem, introduced by Byers, Heeringa, Mitzenmacher, and Zervas
[5]. We begin by defining this problem. A rooted tree whose nodes are labeled with values
has the heap property if the value of every node is at least that of its parent; a sequence of
natural numbers is heapable if the elements can be sequentially placed one at a time to form
a binary tree with the heap property. For example, the sequence 1, 5, 3, 2, 4 is not heapable
while the sequence 1, 3, 3, 2, 4 is heapable. Throughout this work, we will be interested in
sequences whose elements are natural numbers. In the longest heapable subsequence problem,
the goal is to find a longest heapable subsequence of a given sequence. Although the longest
increasing subsequence problem is solvable in polynomial-time, the complexity of the longest
heapable subsequence problem is still open.
The problem of verifying if a given sequence is heapable, although non-trivial, is solvable
efficiently using a greedy approach [5]. In order to address the longest heapable subsequence
problem, Porfilio [12] observed a connection to a graph problem on directed acyclic graphs
(DAGs). The permutation DAG associated with a sequence σ = (σ(1), σ(2), . . . , σ(n)),
denoted PermDAG(σ), is obtained by introducing a vertex ti for every sequence element
i ∈ [n], and arcs (tj , ti ) for every i, j ∈ [n] such that i < j and σ(i) ≤ σ(j). We recall
that a directed graph G is a permutation DAG if there exists a sequence τ such that G is
isomorphic to PermDAG(τ ). We need the notion of a binary tree in a given directed graph G:
a subgraph T of G is an r-rooted binary tree if r is the unique vertex in T with no outgoing
edges, every vertex in T has a unique directed path to r in T , and every vertex in T has
in-degree at most 2 in T ; the size of T is the number of vertices in T . Porfilio showed that a
longest heapable subsequence of a given sequence σ is equivalent to a maximum-sized binary
tree in PermDAG(σ). This result raises the question of whether one can efficiently find a
maximum-sized binary tree in a given permutation DAG. The complexity of this problem
also remains open.
In an earlier work [6], we showed that maximum-sized binary tree in arbitrary input
directed graphs is fixed-parameter tractable when parameterized by the solution size: we gave
a 2k nO(1) time algorithm, where k is the size of the largest binary tree and n is the number
of vertices in the input graph. This also implies that the longest heapable subsequence
problem is fixed-parameter tractable when parameterized by the solution size. In this work,
we consider two alternative parameterizations for the maximum-sized binary tree/longest
heapable subsequence problem.
Firstly, we show that the longest heapable subsequence problem is fixed-parameter
tractable when parameterized by the number of distinct values in the input sequence. Next,
we introduce alphabet size as a new parameter in the study of computational problems in
permutation DAGs. Our algorithmic result for longest heapable subsequence problem implies
that the maximum-sized binary tree problem in a given permutation DAG is fixed-parameter
tractable when parameterized by the alphabet size. We currently do not know how to compute
the alphabet size of a given permutation DAG. As a stepping stone towards computing
alphabet size, we show that alphabet size with respect to a fixed topological ordering can be
computed efficiently and it also admits a min-max relation and a polyhedral description.
Our results suggest that alphabet size is an interesting parameterization for computational
problems defined on permutation DAGs and merits a thorough study. Finally, we design a
fixed-parameter algorithm for the maximum-sized binary tree problem in undirected graphs
when parameterized by treewidth. We elaborate on our contributions now.
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Results

Our first result shows that the longest heapable subsequence problem is fixed-parameter
tractable when parameterized by the number of distinct values in the sequence.
I Theorem 1. There exists an algorithm that takes as input an n-length sequence τ with
k distinct values and returns a longest heapable subsequence of τ in time (k + 1)! · k · O(n).
Equivalently, our algorithm returns a maximum-sized binary tree in PermDAG(τ ).
We emphasize that our algorithm also works in the streaming model of computation – i.e.,
when the input sequence arrives one by one and the algorithm has to find the longest heapable
subsequence of the input that has arrived so far with sublinear memory (in particular, the
algorithm does not have the capability to store the entire input sequence seen so far). The
space complexity of our algorithm is (k + 1)! · k · O(log n) and is logarithmic for constant k.
Theorem 1 can also be viewed as a fixed-parameter algorithm to find a maximum-sized
binary tree in a given permutation DAG when parameterized by alphabet size. We define
this parameter now. We note that for a fixed permutation DAG G, there could be several
sequences τ such that PermDAG(τ ) is isomorphic to G (e.g., see Figure 1). In fact, there
could be sequences τ1 and τ2 such that the difference between the number of distinct symbols
in τ1 and τ2 may be arbitrarily large – e.g., consider an n-vertex tournament DAG G in its
unique topological ordering (all arcs oriented in the backward direction) which is isomorphic
to PermDAG(τ1 ) as well as PermDAG(τ2 ) where τ1 = (1, 2, . . . , n) and τ2 = (1, 1, . . . , 1). This
motivates our parameterization for permutation DAGs: The alphabet size of a n-vertex
permutation DAG G, denoted α(G), is defined as follows (see Figure 1 for an example):
α(G) := min{k : ∃ sequence τ ∈ [k]n with PermDAG(τ ) being isomorphic to G}.
We recall that directed graphs G = (V, A) and G0 = (V,0 , A0 ) are isomorphic if there exists a
bijection φ : V 0 → V such that (u0 , v 0 ) ∈ A0 if and only if (φ(u0 ), φ(v 0 )) ∈ A. Theorem 1 also
implies that there exists an algorithm that takes as input, an n-vertex permutation DAG G
and a sequence τ with α(G) = k distinct values such that PermDAG(τ ) is isomorphic to G
and returns a maximum-sized binary tree in G in time (k + 1)! · k · O(n), i.e., a fixed-parameter
algorithm for maximum-sized binary tree in permutation DAGs when parameterized by
alphabet size.
b
a

d
c

G

t1

t2

t3

t4

PermDAG(τ1 = (2, 3, 1, 2))

t1

t2

t3

t4

PermDAG(τ2 = (2, 1, 2, 1))

Figure 1 Let G be the input permuation DAG. The graph G is isomorphic to PermDAG(τ1 ) and
PermDAG(τ2 ). The sequence τ1 = (2, 1, 2, 1) uses only two distinct values, which turns out to be the
minimum, so α(G) = 2.

Next, we explore algorithmic aspects of our newly defined parameter, namely the alphabet
size. A natural question is whether the alphabet size of a given permutation DAG can
be computed in polynomial-time. Currently, we do not know the answer to this question.
However, there is a natural related problem that seems like a stepping stone towards resolving
the complexity of computing the alphabet size of permutation DAGs. We define this related
problem now.
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We recall that every DAG G = (V, A) admits a topological ordering – a bijection
γ : V → [n] corresponding to a permutation of its n vertices such that every arc (v, u) ∈ A
has γ(u) < γ(v) (i.e., all edges are oriented in the backward direction with respect to
the ordering defined by γ). For a fixed topological ordering γ : V → [n] of an n-vertex
permutation DAG G, we define the γ-alphabet size of G, denoted α(G, γ), as follows (see
Figure 2 for an example illustrating the definition):

α(G, γ) := min k : ∃ sequence τ ∈ [k]n with PermDAG(τ ) = ({t1 , . . . , tn }, A0 )
being isomorphic to G under the mapping φ : {t1 , . . . , tn } → V (G)
o
given by φ(ti ) = γ −1 (i) ∀ i ∈ [n] .
We note that the optimization problem α(G, γ) may be infeasible in which case, we use
α(G, γ) := ∞ as the convention. The following relationship between alphabet size and
γ-alphabet size is immediate for a permutation DAG G:
α(G) = min{α(G, γ) : γ is a topological ordering of G}.

c

a

d

b

γ −1 (1)

γ −1 (2)

γ −1 (3)

γ −1 (4)

φ(t1 )

t1

φ(t2 )

t2

φ(t3 )

t3

φ(t4 )

t4

Figure 2 The graph at the top corresponds to G in topological order γ where γ(c) = 1, γ(a) = 2,
γ(d) = 3, and γ(b) = 4. The graph at the bottom corresponds to PermDAG(τ = (2, 1, 2, 1)).
Note that the two graphs are isomorphic under the mapping φ : {t1 , t2 , t3 , t4 } → V (G) given by
φ(t1 ) = γ −1 (1) = c, φ(t2 ) = γ −1 (2) = a, φ(t3 ) = γ −1 (3) = d, and φ(t4 ) = γ −1 (4) = b (shown by
dotted lines). We have that α(G, γ) = 2 and is achieved by the sequence τ .

As a stepping stone towards understanding α(G), we show that α(G, γ) for a given
topological ordering γ of G (i.e., the γ-alphabet size of G) can be computed in polynomial
time.
I Theorem 2. There exists a polynomial-time algorithm that takes a permutation DAG G
and a topological ordering γ of G as input and detects if α(G, γ) is finite and if so, then
returns a sequence that achieves α(G, γ).
Our algorithm underlying Theorem 2 also reveals a min-max relation for γ-alphabet
size that we describe now. Let G = (V, A) be a permutation DAG with n vertices and
→
−
let γ : V → [n] be a topological ordering of G such that α(G, γ) is finite. Let E :=
→
−
{(u, v) : γ(u) < γ(v) and (v, u) 6∈ A} and H(G, γ) := (V, A ∪ E ). We note that H(G, γ) is a
→
−
tournament.2 Also, let w : A ∪ E → {0, 1} be an arc weight function for H(G, γ) defined as
follows:

0 if e ∈ A,
w(e) :=
−
1 if e ∈ →
E.

2

A tournament is a directed graph H = (V, A) in which we have exactly one of the two arcs (v, u) and
(u, v) for every pair of distinct vertices u, v ∈ V .
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Then, we have the following min-max relation for the minimization problem corresponding
to α(G, γ).
I Theorem 3. Let G = (V, A) be a permutation DAG and γ be a topological ordering of V
such that α(G, γ) is finite. Then,


X

α(G, γ) = 1 + max
w(e) : P is a path in H(G, γ) .


e∈P

In addition to the algorithm and the min-max relation, we give a polyhedral description
(see Theorem 19 in Section 3.3) that also leads to an LP-based algorithm to compute
α(G, γ). We believe that alphabet size, as a parameter, is likely to be useful in the context of
permutation DAGs and consequently, merits a thorough study. We view Theorems 2 and 3
as stepping stones towards the problem of efficiently computing the alphabet size of a given
permutation DAG and Theorem 1 to be an application of this parameter. Resolving the
complexity of computing the alphabet size is an intriguing open problem.
Next, we address the maximum binary tree problem in undirected graphs with bounded
treewidth. Here, we are given an undirected graph G and the goal is to find a subgraph
that is a binary tree with maximum number of nodes. An undirected graph is said to be a
binary tree if the graph is acyclic and every vertex has degree at most 3. We observe that
the existence of a binary tree can be expressed as a monadic second order logic property
and hence, extensions of Courcelle’s theorem [7] can be used to obtain an algorithm for
maximum-sized binary tree that runs in time f (w)n for some function f (w), where n is
the number of vertices and w is the treewidth of the input graph. However, the run-time
dependence f (w) is at least doubly exponential on the treewidth w in this approach. We
improve this dependence substantially.
I Theorem 4. Given a tree decomposition of an n-vertex undirected graph G with treewidth
w, there exists an algorithm to find a maximum-sized binary tree in G in time wO(w) n.

1.2

Related Work

Heapability of integer sequences was introduced in [5] and has been investigated further in
[9, 12, 10, 2, 3, 4, 1]. Heapability of integer sequences can be decided by a simple greedy
algorithm [5] (see also [10] for an alternate approach based on integer programming, and [1]
for connections with Dilworth’s theorem and an algorithm based on network flows). Besides
introducing the longest heapable subsequence problem, [5] also showed that deciding if a
sequence can be arranged in a complete binary heap is NP-complete.
Heapable sequences of integers can be regarded as “loosely increasing”. The celebrated
Ulam-Hammesley problem aims to understand the length of the longest increasing sequence
of a random permutation. This has a long history with deep connections to many areas
of science (e.g., see [13]). [5] studied the counterpart of this problem for heapability: they
showed that the longest heapable subsequence of a random permutatoin of length n is of size
n − o(n) with high probability and it can also be found in an online fashion.
As mentioned earlier, Porfilio [12] showed that the longest heapable subsequence is
equivalent to solving the maximum-sized binary tree problem in permutation DAGs. In an
earlier work [6], we showed that the maximum-sized binary tree problem is NP-hard in DAGs
and showed further inapproximability results. We also gave a fixed-parameter algorithm for
the maximum binary tree problem when parameterized by the solution size. Furthermore, we
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designed a polynomial-time algorithm to solve the maximum-sized binary tree problem in the
special class of bipartite permutation graphs. It is also known that maximum-sized binary
tree problem in DAGs induced by sets of intervals can be solved in polynomial time [1].
Organization. In Section 2, we present the fixed-parameter algorithm for longest heapable
subsequence when parameterized by the alphabet size and prove Theorem 1. In Section 3,
we address the problem of computing γ-alphabet size and present a min-max relation. We
present a polyhedral description for γ-alphabet size that leads to an LP-based algorithm for
α(G, γ) in Section 3.3. Due to page limits, we present our fixed-parameter algorithm for
computing a maximum-sized binary tree in bounded treewidth graphs in the full version.

2

Longest heapable subsequence parameterized by alphabet size

In this section, we prove Theorem 1 by giving a (k + 1)! · k · O(n)-time algorithm to compute
the longest heapable subsequence of a given n-length sequence containing k distinct values.
We begin with certain useful definitions. Given a rooted non-empty binary tree T , we define
the extended binary tree Ext(T ) by introducing new leaf nodes in a way that makes every
node in T have exactly 2 children. The nodes in T are also referred to as internal nodes, and
the new leaf nodes are referred to as external nodes (see Figure 3). We will denote a directed
binary tree where each node is labeled by some number in [k] := {1, 2, . . . , k} such that the
labels on every leaf to root path is non-increasing as a heap over alphabet [k].
I Definition 5 (Shape). Given a heap H over alphabet [k], we define its shape as a tuple
x = (x0 , x1 , . . . , xk−1 , xk ), where xi is the number of external nodes whose parents have label
i in Ext(H). We also follow the convention that the shape of an empty heap is (1, 0, . . . , 0).

1
c

3
a

b

Figure 3 Given a binary tree T composed of two nodes 1 and 3, the extended binary tree Ext(T )
has two internal nodes 1 and 3, and three new external nodes a, b, and c. Suppose k = 4. The shape
of the heap above is x = (x0 , x1 , x2 , x3 , x4 ) = (0, 1, 0, 2, 0) because the parent of a and b has label 3
and the parent of c has label 1.

Intuitively, an external node represents the location of a potential future insertion into
the heap. Since an insertion is effectively replacing an external node with a new internal
node (thus introducing two new external nodes), it is captured by simple manipulations
of shapes. This naturally leads us to defining insertions with respect to shapes. Given a
shape x = (x0 , . . . , xk ) and labels a ≤ b, the shape obtained by inserting b under a, denoted
x(a ← b), is defined as


if xa > 0 and a = b,
(x0 , . . . , xa−1 , xa + 1, xa+1 , . . . , xk )
x (a ← b) :=

(x0 , . . . , xa−1 , xa − 1, xa+1 , . . . , xb−1 , xb + 2, xb+1 , . . . , xk )


⊥

if xa > 0 and a < b,

if xa = 0.

For example, consider the shape x = (0, 1, 0, 2, 0). The shape x (1 ← 2) is (0, 0, 2, 2, 0), and
the shape x(2 ← 3) is ⊥. Given a heap H and a sequence a = (a1 , . . . , an ), consider a longest
subsequence of a which can be sequentially inserted to H as leaf nodes while maintaining
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the heap property. We will call such a subsequence a longest heapable subsequence starting
from H. We observe that the longest heapable subsequence of a given sequence starting
from H depends only the shape of H and not the precise structure of H (i.e., the optimum
does not change for two different heaps H1 and H2 sharing the same shape). Therefore, it is
equivalent and also convenient to consider the longest heapable subsequence problem starting
from an initial shape instead of an initial heap. This line of thought also suggests a natural
dynamic programming approach where the subproblems are specified by shapes.
To analyze the running time, we need to upper bound the number of subproblems,
which is the same as the number of distinct shapes. As a starting point, the number of
distinct shapes can be upper bounded by nO(k) . This is because in any n-node heap H
there are exactly n + 1 external nodes in Ext(H) (an elementary property of binary trees).
Therefore, the number of shapes is bounded by the number of non-negative integral solutions
to x0 + x1 + . . . + xk = n + 1, which is nO(k) . Although this estimate seems like a very crude
upper bound, bringing down the estimate into the fixed-parameter regime (i.e., f (k)nO(1) )
seems very difficult. We employ additional ideas to design a fixed-parameter algorithm.
Consider the longest heapable subsequence problem starting from initial shape x =
(x0 , x1 , . . . , xk ). Suppose that the initial shape also satisfies the condition that xj ≥ k − j + 1
for some j ∈ [k]. Our key observation is that all elements with labels at least j are heapable
from x: we can reserve an external node attached to j for each label v ∈ {j, j + 1, . . . , k},
which can then be used to form a chain of elements with the same label v. Essentially, once
we have reached the shape x, there are “infinitely” many external nodes available for future
elements with label at least j, and hence, we no longer need to keep track of the precise
values of xj , xj+1 , . . . , xk . This motivates the following notion of refined shapes.
I Definition 6 (Refined shapes). A tuple (x0 , x1 , . . . , xk ) is a refined shape (over alphabet
size k) if for each j ∈ {0, 1, . . . , k} we have xj ∈ {0, 1, . . . , k − j} ∪ {∞}, and xj = ∞ implies
x` = ∞ for all ` > j. We will write Xk for the set of all refined shapes over alphabet size k.
We are going to see later that the total number of refined shapes is bounded by O((k +1)!).
The operation refine(·) introduced below formalizes the intuition discussed earlier.
I Definition 7. Let x = (x0 , . . . , xk ) be such that xj ∈ N ∪ {∞} for all j. Let

x
if xj ≤ k − j for all j,
refine(x) :=
(x0 , . . . , xj0 −1 , ∞, ∞, . . .) j0 is the smallest j such that xj ≥ k − j + 1.
We remark that refine(x) ∈ Xk for any x. Next we define insertions with respect to
refined shapes. Given a refined shape x = (x0 , . . . , xk ) and labels a ≤ b, the shape obtained
by inserting b under a, denoted x(a ← b), is defined as
x(a ← b) :=



refine (x0 , . . . , xa−1 , xa + 1, xa+1 , . . . , xk−1 )

if xa > 0 and a = b,


⊥

if xa = 0.

refine (x0 , . . . xa−1 , xa − 1, xa+1 , . . . , xb−1 , xb + 2, xb+1 , . . . , xk−1 )

if xa > 0 and a < b,

where we followed the convention that ∞ > 0 and ∞ + c = ∞ for any constant c.
Now we are ready to state the dynamic programming algorithm. In the following, we fix
(a1 , a2 , . . . , an ) as the input sequence. For x ∈ Xk and i ∈ [n] define LHS[i, x] to be the length
of the longest heapable subsequence in the prefix sequence (a1 , a2 , . . . , ai ), with an additional
constraint that the refined shape of the heap constructed from the subsequence should be x.
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We write LHS[i, x] = −∞ if there is no feasible solution (i.e. shape x is not reachable by
any subsequence of (a1 , . . . , ai )). With this definition, the longest heapable subsequence of
the given sequence has length maxx∈Xk LHS[n, x]. Our goal now is to compute LHS[n, x] for
each x ∈ Xk .
For a label v ∈ {1, 2, . . . , k} and two refined shapes x and x0 , we say that x is reachable
from x0 via an insertion of v if there exists b ≤ v such that x0 (b ← v) = x. We denote by
prev(x, v) the set of refined shapes from which x is reachable via an insertion of v. We show
that LHS satisfies the following recurrence relation.
I Lemma 8. For every i ∈ [n] and x ∈ Xk , we have that
(

)

LHS[i, x] = max LHS[i − 1, x],

max



x0 ∈prev(x,ai )

0

LHS[i − 1, x ] + 1 .

Proof. We will show that
(
LHS[i, x] ≤ max LHS[i − 1, x],

)
max

x0 ∈prev(x,ai )


LHS[i − 1, x0 ] + 1

as the other direction is trivial. Let us fix an optimal heapable subsequence s of (a1 , . . . , ai ).
If ai does not belong to s, it must be the case that s is also an optimal heapable subsequence
of (a1 , . . . , ai−1 ). In this case LHS[i, x] = LHS[i − 1, x]. If ai belongs to s, we further fix an
optimal heap H (with refined shape x) and assume that ai is inserted under an element
with value b in H. Removing ai from H results in a heap H 0 with a shape x0 satisfying
x0 (b ← ai ) = x. In particular, x0 ∈ prev(x, ai ). In this case, LHS[i, x] = LHS[i − 1, x0 ] + 1 ≤
maxx0 ∈prev(x,ai ) LHS[i − 1, x0 ] + 1.
J
Proof of Theorem 1. Given Lemma 8, it remains to show that the recurrence relation can
be implemented in time (k + 1)! · k · O(n). We observe that the number of subproblems is
bounded by O(n|Xk |). The set prev(x, ai ) can be enumerated in time O(k) by inverting the
operation x0 (b ← ai ) for each b ≤ ai . Therefore, it suffices to show that |Xk | = O((k + 1)!).
In order to bound the size of Xk , we observe that for every x = (x0 , x1 , . . . , xk ) ∈ Xk , we
have that x0 = 0 unless x = (1, 0, . . . , 0), and that xj ∈ {0, 1, . . . , k − j} ∪ {∞} for j ≥ 1.
Qk
Therefore |Xk | ≤ 1 + j=1 (k − j + 2) = (k + 1)! + 1.
J
Algorithm 1 gives an implementation of this dynamic programming algorithm. This
implementation requires space complexity O((k + 1)!n · log n), which can be optimized to
O((k + 1)! · log n) using a standard rolling array technique: we observe that in the recurrence
relation, LHS[i, x] depends only on LHS[i − 1, x0 ] but not on LHS[j, x0 ] for any j < i − 1.
Therefore the values LHS[i − 2, x] become obsolete and the space can be recycled to store
new values. Essentially, we only need two arrays LHS1 [x] and LHS2 [x] and store new values
alternately between them.
I Remark. We note that our dynamic programming algorithm also works in the streaming
model, where the elements of the input sequence have to be processed one by one without
storing all of them in memory and the goal is to find the length of a longest heapable
subsequence of the input that has arrived so far. For constant alphabet size k, the space
complexity of our algorithm is O (log n).
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Algorithm 1 Longest Heapable Subsequence for Alphabet Size k.

Input: A sequence a = (a1 , . . . , an ) such that ∀i ∈ [n], ai ∈ {1, 2, . . . , k}.
Output: The length of longest heapable subsequence in a.
LHS(a1 , a2 , . . . , an ) :

1: X ← (1, 0, . . . , 0)
. X maintains a set of reachable refined shapes
2: LHS ← integer array of size n × (k + 1) × k × . . . 2 × 1
3: LHS[0, (1, 0, . . . , 0)] ← 0
4: for i ← 1 to n do
. DP main body
5:
for x ∈ X do
6:
LHS[i, x] ← LHS[i − 1, x]
. Discard ai
7:
8:
9:
10:
11:
12:
13:
14:

for x ∈ X do

for b ∈ b0 : 0 ≤ b0 ≤ ai , xb0 > 0 do
x0 ← x(b ← ai )
. Insert ai under b to reach refined shape x0
0
if x ∈
/ X then
. First time reaching shape x0
 0
X ←X ∪ x
LHS[i, x0 ] ← LHS[i − 1, x] + 1
else if LHS[i, x0 ] < LHS[i − 1, x] + 1 then
0
LHS[i, x ] ← LHS[i − 1, x] + 1
return max LHS[n, x] : x ∈ X

3

γ-Alphabet Size of Permutation DAGs

In this section, we consider the problem of computing the γ-alphabet size of a permutation
DAG G, where γ is a given topological ordering of G. We give an efficient algorithm in
Section 3.1 and a min-max relation in Section 3.2. We also give a polyhedral description in
Section 3.3. We begin with some useful background on permutation DAGs.
We recall that a directed graph G is a permutation DAG if there exists a sequence σ
such that PermDAG(σ) is isomorphic to G. We note that permutation DAGs are transitively
closed, i.e., for a permutation DAG G = (V, A), if (u, v), (v, w) ∈ A, then (u, w) ∈ A. In
order to recognize if a given DAG is a permutation DAG, we need the notion of umbrella-free
ordering defined below (see Figure 4 for an example). This notion will also help us recognize
if α(G, γ) is finite.
I Definition 9 (Umbrella-free Order). Let G = (V, A) be an n-vertex DAG. An order γ :
V → [n] of V is umbrella-free if for all (v, u) ∈ A and for every vertex w ∈ V with
γ(u) < γ(w) < γ(v), either (w, u) ∈ A or (v, w) ∈ A (or both).

u

w
(a)

v

a

b

c

a

d

b

d

c

(b)

Figure 4 (a) Scenario when the triple (u, w, v) is an umbrella. (b) Two topological orderings of
the same DAG. The order (a, b, c, d) is not umbrella-free due to the (highlighted) umbrella (b, c, d),
while the the order (a, b, d, c) is umbrella-free.

The following lemma characterizes permutation DAGs in terms of the existence of an
umbrella-free topological ordering.
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I Lemma 10 ([11, 8]). Let G = (V, A) be a transitively closed DAG. Then G is a permutation
DAG if and only if there exists an umbrella-free topological ordering of G. Moreover, there
exists a polynomial-time algorithm to verify if a given DAG G is a permutation DAG and if
so, then construct an umbrella-free topological ordering of G.
Lemma 10 implies that α(G, γ) is finite if and only if γ is an umbrella-free topological
ordering of G.

3.1

Algorithm

In this section, we will prove Theorem 2 – we will give an algorithm to compute the γ-alphabet
size of a given permutation DAG G, i.e., α(G, γ), where γ is a topological ordering of G.
We note that umbrella-freeness of a given topological ordering can be verified in polynomialtime, so we may henceforth assume that the input γ is in fact an umbrella-free topological
ordering of G. We will give an iterative algorithm to compute α(G, γ). We observe that
computing α(G, γ) involves assigning a value to each vertex of G such that the sequence
obtained by ordering the values of the vertices in the same order as γ gives the same
permutation DAG as G. At each iteration, our algorithm will choose a vertex of G and assign
a value to it. The next definition will allow us to formally define the choice of this vertex.
I Definition 11 (Fully Suffix Connected Vertex). Let G = (V, A) be a permutation DAG and
γ be a topological ordering of G. A vertex u ∈ V is fully suffix connected if for all v ∈ V
such that γ(v) > γ(u), we have (v, u) ∈ A. The γ-least fully suffix connected (γ-LFSC) vertex
is the fully suffix connected vertex u with smallest γ(u).

Figure 5 The DAG in the given topological order γ has 3 fully suffix connected vertices that are
depicted as filled circles. The leftmost fully suffix connected vertex is the (unique) γ-LFSC vertex.

See Figure 5 for an example showing fully suffix connected vertices. We note that γ-LFSC
is unique. The following lemma states a useful property of the γ-LFSC vertex.
I Lemma 12. Let G = (V, A) be a permutation DAG and γ be an umbrella-free topological
ordering of G. Then, the γ-LFSC vertex has no outgoing arcs in G.
Proof. Let v ∈ V be the γ-LFSC and suppose for contradiction that v has an outgoing arc
in G. Let u be the vertex with largest γ(u) such that (v, u) ∈ A. We note that γ(u) < γ(v)
since γ is a topological ordering. We will show that such a vertex u is fully suffix connected
and hence contradicts the γ-least fully suffix connected property of vertex v.
We first show that for every vertex w ∈ V such that γ(w) ≥ γ(v), we have (w, u) ∈ A.
For w = v, this follows since (v, u) ∈ A by the choice of u. Let w be a vertex such that
γ(w) > γ(v). Since v is fully suffix connected, we have that (w, v) ∈ A. Also, since G is a
permutation DAG, it is transitively closed. Hence, (v, u) ∈ A implies that (w, u) ∈ A.
Next, we show that for every vertex w ∈ V such that γ(u) < γ(w) < γ(v), we have
(w, u) ∈ A. Let w be a vertex such that γ(u) < γ(w) < γ(v). By assumption, the ordering γ
is umbrella-free. Thus, at least one of (w, u) or (v, w) must exist in A. However, (v, w) 6∈ A
as otherwise, w will contradict the choice of vertex u. Therefore, (w, u) ∈ A.
J
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We now discuss a high level overview of our iterative greedy algorithm for computing
α(G, γ). During the first iteration, the algorithm greedily chooses the γ-LFSC vertex v1 (say)
in G1 := G to assign the smallest alphabet, namely σ(v1 ) = 1. The vertex v1 and its incident
edges are deleted from G1 to form G2 , and the remaining n − 1 vertices V \{v} are ordered
in the same relative order as γ – denote this ordering as γ2 . In the second iteration, our
algorithm greedily chooses the γ2 -LFSC vertex v2 (say) in G2 to assign the next smallest
alphabet – the next smallest alphabet is chosen based on whether v2 lies to the left or right
of v1 : if v2 lies to the left of v1 with respect to γ, then we set σ(v2 ) = σ(v1 ) + 1, otherwise we
set σ(v2 ) = σ(v1 ). This iterative removal and assignment process continues for n iterations,
i.e., until all vertices are removed from G. The final output sequence will just be the sequence
of assigned values in the order of vertices in γ. Before presenting our complete algorithm
(Algorithm 2), we introduce a definition to formalize the reordering of vertices after removing
a vertex from G – this will allow us to obtain γi+1 from γi .
I Definition 13 (Projected order). Let G = (V, A) be an n-vertex DAG, and γ be a topological
ordering of V . Let H = G − v. Then the projection of γ onto H, denoted by ProjH [γ] :
V \{v} → [n − 1], is defined as

γ(u)
if γ(u) < γ(v),
ProjH [γ](u) =
γ(u) − 1 if γ(u) > γ(v).
Armed with the notions of fully suffix connected vertices and projected order, we state
our algorithm below.
Algorithm 2 GreedyAssign algorithm to compute α(G, γ).
Input: Permutation DAG G = (V, A) on n vertices in umbrella-free topological order γ : V → [n]
Output: Sequence σ of length n
GreedyAssign(G, γ):
1: Initialize α ← 1; G1 ← G; γ(v0 ) ← −∞; γ1 ← γ
2: for i ← 1 to n do
3:
vi ← γi -LFSC in Gi
4:
if γ(vi ) < γ(vi−1 ) then α ← α + 1
5:
6:
7:

Gi+1 ← Gi − vi
γi+1 ← ProjGi+1 [γi ]
σ(vi ) ← α

8: Return σ ← (σ(γ −1 (1)) . . . σ(γ −1 (n)))

The algorithm can be implemented to run in polynomial-time since a γ-LFSC vertex in
G can be computed in polynomial-time. We now prove the correctness of the algorithm. Let
G = (V, A) be an n-vertex permutation DAG, and γ be an umbrella-free topological ordering
of G. Let v1 , . . . , vn be the sequence of vertices chosen in the execution of GreedyAssign(G, γ).
Let αi , Gi and γi denote the alphabet size α at the end of the ith iteration, the remaining
subgraph at the start of the ith iteration, and γ projected onto Gi respectively. Finally, let σ
be the sequence returned by GreedyAssign(G, γ). We have the following observations about
the execution of the algorithm.
I Observation 14. The vertex vi has no outgoing arcs in Gi for all i ∈ [n].
I Observation 15. If γ(vi+1 ) < γ(vi ) then σ(vi+1 ) = σ(vi ) + 1 and (vi , vi+1 ) 6∈ A, otherwise
σ(vi+1 ) = σ(vi ) and (vi+1 , vi ) ∈ A. Thus, alphabet assignments by GreedyAssign are
non-decreasing with increasing iterations i.e. σ(vi ) ≤ σ(vj ) for all i, j ∈ [n] with i < j.
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Observation 14 directly follows from Lemma 12. Observation 15 is due to the conditional
increment of the alphabet size, α, in GreedyAssign. The next two lemmas show feasibility
and optimality of GreedyAssign respectively. Theorem 2 then immediately follows from
Lemmas 16 and 17.
I Lemma 16 (Feasibility of GreedyAssign). Let PermDAG(σ) = ({t1 . . . tn }, A0 ). Then
PermDAG(σ) is isomorphic to G under the mapping φ : {t1 . . . tn } → V given by φ(ti ) =
γ −1 (i).
Proof. We will prove isomorphism of the two graphs under φ by showing that (u, v) ∈ A if
and only if (φ−1 (u), φ−1 (v)) ∈ A0 .
For the forward direction, it suffices to show that σ(u) ≤ σ(v) whenever (u, v) ∈ A. We
observe that if (u, v) ∈ A, then γ(v) < γ(u). By Observation 14, GreedyAssign must assign
σ(v) before σ(u). Observation 15 then implies that σ(u) ≤ σ(v).
Next we show the contrapositive of the converse direction. Assume that (u, v) 6∈ A.
We first consider the case when γ(v) > γ(u). Let φ−1 (u) = tγ(u) and φ−1 (v) = tγ(v) . By
definition of permutation DAGs, PermDAG(σ) does not have arc (ti , tj ) when i < j. Thus
(tγ(u) , tγ(v) ) 6∈ A. Next, we consider the case when γ(v) < γ(u). For this, it suffices to show
that σ(u) < σ(v). Since (u, v) 6∈ A, the vertex v will never become fully suffix connected
before the removal of u. Thus GreedyAssign sets σ(u) before σ(v). Thus, by Observation
15, we have that σ(u) ≤ σ(v). Let u = vi and v = vj , where i, j ∈ [n] are the iteration
numbers during which GreedyAssign assigns σ(u) and σ(v) respectively. Then, there exists
k such that i ≤ k < j and γ(vk+1 ) < γ(vk ) as otherwise, Observation 15 would imply that
γ(vi ) < γ(vj ), a contradiction. Thus, σ(u) < σ(v).
J
I Lemma 17 (Optimality of GreedyAssign). Let σ ∗ be a sequence achieving α(G, γ). Then,
σ(vi ) ≤ σ ∗ (vi ) for all i ∈ [n].
Proof. We will show this by induction on i. For the base case of i = 1, GreedyAssign
always sets σ(v1 ) = 1, the smallest possible alphabet assignment. Thus σ(v1 ) ≤ σ ∗ (v1 )
holds. For the induction step, let i ≥ 2. We have the following two cases based on whether
GreedyAssign incremented the alphabet size while assigning vi .
1. Suppose σ(vi ) = σ(vi−1 ). By the description of the algorithm GreedyAssign, we have
that vi−1 is fully suffix connected in Gi−1 and γ(vi ) > γ(vi−1 ). Thus, the arc (vi , vi−1 )
must exist in Gi−1 and so also in G. It follows that
σ(vi ) = σ(vi−1 ) ≤ σ ∗ (vi−1 ) ≤ σ ∗ (vi ).
Here, the first inequality is by the induction hypothesis, while the second inequality is
due to the observation that (vi , vi−1 ) ∈ A.
2. Suppose σ(vi ) 6= σ(vi−1 ). By the description of the algorithm GreedyAssign, we have
that γ(vi ) < γ(vi−1 ). Thus by Observation 14, the arc (vi−1 , vi ) does not exist in Gi−1
and hence, does not exist in G. It follows that
σ(vi ) = σ(vi−1 ) + 1 ≤ σ ∗ (vi−1 ) + 1 ≤ σ ∗ (vi ).
The equality relation is due to Observation 15. The first inequality is due to the induction
hypothesis while the second inequality is due to our observation that (vi−1 , vi ) 6∈ A. J
I Remark. Algorithm 2 can be implemented to run in O(|V | + |A|) time. This can be done by
using a priority queue data structure initialized as a stack. All fully suffix connected vertices
should be added to the priority queue with priorities being position in γ. The choice of vertex
to assign is the vertex with the minimum priority. The alphabet size should be incremented
whenever a vertex removal results in new vertices becoming fully suffix connected.
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Min-Max Relation

Min-max relations are significant in optimization literature as they are strong indicators for
the existence of a polynomial-time algorithm. In the context of algorithm design, min-max
relations bring the optimization problem into NP ∩ coNP, thus providing strong evidence for
the existence of polynomial-time algorithms. In this section, we prove the min-max relation
for α(G, γ), i.e., Theorem 3. A consequence of our min-max relation will be an alternative
linear time algorithm for computing α(G, γ). We believe that the min-max relation could be
a useful tool towards computing α(G). We restate and prove the min-max relation below
(see Section 1.1 for the definition of the graph H(G, γ) and weights w for this graph).
I Theorem 3. Let G = (V, A) be a permutation DAG and γ be a topological ordering of V
such that α(G, γ) is finite. Then,


X

α(G, γ) = 1 + max
w(e) : P is a path in H(G, γ) .


e∈P

Proof. We will show the equation by showing inequality in both directions. We begin
by showing the lower bound on α(G, γ). Let P be any path in H(G, γ), and σ be any
sequence such that PermDAG(σ) = ({t1 , . . . , tn }, A0 ) is isomorphic to G under the mapping
φ : {t1 , . . . , tn } → V given by φ(ti ) = γ −1 (i). For every arc (φ(ti ), φ(tj )) ∈ P such that
→
−
(φ(ti ), φ(tj )) ∈ E , we have the following two observations. First, the arc (φ−1 (tj ), φ−1 (ti )) 6∈
A0 as the arc (φ(tj ), φ(ti )) 6∈ A. Second, σ(φ(ti )) ≥ σ(φ(tj )) + 1 as i < j. It follows that
X
X
X
w(P ) =
w(u, v) =
w(u, v) ≤
σ(u) − σ(v) ≤ α(G, γ) − 1.
(u,v)∈P

→
−
(u,v)∈P ∩ E

→
−
(u,v)∈P ∩ E

The first and second equations are by definition of w(P ) and the weight function w respectively.
→
−
The first inequality is due to our observation that σ(u) ≥ σ(v) + 1 whenever (u, v) ∈ E . Let
a and b be the first and last vertices on P . Then the final inequality follows from σ(a) ≥ 1
and σ(b) ≤ α(G, γ).
Next, we show the upper bound on α(G, γ). We recall that v1 , . . . , vn is the order in
which GreedyAssign processes vertices of G. Consider P = (vn , vn−1 , . . . , v1 ). To prove the
upper bound, it suffices to show that (1) P is a path in H(G, γ); and (2) w(P ) ≥ α(G, γ) − 1.
→
−
To prove (1), we show that (vi , vi−1 ) ∈ A ∪ E for each i ≥ 2. Consider the case when
γ(vi ) > γ(vi−1 ). Since vi−1 was γi−1 -LFSC in Gi , the arc (vi , vi−1 ) ∈ A. Next, consider
the case when γ(vi ) < γ(vi−1 ). By Observation 14, we have that the arc (vi−1 , vi ) 6∈ A.
→
−
→
−
Thus, the arc (vi , vi−1 ) ∈ E by definition of E . We now prove (2). By Observation 15, and
→
−
definitions of w and E , we have w(vi , vi−1 ) = σ(vi ) − σ(vi−1 ) It follows that
w(P ) =

n
X
i=2

w(vi , vi−1 ) =

n
X

σ(vi ) − σ(vi−1 ) = α(G, γ) − 1.

i=2

The second equality is due to our previous observation. The final equality is due to the
GreedyAssign assignments σ(vn ) = α(G, γ) and σ(v1 ) = 1.
J
We remark that although the RHS problem in the min-max relation given in Theorem 3 is
the longest path problem in a directed graph, it can be solved in the graph H(G, γ) owing to
the following lemma. Lemma 18 allows the optimization problem in the RHS of Theorem 3 to
be solved in O(|V | + |A|) time by the classical dynamic programming algorithm for maximum
weight path in a DAG. This leads to an alternative algorithm for computing α(G, γ).
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I Lemma 18. H(G, γ) is a DAG.
Proof. Suppose for contradiction that H(G, γ) contains a cycle. Let C = (u1 , u2 , . . . uk , u1 ) be
→
−
a cycle with the smallest number of vertices. If (u1 , u3 ) ∈ A∪ E , then C 0 = (u1 , u3 , . . . , uk , u1 )
is a cycle, contradicting our choice of C. Since H(G, γ) is a tournament, the arc (u3 , u1 ) ∈
→
−
A ∪ E , and C 0 = (u1 , u2 , u3 , u1 ) is also a cycle i.e. k = 3. We recall that the subgraph (V, A)
is transitively closed. Thus, at most one edge of C can belong to A. To get the required
→
−
contradiction, it suffices to show that the subgraph (V, E ) is transitively closed. Suppose
→
−
→
−
for contradiction that E is not transitively closed. Then, there exist arcs (u, v), (v, w) ∈ E
→
−
→
−
such that the arc (u, w) 6∈ E . By definition of E , we have that γ(u) < γ(v) < γ(w). It
follows that the arc (w, u) ∈ A, and the triple (u, v, w) is an umbrella in G ordered by γ.
This contradicts that γ is umbrella-free.
J

3.3

Polyhedral Description for γ-alphabet size

In this section, we give a polyhedral description for the convex-hull of sequences that are
feasible for α(G, γ). As a consequence, it leads to an LP-based algorithm to compute α(G, γ).
We emphasize that our polyhedral result is stronger than giving an LP-based algorithm to
compute α(G, γ): it implies that one can efficiently compute an integer-valued sequence
Pn
σ = (σ(1), . . . , σ(n)) with minimum weight i=1 wi σ(i) for any given non-negative weights
w1 , . . . , wn such that PermDAG(σ) is isomorphic to G under the mapping φ : {t1 , . . . , tn } → V
given by φ(ti ) = γ −1 (i) for every i ∈ [n]. The following is the main result of this section.
I Theorem 19. Let G = (V, A) be an n-vertex permutation DAG and γ be an umbrella-free
topological ordering of its vertices. Let Q(G, γ) be the convex-hull of indicator vectors of
x ∈ Nn whose sequence σ := (x1 , . . . , xn ) is such that PermDAG(σ) = ({t1 , . . . , tn }, A0 ) is
isomorphic to G under the mapping φ : {t1 , . . . , tn } → V given by φ(ti ) = γ −1 (i) for all
i ∈ [n]. Then,




xγ(u) ≤ xγ(v)
∀(v, u) ∈ A,


n
Q(G, γ) = x ∈ R
.
xγ(v) ≤ xγ(u) − 1 ∀(v, u) 6∈ A with γ(u) < γ(v), and




xi ≥ 1
∀ i ∈ [n]
For notational convenience, let P (G, γ) denote the polyhedron defined in the RHS of
Theorem 19. Before proving Theorem 19, we describe how α(G, γ) can be obtained by
optimizing over P (G0 , γ 0 ) for a graph G0 and an ordering γ 0 obtained from G and γ. Let
G0 = (V 0 , A0 ) be obtained from G by adding a vertex t with edges (t, u) for all u ∈ V and
γ 0 : V 0 → [n + 1] be defined as γ 0 (u) = γ(u) if u ∈ V and γ 0 (t) = n + 1. We note that if G is
a permutation DAG and γ is an umbrella-free topological ordering of G, then G0 is also a
permutation DAG and γ 0 is an umbrella-free topological ordering of G0 . Moreover, we also
have that
n
o
α(G, γ) = min xγ 0 (n+1) : x ∈ Q(G0 , γ 0 ) .
Thus, by Theorem 19, the γ-alphabet size of G, i.e., α(G, γ), can be computed by optimizing
along the objective direction (0, . . . , 0, 1) ∈ Rn+1 over the polyhedron P (G0 , γ 0 ).
We now prove Theorem 19.
Proof of Theorem 19. We recall that a point x is an extreme point of a polyhedron if x
cannot be expressed as a convex combination of any two distinct points in the polyhedron.
Any extreme point x of Q(G, γ) satisfies the constraints defining P (G, γ). Thus, Q(G, γ) ⊆
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P (G, γ). In order to show equality, it suffices to show that all extreme points of P (G, γ) are
integral. Lemma 20 shows that all extreme points of P (G, γ) are integral, thus completing
the proof of Theorem 19.
J
I Lemma 20. Let G = (V, A) be an n-vertex DAG and γ be a topological ordering of its
vertices. If x is an extreme point of P (G, γ), then x ∈ Zn .
Proof. Suppose for contradiction that x is non-integral. We will show the existence of two
points in P (G, γ) such that x is a convex combination of these points. Let S := {i : xi 6∈ Z}.
We note that the set S is non-empty due to our choice of x. Let  ∈ R be as follows

 := min min(xi − bxi c , dxi e − xi ) .
i∈S

Since S is non-empty, we have  >

yi :=


/2

if i ∈ S,

0

otherwise.


2

> 0. Let y ∈ Rn be defined as follows:

We note that x = 12 (x + y) + 12 (x − y). It suffices to show that x + y, x − y ∈ P . We will
show that the point x + y ∈ P and remark that the proof of x − y ∈ P is along very similar
lines. We observe that y ≥ 0.
Constraint (3) is always satisfied as xi + yi ≥ xi ≥ 1. We first focus on constraint (1).
Consider any arc (v, u) ∈ A. Since y ≥ 0, the constraint is easily seen to be satisfied in
the cases where (1) xγ(u) , xγ(v) ∈ Z; (2) xγ(u) , xγ(v) 6∈ Z; and (3) xγ(u) ∈ Z but xγ(v) 6∈ Z.
Consider the case when xγ(u) 6∈ Z but xγ(v) ∈ Z. Then, we have that
l
m
xγ(u) + yγ(u) < xγ(u) +  ≤ xγ(u) ≤ xγ(v) = xγ(v) + yγ(v) .
The first inequality is by yi ≤ /2 for all i ∈ [n]. The second inequality is by definition of .
The third inequality is due to x ∈ P and our case assumption that xγ(v) ∈ Z. The equality
relation is by definition of y.
Next, we consider constraint (2). Let γ(u) < γ(v) but (v, u) 6∈ A. Similar to the above
analysis, the constraint is easily seen to be satisfied in the cases where (1) xγ(u) , xγ(v) ∈ Z;
(2) xγ(u) , xγ(v) 6∈ Z; and (3) xγ(u) 6∈ Z but xγ(v) ∈ Z. Consider the case when xγ(u) ∈ Z but
xγ(v) 6∈ Z. Then, we have that
l
m
xγ(v) + yγ(v) < xγ(v) +  ≤ xγ(u) ≤ xγ(u) = xγ(u) + yγ(u) .
The first inequality is due to yi ≤ /2 for all i ∈ [n]. The second inequality is by definition
of . The third inequality is due to x ∈ P and our case assumption that xγ(u) ∈ Z. The
equality relation is by definition of y.
J
Based on Lemma 20, it is natural to wonder if the integral extreme points of P (G, γ)
have any combinatorial interpretation when G is an arbitrary DAG and γ is an arbitrary
topological ordering of G. The following lemma shows that integrality of P (G, γ) is useful
only when G is a permutation DAG and γ is an umbrella-free topological ordering of G.
I Lemma 21. Let G be a DAG and γ be a topological ordering of G. Then, P (G, γ) is
non-empty if and only if G is a permutation DAG and γ is umbrella-free.
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Proof. The reverse direction follows from the correctness of GreedyAssign (Lemma 16). We
focus on proving the forward direction. Let x ∈ P (G, γ) be a feasible point. It suffices to
show that G is transitively closed and γ is umbrella-free.
First, assume for contradiction that G is not transitively closed. Then, there exist arcs
(u, v), (v, w) ∈ A such that the arc (u, w) 6∈ A. Since x is feasible, we have the following: (1)
xγ(v) ≤ xγ(u) ; (2) xγ(w) ≤ xγ(v) ; and (3) xγ(u) ≤ xγ(w) − 1. However, these inequalities do
not admit any feasible solution, a contradiction.
Next, assume for contradiction that γ is not umbrella-free. Then, there exists a triple
(u, v, w) such that γ(u) < γ(v) < γ(w), and the arc (w, u) ∈ A, but the arcs (v, u), (w, v) 6∈ A.
Since the point x is feasible, we have the following: xγ(w) ≤ xγ(v) − 1; (2) xγ(v) ≤ xγ(u) − 1;
and (3) xγ(u) ≤ xγ(w) . However, these inequalities do not admit any feasible solution, a
contradiction.
J
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Abstract
We investigate the parameterized complexity of the recognition problem for the proper H-graphs.
The H-graphs are the intersection graphs of connected subgraphs of a subdivision of a multigraph
H, and the properness means that the containment relationship between the representations of
the vertices is forbidden. The class of H-graphs was introduced as a natural (parameterized)
generalization of interval and circular-arc graphs by Biró, Hujter, and Tuza in 1992, and the proper
H-graphs were introduced by Chaplick et al. in WADS 2019 as a generalization of proper interval
and circular-arc graphs. For these graph classes, H may be seen as a structural parameter reflecting
the distance of a graph to a (proper) interval graph, and as such gained attention as a structural
parameter in the design of efficient algorithms. We show the following results.
2
For a tree T with t nodes, it can be decided in 2O(t log t) · n3 time, whether an n-vertex graph G
is a proper T -graph. For yes-instances, our algorithm outputs a proper T -representation. This
proves that the recognition problem for proper H-graphs, where H required to be a tree, is
fixed-parameter tractable when parameterized by the size of T . Previously only NP-completeness
was known.
Contrasting to the first result, we prove that if H is not constrained to be a tree, then the
recognition problem becomes much harder. Namely, we show that there is a multigraph H with
4 vertices and 5 edges such that it is NP-complete to decide whether G is a proper H-graph.
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1

Introduction

An intersection representation of a graph G = (V, E) is a collection of nonempty sets
{Mv | v ∈ V (G)} over a given universe such that {u, v} is an edge of G if and only if
Mu ∩ Mv 6= ∅. A large area of research in graph algorithms is the study of restricted families
of graphs arising from specialized intersection representations, e.g., the interval graphs are
the graphs with an intersection representation where the sets are intervals of R, and the
circular-arc graphs are intersection graphs of families of arcs of the circle. The interval graphs
and similarly defined graph classes are often motivated from application areas such as circuit
layout problems [24, 4], scheduling problems [22], biological problems [19], or the study of
wireless networks [16]. We refer to the books [5, 15] for an introduction and survey of the
known results on the related graph classes.
A key feature of these specialized intersection representations is that they can often be
used to obtain efficient algorithms for standard combinatorial optimization problems, e.g., it is
well-known [5] that the Clique and Independent Set problems, as well as various coloring
and Hamiltonicity problems are all efficiently solvable on interval graphs, and the algorithms
often leverage on the intersection representation. This led Biró et al. [2] to introduce an
elegant family of intersection graph classes, called H-graphs, over universes that may be seen
as (multi) graphs. Formally, the parameter H is a multigraph, and a graph G is an H-graph
when there is a subdivision Hsub of H 1 and a collection M = {Mv ⊆ V (Hsub ) | v ∈ V (G)}
of sets, where we refer to Mv as the model of v, such that
for every v ∈ V (G), its model Mv induces a connected subgraph of Hsub , and
{u, v} ∈ E(G) if and only if Mu ∩ Mv 6= ∅.
In this context, Hsub represents G. Observe that, for any interval graph G, there is a path P
(i.e., a subdivision of K2 ) such that P represents G meaning that the interval graphs are
precisely the K2 -graphs. Similarly, the circular-arc graphs are C-graphs for any cycle C,
and every chordal graph is a T -graph for some tree T , i.e., indeed, H-graphs can be seen as
a parameterized generalization of several important families of intersection graphs, where
H is a parameter reflecting the distance of a graph to an interval graph. Biró et al. [2]
provided polynomial-time algorithms (via treewidth-based techniques) for coloring problems
on H-graphs for fixed H, but left many interesting problems open.
The classes of H-graphs have seen renewed interest in recent years concerning their
structure and recognition [8], relation to other graph parameters [8, 12], and primarily
regarding the computational complexity of standard algorithmic problems when parameterized
by the size of H [1, 7, 8, 9, 12, 17, 18]. Of particular relevance to our paper is the work on
Hamiltonicity problems [7] as it introduces proper H-graphs, which are to proper interval
graphs as H-graphs are to interval graphs. Namely, for a graph G, a subdivision Hsub of H
properly represents G when Hsub represents G using models {Mv ⊆ V (Hsub ) | v ∈ V (G)}
such that for each u, v ∈ V (G), neither Mu ⊆ Mv nor Mv ⊆ Mu . In particular, on proper
H-graphs polynomial size kernels (in the size of H) were developed for various Hamiltonicity
problems [7], but the recognition problems were left open.
The cornerstone problem for every graph class is recognizability, and we focus on the
recognition problem for proper H-graphs both when H is part of the input and when H
is fixed. It is important to note that the problem of testing whether for a given graph
G and given tree T , the graph G is a T -graph is NP-complete [20, Theorem 4]. In fact,
the reduction [20, Theorem 4] also implies that testing whether G is a proper T -graph

1

Hsub is obtained from H by iteratively replacing an edge {u, v} by a path uwv, where w is a new vertex.
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is NP-complete. In contrast to this, it is known that when T is fixed, testing whether a
given graph is a T -graph can be done in polynomial-time [8], i.e., XP in the size of T ; but
it is not known whether the problem is FPT in the size of T . When going beyond trees
the recognition problem becomes much harder. Namely, for each fixed non-cactus graph
H, H-graph recognition is NP-complete [8]. However, for fixed H, it seems that only two
cases of proper H-graph recognition have been studied: The proper interval graphs (proper
K2 -graphs) [10, 11] and the proper circular-arc graphs (proper C-graphs, for any cycle C) [11]
can each be recognized in linear-time.

Our Contribution. In our main result, we show that the recognition of proper T -graphs is
fixed-parameter tractable (FPT) with respect to the size of T by proving the following.
I Theorem 1. There is an algorithm that, given an n-vertex graph G and a tree T with t
nodes, decides whether G is a proper T -graph, and if yes, outputs a proper T -representation,
2
in 2O(t log t) · n3 time.
To obtain our FPT algorithm for proper T -graph recognition, we first observe that the
problem can be reduced to the case when the input graph G is connected and chordal. We
proceed in the following three key steps.
In Section 3, we introduce compact representations which are an analog to the clique-trees
of chordal graphs that incorporates the properness condition. We characterize the proper
T -graphs via these compact representations. This allows us to work with maximal cliques of
the input graph that can be listed in linear-time due to the chordalilty of G.
In Subsections 4.1 and 4.2, independent of the tree T , we partition the maximal cliques
into a collection of the so-called chains each one necessarily forming a path in any proper
T -representation, and the remaining singleton cliques that are marked and treated separately.
We show that having a compact T -representation means there are, in terms of the size of T ,
at most quadratically many of these marked cliques and chains altogether.
In Subsections 4.3 and 4.4, we combine these ideas to form our FPT algorithm for proper
T -graph recognition. First, our algorithm guesses a layout of the chains and the marked
maximal cliques. The remaining non-trivial task is to decide whether there is a compact
representation corresponding to the guessed layout. We select a root of the tree and show
a combinatorial result that if any compact representation realizes some layout, it can be
assumed to have some special properties concerning the usage of the nodes of degree at least
three of the tree by the models with respect to the root. We call representations satisfying
these properties normalized. Our algorithm follows the layout bottom-up and constructs a
normalized representation if it exists.
We complement our algorithmic result from Theorem 1 by proving that if H is not
constrained to be a tree, the recognition problem for proper H-graphs becomes NP-complete
even if H has bounded size. This negative result employs a reduction quite similar to the
one used for (non-proper) H-graphs in [8], and as such is discussed and proven in the full
version.
I Theorem 2 (?). There is a 4-vertex, 5-edge multigraph D (defined by V (D) = {a, b, c, d}
and E(D) = {ab, bc, bc, bc, cd}) such that proper D-graph recognition is NP-complete.
Note that this and further statements proven in the full version are marked with (?).
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2

Preliminaries

General Notation. We consider undirected graphs G with vertex set V (G) and edge set
E(G). Usually we denote an edge as a set {u, v}. However, when needed, we also denote an
edge an ordered pair (u, v). For any subset W of V (G), we use N (W ) to denote the open
neighborhood of W , i.e., N (W ) := {u ∈ V (G) \ W | {u, w} ∈ E(G), w ∈ W }, and for a single
vertex w ∈ V (G), N (w) := N ({w}). We denote the set of maximal cliques of a graph as
C(G). The shorthand [n] denotes the set {1, . . . , n} of integers.
A subdivision H 0 of a graph H at an edge {u, w} is the graph resulting from replacing
edge {u, w} with a path u, v, w where v is new vertex. A contraction of a graph H at an edge
{u, w} is the graph resulting from removing edge {u, v} and identifying the two vertices u
and w. Then Hsub is a re-subdivision of H if it can be obtained by a series of contractions of
H (possibly none) followed by a series of subdivisions. In particular a graph G is a (proper)
H-graph if and only if there is a re-subdivision that (properly) represents G.
Let T be a tree. For any pair x, y of nodes of T , we denote by T [x, y] the set of nodes
of the unique path from x to y in T . Note that T [x, y] = T [y, x]. We similarly define
T (x, y] := T [x, y] \ {x} and T (x, y) := T [x, y] \ {x, y}. A tuple of nodes (x1 , . . . , xs ) is
T -ordered if there exists a path in the graph T from x1 to xs where the nodes x1 , . . . , xs
occur in this order, i.e., T [x1 , xs ] is the path x1 , . . . , xs .
H-graphs. Consider a re-subdivision Hsub of a graph H that (properly) represents a graph
G using models {Mv ⊆ V (Hsub ) | v ∈ V (G)}. For clarity, we refer to each x ∈ V (Hsub ) as a
node and to each v ∈ V (G) as a vertex. We further refer to each node x ∈ V (Hsub ) as:
a subdivision node when it has degree two,
a branching node when it has degree more than two, and
a leaf node if it has degree one.
For a set of nodes X ⊆ V (Hsub ), let VX := {v ∈ V (G) | Mv ∩ X 6= ∅}. When X = {x}, we
S
also write Vx to mean V{x} . For a subset of vertices Γ ⊆ V (G), let MΓ := v∈Γ Mv . We say
that a set Γ of vertices (or nodes) is connected if the graph induced by Γ is connected.
I Observation 3. Let Hsub (properly) represent a graph G. For any connected subset Γ of
V (G), the model MΓ of Γ is connected in Hsub .
Chordal Graphs and Clique Trees. A graph is chordal when it does not contain an induced
k-vertex cycle for any k ≥ 4. The chordal graphs are well known to be characterized as the
intersection graphs of subtrees of a tree, i.e., for every chordal graph G, there is a tree T that
represents G (G is a T -graph) [6, 14, 25]. In fact, G is chordal if and only if there is a tree
T with models {Mv ⊆ V (T ) | v ∈ V (G)} where, for each node x ∈ V (T ), Vx is a maximal
clique of G and for every node y ∈ V (T ) with y =
6 x, Vy 6= Vx [6, 14, 25]. These special
representations of G are called clique trees, and one can be constructed in linear-time [3, 13].
Note that chordal graphs have a simpler linear-time recognition algorithm [23]. Finally, every
chordal graph G has at most n maximal cliques where n = |V (G)| and the sum of the sizes
of the maximal cliques of G is O(n + m) [15]. In particular, the total size of a clique tree of
G is O(n + m). Clearly, the latter two properties of chordal graphs also apply to (proper)
T -graphs independently of T , and we will use them implicitly throughout our discussions.
Each chordal graph G is also a proper T -graph for a tree T . Namely, if a tree T represents
G via models {Mv | v ∈ V (G)}, any tree T 0 built from T as follows properly represents G:
Extend each model Mv by a new node xv and add {x, xv } to E(T ) for some x ∈ Mv .
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Compact Representations of Proper T-Graphs

In this section we introduce an analogue of clique trees for proper T -graphs. Ideally, G
being a proper T -graph would imply a clique tree with the topology of T representing G
which satisfies properness; in other words: a re-subdivision Tsub of T with models satisfying
properness (i.e., forbidding Mu ⊆ Mv for every pair u, v ∈ V (G)) such that every node x
represents a unique maximal clique Vx . However, a proper tree-representation of a graph G
may use a lot of nodes just to ensure that the models Mu and Mv obey properness; which is
already the case for K2 and its interval representation. Fortunately we may guarantee that
almost all nodes represent a unique maximal clique by relaxing the properness condition.
Instead of forbidding containment, we require that when Mu intersects Mv , there is a place
where Mu may be extended (as needed) to break containment. That place is an edge {x, y}
in the tree Tsub where u strongly escapes v, that is, u, v ∈ Vx and v ∈
/ Vy . Actually, a weaker
version of escape suffices. A vertex u escapes v if u ∈ Vx and v ∈
/ Vy .
I Definition 4. Let a tree Tsub with models {Mu | u ∈ V (G)} represent a connected graph G.
We say that Tsub is a compact representation of G if
(C1) for every leaf node x ∈ V (Tsub ), Vx = ∅,
(C2) there is a bijection between the non leaves of V (Tsub ) and the maximal cliques C(G),
and
(C3) for every ordered pair (u, v) with u, v ∈ V (G), there is an edge {x, y} ∈ E(Tsub ) where
u escapes v.
I Observation 5 (?). Let a tree Tsub with models {Mu | u ∈ V (G)} represent a connected
graph G and satisfy condition (C1). For any vertices u, v of G, u and v satisfy the condition (C3) if and only if u and v satisfy condition
(C3’) if Mu ∩ Mv 6= ∅, then u strongly escapes v.
Note that, the non-leaves of a compact representation are in one-to-one correspondence
with the maximal cliques C(G). Namely, we identify the non-leaves with the maximal cliques,
which implicitly defines the models. Thus, we often omit the explicit statement of the models.
I Observation 6. Let G be a connected graph. For any compact representation Tsub of G,
1. for every distinct non-leaves x, y ∈ V (Tsub ) there is a vertex u ∈ Vx \ Vy , and
2. for every edge {x, y} ∈ E(Tsub ) of non-leaves x, y, there is a vertex u ∈ Vx ∩ Vy .
We (constructively) show that properness and compactness are essentially equivalent. To
obtain compactness from properness, we carefully contract edges where a node was used
solely to assure properness. This can involve contracting edges of T when the vertex sets of
the nodes of an edge are comparable, e.g., if they are the same maximal clique. To obtain
properness from compactness, we subdivide the tree and appropriately extend the models.
6 K1 , the graph G is a proper
I Theorem 7 (?). For any connected graph G and tree T =
T -graph if and only if there is re-subdivision Tsub of T that is a compact representation of G.
Thus, instead of finding a proper representation, we search for a compact representation.
The actual “properness” is hidden in the condition (C3), and we may refer to this condition
as properness. See also examples in Figure 1.
Our algorithm further relies on the following property of the models MΓ of the (connected)
components of G − Vy for some non-leaf y; see also Figure 2(a). Let Γ(y) (w.r.t. graph G)
be the vertex sets of the components of G − Vy . We note that N (Γ) ⊆ Vy for every Γ ∈ Γ(y).
Let a node y be an eye if it is a neighbor of a leaf or if it is a branching node.

IPEC 2020

8:6

Recognizing Proper Tree-Graphs

` y r

(a)

z

` y r
(b)

` y r
(c)

Figure 1 (a) A proper K1,3 -graph. Triple (`, y, r) is surrounding. Any representation positions y
between ` and r. Component Vz \ V` complies with condition (2B). Further, edge {z, y} may be
replaced by edge {z, `} or {z, r}. (b) A proper K1,3 -graph. Triple (`, y, r) is not surrounding. A
“private” vertex in Vy \ N (Γ` ) ∪ N (Γr ) contradicts condition (2A). Indeed, any of `, y, r may realize
the branching node. (c) Triple (`, y, r) is surrounding. For {Γ` , Γr } = Γ(y) condition (1) allows
private vertices in Vy ; otherwise, this proper interval graph would have no surrounded nodes.

I Lemma 8 (?). Let G be a connected graph. For any compact representation Tsub of G and
any non-leaf node y ∈ V (Tsub ),
1. {y} and MΓ for Γ ∈ Γ(y) partition the non-leaves of Tsub , and
2. each partition MΓ contains an eye, hence |Γ(y)| ≤ |V (T )|.

4

Finding a Compact Representation

In this section, we prove Theorem 1; namely, we establish our FPT algorithm. Throughout the
discussion, we assume G is connected, and handle disconnected graphs within the final proof.
From Section 3, it suffices to check for a compact representation Tsub . In Subsection 4.1,
we establish the concept of surrounded nodes, which leads, in Subsection 4.2, to the chains
that necessarily form paths in any compact tree representation. We establish that the
chains (composed of surrounded nodes), and the remaining non-surrounded nodes are only
quadratically many in the size of the desired tree T . In Subsection 4.3, we formalize the
way these pieces fit together as templates. Finally, Subsection 4.4 contains the algorithm
establishing Theorem 1. It proceeds by enumerating candidate templates and (non-trivially)
testing whether a template admits a compact representation via a bottom-up procedure.

4.1

Surrounded Nodes

We establish conditions for arbitrary nodes `, y, r that determines the relative position of
`, y, r in any representation Tsub , a relation which we denote as (`, y, r) surrounding. Clearly,
this positioning is unlikely to be possible for every triple (`, y, r) since this would yield a
polynomial-time algorithm. However, by carefully crafting our first two requirements, we
may still relatively position almost all nodes `, y, r. We only fail for a few nodes y, at most
quadratic in the size of the host tree T , hence our parameter.
I Definition 9. Consider non-leaves `, y, r of Tsub . There is a component Γ` ∈ Γ(y)
containing V` \ Vy , likewise a component Γr ∈ Γ(y) containing Vr \ Vy . Then (`, y, r) is a
surrounding triple, if the following conditions are met:
(1) If {Γ` , Γr } = Γ(y), then Vy = N (Γ` ) ∪ N (Γr ) or N (Γ` ) ∩ N (Γr ) = ∅;
(2) if {Γ` , Γr } ( Γ(y),
(2A) Vy = N (Γ` ) ∪ N (Γr ), and
(2B) for every Γ ∈ Γ(y) \ {Γ` , Γr } we have: N (Γ) ⊆ N (Γ` ) ∩ N (Γr ); and
(3) for every `0 , r0 that satisfy (1), (2A), and (2B) where Γ` = Γ`0 and Γr = Γr0 , we have
V`0 ∩ Vy ⊆ V` ∩ Vy and Vr0 ∩ Vy ⊆ Vr ∩ Vy .
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` y z

MΓ

(c)

Figure 2 (a) Graph G − Vy splits into three connected components. Their models partition the
non-leaves of Tsub − {y}. Each model contains an eye (of this subdivision of a double-star). (b) Sets
L, R exactly capture the nodes `, r that (together with y) form a surrounding triple (`, y, r). Here, y
neighbors a subdivision node r to its right. In such a case a y-guard R ⊇ {r} may only contain r.
(c) Subdivision node y is not surrounded. A remote component Γ falsifies condition (2B). Note that
Γ−1 (Γ) = {y, z}. Thus Γ does not falsify (2B) for another subdivision node y 0 .

Note, that the definition does not depend on the considered representation Tsub . Importantly, Γ` 6= Γr is (implicitly) required by condition (1). We say that y is surrounded, if a
triple (`, y, r) is a surrounding triple for some nodes `, r. See Figure 1 for examples.
For each node y, the connected components Γ` and Γr satisfy or falsify the first two
conditions independently of the precise maximal cliques V` and Vr . However, condition (3)
requires V` and Vr to be the closest ones to Vy . In many cases condition (3) implies that `
and r directly neighbor y. In fact, for a surrounded node y, there are sets of nodes L and R
that exactly localize the nodes ` and r forming a surrounding triple with y. Formally, L, R
are y-guards: A set of non-leaves L ⊆ V (Tsub ) is a y-guard if L ∪ {y} is connected, and y is
adjacent to a node ` ∈ L such that {`} = L or ` is a branching node of Tsub ; see Figure 2(b).
I Lemma 10 (?). Let a tree Tsub be a compact representation of a connected graph G. Let
y be surrounded. There are distinct y-guards L and R such that (`, y, r) is surrounding if
and only if (`, r) ∈ (L × R) ∪ (R × L). Moreover there is an O(t3 n3 )-time algorithm that
determines sets L, R for every surrounded node y; where t = |V (T )| and n = |V (G)|.
The guards of y are such distinct y-guards L and R that precisely characterize its
surrounding triples. It is worth noting that a node y that is surrounded by subdivision nodes
has singleton guards {`} and {r}, which then must be neighbors y in any representation.
Surprisingly there is also a quadratic bound in |V (T )| on the number of not surrounded
nodes. To show this, the main difficulty is that the conditions (2A) and (2B) fail for a
subdivision node y due to some remote component Γ, which is a connected component
Γ ∈ Γ(y) \ {Γ` , Γr }. Here, let y ∈ Tsub (x, z) for some neighbors x, z ∈ V (T ). To cope with
these remote components, we use three ingredients:
A component Γ ∈ Γ(y) that falsifies the conditions in question relates to Γ(x) or Γ(z):
Its model MΓ must be outside of Tsub [x, z]. By examining the nodes y 0 that have Γ as a
component, it follows that either Γ ∈ Γ(x) or Γ ∈ Γ(z).
We use Lemma 8 on components Γ ∈ Γ(x), likewise for Γ(z): The models of the
components Γ ∈ Γ(x) partition the non-leaves Tsub , and each of its models MΓ contains
an eye. That means that Γ(x) contains at most |E(T )| components.
A component Γ ∈ Γ(x) can be remote for at most one node y on the path Tsub (x, z), and
hence falsify the surround conditions for at most one y on that path. This yields a simple
2|E(Tsub )|-bound for not surrounded nodes on that path; see also Figure 2(c).
By incorporating these ideas in a more careful manner we obtain the following bound:
I Lemma 11 (?). Let subdivision Tsub of a tree T be a compact representation of a connected
graph G. There are at most |E(T )|2 + 1 non-leaves of V (Tsub ) that are not surrounded.
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4.2

Chains: Paths in any Representation

As observed previously, singleton guards {`} and {r} of a node y must neighbor y. If a path
of nodes y1 , . . . , ys is made of aligned guards, i.e., {yi−1 } and {yi+1 } are the guards of yi ,
then it is a path in any representation Tsub . In this subsection we define such paths as chains.
A chain captures a maximum length path y1 , . . . , ys with aligned guards. They also include
the initial and final guard Y0 and Ys+1 , their terminals.
I Definition 12. A chain is a maximal length s ≥ 1 sequence of sets of non-leaf nodes
Y = hY0 , {y1 }, . . . , {ys }, Ys+1 i
where yi has guards Yi−1 and Yi+1 for every i ∈ [s]; and where Yi := {yi } for i ∈ [s].
To avoid lengthy statements, let us implicitly use Yi := {yi } from now on. Let I(Y) =
{y1 , . . . , ys } be the set of inner nodes of a chain Y. Let H(G) be the set of chains of a
(connected) graph G.
By Lemma 10 such a chain implies that y1 , . . . , ys is a path in any representation Tsub . Also
there are unique realizations of the terminals y0 ∈ Y0 ∩ NTsub (y1 ) and ys+1 ∈ Ys+t ∩ NTsub (ys )
in a given Tsub . Let y0 y1 . . . ys ys+1 be the corresponding path of Y in the tree Tsub .
The terminals define how the chains may attach to each other. In the very simple case a
terminal Y0 may only consist of a single non-surrounded node, and hence any other chain
must attach to that node. Otherwise, as we show later, only the following option remains:
Terminal Y0 contains some surrounded node yi0 which is part of another chain hY00 , . . . , Ys00 +1 i.
Interestingly Y0 then contains the whole path y10 , . . . , ys0 . This allows us to freely change
the attachment of the chain hY0 , {y1 }, . . . i to the chain h. . . , {yi0 }, . . . i without breaking the
connectivity of the representation, though possibly the properness. Similarly, the intersection
Vx ∩ Vyi for an outside-of-path node x is equal for every i ∈ [s], and therefore may be
reattached in the same sense.
I Lemma 13 (?). Consider a chain hY0 , . . . , {yi }, . . . , Ys+1 i. A neighbor x ∈ N (yi ) \ (Yi−1 ∪
Yi+1 ) has Vx ∩ Vyi = Vx ∩ Vyj , for every j ∈ [s]. Furthermore, Y 0 ∩ I(Y) ∈ {∅, I(Y)} for
every terminal Y 0 of any chain.
In the following subsection we aim for a bound on the number of chains. We note here
that chains behave in a reasonable way: Each surrounded node y is part of exactly one chain,
because otherwise it contradicts the classification by y-guards as seen in Lemma 10. Clearly,
a chain does not contain a node more than once, since yi -guards Yi−1 , Yi+1 are in different
subtrees of yi , for every i ∈ [s]. As the next step, we observe that terminals only consist of
either a not-surrounded node or a non-singleton guard, i.e., are from
S(G) := {{y0 } | y0 ∈ C(G) is not surrounded} , or
U(G) := {Y0 | Y0 is guard of some y1 ∈ C(G), |Y0 | > 1} .
I Lemma 14 (?). Let Tsub be a compact representation of a connected graph G. Then every
terminal Y0 , Ys+1 of a chain of G is part of S(G) or U(G).
Further, let the family of inner nodes be I(G) := {I(Y) | Y ∈ H(G)}. Note here that
I(G) ∪ S(G) partition the maximal cliques C(G).
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λ2
Y
(a)

Y0

λ1
(b)

r̄ = λ, λ2 , λ0 . . .
λ

λ0

Y00 , . . . , {y20 }
(c)

Y0 , . . . , Y3

r̄

r̄

Figure 3 a) Depiction of the chains of almost the graph from Figure 2a) with marked terminals.
b) A template prescribes the positioning of terminals, chains and S. Empty boxes represent leaves.
The chain Y is mapped to path λ0 λ1 λ2 . The chain Y 0 is mapped to the single edge path λ1 λ (an
edge despite the gap in the picture). We have t0 (λ1 ) = I(Y), and indeed any attachment of Y 0 to
an inner node of Y is possible. For the chain Y 0 a mapping to single edge suffices since here it is
realized by a path of subdivision nodes. c) A sample root-ordering (colors mark the mapping of t0 ),
and resulting orientation of chains Y 0 and Y. Here λ2 (mapped to Y3 ) is a tie-breaker for Y.

4.3

Template: Fixing the Topology of Chains

The set of chains H(G) of a (connected) graph G already considerably prescribes many paths
that are present in any proper representation Tsub of G. What remains are two problems
of a more global flavor: For a chain there may be a vast range of possible connections.
Simultaneously we have to assure properness, i.e., that any vertices u and v escape each
other. To cope with these tasks we define a preliminary representation, a template. A
template considerably fixes the topology of a tree Tsub representing G. It narrows down
the possible representations such that we can focus on the properness. At the same time,
our final algorithm has to guess a template, thus its possibilities should be bounded by our
parameter, the size of T .
To fix the relative positions of chains, a template locates the terminals of a chain, Y0 and
Ys+1 , on some template tree T 0 . A concrete realization Tsub of that template is a subdivision
of T 0 . It realizes a chain between its terminals as prescribed by the template. More precisely,
t0 maps the nodes λ of T 0 to the terminals of chains. To avoid ambiguity, let t0 (λ) not map
to a mere terminal Y0 , if Y0 ∈ U(G) (as it may be huge), but narrow down the mapping to
some set of inner nodes of I(G). In other words we fix the neighborhood of a chain on the
“chain-level”. Note that any Y0 ∈ U(G) is a superset of some set of inner nodes, as seen in
Lemma 13. For convenience, let us also fix a mapping h0 of chains hY0 , {y1 }, . . . , {ys }, Ys+1 i
onto T 0 : Let h0 map to paths λ0 , . . . , λs0 +1 in T 0 , which should be conforming with the
terminals, which is t0 (λ0 ) ⊆ Y0 and t0 (λs0 +1 ) ⊆ Ys+1 . If the chain does not contain any
branching node, it suffices to represent the terminals. Then h0 maps simply to the single-edge
path λ0 , λs0 +1 (for example Y 0 in Figure 3(a),(b)). In the other extreme, every inner node
may be a branching node (respectively used as a terminal of another chain), thus possibly
s0 = s.
In more detail, a chain Y may correspond to a path y0 . . . ys+1 with an inner branching node
which is the endpoint of a path y00 y10 . . . corresponding to another chain Y 0 = hY00 , . . . , i.
Thus, the chain Y must be mapped to a path with an inner node λj that is an endpoint
of the path λj , λ01 . . . , λ0s00 +1 that is the image of the other chain Y 0 (for example Y in
Figure 3a)b)). As seen before, then I(Y) ⊆ Y00 ∈ U(G). Hence, the mapping of that terminal
is t0 (λj ) = I(Y). We require this behavior for inner nodes like λj .
y00
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I Definition 15. Let G be a connected chordal graph. A template of a tree T (w.r.t. G) is a
triple (T 0 , t0 , h0 ) where
T 0 is a re-subdivision of T ,
t0 is a mapping of the non-leaves of T 0 to S(G) ∪ I(G),
h0 is a bijection of the chains H(G) to an edge-disjoint set of non-trivial (i.e., containing
at least one edge) paths between non-leaves of T 0 , and
for every chain hY0 , . . . , Ys+1 i ∈ H(G) mapped to a path λ0 , . . . , λs0 +1 we have that
t0 (λ0 ) ⊆ Y0 and t0 (λs0 +1 ) ⊆ Ys+1 and t0 (λi ) = I(Y) for every i ∈ [s0 ].
Consider a tree Tsub where each non-leaf y is identified with a maximal clique Vy . Then Tsub
realizes the template (T 0 , t0 , h0 ) if Tsub results from subdividing T 0 and Vλ ∈ t0 (λ) for every
non-leaf λ of T 0 .
Notably the image of h0 does not necessarily cover every edge between non-leaves. Namely,
non-surrounded nodes y and y 0 might be neighbors. The next lemma establishes that every
tree Tsub that is a compact representation realizes some template, as we intended.
I Lemma 16 (?). If Tsub is a re-subdivision of a tree T and a compact representation of a
connected graph G, then Tsub realizes some template (T 0 , t0 , h0 ) of T .
As formalized in the next lemma, we can enumerate the possible templates in FPT, since
the number of chains is quadratically bounded in V (T ).
2

I Lemma 17 (?). There are 2O(t log t) possible templates of a tree T w.r.t. a connected chordal
2
graph G, which can be enumerated in time 2O(t log t) · n3 ; where t = |V (T )|, n = |V (G)|.

4.4

Normalized Representation: Achieving Properness

We now consider a fixed template and focus on the properness. The remaining leeway is to
locally change the branching nodes of a particular chain. We use a construction which only
fails if the considered template does not allow a compact representation. The result is a
normalized representation.
Any representation Tsub can be normalized by a bottom-up process: Move each branching
node yi up as much as possible within the local subtree, i.e. as long as the subtree remains
compact. By moving up, we mean replacing yi by yj as a branching node that is closer to a
global root in the chain. The set of nodes that potentially replace yi behave in a linear fashion,
and hence allow this greedy approach. Thus we may assume that a normalized representation
exists for a yes-instance. Our algorithm though has to construct a representation from scratch.
By incorporating this idea in a more careful manner we may assemble each subtree of a
normalized Tsub bottom-up. Here we attach the inductive subtrees in the most conservative
way; then the same normalization step as before yields the desired new subtree. Again, the
linear behavior of the potential replacements enable this greedy approach.
To start, let us define the root of a template. Since chains may not “align” towards a
picked root r̄1 , we have to work with additional tie-breakers r̄2 , r̄3 , . . . .
I Definition 18. A root-ordering r̄ is an ordering r̄1 , r̄2 , . . . of nodes V (T 0 )∩{λ | t0 (λ) ∈ S}.
The specific root-ordering will not be of importance and we may pick one arbitrarily.
We assume in the following that every tree and template comes with a root-ordering. See
Figure 3 for an example.
I Definition 19. A root-ordering r̄ and a template (T 0 , t0 , h0 ) define an orientation for
every chain Y = hY0 , . . . , Ys+1 i as follows. Let h0 (Y) map to a path in T 0 with end nodes
λ0 and λs+1 where t0 (λ0 ) ⊆ Y0 and t0 (λs+1 ) ⊆ Ys+1 . Let k be the smallest index such
that (λ0 , λs+1 , r̄k ) or (r̄k , λ0 , λs+1 ) is T 0 -ordered. If (λ0 , λs+1 , r̄k ) is T 0 -ordered, then Y is
oriented towards Ys+1 , which we denote by writing hY0 , . . . , Ys+1 ir̄ .

S. Chaplick, P. A. Golovach, T. A. Hartmann, and D. Knop

8:11

Note that the index k always exists, since every neighbor of a leaf is not surrounded.
Let R[yi , yj ]Tsub be the tree resulting from replacing branching node yi by yj . Its local
version is ρ[yi , yj ]Tsub . The models living in the more restrict subtree ρ↓ [yi , yj ]Tsub are
critical: Their properness is at stake. We define the possible replacements of a node yi
resulting in a proper representation as the potential Φ(Tsub , yi ).
I Definition 20. Let r̄ be a root-ordering. Consider a branching node yi ∈ V (Tsub ) and its
chain hY0 , . . . , {yi }, . . . , {yj }, . . . , Ys+1 ir̄ where y0 realizes Y0 . For integers i ≤ j < s, let
R[yi , yj ]Tsub be the tree Tsub where yi replaces yj as a branching node, i.e., edge {yi , z}
is replaced by a new edge {yj , z}, for every node z ∈ NTsub (yi ) \ (Yi−1 ∪ Yy+1 );
ρ[yi , yj ]Tsub be the tree consisting of the subtree of R[yi , yj ]Tsub rooted at y0 (w.r.t. global
root r̄1 ) and path y0 , . . . , ys where for every chain node yi0 ∈ {y1 , . . . , ys } and non-chain
neighbor z 0 ∈ NR[yi ,yj ]Tsub \ (Yi0 −1 ∩ Yi0 +1 ) a new leaf node yi00 added adjacent to yi0 ;
ρ↓ [yi , yj ]Tsub be the tree consisting of the subtree of R[yi , yj ]Tsub rooted at y0 (w.r.t. global
root r̄1 ) and path y0 , . . . , yj−1 .
For convenience, let ρ↓ [yi ]Tsub := ρ↓ [yi , yi ]Tsub as well as ρ[yi ]Tsub := ρ[yi , yi ]Tsub .
I Definition 21. We define the potential Φ(Tsub , yi ) (w.r.t. a template (T 0 , t0 , h0 ) and
root-ordering r̄) of non-leaf node yi .
For a not-surrounded node yi , let Φ(Tsub , yi ) = {yi }.
For a surrounded branching node yi , consider its chain h·, . . . , {yi }, . . . , {ys }, ·ir̄ . The
potential Φ(Tsub , yi ) contains every node yj ∈ {yi , . . . , ys } where the tree R[yi , yj ]Tsub is
such that every vertex u with model Mu ⊆ V (ρ↓ [yi , yj ]Tsub ) escapes every other vertex v.
A simple example is that yi ∈ Φ(Tsub , yi ) for compact representations Tsub , as the
considered replacement does nothing. In contrast, Φ(Tsub , yi ) = ∅ indicates non-properness
for the subtree of yi−1 . Indeed, the potential of yi captures exactly the possible replacements
of yi as a branching node.
If some replacement yj of yi already is a branching node, the topology changes and
R[yi , yj ]Tsub does not realize the same template. To avoid such issues, we require (without
loss of generality) a minimal representation: A tree Tsub is minimal if there is no compact
0
representation Tsub
of G that is a re-subdivision of Tsub with fewer branching nodes. Clearly,
if there is a representation Tsub of G, we may also assume that it is minimal. In particular,
the contraction would result in different candidate re-subdivision of T , which we consider
separately.
We may compute it locally, meaning it suffices to consider the subtree ρ[yi ]. Since the
potential Φ(Tsub , yi ) is a connected subsequence of hyi , . . . , ys i, we either view it as a set or
as such a subsequence. Further, if the potential is hyi , . . . , yj i, then replacing yi with the last
node yj makes the resulting potential at yj singleton. Finally, the potential is independent
from later replacements, assuming a bottom-up (i.e., leaf-to-root) procedure.
I Lemma 22 (?). Let Tsub be a minimal compact representation of a connected graph G.
We observe the following for a chain h·, . . . , {yi }, . . . , {yj }, . . . , {ys }, ·ir̄ for i ≤ j ≤ s:
1. If yj ∈ Φ(Tsub , yj ), then R[yi , yj ]Tsub is a minimal compact representation of G.
2. locality, Φ(Tsub , yi ) = Φ(ρ[yi ]Tsub , yi ),
3. connectivity, Φ(Tsub , yi ) is connected in Tsub , and hence some subsequence hyi , . . . , yj i,
4. linearity, Φ(Tsub , yi ) = hyi , . . . , yj i if and only if Φ(R[yi , yj ]Tsub , yj ) = hyj i.
5. independence, Φ(R[yi , yj ]Tsub , x) ⊆ Φ(Tsub , x) for every node x ∈ V (Tsub ) where (x, yi , r̄1 )
is Tsub -ordered.
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Consider a tree Tsub that realizes a template (T 0 , t0 , h0 ), and has some root-ordering r̄.
We say Tsub is normalized for a node y (w.r.t. to (T 0 , t0 , h0 ) and r̄) if Φ(Tsub , y) = hyi.
By the locality property, this is equivalent to Φ(ρ[y]Tsub , y) = hyi, hence it suffices to
consider the local subtree. The whole tree Tsub is normalized if it is normalized for every
branching node. Now the independence of the potential as explored earlier allows normalizing
any representation by a bottom-up procedure. Thus, in a yes-instance, we may assume a
normalized representation.
I Lemma 23 (?). There is an O(n3 ) time algorithm that, given a connected chordal n-vertex
graph G and a template (T 0 , t0 , h0 ), decides whether there is a minimal compact representation
of G that realizes (T 0 , t0 , h0 ), and if one exists, it outputs one that is also normalized.
0
of
Proof (Sketch). Assuming a yes-instance, there is minimal compact representation Tsub
0 0
0
0
G that realizes template (T , t , h ). We may also assume that Tsub is normalized (proven
0
in the full version). Our algorithm outputs a representation isomorphic to Tsub
, thus a
normalized one as desired. If, however, our construction fails at some point, we correctly
conclude that no such representation exists. In the rest of the proof we fix an arbitrary
root-ordering r̄.
We fix an ordering σ = λ1 , λ2 , . . . of the non-leaf nodes of the template tree T 0 , which
follows the ordering within in a chain and otherwise is bottom-up. Pick a node λk where
every non-leaf child of λk has been added before, and append it to the ordering. If there is a
chain hY0 , . . . , Ys0 +1 ir̄ mapped by h0 to a path of form λ0 , λk , λk,1 , . . . , λk,s0 +1 , append nodes
λk,1 , . . . , λk,s0 +1 as well. Then continue to picking a new node until all nodes are ordered.
0
For k ≥ 1, let Tk be the subtree of Tsub
induced by λ1 , . . . , λk , every subdivision node
between nodes from λ1 , . . . , λk and leaves neighboring λ1 , . . . , λk . By induction over k ≥ 1,
we prove that a tree isomorphic to Tk is polynomial time computable given G, (T 0 , t0 , h0 , )
0
and r̄. Eventually this yields to a representation Tsub isomorphic to Tsub
, thus normalized
0 0
0
minimal compact and realizing (T , t , h ), as desired.
(Induction base, when λk neighbors a leaf (w.r.t. to root r̄1 )) The node λk represents
a not-surrounded node t0 (λk ) = {λk } ∈ S(G). Then Tk consists only of λk adjacent to
some leaf. Thus, this tree is prescribed by (T 0 , t0 , h0 ) and hence no computation is required.
The induction step where λk ∈ V (T 0 ) is a node with t0 (λk ) = {λk } ∈ S(G) is similar, and
omitted here.
(Induction step I(G)) We consider the case where the template node λk is a surrounded
branching node. This means that t0 (λk ) = {y1 , . . . , ys } = I(Y) for some chain Y. The
template maps Y to a non-trivial path λ0 , . . . , λs0 +1 in T 0 containing λk :

λ0 . . . λc0 λk λc00 . . . λs0 +1 = h0 hY0 , {y1 } . . . , {yi }, . . . , {ys }, Ys+1 ir̄ .

For each of those inner template nodes λi0 , we have t0 (λi0 ) = {y1 , . . . , ys }. Let us assume
that t0 (λ0 ) ⊆ Y0 such that the directions of increasing indices match.
Note that λc0 is ordered before λk because of how the ordering σ is defined. Our
algorithm may determine λc0 as the child in T 0 where (λ0 , λc0 , λk , λs0 +1 ) is T 0 -ordered
(possibly λ0 = λc0 ). The tree Tk realizes λk with some inner node yj with j ∈ [s]. Our task is
to determine j without knowing Tk . Let λc1 , . . . , λcz be the (possibly non-existent, possibly
containing λc00 ) remaining children of λk in T 0 . By the induction hypothesis, the subtrees
Tc0 , Tc1 , . . . , Tcz are polynomial time computable.
The tree Tc0 realizes λc0 with some node yi−1 for i ∈ {2, . . . , s} where y0 ∈ Y0 . Because
−
Tc0 is a subtree of Tk , this limits the possible realizations of yj to {yi , . . . , ys }. Let →
c0 be the
path (yi−1 , yi , . . . , ys ).
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Consider the adjacency λc1 λk . A simple case is that t0 (λc1 ) = {λc1 } ∈ S(G). Then in
−
c1 (λk ) to
the tree Tk the two realizing nodes λc1 and λk must be adjacent, and we define →
be the path λc1 λk . Note that we define the path with a variable λk (as named to coincide
−
c1 (yj ) is the path
with the template node since it shares the same variability). For example →
contained in the tree Tk (which we aim to construct).
Otherwise, the node t0 (λc1 ) is part of a chain with terminal Ys00 +1 where t0 (λk ) ⊆ Ys00 +1 .
Now either λc1 is the other terminal of chain Y1 , or it is the set of inner nodes I(Y1 ) and
hence realized as one of them. Thus the format of the chain is either
hY00 , {yc11 }, . . . , {ycs11 }, Ys00 +1 ir̄ where t0 (λc1 ) ⊆ Y00 , or
h·, . . . , {yc1 }, {yc11 }, . . . , {ycs11 }, Ys00 +1 ir̄ , where yc1 is the realization of λc1 in the tree Tc1 .
−
Let →
c1 (λk ) be the path (λc1 , yc11 , . . . , ycs11 , λk ), similarly as before with variable λk . For example
→
−
−
−
c1 (yj ) is the path contained in the unknown tree Tk . We define the paths →
c2 (λk ), . . . , →
cz (λk )
for the other children analogously. Clearly, the same observations apply.
We define the tree T (λk ) similarly. Namely, T (λk ) is the tree containing the subtrees
−
−
c1 (λk ), . . . , →
Tc0 , Tc1 , . . . , Tcz together with paths →
cz (λk ) and path yi−1 , yi , . . . , ys . Then Tk is
the subtree of T (yj ) rooted at yj . Thus it remains to determine yj without knowing Tk .
For that purpose, consider the tree T (yi ), the tree with the most conservative realization
of λk . Applying the rehang operation yields R[yi , yj ]T (yi ) = T (yj ). Assume that node yk of
all the nodes of Tk has the smallest distance to the global root r̄ (the general case is handled
0
by a slight modification to T (yi ), see full version). Then, since Tsub
is normalized and because
0
0
of locality, we have hyj i = Φ(Tsub
, yj ) = Φ(ρ[yi ]Tsub
, yj ) = Φ(ρ[yi ]T (yj ), yj ) = Φ(T (yj ), yj ).
Then by the linearity of the potential we have that Φ(T (yi ), yi ) = hyi , . . . , yj i. This is
how we algorithmically determine yj , assuming a yes-instance. Thus the desired tree Tk (yj )
is polynomial time computable given graph G, template (T 0 , t0 , h0 ) and r̄. If our algorithm
observes that Φ(T (yi ), yi ) = ∅ at some point, it contradicts the existence of a normalized
0
representation Tsub
, and our algorithm returns no.
J
Now we outline our FPT algorithm for the parameter t = |V (T )|. We assume without
loss of generality that G is a chordal graph and T 6= K1 as the problem is trivial otherwise.
Note that chordality can be tested in linear time [23]. If G is not connected, each proper
interval graph component always be represented using a subdivision of an edge incident to
a leaf of T . Thus, these components, which can be recognized in linear time [10, 11], can
be excluded from the further consideration. Each of the remaining components is not a
proper interval graph and, as such, contains a vertex whose model includes a branching
node of T . Thus, if these components number more than the number of branching nodes,
G has no T -representation. Assume that this is not the case. We guess an assignment of
the connected components of G to connected subtrees of T representing them. Two such
subtrees may share an edge (which can be needed to represent both components of G using
the end-nodes of this shared edge). Note that are at most 2O(t log t) possible mappings, and
then we can deal with every component of G and the corresponding subtree of T separately.
From now on, we assume that G is connected. By Theorem 7, we may look for a compact
representation Tsub ; further, it suffices that Tsub is minimal. Therefore, there is a template
(T 0 , t0 , h0 ) that allows a representation of G as seen in Lemma 16. We compute the chains
2
of G and try every template in time 2O(t log t) · n3 where n = |V (G)|, as seen in Lemma 17.
Pick an arbitrary root-ordering r̄. Then test in polynomial time whether a minimal compact
representation of G realizing this template by using Lemma 23. In a positive case, applying
Theorem 7 leads to a proper representation. This implies our main result (restated here).
I Theorem 1. There is an algorithm that, given an n-vertex graph G and a tree T with t
nodes, decides whether G is a proper T -graph, and if yes, outputs a proper T -representation,
2
in 2O(t log t) · n3 time.
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5

Concluding Remarks and Open Problems

Our recognition algorithm for proper tree-graphs provides the following side result on proper
leafage (introduced by Lin et al. [21] analogously to leafage): The proper leafage `? of a
chordal graph G is the minimum number of leaf nodes of all trees T that properly represent
G. The side result, as in Corollary 24, is that computing the proper leafage is FPT. For the
decision version, if G is not a proper interval graph, we simply guess the host tree Tsub of
minimal leafage and verify properness with our algorithm from Theorem 1. Of course, it still
remains open whether computing proper leafage is NP-hard.
I Corollary 24. Computing the proper leafage `? of a chordal graph G is FPT w.r.t. `? .
While we have shown that proper T -graph recognition is FPT, it remains open whether
non-proper T -graph recognition is FPT. Perhaps most importantly, gaps remain concerning
the precise conditions under which (proper) H-graph recognition is NP-complete for fixed H.
References
1
2
3

4
5

6
7

8
9
10
11

12
13

14

Deniz Ağaoğlu and Petr Hliněný. Isomorphism problem for Sd -graphs, 2019. arXiv:1907.
01495.
Miklós Biró, Mihály Hujter, and Zsolt Tuza. Precoloring extension. I. Interval graphs. Discrete
Mathematics, 100(1):267–279, 1992.
Jean R. S. Blair and Barry Peyton. An introduction to chordal graphs and clique trees. In
Graph Theory and Sparse Matrix Computation, pages 1–29, New York, NY, 1993. Springer
New York.
M. L. Brady and M. Sarrafzadeh. Stretching a knock-knee layout for multilayer wiring. IEEE
Transactions on Computers, 39(1):148–151, January 1990. doi:10.1109/12.46293.
Andreas Brandstädt, Van Bang Le, and Jeremy P. Spinrad. Graph classes: a survey. SIAM
Monographs on Discrete Mathematics and Applications. Society for Industrial and Applied
Mathematics (SIAM), Philadelphia, PA, 1999. doi:10.1137/1.9780898719796.
Peter Buneman. A characterisation of rigid circuit graphs. Discrete Mathematics, 9(3):205–212,
1974. doi:10.1016/0012-365X(74)90002-8.
Steven Chaplick, Fedor V. Fomin, Petr A. Golovach, Dusan Knop, and Peter Zeman. Kernelization of graph hamiltonicity: Proper H-graphs. In Zachary Friggstad, Jörg-Rüdiger Sack,
and Mohammad R. Salavatipour, editors, WADS 2019, volume 11646 of LNCS, pages 296–310.
Springer, 2019. doi:10.1007/978-3-030-24766-9_22.
Steven Chaplick, Martin Toepfer, Jan Voborník, and Peter Zeman. On H-topological intersection graphs. In WG 2017, pages 167–179, 2017. doi:10.1007/978-3-319-68705-6_13.
Steven Chaplick and Peter Zeman. Combinatorial problems on H-graphs. In EUROCOMB’17,
volume 61 of ENDM, pages 223–229. Elsevier, 2017. doi:10.1016/j.endm.2017.06.042.
Derek G. Corneil. A simple 3-sweep LBFS algorithm for the recognition of unit interval graphs.
Discrete Applied Mathematics, 138(3):371–379, 2004. doi:10.1016/j.dam.2003.07.001.
Xiaotie Deng, Pavol Hell, and Jing Huang. Linear-time representation algorithms for proper
circular-arc graphs and proper interval graphs. SIAM Journal on Computing, 25(2):390–403,
1996. doi:10.1137/S0097539792269095.
Fedor V. Fomin, Petr A. Golovach, and Jean-Florent Raymond. On the tractability of
optimization problems on H-graphs. Algorithmica, 2020. doi:10.1007/s00453-020-00692-9.
Philippe Galinier, Michel Habib, and Christophe Paul. Chordal graphs and their clique
graphs. In WG 1995, volume 1017 of LNCS, pages 358–371. Springer, 1995. doi:10.1007/
3-540-60618-1_88.
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Abstract
A mixed dominating set is a set of vertices and edges that dominates all vertices and edges of a
graph. We study the complexity of exact and parameterized algorithms for MDS, resolving some
open questions. In particular, we settle the problem’s complexity parameterized by treewidth and
pathwidth by giving an algorithm running in time O∗ (5tw ) (improving the current best O∗ (6tw )),
and a lower bound showing that our algorithm cannot be improved under the SETH, even if
parameterized by pathwidth (improving a lower bound of O∗ ((2 − ε)pw )). Furthermore, by using a
simple but so far overlooked observation on the structure of minimal solutions, we obtain branching
algorithms which improve the best known FPT algorithm for this problem, from O∗ (4.172k ) to
O∗ (3.510k ), and the best known exact algorithm, from O∗ (2n ) and exponential space, to O∗ (1.912n )
and polynomial space.
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Introduction

Domination problems in graphs are one of the most well-studied topics in theoretical computer
science. In this paper we study a variant called Mixed Dominating Set: we are given a
graph G = (V, E) and are asked to select D ⊆ V and M ⊆ E such that |D ∪ M | is minimized
and the set D ∪ M dominates V ∪ E, where a vertex dominates itself, its neighbors, and its
incident edges and an edge dominates itself, its endpoints, and all edges with which it shares
an endpoint.
Mixed Dominating Set is a natural variation of domination in graphs as it can be
seen as a mix between four standard problems: Dominating Set, where vertices dominate
vertices; Edge Dominating Set, where edges dominate edges; Vertex Cover, where
vertices dominate edges; and Edge Cover, where edges dominate vertices. In Mixed
Dominating Set we are asked to select vertices and edges in a way that dominates all
vertices and edges. As only the last of these four problems is in P, it is not surprising that
Mixed Dominating Set is NP-hard. We are therefore motivated to study approximation,
exponential-time and parameterized algorithms for this problem, and indeed this has been
the topic of several recent papers. On the approximation algorithms side, the problem is
well-understood: Hatami [9] gave a 2-approximation algorithm, while more recently Dudycz
et al. [5] showed that (under the UGC) no algorithm can achieve a ratio better than 2 for
Edge Dominating Set. As we explain (Proposition 1) this hardness result easily carries
over to Mixed Dominating Set, thus essentially settling the problem’s approximability.
Hence, in this paper we focus on parameterized and exact algorithms.
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Mixed Dominating Set has recently been the focus of several works in this context.
With respect to the natural parameter (the size k of the solution), an O∗ (7.465k )1 algorithm
was given by Jain et al. [12], more recently improved to O∗ (4.172k ) by Xiao and Sheng [26].
With respect to treewidth and pathwidth, Jain et al. gave algorithms running in O∗ (6tw )
2
time and O∗ (5pw ) time, improving upon the O∗ (3tw ) time algorithm of [24]. Furthermore,
Jain et al. showed that no algorithm can solve the problem in O∗ ((2 − ε)pw ) time under
the Set Cover Conjecture. These works observed that it is safe to assume that the optimal
solution has a nice structure: the selected edges form a matching whose endpoints are disjoint
from the set of selected vertices. This observation immediately gives an O∗ (3n ) algorithm
for the problem, which was recently improved to O∗ (2n ) by Madathil et al. [18] by using a
dynamic programming approach, which requires O∗ (2n ) space.

Our results
The state of the art summarized above motivates two basic questions: first, can the gap in
the complexity of the problem for treewidth and pathwidth and the gap between the lower
and upper bound for these parameters be closed, as explicitly asked in [12]; second, can we
solve this problem faster than the natural O∗ (2n ) barrier? We answer these questions and
along the way obtain an improved FPT algorithm for parameter k. Specifically we show:
(i) Mixed Dominating Set can be solved in O∗ (5tw ) time. Somewhat surprisingly, this
result is obtained by combining observations that exist in the literature: the equivalence
of Mixed Dominating Set to Distance-2-Dominating Set [18]; and the algorithm of
Borradaile and Le for this problem [3].
(ii) Mixed Dominating Set cannot be solved in time O∗ ((5 − ε)pw ), under the SETH.
This is our main result on this front, and shows that our algorithm for treewidth and the
algorithm of [12] for pathwidth are optimal.
(iii) Mixed Dominating Set can be solved in time O∗ (1.912n ) and O∗ (3.510k ), in both
cases using polynomial space. In order to obtain these algorithms we refine the notion of
nice mixed dominating set which was used in previous algorithms. In particular, we show
that a mixed dominating set with the minimum number of vertices has the property that
any selected vertex has at least two private neighbors. This allows us to speed up branching
on low-degree vertices.

Other related work
The notion of Mixed Dominating Set was first introduced in 1977 by Alavi. et al [1],
and has been studied extensively in graph theory [2, 6, 21, 23]. See the chapter in [10] for a
survey on the Mixed Dominating Set problem. The computational complexity of Mixed
Dominating Set was first studied in 1993 by Majumbar [19], where he showed that the
problem is NP-complete. The problem remains NP-complete on split graphs [27] and on
planar bipartite graphs of maximum degree 4 [20]. Majumbar [19], Lan and Chang [16],
Rajaati et al. [25] and Madathil et al. [18] showed that the problem is polynomial-time solvable
on trees, cacti, generalized series-parallel graphs and proper interval graphs, respectively.

1

O∗ notation suppresses polynomial factors in the input size.
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Preliminaries

We assume familiarity with the basics of parameterized complexity (e.g. treewidth, pathwidth,
and the SETH), as given in [4]. Let G = (V, E) be a graph with |V | = n vertices and
|E| = m edges. For u ∈ V , N (u) denotes the set of neighbors of u, d(u) = |N (u)| and
N [u] = N (u) ∪ {u}. For U ⊆ V and u ∈ V , we note NU (u) = N (u) ∩ U and use dU (u) to
denote |NU (u)|. Furthermore, for U ⊆ V we denote N (U ) = ∪u∈U N (u). For an edge set
E 0 , we use V (E 0 ) to denote the set of endpoints of E 0 . For V 0 ⊆ V , we use G[V 0 ] to denote
the subgraph of G induced by V 0 . A mixed dominating set of a graph G = (V, E) is a set
of vertices D ⊆ V and edges M ⊆ E such that (i) all vertices of V \ (D ∪ V (M )) have a
neighbor in D (ii) all edges of E \ M have an endpoint in D ∪ V (M ).
We note that the minimization problem Mixed Dominating Set is harder than the
more well-studied Edge Dominating Set (EDS) problem, in a way that preserves most
parameters and the size of the optimal solution. Hence, essentially all hardness results for
the latter problem, such as its inapproximability [5] or its W[1]-hardness for clique-width [7],
carry over to Mixed Dominating Set.
I Proposition 1. There is an approximation and parameter-preserving reduction from Edge
Dominating Set to Mixed Dominating Set.
Proof. Given an instance G = (V, E) of EDS we seek a set M of k edges such that all edges
have an endpoint in V (M ). We add a new vertex u connected to all of V and attach to u
|V | + 2 leaves. The new graph has a mixed dominating set of size k + 1 if and only if G has
an edge dominating set of size k.
J
We now define a restricted notion of mixed dominating set.
I Definition 2. A nice mixed dominating set of a graph G = (V, E) is a mixed dominating set
D∪M which satisfies the following: (i) D∩V (M ) = ∅; (ii) M is a matching; (iii) for all u ∈ D
there exist at least two private neighbors of u, that is, two vertices v1 , v2 ∈ V \ (D ∪ V (M ))
with N (v1 ) ∩ D = N (v2 ) ∩ D = {u}.
We note that a mixed dominating set that satisfies the first two properties of Definition 2
was called special mds in [18]. The notion of nice mds was implicit also in the algorithms
of [12, 26], with the key difference that these algorithms do not use the fact that every vertex
of D must have at least two private neighbors, that is, two neighbors which are dominated
only by this vertex.
Let us now prove that restricting ourselves to nice solutions does not change the value
of the optimal. The idea behind the proof is to reuse the arguments of [18] to obtain an
optimal solution satisfying the first two properties; and then while there exists u ∈ D with
at most one private neighbor, we replace it by an edge while maintaining a valid solution
satisfying the first two properties.
I Lemma 3. For any graph G = (V, E) without isolated vertices, G has a mixed dominating
set D ∪ M of size at most k if and only if G has a nice mixed dominating set D0 ∪ M 0 of
size at most k.
Proof. One direction is trivial, since any nice mixed dominating set is also by definition a
mixed dominating set. For the other direction, we first recall that it was shown in [18] that
if a graph has a mixed dominating set of size k, then it also has such a set that satisfies the
first two conditions of Definition 2. Suppose then that D ∪ M is such that D ∩ V (M ) = ∅
and M is a matching.
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We will now edit this solution so that we obtain the missing desired properties, namely the
fact that all vertices of D have two private neighbors. Our transformations will be applicable
as long as there exists a vertex u ∈ D without two private neighbors, and will either decrease
the size of the solution, or decrease the size of D, while maintaining a valid solution satisfying
the first two properties of Definition 2. As a result, applying these transformations at most
n times yields a nice mixed dominating set.
Let I = V \ (D ∪ V (M )). If there exists u ∈ D with exactly one private neighbor, let v
be this private neighbor. We set D0 := D \ {u} and M 0 := M ∪ {(u, v)} to obtain another
solution. This solution is valid because N (u) \ {v} is dominated by (D ∪ M ) \ {u}, otherwise
u would have more than one private neighbor.
Let us now consider a vertex u ∈ D with no private neighbor. Note that for such a vertex
u, its neighborhood (which is non-empty, since G has no isolated vertices) is dominated by
(D ∪ M ) \ {u}, because otherwise u would have at least one private neighbor. If there exists
v ∈ N (u) ∩ I, set D0 := D \ {u} and M 0 := M ∪ {(u, v)} to obtain another feasible solution.
Now consider a vertex u ∈ D with no private neighbor for which N (u) ∩ I = ∅. We have
N (u) ⊆ D ∪ V (M ), which implies that the neighborhood of u and all the edges incident
on u are dominated by (D ∪ M ) \ {u}. If there exists v ∈ N (u) ∩ D, remove u from the
solution to get a better solution. Now consider a vertex u ∈ D with no private neighbor
for which N (u) ⊆ V (M ). If there exists v ∈ N (u) with (v, w) ∈ M such that there exists
z ∈ N (w) ∩ I, set D0 := D \ {u} and M 0 := (M \ {(v, w)}) ∪ {(u, v), (w, z)} to obtain another
feasible solution. If for all v ∈ N (u) with (v, w) ∈ M , we have N (w) ⊆ D ∩ V (M ), pick such
a vertex v and set D0 := (D \ {u}) ∪ {v} and M 0 := M \ {(v, w)} to get a better solution.
We repeat these modifications until we obtain the claimed solution.
J
In the remainder, when considering a mixed dominating set D ∪ M of a graph G = (V, E),
we will associate with it the partition V = D∪P ∪I where P = V (M ) and I = V \(D∪P ). We
will call this a nice mds partition. It is not hard to see that the following properties follow from
the definition: (i) G[P ] has a perfect matching (ii) I is an independent set (iii) D dominates I
(iv) each u ∈ D has two private neighbors v1 , v2 ∈ I, that is, N (v1 ) ∩ D = N (v2 ) ∩ D = {u}.
We also note the following useful relation.
I Lemma 4. For any graph G = (V, E) and any nice mds partition V = D ∪ P ∪ I of G,
there exists a minimal vertex cover C of G such that D ⊆ C ⊆ D ∪ P .
Proof. Since I is an independent set of G, D ∪ P is a vertex cover of G and hence contains
some minimal vertex cover. We claim that any such minimal vertex cover C ⊆ D ∪ P satisfies
D ⊆ C. Indeed, for each u ∈ D there exist two private neighbors v1 , v2 6∈ D ∪ P . Hence, if
u 6∈ C, the edge (u, v1 ) is not covered, contradiction.
J

3

Treewidth

We begin with an algorithm for Mixed Dominating Set running in time O∗ (5tw ). We
rely on three ingredients: (i) the fact that Mixed Dominating Set on G is equivalent
to Distance-2-Dominating Set on the incidence graph of G [18] ; (ii) the standard fact
that the incidence graph of G has the same treewidth as G ; (iii) and an O∗ (5tw ) algorithm
(from [3]) for Distance-2-Dominating Set.
I Theorem 5. There is an O∗ (5tw )-time algorithm for Mixed Dominating Set in graphs
of treewidth tw.
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The main result of this section is a lower bound matching Theorem 5. We prove that,
under SETH, for all ε > 0, there is no algorithm for Mixed Dominating Set with complexity
O∗ ((5 − ε)pw ). The starting point of our reduction is the problem q-CSP-5 [15]. In this
problem we are given a Constraint Satisfaction (CSP) instance with n variables and m
constraints. The variables take values in a set of size 5, say {0, 1, 2, 3, 4}. Each constraint
involves at most q variables and is given as a list of acceptable assignments for these variables.
The following result was shown in [15] to be a natural consequence of the SETH.
I Lemma 6 (Theorem 2 of [15]). If the SETH is true, then for all ε > 0, there exists a q
such that n-variable q-CSP-5 cannot be solved in time O∗ ((5 − ε)n ).
Note that in [15] it was shown that for any alphabet size B, q-CSP-B cannot be solved in
time O∗ ((B − ε)n ) under the SETH, but for our purposes only the case B = 5 is relevant for
two reasons: because this corresponds to the base of our target lower bound ; and because
in our construction we will represent the B = 5 possible values for a variable with a path
of five vertices in which there exists exactly five different ways of selecting one vertex and
one edge among these five vertices. Our plan is therefore to produce a polynomial-time
reduction which, given a q-CSP-5 instance with n variables, produces an equivalent Mixed
Dominating Set instance whose pathwidth is at most n + O(1). Then, the existence
of an algorithm for the latter problem running faster than O∗ ((5 − ε)pw ) would give an
O∗ ((5 − ε)n ) algorithm for q-CSP-5, contradicting the SETH.
Before giving the details of our reduction let us sketch the basic ideas, which follow
the pattern of other SETH-based lower bounds which have appeared in the literature
[8, 11, 13, 14, 17]. The constructed graph consists of a main selection part of n paths of length
5m, divided into m sections. Each path corresponds to a variable and each section to a
constraint. The idea is that the optimal solution will follow for each path a basic pattern of
selecting one vertex and one edge among the first five vertices and then repeat this pattern
throughout the path (see Figure 1). There are 5 natural ways to do this, so this can represent
all assignments to the q-CSP-5 instance. We will then add verification gadgets to each
section, connected only to the vertices of that section that represent variables appearing in
the corresponding constraint (thus keeping the pathwidth under control), in order to check
that the selected assignment satisfies the constraint.
The main difficulty in completing the proof is showing that the optimal solution has
the desired form, and in particular, that the pattern that is selected for a variable is kept
constant throughout the construction. This is in general not possible to prove, but using a
technique introduced in [17], we work around this difficulty by making polynomially many
copies of our construction, gluing them together, and arguing that a large enough consistent
copy must exist.

Construction
We are given a q-CSP-5 instance ϕ with n variables x1 , . . . , xn taking values over the set
{0, 1, 2, 3, 4}, and m constraints c0 , . . . , cm−1 . For each constraint we are given a set of at
most q variables which are involved in this constraint and a list of satisfying assignments
for these variables. Without loss of generality, we make the following assumptions: (i) each
constraint involves exactly q variables, because if it has fewer variables, we can add to it new
variables and augment the list of satisfying assignments so that the value of the new variables
is irrelevant (ii) all constraints have lists of satisfying assignments of size C = 5q − 1; note
that this is an upper bound on the size of the list of satisfying assignments, and for each
constraint which has fewer we add several copies of one of its satisfying assignments to its list
(so the list may repeat an assignment). We define two “large” numbers F = (3n + 1)(2n + 1)
and A = 20 and we set our budget to be k = 8AF mn + 2F mn + 2F mq(C − 1) + n + 1.
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(a)
(b)
(c)
(d)
(e)
Figure 1 Main part of the construction with the five possible configurations. Filled vertices are
in D, thick edges are in M .

We now construct our graph as follows:
1. We construct a vertex s and attach to it two leaves s1 , s2 .
2. For i ∈ {1, . . . , n} we construct a path on 5F m vertices: the vertices are labeled ui,j , for
j ∈ {0, 1, . . . , 5F m − 1} and for each i, j the vertex ui,j is connected to ui,j+1 . We call
these paths the main part of our construction.
3. For each j ∈ {0, 1, . . . , F m − 1}, let j 0 = j mod m. We construct a checker gadget Hj as
follows (see Figure 2):
a. For each satisfying assignment σ in the list of the constraint cj 0 , we construct an
independent set Zσ,j of size 2q (therefore, C such independent sets). The 2q vertices
are partitioned so that for each of the q variables involved in cj 0 we reserve two vertices.
1
2
In particular, if xi is involved in cj 0 we denote by zσ,j,i
, zσ,j,i
its two reserved vertices
in Zσ,j .
b. For each i ∈ {1, . . . , n} such that xi is involved in cj 0 , for each satisfying assignment σ
in the list of cj 0 , if σ sets xi to value α ∈ {0, 1, 2, 3, 4} we add the following edges:
1
2
i. (ui,5j+α , zσ,j,i
) and (ui,5j+α , zσ,j,i
).
1
ii. Let β = (α + 2) mod 5 and γ = (α + 3) mod 5. We add the edges (ui,5j+β , zσ,j,i
)
2
and (ui,5j+γ , zσ,j,i ).

c.
d.
e.
f.

For all assignments σ 6= σ 0 of cj 0 , add all edges between Zσ,j and Zσ0 ,j .
We construct an independent set Wj of size 2q(C − 1)
Add all edges between Wj and Zσ,j , for all assignments σ of cj 0 .
For each w ∈ Wj , we construct an independent set of size 2k + 1 whose vertices are all
connected to w and to s.

4. We define the consistency gadget Qi,j , for i ∈ {1, . . . , n} and j ∈ {0, . . . , F m − 1} which
consists of (see Figure 2):
a.
b.
c.
d.
e.

An independent set of size 8 denoted Ai,j .
Five independent sets of size 2 each, denoted Bi,j,0 , Bi,j,1 , . . . , Bi,j,4 .
For each `, `0 ∈ {0, . . . , 4} with ` 6= `0 all edges from Bi,j,` to Bi,j,`0 .
For each ` ∈ {0, . . . , 4} all possible edges from Bi,j,` to Ai,j .
For each a ∈ Ai,j , 2k + 1 vertices connected to a and to s.
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xi

s2
s
Hj
...

Wj

Bi,j,1

Bi,j,3

...
Bi,j,0

Bi,j,4

ZσC ,j
Bi,j,2

..
.
Zσ1 ,j

Ai,j

Zσ2 ,j

x1
x2

Qi,j
s
s2

s1

Figure 2 (Double edges between two sets of vertices represent all edges between the two sets.)
Left: Checker gadget Hj connected to the main part. Here we have considered an instance where
the clause cj 0 has only two variables, x1 and x2 . Moreover, only the independent set Zσ1 ,j is shown
connected to the main part. The possible assignment σ1 of cj 0 is (x1 = 0, x2 = 2). We have supposed
that this assignment is satisfiable, and we have have marked the corresponding mixed dominating
set: filled vertices are in D, thick edges are in M . Right: Checker gadget Qi,j connected to the
main part, that is to the path corresponding to the variable xi . Only the independent sets Bi,j,1
and Bi,j,3 are shown connected to the main part. We have supposed that the assignment (xi = 3) is
satisfiable, and we have marked the corresponding mixed dominating set: filled vertices are in D,
thick edges are in M .

f. For each ` ∈ {0, . . . , 4} both vertices of Bi,j,` are connected to ui,5j+` .
g. For each ` ∈ {0, . . . , 4} let `0 = (` + 2) mod 5 and `00 = (` + 3) mod 5. One vertex of
Bi,j,` is connected to ui,5j+`0 and the other to ui,5j+`00 .
5. For each i ∈ {1, . . . , n} and j ∈ {0, . . . , F m − 1} construct A copies of the gadget Qi,j
and connect them to the main part as described above.
This completes the construction. The target mds size is k, as defined above. We now
argue that the reduction is correct and G has the desired pathwidth.
I Lemma 7. If ϕ is satisfiable, then there exists an mds in G of size at most k.
Proof. Assume that ϕ admits some satisfying assignment ρ : {x1 , . . . , xn } → {0, 1, 2, 3, 4}.
We construct a solution as follows:
1. For each i ∈ {1, . . . , n} let α = ρ(xi ). For each j ∈ {0, . . . , F m − 1}, we select in the
dominating set the vertex ui,5j+α .
2. Let U 0 be the set of vertices ui,j of the main part which were not selected in the previous
step and which do not have a neighbor selected in the previous step. We add to the
solution all edges of a maximum matching of G[U 0 ], as well as all vertices of U 0 left
unmatched by this matching.
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3. For each j ∈ {0, . . . , F m − 1}, G contains a gadget Hj . Consider the constraint cj 0 for
j 0 = j mod m. Let σ be an assignment in the list of cj 0 that agrees with ρ (such a σ must
exist, since the constraint is satisfied by ρ). We add to the solution the edges of a perfect
S
matching from Wj to σ0 6=σ Zσ0 ,j .
4. For each j ∈ {0, . . . , F m − 1} and i ∈ {1, . . . , n} we have added to the graph A copies of
the consistency gadget Qi,j . For each copy we add to the solution a perfect matching
S
from Ai,j to `6=ρ(xi ) Bi,j,` .
5. We set s ∈ D.
Let us first argue why this solution has size at most k. In the first step we select F nm
vertices. In the second step we select at most F nm + n elements. To see this, note that if ui,j
is taken in the previous step, then ui,j+5 is also taken (assuming j + 5 < 5F m), which leaves
two adjacent vertices (ui,j+2 , ui,j+3 ). These vertices will be matched in G[U 0 ] and in our
solution. Note that, for a variable xi , if ρ(xi ) 6= 2, then at most one vertex is left unmatched
by the matching taken, so the cost for this variable is at most F m + 1. If ρ(xi ) = 2, then at
most two vertices are left matched by the matching taken, so the cost for this variable is at
most (F m − 1) + 2. Furthermore, for each Hj we select |Wj | = 2q(C − 1) edges. For each
copy of Qi,j we select 8 edges, for a total cost of 8AF mn. Taking into account s, the total
cost is at most F nm + n + F nm + 2F mq(C − 1) + 8AF mn + 1 = k.
Let us argue why the solution is feasible. First, all vertices ui,j and all edges connecting
them to each other are clearly dominated by the first two steps of our selection. Second, for
each Hj , the vertex s together with the endpoints of selected edges form a vertex cover of
Hj , so all internal edges are dominated. Furthermore, s dominates all vertices which are
not endpoints of our solution, except Zσ,j , where σ is the selected assignment of cj 0 , with
j 0 = j mod m. We then need to argue that the vertices of Zσ,j and the edges connecting it
to the main part are covered.
1
2
Recall that the 2q vertices of Zσ,j are partitioned into pairs, with each pair zσ,j,i
, zσ,j,i
1
2
reserved for the variable xi involved in cj 0 . We now claim that zσ,j,i , zσ,j,i are dominated
by our solution, since we have selected the vertex ui,5j+α , where α = ρ(xi ). Furthermore,
ui,5j+β , ui,5j+γ , where β = (a + 2) mod m, γ = (a + 3) mod m, belong in U 0 and therefore
the edges incident to them are covered. Finally, to see that the Qi,j gadgets are covered,
observe that for each such gadget only 2 vertices of some Bi,j,` are not in P . The common
neighbor of these vertices is in D, and their other neighbors in the main part are in P . J
The idea of the proof of the next Lemma is the following: by partitioning the graph into
different parts and lower bound the cost of these parts, we prove that if a mixed dominating
set in G has not the same form as in Lemma 7 in a sufficiently large copy, then it has size
strictly greater than k, enabling us to produce a satisfiable assignment for ϕ using the mixed
dominating set which has the desired form.
I Lemma 8. If there exists a mixed dominating set in G of size at most k, then ϕ is
satisfiable.
Proof. Suppose that we are given, without loss of generality (Lemma 3), a nice mixed
dominating set of G of minimum cost. We therefore have a partition of V (G) into V =
D ∪ P ∪ I, and a perfect matching M of G[P ]. Before proceeding, let us define for a set
|
S ⊆ V (G) its cost as cost(S) = |S ∩ D| + |S∩P
2 . Clearly, cost(V (G)) ≤ k and for disjoint
sets S1 , S2 we have cost(S1 ∪ S2 ) = cost(S1 ) + cost(S2 ). Our strategy will therefore be to
partition V into different parts and lower bound their cost.
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First, we give some notations. Consider some j ∈ {0, . . . , F m − 1} and i ∈ {1, . . . , n}:
recall that we have constructed A copies of the gadget Qi,j , call them Q1i,j , . . . , QA
i,j ;
also let Si,j = {u
,
u
,
.
.
.
,
u
}.
Now,
for
some
j
∈
{0,
.
.
.
,
F
m
−
1},
let
S
i,5j+4
j =
 i,5j i,5j+1

S
S
r
Hj ∪ i∈{1,...,n} Si,j ∪ r∈{1,...,A} Qi,j .
B Claim 9. cost(Sj ) ≥ 2q(C − 1) + 2n + 8An.
Proof. We begin with some easy observations. First, it must be the case that s ∈ D. If not,
either s1 or s2 are in D, which contradicts the niceness of the solution.
Consider some j ∈ {0, . . . , F m − 1} and i ∈ {1, . . . , n}. We will say that, for 1 ≤ r ≤ A,
Qri,j is normal if we have the following: Qri,j ∩ D = ∅ and there exists ` ∈ {0, . . . , 4} such
S
that Qri,j ∩ P = Ai,j ∪ `0 6=` Bi,j,`0 . In other words, Qri,j is normal if locally the solution has
the form described in Lemma 7.
We now observe that for all i, j, r we have cost(Qri,j ) ≥ 8. To see this, observe that if
there exists a ∈ Ai,j ∩ I, then the 2k + 1 neighbors of a must be in D ∪ P , so the solution
cannot have cost k. Hence, Ai,j ⊆ D ∪ P . Furthermore, the maximum independent set of
S
S
`∈{0,...,4} Bi,j,` is 2, so |( `∈{0,...,4} Bi,j,` ) ∩ (D ∪ P )| ≥ 8. Following this reasoning we also
observe that if Qri,j is not normal, then we have cost(Qri,j ) > 8. In other words, 8 is a lower
bound for the cost of every copy of Qi,j , which can only be attained if a copy is normal.
Consider some j ∈ {0, . . . , F m − 1} and i ∈ {1, . . . , n} and suppose that none of the
A copies of Qi,j is normal. We will then arrive at a contradiction. Indeed, we have
S
cost( r Qri,j ) ≥ 8A + A/2 ≥ 8A + 10. We create another solution by doing the following:
take the five vertices ui,5j , ui,5j+1 , . . . , ui,5j+4 , and take in all Qi,j a matching so that Qi,j is
normal. This has decreased the total cost, while keeping the solution valid, which should not
be possible.
We can therefore assume from now on that for each i, j at least one copy of Qi,j is normal,
hence, there exists ` ∈ {0, . . . , 4} such that Bi,j,` ⊆ I in that copy.
Recall that Si,j = {ui,5j , ui,5j+1 , . . . , ui,5j+4 }. We claim that for all i ∈ {1, . . . , n}, j ∈
{0, . . . , F m − 1}, we have cost(Si,j ) ≥ 2. Indeed, if we consider the normal copy of Qi,j
which has Bi,j,` ⊆ I, the two vertices of Bi,j,` have three neighbors in Si,j , and at least one
of them must be in D.
In addition, we claim that for all j ∈ {0, . . . , F m − 1} we have cost(Hj ) ≥ 2q(C − 1). The
reasoning here is similar to Qi,j , namely, the vertices of Wj cannot belong to I (otherwise we
S
get 2k + 1 vertices in D ∪ P ); and from the 2qC vertices in σ Zσ,j at most 2q can belong to
I.
We now have the lower bounds we need: cost(Sj ) ≥ 2q(C − 1) + 2n + 8An.
C
Now, if for some j we have cost(Sj ) > 2q(C − 1) + 2n + 8An we will say that j is
problematic.
B Claim 10. There exists a contiguous interval J ⊆ {0, . . . , F m − 1} of size at least m(3n + 1)
in which all j ∈ J are not problematic.
Proof. Let L ⊆ {0, . . . , F m − 1} be the set of problematic indices. We claim that |L| ≤ 2n.
P
Indeed, we have cost(V (G)) = 1 + j∈{0,...,F m−1} cost(Sj ) ≥ 1 + F m(2q(C − 1) + 2n +
8An) + |L|/2 = k − n + |L|/2. But since the total cost is at most k, we have |L|/2 ≤ n.
We will now consider the longest contiguous interval J ⊆ {0, . . . , F m − 1} such that all
j ∈ J are not problematic. We have |J| ≥ F m/(|L| + 1) ≥ m(3n + 1).
C
Before we proceed further, we note that if j is not problematic, then for any i ∈ {1, . . . , n},
all edges of M which have an endpoint in Si,j , must have their other endpoint also in the
main part, that is, they must be edges of the main paths. To see this note that if j is not
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problematic, all Qi,j are normal, so there are 8 vertices in Ai,j ∩ P which must be matched
S
to the 8 vertices of ( ` Bi,j,` ) ∩ P . Similarly, in Hj the 2q(C − 1) vertices of Wj ∩ P must
S
be matched to the 2q(C − 1) vertices of ( σ Zσ,j ) ∩ P , otherwise we would increase the cost
and j would be problematic.
Consider now a non-problematic j ∈ J and i ∈ {1, . . . , n} such that cost(Si,j ) = 2. We
claim that the solution must follow one of the five configurations below (see also Figure 1):
(a)
(b)
(c)
(d)
(e)

ui,5j ∈ D and (ui,5j+2 , ui,5j+3 ) ∈ M .
ui,5j+1 ∈ D and (ui,5j+3 , ui,5j+4 ) ∈ M .
ui,5j+2 ∈ D, (ui,5j+4 , ui,5j+5 ) ∈ M , and (ui,5j−1 , ui,5j ) ∈ M .
ui,5j+3 ∈ D and (ui,5j , ui,5j+1 ) ∈ M .
ui,5j+4 ∈ D and (ui,5j+1 , ui,5j+2 ) ∈ M .

Indeed, it is not hard to see that these configurations cover all the cases where exactly
one vertex of Si,j is in D and exactly two are in P . This is a condition enforced by the fact
that one of the Qi,j copies is normal, and that cost(Si,j ) = 2.
B Claim 11. There exists a contiguous interval J 0 ⊆ {0, . . . , F m − 1} of size at least m in
which all j ∈ J 0 are not problematic and for all j1 , j2 ∈ J 0 , Si,j1 and Si,j2 are in the same
configuration.
Proof. Given the five configurations, we now make the following simple observations, where
statements apply for all i ∈ {1, . . . , n} and j such that j, j + 1 ∈ J:
If
If
If
If

Si,j
Si,j
Si,j
Si,j

is
is
is
is

in
in
in
in

configuration
configuration
configuration
configuration

(a), then Si,j+1 is also in configuration (a).
(c), then Si,j+1 is also in configuration (c).
(d), then Si,j+1 is in configuration (d) or (a).
(b), then Si,j+1 is in configuration (b), (d), or (a).

For the first claim, we note that in configuration (a) vertex ui,5j+4 is not dominated,
forcing the selection of ui,5j+5 ∈ D. The second claim is obtained by the observation that
all edges of M in this area of the graph must be edges of the path and a parity argument.
The third claim is based on the fact that in configuration (d) the edge (ui,5j+4 , ui,5j+5 )
must be covered by placing ui,5j+5 in D ∪ P . Finally, configuration (b) cannot be followed
by configuration (c), again for parity reasons, nor by configuration (e), because the vertex
ui,5j+5 would be uncovered.
We will now say for some i ∈ {1, . . . , n}, j ∈ J, that j is shifted for variable i if j + 1 ∈ J
but Si,j and Si,j+1 do not have the same configuration. We observe that there cannot exist
distinct j1 , j2 , j3 , j4 ∈ J such that all of them are shifted for variable i. Indeed, if we draw a
directed graph with a vertex for each configuration, and an arc (u, v) expressing the property
that the configuration represented by v can follow the one represented by u, if we take into
account the observations above, the graph will be a DAG with maximum path length 3.
Hence, a configuration cannot shift 4 times, as long as we stay in J (the part of the graph
where the minimum local cost is attained everywhere).
By the above, the number of shifted indices j ∈ J is at most 3n. Hence, the longest
contiguous interval without shifted indices has length at least |J|/(3n + 1) ≥ m. Let J 0 be
this interval.
C
We are now almost done: we have located an interval J 0 ⊆ {0, . . . , F m − 1} of length
at least m where for all i ∈ {1, . . . , n} and all j1 , j2 ∈ J 0 we have the same configuration in
Si,j1 and Si,j2 . We now extract an assignment from this in the natural way: if ui,5j+` ∈ D,
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for some j ∈ J 0 , ` ∈ {0, . . . , 4}, then we set xi = `. We claim this satisfies ϕ. Consider a
constraint cj 0 of ϕ. There must exist j ∈ J 0 such that j 0 = j mod m, because |J 0 | ≥ m
and J 0 is contiguous. We therefore check Hj , where there exists σ such that Zσ,j ⊆ I (this
is because j is not problematic, that is, Hj attains the minimum cost). But because the
vertices and incident edges of Zσ,j are dominated, it must be the case that the assignment
we extracted agrees with σ, hence cj 0 is satisfied.
J
We now show that the pathwidth of G is at most n + O(1).
I Lemma 12. The pathwidth of G is at most n + O(q5q ).
Proof. We will show how to build a path decomposition. First, we can add s to all bags, so
we focus on the rest of the graph. Second, after removing s from the graph, some vertices
become leaves. It is a well-known fact that removing all leaves from a graph can only increase
the pathwidth by at most 1. To see this, let G0 be the graph obtained after deleting all
leaves of G and suppose we have a path decomposition of G0 of width w. We obtain a path
decomposition of G by doing the following for every leaf v: find a bag of width at most w
that contains the neighbor of v and insert after this bag, a copy of the bag with v added.
Clearly, the width of the new decomposition is at most w + 1. Because of the above we will
ignore all vertices of G which become leaves after the removal of s.

S
S
For all j ∈ {0, . . . , F m−1}, we will denote Sj = Hj ∪ i∈{1,...,n} Si,j ∪ r∈{1,...,A} Qri,j ,
where Si,j = {ui,5j , . . . , ui,5j+4 }, and Q1i,j , . . . , QA
i,j are the A copies of the gadget Qi,j . We
will show how to build a path decomposition of G[Sj ] with the following properties:
The first bag of the decomposition contains vertices ui,5j , for all i ∈ {1, . . . , n}.
The last bag of the decomposition contains vertices ui,5j+4 , for all i ∈ {1, . . . , n}.
The width of the decomposition is n + O(q5q ).
If we achieve the above then we can obtain a path decomposition of the whole graph:
indeed, the sets Sj partition all remaining vertices of the graph, while the only edges not
covered by the above decompositions are those between ui,5j+4 and ui,5(j+1) . We therefore
place the decompositions of Sj in order, and then between the last bag of the decomposition
of Sj and the first bag of the decomposition of Sj+1 we have 2n “transition” bags, where in
each transition step we add a vertex ui,5(j+1) in the bag, and then remove ui,5j+4 .
Let us now show how to obtain a decomposition of G[Sj ], having fixed the contents of
the first and last bag. First, Hj has order O(q5q ), so we place all its vertices to all bags. The
remaining graph is a union of paths of length 4 with the Qi,j gadgets attached. We therefore
have a sequence of O(n) bags, where for each i ∈ {1, . . . , n} we add to the current bag the
vertices of Si,j , then add and remove one after another whole copies of Qi,j , then remove
Si,j except for ui,5j+4 .
J
We are now ready to present the main result of this section. By putting together Lemmas
7, 8, 12 and the negative result for q-CSP-5 (Lemma 6), we get the following Theorem:
I Theorem 13. Under SETH, for all ε > 0, no algorithm solves Mixed Dominating Set
in time O∗ ((5 − ε)pw ), where pw is the input graph’s pathwidth.
Proof. Fix ε > 0 and let q be sufficiently large so that Lemma 6 is true. Consider an instance
ϕ of q-CSP-5. Using our reduction, create an instance (G, k) of Mixed Dominating Set.
Thanks to Lemma 7 and Lemma 8, we know that ϕ is satisfiable if and only if there exists a
mixed dominating set of size at most k in G.
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Suppose there exists an algorithm which solves Mixed Dominating Set in time O∗ ((5 −
ε) ). With this algorithm and our reduction, we can determine if ϕ is satisfiable in time
O∗ ((5 − ε)pw ), where pw = n + O(q5q ) = n + O(1), so the total running time of this procedure
is O∗ ((5 − ε)n ), contradicting the SETH.
J
pw

4

Exact Algorithm

In this section, we describe an algorithm for the Mixed Dominating Set problem running
in time O∗ (1.912n ). Let us first give an overview of our algorithm. Consider an instance
G = (V, E) of the Mixed Dominating Set problem and fix, for the sake of the analysis, an
optimal solution which is a nice mixed dominating set. Such an optimal solution must exist
by Lemma 3, so suppose it gives the nice mds partition V = D ∪ P ∪ I.
By Lemma 4, there exists a minimal vertex cover C of G for which D ⊆ C ⊆ D ∪ P . Our
first step is to “guess” C, by enumerating all minimal vertex covers of G. This decreases our
search space, since we can now assume that vertices of C only belong in D ∪ P , and vertices
of V \ C only belong in P ∪ I.
For our second step, we branch on the vertices of V , placing them in D, P , or I. The
goal of this branching is to arrive at a situation where our partial solution dominates V \ C.
The key idea is that any vertex of C that may belong in D must have at least two private
neighbors, hence this allows us to significantly speed up the branching for low-degree vertices
of D. Finally, once we have a partial solution that dominates all of V \ C, we show how to
complete this optimally in polynomial time using a maximum matching computation.
We now describe the three steps of our algorithm in order and give the properties we are
using step by step. In the remainder we assume that G has no isolated vertices (since these
are trivially handled). Therefore, by Lemma 3 there exists an optimal nice mds. Denote the
corresponding partition as V = D ∪ P ∪ I.
Step 1. Enumerate all minimal vertex covers of G. For each such vertex cover C we execute
the rest of the algorithm. In the end output the best solution found.
Thanks to Lemma 4, there exists a minimal vertex cover C with D ⊆ C ⊆ D ∪ P . Since
we will consider all minimal vertex covers, in the remainder we focus on the case where the
set C considered satisfies this property. Let Z = V \ C. Then Z is an independent set of G.
We now get two properties we will use in the branching step of our algorithm:
1. For all u ∈ C, u can be either in D or in P , because C ⊆ D ∪ P .
2. For all v ∈ Z, v can be either in P or in I, because D ⊆ C.
Step 2. Branch on the vertices of V as described below.
The branching step of our algorithm will be a set of Reduction and Branching Rules over
the vertices of C or Z. In order to describe a recursive algorithm, it will be convenient to
consider a slightly more general version of the problem: in addition to G, we are given three
disjoint sets Df , Pf , Pf0 ⊆ V , and the question is to build a nice mds partition V = D ∪ P ∪ I
of minimum cost which satisfies the following properties: Df ⊆ D ⊆ C, Pf ⊆ P ∩ C, and
Pf0 ⊆ P ∩ Z. Clearly, if Df = Pf = Pf0 = ∅ we have the original problem and all properties
are satisfied. We will say that a branch where all properties are satisfied is good, and our
proof of correctness will rely on the fact that when we branch on a good instance, at least
one of the produced branches is good. The intuitive meaning of these sets is that when we
decide in a branch that a vertex belongs in D or in P in the optimal partition we place it
respectively in Df , Pf or Pf0 (depending on whether the vertex belongs in C or Z).
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We now describe a series of Rules which, given an instance of Mixed Dominating Set
and three sets Df , Pf , Pf0 , will recursively produce subinstances where vertices are gradually
placed into these sets. Our algorithm will consider the Reduction and Branching Rules in
order and apply the first Rule that can be applied. Note that we say that a vertex u is
decided if it is in one of the sets Df ⊆ D, Pf ⊆ P , or Pf0 ⊆ P . All the other vertices are
considered undecided.
Throughout the description that follows, we will use U to denote the set of undecided
vertices which are not dominated by Df , that is, U := V \ (Df ∪ Pf ∪ Pf0 ∪ (N (Df ) ∩ Z)).
We will show that when no rule can be applied, U is empty, that is, all vertices are decided
or dominated by Df . In the third step of our algorithm we will show how to complete the
solution in polynomial time when U is empty. Since our Rules do not modify the graph, we
will describe the subinstances we branch on by specifying the tuple (Df , Pf , Pf0 ).
To ease notation, let UC = U ∩ C and UZ = U ∩ Z. Recall that for u ∈ V , we use dUC (u)
and dUZ (u) to denote the size of the sets N (u) ∩ UC = NUC (u) and N (u) ∩ UZ = NUZ (u),
respectively.
Reduction Rule (R1): If there exists u ∈ UC such that dUZ (u) ≤ 1, then put u in Pf , that
is, recurse on the instance (Df , Pf ∪ {u}, Pf0 ).
Reduction Rule (R2): If there exists v ∈ UZ such that dUC (v) = 0, then put u in Pf0 , that
is, recurse on the instance (Df , Pf , Pf0 ∪ {v}).
Branching Rule (B1): If there exists u ∈ UC such that dUZ (u) ≥ 4, then branch on the
following two subinstances: (Df ∪ {u}, Pf , Pf0 ) and (Df , Pf ∪ {u}, Pf0 ).
Note that we may now assume that all vertices of UC have dUZ ∈ {2, 3}. The following
two rules eliminate vertices u ∈ UC with dUZ (u) = 2.
Branching Rule (B2.1): If there exists u1 , u2 ∈ UC such that dUZ (u1 ) = 3, dUZ (u2 ) = 2, and
NUZ (u1 )∩NUZ (u2 ) 6= ∅ then branch on the following instances: (Df ∪{u1 }, Pf ∪{u2 }, Pf0 )
and (Df , Pf ∪ {u1 }, Pf0 ).
Branching Rule (B2.2): If there exists u ∈ UC with dUZ (u) = 2 we branch on the instances
(Df ∪ {u}, Pf , Pf0 ) and (Df , Pf ∪ {u}, Pf0 ).
We now have that all vertices u ∈ UC have dUZ (u) = 3. Let us now branch on vertices of
UZ to ensure that these also do not have too low degree.
Branching Rule (B3.1): If there exists v ∈ UZ with dUC (v) = 1 let NUC (v) = {u}. We
branch on the instances (Df ∪ {u}, Pf , Pf0 ) and (Df , Pf ∪ {u}, Pf0 ).
Branching Rule (B3.2): If there exists v ∈ UZ with dUC (v) = 2 let NUC (v) = {u1 , u2 }. We
branch on the instances (Df ∪ {u1 }, Pf , Pf0 ), (Df ∪ {u2 }, Pf ∪ {u1 }, Pf0 ), and (Df , Pf ∪
{u1 , u2 }, Pf0 ).
If we cannot apply any of the above Rules, for all u ∈ UC we have dUZ (u) = 3 and for all
v ∈ UZ we have dUC (v) ≥ 3. We now consider three remaining cases: (i) there exists a
C4 made up of two vertices of UC and two vertices of UZ (ii) there exists a vertex v ∈ UZ
with dUC (v) = 3 (iii) everything else.
Branching Rule (B4): If there exist u1 , u2 ∈ UC and v1 , v2 ∈ UZ with (ui , vj ) ∈ E for all
i, j ∈ {1, 2}, then we branch on the instances (Df ∪ {u1 }, Pf ∪ {u2 }, Pf0 ) and (Df , Pf ∪
{u1 }, Pf0 ).
Branching Rule (B5): If there exists v ∈ UZ with dUC (v) = 3, let NUC (v) = {u1 , u2 , u3 }
and for i ∈ {1, 2, 3} let Xi = {w ∈ UC \ {u1 , u2 , u3 } | N (w) ∩ N (ui ) ∩ (UZ \ {v}) 6= ∅}, that
is, Xi is the set of vertices of UC that share a neighbor with ui in UZ other than v. Then
we branch on the following 8 instances: (i) the instance (Df , Pf ∪ {u1 , u2 , u3 }, Pf0 ∪ {v}}
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(ii) for i ∈ {1, 2, 3}, we produce the instances (Df ∪ {ui }, Pf ∪ ({u1 , u2 , u3 } \ {ui }), Pf0 ) (iii)
for i, j ∈ {1, 2, 3}, with i < j we produce the instances (Df ∪ {ui , uj }, Pf ∪ ({u1 , u2 , u3 } \
{ui , uj }) ∪ Xi ∪ Xj , Pf0 ) (iv) we produce the instance (Df ∪ {u1 , u2 , u3 }, Pf ∪ X1 ∪ X2 ∪
X3 , Pf0 ).
Branching Rule (B6): Consider u ∈ UC and let NUZ (u) = {v1 , v2 , v3 }. We branch on
the following instances: (Df , Pf ∪ {u}, Pf0 ), (Df ∪ {u}, Pf ∪ NU1 (v1 ) \ {u}, Pf0 ), and
(Df ∪ {u}, Pf ∪ (NU1 (v2 ) ∪ NU1 (v3 )) \ {u}, Pf0 ).
Our algorithm applies the above Rules in order as long as possible. Before proceeding to
explain what happens when no Rule is applicable, let us first establish two useful correctness
properties. We will say that a tuple (Df , Pf , Pf0 ) is good if Df ⊆ D, Pf ⊆ P ∩ C, and
Pf0 ⊆ P \ C.
I Lemma 14. If we apply the first Rule that can be applied on an instance characterized by
a good tuple, then we produce at least one instance characterized by a good tuple.
Proof. We consider the Rules in order. For Reduction Rule 1, observe that all neighbors of
u in U1 cannot be private neighbors of u since UC ⊆ C ⊆ D ∪ P , and because dUZ (u) ≤ 1,
the vertex u can have at most one private neighbor, so it must be the case that u ∈ P . For
Reduction Rule 2, v must be dominated, but it has no neighbor in UC , so it must be the
case that v ∈ P . Branching Rule B1 is trivially correct from C ⊆ D ∪ P .
Branching Rule B2.1 is correct because if u1 ∈ D, then u2 cannot have two private
neighbors and it is forced to be in P . Branching Rule B2.2 is trivially correct again from
C ⊆ D ∪ P.
Again, from C ⊆ D ∪ P , Branching Rule B3.1 is trivially correct. Branching rule B3.2 is
correct since we have the three following cases: u1 ∈ D ; or u1 ∈ P and u2 ∈ D ; or u1 and
u2 ∈ P .
Branching Rule B4 is correct because if u1 ∈ D, then u2 cannot have two private neighbors
since dUZ (v) = 3.
Branching Rule B5 is correct since we have the following cases: all vertices u1 , u2 and
u3 are in P ; or exactly one of them is in D ; or exactly two of them are in D ; or all of
them are in D. Note first that u1 , u2 and u3 only share v as neighbor in UZ since Branching
Rule B4 is not triggered. In the first case, v has to be dominated so it must be the case
that v ∈ P . In the second case, the two vertices not in D necessarily are in P . In the third
case, since ui and uj share v as common neighbor and both have exactly three neighbors in
UZ , the vertices of Xi and Xj have to be in P because otherwise ui and uj do not have two
private neighbors. In the last case, and for the same reason, the vertices of X1 , X2 , and X3
have to be in P .
Finally, Branching Rule B6 is correct because if u ∈ D, then either v1 is one of its private
neighbors, or both v2 and v3 are its private neighbors.
J
I Lemma 15. If none of the Rules can be applied then U = ∅.
Proof. Observe that by applying rules R1, B1, B2.2, B6, we eventually eliminate all vertices
of UC , since these rules alone cover all the cases for dUZ (u) for any u ∈ UC . So, if none of
these rules applies, UC is empty. But then applying R2 will also eliminate UZ , which makes
all of U empty.
J
Step 3. When U is empty, reduce the problem to Maximum Matching.
We now show how to complete the solution in polynomial time.
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I Lemma 16. Let (Df , Pf , Pf0 ) be a good tuple such that no Rule can be applied. Then it is
possible to construct in polynomial time a mixed dominating set of size |D| +

|P |
2 .

Proof. Because no Rule can be applied, by Lemma 15 we have U = V \ (Df ∪ Pf ∪ Pf0 ∪
(N (Df ) \ C)) = ∅.
Let M be a maximum matching of G[Pf ∪ Pf0 ]. Then, we claim that |D| + |P |/2 ≥
|Df | + |Pf ∪ Pf0 | − |M |. First, |D| ≥ |Df | because Df ⊆ D. We now claim that P \ (Pf ∪ Pf0 )
is an independent set. Indeed, P \ (Pf ∪ Pf0 ) is a set of undecided vertices, and because U
is empty, the only undecided vertices are those in Z ∩ N (Df ), which is an independent set.
Consider now a perfect matching M 0 of G[P ], and let M 00 be the set of edges of that matching
that have both endpoints in Pf ∪ Pf0 . Clearly, |M 00 | ≤ |M |. Let P 0 = (Pf ∪ Pf0 ) \ V (M 00 ).
By the definitions of M 0 , M 00 , P 0 , and the fact that P \ (Pf ∪ Pf0 ) is an independent set, we
have: |P |/2 = |M 0 | = |M 00 | + |P 0 |. By this, we get: |P |/2 = |M 00 | + |Pf ∪ Pf0 | − |V (M 00 )| =
|Pf ∪ Pf0 | − |M 00 | ≥ |Pf ∪ Pf0 | − |M |. By summing this last inequality with |D| ≥ |Df |, we
get: |D| + |P |/2 ≥ |Df | + |Pf ∪ Pf0 | − |M |.
We will now show how to construct a valid mixed dominating set of size |Df | + |Pf ∪ Pf0 | −
|M | in polynomial time, where again M is a maximum matching of G[Pf ∪ Pf0 ]. Specifically,
we select all vertices of Df , all edges of M , and an edge incident on each unmatched vertex
of Pf ∪ Pf0 . The size of such a solution is |Df | + |M | + (|Pf ∪ Pf0 | − 2|M |), which is equal to
the bound we promised.
To conclude, let us explain why the solution we have produced is a valid mixed dominating
set (even though it is not necessarily a nice mds). First, the solution we produced puts all
vertices of C in D ∪ P , therefore, since C is a vertex cover, all edges are covered. Second,
since all Rules were exhaustively applied, our tuple gives U = ∅, which implies that all
vertices of Z are either in N (Df ) or in Pf0 , therefore dominated.
J
We give a small overview of the analysis of the running time of our exact algorithm. First,
enumerating all minimal vertex covers takes times at most O∗ (3n/3 ), which is also an upper
bound on the number of such covers [22]. Moreover, we observe that we can decide if a Rule
applies in polynomial time, and the algorithm of Lemma 16 runs in polynomial time. We
therefore only need to bound the number of subinstances the branching step will produce, as
a function of n.
We define our measure of progress as the size of the set {u ∈ UC | dUZ (u) ≥ 2} ∪ {v ∈
UZ | dUC (v) ≥ 1}. In other words, we count the undecided vertices of UC that have at least
two undecided, non-dominated vertices in Z, and the undecided, non-dominated vertices
of Z that have at least one undecided neighbor in C. This is motivated by the fact that
undecided vertices that do not respect these degree bounds are eliminated by the Reduction
Rules and hence do no affect the running time. Let l denote the number of vertices that we
counted according to this measure. Clearly, we have l ≤ n.
Of all the above rules, the worst case is given by Branching Rule B5, which leads to a
complexity of 1.3252l . Taking into account the cost of enumerating all minimal vertex covers
and the fact that l ≤ n, the running time of our algorithm is O∗ (3n/3 · 1.3252n ) = O∗ (1.912n ).
I Theorem 17. Mixed Dominating Set can be solved in time O∗ (1.912n ) and polynomial
space.
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5

FPT Algorithm

In this section we describe an algorithm for k-Mixed Dominating Set running in time
O∗ (3.510k ), where k is the value of the optimal solution. Our algorithm is based on a
branching procedure very similar to the one used in [26], which runs in time O∗ (4.172k ). We
only sketch the different branching rules and explain, on a high level, how the notion of nice
dominating sets allows us to obtain the improved running time.
We fix for the analysis an optimal nice mds and its partition V = D ∪ P ∪ I. The
branching algorithm will gradually build two sets Df , Pf which are the vertices decided to
be in D, P respectively. Let U = V \ (Df ∪ Pf ) be the set of undecided vertices. As noted
in [26], a basic branching algorithm considers for each u ∈ U the cases u ∈ Df , u ∈ Pf ,
and all partitions of NU (u) into Df , Pf . This leads to a performance similar to that of [12]
(O∗ (7.465k )). The key idea of [26] is to identify the importance of the set U ∗ = U \ N (Df )
of undecided, undominated vertices. Branching on U ∗ is faster because we no longer need to
consider the case N (u) ⊆ Pf . Once U ∗ = ∅, the problem becomes much easier.
Our improvement is based on the fact that (by Lemma 3) each u ∈ D has two private
neighbors. This speeds up branching on U ∗ , as we have: (i) if dU ∗ (u) < 2, then the branch
u ∈ Df need not be considered (ii) if dU ∗ (u) = 2 then in the branch where u ∈ Df we may
assume that the two vertices v1 , v2 ∈ N (u) ∩ U ∗ are private neighbors of u, so their undecided
neighbors are automatically placed in Pf (iii) if dU ∗ (u) > 3, for the branch where u ∈ Df we
can consider sub-branches where we decide which are the private neighbors of u, placing the
neighbors of these vertices in Pf . A key element of our analysis is that, because we have sped
up the branching on low-degree (dU ∗ (u) ≤ 2) vertices, in subsequent branches we are allowed
to assume that all neighbors of u have several undecided neighbors, increasing the profit of
guessing that v is a private neighbor of u. Using these ideas we speed up the branching on
U ∗ and the remainder of the algorithm follows along similar lines to [26].
I Theorem 18. k-Mixed Dominating Set can be solved in time O∗ (3.510k ).
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Abstract
For a fixed graph H, the H-free Edge Editing problem asks whether we can modify a given graph
G by adding or deleting at most k edges such that the resulting graph does not contain H as an
induced subgraph. The problem is known to be NP-complete for all fixed H with at least 3 vertices
and it admits a 2O(k) nO(1) algorithm. Cai and Cai [Algorithmica (2015) 71:731–757] showed that,
assuming coNP 6⊆ NP/poly, H-free Edge Editing does not admit a polynomial kernel whenever H
or its complement is a path or a cycle with at least 4 edges or a 3-connected graph with at least one
edge missing. Based on their result, very recently Marx and Sandeep [ESA 2020] conjectured that if
H is a graph with at least 5 vertices, then H-free Edge Editing has a polynomial kernel if and
only if H is a complete or empty graph, unless coNP ⊆ NP/poly. Furthermore they gave a list of 9
graphs, each with five vertices, such that if H-free Edge Editing for these graphs does not admit
a polynomial kernel, then the conjecture is true. Therefore, resolving the kernelization of H-free
Edge Editing for graphs H with 4 and 5 vertices plays a crucial role in obtaining a complete
dichotomy for this problem. In this paper, we positively answer the question of compressibility for
one of the last two unresolved graphs H on
 4 vertices. Namely, we give the first polynomial kernel
for Paw-free Edge Editing with O k6 vertices.
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Introduction

For a family of graphs G, the general G-Graph Modification problem asks whether
we can modify a graph G into a graph in G by performing at most k simple operations.
Typical examples of simple operations that are well-studied in the literature include vertex
deletion, edge deletion, edge addition, or combination of edge deletion and addition. We
call these problems G-Vertex Deletion, G-Edge Deletion, G-Edge Addition, and
© Eduard Eiben, William Lochet, and Saket Saurabh;
licensed under Creative Commons License CC-BY
15th International Symposium on Parameterized and Exact Computation (IPEC 2020).
Editors: Yixin Cao and Marcin Pilipczuk; Article No. 10; pp. 10:1–10:15
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

10:2

A Polynomial Kernel for Paw-Free Editing

G-Edge Editing, respectively. While a classical result by Lewis and Yannakakis [15] shows
that G-Vertex Deletion is NP-complete for all non-trivial hereditary graph classes, the
problem seems more difficult for the Edge Modification version and to this day, no simple
classification exists.
G-Graph Modification problems have been extensively investigated for graph classes
G that can be characterized by a finite set of forbidden induced subgraphs. We say that
a graph is H-free, if it does not contain any graph in H as an induced subgraph. For this
special case, the H-free Vertex Deletion problem is well understood. If H contains
a graph on at least two vertices and the class of H-free graphs is non-trivial, then all of
these problems are NP-complete, but admit ck nO(1) algorithm [3], where c is the size of the
largest graph in H (the algorithms with running time f (k)nO(1) are called fixed-parameter
tractable (FPT) algorithms [9, 11]). Finally, Flum and Grohe [12] showed the existence of
a kernel with O (k c ) vertices, where c is again the size of the largest graph in H. A kernel
is a polynomial time preprocessing algorithm which outputs an equivalent instance of the
same problem such that the size of the reduced instance is bounded by some function f (k)
that depends only on k. We call the function f (k) the size of the kernel. It is well-known
that any problem that admits an FPT algorithm admits a kernel. Therefore, for problems
with FPT algorithms one is interested in polynomial kernels, i.e., kernels with the size upper
bounded by a polynomial function of the parameter.
For the edge modification problems, the situation is more complicated. While all of these
problems also admit c2k nO(1) time algorithm, where c is the maximum number of vertices in
a graph in H [3], the P vs NP dichotomy is still not known. Only recently Aravind et al. [1]
gave the dichotomy for the special case when H contains precisely one graph H [1]. From the
kernelization point of view, the situation is even more difficult. The reason is that deleting or
adding an edge to a graph can introduce a new copy of H and this might further propagate.
Hence, we cannot use the sunflower lemma to reduce the size of the instance. Cai asked the
question whether H-free Edge Deletion admits a polynomial kernel for all graphs H [2].
Kratsch and Wahlström [14] showed that this is probably not the case and gave a graph H
on 7 vertices such that H-free Edge Deletion and H-free Edge Editing do not admit
a polynomial kernel unless coNP ⊆ NP/poly. Consequently, it was shown that this is not an
exception, but rather a rule [4, 13]. Indeed the result by Cai and Cai [4] shows that H-free
Edge Deletion, H-free Edge Addition, and H-free Edge Editing do not admit a
polynomial kernel whenever H or its complement is a path or a cycle with at least 4 edges
or a 3-connected graph with at least 2 edges missing (resp. at least 1 edge missing in the
case of H-free Edge Editing). This suggests that actually the H-free edge modification
problems with polynomial kernels are rather rare and only for small graphs H. Based on
these observations, very recently Marx and Sandeep [16] conjectured that if H is a graph
with at least 5 vertices, then H-free Edge Editing has a polynomial kernel if and only if
H is a complete or empty graph, unless coNP ⊆ NP/poly. Furthermore they gave a list of
9 graphs, each with 5 vertices, such that if H-free Edge Editing for all of these graphs
does not admit a polynomial kernel, then the conjecture is true. For the graphs on 4 vertices
the kernelization of H-free edge modification problems was open for last two graphs and
their complements (see Table 1), namely paw and claw, and Cao et al. [7] conjectured that
all of these problems admit polynomial kernels. In this paper, we give kernels for the first of
the two remaining graphs, namely the paw1 .

1

Independent of our work Cao et al. [6] obtained polynomial kernels for Paw-free Edge Deletion and
Paw-free Edge Addition.
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(a) P4

(b) C4

(c) K4
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(d) claw

(e) paw

(f) diamond

Figure 1 List of graphs on 4 vertices, excluding their complements.

Table 1 The kernelization results of H-free edge modification problems for H being 4-vertex
graphs. Note that for a complement of H, the rows with deletion and addition are swapped, but
otherwise the same results hold.
H
K4
P4
diamond
paw
claw
C4

1.1

deletion

O k4 [5]

O k3 [13]

O k3 [18]

O k4 [this paper]
open
no [13]

addition
trivial

O k3 [13]
trivial

O k3 [this paper]
open
no [13]

editing

O k4 [5]

O k3 [13]

O k8 [7]

O k6 [this paper]
open
no [13]

Brief Overview of the Algorithm

Our main result is a polynomial kernel for Paw-free Edge Editing. The key to obtain
the kernel is a structural theorem by Olariu [17] that states that every connected paw-free
graph is either triangle-free or complete multipartite. We start our kernelization algorithm
by finding greedily a maximal set of paws P1 , . . . P` such that for any 1 ≤ i < j ≤ `, Pi
and Pj share at most one vertex. This clearly contains at most k paws and hence at most
4k vertices. Let us denote the set of these vertices by S. The goal now is to bound the
number of vertices in G − S. Bounding the number of vertices belonging to the complete
multipartite components of G − S is rather simple. We show that every vertex in S is
adjacent to at most 1 complete multipartite component and for each multipartite component,
we can reduce the size of each part as well as the number of these parts to O (k). The
triangle-free part is trickier. The difficulty comes from the fact that instead of keeping this
part of the graph triangle-free, the optimal solution might want to add some edges to make
it complete multipartite. However, we argue that there is always an optimal solution that
keeps the vertices at distance at least 5 from S in a triangle-free component. This structural
claim allows us to look only for solutions which are not too far away from S “in some sense”.
Moreover, after some preprocessing of the instance, we can also show that the vertices with
more than 4k + 6 neighbors inside the triangle-free components of G − S cannot end up
inside a complete multipartite component. It means that we can mark the relevant vertices
in triangle-free components as follows. Set S0 := S and for every i < 5, let Si+1 be the set
obtained by marking for each vertex of Si , 4k + 6 neighbors at distance i + 1 from S. The
size of the set of the marked vertices is then O k 6 . Finally, we can remove the vertices of
triangle-free components which have not been marked. This is safe because these vertices
are either too far from S to belong to a complete multipartite component, or every way
to connect these vertices to S uses vertices with more than 4k + 6 neighbors inside the
triangle-free components of G − S that cannot end up in a complete multipartite component
of the reduced instance. This gives us the desired kernel.
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2

Preliminaries

We assume familiarity with the basic notations and terminologies in graph theory. We refer
the reader to the standard book by Diestel [10] for more information. Let us fix a graph G
for the sake of thisparagraph. We let |G| = |V (G)| and ||G|| = |E(G)|. For a set of pairs of
vertices A ⊆ V (G)
, we denote by G∆A the graph whose set of vertices is V (G) and set of
2
edges is the symmetric difference of E(G) and A. For a set of vertices S ⊆ V (G), we denote
by G[S] the graph induced by G on S. We let NG (v) denote the neighborhood of a vertex
v ∈ V (G) and we omit the subscript G if the graph is clear from the context. For a set of
vertices S and a vertex v ∈ S, we often refer to NG (v) \ S as the neighborhood of v in G − S.
A connected component of G is a maximal, w.r.t. inclusion, set of vertices such that G[C]
is connected. For the sake of exposition, when speaking about a connected component C
we, depended on the context, mean its set of vertices C or the graph G[C] induced on these
vertices. Finally, for sets A, B ⊆ V (G), let EG (A, B) = {ab | a ∈ A, b ∈ B, ab ∈ E(G)}, i.e.,
the set of edges with one endpoint in A and the other in B. We again omit the subscript G,
if the graph is clear from the context.
Parameterized Algorithms and Kernelization. For a detailed illustration of the following
facts the reader is referred to [9, 11]. A parameterized problem is a language Π ⊆ Σ∗ × N,
where Σ is a finite alphabet; the second component k of instances (I, k) ∈ Σ∗ × N is called
the parameter. A parameterized problem Π is fixed-parameter tractable if it admits a fixedparameter algorithm, which decides instances (I, k) of Π in time f (k) · |I|O(1) for some
computable function f .
A kernelization for a parameterized problem Π is a polynomial-time algorithm that given
any instance (I, k) returns an instance (I 0 , k 0 ) such that (I, k) ∈ Π if and only if (I 0 , k 0 ) ∈ Π
and such that |I 0 | + k 0 ≤ f (k) for some computable function f . The function f is called
the size of the kernelization, and we have a polynomial kernelization if f (k) is polynomially
bounded in k. It is known that a parameterized problem is fixed-parameter tractable if and
only if it is decidable and has a kernelization. However, the kernels implied by this fact are
usually of superpolynomial size.
A reduction rule is an algorithm that takes as input an instance (I, k) of a parameterized
problem Π and outputs an instance (I 0 , k 0 ) of the same problem. We say that the reduction
rule is safe if (I, k) is a yes-instance if and only if (I 0 , k 0 ) is a yes-instance. In order to
describe our kernelization algorithm, we present a series of reduction rules.
We will need the following result describing the structure of paw-free graphs [17].
I Theorem 1. G is a paw-free graph if and only if each connected component of G is
triangle-free or complete multipartite.
To make a clear distinction between these two cases, we will say that a graph is a complete
multipartite graph if it contains at least three parts. In particular, it contains a triangle. For
an instance (G, k) of Paw-free Edge Editing, we say that A is a solution to (G, k) if
|A| ≤ k and G∆A is paw-free.

3

Reduction Rules

From now on (G, k) will be an instance of Paw-free Edge Editing and we assume k > 0.
Let us first describe two rules which can be safely applied.
I Reduction Rule 1. If X is an independent set of k + 3 vertices with the same neighborhood,
remove a vertex x ∈ X from the graph.
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Proof of Safeness. Suppose (G, k) is an instance of Paw-free Edge Editing and X is
an independent set of k + 3 vertices with the same neighborhood. Let G0 be the graph
obtained by removing a vertex of X. We need to show that (G0 , k) has a solution if and
only if (G, k) has one. Since G0 is an induced subgraph of G, it is clear that if (G, k) has a
solution, then so does (G0 , k). Let A be a solution to (G0 , k) and assume G∆A contains a
paw x1 , x2 , x3 , x4 with x1 , x2 , x3 being a triangle and x4 being adjacent to x3 . Because A is
a solution to (G0 , k), it means that one of the xi must be the vertex x that we removed from
G. Moreover, at most two of the other vertices of X belong to the paw, as x is adjacent
to at least one vertex in the paw and X is an independent set. If only one other vertex of
X belongs to it, consider the other k + 1 vertices of X which are not in the paw. They all
have the same neighborhood in the paw as x, so A must contain for each of them at least
one edge with the paw, or we could replace x with this vertex in the paw, which contradicts
the fact that A is a solution of (G0 , k). However, since A is smaller than k + 1 we reach a
contradiction. If two other vertices of X belong to the paw, then it means that x = x4 and
these vertices are x1 and x2 . Moreover it means that the edge x1 x2 must be edited as X is
an independent set. In that case, consider the other k vertices of X which are not in the
paw. For every y ∈ X \ {x, x1 , x2 }, the solution must contain either the edge yx3 or at least
one of the nonedges in {yx1 , yx2 }, but since |A \ {x1 x3 }| < k, we reach a contradiction. J
If Reduction Rule 1 is applicable, then we can easily find an independent set X with at
least k + 3 vertices and the pairwise same neighborhood. This is because there are at most
|V (G)| different open neighborhoods of a vertex in G and for each neighborhood, we can
simply pass through all vertices v ∈ V (G) to find all vertices with the given neighborhood.
Therefore, we assume from now on that (G, k) is an instance where Reduction Rule 1 cannot
be applied.
Following analogous arguments for the case when X induces a complete multipartite
graph with at least k + 5 parts, we also obtain safeness of the following rule. We note that
whenever we apply Reduction Rule 2 we will always provide a suitable X and we will not
require that G is irreducible w.r.t. this rule. Hence, in particular it is not required to be
able to decide the existence of a suitable set X in polynomial time.
I Reduction Rule 2. If X is a complete multipartite subgraph with k + 5 parts having the
same neighborhood outside of X, then remove one part of X from the graph.
Proof of Safeness. Suppose (G, k) is an instance of Paw-free Edge Editing and X is a
complete multipartite subgraph with k + 5 parts having the same neighborhood outside of
X. Let P be an arbitrary part of X and let G0 be the graph obtained by removing the part
P of X. We need to show that (G0 , k) has a solution if and only if (G, k) has one. Let A
be a solution to (G0 , k) and assume G∆A contains a paw x1 , x2 , x3 , x4 with x1 , x2 , x3 being
a triangle and x4 being adjacent to x3 . Because A is a solution to (G0 , k), it means that
one of the xi must belong to P . Moreover, since the vertices in P have exactly the same
neighborhood in G and they form an independent set, this paw can contain at most one
vertex from P . Let us call x this vertex. Since X consists of k + 5 parts, it means that
there exists k + 1 parts different from P and without a vertex in this paw. However we
know that every vertex in these parts has exactly the same neighborhood as x inside the
paw. This means that for every vertex y in these k + 1 parts, the solution A contains an
edge between y and a vertex in {x1 , x2 , x3 , x4 } \ {x} or G0 [{y, x1 , x2 , x3 , x4 } \ {x}] is a paw
in G0 ∆A. Because there are at least k + 1 parts of X without a vertex in the paw, it follows
that either |A| > k or G0 ∆A is not paw-free, a contradiction with A being a solution to
(G, k).
J
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Let H be a maximal set of paws such that any pair share at most one vertex, i.e the paws
in H are edge and non-edge disjoint, and S the set of vertices appearing in H. From now on
we will fix the set S. The following observation is immediate from the maximality of H.
I Observation 2. For every vertex v ∈ S, the graph G − (S \ {v}) is paw-free.
We will now introduce two new rules.
I Reduction Rule 3. If there is a pair of adjacent vertices s1 , s2 ∈ V (G) with 4k + 6
common neighbors in the triangle-free components of G − S, then remove the edge s1 s2 and
set k := k − 1.
We remark here that while for our proof we only need to apply the above reduction rule
for all the pairs s1 , s2 in S, we can safely apply Reduction Rule 3 to all pairs of adjacent
vertices. The safeness of Reduction Rule 3 is implied by the following Lemma:
I Lemma 3. Suppose Reduction Rule 1 cannot be applied anymore and let s1 , s2 be two
adjacent vertices in G. If there are at least 4k + 6 vertices belonging to the triangle-free
components of G − S adjacent to both s1 and s2 , then either (G, k) is a no-instance, or every
solution uses the edge s1 s2 .
Proof. Suppose there is a solution A not using the edge s1 s2 and let T be the set of the
common neighbors of s1 and s2 that are not incident to any edge in A. Because |A| ≤ k, we
know that |T | ≥ 2k + 6. Since for all t ∈ T , the vertices t, s1 , s2 induce a triangle in G∆A,
all vertices in T belong to the same complete multipartite component in G∆A. Moreover,
they can only be in two different parts of this component as they belong to the triangle-free
components of G − S. This means that k + 3 of vertices in T belong to the same part of a
complete multipartite component of G∆A. Since vertices in T are not incident to any edge
in A, they have the same neighborhood in G. Therefore, Reduction Rule 1 can be applied,
which contradicts the assumptions of the lemma.
J
I Reduction Rule 4. If C is a complete multipartite component of G − S and C1 is a part
of C with at least 3k + 3 vertices, then remove all the edges between the other parts of C and
decrease k by the number of edges removed. If this amount is greater than k, answer no.
The fact that Reduction Rule 4 is safe is implied by the following Lemma:
I Lemma 4. Suppose Reduction Rule 1 cannot be applied anymore and assume C is a
complete multipartite component of G − S. If one part of C has at least 3k + 3 vertices, then
either (G, k) is a no-instance, or any solution will remove all the edges between the other
parts of C.
Proof. Let C1 be a part of C of size at least 3k + 3. Recall that we consider a graph to
be a complete multipartite graph only if it contains at least three parts and let s1 , s2 be
two adjacent vertices of C − C1 . Let A be a solution to (G, k) which does not use the edge
s1 s2 . A is incident to at most 2k vertices, so it means that at least k + 3 vertices of C1
are not incident to any edge of A. Moreover, since s1 s2 is not in A, these k + 3 vertices
belong to the same part of a complete multipartite component of G∆A and thus have the
same neighborhood in G. This is a contradiction, as Reduction Rule 1 cannot be applied
anymore.
J
Note also that if Reduction Rules 3 and 4 can be applied, then it is possible to do it in
polynomial time. From now on assume that Reduction Rules 1, 3 and 4 can not be applied.
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Bounding the Complete Multipartite Components

The next two lemmas allow us to bound the number of vertices belonging to complete
multipartite components of G − S.
I Lemma 5. Let C denote a complete multipartite component of G − S. If |C| ≥ (3k +
3)(5k + 5), then Reduction Rule 2 can be applied in polynomial time.
Proof. Because Reduction Rule 4 cannot be applied, we have that every part of C contains
at most (3k + 2) vertices. Suppose now that C consists of at least 5k + 5 parts and recall
that, by Observation 2, for every vertex x ∈ S adjacent to C, G[C ∪ {x}] is paw-free and
hence a complete multipartite graph. Therefore, any such vertex x is adjacent to all but at
most one part of C. It follows that all but |S| ≤ 4k parts of C are adjacent to all vertices
in N (C) ∩ S and thus at least 5k + 5 − |S| parts of C are adjacent to all the vertices of
N (C) ∩ S and we can find the complete multipartite subgraph X of C induced on these parts
in polynomial time by checking the neighborhoods of all vertices in S. Reduction Rule 2
then applies to X and since it simply remove arbitrary part of X, it can be also executed in
polynomial time.
J
I Lemma 6. For every s ∈ S, s is adjacent to at most one complete multipartite component
of G − S.
Proof. Suppose s ∈ S is adjacent to two complete multipartite components C and D. Let x
be a vertex of C adjacent to s. Since C is a complete multipartite component, it contains
at least 3 parts and, in particular, there exist vertices y and z in C such that x, y, z is a
triangle. This implies that one of y and z has to be adjacent to s or it would yield a paw
without any edge in S which is not possible by definition of H.
Suppose now that y is adjacent to s (the case z is adjacent to s is identical). Now let d
be a vertex of D adjacent to s. Because C and D are two different components of G − S, d
cannot be adjacent to either x or y, which means that s, x, d and y form a paw without any
edge or non-edge in S, a contradiction.
J
The next section is devoted to proving that, if there exists a solution A, then we can
assume that any complete multipartite component of G∆A only contains vertices at distance 5
from S.

5

Bounding the Diameter of Relevant Vertices

Let A denote an optimal solution and suppose that, among all the optimal solutions, A is
chosen so that the sum of the sizes of the multipartite components in G∆A is minimized. In
this section, C will denote a complete multipartite component of G∆A, and C1 , C2 , . . . , Cr
the parts of C (see also Figure 2). Furthermore, we will split the vertices of C into levels
depending on their distance to S. That is we say that a vertex is in the i-th level, if it is
at distance i from S in G and we let Li denote the set of all vertices in the i-th level, i.e.,
L0 = C ∩ S, L1 = C ∩ NG (S), L2 = C ∩ NG (NG (S)) \ L0 , and so on. For the part Ci and
the level Lj , we let Ci,j denote the subset of Ci in j-th level. That is for every i ∈ [r] and
every j such that Lj is not empty we let Ci,j = Ci ∩ Lj . Finally, throughout the section for
i ∈ [r] and some level j, we will need to consider the set of all vertices in the j-th level that
S
are not in Ci , we will denote this set Ci,j , i.e., Ci,j = t6=i Ct,j = Lj \ Ci .
The goal of this section is to show that, because we chose an optimal solution that
minimizes the sum of the sizes of the multipartite components in G∆A, there is no vertex in
the j-th level for j ≥ 5. Let us first show that the result follows easily when L0 is empty.
IPEC 2020

10:8

A Polynomial Kernel for Paw-Free Editing

S = L0
L1
L2
L3
C1

C2

C3

C4

C5

Figure 2 An example of a complete multipartite component C in G∆A for some solution A whose
vertices were in a triangle-free component of G. The edges drawn are the edgesSin G. C1 , . . . , C5 are
parts of C, that is, in G∆A, each Ci is an independent set that is complete to j∈[5]\{i} Cj . L0 , L1 ,
L2 , and L3 are the levels in C. That is vertices in Li are at the distance i from S in G.

I Observation 7. If L0 is empty, then C contains only vertices at distance at most 3 from S.
Proof. Indeed, if L0 is empty, then C contains only vertices of G − S. In that case, since
G − S is paw-free and A is an optimal solution, it follows that A does not contain any pair
of vertices of C and thus that C is a complete multipartite component of G − S. This ends
the proof as the diameter of a complete multipartite graph is 2.
J
Therefore, from now on we assume that L0 is not empty. In that case, we observe that it
suffices to show that L5 is empty. Indeed, if some level Li is empty, then all the edges between
the first i − 1 levels and the remaining levels in G∆A are not in G and hence removing
them from A gives a smaller solution that splits C into multiple paw-free components. This
however contradicts the optimality of A and we get the following observation.
I Observation 8. If for some i ∈ N is Li = ∅, then for all j > i it holds that Lj = ∅.
The first step of our proof is the following lemma that basically says that for the set of
vertices Ci,j , the number of edges between Ci,j and the rest of C that is added by A has to
be smaller than the number of such edges that already exists in G, otherwise we can isolate
Ci,j from C instead of including it in C and obtain a solution that contradicts our choice of
A, because Ci,j will not be anymore in a complete multipartite component of the solution.
I Lemma 9. For every j ≥ 2 and every i ∈ [r] such that Ci,j is not empty, if P ⊆ A
denotes the set of pairs of A of type xy where x ∈ Ci,j and y ∈ Ci,j 0 with j 0 ∈ N, then
|P | < |EG (Ci,j , Ci,j−1 ∪ Ci,j ∪ Ci,j+1 )|.
Proof. See Figure 3 for an illustration. In order to reach a contradiction, suppose this is not
the case and consider the set of pairs A0 obtained from A by:
removing all the pairs in P and
adding EG (Ci,j , Ci,j−1 ∪ Ci,j ∪ Ci,j+1 ).
Because |P | ≥ |EG (Ci,j , Ci,j−1 ∪ Ci,j ∪ Ci,j+1 )|, |A0 | ≤ |A|. Moreover, since A0 ∆A are pairs
of vertices of C, it means that (G − C)∆A0 is identical to (G − C)∆A. We will show now
that G[C]∆A0 consists of one multipartite component C − Ci,j and an independent set Ci,j .
Indeed, suppose x ∈ Ci,j and y ∈ C \ Ci,j , then we can show that yx is not an edge of
G[C]∆A0 . The proof can be done by checking the different cases:
If y ∈ Ci , then the set of pairs of A0 containing y is the same as the one in A, and we can
conclude since xy 6∈ G[C]∆A0 .
If y ∈ Ci,j 0 for some j 0 such that |j 0 − j| > 1, then because x can only be adjacent to
vertices at distance j, j − 1 and j + 1, we know that xy is not in E(G) and it does not
belong to A0 , because it is in P .
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L0
L1
Lj−1
Lj
Lj+1
Lq
C1

C2

Ci

Cr−1 Cr

Figure 3 Illustration of Lemma 9. A complete multipartite component C of G∆A. For simplicity,
every nonempty set Cs,t , s ∈ [r] and t ∈ [q], contains only one vertex, but this is not the case in
general. The red edges are the set P , i.e., the edges between Ci,j and all the parts of C other than
Ci added by A. The blue edges are EG (Ci,j , Ci,j−1 ∪ Ci,j ∪ Ci,j+1 ), i.e., all the edges between Ci,j
and all the parts of C other than Ci that are already in E(G). The black edge is incident to Ci,j in
G, but its other endpoint is also in Ci , so it is in both A and the solution A0 obtained from A by
replacing P by EG (Ci,j , Ci,j−1 ∪ Ci,j ∪ Ci,j+1 ) in A.

If y ∈ (Ci,j−1 ∪ Ci,j ∪ Ci,j+1 ), then either xy ∈ E(G) but then the pair belongs to A0 , or
xy 6∈ E(G) and the pair belongs to A but has been removed in A0 .
Overall, A0 is a solution to the problem and the complete multipartite components of
G∆A0 are exactly the same as those of G∆A, except for C which is strictly smaller. This
contradicts the choice of A, as |A0 | ≤ |A|.
J
I Lemma 10. If for some i ∈ [r] the set Ci,0 ∪ Ci,1 is not empty, then Ci,j = ∅ for every
j ≥ 4.
Proof. Suppose Ci,0 ∪ Ci,1 and Ci,j are not empty. Because j ≥ 4, we know that
EG (Ci,j , Ci,0 ∪ Ci,1 ∪ Ci,2 ) is empty. This implies that A contains all the pairs in Ci,j ×
(Ci,0 ∪ Ci,1 ∪ Ci,2 ). By applying Lemma 9 to Ci,j , we deduce that
|Ci,j | × |Ci,0 ∪ Ci,1 ∪ Ci,2 | < |EG (Ci,j , Ci,j−1 ∪ Ci,j ∪ Ci,j+1 )|.
However,
|EG (Ci,j , Ci,j−1 ∪ Ci,j ∪ Ci,j+1 )| ≤ |Ci,j | × |Ci,j−1 ∪ Ci,j ∪ Ci,j+1 |
and by combining the two inequalities we obtain that
|Ci,j−1 ∪ Ci,j ∪ Ci,j+1 | > |Ci,0 ∪ Ci,1 ∪ Ci,2 |.

(1)

Consider the set of pairs A0 , obtained from A by:
adding EG (Ci,0 ∪ Ci,1 , Ci,0 ∪ Ci,1 ∪ Ci,2 ) and
removing all the pairs of the form xy with x ∈ Ci,0 ∪ Ci,1 and y ∈ Cs for s 6= i.
By a very similar argument to the one of Lemma 9, we can show that A0 is a solution such
that G∆A0 differs from G∆A only in the fact that Ci,0 ∪ Ci,1 has been disconnected from C.
Moreover, we know that the set of pairs of the form xy
 with x ∈ Ci,0 ∪ Ci,1 and y ∈ Cs for
s 6= i contains (Ci,0 ∪ Ci,1 ) × (Ci,j−1 ∪ Ci,j ∪ Ci,j+1 ) . However, from (1), we can
 deduce
that |EG (Ci,0 ∪Ci,1 , Ci,0 ∪Ci,1 ∪Ci,2 )| < | (Ci,0 ∪ Ci,1 ) × (Ci,j−1 ∪ Ci,j ∪ Ci,j+1 ) | and thus
|A0 | < |A|, which gives us a contradiction.
J
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The main implication of Lemma 10 is that, if Lj is not empty for j ≥ 4, then A contains all
the pairs Lj × (L0 ∪ L1 ). Indeed, it shows that vertices in Lj and L0 ∪ L1 belong to different
parts and thus must be adjacent in G∆A. However, just by considering the distance to S in
G, these vertices cannot be adjacent in G, and thus these pairs must be in A. This allows us
to prove the following lemma.
I Lemma 11. For every j ≥ 5, Lj is empty.
Proof. First note that by Observation 8, it is enough to show that, for some j ≤ 5, the set
Lj empty. Hence, for the sake of a contradiction, suppose none of L0 , L1 , . . . , L5 is empty.
Now by Lemma 10, we know that the vertices in L5 and L0 ∪ L1 belong to different parts of
the complete multipartite component. This implies that A contains L5 × (L0 ∪ L1 ). Consider
A0 the set of pairs obtained from A by:
removing all the pairs xy ∈ A where xy 6∈ E(G), x ∈ L5 and y ∈ L4 ,
adding all the edges of EG (L5 , L4 ) which are not already in A, and
removing all pairs xy with x ∈ Ls and y ∈ Lf for s ≤ 3 and f ≥ 5.
S
S
By doing so, we only disconnect s≤4 Ls from f ≥5 Lf in G∆A0 compared to G∆A. This
means that A0 is also a solution, and by minimality of A, we have that |A0 | ≥ |A|. We can
then deduce that |L4 | · |L5 | ≥ EG (L5 , L4 ) ≥ |L5 | · |L0 ∪ L1 | and thus |L4 | ≥ |L0 ∪ L1 |.
Now again by Lemma 10, we have that A contains L4 ×(L0 ∪L1 ). However, |L4 | ≥ |L0 ∪L1 |
so it means that |L0 ∪ L1 |2 ≤ |L4 | · |L0 ∪ L1 |. Let A00 be the solution obtained from A by:
removing all the pairs xy ∈ A where xy 6∈ E(G), x ∈ L0 and y ∈ L1 ,
adding all the edges of EG (L0 , L1 ) which are not already in A,
removing all the pairs xy ∈ A where x ∈ L0 and y ∈ Li with i ≥ 2, and
removing all the pairs xy ∈ A where x, y ∈ C \ L0 .
Note first that again (G−C)∆A and (G−C)∆A00 are the same. Now consider a component D
of G[C]∆A00 . Since we removed all the edges between L0 and the rest of C, D is either subset
of S or a subset of V (G) \ S. In the case that D is a subset of S, then G[D]∆A00 = G[D]∆A
and G[D]∆A00 is an induced subgraph of the complete multipartite graph G[C]∆A and hence
either complete multipartite or triangle-free. In the case that D is a subset of V (G) \ S, then
we removed from A all the pair that have one endpoint in D and the other anywhere in C
(including D), so G[D]∆A00 is an induced subgraph of exactly one connected component of
G − S. Since all components of G − S are paw-free and being paw-free is a property closed
under taking induced subgraphs, it follows that G[D]∆A00 is also paw-free. Therefore, we
conclude that G∆A00 is paw-free and A00 . It remains to show that A00 contradicts the choice
of A.
The set A00 \A contains only edges in EG (L0 , L1 ), so |A00 \A| ≤ |L0 ∪L1 |2 ≤ |L4 |·|L0 ∪L1 |.
On the other hand, by Lemma 10, the fact that G does not contain edges between Li and
Lj for |i − j| > 1, and by the construction of A00 , we have that A \ A00 contains all the pairs
xy such that x ∈ L0 ∪ L1 and y ∈ L4 ∪ L5 . In particular, |A \ A00 | ≥ |L0 ∪ L1 | · |L4 ∪ L5 |,
but since L5 is not empty, we have
|A \ A00 | ≥ |L0 ∪ L1 | · |L4 ∪ L5 | > |L0 ∪ L1 | · |L4 | ≥ |A00 \ A|,
and it follows that |A00 | < |A|, which contradicts the optimality of A.

J
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Triangle-Free Components

Before proving our main result let us prove the following lemma, which will be useful in
bounding the number of vertices outside of S.
I Lemma 12. If x ∈ G has at least 4k + 6 neighbors belonging to triangle-free components of
G − S, then there is no solution A such that x belongs to a complete multipartite component
of G∆A.
Proof. Let T denote the set of neighbors of x belonging to triangle-free components of G − S.
Suppose x belongs to a complete multipartite component C of G∆A. First note that at least
2k + 6 of the vertices of T will not be adjacent to any edge of A, which means that their
neighborhood in G and G∆A are the same and they belong to C in G∆A. Now because the
vertices of T belong to triangle-free components, it means that these 2k + 6 vertices can only
belong to two different parts of this multipartite component. In particular, at least k + 3 of
those belong to the same part and thus have the exact same neighborhood in G∆A and thus
in G. This means that Reduction Rule 1 can be applied, which is a contradiction.
J
I Lemma 13. Suppose (G, k) is a yes-instance. Then there exists a set S 0 of at most
(4k + 6)4k vertices such that if x 6∈ S 0 belongs to a triangle-free component of G − S, then x
does not belong to any triangle in G using only one vertex of S ∪ S 0 . Moreover, there is a
polynomial time algorithm that either finds this set or concludes that (G, k) is a no-instance.
Proof. Let x be a vertex belonging to a triangle-free component C of G − S. Suppose that
x belongs to a triangle using only one vertex s of S and another vertex y of C. Note first
that C is the only component of G − S adjacent to s or we would have a paw with only one
vertex in S (which is impossible by Observation 2). Suppose now that t ∈ C is adjacent to x.
Then t must be adjacent to either y or s or it would yield a paw with only one vertex in
S. Thus, since C is triangle free, t must be adjacent to s. The same argument would show
that any vertex adjacent to t in C must be adjacent to s and thus the whole component C is
adjacent to s (by symmetry of x and y).
Now let s ∈ S and let Cs denote a triangle-free component of G − S such that there
exist two vertices x, y ∈ Cs that induce a triangle with s. Note that if such a component
exists, then, by the above argument, it is the unique component in G − S adjacent to s, more
precisely Cs = N (s) ∩ (V (G − S)), and let us consider only the vertices in S for which such
a component exists.
Let Ms be a maximal matching in Cs . If Ms consists of more than k edges, then it means
that any solution A to the instance (G, k) puts s in a complete multipartite component. In
particular if |Cs | ≥ 4k +6, as Cs ⊆ N (s) and |A| ≥ k, we have that 2k +6 of the vertices of Cs
are not adjacent to any edge of A and belong to the same complete multipartite component
of G∆A as s. Moreover, these 2k + 6 vertices can only belong to two different parts of this
complete multipartite component (or we would have a triangle in Cs ), and thus k + 3 of them
belong to the same part. However, since their neighborhood in G and G∆A are identical, it
means we could have applied Reduction Rule 1. Hence, if |Cs | ≥ 4k + 6, then the solution A
cannot exist and we can conclude that (G, k) is a no-instance. Otherwise, let Cs0 be the set
of the vertices of Ms and note that the vertices in Cs \ Cs0 induce an independent set in G.
In particular, the vertices in Cs \ Cs0 are singletons in G − (S ∪ Cs0 ). and hence no vertex in
Cs \ Cs0 forms a triangle with another vertex in G − (S ∪ Cs0 ).
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S
Let S 0 = s∈S Cs0 , where Cs0 = ∅ if the component Cs does not exists, i.e., if there
is no triangle in G containing s and two vertices in a triangle-free component. By the
construction of Cs0 for each s ∈ S, it follows that no vertex x in a triangle-free component
of V (G) \ (S ∪ S 0 ) belongs to a triangle using only one vertex of S ∪ S 0 . Moreover, either
|S 0 | ≤ |S| · (4k + 6) ≤ (4k + 6)4k, or there is s ∈ S such that |Ms | > k and |Cs | ≥ 4k + 6
and we can conclude that (G, k) is no-instance.
J
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Main Result


I Theorem 14. Paw-free Edge Editing has a kernel on O k 6 vertices.
Proof. To ensure that the reduction rules are applied in the correct order, that is, e.g.,
that we never apply Reduction Rule 3 if Reduction Rule 1 can be applied, we restart the
algorithm from the beginning on the reduced instance whenever it is reduced according to
some reduction rule. Since every reduction rule decreases either number of vertices of G or
the parameter, this increases the running time at most by the factor of |G| + k.
Let (G, k) be an instance of Paw-free Edge Editing. The algorithm first applies
Reduction Rule 1. If Reduction Rule 1 cannot be applied anymore, the algorithm computes
H a maximal packing of edge-disjoint paws. If H consists of more than k paws, answer no.
If this is not the case, let S be the set of vertices belonging to a paw of H. As S is the union
of at most k paws, |S| ≤ 4k. Then the algorithm applies Reduction Rules 3 and 4 until
either k < 0, in which case it answers no, or they cannot be applied anymore.
Because H is maximal, Theorem 1 implies that the components G − S are either trianglefree or complete multipartite. Let C be a complete multipartite component. If |C| ≥
(3k + 3)(5k + 5), then Lemma 5 implies that the algorithm can apply Reduction Rule 2.
Moreover Lemma 6 implies that the number of complete multipartite components adjacent to
S is bounded by |S|. Overall this implies that the number of vertices contained in complete
multipartite components of G − S adjacent to S is bounded by 4k(3k + 3)(3k + 5), or it is
possible to apply Reduction Rule 2.
By applying Lemma 13, we either find out that (G, k) is a no-instance or find a set S 0
of at most (4k + 6)4k vertices such that if x 6∈ S 0 belongs to a triangle-free component of
G − S, then x does not belong to any triangle in G using only one vertex of S.
Because Reduction Rule 3 cannot be applied anymore, it means that for every pair of
adjacent vertices s1 , s2 in S, the number of vertices in triangle-free components adjacent to
both s1 and s2 is bounded by 4k + 6. This means that, if S 00 denotes the set of vertices in a
triangle-free component forming a triangle with 2 vertices of S, then |S 00 | ≤ |S|2 (4k + 6).
Then we construct recursively sets S0 , S1 , . . . , S6 such that Si is a subset of vertices of G
at distance i from S as follows: We set S0 := S. Now we proceed in 6 rounds. In the i-th
round we mark, for every vertex x ∈ Si−1 , arbitrary 4k + 6 neighbors of x at distance i from
S in G and belonging to a triangle-free component of G − S. Afterwards, we let Si be the set

S
of vertices marked in this round and proceed to the next round. Note that | Si | = O k 6 .
Let G0 be the graph induced on G by S, S 0 , S 00 , all the sets Si for i ∈ [6] and all the
complete multipartite components of G − S adjancent to S. Note that, by construction
of S 0 and S 00 , there is no triangle in G using a vertex which is not in G0 . We claim that
(G0 , k) has a solution if and only if (G, k) has a solution. As G0 is a subgraph of G, it is clear
that if (G, k) has a solution, then so does (G0 , k). Suppose now that (G0 , k) has a solution
A, but (G, k) does not have a solution. In particular, it implies that G∆A is not paw-free.
Because of Lemma 11, we can assume that no complete multipartite component of G0 ∆A has
a vertex at distance 5 from S and that A is minimal. Let x1 , x2 , x3 , x4 form a paw in G∆A,
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with x1 , x2 , x3 being the triangle. If x1 , x2 , x3 is a triangle of G0 ∆A, then x4 is a vertex of
G − G0 adjacent to one of these vertices, say x1 . Since x1 is at distance less than 5 from S, it
means that during the marking process x4 was not marked for x1 and that x1 has more than
4k + 6 neighbors in triangle-free components of G0 − S. However, Lemma 12 implies that x1
cannot belong to a complete multipartite component of G0 ∆A, which is a contradiction. If
x1 , x2 , x3 is not a triangle of G0 ∆A, then, without loss of generality, we can assume that x1
belongs to G − G0 , x2 and x3 belong to G0 , and the edge x2 x3 was added by A. If x2 and
x3 belong to a triangle-free component of G0 ∆A, then A \ {x2 , x3 } is a smaller solution to
(G0 , k). Therefore, x2 and x3 belong to a complete multipartite component of G0 ∆A. This
means that they are at distance at most 5 from S and x1 was not marked for both x2 and
x3 during the marking process. Finally, this implies that both x2 and x3 already have more
than 4k + 6 neighbors in triangle-free components of G0 − S and thus cannot belong to a
multipartite component of G0 − S, a contradiction.
J
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Kernels for Deletion and Addition

In this section, we provide kernels for Paw-free Edge Deletion and Paw-free Edge
Addition. To obtain the kernel for these problems, we observe that Reduction Rules 1–4
apply even if we are only allowed to delete respectively only allowed to add edges. This
allows us to reduce the complete multipartite components. Furthermore, by deleting the
edges, we cannot change a triangle-free component to a complete multipartite one and it
actually suffice to keep the vertices that actually appear in triangle together with 4k + 6 of
each of such vertex, which can be bounded using Lemma 13. For the edge addition, we just
observe that every connected component of G that contains a paw, and hence a triangle, has
to be modified to a complete multipartite graph and we can basically conclude by Lemma 12.

I Theorem 15. Paw-free Edge Deletion admits a kernel with O k 4 vertices.
Proof. Let (G, k) be an instance of Paw-free Edge Deletion. First note that Reduction
Rules 1–4 are still safe in this context, and Lemma 12 still applies. Therefore the algorithm
applies Reduction Rule 1 until it cannot be applied anymore. It then computes H a maximal
packing of edge-disjoint paws. If H consists of more than k paws, answer no. If this is not
the case, let S be the set of vertices belonging to a paw of H. As S is the union of at most k
paws, |S| ≤ 4k. Then the algorithm apply Reduction Rules 3 and 4 until either k < 0, in
which case it answers no, or they cannot be applied anymore.
Again, by possibly applying Reduction Rule 2, we can assume that the set of vertices in
all the multipartite components of G − S adjacent to S is smaller than 4k(3k + 3)(3k + 5).
By applying Lemma 13, we either find out that (G, k) is a no-instance or find a set S 0 of at
most (4k + 6)4k vertices such that if x 6∈ S 0 belongs to a triangle-free component of G − S,
then x does not belong to any triangle in G using only one vertex of S.
Because Reduction Rule 3 cannot be applied anymore, it means that for every pair of
adjacent vertices s1 , s2 in S, the number of vertices in triangle-free components adjacent to
both s1 and s2 is bounded by 4k + 6. This means that, if S 00 denote the set of vertices in a
triangle-free component, forming a triangle with 2 vertices of S, then |S 00 | ≤ |S|2 (4k + 6).
Note also that Lemma 12 still applies, and let S1 be the set obtained by picking for every
vertex s in S ∪ S 0 ∪ S 00 , 4k + 6 neighbors in triangle-free components of G − S.
Let G0 be the graph induced on G by S, S 0 , S 00 , S1 , as well as all the vertices on complete
multipartite components of G − S. We want to show that (G, k) has a solution if and
only if (G0 , k) has a solution. Let A be a solution of (G0 , k) and suppose G∆A has a paw

IPEC 2020

10:14

A Polynomial Kernel for Paw-Free Editing

x1 , x2 , x3 , x4 , with x1 , x2 , x3 being a triangle and x4 being adjacent to x3 . Because of the
choice of the sets S 0 and S 00 , all the triangles of G are contained in G0 . Note also that, since
the solution can only remove edges, x1 , x2 , x3 is a triangle in G. In particular, x1 , x2 , x3 is a
triangle in G0 and x4 ∈
/ V (G0 ). This implies that x3 ∈ S ∪ S 0 ∪ S 00 and x4 was not picked for
the 4k + 6 neighbors of x3 . In particular, this means that x3 has 4k + 6 neighbors which
belong to a triangle-free component of G0 − S in G0 and thus, by Lemma 12, x3 cannot
belong to a complete multipartite component of G0 ∆A. However, since x1 , x2 and x3 form a
triangle in G0 ∆A, we reach a contradiction.
J


I Theorem 16. Paw-free Edge Addition admits a kernel with O k 3 vertices.
Proof. Again, Reduction Rules 1–4 are still safe in this context, with the difference for
Rules 3 and 4 that, instead of removing edges and decreasing k, we can directly conclude
that (G, k) is a no-instance. Note also that a paw-free connected component can safely be
removed from the graph.
So the algorithm starts by removing all the paw-free components of G and applying
Reduction Rule 1 until it cannot be applied anymore. It then computes H a maximal packing
of edge-disjoint paws. If H consists of more than k paws, answer no. If this is not the case,
let S be the set of vertices belonging to a paw of H. As S is the union of at most k paws,
|S| ≤ 4k. From now on we can assume that Rules 3 and 4 cannot be applied.
Again, by possibly applying Reduction Rule 2, we can assume that the set of vertices in
all the multipartite components of G − S adjacent to S is smaller than 4k(3k + 3)(3k + 5).
Consider a connected component C1 of G. This component cannot be paw-free, or the
algorithm would have removed it from the graph. So let S1 = C1 ∩ S and R1 the vertices
of C1 contained in triangle-free component of G − S. Because C1 is not triangle-free, it
means that any solution A to (G, k) leaves C1 as a complete multipartite component. In
particular, it implies that R1 is smaller than 4k + 6. Indeed, if R1 is bigger than 4k + 6,
then 2k + 6 vertices will have the same neighborhood in G∆A as in G. Moreover, since
R1 is triangle-free, it means that these vertices belong to at most 2 parts of the complete
multipartite component. This implies that at least k + 3 of these vertices belong to the same
part and Rule 1 applies. Moreover, since G has at most k connected components which
are not paw-free, it implies that the set of vertices contained in triangle-free components of
G − S is smaller than (4k + 6)k.
Overall, it implies
that our reduced instance has size at most 4k(3k + 3)(3k + 5) + (4k +

6)k + 4k = O k 3 , which ends the proof.
J
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Conclusion

In this paper we studied Paw-free Edge Editing and gave a polynomial kernel of size
O k 6 . The only unresolved graph H on 4 vertices, for which the kernelization complexity
of H-free Edge Editing problem remains open is the claw. In fact, for this problem even
the kernelization complexity of H-Edge Deletion and H-Edge Addition remain open.
Settling the kernelization complexity might require using the power of structure theorem of
claw free graphs [8]. Thus, a natural start here could be looking at editing/deletion/addition
to basic graphs, on which structure theorem of claw free graphs is built. We leave these as
natural directions to pursue.
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1

Introduction

Dominating Set is arguably one of the touchstone for kernelization in sparse graph classes:
after a linear kernel in planar graphs [1] and a polynomial kernel in graphs defined by an
excluded topological minor [2, 12] results for linear kernels in bounded genus graphs [3]
apex-minor-free graphs [9], H-minor-free graphs [10], and finally H-topological-minor-free
graphs [11] followed in quick succession. The most general results to date are linear kernels
for bounded expansion classes [6] (generalizing all aforementioned classes) and an almostlinear kernels for nowhere dense classes [14] (generalizing bounded expansion classes). These
latter two results even hold for the general problem of r-Dominating Set, where a vertex
dominates everything in its closed r-neighbourhood. Together with an almost-linear kernel
for the related r-Independence problem [17], these results led us to the guiding question:
Do the kernelization techniques developed for r-Domination/r-Independence in sparse
classes carry over to related problems?
Bounded expansion classes. Nešetřil and Ossona de Mendez introduced bounded expansion
classes as a generalization of classes excluding a (topological) minor and various useful notions
of sparsity (e.g. embeddability in a surface, bounded degree). In short, a class G has bounded
expansion (BE) if any minor obtained by contracting disjoint subgraphs of radius at most r
in any member G ∈ G is ∇r (G)-degenerate, where ∇r (G) is a class constant independent of
G. There are various equivalent definitions for BE classes [15, 19, 18, 16], all of which have
in common that they define families of graph invariants {fr }r∈N where r is a parameter
governing the “depth” at which the invariant is measured. BE classes then are precisely
those graph classes for which fr is finite for every member of the class. We will not need
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to work with these invariants directly, instead building on higher-level results discussed in
Section 2. Consequently, we broadly refer to these invariants as expansion characteristics.
For an in-depth discussion see [16].
A selection of problems. The commonality of the following problems is that they can
be expressed via universal neighbourhood constraints, meaning that a solution X needs to
intersect every “neighbourhood” (a slightly flexible term as we will see in the following) in at
least/at most a certain value. We define an r-dominating set of a graph G to be any set D that
satisfies |N r [u] ∩ D| ≥ 1 for all u ∈ V (G), where N r [u] contains all vertices at distance ≤ r
from u. We arrive at a natural extension of the problem by replacing the right hand side of
this domination constraint by an arbitrary constant. We call a set that satisfies the constraint
|N r [u] ∩ D| ≥ c an (r, c)-dominating set and the corresponding decision problem
(r, c)-Domination parametrised by k
Input: A graph G and an integer k.
Problem: Is there a set D ⊆ V (G) of size at most k such that |N r [v] ∩ D| ≥ c for all v ∈ G?

For r = 1 this problem has received some attention in the literature under the name “kDomination” (e.g. [4]), for c = 1 we recover the above discussed r-Domination. Two other
domination problems of interest, Total r-Domination and r-Roman Domination, can
be found in the full version.
The problem of independence turns out to be closely related to that of domination. We
define an r-scattered set of a graph G to be any set I that satisfies |N r [u] ∩ I| ≤ 1 for
all u ∈ V (G). Note that an r-scattered set is equivalent to a 2r-independent set (all vertices
in I are pairwise at distance > 2r) and the domination/independence duality that holds
in BE-classes (see below) has usually been described with this terminology. However, the
natural extension to (r, c)-scattered sets that satisfy the constraints |N r [u] ∩ I| ≤ c does not
correspond to independent sets. We therefore opt to speak in terms of scattered instead of
independent sets, in particular, we consider the following parameterized problem:
(r, c)-Scattered Set parametrised by k
Input: A graph G and an integer k.
Problem: Is there a set I ⊆ V (G), |I| ≥ k such that |N r [v] ∩ I| ≤ c for all v ∈ V (G)?

Finally, we consider the problem that arises when combining the domination- and scatterconstraints into the form λ ≤ |N r [u] ∩ D| ≤ µ, which leads to the following, rather general,
parameterized problem:
(r, [λ, µ])-Domination parametrised by k
Input: A graph G and an integer k.
Problem: Is there a set D ⊆ V (G), |D| ≤ k s.t. every v ∈ G satisfies λ ≤ |N r [v] ∩ D| ≤ µ?

(r, [c, ∞])-Domination is equivalent to (r, c)-Dominating Set and (r, [0, c])-Domination
to (r, c)-Scattered Set. For λ = µ = 1 it is equivalent to Perfect Code (see full version).
Kernelization in sparse classes. The definition of a kernel (see [5]) for a problem restricted
to a certain input class demands that the output belongs to this class as well, e.g. a planar
kernelization needs to output a planar graph. This turns out to be too restrictive for
very general notions of sparseness and we are left with the choice of either outputting an
annotated instance belonging to a different problem, called a bikernel, or to modify the
graph to “simulate” the annotation in the original problem, but these modifications take
the instance out of the original graph class. Here we settle for the following compromise: a
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parametrised graph problem P ⊆ G × N for a BE-class G admits a BE kernel if there is a
kernelization that outputs an instance in G 0 × N with ∇r (G 0 ) ≤ g(∇r (G)) for some function g
and all r ∈ N. This is justified by the idea that all nice algorithmic properties stemming
from G being BE carry over from G to G 0 with only changes to some constants – if other
properties of the class are of primary interest (embedding in a surface, excluded minors, etc.)
then the BE-view is simply too coarse.
Our results. Inspired by the kernelization for r-Dominating Set [6] and r-Independent
Set [17] in sparse classes, we unify and extend these techniques by defining a structure we
call water lilies and show how their existence can be used to find small cores, that is, subset
of vertices that either are guaranteed to contain a solution (solution core) or that already
fully represent the neighbourhood-constraints governing the problem (constraint core). We
define and prove the existence of water lilies in BE-classes in Section 4, building on our proof
of a constant-factor approximation for (r, c)-Dominating Set in BE-classes from Section 3.
In Section 5 we use water lilies to prove linear bikernels for all the above listed problems
into appropriate annotated variants and how most of these bikernels can be turned into
BE-kernels. Finally we demonstrate how these constructions can be combined to create
“multikernels”, meaning graphs that represent kernels for multiple problems at once.
As mentioned above, we only present a selection of kernels obtainable by our method and
we also omit some proofs (marked with ?). Please see the full version of this paper1 for more
kernels and further details.

2

Notation and previous results

For a maximization problem P defined via universal neighbourhood constraints and a graph G
we call a set L ⊆ V (G) a constraint core if for every set D ⊆ V (G) it holds that D is a solution
to P in G already if the constraints only hold for vertices in L. Analogous, for a minimization
problem P defined via universal neighbourhood constraints, we call a set U ⊆ V (G) a solution
core if a minimum solution to P already exists inside U . In both cases, note that V (G) is
always a trivial core and that a superset of any core is a core as well.
A set D ⊆ V (G) is an (r, c)-dominating set if for every vertex v ∈ V (G) it holds that
|N r [v] ∩ D| ≥ c. Importantly, this constraint must also hold for vertices contained in D,
therefore such a set can only exist if |N r [v]| ≥ c for all v ∈ G. We write domcr (G) to denote
the size of a minimum (r, c)-dominating set in G and let domcr (G) = ∞ if no such set exists.
A set I ⊆ V (G) is 2r-independent if every pair of vertices u, v ∈ I has distance at least 2r + 1.
We write ind2r (G) to denote the size of a maximum 2r-independent set in G. Related, a set
I ⊆ V (G) is an (r, c)-scattered set if for all vertices v ∈ G it holds that |N r [v] ∩ I| ≤ c. An
(r, 1)-scattered set is equivalent to a 2r-independent set, but this relationship breaks down
for c > 1. We defined sctcr (G) as the size of a maximum (r, c)-scattered set in G. In all cases,
for c = 1 we will omit the superscript.

Important BE properties
We adapted the following results to use the notation introduced above for the sake of a
unified presentation. In particular, we will be using sctr instead of ind2r . The function
wcolr is one of the expansion characteristics mentioned above (see e.g. [19] for a definition),
here it is enough to know that for every member G of a BE-class, wcolr (G) is bounded by a
constant for every r ∈ N.
1

Available at https://arxiv.org/abs/2002.09028.
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I Theorem 1 (Dvořák [7]). For every graph G and integer r ∈ N it holds that
sctr (G) ≤ domr (G) ≤ wcol22r (G) sctr (G).
Dvořák recently showed an improved bound [8], we will use the above simpler expression.
In the same work he also proved the following relationship between r-scattered sets and
(r, c)-scattered sets (translated into our terminology):
I Theorem 2 (Dvořák [8]). For every graph G and integers c, r ∈ N it holds that
c
c
1
2c wcol2r (G) sctr (G) ≤ sctr (G) ≤ sctr (G).
I Theorem 3 (Dvořák’s algorithm [7]). For every BE class G and r ∈ N there exists a
constant cdvrk
and a polynomial-time algorithm that computes an r-dominating set D of G
r
and an r-scattered set A ⊆ D with |D| ≤ cdvrk
|A|.
r
In particular, the r-scattered set A witnesses that D is indeed a cdvrk
-approximation of
r
a minimum r-dominating of G. This algorithm can further be modified to compute a
dominating set for a specific set X ⊆ V (G) only; in that case it outputs the sets A and
D, A ⊆ D ∩ X, where D dominates all of X in G and A is r-scattered in G. We will call
this algorithm the warm-start variant since we only need to mark the vertices V (G) \ X
as already dominated and then run the original algorithm (an alternative is a small gadget
construction [6]).
Given a vertex set X ⊆ V (G) we call a path X-avoiding if its internal vertices are not
contained in X. A shortest X-avoiding path between vertices x, y is shortest among all
X-avoiding paths between x and y.
I Definition 4 (r-projection). For a vertex set X ⊆ V (G) and a vertex u 6∈ X we define the
r-projection of u onto X as the set
r
PX
(u) := {v ∈ X | there exists an X-avoiding u-v-path of length ≤ r}

I Definition 5 (r-shadow). For a vertex set X ⊆ V (G) and a vertex u 6∈ X we define the
r-shadow of u onto X as the set
r
SX
(u) := {v ∈ V (G) | every u-v-path of length ≤ r has an internal vertex in X}
r
r
The shadow SX
(u) contains precisely those vertices that are “cut off” by the set PX
(u).
We will frequently need the union of shadow and projection and therefore introduce the
r
r
r
shorthand SPX
(u) := SX
(u) ∪ PX
(u).
Two vertices that have the same r-projection onto X do not, however, necessarily have
the same shadow since the precise distance at which the projection lies might differ. To
distinguish such cases, it is useful to consider the projection profile of a vertex to its projection:

I Definition 6 (r-projection profile). For a vertex set X ⊆ V (G) and a vertex u 6∈ X we define
r
r
the r-projection profile of u wrt X as a function πG,X
[u] : X → [r] ∪ ∞ where πG,X
[u](v) for
v ∈ X is the length of a shortest X-avoiding path from u to v if such a path of length at
most r exists and ∞ otherwise.
We say that a function ν : X → [r] ∪ ∞ is realized on X (as a projection profile) if there
r
exists a vertex u 6∈ X for which ν = πG,X
[u] and we denote the set of all realized profiles by
r
ΠG (X). We will usually drop the subscript G if the graph is clear from the context. It will
be convenient to define an equivalence relation that groups vertices outside of X by their
r
r
projection profile. Define u ∼rX v ⇐⇒ πX
[u] = πX
[v] for pairs u, v ∈ V (G) \ X.
It turns out that in BE classes, the number of possible projection profiles realised on a
set X is bounded linearly in the size of X.
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I Lemma 7 (Adapted from [6, 14]). For every BE class G and r ∈ N there exists a constant
cproj
such that for every G ∈ G and X ⊆ V (G), the number of r-projection profiles realised
r
on X is at most cproj
|X|.
r
In our notation this can alternatively be written as |Πr (X)| = |(V (G) \ X)/∼rX | ≤ cproj
|X|.
r
We will crucially rely on the following two results for BE classes:
I Lemma 8 (Projection closure [6]). For every BE class G and r ∈ N there exists a constant
cprojcl
and a polynomial-time algorithm that, given G ∈ G and X ⊆ V (G), computes a
r
r
projcl
superset X 0 ⊇ X, |X 0 | ≤ cprojcl
|X|, such that |PX
for all u ∈ V (G) \ X 0 .
0 (u)| ≤ cr
r
I Lemma 9 (Shortest path closure [6]). For every BE class G and r ∈ N there exists a
constant cpathcl
and a polynomial-time algorithm that, given G ∈ G and X ⊆ V (G), computes
r
a superset X 0 ⊇ X, |X 0 | ≤ cpathcl
|X|, such that for all u, v ∈ X with dist(u, v) ≤ r it holds
r
that distG[X 0 ] (u, v) = dist(u, v).
It will be useful to combine the above two lemmas in the following way:
I Definition 10 (Projection kernel). Given a graph G and a set X ⊆ V (G), an (r, c)-projection
kernel of (G, X) is an induced subgraph Ĝ of G with X ⊆ V (Ĝ) and the following properties:
d
d
1. NĜ
(v) ∩ X = NG
(v) ∩ X for all v ∈ X and d ≤ r; and
2. if the signature ν : X → [r] ∪ ∞ is realized on X by p distinct vertices in G, then ν is
realized by at least min{c, p} distinct vertices in Ĝ.
I Lemma 11. For every BE class G and c, r ∈ N there exists a constant ctotal
and a
r,c
polynomial-time algorithm that, given G ∈ G and X ⊆ V (G), computes an (r, c)-projection
kernel Ĝ of (G, X) with |Ĝ| ≤ ctotal
r,c |X|.
Proof. We first apply Lemma 8 to X and obtain a set X1 ⊃ X, |X1 | ≤ cprojcl
|X|, such that
r
the projections of outside vertices onto X1 have size at most cprojcl
.
r
Next, we apply Lemma 9 to X1 and receive a set X2 ⊃ X1 , |X2 | ≤ cpathcl
|X1 |, such that
r
the graph G[X2 ] preserves short distances (less than or equal to r) between vertices in X1 .
Finally, let U contain up to c representatives for every equivalence class [u] ∈ V (G)/ ∼rX1 (if
|X1 |.
the class is smaller than c we include all of it). By Lemma 7 we have that |U | ≤ c · cproj
r
Construct now X3 by taking the union X2 ∪ U as well as shortest paths from every
r
member u ∈ X2 ∪ U to all of PX
(u). By definition, each of these paths has length at
1
most r and therefore contains at most r − 1 internal vertices. Since, by construction of X1 ,
r
|PX
(u)| ≤ cproj
; it follows that we add at most cproj
(r − 1) vertices per vertex in X2 ∪ U .
r
r
1
Taking the above bounds together, we have that |X3 | ≤ (r − 1) cproj
(cpathcl
+ c · cproj
)|X| =:
r
r
r
total
cr,c |X|. It remains to be shown that Ĝ := G[X3 ] has the desired properties.
Property 1 follows directly from the fact that already G[X2 ] ⊆ Ĝ preserves short distances
among vertices inside X1 ⊇ X. In particular, each vertex in X1 \ X has the same r-projection
profile onto X in G and Ĝ.
To see that Property 2 holds, consider any profile ν realized on X by vertices S ⊆ V (G)\X
in G. First consider the case S \ X1 6= ∅. Then by construction, the set U contains
min{c, |S \ X1 |} vertices from S \ X1 that realize ν in G and whose projection onto X1 is the
same in G and Ĝ. Since X1 ⊇ X, we conclude that their projection on X in Ĝ must be ν.
By the above, the vertices in S ∩ X1 must have the profile ν as well. Now assume S ⊆ X1 ,
therefore no vertex outside of X1 has the profile ν in G. As argued above, S has the profile
ν in Ĝ as well, therefore Ĝ contains |S| ≥ min{c, |S|} vertices with profile ν, as claimed. J
Note that the above construction implies that ΠrĜ (X) ⊇ ΠrG (X), however, it is not necessarily
true that ΠrĜ (X) = ΠrG (X).
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The following is a slight restatement of Theorem 4 in [13]. We emphasise that the proof
by Kreutzer et al. is actually constructive and can be implemented to run in polynomial time.
I Lemma 12 (UQW in BE classes [13]). For every BE class G and distance d ∈ N there
exists a constant cUQW
and a polynomial-time algorithm that, given G ∈ G, a size t ∈ N and
d
X ⊆ V (G) with |X| ≥ cUQW
)2 and X 0 ⊆ X \ S
· 2t , computes a set S of size at most (cUQW
d
d
0
of size at least t such that X is d-scattered in G − S.

3

Approximating (r, c)-Dominating Set

and an
I Theorem 13. Let G be a BE class and fix r, c ∈ N. There exists a constant ccdom
r,c
algorithm that, for every G ∈ G, computes in polynomial time an (r, c)-dominating set of size
at most ccdom
domcr (G) or concludes correctly that G cannot be (r, c)-dominated.
r,c
Proof. We compute a sequence of dominating sets D1 , D2 , . . . , Dc with the invariants that
a) Di (r, i)-dominates G and b) |Di+1 | ≤ 5cdvrk
cproj
|Di | + cdvrk
domi+1
r
r
r
r (G).
dvrk
To start the process, let D1 be an cr -approximate r-dominating set for G, this set clearly
satisfies invariant a). We proceed in two steps to construct Di+1 from Di . Build the set Ui as
follows: for every projection µ ∈ Πr (Di ) realized by an equivalence class [v] ∈ (V (G)\Di )/∼rDi
r
we pick one (arbitrary) vertex from SD
(v) \ Di and add it to Ui , if such a vertex exists.
i
Then for every vertex u ∈ Di that is not (i + 1)-dominated by Di ∪ Ui , we add an arbitrary
vertex from N r [u] \ Di to Ui (note that if no such vertex exists we conclude that G cannot
be (r, c)-dominated).
By construction, the size of Ui is bounded by |Ui | ≤ |Πr (Di )| + |Di | ≤ (cproj
+ 1)|Di |.
r
Further note that every vertex in Di ∪ Ui is (r, i + 1)-dominated by Di ∪ Ui : due to invariant
a), the set Di (r, i)-dominates Di ∪ Ui and Ui now additionally dominates itself (at least)
once and, by construction, those vertices in Di that are not yet (r, i + 1)-dominated by Di .
Define the set Ri to contain all vertices that are not (r, i + 1)-dominated by Di ∪ Ui , note
that in particular N r [Ri ] ∩ Ui = ∅. Let G0 = G − (Di ∪ Ui ). Apply Dvořák’s warm-start
algorithm to find a distance-r dominator Di0 for Ri in G0 and a r-scattered set A0i ⊆ Di0 ∩ Ri
with |A0i | ≤ |Di0 | ≤ cdvrk
|A0i |.
r
B Claim. |A0i | ≤ (cproj
+ 1)|Di | + domi+1
r
r (G).
Proof. Let X be an (r, i + 1)-dominating set of G of minimum size and assume that |A0i | >
0
r
(cproj
+1)|Di |+domi+1
r
r (G) ≥ |Ui ∪X|. Then there exists a ∈ Ai such that NG0 [a]∩(Ui ∪X) =
∅. Since X (r, i + 1)-dominates a but Di ∪ Ui does not (because a ∈ Ri ) there must be
r
r
at least one vertex b ∈ X ∩ (NG
[a] \ NG
0 [a]) that is not contained in Di ∪ Ui . This means
r
r
r
r
that b ∈ SDi ∪Ui (a) and since NG [a] ∩ Ui = ∅, we have that SD
(a) = SD
(a) and therefore
i ∪Ui
i
r
even b ∈ SDi (a). But then, since b 6∈ Di ∪ Ui , we could have added b to Ui during the
first construction phase in order to dominate the class [a]. The existence of a leads us to a
contradiction and we conclude that |A0i | ≤ (cproj
+ 1)|Di | + domi+1
C
r
r (G).
Finally, construct the set Di+1 = Di0 ∪Di ∪Ui . Since Di0 r-dominates Ri which, by construction,
were the only vertices not yet (r, i + 1)-dominated by Di ∪ Ui , we conclude that Di+1 is indeed
an (r, i + 1)-dominating set of G; thus invariant a) is preserved. To see that invariant b)
holds, let us bound the size of Di+1 :
|Di+1 | ≤ |Di0 | + |Di | + |Ui | ≤ cdvrk
|A0i | + |Di | + (cproj
+ 1)|Di |
r
r
proj
≤ cdvrk
(cproj
+ 1)|Di | + cdvrk
domi+1
+ 2)|Di |
r
r
r
r (G) + (cr

≤ 5cdvrk
cproj
|Di | + cdvrk
domi+1
r
r
r
r (G).
Resolving the recurrence provided by this inequality, we finally obtain the bound |Dc | ≤
(5cdvrk
cproj
)c+1 domcr (G), and the claim follows with ccdom
:= (5cdvrk
cproj
)c+1 .
J
r
r
r,c
r
r
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Water lilies

I Definition 14 (Water lily). A water lily of radius r, depth d ≤ r and adhesion c in a
graph G is a tuple (R, C) of disjoint vertex sets with the following properties:
C is r-scattered in G − R,
r
NG−R
[C] is (d, c)-dominated by R in G.
r
We call R the roots, C the centres, and the sets {NG−R
[x]}x∈C the pads of the water lily. A
d
water lily is uniform if all centres have the same d-projection onto R, e.g. πR
[x] is the same
function for all x ∈ C. The ratio of a water lily is any guaranteed lower bound on |C|/|R|.
The following lemma lies at the heart of our unification of previous techniques [6, 14, 17].
It streamlines the construction of BE-kernels considerably, as we will see in the following
section.
I Lemma 15. For every BE class G and c, r, d ∈ N, d ≤ r, there exist constants cscale
c,r,d ,
margin
base
cc,r,d , cr,d with the following property: for every G ∈ G which has an (r, c)-dominating
c
base t
set, t ∈ N and A ⊆ V (G) with |A| ≥ cscale
c,r,d · (cr,d ) · domd (G) there exists a uniform water
lily (R, C), C ⊆ A, with depth d, radius r, adhesions c and with |R| ≤ cmargin
c,r,d , |C| ≥ t.
Moreover, such a water lily can be computed in polynomial time.
Proof. Given G, we use Theorem 13 to compute a (d, c)-dominating set D0 of size at most
ccdom
· domd (G) in polynomial time or conclude that no such set exits. Afterwards, we
r,c
0
compute the (r + d)-projection closure D of D0 , by Lemma 8 we have that |D| ≤ cprojcl
r+d |D |
projcl cdom
and thus |D| ≤ cr+d cr,c domd (G). Let A00 := A \ D, we will later choose cscale
c,r,d so that
00
A is still large enough for the following arguments to go through.
r+d
r+d 0
Define the equivalence relation ∼D over A00 via a ∼D a0 ⇐⇒ πD
[a] = πD
[a ]. By
proj
00
Lemma 7, the number of classes in A / ∼D is bounded by cr+d |D|; by an averaging argument
proj
we have at least one class [a] ∈ A00 / ∼D of size [a] ≥ |A00 |/(cproj
r+d |D|) ≥ (|A| − |D|)/(cr+d |D|).
r+d
000
Let R be PD (a), i.e. the (r + d)-projection of [a]’s members on D. By our earlier
r+d
application of Lemma 8 we have that |R000 | = |PD
(a)| ≤ cprojcl
r+d . Again, we will choose
scale
cc,r,d large enough to apply Lemma 12 with distance r and size cproj
|R000 |t to the set [a] and
d
proj UQW
projcl
0
receive a subset A ⊆ [a] of size at least cd (cr
+ cr+d ) · t and a set R00 ⊆ V (G) \ A0 ,
|R00 | ≤ cUQW
, such that A0 is r-scattered in G − R00 . Let R0 := R00 ∪ R000 , by the above
r
00
bounds on R and R000 it follows that |R0 | ≤ cUQW
+ cprojcl
r
r+d . By Lemma 7 and the fact that
proj
projcl
d
0
|A0 | ≥ cd (cUQW
+
c
)
·
t
≥
|Π
(R
)|
·
t
there
exists
a set C ⊆ A0 of size at least t such
r
r+d
that all members of C have the same d-projection onto R0 .

Figure 1 Schematic of a water lily (R, C) with radius r, depth d and adhesion c. Removing
the “tangled” roots R creates disjoint r-neighbourhoods around C which we imagine like lily pads
floating on a pond.
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We construct the set R from R0 as follows: for every projection profile µ ∈ Πd (R0 )
r
d
d
realized by a class [u] ∈ NG−R
0 [C]/∼R0 we add max{0, c − |PR0 (u)|} vertices from the shadow
d
0
0
SR0 (u) ∩ D . Since D (d, c)-dominates all of G, such vertices must exist. By construction,
r
r
0
|R| ≤ c|R0 | and R (c, d)-dominates all of NG−R
0 [C] and thus in particular NG−R [A ]. Note
r+d
further that all vertices we added lie inside SR
0 [C], therefore the projection profiles of C
are not changed by this operation (all paths of length at most r + d from C to vertices in
R/R0 pass through R0 ). We conclude that the uniformity condition holds on (R, C). This
margin
construction also provides us with the bound |R| ≤ c(cUQW
+ cprojcl
r
r+d ) =: cc,r,d .
Finally, let us determine a value for cscale
c,r,d that suffices for the above construction to
proj

UQW

projcl

go through. In order to apply Lemma 12, we need that |[a]| ≥ cUQW
· 2cd (cr +cr+d )·t ,
r
proj UQW
projcl
UQW
accordingly we need that (|A| − |D|)/(cproj
· 2cd (cr +cr+d )·t , which in particr+d |D|) ≥ cr
proj

projcl cdom
ular holds if we ensure that |A|/(2cproj
domcd (G)) ≥ cUQW
· 2cd
r
r+d cr+d cr,c

Hence setting

cscale
c,r,d

=

projcl cdom UQW
2cproj
r+d cr+d cr,c cr

and

cbase
r,d

cproj
(cUQW
+cprojcl
)
r
d
r+d

=2

(cUQW
+cprojcl
)·t
r
r+d

suffices.

.

J

We can impose even more structure on a water lily in the following sense: let us define a
pad signature as a function σ : C → Σ∗ (for some alphabet Σ) that can be computed by a
polynomial-time algorithm receiving the following inputs:
The depth d, radius r and adhesion c of the water lily;
r
[a], the roots R;
the centre a, its pad NG−R
r
the subgraph G[R∪NG−R
[a]] alongside potential vertex/edge labels from the host graph G.
We say that σ is bounded if the size of its image can be bounded by a constant.
Every pad signature σ gives rise to an equivalence relation ∼σ ⊆ C × C for a water
lily (R, C) via a ∼σ a0 ⇐⇒ σ(a) = σ(a0 ). Note that if σ is bounded, then ∼σ has finite
index. A water lily is σ-uniform if all its centres belong to the same equivalence class
under ∼σ ; or alternatively if all centres have the same image under σ. For a bounded
signature σ, we find a ∼σ -uniform water lily of ratio τ by first finding a water lily (R0 , C 0 )
with ratio p · τ , where p is an upper bound on the image of σ, and then return R0 together
with the largest class in C 0 / ∼σ . Accordingly:

I Corollary 16. For every BE class G, c, r, τ ∈ N and pad signature σ with finite index there
exists a constant clily = clily
c,2r,r,τ,σ with the following property: for every G ∈ G which has
an (r, c)-dominating set and A ⊆ V (G) with |A| ≥ clily · domcd (G) there exists a σ-uniform
water lily (R, C), C ⊆ A, |R| ≤ clily , of depth r, radius 2r, adhesion c and ratio τ . Moreover,
such a water lily can be computed in polynomial time.
Let us define a particular bounded pad signature
that will be useful in the remainder: let

d
i
ν(a) := ({πR [x] | x ∈ NG−R (a)} | 0 ≤ i ≤ r , where the right-hand side is to be understood
as encoded in a string by some suitable scheme. Two centres are equivalent under ∼ν if
they have the same projection-types at the same distance (though potentially at different
multiplicities) inside their respective pads. Since |R| has constant size according to Lemma 15
and there are at most cproj
|R| possible projection profiles according to Lemma 7, the image
d
proj
proj lily
of ν has size at most rcd |R| ≤ rcd c and therefore ν is a bounded pad signature.
We will sometimes combine ν with a finite number of vertex labels that arise during the
construction of bikernels. If vertices are labelled by f : V (G) → Σ for some finite alphabet Σ,
then we understand ν to be the above equivalence relation further refined by the equivalence
relation u ∼f v ⇐⇒ f (u) = f (v).
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Bikernels into annotated problems

We show in the following that a range of problems over hereditary BE-classes admit linear
bikernels in the same class (see the full version for r-Roman Domination and Total
r-Domination). The target problem in all three cases is a suitable annotated version of the
original problem, which we define just ahead of each proof.
Annotated (r, c)-Domination parametrised by k
Input: A graph G, a set L ⊆ V (G) and an integer k.
Problem: Is there a set D ⊆ V (G) of size at most k such that |N r [v] ∩ D| ≥ c for all v ∈ L?

I Theorem 17. (r, c)-Dominating Set over a hereditary BE-class G admits a linear bikernel
into Annotated (r, c)-Dominating Set over the same class G. Moreover, the resulting
graph is an (r, c)-projection kernel of the original graph.
Proof. Let (G, k) be an input where G is taken from a BE class. As a first step, we deal with
the case domµr (G) large by computing an (r, µ)-dominating set using the algorithm from
µ
Theorem 13. If it returns a solution larger than ccdom
r,c k, we conclude that domr (G) > k in
which case we return a trivial no-instance. Otherwise, we show that (r, c)-Dominating Set
admits a linear constraint core and then show how to construct a BE-kernel from that core.
B Claim. (r, c)-Dominating Set has a linear constraint core in BE classes.
c
Proof. Let L ⊆ V (G) be a constraint core of G with |L| ≥ clily
c,2r,r,2 domr (G). By Corollary 16,
we can find in polynomial time a uniform water lily (R, C), C ⊆ L, |R| ≤ clily of depth r,
radius 2r, adhesion c and ratio 2. Let a ∈ C be an arbitrary centre, we claim that L \ {a} is
still a constraint core, that is, every set that (r, c)-dominates L\{a} will also (r, c)-dominate a.
r
To that end, let D be a minimum (r, c)-dominating set and define D0 := D \ NG−R
[C].
0
If D (r, c)-dominates any part of C, it dominates all of C (and therefore a) as (R, C) is
uniform. Thus assume that D0 does not (r, c)-dominate C. Consider the case where a
r
set S ⊆ D ∩ NG−R
[C] exists such that every vertex in S dominates more than one vertex
in C. If |S| ≥ c then S alone already (r, c)-dominates all of C and thus in particular a. In
r
all remaining cases, every set NG−R
[a0 ], a0 ∈ C must contain at least one vertex from D
and we conclude that |D \ D0 | ≥ |C| ≥ 2|R|. Let D̃ := D0 ∪ R, we claim that D̃ is an (r, c)dominating set of G. Simply note that the only vertices that are not (r, c)-dominated by D0
2r
lie inside NG−R
[C] – but this is precisely the set that is (r, c)-dominated by R. We arrive at a
contradiction since |D| = |D \ D0 | + |D0 | ≥ 2|R| + |D0 | > |R| + |D0 | ≥ |D̃| and we assumed D
to be minimum. Thus L\{a} is a constraint core for (r, c)-Dominating Set in G. We iterate
c
this procedure until |L| < clily
C
c,2r,r,2 domr (G) and end up with a linear constraint core.

In the following, let L ⊆ V (G) be a constraint core for (G, k) with |L| ≤ clily domcr (G) and
let O = V (G) \ L. If |L| > clily k, we can conclude that k > domcr (G) and output a trivial noinstance, thus assume from now on that |L| ≤ clily k. We apply Lemma 11 with X = L and r,
c as here to obtain a projection kernel Ĝ with |Ĝ| ≤ ctotal
r,c |L| = O(k) which a) preserves ≤ rneighbourhoods in L and b) realizes every r-projection onto L that is realized p times in G at
least min{c, p} times. We claim that (G, k) is equivalent to the annotated instance (Ĝ, L, k).
Assume that D is an (r, c)-dominating set of G, clearly it is also a solution to the annotated instance (G, L, k). Partition D into DL = D ∩ L and DO = D \ L. Consider x ∈ DO
and note that |[x] ∩ DO | < c for the r-neighbourhood class [x] ∈ O/ ∼rL since otherwise we
could remove a vertex from [x] ∩ DO from D and still (r, c)-dominate all of L. With this
observation, construct the set D̂O as follows: for every vertex x ∈ DO we include |[x] ∩ DO |
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vertices from O ∩ V (Ĝ) in D̂O , by property b) of the projection kernel Ĝ we know that at
least c such vertices are available. Then the set D̂ := DL ∪ D̂O (r, c)-dominates all of L in Ĝ,
by property a) of Ĝ, and we are done. In the other direction, let D̂ be an (r, c)-dominator
of L in Ĝ. By property a) and b) of Ĝ the set D̂ therefore also (r, c)-dominates L in G, and
since L is a constraint core of G it then (r, c)-dominates all of G. We conclude that (Ĝ, L, k)
is equivalent to (G, k) and |Ĝ| = O(k).
J
Annotated (r, c)-Scattered Set parametrised by k
Input: A graph G, a set U ⊆ V (G) and an integer k.
Problem: Is there a set I ⊆ U of size at least k such that |N r [v] ∩ I| ≤ c for all v ∈ V (G)?

The following proof makes use of the pad equivalence ∼ν defined in Section 4: recall two
centres u, v of a water lily (R, C) satisfy u ∼ν v if they have the same projection-types onto R
at the same distance (for distances smaller than the lily’s depth) inside their respective pads.
I Theorem 18. (r, c)-Scattered Set over a hereditary BE-class G admits a linear bikernel
into Annotated (r, c)-Scattered Set over the same class G. Moreover, the resulting
graph is an (r, c)-projection kernel of the original graph.
Proof. Let (G, k) be an instance of (r, c)-Scattered Set where G is taken from a BE class.
As a first step, we deal with the case that sctcr (G) is large. We compute an cdvrk
-approximate
r
2
dvrk
r-dominating set D using Theorem 3. If |D| > cr wcol2r (G) · k, we conclude by Theorems 1
and 2 that sctcr (G) ≥ sctr (G) > k and we output a trivial yes-instance. Otherwise, assume
|D| ≤ cdvrk
wcol22r (G) · k and define clily := clily
r
1,2r,r,2,ν . We first show that (r, c)-Scattered
Set admits a linear solution core.
B Claim. (r, c)-Scattered Set has a linear solution core in BE classes.
Proof. Let U ⊆ V (G) be solution core of G with |U | ≥ clily domr (G). Using Corollary 16,
we find in polynomial time a ν-uniform water lily (R, C), C ⊆ U , |R| ≤ clily of depth r,
radius 2r, adhesion 1 and ratio 2. Let a ∈ C be an arbitrary centre, we claim that U \ {a} is
still a solution core, i.e. there exists an optimal (r, c)-scattered set that does not contain a.
To that end, let I be a minimum (r, c)-scattered set and assume a ∈ I. We claim
that there exists an (r, c)-scattered set I 0 of the same size which excludes a. First observe
that every vertex that lives in a pad N 2r [a0 ], a0 ∈ C, has at least c neighbours in R at
2r
distance ≤ r. Therefore |NG−R
[C] ∩ I| ≤ |R| as otherwise we would find a vertex in R whose
r-neighbourhood contains more than c vertices of I. Since |C| ≥ 2|R| there are at least |R|
2r
centres C 0 ⊆ C such that their pads NG−R
[C 0 ] do not intersect I. Since (R, C) is uniform
r 0
r
and a ∈ I, we know that |N [a ] ∩ I| = |N [a] ∩ I| < c for every centre a ∈ C.
Take a0 ∈ C 0 and let I 0 := I \ {a} ∪ {a0 }. To see that I 0 is (r, c)-scattered, consider
any vertex u0 ∈ N r [a0 ] (note that vertices at distance > r from a0 are not affected by the
r
r
exchange of a by a0 ). By ν-uniformity, there exists a vertex u ∈ N r [a] with πR
[u] = πR
[u0 ]. In
r
r
r
0
r
0
r
r 0
0
particular, PR (u) ∪ SR (u) = PR (u ) ∪ SR (u ); therefore (N [u] ∩ I) \ {a} = (N [u ] ∩ I ) \ {a0 }
and we conclude that |N r [a0 ] ∩ I 0 | ≤ c. It follows that U \ {a} is a solution core. We iterate
the above procedure until |U | ≤ clily domcr (G) and end up with a linear solution core.
C
In the following, let U ⊆ V (G) be a solution core for (G, k) with |U | ≤ clily domr (G) ≤
clily |D| = O(k). We apply Lemma 11 with X = U and r, c as here to obtain a projection
kernel Ĝ with |Ĝ| ≤ ctotal
r,c |U | = O(k) that a) preserves ≤ r-neighbourhoods in U and b)
realizes every r-projection onto U that is realized p times in G at least min{c, p} times. Since
distances in Ĝ[U ] are as in G[U ], it is easy to see that any set I ⊆ U is (r, c)-scattered in Ĝ
iff it is (r, c)-scattered in G. Since U is further a solution core for G, we conclude that (G, k)
is equivalent to the annotated instance (Ĝ, U, k).
J
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Annotated (r, [λ, µ])-Domination parametrised by k
Input: A graph G, sets L, U ⊆ V (G) and an integer k.
Problem: Is there a set D ⊆ U of size at most k such that |N r [v] ∩ D| ≥ λ for all v ∈ L and
|N r [v] ∩ D| ≤ µ for all v ∈ V (G)?

I Theorem 19. (r, [λ, µ])-Domination over a hereditary BE-class G admits a linear bikernel
into Annotated (r, [λ, µ])-Domination over the same class G. Moreover, the resulting
graph is an (r, c)-projection kernel of the original graph.
Proof. Since the cases where either µ = ∞ or λ = 0 are equivalent to (r, c)-Dominating Set
or (r, c)-Scattered Set and thus covered by Theorems 17 and 18, we here only consider
the case of λ 6= 0 and µ 6= ∞. Note that any solution to the problem is in particular an
(r, µ)-dominating set. As a first step, we therefore deal with the case that domµr (G) is too
large by computing an (r, µ)-dominating set using the algorithm described in Theorem 13.
µ
If the algorithm returns a solution larger than ccdom
r,c k, we conclude that domr (G) > k and
therefore that (G, k) must be a no-instance; in which case we output a trivial no-instance.
Otherwise, let D̂ be the resulting (r, c)-dominating set.
Let (G, L, U, k) be an instance of Annotated (r, [λ, µ])-Domination with L = U =
V (G). Clearly, (G, L, U, k) is equivalent to (G, k). In the following, we gradually reduce
the size of L and U while maintaining this equivalence. To that end, we will use the pad
signature ν which is to be understood to take the “vertex labels” L, U into account.
Assume that |L| > (clily +1)|D̂| with clily := clily
r,2r,µ+1,ν . Then, using D̂ in the construction
used in the proof of Lemma 15, we find a ν-uniform water lily (R, C) with C ⊆ L \ D̂ of
depth r, radius 2r and ratio (µ + 1).
B Claim. Let a ∈ C. Then the instances (G, L, U, k) and (G, L \ {a}, U, k) are equivalent.
Proof. Any solution for (G, L, U, k) is also a solution to (G, L \ {a0 }, U, k), therefore we only
have to show the opposite direction. Let D be a solution for (G, L\{a}, U, k). Since R ⊆ L∩U ,
the set D can intersect at most µ|R| pads or otherwise we would violate an upper constraint
for at least one of the vertices in R. It follows that at least |R| pads of (R, C) cannot
contain any vertex of D; let the centres of these pads be C 0 ⊆ C. Choose a0 ∈ C 0
distinct from a (since |C 0 | ≥ |R| ≥ λ > 1 such a vertex exists). Note that a0 ∈ L,
r
therefore |N r [a0 ] ∩ D| ≥ λ. But since NG−R
[a0 ] ∩ D = ∅, these solution vertices must lie
r
0
in SPR (a ). Now simply observe that, by uniformity of (R, C), SPRr (a) = SPRr (a0 ) and therefore |N r [a0 ] ∩ D| ≥ |SPRr (a) ∩ D| ≥ λ. Accordingly, D is also a solution for (G, L, U, k). C
We repeat the above procedure until |L \ D̂| ≤ clily k. Now assume that |U \ (L ∪ D̂)| > clily k
and let (R, C) be a ν-uniform water lily with C ⊆ U \ (L ∪ D̂) of depth r, radius 2r and
ratio (µ + 1)|R|.
B Claim. Let a ∈ C. Then the instances (G, L, U, k) and (G, L, U \ {a}, k) are equivalent.
2r
Proof. By construction of (R, C), every vertex x ∈ NG−R
[C] is (r, µ)-dominated by R ∩ D̂.
Importantly, R ∩ D̂ ⊆ R ∩ U , therefore any solution D of (G, L, U, k) can intersect N r [R] in
at most µ|R| vertices. In particular, at most µ|R| pads of (R, C) can contain vertices of D,
let us call the centres of these empty pads C 0 ⊆ C.
If a 6∈ D, clearly D is a solution of (G, L, U \ {a}, k) and there is nothing to prove.
Assume therefore that a ∈ D. Let a0 ∈ C 0 be an arbitrary centre of an empty pad. We
claim that D0 := D \ {a} ∪ {a0 } is a solution to (G, L, U \ {a}, k). To that end, consider any
vertex x ∈ N r [a] ∪ N r [a0 ], we will show that D0 fulfils any constraints associated with x.
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r
r
I Case 1. x ∈ NG−R
[a].
By ν-uniformity, there exists a vertex x0 ∈ NG−R
[a0 ] such
r
r
0
0
that SPG−R (x) = SPG−R (x ) and x is contained in L (U ) iff x is contained in L (U ).
For the special case that x = a we let x0 = a0 . Assume x ∈ L, then x0 ∈ L and accord2r
ingly |N r [x0 ] ∩ D| ≥ λ. Since NG−R
[a0 ] ∩ D = ∅, we have that N r [x0 ] ∩ D = SPRr (x0 ) ∩ D =
SPRr (x0 ) ∩ D0 = SPRr (x) ∩ D0 , therefore |N r [x] ∩ D0 | = |N r [x0 ] ∩ D| ≥ λ and the lower-bound
constraint for x is satisfied by D0 . If x ∈ R, simply note that |N r [x] ∩ D0 | ≤ |N r [x] ∩ D| ≤ µ,
hence the upper-bound constraint for x is satisfied by D0 .
r
r
I Case 2. x ∈ NG−R
[a0 ]. Again, by ν-uniformity, there exists a vertex x̂ ∈ NG−R
[a] such
r
r
that SPG−R
(x) = SPG−R
(x̂) and x̂ is contained in L (U ) iff x is contained in L (U ). For the
special case that x = a0 we let x̂ = a. If x ∈ L, simply note that |N r [x]∩D0 | ≥ |N r [x]∩D| ≥ λ,
hence the lower-bound constraint for x is satisfied by D0 . Assume x ∈ R. Then x̂ ∈ R
and accordingly |N r [x̂] ∩ D| ≤ µ. More specifically, since a ∈ N r [x̂] ∩ D, we know that
|SPRr [x̂] ∩ D| ≤ µ − 1. Because N r [x] ∩ D0 = (SPRr [x] ∩ D0 ) ∪ {a0 } = (SPRr [x̂] ∩ D) ∪ {a0 } we
conclude that |N r [x] ∩ D0 | ≤ µ and the upper-bound constraint for x is satisfied by D0 .

I Case 3. x ∈ SPRr (a) = SPRr (C). Simply note that by uniformity |N r [x]∩D| = |N r [x]∩D0 |
and therefore D0 satisfies all constraints for x.
Therefore D0 is indeed a solution for (G, L, U \ {a}, k) of equal size and we conclude that
the instances (G, L, U, k) and (G, L, U \ {a}, k) are equivalent, as claimed.
C
We repeat the above procedure until |U \ (L ∪ D̂)| ≤ clily k and end up with an instance (G, L, U, k) which is equivalent to our initial instance (G, k) and further satisfies
|L| ≤ clily k and |U | ≤ |L| + |D̂| + |U \ (L ∪ D̂)| ≤ (2clily + ccdom
r,c )k.
Finally, let us construct the bikernel from this annotated instance. Note that, by
construction, L ⊆ U . Let Û be the shortest-path closure of U in G as per Lemma 9, then |Û | ≤
cpathcl
|U | and Ĝ := G[Û ] preserves all distances up to length r between vertices in U . In
r
r
r
particular, NĜ
[v] ∩ U = NG
[v] ∩ U . Since the annotated instance asks for solutions contained
entirely in U and L ⊆ U , we conclude that the instance (G, L, U, k) and (Ĝ, L, U, k) are
equivalent, therefore the latter is also equivalent to (G, k) which finally proves the claim. J
If we sacrifice the constraint to construct a (bi)kernel that is contained in the same
hereditary graph class, we are able to construct BE-kernels by reducing from the annotated
problem back into the original problems. In the following constructions, we usually tried to
minimize the increase in the parameter k, not the increase of the expansion characteristics of
the class.
I Theorem 20. (r, c)-Dominating Set admits a linear BE-kernel.
Proof. For an instance (G, k) of (r, c)-Dominating Set, where G is taken from a BE class,
we first construct a bikernel (Ĝ, L, k) of Annotated (r, c)-Dominating Set according to
Theorem 17. Recall that Ĝ is an (r, c)-projection kernel of (G, L).
First consider r ≥ 2. We construct G0 from Ĝ by adding new vertices a1 , . . . , ac , b1 , b2 , b3
to the graph. We connect every ai , 1 ≤ i ≤ c to both b1 and b2 ; then connect b1 to every
vertex in O := V (Ĝ) \ L via a path of length r − 1 and connect b2 to b3 by such a path as
well. From the construction it is clear that G0 has size O(k), we are left with proving that
the two instances (G, k) and (G0 , k + c) are equivalent.
Assume that D0 is a minimum (r, c)-dominating set for G0 of size ≤ k + c. By a
simple exchange argument, we can assume that D0 contains all vertices ai in order to (r, c)dominate b3 . These vertices already (r, c)-dominate all of O and the paths leading from b1
to O. As such, we can assume that an optimal solution D0 does not contain internal vertices
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of those paths (otherwise we might as well exchange an internal vertex for the path’s endpoint
in O). Then the set D̂ := D0 \ {a1 , . . . ac } has size at most k and (r, c)-dominates all of L;
thus D̂ in particular is a solution to (Ĝ, L, k).
In the other direction, assume that D̂ is a minimum solution for (Ĝ, L, k), that is, D̂
(r, c)-dominates L in Ĝ. Let D0 := D̂ ∪ {a1 , . . . , ac }, it is easy to see that D0 (r, c)-dominates
G0 and has size |D0 | = |D| + c. For r = 1 we modify the construction as follows: we add
vertices a1 , . . . , ac , b and connect all ai to O ∪ {b}. The argument for why the resulting
instance is equivalent is very similar to the case r ≥ 2 and we omit it here.
We conclude that (Ĝ, L, k) and (G0 , k + c) are indeed equivalent, and thus also to (G, k).
It is only left to show that the construction of G0 increased the expansion characteristics by
some arbitrary function independent of |G|. Simply note that we can construct G0 from G by
adding c + 3 apex-vertices (which increases the expansion characteristics only by an additive
constant) and then remove or subdivide edges incident to them (which does not increase the
expansion characteristics).
J
I Theorem 21. (r, c)-Scattered Set admits a linear BE-kernel.
Proof. Let (G, k) be an input of (r, c)-Scattered Set where G is taken from a BE class.
We first construct the annotated bikernel (Ĝ, U, k) according to Theorem 18 and then
construct G0 from Ĝ by adding vertices a1 , a2 , b1 , . . . , bc and edges a2 bi for all 1 ≤ i ≤ c. We
further connect a1 to all vertices in O := V (Ĝ) \ U via paths of length r and to a2 via a path
of length r − 1 (for r = 1 we identify a1 and a2 ). It is is clear that G0 has size O(k), we are
left to prove that the instances (Ĝ, U, k) and (G0 , k + c) are equivalent.
First, consider a maximal (r, c)-scattered set I 0 in G0 . Since O ∪ {b1 , . . . , bc } ⊂ N r [a1 ] we
may assume, by a simple exchange argument, that {b1 , . . . , bc } ⊆ I 0 . Accordingly, O ∩ I 0 = ∅
and I := I 0 \ {b1 , . . . , bc } is an (r, c)-scattered set contained entirely in U . Therefore I is
(r, c)-scattered in Ĝ as well and |I| = |I 0 | + c.
In the other direction, assume that Iˆ ⊆ U is a maximal (r, c)-scattered set in Ĝ.
r
r
Then NG
Since the
0 [a1 ] ∩ I = ∅ and we can add up to c vertices from N [a1 ] to I.
0
vertices bi all lie at distance 2r from O, we conclude that I := I ∪ {b1 , . . . , bc } is indeed
(r, c)-scattered in G0 and |I 0 | = |I|+c. We conclude that the instances (Ĝ, U, k) and (G0 , k +c)
are equivalent and hence (G, k) and (G0 , k + c) are as well. The argument why the expansion
characteristics only increase by a constant are similar to the arguments in Theorem 20. J
I Theorem 22 (?). Total r-Domination, r-Roman Domination, and r-Perfect Code
admit a linear BE-kernel.

6

Multikernels

The following results are applicable to e.g. planar graphs or graph classes defined by an
excluded minor of minimum degree two. In the following, let domtotal
(G) denotes the total
r
roman
r-domination number and domr
(G) the r-Roman domination number of G. We will
also write domr (G, L), domtotal
(G, L), and domroman
(G, L) for the annotate domination
r
r
numbers (where only the set L ⊆ V (G) has to be dominated).
I Theorem 23 (?). Let G be a hereditary graph class that is further closed under adding
pendant vertices. Given a graph G ∈ G and an integer r we can compute in polynomial time
a graph G0 ∈ G and an integer c with the following properties:
|G0 | = O(domr (G)) = O(domtotal
(G)) = O(domroman
(G)),
r
r
total
0
domr (G0 ) = domr (G) + c, domtotal
(G
)
=
dom
(G)
+ c and
r
r
roman
roman
0
domr
(G ) = domr
(G) + 2c.
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Recall that an r-scattered set is equivalent to a 2r-independent set and in particular
that sctr (G) = ind2r (G).
I Theorem 24 (?). Let G be a hereditary graph class that is further closed under adding
pendant vertices. Given a graph G ∈ G and integers λ ≤ µ we can compute in polynomial
time a graph G0 ∈ G and integers cλ , . . . , cµ with the following properties:
|G0 | = O(domλ (G)),
for all λ ≤ r ≤ µ it holds that domr (G0 ) = domr (G)+cr and ind2r (G0 ) = ind2r (G)+cr .

7

Conclusion

We defined the notion of water lilies and showed that in BE-classes these structures can
be used to compute linear-sized cores, bikernels, and BE-kernels. These constructions are
almost universal, to the point were we can combine them into “multikernels”. It stands to
reason that there might be a general formulation for these types of kernels. As a technical
step, we also prove that (r, c)-Dominating Set admits a constant-factor approximation in
BE-classes.
We are certain that our techniques directly translate to nowhere dense classes but leave
this endeavour as future work. Given that the problems treated here all have constraints
whose boundaries form intervals, we ask whether the following artificial problem admits a
polynomial kernel in BE-classes: find a set D of size at most k such that |N r [v] ∩ D| 6∈ {0, 2}.
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Abstract
We initiate the parameterized complexity study of minimum t-spanner problems on directed graphs.
For a positive integer t, a multiplicative t-spanner of a (directed) graph G is a spanning subgraph
H such that the distance between any two vertices in H is at most t times the distance between
these vertices in G, that is, H keeps the distances in G up to the distortion (or stretch) factor t. An
additive t-spanner is defined as a spanning subgraph that keeps the distances up to the additive
distortion parameter t, that is, the distances in H and G differ by at most t. The task of Directed
Multiplicative Spanner is, given a directed graph G with m arcs and positive integers t and k,
decide whether G has a multiplicative t-spanner with at most m − k arcs. Similarly, Directed
Additive Spanner asks whether G has an additive t-spanner with at most m − k arcs. We show that
Directed Multiplicative Spanner admits a polynomial kernel of size O(k4 t5 ) and can be
solved in randomized (4t)k · nO(1) time,
Directed Additive Spanner is W[1]-hard when parameterized by k even if t = 1 and the
input graphs are restricted to be directed acyclic graphs.
The latter claim contrasts with the recent result of Kobayashi from STACS 2020 that the problem
for undirected graphs is FPT when parameterized by t and k.
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1

Introduction

Given a (directed) graph G, a spanner is a spanning subgraph of G that approximately
preserves distances between the vertices of G. Graph spanners were formally introduced
by Peleg and Schäffer in [14] (see also [15]). Originally, the concept was introduced for
constructing network synchronizers [15]. However, graph spanners have a plethora of
theoretical and practical applications in various areas like efficient routing and fast computing
of shortest paths in networks, distributed computing, robotics, computational geometry and
biology. We refer to the recent survey of Ahmed et al. [1] for the introduction to graph
spanners and their applications.
We are interested in the classical multiplicative and additive graph spanners in unweighted
graphs. Let G be a (directed) graph. For two vertices u, v ∈ V (G), distG (u, v) denotes
the distance between u and v in G, that is, the number of edges (arcs, respectively, for
the directed case) of a shortest (u, v)-path. Let t be a positive integer. It is said that a
spanning subgraph H of G is a multiplicative t-spanner if distH (u, v) ≤ t·distG (u, v) for every
two vertices u, v ∈ V (G), i.e., H approximates distances in G within factor t. A spanning
subgraph H of G is called an additive t-spanner if distH (u, v) ≤ distG (u, v) + t for every
u, v ∈ V (G), that is, H approximates the distances in G within the additive parameter t.
The standard task in the graph spanner problems is, given an allowed distortion parameter t,
find a sparsest t-spanner, i.e., a spanner with the minimum number of edges. We consider
the parameterized versions of this task:
Multiplicative Spanner parameterized by k + t
Input:
Task:

A (directed) graph G and integers t ≥ 1 and k ≥ 0.
Decide whether there is a multiplicative t-spanner H with at most |E(G)|−k
edges (arcs, respectively).

and
Additive Spanner parameterized by k + t
Input:
Task:

A (directed) graph G and nonnegative integers t and k.
Decide whether there is an additive t-spanner H with at most |E(G)| − k
edges (arcs, respectively).

Informally, the task of these problems is to decide whether we can delete at least k edges
(arcs, respectively, for the directed case) in such a way that all the distances in the obtained
graph are “t-close” to the original ones.
Previous work. We refer to [1] for the comprehensive survey of the known results and
mention here only these that directly concern our work. First, we point that the considered
graph spanner problems are computationally hard. It was already shown by Peleg and
Schäffer in [14] that deciding whether an undirected graph G has a multiplicative t-spanner
with at most ` edges is NP-complete even for fixed t = 2. In fact, the problem is NP-complete
for every fixed t ≥ 2 [2]. Moreover, for every t ≥ 2, it is NP-hard to approximate the
minimum number of edges of a multiplicative t-spanner within the factor c log n for some

F. V. Fomin, P. A. Golovach, W. Lochet, P. Misra, S. Saurabh, and R. Sharma

12:3

c > 1 [10]. The same complexity lower bounds for directed graphs were also shown by Cai [2]
and Kortsarz [10]. Additive t-spanners for undirected graphs were introduced by Liestman
and Shermer in [11, 12]. In particular, they proved in [12], that for every fixed t ≥ 1, it is
NP-complete to decide whether a graph G admits an additive t-spanner with at most ` edges.
It was shown by Chlamtác et al. [4] that for every integer t ≥ 1 and any constant ε > 0,
1−ε
3
there is no polynomial-time 2log /t -approximation for the minimum number of edges of
an additive t-spanner unless NP ⊆ DTIME(2polylog(n) ).
The aforementioned hardness results make it natural to consider these spanner problems
in the parameterized complexity framework. The investigation of Multiplicative Spanner
and Additive Spanner on undirected graphs was initiated by Kobayashi in [8] and [9].
In [8], it was proved that Multiplicative Spanner admits a polynomial kernel of size
O(k 2 t2 ). For Additive Spanner, it was shown in [9] that the problem can be solved in
2
time 2O((k +kt) log t) · nO(1) , that is, the problem is FPT when parameterized by k and t.
Our results. We initiate the study of Multiplicative Spanner and Additive Spanner
on directed graphs and further refer to them as Directed Multiplicative Spanner and
Directed Additive Spanner, respectively. We show that Directed Multiplicative
Spanner admits a kernel of size O(k 4 t5 ). We complement this result by observing that the
problem can be solved in (4t)k · nO(1) time by a Monte Carlo algorithm with false negatives.
Then we prove that Directed Additive Spanner becomes much harder on directed graphs
by showing that the problem is W[1]-hard even when t = 1 and the input graphs are restricted
to be directed acyclic graphs (DAGs).
Organization of the paper. In Section 2, we introduce basic notions used in the paper. In
Section 3, we prove that Directed Multiplicative Spanner admits a polynomial kernel
and sketch an FPT algorithm. In Section 4, we show hardness for Directed Additive
Spanner. We conclude in Section 5 by stating some open problems.

2

Preliminaries

Parameterized Complexity and Kernelization. We refer to the recent books [5, 6, 7] for the
detailed introduction. In the Parameterized Complexity theory, the computational complexity
is measured as a function of the input size n of a problem and an integer parameter k associated
with the input. A parameterized problem is said to be fixed-parameter tractable (or FPT) if
it can be solved in time f (k) · nO(1) for some function f . A kernelization algorithm for a
parameterized problem Π is a polynomial algorithm that maps each instance (I, k) of Π to
an instance (I 0 , k 0 ) of Π such that
(i) (I, k) is a yes-instance of Π if and only if (I 0 , k 0 ) is a yes-instance of Π, and
(ii) |I 0 | + k 0 is bounded by f (k) for a computable function f .
Respectively, (I 0 , k 0 ) is a kernel and f is its size. A kernel is polynomial if f is polynomial.
It is common to present a kernelization algorithm as a series of reduction rules. A reduction
rule for a parameterized problem is an algorithm that takes an instance of the problem and
computes in polynomial time another instance that is more “simple” in a certain way. A
reduction rule is safe if the computed instance is equivalent to the input instance.
Graphs. Recall that an undirected graph is a pair G = (V, E), where V is a set of vertices
and E is a set of unordered pairs {u, v} of distinct vertices called edges. A directed graph
G = (V, A) is a pair, where V is a set of vertices and A is a set of ordered pairs (u, v)
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of distinct vertices called arcs. Note we do not allow loops and multiple arcs (that are
irrelevant for distances). We use V (G) and E(G) (A(G), respectively) to denote the set
of vertices and the set of edges (set of arcs, respectively) of G. For a (directed) graph G
and a subset X ⊆ V (G) of vertices, we write G[X] to denote the subgraph of G induced
by X. For a set of vertices S, G − S denotes the (directed) graph obtained by deleting
the vertices of S, that is, G − S = G[V (G) \ S]; for a vertex v, we write G − v instead of
G − {v}. Similarly, for a set of edges (arcs, respectively) S (an edge or arc e, respectively),
G − S (G − e, respectively) denotes the graph obtained by the deletion of the elements of
S (the deletion of e, respectively). A (directed) graph H is a spanning subgraph of G if
V (G) = V (H). We write P = v1 · · · vk to denote a path with the vertices v1 , . . . , vk and
the edges (arcs, respectively) {v1 , v2 }, . . . , {vi−k , vk }; v1 and vk are the end-vertices of P
and we say that P is an (v1 , vk )-path. The length of a path is the number of edges (arcs,
respectively) in the path. Also A(P ) denotes the arc set of the path P . For a (u, v)-path P1
and a (v, w)-path P2 , we denote by P1 ◦ P2 the concatenation of P1 and P2 . We use similar
notation for walks; the difference that the vertices of a walk W = v1 · · · vk are not required
to be distinct and a walk may go through the same edges (arcs, respectively) several times.
Notice that the concatenation of two paths is a walk but not necessarily a path. For two
vertices u, v ∈ V (G), distG (u, v) denotes the distance between u and v in G, that is, the
length of a shortest (u, v)-path; we assume that distG (u, v) = +∞ if there is no (u, v)-path
in G. Clearly, distG (u, v) = distG (v, u) for undirected graphs but this not always the case
fro directed graphs. Let t be a positive integer. It is said that a spanning subgraph H of G
is a multiplicative t-spanner if distH (u, v) ≤ t · distG (u, v) for every u, v ∈ V (G). A spanning
subgraph H of G is called an additive t-spanner if distH (u, v) ≤ distG (u, v) + t for every
u, v ∈ V (G).

3

Directed multiplicative t-spanners

In this section, we consider Directed Multiplicative Spanner. We show that the
problem admits a polynomial kernel and then complement this result by obtaining an FPT
algorithm. These results are based on locality of multiplicative spanners in the sense of the
following folklore observation.
I Observation 1. Let t be a positive integer. A spanning subgraph H of a directed graph G
is a multiplicative t-spanner if and only if for every arc (u, v) ∈ A(G), there is a (u, v)-path
in H of length at most t.
Let t be a positive integer and let G be a directed graph. For an arc a = (u, v) of G, we
say that a (u, v)-path P is a t-detour for a if the length of P is at most t and P does not
contain a. By Observation 1, to solve Directed Multiplicative Spanner for (G, t, k), it
is necessary and sufficient to identify k arcs that have t-detours that do not contain selected
arcs. Then H can be constructed by deleting these arcs.

3.1

Polynomial kernel for Directed Multiplicative Spanner

In this subsection, we show that Directed Multiplicative Spanner admits a polynomial
kernel.
I Theorem 2. Directed Multiplicative Spanner has a kernel of size O(k 4 t5 ).
Proof. Let (G, t, k) be an instance of Directed Multiplicative Spanner. Clearly, if
k = 0, then (G, t, k) is a yes-instance, and our algorithm returns a trivial yes-instance in this
case. We assume from now that k > 0.
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We say that a ∈ A(G) is t-good if G has a t-detour for a. Let S be the set of t-good arcs.
Clearly, S can be constructed in polynomial time by making use of Dijkstra’s algorithm.
We follow the idea of Kobayashi [8] for constructing a polynomial kernel for undirected
case and show that if S is sufficiently big, then (G, t, k) is a yes-instance of Directed
Multiplicative Spanner.
B Claim 3. If |S| ≥ 21 k(t + 1)((k − 1)t + 2), then (G, t, k) is a yes-instance of Directed
Multiplicative Spanner.
Proof of Claim 3. Let |S| ≥ 12 k(t + 1)((k − 1)t + 2). For every a ∈ S, let Pa be a t-detour
for a.
Let S0 = ∅. For i = 1, . . . , k, we iteratively construct sets of arcs S1 , . . . , Sk such that
S0 ⊂ S1 ⊂ · · · ⊂ Sk ⊆ S
and sets of arcs Ri such that Ri ⊆ Si \ Si−1 and |Ri | = (k − i)t + 1 for i ∈ {1, . . . , k} using
the following procedure. For i = 1, . . . , k,
select an arbitrary set Ri of size (k − i)t + 1 in S \ Si−1 ,
S
set Si = Si−1 ∪ a∈Ri (A(Pa ) ∩ S) ∪ {a} .
We show by induction, that the sets S1 , . . . , Sk and R1 , . . . , Rk exist. Since |S \ S0 | =
|S| ≥ (k − 1)t + 1, we conclude that R1 of size (k − 1)t + 1 can be selected. Assume
that the sets Sj and Rj have
 been constructed for 0 ≤ j < i ≤ k. Observe that because
S
| a∈Rj (A(Pa ) ∩ S) ∪ {a} | ≤ (t + 1)|Rj |,
|Sj \ Sj−1 | ≤ |Rj |(t + 1) = ((k − j)t + 1)(t + 1)
for 1 ≤ j < i. Therefore,
|Si−1 | ≤

i−1
X
(((k − j)t + 1)(t + 1)).

(1)

j=1

Notice that
k

X
1
k(t + 1)((k − 1)t + 2) =
(((k − j)t + 1)(t + 1)).
2
j=1

(2)

Then by (1) and (2),
|S \ Si−1 | ≥

k
X
(((k − j)t + 1)(t + 1)) ≥ (k − i)t + 1.
j=i

This means that Ri can be selected and we can construct Si .
Now we select arcs ai ∈ Ri for i = k, k − 1, . . . , 1. Since |Rk | = 1, the choice of ak is
unique. Assume that ak , . . . , ai+1 have been selected for 1 < i + 1 ≤ k. Then we select an
arbitrary
ai ∈ Ri \

k
[

A(Paj ).

j=i+1

Because |

Sk

j=i+1

A(Paj )| ≤ (k − i)t and |Ri | = (k − i)t + 1, ai exists.
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Let i ∈ {1, . . . , k}. By the choice of ai , we have that ai ∈
/ A(Paj ) for i < j ≤ k. From the
other side, ai ∈
/ A(Pj ) for 1 ≤ j < i, because ai ∈ Ri and Ri does not contain the arcs of
Pa for a ∈ Rj for 1 ≤ j < i by the construction of the sets R1 , . . . , Rk . We obtain that the
t-detours Pai for i ∈ {1, . . . , k} do not contain any aj for j ∈ {1, . . . , k}. By Observation 1,
H = G − {a1 , . . . , ak } is a multiplicative t-spanner. Therefore, (G, t, k) is a yes-instance of
Directed Multiplicative Spanner.
C
By Claim 3, we can apply the next rule:
I Reduction Rule 1. If |S| ≥ 21 k(t + 1)((k − 1)t + 2), then return a trivial yes-instance of
Directed Multiplicative Spanner and stop.
From now, we assume that |S| < 12 k(t + 1)((k − 1)t + 2).
The analog of Reduction Rule 1 is a main step of the kernelization algorithm of Kobayashi [8] for the undirected case, because it almost immediately allows to upper bound the
total number of edges of the graph. However, the directed case is more complicated, since
the arcs of t-detours for a ∈ S may be outside S contrary to the undirected case, where all
the edges of t-detours are in cycles of length at most t + 1 and, therefore, have t-detours
themselves. We use the following procedure to mark the crucial arcs of potential detours.
Marking Procedure. Let G0 = G − S.
(i) For every (u, v) ∈ S, find a shortest (u, v)-path P in G0 and if the length of P is at
most t, then mark the arcs of P .
(ii) For every ordered pair of two distinct arcs (u1 , v1 ), (u2 , v2 ) ∈ S,
(a) find a shortest (u1 , u2 )-path P1 in G0 and if the length of P1 is at most t, then
mark the arcs of P1 ,
(b) find a shortest (v2 , v1 )-path P2 in G0 and if the length of P2 is at most t, then mark
the arcs of P2 ,
(c) find a shortest (v1 , u2 )-path P3 in G0 and if the length of P3 is at most t, then mark
the arcs of P3 .
Observe that marking can be done in polynomial time by Dijkstra’s algorithm. Denote
by L the set of marked arcs. Our final rule constructs the output instance.
I Reduction Rule 2. Consider the graph H = (V (G), S ∪ L). Delete the isolated vertices of
H, and for the obtained G∗ , output (G∗ , t, k).
We argue that the rule is safe.
B Claim 4. (G, t, k) is a yes-instance of Directed Multiplicative Spanner if and only
if (G∗ , t, k) is a yes-instance.
Proof of Claim 4. Suppose that (G, t, k) is a yes-instance of Directed Multiplicative
Spanner. Then, by Observation 1, there are k distinct arcs a1 , . . . , ak ∈ S with their tSk
detours P1 , . . . , Pk , respectively, such that ai ∈
/ j=1 A(Pj ). Notice that a1 , . . . , ak ∈ A(G∗ ).
Consider i ∈ {1, . . . , k} and let ai = (u, v).
Suppose that Pi does not contain arcs from S. Then Pi is a (u, v)-path in G0 = G − S.
By the first step of Marking Procedure, there is a t-detour Pi0 for ai whose arcs are in G0
and are marked. Then Pi0 is a t-detour for ai in G∗ and aj ∈
/ A(Pi0 ) for j ∈ {1, . . . , k}.
Assume that Pi contains some arcs from S. Let e1 , . . . , es be these arcs (in the path order
with respect to Pi starting from u). Note that e1 , . . . , es ∈ A(G∗ ) and they are distinct from
a1 , . . . , ak . Let ej = (xj , yj ) for j ∈ {1, . . . , s}. Then Pi can be written as the concatenation
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of the paths Pi = Q1 ◦ x1 y1 ◦ Q2 ◦ · · · ◦ xs ys ◦ Qs+1 , where Q1 is the (u, x1 )-subpath of Pi ,
Qj is the (yj−1 , xj )-subpath of Pi for j ∈ {2, . . . , s}, and Qs+1 is the (ys , v)-subpath of Pi ;
note that some of the paths Q1 , . . . , Qs+1 may be trivial, i.e., contain a single vertex. Let
j ∈ {1, . . . , s + 1}. If Qj is trivial, then Q0j = Qj is a path in G∗ , because the vertices incident
to the arcs of S are vertices of G∗ . Suppose that Qj is not trivial. If j = 1, then by step
(ii)(a) of Marking Procedure, there is a (u, x1 )-path Q01 , whose arcs are in G0 and are marked,
and the length of Q01 is at most the length of Q1 . For j = s + 1, we have, by step (ii)(b),
that there is a (ys , v)-path Q0s+1 , whose arcs are in G0 and are marked, and the length of
Q0s+1 is at most the length of Qs+1 . Suppose that 2 ≤ j ≤ s. Then by step (ii)(c), there is a
(yj−1 , xj )-path Q0j , whose arcs are in G0 and are marked, and the length of Q0j is at most the
length of Qj . Consider the (u, v)-walk Wi = Q01 ◦ x1 y1 ◦ Q02 ◦ · · · ◦ xs ys ◦ Q0s+1 . We have that
Wi0 is a (u, v)-walk of length at most t in G∗ such that aj ∈
/ A(Wi ) for j ∈ {1, . . . , k}. This
∗
0
∗
implies that G has a t-detour Pi in G such that aj ∈
/ A(Pi0 ) for j ∈ {1, . . . , k}.
We obtain that for every i ∈ {1, . . . , k}, ai ∈ A(G∗ ) has a t-detour Pi0 such that
a1 , . . . , ak ∈
/ A(Pi0 ). By Observation 1, we conclude that G∗ − {a1 , . . . , ak } is a multiplicative spanner for G∗ , that is, (G∗ , t, k) is a yes-instance of Directed Multiplicative
Spanner.
For the opposite direction, assume that (G∗ , t, k) is a yes-instance of Directed Multiplicative Spanner. By Observation 1, there are k distinct arcs a1 , . . . , ak ∈ A(G∗ ) with
Sk
their t-detours P1 , . . . , Pk , respectively, such that ai ∈
/ j=1 A(Pj ). Since G∗ is a subgraph
of G, a1 , . . . , ak have the same t-detours in G. By Observation 1, (G, t, k) is a yes-instance.
C
To upper bound the size of G∗ , observe that Marking Procedure marks at most t arcs
for each a ∈ S in step (i), that is, at most |S|t arcs are marked in this step. In step (ii), we
mark at most 3t arcs for each ordered pair of arcs of S. Hence, at most 3|S|(|S| − 1)t arcs
are marked in total in the second step. Since |S| < 12 k(t + 1)((k − 1)t + 2), we have that G∗
has O(k 4 t5 ) arcs. Because G∗ has no isolated vertices, the number of vertices is O(k 4 t5 ).
Since each of the reduction rules and Marking Procedure can be done in polynomial time,
we conclude that the total running time of our kernelization algorithm is polynomial.
J

3.2

FPT algorithm for Directed Multiplicative Spanner

Combining Theorem 2 with the brute-force procedure that guesses k arcs of G and verifies
whether the deletion of these arcs gives a multiplicative t-spanner, we obtain the straightforward 2O(k log(kt)) + nO(1) algorithm for Directed Multiplicative Spanner. If we
use the intermediate steps of the kernelization algorithm, then the running time may be
improved to (kt)2k · nO(1) . Namely, we can construct the set S of t-good arcs and execute
Reduction Rule 1 of the kernelization algorithm. Then we either solve the problem or obtain
an instance, where the set S has size at most 12 k(t + 1)((k − 1)t + 2) − 1 ≤ k 2 t2 . Then for
every R ⊆ S of size k, we check whether G − R is a multiplicative t-spanner by computing
the distances between every pair of vertices. However, we can slightly improve the parameter
dependence by making use of the random separation technique proposed by Cai, Chan, and
Chan in [3] (we refer to [5, Chapter 5] for the detailed introduction to the technique). In this
subsection, we briefly sketch a Monte Carlo algorithm with false negatives for Directed
Multiplicative Spanner.
I Theorem 5. Directed Multiplicative Spanner can be solved in time (4t)k · nO(1) by
a Monte Carlo algorithm with false negatives.

IPEC 2020

12:8

Parameterized Complexity of Directed Spanner Problems

Proof. Let (G, t, k) be an instance of Directed Multiplicative Spanner. If k = 0 or
t = 1, then the problem is trivial: if k = 0, then (G, t, k) is a yes-instance, and if k > 0 and
t = 1, then (G, t, k) is a no-instance. From now we assume that k ≥ 1 and t ≥ 2.
By Observation 1, to solve Directed Multiplicative Spanner for (G, t, k), it is
necessary and sufficient to identify k arcs that have t-detours that do not contain selected
arcs. We use random separation to distinguish the arcs that have t-detours and the arcs of
the detours. We randomly color the arcs of G by two colors red and blue. An arc is colored
red with probability 1t and is colored blue with probability t−1
t . Then we try to find k red
arcs that have t-detours composed by blue arcs. Let R be the set of arcs colored red and let
B the set of blue arcs. For (u, v) ∈ R, it can be checked in polynomial time whether (u, v)
has a t-detour with blue arcs by finding the distance between u and v in GB = (V (G), B).
Then we greedily construct the set S of all red arcs with blue t-detours. If |S| ≥ k, then we
conclude that (G, t, k) is a yes-instance by Observation 1.
Suppose that (G, t, k) is a yes-instance of Directed Multiplicative Spanner. Then by
Observation 1, there are k distinct arcs a1 , . . . , ak and their t-detours P1 , . . . , Pk , respectively,
Sk
such that a1 , . . . , ak ∈
/ L = i=1 A(Pi ). Notice that |L| ≤ tk. Then the probability that the
considered random coloring colors the arcs a1 , . . . , ak red is t−k and the probability that the
tk
arcs of L are colored blue is at least ( t−1
t ) . We have that
 t − 1 t
t


1 t
1
= 1−
≥ .
t
4

Therefore, the probability that the arcs a1 , . . . , ak are red and their t-detours are blue is at
least (4t)−k . Respectively, the probability that the random coloring fails to color the arcs
1
a1 , . . . , ak red and their t-detours blue is at most 1 − (4t)
k . This implies that if we iterate
k
our algorithm for (4t) colorings, then we either find a solution and stop or we conclude that

(4t)k
1
(G, t, k) is a no-instance with the mistake probability at most 1 − (4t)
≤ e−1 . This
k
gives us a Monte Carlo algorithm with running time (4t)k · nO(1) .

J

The same approach can be used for undirected graphs and it can be shown that Multiplicative Spanner can be solved in (4t)k · nO(1) time improving the running time given
in [8].
The algorithm from Theorem 5 can be derandomized by using universal sets [13] instead
of random colorings. Since this part is standard (see [5, Chapter 5]), we leave it to the
interested readers.

4

Directed additive t-spanners

In this section, we consider Directed Additive Spanner and show that the problem is
hard on DAGs even if t = 1.
I Theorem 6. Directed Additive Spanner is W[1]-hard on DAGs when parameterized
by k only even if t = 1.
Proof. We reduce from the Independent Set problem. Given a graph G and a positive
integer k, the problem asks whether G has an independent set of size at least k. Independent
Set parameterized k is well-known to be one of the basic W[1]-complete problems (see [5, 6]).

F. V. Fomin, P. A. Golovach, W. Lochet, P. Misra, S. Saurabh, and R. Sharma

yi

yi

yj

xi

zj
zi

xj

12:9

yj

xi

zj
zi

{vi , vj } ∈ E(G)

xj
{vi , vj } ∈
/ E(G)

Figure 1 Construction of D.

Let (G, k) be an instance of Independent Set. Denote by v1 , . . . , vn the vertices of G.
For every i ∈ {1, . . . , n}, construct three vertices xi , yi , zi and arcs (xi , yi ), (yi , zi ), (xi , zi ).
For every i, j ∈ {1, . . . , n} such that i < j, do the following:
if {vi , vj } ∈ E(G), then construct a directed (zi , xj )-path Pij of length 4,
if {vi , vj } ∈
/ E(G), then construct a directed (xi , zj )-path Qij of length 4.
Denote the obtained directed graph by D (see Figure 1). It is straightforward to verify that
D is a DAG. We show that (G, k) is a yes-instance of Independent Set if and only if
(D, 1, k) is a yes-instance of Directed Additive Spanner.
Suppose that I = {vi1 , . . . , vik } is an independent set of size k in G.
Let
R = {(xi1 , zi1 ), . . . , (xik , zik )}. We show that D0 = D − R is an additive 1-spanner for D.
We first claim that for every two vertices u and w of D, each shortest (u, w)-path in
D contains at most one arc of R. The proof is by contradiction. Assume that there are
u, w ∈ V (D) and a shortest (u, w)-path P such that P contains at least two arcs of R. Let
(xi , zi ) and (xj , zj ) be such arcs and let i < j. By the construction, (xi , zi ) occurs before
(xj , zj ) in P . Since the arcs of R correspond to vertices of the independent set I, vi and vj
are not adjacent in G. Therefore, D contains the (xi , zj )-path Qij of length 4. Since P is a
shortest path containing (xi , zi ) and (xj , zj ), the (zi , xj )-subpath of P should have length
at most 2. However, by the construction, the distance between zi and xj is at least 4; a
contradiction proving the claim.
Now let u and w be two vertices of D. Let P be a shortest (u, w)-path in D. If P is a
path in D0 , then distD0 (u, w) = distD (u, w). Suppose that P is not a path in D0 . Then P
contains a unique arc (xi , zi ) ∈ R by the proved claim. Let P1 be the (u, xi )-subpath of P
and let P2 be the (zi , w)-subpath. Let P 0 = P1 ◦ xi yi zi ◦ P2 . Observe that P 0 is a path in D0 .
Since the length of P 0 is the length of P plus 1, distD0 (u, w) ≤ distD (u, w) + 1. This implies
that D0 is an additive 1-spanner of D.
Now we assume that (D, 1, k) is a yes-instance of Directed Additive Spanner. Then
there is a set of k arcs R ⊆ A(D) such that D0 = D − R is an additive 1-spanner. Observe
that if (u, v) ∈ R, then D has an (u, v)-path P that does not use the arc (u, v). Otherwise,
distD0 (u, v) = +∞ and distD0 (u, v) > distD (u, v) + 1. Therefore, R ⊆ {(x1 , z1 ), . . . , (xn , zn )}.
Let R = {(xi1 , zi1 ), . . . , (xik , zik )}. We claim that I = {vi1 , . . . , vik } is an independent set of
G. Assume, for the sake of contradiction, that this is not the case and there are vi , vj ∈ I
such that vi and vj are adjacent in G. Let i < j. Consider the vertices xi and zj of D. Since
{vi , vj } ∈ E(G), P = xi zi ◦ Pij ◦ xj zj is an (xi , zj )-path of length 6, that is, distD (xi , zj ) ≤ 6.
The path P 0 = xi yi zi ◦ Pij ◦ xj yj zj has length 8 and is a path in D0 . Any other (xi , zj )path in D0 uses at least two paths of length 4: one of the paths Pii0 and Qii0 for some
i0 ∈ {1, . . . , n} such that i0 6= j, and one of the paths Pj 0 j and Qj 0 j for some j 0 ∈ {1, . . . , n}
such that j 0 6= i. This means that distD0 (xi , zj ) − distD (xi , zj ) ≥ 2 contradicting that D0 is
an additive 1-spanner. We conclude that I is an independent set of G and, therefore, (G, k)
is a yes-instance of Independent Set.
J
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5

Conclusion

We proved that Directed Multiplicative Spanner admits a kernel of size O(k 4 t5 ) can
be solved in (4t)k · nO(1) randomized time. We also demonstrated that Directed Additive
Spanner is W[1]-hard even when t = 1 and the input graphs are restricted to DAGs. The
latter result leads to the question whether Directed Additive Spanner is tractable on
some special classes of directed graphs, like planar directed graphs. We believe that this
problem may be interesting even if the distortion parameter t is assumed to be a constant.
Another possible direction of research is considering different types of directed graph
spanners. For example, what can be said about the roundtrips spanners introduced by
Roditty, Thorup, and Zwick [16]? A spanning subgraph H of a directed graph G is a
multiplicative t-roundtrip-spanner if for every two vertices u and v, distH (u, v)+distH (v, u) ≤
t(distG (u, v) + distG (v, u)), that is, H approximates the sum of the distances between any
two vertices in both directions. Is the analog of Directed Multiplicative Spanner for
roundtrip spanners FPT? Notice that we cannot use Observation 1 that is crucial for our
results for the new problem. Consider, for example, the directed graph G constructed as
follows: construct two vertices u and v and an arc (u, v), and then add a (u, v)-path P1 and
a (v, u)-path P2 of arbitrary length ` ≥ 2 that are internally vertex disjoint. Then it is easy
to see that H = G − (u, v) is a 2-roundtrip spanner for G. However, H has no short detour
for (u, v). It is also possible to define additive t-roundtrip-spanners and consider the analog
of Directed Additive Spanner. We conjecture that this problem is at least as hard as
Directed Additive Spanner.
Let us also mention that we are not aware of results about the parameterized complexity
of the weighted variants of Multiplicative Spanner and Additive Spanner on both
directed and undirected graphs. Here, the input graph is supplied with the edge (arc) weights
and the length of a path is the sum of the weights of its edges (arcs, respectively). Then the
distance between vertices is the length of a shortest path in this metric.
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Abstract
In Directed Feedback Arc Set (DFAS) we search for a set of at most k arcs which intersect
every cycle in the input digraph. It is a well-known open problem in parameterized complexity to
decide if DFAS admits a kernel of polynomial size. We consider C-Arc Deletion Set (C-ADS), a
variant of DFAS where we want to remove at most k arcs from the input digraph in order to turn it
into a digraph of a class C. In this work, we choose C to be the class of funnels. Funnel-ADS is
NP-hard even if the input is a DAG, but is fixed-parameter tractable with respect to k. So far no
polynomial kernel for this problem was known. Our main result is a kernel for Funnel-ADS with
O(k6 ) many vertices and O(k7 ) many arcs, computable in O(nm) time, where n is the number of
vertices and m the number of arcs of the input digraph.
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1

Introduction

In graph editing problems, we are given a (directed or undirected) graph G and a number
k, and we search for a set of at most k vertices, edges or arcs whose removal or addition
produces a graph with a desired property. There are several variants of these problems, and
in this paper we consider the problem of removing arcs from a digraph in order to obtain a
digraph in a given class C. When C is the class of all directed acyclic graphs (DAGs), the
problem is called Directed Feedback Arc Set (DFAS). If we remove vertices instead of
arcs, the problem is called Directed Feedback Vertex Set (DFVS).
There are simple reductions between DFAS and DFVS. We can reduce DFAS to DFVS
by taking the line digraph of the input. Removing a vertex from the reduced instance
corresponds to removing an arc from the input instance and vice versa. For a reduction in
the other direction, we split each vertex v into two vertices, say, vo and vi , connect them
with an arc (vi , vo ) and shift all outgoing arcs of v to vo and all incoming arcs to vi . In
the context of parameterized complexity, such reductions are called parameterized as the
parameter k is preserved. Hence, parameterized results are often stated for DFVS.
In a breakthrough paper it was proven that there is an algorithm for DFVS with running
time 4k k! · nO(1) [4], showing that the problem is fixed-parameter tractable (FPT) with
respect to k. After obtaining an FPT result, it is natural to ask if the problem also admits a
polynomial kernel, that is, if there is a polynomial-time algorithm which reduces the input
instance to an instance of size at most O(k c ) for some constant c. Such an algorithm is called
a kernelization algorithm.
© Marcelo Garlet Milani;
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The existence of a polynomial kernel for DFVS is a fundamental open question in the
field of parameterized complexity. One approach towards solving this question is to consider
different parametrizations or restrictions of the input digraph. By considering progressively
smaller parameters or more general digraph classes, one can hope to eventually close the gap
between the restricted cases and the general case of DFVS.
On tournaments, DFVS admits a polynomial kernel [1]; this was extended to generalizations of tournaments as well [3]. When parameterized by solution size k and the size ` of a
2
treewidth η-modulator, DFVS admits a kernel of size (k · `)O(η ) [10].
One can also restrict the output instead, that is, we can consider C-Vertex Deletion
Set (C-VDS) or C-Arc Deletion Set (C-ADS), where, for a fixed digraph class C, we
search for a set of at most k vertices (arcs) whose removal turns the input into a digraph in
C. Unlike DFVS and DFAS, C-VDS and C-ADS can belong to different complexity classes
depending on C: While Out-Forest-ADS can be solved in polynomial time, Out-ForestVDS is NP-hard [12]. Further, note that even if C 0 ⊆ C, a polynomial kernel for C-ADS does
not immediately imply a polynomial kernel for C 0 -ADS, and the implication also does not
work in the other direction. Indeed, while the problem is trivial when C is the class of all
independent sets or the class of all digraphs, it is NP-hard if C is the class of DAGs, which
contains all independent sets and is a subclass of all digraphs. In a sense, the complexity
landscapes of C-ADS and C-VDS are much more fine-grained than the landscape of DFVS,
and may allow for smaller steps towards more general results.
Out-Forest-ADS and Pumpkin-ADS can be solved in polynomial time [12], while
Out-Forest-VDS and Pumpkin-VDS are NP-hard and admit polynomial kernels [2, 12]
of size O(k 2 ) and O(k 3 ), respectively [2]. Fη -VDS admits a polynomial kernel for constant
η, where Fη is the class of all digraphs with (undirected) treewidth at most η [10].
In this work we consider Funnel-ADS and provide a polynomial kernel with O(k 6 )
vertices and O(k 7 ) arcs. A digraph is a funnel if it is a DAG and every source to sink path
has an arc which is not in any other source to sink path. Funnel-ADS is NP-hard even if the
input is DAG, but it can be solved in O(3k · (n + m)) time [11], where k is the solution size.
Out-forests and pumpkins are also funnels, but there are also dense funnels like complete
bipartite digraphs (where all arcs go from the first partition to the second but not back).
Our results rely on characterizations for funnels based on forbidden subgraphs and on
a “labeling” of the vertices [11]. We believe the techniques used here can be generalized to
other digraph classes which are also similarly characterized, and hope they provide further
insight about the classes C for which C-ADS admits a polynomial kernel.

2

Preliminaries

A (partial) function f : A → B is a set of tuples (a, f (a)) ∈ A × B where for every a ∈ A
there is at most one b ∈ B with (a, b) ∈ f (that is, f (a) = b). We write Dom(f ) for the set
of values a ∈ A for which f is defined. Hence, ∅ is the undefined function, and f 0 ⊇ f if
f 0 (x) = f (x) for every x ∈ Dom(f ). All our functions are partial, that is, Dom(f ) is not
necessarily A.
A parameterized language L is fixed-parameter tractable with respect to the parameter
k if there is some algorithm with running time f (k) · nO(1) deciding whether (x, k) ∈ L,
where f is some computable function, n = |x| and k is the parameter (refer to [5, 6] for an
introduction to parameterized complexity). We say that L admits a problem kernel if there
is a polynomial-time algorithm which transforms an instance (x, k) into an instance (x0 , k 0 )
such that (x, k) ∈ L if and only if (x0 , k 0 ) ∈ L, k 0 ≤ k and |x0 | ≤ f (k) for some computable
function f . If f is a polynomial, we say that L admits a polynomial kernel with respect to k.
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Figure 1 D1 , a forbidden subgraph for funnels.

When describing a kernelization algorithm, it is common to define reduction rules. These
rules have a condition and an effect, and we say that a reduction rule is applicable if the
condition is true. The effect of the reduction rule produces a new instance (x0 , k 0 ) of the
problem, and a rule is said to be safe if (x0 , k 0 ) ∈ L if and only if the original instance is in L.
We refer the reader to [8, 9] for surveys on kernelization and to [7] for a book on the topic.
We only consider directed graphs (digraphs) without loops or parallel arcs (but we allow
arcs in opposite directions) in this paper. Let D be a digraph. The set of arcs of D is
denoted by A(D), and its set of vertices is V (D). The set of outneighbors (inneighbors) in
D of a vertex v ∈ V (D) is denoted by outD (v) (inD (v)); the outdegree (indegree) of v is
outdegD (v) = |outD (v)| (indegD (v) = |inD (v)|). If the digraph D is clear from context, we
omit it from the index. For a set U ⊆ V (D) we write out(U ) for the set {out(u) | u ∈ U } \ U
(and analogously for in(U )). A vertex v is a source if indeg(v) = 0, and it is a sink if
outdeg(v) = 0. We write H ⊆ D if H a subgraph of D; the subgraph of D induced by U is
given by D[U ]. We write D − X for the operation of deleting a set of vertices or arcs X from
D. Similarly, we add a set of arcs or vertices to D with D + X.
A directed acyclic graph (DAG) is a digraph which does not contain any directed cycle.
A digraph D is a funnel if D is a DAG and for every path P from a source to a sink of D
of length at least one there is some arc a ∈ A(P ) such that for any different path Q from
a (possibly different) source to a sink we have a 6∈ A(Q). We repeat below several known
characterizations for funnels, as they are particularly useful for our results.
I Theorem 1 ([11], Theorem 1). Let D be a DAG. The following statements are equivalent.
a. D is a funnel.
b. V (D) can be partitioned into two sets F and M such that:
(1) F induces an out-forest;
(2) M induces an in-forest; and (3) (M × F ) ∩ A(D) = ∅.
c. No digraph in F = {Di | i ∈ {0, 1, . . . }} is contained in D as a (not necessarily induced)
subgraph, where (see Figure 1 for an example)
V (Dk ) = {u1 , u2 , w1 , w2 } ∪ {vi | 0 ≤ i ≤ k}, and
A(Dk ) = {(u1 , v0 ), (u2 , v0 ), (vk , w1 ), (vk , w2 )} ∪ {(vi , vi+1 ) | 1 ≤ i ≤ k − 1}
d. D does not contain D0 as a butterfly minor.
The digraphs in F are called forbidden subgraphs for funnels. For a digraph D we define
a labeling as a function ` : V (D) → {F, M}. We say that ` is a funnel labeling for D if
Dom(`) = V (D), the set F = {v ∈ V (D) | `(v) = F} induces an out-forest in D, the set
M = {v ∈ V (D) | `(v) = M} induces an in-forest in D and (M × F ) ∩ A(D) = ∅. Due to
Theorem 1(b), a digraph D is a funnel if and only if there exists a funnel labeling for D.
In the feedback arc set problem, we are given a digraph D and a k ∈ N as an input, and
we search for a set S ⊆ A(D) such that D − S is a DAG and |S| ≤ k. We consider a variant
of this problem where we want D − S to be a funnel instead, which is formally defined below.
Funnel Arc Deletion Set (FADS)
Input
Question

A digraph D and a number k ∈ N.
Is there a set S ⊆ A(D) with |S| ≤ k such that D − S is a funnel?
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To make better use of Theorem 1(b), we consider a more general problem in which some
vertices might already be labeled with F or M, and the funnel we obtain in the end must
respect this labeling. Formally, the problem is defined as follows.
Funnel Arc Deletion Labeling (FADL)
Input
Question

A digraph D, a labeling ` : V (D) → {F, M} and a number k ∈ N.
Are there a set S ⊆ A(D) and a labeling `ˆ ⊇ ` such that `ˆ is a funnel labeling
for D − S and |S| ≤ k?

ˆ is a solution for the input instance.
We say that (D, `, k) is the input instance and (S, `)
This more general version of the problem allows us to decide which label a vertex will take
and encode this in the instance itself. While technically not necessary, using FADL instead
of FADS simplifies the kernelization algorithm and also the proofs. Due to space constraints,
proofs marked with (?) are deferred to the full version of the paper.

3

Basic reduction rules

We construct our kernelization algorithm by defining a series of reduction rules and then
showing that, if no reduction rule is applicable, the input size is bounded in a polynomial
of k. Our strategy is to partition the vertex set into labeled and unlabeled vertices, then
bound the number of unlabeled vertices (Section 3.1) and use this to bound the number of
labeled vertices (Section 3.2) as well. In this section we define some reduction rules which are
useful both in Section 3.1 as well as in Section 3.2. For brevity, we assume that a reduction
rule is no longer applicable to the input instance after it has been defined.
Let (D, `, k) be the input instance. From Theorem 1(c) we can see that a funnel has
no vertex v with indeg(v) > 1 and outdeg(v) > 1. Further, indeg(v) ≤ 1 if `(v) = F, and
outdeg(v) ≤ 1 if `(v) = M. Hence, by simply counting the number of vertices disrespecting
each case, we can obtain a lower bound for the number of arcs that need to be removed from
D in order to obtain a funnel. As removing one arc changes the degree of two vertices, we
obtain a bound of at most 2k such vertices. The safety of the following reduction rule follows
easily from Theorem 1.
I Reduction Rule 1 (Lower Bound). Let VI ⊆ V (D) be the set of vertices with indegree greater
than one, let VO be the set of vertices with outdegree greater than one and let VX = VO ∩ VI .
Output a trivial “no” instance if
X
X
(outdeg(u) − 1) +
(indeg(u) − 1)+
u∈VO ,`(u)=M

X

u∈VI ,`(u)=F

(min{indeg(u), outdeg(u)} − 1) > 2k.

u∈VX ,u6∈Dom(`)

The following reduction rule is based on [11], with some modifications since the original
reduction rule is applied as an intermediate step in an FPT algorithm and is not safe for
kernelization. For certain vertices it is possible to optimally decide which label they should
receive in an optimal solution. For example, vertices with outdegree greater than k + 1 can
always be labeled with F, as otherwise we would need to remove at least k + 1 of its outgoing
arcs, which is not possible.
I Reduction Rule 2 (Set Label). Let v ∈ V (D) be an unlabeled vertex.
Set `(v) := F if at least one of the following is true:
(1) indeg(v) = 0; (2) v has a
single inneighbor u and `(u) = F; (3) there are at least indeg(v) + 1 vertices u ∈ out(v) with
`(u) = M or `(u) = F ∧ indeg(u) = 1; or (4) outdeg(v) > k + 1.
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Figure 2 A digraph which is not a funnel. Removing the arcs (v, u) and (u, w) results in a funnel.

v
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Set `(v) := M if at least one of the following is true:
(1) outdeg(v) = 0; (2) v has a
single outneighbor u and `(u) = M; (3) there are at least outdeg(v) + 1 vertices u ∈ in(v)
with `(u) = F or `(u) = M ∧ outdeg(u) = 1; or (4) indeg(v) > k + 1.
Proof of safety of Set Label (RR 2). Clearly, a solution for the reduced instance is also a
solution for the original instance. For the other direction, we consider only the case where we
set `(v) := F, as the other case is symmetric. Let `r be the labeling obtained by the reduction
ˆ be a solution for the original instance. We set `ˆr := `ˆ and `ˆr (v) := F. If
rule. Let (S, `)
ˆ
ˆ = M.
`(v) = F, then clearly (S, `ˆr ) is a solution for the reduced instance. So assume `(v)
This implies that outdeg(v) ≤ k + 1, as otherwise |S| > k.
If indeg(v) = 0, or indeg(v) = 1 and there is some u ∈ in(v) with `(u) = F, then `ˆr is
clearly also a funnel labeling for D − S.
Let U = {u ∈ out(v) | `(u) = M or `(u) = F ∧ indeg(u) = 1}. If |U | ≥ indeg(v) + 1, we
construct an Sr from S as follows. We add all incoming arcs of v to Sr and remove from
ˆ = M, at least outdeg(v) − 1 ≥ indeg(v)
Sr all outgoing arcs (v, u) where u ∈ U . Since `(v)
many outgoing arcs of v are in S. Hence, we remove at least indeg(v) arcs from S and add
at most indeg(v). Thus, |Sr | ≤ |S|.
The digraph D − Sr does not contain cycles, as all incoming arcs of v were removed, so
any cycle in D − Sr is also in D − S, which is a funnel. To see that `ˆr is a funnel labeling of
D − Sr , first note that we can always keep arcs (v, u) in D − Sr where `(u) = M. We can
also keep arcs (v, u) in D − Sr where `(u) = F and indeg(u) = 1. As v has no incoming arcs
in D − Sr , it lies in an out-forest. Hence, `ˆr is a funnel labeling of D − Sr .
J
Replacing an arc in a funnel by a directed path cannot create any cycles nor any forbidden
subgraph for funnels. The next reduction rule reverses this operation: We can contract
certain paths where all vertices have in- and outdegree one to a single arc. However, we
cannot replace any such path: In the example in Figure 2, if we remove u and add the arc
(v, w), then the size of an optimal solution set decreases by one. Some cases where contracting
an arc is safe are identified below.
I Reduction Rule 3 (Dissolve Vertex) (?). Let u, v, w be a path such that the following is
true:
(1) v, u ∈ Dom(`) implies `(v) = `(u); and (2) v, w ∈ Dom(`) implies `(v) = `(w).
If indeg(v) = outdeg(v) = 1 and (indeg(w) = 1 ∨ outdeg(u) = 1), delete the vertex v and
add the arc (u, w).

3.1

Bounding the number of unlabeled vertices

From Lower Bound (RR 1) we know there are few vertices with both in- and outdegree
greater than one. In this section we bound the number of unlabeled vertices by considering
the remaining unlabeled vertices, that is, vertices v with indeg(v) ≤ 1 or outdeg(v) ≤ 1. Our
strategy is to group such vertices into subgraphs of D with specific properties which we
define later, and then develop reduction rules to both bound the maximum number of such
subgraphs and also their size in any “yes” instance of FADL.
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Figure 3 Example application of Shift Neighbors (RR 4).
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Even if the previous reduction rules are not applicable, there can still exist some “large”
subgraph H ⊆ D for which there is a “small” set S ⊆ A(D) such that the weakly-connected
component of H is a funnel in D − S. Our goal is to bound the size of such subgraphs H.
We first define a specific type of subgraph of D which behaves like a funnel in the sense
that the degrees of the vertices match Theorem 1(b). We call such subgraphs local funnels
and formally define them below.
I Definition 2. An induced subgraph H ⊆ D is a local funnel in D if H is a funnel, H
has only one source and its vertex set can be partitioned into F ] M = V (H) such that
indegD (v) ≤ 1 for all v ∈ F ; outdegD (v) ≤ 1 for all v ∈ M ; and (M × F ) ∩ A(H) = ∅.
Unlike local funnels, we might still have to remove many arcs from an induced funnel in D,
as it can have, for example, several vertices v with indegD (v) > 1 and outdegD (v) > 1. Our
goal is to bound the size of each unlabeled local funnel (that is, each local funnel where
none of the vertices have a label) and the number of unlabeled local funnels in D. We start
by “pushing” as many vertices as we can to the neighborhood of the roots of the in- and
out-forests of a local funnel. Consider for example a path u, v, w as in Figure 3, whose
vertices have indegree one but can have higher outdegree. Intuitively, a cycle containing v
and x must also contain u. To destroy this cycle, we can remove the unique incoming arc of
u, as this will potentially destroy further cycles that contain u but not v. Hence, replacing
the arc (v, x) with (u, x) in this case does not change the size of the solution.
By moving vertices in an out-tree towards its root s, we increase the outdegree of s. If the
outdegree of s increases beyond k + 1, we can apply Set Label (RR 2) to s, giving it a label.
By further applying Set Label (RR 2) to the neighbors of s which are in its out-tree, we can
label the entire tree. As we are only considering unlabeled local funnels in this section, we
can use the idea above to limit the branching of any in- or out-tree of an unlabeled local
funnel.
We provide here a somewhat more general reduction rule which can also be applied if
some vertices are labeled. Later, this reduction rule will again be useful to bound the number
of labeled vertices. However, we need to carefully consider the possible labels of the vertices,
as in some cases the rule would not be safe.
I Reduction Rule 4 (Shift Neighbors). Let u, v, w be a path.
If indeg(u) = indeg(v) = indeg(w) = 1, (u, M) 6∈ `, (v, M) 6∈ ` and there is an x ∈
out(v) \ out(u) with w 6= x, then remove the arc (v, x) and add the arc (u, x).
If outdeg(u) = outdeg(v) = outdeg(w) = 1, (v, F) 6∈ `, (w, F) 6∈ ` and there is an
x ∈ in(v) \ in(w) with u 6= x, then remove the arc (x, v) and add the arc (x, w).
Before proving that Shift Neighbors (RR 4) is safe, we need two simple observations
about certain cases where we can safely exchange two arcs or add an arc.
I Observation 3 (?). Let H be a funnel with funnel labeling ` and let x, u, v ∈ V (H) such
that (v, x) ∈ A(H), (u, x) 6∈ A(H) and at least one of the following is true:
(1) `(u) = F;
or (2) `(u) = M = `(v) and outdegH (u) = 0. Let H 0 = H − (v, x) + (u, x). Then ` is also
a funnel labeling for H 0 if H 0 is a DAG.
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I Observation 4 (?). Let H be a DAG and x, u, v ∈ V (H) such that {u} = in(v). Then
H + (u, x) contains a cycle if and only if H + (v, x) contains a cycle.
Proof of safety of Shift Neighbors (RR 4). Consider the case where indeg(u) = indeg(v) =
indeg(w) = 1, (u, M) 6∈ `, (v, M) 6∈ ` and there is an x ∈ out(v) \ out(u) with w =
6 x. The
other case follows analogously. Let (D0 , `, k) be the reduced instance and (Sr , `ˆr ) be a solution
ˆ for the input instance (D, `, k).
for it. We construct a solution (S, `)
First observe that, if (u, x) ∈ Sr , we can replace it with (v, x) in S, which means that
D0 − Sr and D − S are isomorphic. By setting `ˆ := `ˆr , we obtain the desired solution. If
(u, x) 6∈ Sr , we consider the following cases.
Case 1: `ˆr (v) = F. We set `ˆ := `ˆr and S := Sr . Let D? = D − S. Clearly, D? =
D0 − Sr − (u, x) + (v, x). As u is the only inneighbor of v, from Observation 4 we know D?
is a DAG. From Observation 3, we know that `ˆ = `ˆr is a funnel labeling for D? .
Case 2: `ˆr (v) = M = `ˆr (u). If D0 − Sr + (u, v) is a DAG, we can assume that (u, v) 6∈ Sr ,
implying (u, x) ∈ Sr (which was already considered).
If D0 −Sr +(u, v) is not a DAG, then it contains a cycle with v and u, implying (u, v) ∈ Sr .
ˆ := F. Clearly, `ˆ is a funnel labeling
In particular, indegD0 −Sr (v) = 0. We set `ˆ := `ˆr and `(v)
0
for D − Sr . From Observation 3 we have that `ˆ is a funnel labeling for D − Sr as well.
ˆ := F and S := Sr . As {u} = inD (v)
Case 3: `ˆr (v) = M and `ˆr (u) = F. We set `ˆ := `ˆr , `(v)
0
ˆ
ˆ
and `r (u) = F, ` is a funnel labeling for D − Sr . Let D? = D − S.
From Observation 4 we know D? = D0 − Sr − (u, x) + (v, x) is a DAG since D0 − Sr is a
ˆ is a solution for the input instance.
DAG. Hence, from Observation 3 we obtain that (Sr , `)
In all cases a solution for the reduced instance implies a solution for the original instance.
ˆ for the original instance. We show that there is
Now assume there is a solution (S, `)
solution (Sr , `ˆr ) for the reduced instance. As in the previous direction, if (v, x) ∈ S, we can
replace it with (u, x) and obtain the desired solution. So assume (v, x) 6∈ S.
If (u, v) ∈ S, let S1 = S ∪ {(y, u)}, where {y} = in(u). Clearly, `ˆ is a funnel labeling for
D − S1 . We set `ˆr := `ˆ and `ˆr (u) := F. As indegD−S1 (u) = 0, `ˆr is also a funnel labeling
for D − S1 . From Observation 3 we know that `ˆr is a funnel labeling for D1 = D0 − S1 .
Since indegD1 (v) = 0 = indegD1 (u) and `ˆr (u) = F, we have that `ˆr is a funnel labeling for
D1 + (u, v). Hence, (S \ {(u, v)}, `ˆr ) is a solution for the reduced instance.
In the following we consider the remaining cases where {(u, v), (v, x)} ∩ S = ∅. Note
ˆ = M and `(v)
ˆ = F does not happen under this assumption.
that the case `(u)
ˆ
ˆ
Case 1: `(v) = F = `(u). We set `ˆr := `ˆ and Sr := S. Clearly, D0 − Sr = D − S − (v, x) +
(u, x). From Observation 4 there is no cycle in D − S + (u, x) and, hence, D0 − Sr is a DAG.
Thus, from Observation 3 we have that `ˆr is a funnel labeling for D0 − Sr .
ˆ = M = `(u).
ˆ
ˆ
Case 2: `(v)
Since (v, x) 6∈ S, we have (v, w) ∈ S and `(x)
= M. Further,
0
we know that D − S is a DAG due to Observation 4. Let S1 = S ∪ {(u, v)}. Clearly, `ˆ is a
funnel labeling for D − S1 , and D0 − S1 is also a DAG. From Observation 3 we have that `ˆ
is a funnel labeling for D0 − S1 .
We set `ˆr := `ˆ and `ˆr (v) := F. Since indegD0 −S1 (w) = 0 = indegD0 −S1 (v), we have
that `ˆr is a funnel labeling for D0 − S1 + (v, w), regardless of the label of w. By setting
Sr := (S \ {(v, w)}) ∪ {(u, v)}, we get that `ˆr is a funnel labeling for D0 − Sr and |Sr | ≤ |S|.
ˆ
ˆ
ˆ Since (u, v) 6∈ Sr , from
Case 3: `(v)
= M and `(u)
= F. Let Sr = S and `ˆr = `.
Observation 4 we know that D − Sr − (v, x) + (u, x) is a DAG. From Observation 3 we have
that `ˆr is a funnel labeling for D0 − Sr .
In all cases we found a solution (Sr , `ˆr ) for the reduced instance, concluding the proof. J
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It is not always possible to exhaustively apply Shift Neighbors (RR 4): If u, v, w forms a
cycle, we would shift x indefinitely through this cycle. To prevent this from happening, we
need the following reduction rule:
I Reduction Rule 5 (Break Cycle). Let C be a cycle in D. If every vertex in C has indegree
(outdegree) one and either every vertex in C is unlabeled or every vertex in C is labeled with
F (M), then delete one arc of C and decrease k by one.
Proof of safety of Break Cycle (RR 5). Let (v, u) be the arc removed by the reduction
rule. Clearly, a solution for the reduced instance together with the arc (v, u) is a solution
ˆ be a solution for the original instance, and assume that
for the original instance. Let (S, `)
(v, u) 6∈ S. Let (w, x) be an arc of C contained in S. Without loss of generality, we assume
that (w, x) is the only incoming arc of x. The case where it is the only outgoing arc of w
follows analogously.
ˆ = F for all v ∈ V (C): If they were not labeled by ` when the
We can assume that `(v)
rule was applied, then by repeatedly applying Set Label (RR 2) (starting with x) we can
label them with F. Because indegD (v) = 1 for every v ∈ C, it follows that C is the only
cycle in D using the arc (w, x). Hence, D0 = D − S + (w, x) − (v, u) is a DAG. Further, as
ˆ
ˆ = F, it is easy to see that `ˆ is a funnel labeling for D0 .
`(w)
= `(x)
J
If Shift Neighbors (RR 4) is not applicable, then many vertices in a long path P in a
local funnel must share a common out- or inneighbor w. However, from Set Label (RR 2) we
know that w receives a label if it has too many neighbors. The next and final reduction rule
needed for bounding the number of unlabeled vertices exploits this property and allows us to
label some vertex u in P if its predecessor v in P is adjacent to a labeled vertex w.
I Reduction Rule 6 (Labeled Neighbor). Let (v, u) be an arc between unlabeled vertices.
Set `(u) := F if indeg(u) = indeg(v) = 1 and ∃w ∈ out(v) : `(w) = M. Set `(v) := M if
outdeg(u) = outdeg(v) = 1 and ∃w ∈ in(u) : `(w) = F.
Proof of safety of Labeled Neighbor (RR 6). Assume, without loss of generality, that the
first case of the rule was applied. The proof for the second case follows analogously (note that
it is not possible for both cases to be applied simultaneously). Let (D, `r , k) be the reduced
instance. First note that `r ⊇ `, which means that a solution for the reduced instance is
ˆ
already a solution for the original instance. Hence, it suffices to show that a solution (S, `)
ˆ
for the original instance implies a solution (Sr , `r ) for the reduced instance.
ˆ = F, we set `ˆr := `ˆ and Sr := S and we are done. So assume that `(u)
ˆ = M.
If `(u)
Case 1: (v, u) ∈ S. We set Sr := S, `ˆr := `ˆ and `ˆr (u) := F. As indegD−S (u) = 0, we
know that `ˆr is also a funnel labeling for D − S.
ˆ
Case 2: (v, u) 6∈ S and `(v)
= F. We set Sr := S, `ˆr := `ˆ and `ˆr (u) := F. As
ˆ
ˆ
`r (v) = F = `r (u), we may keep the arc (v, u) and `ˆr is a funnel labeling for D − Sr .
ˆ = M. Then (v, w) ∈ S. We set `ˆr := `,
ˆ `ˆr (u) := F, `ˆr (v) := F,
Case 3: (v, u) 6∈ S and `(v)
Sr := (S \ {(v, w)}) ∪ {(y, v)}, where y is the unique inneighbor of v.
The digraph D − Sr is a DAG: if it has a cycle, the cycle would have to use the arc
(v, w), yet indegD−Sr (v) = 0, a contradiction. We now argue that `ˆr is a funnel labeling
for D − Sr . Since indegD−Sr (v) = 0, indegD−Sr (u) = 1 and `ˆr (u) = F, the vertex v is the
unique inneighbor of u in the out-forest of the funnel D − Sr . Finally, as `ˆr (w) = M, the arc
(v, w) is allowed in the funnel. Hence, `ˆr is a funnel labeling for D − Sr . In all cases we find
a solution (`ˆr , Sr ) for the reduced instance, concluding the proof.
J
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I Lemma 5. Let s be some source (sink) of some unlabeled local funnel H in the reduced
digraph D. Let P1 , P2 , . . . Pa be a sequence of paths in H starting (ending) at s such that
indeg(u) ≤ 1 (outdeg(u) ≤ 1) for each u in each Pi , and V (Pj ) 6⊆ V (Pi ) for all 1 ≤ i, j ≤ a
where i 6= j. Let E be the set of end (start) points of all Pi . Then all of the following hold.
(1) outdeg(u) > 1 (indeg(u) > 1) for any inner vertex u of any Pi .
Sa
Sa
(2) out( i=1 V (Pi ) \ E) ⊆ out(s) (in( i=1 V (Pi ) \ E) ⊆ in(s)),
(3) V (Pi ) ∩ V (Pj ) = {s} for each 1 ≤ i, j ≤ a where i 6= j, and
(4) a ≤ k + 1 and |V (Pi )| ≤ k + 2 for each 1 ≤ i ≤ a.
Proof. We consider the case where s is a source of H. The other case follows analogously.
Let u be some inner vertex of some Pi and w the unique outneighbor of u in Pi . By
assumption on Pi , we have indegD (w) = 1. As Dissolve Vertex (RR 3) is not applicable, we
have that outdeg(u) > 1 (proving (1)). In particular, u has some outneighbor x not in Pi .
Let v be the inneighbor of u in Pi . Since indegD (v) = indegD (u) = indegD (w) = 1 and
Shift Neighbors (RR 4) is not applicable, we have x ∈ outD (v). By repeating this argument
to the predecessors of u in Pi , we prove (2) (and also that a ≤ k + 1, as outdegD (s) ≤ k + 1
due to Set Label (RR 2)).
Assume there are two paths Pi and Pj intersecting at more than one vertex. Let u
be the last vertex of the intersection. Note that, if u is the last vertex of Pi or Pj , then
one path has to contain the other. Hence, u has two outneighbors wi and wj lying on Pi
and Pj , respectively, and wi =
6 wj . But due to (2), we have wi , wj ∈ outD (s), implying
indegD (wi ) > 1 and indegD (wj ) > 1, a contradiction to our assumptions on Pi and Pj
(proving (3)).
Let v1 , v2 , . . . , vm be the sequence of vertices of a path Pi . From (1) we know that there
is some w ∈ outD (vm−1 ) outside of Pi . We also have w ∈ outD (vj ) for all 1 ≤ j ≤ m − 1,
implying indegD (w) ≥ m − 1. If m − 1 > k + 1, then `(w) = M, as Set Label (RR 2) is not
applicable. However, as indegD (vm−1 ) = 1 = indegD (vm−2 ), w ∈ outD (vm−2 ) and Labeled
Neighbor (RR 6) is not applicable, we have `(vm−1 ) = F, a contradiction to the assumption
that H is unlabeled. Hence, m − 1 ≤ k + 1, implying |V (Pi )| ≤ k + 2 (proving (4)).
J
I Lemma 6 (?). Let H be an unlabeled local funnel in D. Then |V (H)| ∈ O(k 3 ).
We conclude by bounding the number of maximal vertex-disjoint unlabeled local funnels
in D. Since we can always partition unlabeled vertices with in- or outdegree at most one into
local funnels, by bounding the number of local funnels in such a partitioning, together with
the bound on the size of each local funnel, we obtain a bound for the number of unlabeled
vertices with in- or outdegree at most one.
Let H = {H1 , H2 , . . . Ha } be a set of maximal vertex-disjoint unlabeled local funnels in
D (in this context, maximal means that Hi ∪ Hj is not a local funnel for any two distinct
Hi , Hj ∈ H). Let si be the unique source of Hi for each i. We now show that, if there is a
solution removing at most k arcs, then |H| is “small”. By contraposition this means that, if
|H| is “large”, then we have a “no” instance and can stop the kernelization process.
We start with the simple observation that cycles intersecting inside a local funnel must
also intersect outside it.
I Observation 7 (?). Let Ci and Cj be two distinct cycles in D such that V (Ci )∩V (Cj ) ⊆ H`
for some H` ∈ H. Then V (Ci ) ∩ V (Cj ) = ∅.
We partition the set of maximal unlabeled local funnels H into three sets (1) F = {Hi ∈
H | there is some v ∈ V (Hi ) with outdegD (v) > 1}; (2) M = {Hi ∈ H | indegD (si ) > 1};
and (3) X = {Hi ∈ H | indegD (si ) = 1 and ∀v ∈ V (Hi ) : outdegD (v) = 1}.
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ˆ for (D, `, k), then |X | ≤ 2k 2 .
I Lemma 8. If there is a solution (S, `)
Proof. Let Hi ∈ X and u be the unique inneighbor of si . Note that outdegD (si ) = 1. As
Dissolve Vertex (RR 3) is not applicable, we have that outdegD (u) > 1 and indegD (w) > 1,
where w is the unique outneighbor of si .
Case 1: u ∈ Dom(`). Then `(u) = M since Set Label (RR 2) is not applicable. As
outdeg(u) > 1, each Hj ∈ X with sj ∈ outD (u) requires one more arc of u to be in S.
Case 2: u 6∈ Dom(`). If indegD (u) = 1, then there is some vi ∈ V (Hi ) such that
(vi , u) ∈ A(D), otherwise Hi would not be maximal. Hence, there is a cycle Ci containing
u, si and vi . If there is any other Hj ∈ X with sj ∈ outD (u) and with some vj ∈ V (Hj ) such
that (vj , u), then the cycle Cj containing u, sj and vj is arc-disjoint to the cycle Ci due to
Observation 7. Thus, S must contain at least one arc of each such Cj , implying there are at
most k local funnels Hj that fall into this case.
If indegD (u) > 1, one arc of u is in S as outdegD (u) > 1. Further, outdegD (u) ≤ k. This
means that there are at most k local funnels Hj ∈ X with sj ∈ outD (u). As there can be at
most 2k such vertices u, we have that there are at most 2k 2 local funnels Hj ∈ X which fall
into this case. In the worst case, we have |X | ≤ max{k + 1, 2k 2 } ≤ 2k 2 .
J
ˆ for (D, `, k), then |F| ≤ 2k 2 + 3k.
I Lemma 9 (?). If there is a solution (S, `)
ˆ for (D, `, k), then |M| ≤ k 2 + 2k.
I Lemma 10 (?). If there is a solution (S, `)
From Lemmas 8 to 10, we easily obtain a bound for the number of vertices in unlabeled
local funnels. Together with the fact that Lower Bound (RR 1) is not applicable, we obtain
a bound for the number of unlabeled vertices in D.
I Lemma 11 (?). Let D be a reduced digraph. Then there are O(k 5 ) vertices v ∈ V (D) with
v 6∈ Dom(`) and indeg(v) = 1 ∨ outdeg(v) = 1.

3.2

Bounding the number of labeled vertices

In Section 3.1 we exploited the property that unlabeled vertices have bounded degree, and
that we can label them if their neighborhood has some special structure captured by the
reduction rules. For the labeled vertices, however, we can apply neither of those strategies.
Instead, we first exploit the fact that we know the label of a vertex and use this to decide if
an arc is never in an optimal solution or if it is always in an optimal solution.
Arcs from M to F vertices clearly need to be removed. We show that we can also ignore
arcs from F to M vertices, that is, we can remove them without changing k.
I Reduction Rule 7 (Remove Arcs) (?). Let (v, u) ∈ A(D). If `(v) = F and `(u) = M,
remove (v, u). If `(v) = M and `(u) = F, remove (v, u) and decrease k by 1.
We now identify certain vertices that can be removed safely. Clearly, sources and sinks
cannot be in any cycle in D. By carefully considering the neighborhood of a source or sink v,
we can also prove that v is not “relevant” for any forbidden subgraph for funnels in D.
I Reduction Rule 8 (Sources and Sinks) (?). Let v ∈ V (D) be a labeled vertex where
out(v) ∪ in(v) ⊆ Dom(`). Remove v if one of the following holds.
1. indeg(v) = 0 and no u ∈ out(v) exists with `(u) = F and indeg(u) > 1, or
2. outdeg(v) = 0 and no u ∈ in(v) exists with `(u) = M and outdeg(u) > 1.
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Having exhaustively applied Reduction Rules 7 and 8, we can bound the number of
labeled vertices in D. Since Lower Bound (RR 1) is not applicable, we already have a bound
for the number of vertices v with `(v) = F ∧ indeg(v) > 1 or `(v) = M ∧ outdeg(v) > 1.
Hence, we only need to consider vertices in the set L = {v ∈ Dom(`) | `(v) = F ∧ indeg(v) ≤
1 or `(v) = M ∧ outdeg(v) ≤ 1}.
To bound |L|, we exploit the bound on the number of unlabeled vertices from Lemma 11
and also the fact that such vertices have small degree as Set Label (RR 2) is not applicable.
We first partition L into two subsets L1 = {v ∈ L | in(v) ∪ out(v) 6⊆ Dom(`)} and L2 = L \ L1 .
I Lemma 12 (?). |L1 | ∈ O(k 6 ).
I Lemma 13. |L2 | ∈ O(k).
Proof. Let VF = {v | `(v) = F} and LF = VF ∩ L2 . The case for the vertices labeled with M
follows analogously.
Since Remove Arcs (RR 7) is not applicable, we have `(u) = F for all u ∈ out(LF )∪in(LF ).
Let
R1 = {u ∈ VF | indeg(u) > 1}, R2 = {u ∈ LF | indeg(u) ≤ 1, out(u) ∩ R1 6= ∅} and
R3 = {u ∈ LF | indeg(u) ≤ 1, out(u) ∩ R1 = ∅}.
Note that L2 = R2 ∪ R3 and R1 ∩ L2 = ∅.
A solution set S ⊆ A(D) must contain at least indeg(v) − 1 many incoming arcs of v for
every v ∈ R1 . As each u ∈ R2 has some v ∈ R1 as outneighbor, we have |R2 | ≤ 2k.
Let v ∈ R3 . We claim that v can reach some vertex of R2 . Since Sources and Sinks
(RR 8) is not applicable and out(v) ∩ R1 = ∅, we have indeg(v) = 1 and outdeg(v) ≥ 1. This
means that, if we successively follow the outneighbors of v, we reach a vertex of R2 or find a
cycle C using only vertices of R3 . However, as Break Cycle (RR 5) is not applicable, such a
cycle C cannot exist: every vertex v ∈ R3 has indeg(v) = 1 and `(v) = F, implying we could
apply Break Cycle (RR 5) to C. Hence, every vertex of R3 can reach some u ∈ R2 .
We greedily construct vertex-disjoint paths P1 , P2 , . . . , Pa ending in R2 whose inner
vertices lie in R3 . For a vertex v ∈ R3 take an arbitrary u ∈ R2 such that v can reach u.
Consider a path P from v to u. If none of its vertices lie in any already constructed Pi , we
just take the path P into our set of paths. Otherwise, assume that P intersects some Pi at
w and let w be the first such vertex in P . Since the indegree of any vertex in R3 ∪ R2 is at
most one, we know that w is the starting point of Pi . Hence, we can obtain a path Pj by
taking the path from v to w in P and then concatenating Pi . As w is the first vertex of P
intersecting any other path, we get that Pj only intersects Pi . By replacing Pi with Pj , we
obtain a path that also contains v. We repeat this process until we covered all v ∈ R3 .
Since |R2 | ≤ 2k, we have a ≤ 2k. We now prove that |V (Pi )| ≤ 4 for any Pi in our set of
vertex-disjoint paths. Note that indeg(u) ≤ 1 for any vertex u ∈ V (Pi ).
Since Dissolve Vertex (RR 3) is not applicable, any inner vertex u of Pi has outdeg(u) > 1.
Let w be the successor of u in Pi . As Shift Neighbors (RR 4) is not applicable, we have
that indeg(w) > 1 or v ∈ out(u) where v is the unique inneighbor of u. If indeg(w) > 1, then
u ∈ R2 and is the endpoint of Pi , a contradiction to the assumption that u is an inner vertex
of Pi . Otherwise, we know that u 6∈ out(w) as indeg(u) = 1. If u is the only inner vertex
of Pi , then |V (Pi )| ≤ 3. Otherwise, its successor w in Pi is an inner vertex of Pi (since v is
the starting point of Pi , and so v 6∈ out(u)). Hence, we can apply the same argumentation
to w and conclude that it has some outneighbor x with indeg(x) > 1, implying x ∈ R2 and
|V (Pi )| ≤ 4.
Since |V (Pi )| ≤ 4 and a ≤ 2k, we have that |L2 | ≤ 6k. Because L2 = R2 ∪ R3 , we have
that |L2 | ≤ 8k ∈ O(k), as desired.
J
I Lemma 14. Let (D, `, k) be an FADL instance where Reduction Rules 1 to 8 are not
applicable. Then |V (D)| ∈ O(k 6 ) and |A(D)| ∈ O(k 6 ).
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Proof. As Lower Bound (RR 1) is not applicable, there are at most 2k vertices v with
indeg(v) > 1 and outdeg(v) > 1, and also at most 2k many vertices v with `(v) = F ∧
indeg(v) > 1 or `(v) = M ∧ outdeg(v) > 1. From Lemma 11 we know there are O(k 5 ) many
unlabeled vertices v ∈ V (D) with indeg(v) ≤ 1 or outdeg(v) ≤ 1. Finally, due to Lemmas 12
and 13 there are O(k 6 ) vertices v with `(v) = F ∧ indeg(v) ≤ 1 or `(v) = M ∧ outdeg(v) ≤ 1.
As any vertex in D falls into one of these groups, we have |V (D)| ∈ O(k 6 ).
As Remove Arcs (RR 7) is not applicable, there is no arc (v, u) where v, u ∈ Dom(`) and
`(v) 6= `(u). Since there are O(k 5 ) many unlabeled vertices and every unlabeled vertex has inand outdegree at most k + 1, there are O(k 6 ) arcs (v, u) where v 6∈ Dom(`) or u 6∈ Dom(`).
Now let (v, u) be some arc where v, u ∈ Dom(`). Note that `(v) = `(u).
Case 1: v, u ∈ L. Then outdeg(v) = 1 (if `(v) = M) or indeg(u) = 1 (if `(u) = F). Thus,
there can be at most |L| ∈ O(k 6 ) many arcs (v, u) where v, u ∈ L.
Case 2: v, u 6∈ L. As Lower Bound (RR 1) is not applicable, there can be at most 2k
such vertices. Thus, there are at most 4k 2 arcs between labeled vertices not in L.
Case 3: Exactly one of v, u is in L.
Case 3.1: v 6∈ L ∧ `(v) = F or u 6∈ L ∧ `(u) = M. Then indeg(u) = 1 or outdeg(v) = 1.
Hence, there can be at most |L| ∈ O(k 6 ) such arcs.
Case 3.2: v 6∈ L ∧ `(v) = M or u 6∈ L ∧ `(u) = F. If v 6∈ L, then at least half of its
outgoing arcs need to be in a solution set. Similarly, if u 6∈ L, at least half of its incoming
arcs need to be in a solution set. Hence, there can be at most 2k many arcs falling into
this case.
By adding all cases together, we obtain that |A(D)| ∈ O(k 6 ), concluding the
proof.
J

4

Computing the Kernel

In Sections 3.1 and 3.2 we defined the reduction rules for the kernelization process and
showed that, if none of the reduction rules are applicable to a digraph D, then the size of
D is polynomially bounded on k. To conclude the proof that FADS admits a polynomial
problem kernel, we show that it is possible to apply all reduction rules in O(nm) time and
also reduce the FADL instance back into an FADS instance.
I Lemma 15 (?). We can exhaustively apply Reduction Rules 1 to 8 in O(nm) time to an
FADL instance (D, `, k), where n = |V (D)| and m = |A(D)|.
I Theorem 16. FADS admits a kernel with O(k 6 ) vertices and O(k 7 ) arcs which can be
computed in O(nm) time, where n = |V (D)|, m = |A(D)| and D is the input digraph.
Proof. We start by reducing the FADS instance into an FADL instance (D, `, k) by adding
an empty labeling `. Using Lemma 15, we can exhaustively apply all reduction rules to
(D, `, k) in O(nm) time.
From Lemma 14 we know |V (D)| ∈ O(k 6 ) and |A(D)| ∈ O(k 6 ). We now reduce the
FADL instance back into an FADS instance (D0 , k) in order to obtain a kernel for the
original problem. We first set D0 := D and add k + 2 vertices f1 , f2 , . . . , fk+2 and k + 2
vertices m1 , m2 , . . . , mk+2 to D0 . Let v ∈ Dom(`). If `(v) = F, we add the arc (v, fi ) for
each 1 ≤ i ≤ k + 2. If `(v) = M, we add the arc (mi , v) for each 1 ≤ i ≤ k + 2.
Trivially, a solution for the FADL instance is also a solution for the FADS instance. It
is also easy to see that, if there is some arc set Sr ⊆ A(D0 ) and some funnel labeling `ˆr for
D0 − Sr such that `(v) 6= `ˆr (v) for some v ∈ Dom(`), then |Sr | > k. Hence, a solution for
(D0 , k) implies a solution for (D, `, k).
We added 2k + 4 vertices and O(k 7 ) many arcs to D0 , and so |V (D0 )| ∈ O(k 6 ) and
|A(D0 )| ∈ O(k 7 ), thus concluding the proof.
J
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Conclusion

The kernelization algorithm provided in this paper heavily relies on the characterizations
of Theorem 1 for funnels. Both the characterization by forbidden subgraphs as well as
the labeling characterization allowed us to derive reduction rules based only on “local”
substructures as the degree or neighborhood of a vertex. In a sense, this “locality” property
saved us from computing any set of vertex-disjoint local funnels, despite the fact that the
results and reduction rules from Section 3.1 heavily rely on local funnels.
The polynomial kernels for Out-Forest-VDS and Pumpkin-VDS due to [12] also
rely on “localized” forbidden substructures. We consider that generalizing these results to
larger digraph classes of unbounded treewidth, but which are characterized by forbidden
substructures, to be a very interesting direction for future research.
Further, it would also be interesting to decide if Funnel-VDS admits a polynomial
kernel or not (it is in FPT with respect to the solution size [11]), especially since a kernel for
this problem would require considerably different ideas from the ones presented in this paper,
as it is no longer clear how to exploit the vertex labeling in the vertex-deletion setting.
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Abstract
The Metric k-median problem over a metric space (X , d) is defined as follows: given a set L ⊆ X
of facility locations and a set C ⊆ X of clients, open a set F ⊆ L of k facilities such that the total
P
service cost, defined as Φ(F, C) := x∈C minf ∈F d(x, f ), is minimised. The metric k-means problem
is defined similarly using squared distances (i.e., d2 (., .) instead of d(., .)). In many applications
there are additional constraints that any solution needs to satisfy. For example, to balance the load
among the facilities in resource allocation problems, a capacity u is imposed on every facility. That
is, no more than u clients can be assigned to any facility. This problem is known as the capacitated
k-means/k-median problem. Likewise, various other applications have different constraints, which
give rise to different constrained versions of the problem such as r-gather, fault-tolerant, outlier
k-means/k-median problem. Surprisingly, for many of these constrained problems, no constantapproximation algorithm is known. Moreover, the unconstrained problem itself is known [1] to be
W[2]-hard when parameterized by k. We give FPT algorithms with constant approximation guarantee
for a range of constrained k-median/means problems. For some of the constrained problems, ours
is the first constant factor approximation algorithm whereas for others, we improve or match the
approximation guarantee of previous works. We work within the unified framework of Ding and
Xu [24] that allows us to simultaneously obtain algorithms for a range of constrained problems.
In particular, we obtain a (3 + ε)-approximation and (9 + ε)-approximation for the constrained
versions of the k-median and k-means problem respectively in FPT time. In many practical settings
of the k-median/means problem, one is allowed to open a facility at any client location, i.e., C ⊆ L.
For this special case, our algorithm gives a (2 + ε)-approximation and (4 + ε)-approximation for
the constrained versions of k-median and k-means problem respectively in FPT time. Since our
algorithm is based on simple sampling technique, it can also be converted to a constant-pass log-space
streaming algorithm. In particular, here are some of the main highlights of this work:
1. For the uniform capacitated k-median/means problems our results matches previously known
results of Addad et al. [19].
2. For the r-gather k-median/means problem (clustering with lower bound on the size of clusters),
our FPT approximation bounds are better than what was previously known.
3. Our approximation bounds for the fault-tolerant, outlier, and uncertain versions is better than
all previously known results, albeit in FPT time.
4. For certain constrained settings such as chromatic, l-diversity, and semi-supervised k-median/
means, we obtain the first constant factor approximation algorithms to the best of our knowledge.
5. Since our algorithms are based on a simple sampling based approach, we also obtain constant-pass
log-space streaming algorithms for most of the above-mentioned problems.
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Introduction

The metric k-means and k-median problems are similar. We combine the discussion of
these problems by giving a definition of the k-service problem that encapsulates both these
problems.
I Definition 1 (k-service problem). Let (X , d) be a metric space, k > 0 be any integer
and ` ≥ 0 be any real number. Given a set L ⊆ X of feasible facility locations, and a set
C ⊆ X of clients, find a set F ⊆ L of k facilities that minimises the total service cost:
P
Φ(F, C) ≡ j∈C mini∈F d` (i, j).
Note that the k-service problem is also studied with respect to a more general cost function
P
j∈C mini∈F δ(i, j), where δ(i, j) denotes the cost of assigning a client j ∈ C to a facility
i ∈ F . We consider the special case δ(i, j) ≡ d` (i, j). For ` = 1, the problem is known as
the k-median problem and for ` = 2, the problem is known as the k-means problem. The
above definition is motivated by the facility location problem [43] and differs from it in two
ways. First, in the facility location problem, one is allowed to open any number of facilities.
Second, one has to pay for an additional facility establishment cost for every open facility.
Thus the k-service problem is basically the facility location problem for a fixed number of
facilities and 0 facility establishment costs.
The k-service problem can also be viewed as a clustering problem, where the goal is to
group the objects that are similar to each other. Clustering algorithms are commonly used
in data mining, pattern recognition, and information retrieval [33]. However, the notion of a
cluster differs for different applications. For example, some applications consider a cluster
as a dense region of points in the data-space [25, 5], while others consider it as a highly
connected subgraph of a graph [32]. Likewise, various models have been developed in the
past that capture the clustering properties in different ways [47]. The k-means and k-median
problems are examples of the center-based clustering model. In this model, the objects are
mapped to the points in a metric space such that the distance between the points captures
the degree of dissimilarity between them. In other words, the closer the two points are,
the more similar they are to each other. In order to measure the quality of a clustering,
a center (known as the cluster representative) is assigned to each cluster and the cost is
measured based on the distances of the points to their respective cluster centers. Then the
problem objective is to obtain a clustering with the minimum cost. To view the k-median
instance as a clustering instance, consider the client set as a set of data points and the facility
locations as the feasible centers. In a feasible solution, the clients which are assigned to
the same facility are considered a part of the same cluster and the corresponding facility
act as their cluster center. During our discussion, we will use the term center and facility
interchangeably. Similarly, we can view the k-means problem as a clustering problem where
the cost is measured with respect to the squared distances.
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Various variants of the k-median/means problem have been studied in the clustering
literature. For example, the Euclidean k-means problem (where C ⊆ L = Rd ) is NPhard even for a fixed k or a fixed dimension d [22, 4, 41, 45]. This opens the question of
designing a PTAS (polynomial-time approximation schemes) for the problem when either
the number of clusters or the dimension is fixed. Indeed, various PTASs are known under
such conditions [38, 26, 15, 35, 27, 18]. In general, it is known that the problem can not be
approximated within a particular constant factor, unless P = NP [8, 16].
The hardness results in the previous paragraph was for Euclidean setting. These problems
may be harder in general metric spaces which is indeed what has been shown. The metric
k-median problem is hard to approximate within a factor strictly smaller than (1 + 2/e), and
the metric k-means problem is hard to approximate within a factor strictly smaller than
(1 + 8/e) [29, 34]. On the positive side, various constant-factor approximation algorithms
are known for the k-means (and k-median) problems in the metric and Euclidean settings
[36, 14, 7, 30, 40, 11, 3]. Improving these bounds is not the goal of this paper. Instead, we
undertake the task of improving/obtaining approximation bounds of a more general class of
problems called the constrained k-means/k-median problem. Let us see what these problems
are and why they are important.
For many real-world applications, the classical (unconstrained) k-means and k-median
problems do not entirely capture the desired clustering properties. For example, consider the
popular k-anonymity principle [44]. The principle provides anonymity to a public database
while keeping it meaningful at the same time. One way to achieve this is to cluster the data
in such a way to release only partial information related to the clusters obtained. Further,
to protect the data from the re-identification attacks, the clustering should be done in
such a way that each cluster gets at least r data-points. This method is popularly known
as r-gather clustering [2] (see the formal definition in Table 1). Likewise, various other
applications impose a specific set of constraints on the clusters. Such applications have been
studied extensively. A survey on these applications is mentioned in Section 1.1 of [24]. We
collectively mention these problems in Table 1 and their known approximation results in
Table 2. We discuss these problems and their known results in detail in the full version of
the paper.
An important distinction between the constrained problems and their unconstrained
counterparts is the idea of locality. In simple words, the locality property says that the
points which are close to each other should be part of the same cluster. This property holds
for the unconstrained version of the problem. However, this may not necessarily hold for
many of the constrained versions of the problem where minimising clustering cost is not
the only requirement. To understand this, consider a center-set F = {f1 , f2 , . . . , fk } and let
{C1 , ..., Ck } denote the clustering of the dataset such that the cost function gets minimised.
That is, Ci contain all the points for which fi is the closest center in the set F . Note that the
clustering {C1 , ..., Ck } just minimises the distance based cost function and may not satisfy
any additional constraint that the clustering may need to satisfy in a constrained setting.
In a constrained setting we may need an algorithm that, given a center-set {f1 , ..., fk } as
P P
input, outputs a clustering {C̄1 , ..., C̄k } which in addition to minimising i x∈C̄i d` (x, fi )
also satisfies certain clustering constraints. Such an algorithm is called a partition algorithm.
In the unconstrained setting, the partition algorithm simply assigns points to closest center
in F . However, designing such an efficient partition algorithm for the constrained versions
of the problem is a non-trivial task. Ding and Xu [24] gave partition algorithms for all the
problems mentioned in Table 1 (see Section 4 and 5.3 of [24]). Though these algorithms were
specifically designed for the Euclidean space, they can be generalized to any metric space.
We will see that such a partition algorithm is crucial in the design of our FPT algorithms.
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Table 1 Constrained k-service problems with efficient partition algorithm (see Section 4 and 5.3
in [24] and references therein). The (*) marked problems were not discussed in [24]. Note that for
problems 1 and 2, the bounds are cluster-wise and not facility-wise. Please see definition of Ψ(F, ξ)
and Ψ∗ (ξ) below (see eqn. (1) and defn. 2).
#
1.
2.

Problem

Description

r-gather k-service problem*
(r, k)-GService
r-Capacity k-service problem*
(r, k)-CaService

Find clustering ξ = {C1 , ..., Ck } with minimum Ψ∗ (ξ)
such that for all i, |Ci | ≥ ri
Find clustering ξ = {C1 , ..., Ck } with minimum Ψ∗ (ξ)
such that for all i, |Ci | ≤ ri
Given that every client has an associated colour,
find a clustering ξ = {C1 , ..., Ck } with minimum Ψ∗ (ξ)
such that for all i, the fraction of points sharing the
same colour inside Ci is ≤ 1l
Given that every client has an associated colour,
find a clustering ξ = {C1 , ..., Ck } with minimum Ψ∗ (ξ)
such that for all i, Ci should not have any two
points with the same colour.
Given a value lp for every client, find a clustering
ξ = {C1 , ..., Ck } and a set F of k centers, such that
the sum of service cost of the points to lp of nearest
centers out of F = {f1 , f2 , . . . , fk }, is minimised.
Given a vector (w1 , ..., wk ) of non-increasing weights, find
`
P
Pk
a center set {f1 , ..., fk } such that
x∈C j=1 wj · dj (x)
is minimised. Here, d1 (x), ..., dk (x) is a non-decreasing
ordering of d(x, f1 ), ..., d(x, fk ) .
Given a target clustering ξ 0 = {C10 , ..., Ck0 } and constant α,
find a clustering ξ = {C1 , ..., Ck } and a center set F , such
that the cost Ψ(F, ξ) := α · Ψ(F, ξ) + (1 − α) · Dist(ξ 0 , ξ)
is minimised. Dist denotes the set-difference distance.
Given a discrete probability distribution for every client,
i.e., for a point p ∈ C there is a set Dp = {p1 , . . . , ph }
such that p takes the value pi with probability tip
Ph i
and
t ≤ 1. Find a clustering ξ = {C1 , ..., Ck }
i=1 p
so that the expected cost of Ψ∗ (ξ) is minimized.
Find a set Z ⊆ C of size m
and a clustering C 0 = {C10 , ..., Ck0 } of the set C 0 := C \ Z,
such that Ψ∗ (ξ 0 ) is minimized.

3.

l-Diversity k-service problem
(l, k)-DService

4.

Chromatic k-service problem
k-ChService

5.

Fault tolerant k-service problem
(l, k)-FService

6.

OWA k-service problem*
k-OWAService

7.

Semi-supervised k-service problem
k-SService

8.

Uncertain k-service problem
k-UService

9.

Outlier k-service problem*
(k, m)-OService

The partition algorithm gives us a way for going from center-set to clustering. What
about the reverse direction? Given a clustering ξ = {C1 , C2 , . . . , Ck }, can we find a center
set that gives minimum clustering cost? The solution to this problem is simple. Construct
a complete weighted bipartite graph G = (Vl , Vr , E), where a vertex in Vl corresponds to a
facility location in L, and a vertex in Vr corresponds to a cluster Cj ∈ ξ. The weight on an
edge (i, j) ∈ Vl × Vr is equal to the cost of assigning the cluster Cj to the ith facility, i.e.,
P
`
x∈Cj d (x, i). Then we can easily obtain an optimal assignment by finding the minimum
cost perfect matching in the graph G. Let us denote the minimum cost by M CP M (ξ, L)
Thus, it is sufficient to output an optimal clustering for a constrained k-service instance. In
fact, all problems in Table 1 only requires us to output an optimal clustering for the problem.
Ding and Xu [24] suggested the following unified framework for considering any constrained
k-means/k-median problem by modelling an arbitrary set of constraints using feasible
clusterings. Note that they studied the problem in the Euclidean space where C ⊆ L = Rd
whereas we study the problem in general metric space where L and C are discrete and
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separate sets. We will use a few more definitions to define the problem. A k-center-set is a
set of k distinct elements from L and for any k-center-set F = {f1 , ..., fk } and a clustering
ξ = {C1 , ..., Ck }, we will use the cost function:
(
Ψ(F, ξ) ≡

min

permutation π

k X
X

)
`

d (x, fπ(i) ) .

(1)

i=1 x∈Ci

I Definition 2 (Constrained k-service problem). Let (X , d) be a metric space, k > 0 be any
integer and ` ≥ 0 be any real number. Given a set L ⊆ X of feasible facility locations, a set
C ⊆ X of clients, and a set C of feasible clusterings, find a clustering ξ = {C1 , C2 , . . . , Ck }
in C, that minimizes the following objective function: Ψ∗ (ξ) ≡
min
Ψ(F, ξ).
k-center-set F

∗

Note that Ψ (ξ) is M CP M (ξ, L), the minimum cost perfect matching as discussed earlier.
The key component of the above definition is the set of feasible clusterings C. Using
this, we can define any constrained version of the problem. Note that C can have an
exponential size. However, for many problems it can be defined concisely using a simple set
of mathematical constraints. For example, C for the r-gather problem can be defined as
C := {ξ | for every cluster Ci ∈ ξ, |Ci | ≥ ri }, where ξ = {C1 , C2 , . . . , Ck } is a partitioning
of the client set. Note that we consider the hard assignment model for the problem. That
is, one cannot open more than one facility at a location. It differs from the soft assignment
model where one can open multiple facilities at a location. The soft version can be stated
in terms of the hard version – by allowing L to be a multi-set and creating k-copies for
each location in L. It has been observed that the soft-assignment models are easier and
allow better approximation guarantees than the hard-assignment models [21, 39]. For our
discussion, we will call a center-set a soft center-set if it contains facility location multiple
times, otherwise we call it a hard center-set. In fact, a soft center-set is a multi-set. We will
avoid using the term multi-set to keep our discussion simple.
As observed in past works [24, 9], any constrained version of k-median/means can be
solved using a partition algorithm for this version and a solution to a very general “list”
version of the clustering problem which we discuss next. Let us define this problem which we
call the list k-service problem 2 . This will help us solve the constrained k-service problem.
I Definition 3 (List k-service problem). Let α be a fixed constant. Let I = (L, C, k, d, `) be
any instance of the k-service problem and let ξ = {C1 , C2 , . . . , Ck } be an arbitrary clustering
of the client set C. The goal of the problem is: given I, find a list L of k-center-sets (i.e.,
each element of the list is a set of k distinct elements from L) such that, with probability at
least (1/2), L contains a k-center-set F such that Ψ(F, ξ) ≤ α · Ψ∗ (ξ).
Note that the clustering algorithm in the above setup does not get access to the clustering
ξ and yet is supposed to find good centers (constant α approximation) for this clustering.
Given this, it is easy to see that finding a single set of k centers that are good for ξ is not
possible. However, finding a reasonably small list of k-center-sets such that at least one of
the k-center-sets in the list is good may be feasible. This is main realization behind the
formulation of the list version of the problem. The other reason is that since the target
clustering is allowed to be a completely arbitrary partition of the client set C, we can use
the solution of the list k-service problem to solve any constrained k-service problem as

2

This notion of list version of the clustering problem was implicitly present in the work of Ding and
Xu [24]. Bhattacharya et al. [9] formalized this as the list k-means problem.
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long as there is a partition algorithm. The following theorem combines the list k-service
algorithm and the partition algorithm for a constrained version of the problem to produce a
constant-approximation algorithm this problem.
I Theorem 4. Let I = (L, C, k, d, `, C) be any instance of any constrained k-service problem
and let AC be the corresponding partition algorithm. Let B be an algorithm for the list
k-service problem that runs in time TB for instance (L, C, k, d, `). There is an algorithm
that, with probability at least 1/2, outputs a clustering ξ ∈ C, which is an α-approximation
for the constrained k-service instance. The running time of the algorithm is O(TB + |L| · TA ),
where TA is the running time of the partition algorithm.
Proof. The algorithm is as follows. We first run algorithm B to obtain a list L. For every kcenter-set in the list, the algorithm runs the partition algorithm AC on it. Then the algorithm
outputs that k-center-set that has the minimum clustering cost. Let F 0 be this k-center-set
and ξ 0 be the corresponding clustering. We claim that (F 0 , ξ 0 ) is an α-approximation for the
constrained k-service problem with probability at least 1/2.
Let ξ ∗ be an optimal solution for the constrained k-service instance (L, C, k, d, `, C) and
∗
F denote the corresponding k-center-set. By the definition of the list k-service problem,
with probability at least 1/2, there is a k-center-set F in the list L, such that Ψ(F, ξ ∗ ) ≤ α ·
Ψ(F ∗ , ξ ∗ ). Let ξ = AC (F ) ∈ C be the clustering corresponding to F . Thus, Ψ(F, ξ) ≤ Ψ(F, ξ ∗ )
and so with probability at least 1/2, Ψ(F, ξ) ≤ α · Ψ(F ∗ , ξ ∗ ). Since F 0 gives the minimum
cost clustering in the list, we have Ψ(F 0 , ξ 0 ) ≤ Ψ(F, ξ). Therefore, with probability at least
1/2, Ψ(F 0 , ξ 0 ) ≤ α · Ψ(F ∗ , ξ ∗ ).
Since, the algorithm runs a partition procedure for every center set in the list, the running
time of this step is |L| · TA . Picking a minimum cost clustering from the list takes O(|L|)
time. Hence the overall running time is O(TB + |L| · TA ).
J
Now suppose we are given a list L of size g(k) (for some function g) and a partition
algorithm for the problem with FPT running time. Then by Theorem 4, we get an FPT
algorithm for the constrained k-service problem. Since for many of the constrained k-service
problems there exists efficient partition algorithms, it makes sense to design an algorithm for
the list k-service problem that outputs a list of size at most g(k). We design such an algorithm
in this paper. We also need to make sure that the partition algorithms for constrained
problems that we saw in Table 1 exist and our plan of approaching the constrained problem
using the list problem can be executed. Indeed, Ding and Xu [24] gave partition algorithms
for a number of constrained problems. We make addition to their list which allows us to
discuss new problems in this work. These additions and other discussions on approaching
specific constrained problems using the list problem is discussed in the full version of the
paper. What we note here is that the approximation guarantee for the list problem carries
over to all the constrained problem in Table 1. We now look at our main results for the list
k-service problem and its main implications for the constrained problems.

1.1

Our Results

We will show the following result for the list k-service problem.
I Theorem 5 (Main Theorem). Let 0 < ε ≤ 1 and ` ≥ 1. Let (L, C, k, d, `) be any k-service
instance and let ξ = {C1 , C2 , . . . , Ck } be any arbitrary clustering of the client set. There is
2
an algorithm that, with probability at least 1/2, outputs a list L of size (k/ε)O(k ` ) , such that
`
∗
there is a k-center-set S ∈ L in thelist such that Ψ(S,
 ξ) ≤ (3 + ε) · Ψ (ξ). Moreover, the
running time of the algorithm is O n · (k/ε)O(k `
`

2

)

algorithm gives a (2 + ε)-approximation guarantee.

. For the special case when C ⊆ L, the
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Using the above Theorem together with Theorem 4, we obtain the following main results for
the constrained k-means and k-median problems.
I Corollary 6 (k-means). For any constrained version of the metric k-means problem with
a partition algorithm with FPT running time g(k) · nO(1) , there is a (9 + ε)-approximation
algorithm with an FPT running time g(k) · (k/ε)O(k) · nO(1) . For a special case when C ⊆ L,
the algorithm gives a (4 + ε)-approximation guarantee.
I Corollary 7 (k-median). For any constrained version of the metric k-median problem with
a partition algorithm with FPT running time g(k) · nO(1) , there is a (3 + ε)-approximation
algorithm with an FPT running time of g(k) · (k/ε)O(k) · nO(1) . For a special case when
C ⊆ L, the algorithm gives a (2 + ε)-approximation guarantee.
Note that by Theorem 4, as long as the running time of the partition algorithm is
g(k) · nO(1) , the total running time of the algorithm still stays FPT. All the problems in
Table 1 either have an efficient partition algorithm (polynomial in n and k) or a partition
algorithm with an FPT running time. We discuss these partition algorithms in the full version
of the paper. It should be noted that other than the problems mentioned in Table 1, our
algorithm works for any problem that fits the framework of the constrained k-service problem
(i.e., Definition 2) and has a partition algorithm. This makes the approach extremely versatile
since one may be able to solve more problems that may arise in the future.3 The known
results on constrained problems in Table 1 is summarised in Table 2. Note that for all these
problems we obtain FPT time (9 + ε)-approximation and (3 + ε)-approximation for k-means
and k-median respectively. For the special case when C ⊆ L (a facility can be opened at any
client location), we obtain FPT time (4 + ε)-approximation and (2 + ε)-approximation for
k-means and k-median respectively. There are some subtle differences in the problems in
Table 1 and Table 2. This is to be able to compare our results with known results. We will
highlight these differences in the related work section.
Moreover, we can convert our algorithms to streaming algorithms using the technique
of Goyal et al. [28]. We basically require a streaming version of our algorithm for the list
k-service problem and a streaming partition algorithm for the constrained k-service problem.
In Section 1.5, we will design a constant-pass log-space streaming algorithm for the list kservice problem. We already know streaming partition algorithms for the various constrained
k-service problems [28]. This would give a streaming algorithm for all the problems given in
Table 1 except for the l-diversity and chromatic k-service problems. Although single-pass
streaming algorithms are considered much useful, it is interesting to know that there is a
constant-pass streaming algorithm for many constrained versions of the k-service problem.

1.2

Related Work

A unified framework for constrained k-means/k-median problems was introduced by Ding
and Xu [24]. Using this framework, they designed a PTAS (fixed k) for various constrained
clustering problems. However, their study was limited to the Euclidean space where C ⊆
L = Rd . Their results were obtained through an algorithm for the list version of the k-means
problem (even though it was not formally defined in their work). The running time of this
algorithm was O(nd·(log n)k ·2poly(k/ε) ) and the list size was (log n)k ·2poly(k/ε) . Bhattacharya
et al. [9] formally defined and studied the list k-service problem. They obtained a faster

3

We note that new ways of modelling fairness in clustering is giving rise to new clustering problems with
fairness constraints and some of these new problems may fit into this framework.
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Table 2 Known results for the constrained clustering problems. Note that for all the above
problems we obtain FPT time (3 + ε)-approximation and (9 + ε)-approximation for k-median and
k-means respectively. For the special case when C ⊆ L (a facility can be opened at any client
location), we obtain FPT time (2 + ε)-approximation and (4 + ε)-approximation for k-median and
k-means respectively. Note that uniform case for problems 1 and 2 means that the lower/upper
bound on the size of all clusters is the same.

#

Problem

Metric k-median

Metric k-means

1.

r-gather k-service
(uniform case)

7.2-approx [23] (for C = L)
(in FPT time)

86.9-approx [23] (for C = L)
(in FPT time)

2.

r-Capacity k-service
(uniform case)

(3 + ε)-approx [19]
(in FPT time)

(9 + ε)-approx [19]
(in FPT time)

3.

l-Diversity k-service

-

-

4.

Chromatic k-service

-

-

5.

Fault tolerant k-service

93-approx. [31]

-

6.

OWA k-service

93-approx. [12]

-

7.

Semi-supervised k-service

-

-

8.

Uncertain k-service
(assigned version)

(6.35 + ε)-approx. [20]

(74 + ε)-approx. [20]

(for C ⊆ L)

(for C ⊆ L)

9.

Outlier k-service

(7 + ε)-approx. [37]

(53 + ε)-approx. [37]

For the Euclidean k-means and k-median (where C ⊆ L = Rd ), all the constrained problems
have an FPT time (1 + ε) approximation algorithm [24, 9].

algorithm for the list problem with running time to O(nd · (k/ε)O(log(k/ε)) ) and list size to
(k/ε)O(log(k/ε)) for the constrained k-means/k-median problem. Recently, Goyal et al. [28]
obtained useful generalisations of the results of Bhattacharya et al. [9] and used this to design
logspace (assuming k and ε are constants) streaming algorithms for various constrained
versions of the problem. In this paper, we study the constrained k-means/median problems
in general metric spaces while treating L and C as separate sets. More importantly, we
design an algorithm that gives a better approximation guarantee than the previously known
algorithms by taking advantage of FPT running time. Moreover, for many problems, it is
the first algorithm that achieves a constant-approximation in FPT running time. Please see
Table 2 for the known results on the problem. Due to space restrictions, we have a detailed
discussion on these problems in the full version of the paper.
In the introduction, we would specifically like to discuss the result of Addad et al. [19]
for the capacitated k-service problem. Their definition of the capacitated k-service problem
is different from the one mentioned in Table 1 that we are considering. Following is their
definition of the capacitated k-service problem.
I Definition 8 (Addad et al. [19]). Given an instance I = (L, C, k, d, `) of the k-service
problem and a capacity function r : L → Z+ , find a set F ⊆ L of k facilities such that the
P
assignment cost j∈C mini∈F d` (j, i) is minimized, and no more than ri clients are assigned
to a facility i ∈ L.
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Note that in the above definition, there is a capacity associated with every facility location in
L whereas in our definition, capacities are associated with the k clusters. This means that a
facility can service arbitrary number of clients as long as the cluster sizes are bounded. This
is not allowed as per the problem definition of Addad et al. [19]. However, for the uniform
capacities the problem definitions are equivalent and the results become comparable. We
match the approximation guarantees obtained Addad et al. [19] for the uniform case even
though using very different techniques.
As we mentioned earlier, the unconstrained metric k-median problem is hard to approximate within a factor strictly smaller than (1 + 2/e), and the metric k-means problem is hard
to approximate within a factor strictly smaller than (1 + 8/e). Surprisingly this lower bound
persists even if we allow an FPT running time [17, 42]. However, this FPT lower bound is
based on a complexity theoretic conjecture known as Gap-ETH [13]. The problem also has
a matching upper bound algorithm with an FPT running time [17]. So, the unconstrained
k-means and k-median problems in the metric setting is fairly well understood. On the
other hand, our understanding of most constrained versions of the problem is still far from
complete. We believe that our work is an important step in understanding constrained
problems in general metric spaces.

1.3

Our Techniques

In this section, we discuss our sampling based algorithm for list k-service problem. First, let
us define a few notations and identities that we will use often in our discussions. We define
the unconstrained k-service cost of a set S with respect to a center set F as: Φ(F, S) :=
P
`
x∈S minf ∈F d (f, x). For a singleton set {f }, we denote Φ({f }, S) by Φ(f, S). We denote
the optimal (unconstrained) k-service cost of an instance (L, C, k, d, `) by OP T (L, C).
As described earlier, an FPT algorithm for the list k-service problem gives an FPT
algorithm for a constrained version of the k-service problem that has an efficient or FPT-time
partition algorithm. Given that we are allowed FPT running time for the list problem, it may
be tempting to think of the following strategy: Use a bi-criteria approximation algorithm for
the unconstrained version of the k-median problem to obtain poly(k/ε) centers S and then
use the partition algorithm on all k-sized subsets of S to pick the best one. Unfortunately,
this strategy does not give a constant factor approximation. We discuss the details in the
full version of the paper.
In this work, we give a sampling based algorithm that is similar to the algorithm of Goyal
et al. [28] that was specifically designed for the Euclidean setting. However, working in a
metric space instead of Euclidean space poses challenges as some of the main tools used for
analysis in the Euclidean setting cannot be used in metric spaces. We carefully devise and
prove new sampling lemmas that makes the high-level analysis of Goyal et al. [28] go through.
Our algorithm is based on D` -sampling. Given a point set F , D` -sampling a point from the
client set C w.r.t. center set F means sampling using the distribution where the sampling
`
P minf ∈F d (f,x)
probability of a client x ∈ C is Φ(F,{x})
. In case F is empty, then
Φ(F,C) =
min
d` (f,y)
y∈C

f ∈F

`

D -sampling is the same as uniform sampling. Please see Algorithm 1 for the list k-service
problem.
Let us discuss some of the main ideas of the algorithm and its analysis. First, note that
2
O(k`2 )
as per the algorithm description, the list size is 2k · (η+1)k
which is (k/ε)
for the
k
parameters given. This is because in step (9), the algorithm considers all possible k sized
subsets of (multi)set T of size (η + 1)k 2 . We now discuss the approximation guarantee. Note
that in the first step, we obtain a center-set F ⊆ C which is an α-approximation for the
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Algorithm 1 Algorithm for the list k-service problem.
1
2
3

4

5
6
7
8
9
10
11
12
13
14
15
16
17
18

List-k-service (L, C, k, d, `, ε)
Inputs: k-service instance (L, C, k, d, `) and accuracy ε
Output: A list L, each element in L being a k-center set


`
`2 +4`+3
`
`2 +5`+1
`
·
3
`−1
+1 ; γ = ` ·3
;
Constants: β = 4
·
ε `+1
ε`
α β γ k · 3`+2
η=
ε2
(1) Run any α-approximation algorithm with α = poly(k) for the unconstrained
k-service instance (C, C, k, d, `) and let F be the obtained center-set.
(k-means++ [6] is one such algorithm.)
(2) L ← ∅
(3) Repeat 2k times:
(4)
Sample a multi-set M of ηk points from C using D` -sampling w.r.t.
center set F
(5)
M ←M ∪F
(6)
T ←∅
(7)
For every point x in M :
(8)
T ← T ∪ {k points in L that are closest to x}
(9)
For all subsets S of T of size k:
(10)
L ← L ∪ {S}
(11) return(L)

unconstrained k-service instance (C, C, k, d, `). Any α that is polynomial in k suffices for
our analysis. That is, Φ(F, C) ≤ α · OP T (C, C). One such algorithm is the k-means++
algorithm [6] that gives an O(4` · log k)-approximation guarantee and a running time O(nk).
Now, let us see how the center-set F can help us. Let us focus on any cluster Ci of a target
clustering ξ = {C1 , . . . , Ck }. We note that the closest facility to a uniformly sampled client
from any client set Ci provides a constant approximation to the optimal 1-median/means
cost for Ci in expectation. This is formalized in the next lemma. This lemma (or a similar
version) has been used in multiple other works in analysing sampling based algorithms (for
example, see Lemma 3.1 in [6]). This lemma is restated and formally proven in the full
version of the paper.
I Lemma 9. Let S ⊆ C be any subset of clients and let f ∗ be any center in L. If we
uniformly sample a point x in S and open a facility at the closest location in L, then the
following identity holds:
E[Φ(t(x), S)] ≤ 3` · Φ(f ∗ , S), where t(x) is the closest facility location from x.
Unfortunately, we cannot uniformly sample from Ci directly since Ci is not known to us.
Given this, our main objective should be to use F to try to uniformly sample from Ci so that
we could achieve a constant approximation for Ci . Let us do a case analysis based on the
distance of points in Ci from the nearest point in F . Consider the following two possibilities:
The first possibility is that the points in Ci are close to F . If this is the case, we can uniformly
sample a point from F instead of Ci . This would incur some extra cost. However, the cost
is small and can be bounded. To cover this first possibility, the algorithm adds the entire
set F to the set of sampled points M (see line (5) of the algorithm). The second possibility
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is that the points in Ci are far-away from F . In this case, we can D` -sample the points
from C. Since the points in Ci are far away, the sampled set would contain a good portion
of points from Ci and the points will be almost uniformly distributed. We will show that
almost uniform sampling is sufficient to apply Lemma 9 on Ci . However, we would have to
sample a large number of points to boost the success probability. This requirement is taken
care of by line (4) of the algorithm. Note that we may need to use a hybrid approach for
analysis since the real case may be a combination of the first and second possibility. Most of
the ingenuity of this work lies in formulating and proving appropriate sampling lemmas to
make this hybrid analysis work.
To apply Lemma 9, we need to fulfill one more condition. We need the closest facility
location from a sampled point. This requirement is handled by lines (7) and (8) of the
algorithm. However, note that the algorithm picks k-closest facility locations instead of just
one facility location. We will show that this step is crucial to obtain a hard-assignment
solution for the problem. Finally, the algorithm adds all the potential center sets to a list
L (see line (9) and (10) of the algorithm). The algorithm repeats this procedure 2k times
to boost the success probability (see line (3) of the algorithm). We will show the following
result from which our main theorem (Theorem 5) trivially follows.
I Theorem 10. Let 0 < ε ≤ 1 and ` ≥ 1. Let (L, C, k, d, `) be any k-service instance and let
ξ = {C1 , C2 , . . . , Ck } be any arbitrary clustering of the client set. The algorithm
List-k-service(L, C, k, d, `, ε), with probability at least 1/2, outputs a list L of size
2
(k/ε)O(k ` ) , such that there is a k center set S ∈ L in the list such that Ψ(S,
ξ) ≤

(3` + ε) · Ψ∗ (ξ). Moreover, the running time of the algorithm is O n · (k/ε)O(k `

2

)

. For the

`

special case of C ⊆ L, the approximation guarantee is (2 + ε).
The details of the analysis is given in the full version of the paper. Here, we give the
high-level outline of the proof. Let ξ = {C1 , C2 , . . . , Ck } be the (unknown) target clustering
and F ∗ = {f1∗ , f2∗ , . . . , fk∗ } be the corresponding optimal center set. Suppose Ci is assigned
to fi∗ , and ∆(Ci ) denote its corresponding cost, i.e., ∆(Ci ) = Φ(fi∗ , Ci ). Let us classify the
clusters into two categories: W and H.
W := {Ci | Φ(F, Ci ) ≤

ε
· Φ(F, C), for 1 ≤ i ≤ k}
αγ k

H := {Ci | Φ(F, Ci ) >

ε
· Φ(F, C), for 1 ≤ i ≤ k}
αγ k

In other words, W contains the low-cost clusters and H contains the high-cost clusters with
respect to F . Now, let us look at the set M obtained by lines (4) and (5) of the algorithm.
M contains some D` -sampled points from C and the center set F . We show that M has the
following property.
Property-I: For any cluster Ci ∈ {C1 , C2 , . . . , Ck }, with probability at least 1/2,
there is a point si in M such that the following holds:


ε
ε

· ∆(Ci ) + `+1 · OP T (C, C), if Ci ∈ W
 3` +
2
2
k
Φ(t(si ), Ci ) ≤ 

ε

 3` +
· ∆(Ci ),
if Ci ∈ H
2

where t(si ) denotes any facility location that is closer to si than fi∗ , i.e., d(si , t(si )) ≤
d(si , fi∗ ).
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First, let us see how this property gives the desired result. By a well known fact, we have
OP T (C, C) ≤ 2` · OP T (L, C). Moreover, the optimal cost OP T (L, C) of the unconstrained
Pk
k-service instance is always less than the constrained k-service cost
i=1 ∆(Ci ). Therefore,

Property-I implies that Ts := {t(s1 ), t(s2 ), . . . , t(sk )} is a 3` + ε -approximation for ξ, with
probability at least 21k . 4 Now, note that the facility locations that are closest to si satisfy the
definition of t(si ). Moreover, the algorithm adds one such facility location to set T (see line
(8) of the algorithm). Thus there is a center-set Ts in the list that gives (3` +ε)-approximation
for ξ. To boost the success probability to 1/2, the algorithm repeats the procedure 2k times
(see line (3) of the algorithm). Based on these arguments, it looks like we got the desired
result. However, there is one issue that we need to take care of. Remember, we are looking for
a hard assignment for the problem, and the set Ts could be a soft center-set, since the closest
facility locations might be same for si ’s. In other words, t(si ) could be same as t(sj ) for
some i 6= j. At the end of this section we will show that there is indeed a hard center-set in
the list L, that gives the required approximation for the problem. For now let us try to argue
Property-I for M and the target clusters. First consider the case of low-cost clusters as follows.

Case 1: Φ(F, Ci ) ≤

ε
αγ k

· Φ(F, C)

For a point x ∈ X , let c(x) denote the closest location in F . Based on this definition, consider
a multi-set Mi := {c(x) | x ∈ Ci }. Since Ci has a low cost with respect to F , the points in
Ci are close to from points from F . Consider uniformly sampling a point from Mi . In the
next lemma, we show that a uniformly sampled point from Mi is a good enough center for
Ci . We give the proof in the full version of the paper.
I Lemma 11.
bound holds:

Let p be a point sampled uniformly at random from Mi . Then the following


ε
ε
E[Φ(t(p), Ci )] ≤ 3` +
· ∆(Ci ) + `+1 · OP T (C, C).
2
2
k
Since the above lemma estimates the average cost corresponding
to a sampled point, there


ε
ε
`
has to be a point p in Mi such that Φ(t(p), Ci ) ≤ 3 +
· ∆(Ci ) + `+1 · OP T (C, C).
2

2

k

Since Mi is only composed of the points from F and we keep the entire set F in M (see line
(5) of the algorithm), therefore Property-I is satisfied for every cluster Ci ∈ W . Let us now
prove Property I for the high cost clusters.

Case 2: Φ(F, Ci ) >

ε
αγ k

· Φ(F, C)

Since the cost of the cluster is high, some points of Ci are far away from the center set F .
We partition Ci into two sets: Cin and Cif , as follows.

4

Cin := {x | d` (c(x), x) ≤ R` , for x ∈ Ci },

where R` =

1 Φ(F, Ci )
·
β
|Ci |

Cif := {x | d` (c(x), x) > R` , for x ∈ Ci },

where R` =

1 Φ(F, Ci )
·
β
|Ci |

Note that the probabilities can be multiplied since M can be partitioned into k groups and we actually
show that the good point si for Ci is either in F or is in any group with probability at least 1/2.
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In other words, Cin represents the set of points that are near to the center set F and Cif
represents the set of points that are far from the center set F . Recall that our prime objective
is to obtain a uniform sample from Ci , so that we can apply lemma 9. To achieve that we
consider sampling from Cin and Cif separately. The idea is as follow. To sample a point from
Cif we use the D` -sampling technique and show that it gives an almost uniform sample from
Cif . For Cin , we will use F as its proxy, and sample a point from F instead. However, doing
so would incur an extra cost. Since we are using F as a proxy for Cin , we define a multi-set
Min := {c(x) | x ∈ Cin }. Let us define another multi-set Mi := Cif ∪ Min . In the following
lemma we show that there is a point in Mi that is a good center for Ci . The lemma is similar
to lemma 11 of the low-cost clusters. The formal proof is given in the full version of the
paper.
I Lemma 12.
bound holds:

Let p be a point sampled uniformly at random from Mi . Then the following


ε
· ∆(Ci )
E[Φ(t(p), Ci )] ≤ 3` +
4
The above lemma gives a bound on the expectation. To show that M has a good center
for high-cost cluster Ci with high probability, we need to make sure that adequate samples
are obtained in line (4) of the algorithm. The choice of parameters β, γ, and η is based on
this probability analysis and is given in the full version of the paper.
Having argued that Property-I is satisfied for every
cluster in W and H, we can finally

claim that Ts = {t(s1 ), t(s2 ), . . . , t(sk )} is a 3` + ε -approximation for ξ with probability at
least 21k . However, as described earlier, Ts could be a soft center-set since t(si ) can be same
as t(sj ) for some i 6= j. To obtain a hard center-set, we make use of line (8) of the algorithm.
In line (8), the algorithm pulls out the k closest points from L instead of just one. Note that
it is not necessary to open a facility at a closest location in L. Rather, we can open a facility
at any location f in L, that is at least as close to si as fi∗ , i.e., d(si , f ) ≤ d(si , fi∗ ).
Let T (si ) denote a set of k closest facility location for si . We show that there is a hard
center-set Th ⊂ ∪i T (si ), such that Th := {f1 , . . . , fk } and d(si , fi ) ≤ d(si , fi∗ ) for every
1 ≤ i ≤ k. We define Th using the following simple subroutine:

1
2
3
4
5
6
7

FindFacilities
- Th ← ∅
- For i ∈ {1, ..., k}:
- if (fi∗ ∈ T (si )) Th ← Th ∪ {fi∗ }
- else
- Let f ∈ T (si ) be any facility such that f is not in Th
- Th ← Th ∪ {f }

I Lemma 13. Th = {f1 , f2 , . . . , fk } contains exactly k different facilities such that for every
1 ≤ i ≤ k, we have d(si , fi ) ≤ d(si , fi∗ ).
Proof. First, let us show that all facilities in Ts are different. Since, fi∗ is different for
different clusters, the if statement adds facilities in Th that are different. In else part, we only
add a facility to Th that is not present in Th . Thus the else statement also adds facilities in Th
that are different. Now, let us prove the second property, i.e., d(si , fi ) ≤ d(si , fi∗ ) for every
1 ≤ i ≤ k. The property is trivially true for the facilities added in the if statement. Now, for
the facilities added in the second step we know that T (si ) does not contain fi∗ . Since, T (si )
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is a set of k-closest facility locations, we can say that for any facility location f in T (si ),
d(si , f ) ≤ d(si , fi∗ ). Thus any facility added in the else statement has d(si , f ) ≤ d(si , fi∗ ).
This completes the proof.
J
Thus Th ∈ L is a hard center-set, which gives the (3` + ε)-approximation for the problem.
This completes the analysis of the algorithm.
Now, suppose we are given the flexibility to open a facility at a client location. In other
words, suppose it is given that C ⊆ L. For this case, we can directly open the facilities at the
locations {s1 , s2 , . . . , sk } instead of t(si )’s, and we would not need lines (7) and (8) of the
algorithm. Further, we can show that lemma 11 and 12 would give (2` + ε)-approximation
for this special case. However, please note that {s1 , s2 , . . . , sk } is still a soft center-set. To
obtain a hard center-set we do need to consider the k-closest facility locations for a point si .
In that case, lemma 11 and 12 would not provide (2` + ε)-approximation. Therefore, we need
to make some changes in the analysis of lemma 11 and 12 to get back (2` + ε)-approximation.
We discuss these details in the full version of the paper.

1.4

A Matching Lower Bound on approximation

We gave sampling based algorithms and showed an approximation guarantee of (3` + ε) (and
(2` + ε) for the special case C ⊆ L). In this subsection, we show that our analysis of the
approximation factor is tight. More specifically, we will show that our algorithm does not
provide better than (3` − δ 0 ) approximation guarantee for arbitrarily small δ 0 > 0 (and 2` − δ 0
for the case C ⊆ L). To show this, we create a bad instance for the problem in the following
manner. We create the instance using an undirected weighted graph where C ∪ L is the vertex
set of the graph and the shortest weighted path between two vertices defines the distance
metric. The set C is partitioned into the subsets C1 , C2 , . . . , Ck , and L is partitioned into
the subsets L1 , L2 , . . . , Lk . The subgraphs over C1 ∪ L1 , C2 ∪ L2 , . . . , and Ck ∪ Lk are all
identical to each other. Let us describe the subgraph over vertex set Ci ∪ Li in general. In
this subgraph, all the clients are connected to a common facility location fi∗ with an edge of
unit weight. Also, every client is connected to a distinct set of k facility locations with an
edge of weight (1 − δ). We denote this set by T (x) for a client x ∈ Ci . Figure 1 shows the
complete description of this subgraph. Lastly, all pairs of subgraphs Ci ∪ Li and Cj ∪ Lj are
connected with an edge (fi∗ , fj∗ ) of weight ∆  |C|. This completes the construction of the
bad instance.
Let us define a target clustering on the instance. Consider the unconstrained k-service
problem. It is easy to see that ξ = {C1 , C2 , . . . , Ck } is an optimal clustering for this instance.
The optimal cost of a cluster Ci is Φ(fi∗ , Ci ) = |Ci |, and the optimal cost of the entire
P
instance is OP T = i |Ci | = |C|.
Now, we will show that any list L produced by the algorithm List-k-service does not
contain any center-set that can provide better than (3` − δ 0 )-approximation for ξ. To show
this, let us examine every center-set in the list L produced by List-k-service. Note that
the set T obtained in line (8) of the algorithm does not contain any optimal facility location
fi∗ because fi∗ does not belong to T (x). Therefore, no center set in the list contains any of
the optimal facility locations {f1∗ , ..., fk∗ }. Let us evaluate the clustering cost corresponding
to every center set in the list. Let F = {f1 , f2 , . . . , fk } be a center-set in the list. We have
two possibilities for the facilities in F . The first possibility is that, there are at least two
facilities in F , that belongs to the same subgraph Ci ∪ Li . In this case, the cost of the target
clustering is Ψ(F, ξ) > ∆  OP T . So in this case, F gives an unbounded clustering cost.
Let us consider the second possibility that all facilities in F belong to different subgraphs.
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: Client Location
: Facility Location

Figure 1 An undirected weighted subgraph on Ci ∪ Li .

Without loss of generality, we can assume that fi ∈ Li . Since fi can not be the optimal
facility location, we can further assume that fi ∈ T (x) for some x ∈ Ci . The cost of a cluster
in this case is Φ(fi , Ci ) = (3 − δ)` (|Ci | − 1) + (1 − δ)` > (3 − δ)` (|Ci | − 1) . Hence, the overall
cost of the instance is Ψ(F, ξ) > (3 − δ)` · (|C| − k) ≥ (3 − δ)` · |C| − 3` k ≥ (3` − δ 0 ) · |C|, for
δ 0 = 3`−1 · ` δ +

3` k
. Therefore, we can say that list does not contain any center set that can
|C|

provide better than (3` − δ 0 ) approximation guarantee for ξ.
I Theorem 14. For any 0 < δ 0 ≤ 1, there are instances of the k-service problem for
which the algorithm List-k-service(L, C, k, d, `, ε) does not provide better than (3` − δ 0 )
approximation guarantee.
Now, let us examine the same bad instance when we have the flexibility to open a facility at
a client location. In this case, we have a third possibility that F = {f1 , f2 , . . . , fk } such that
fi is some client location in Ci . The cost of a cluster in this case is Φ(fi , Ci ) = 2` · (|Ci | − 1)
and the overall cost the instance is Ψ(F, ξ) = 2` · |C| − 2` · k = (2` − δ 0 ) · |C|, for δ 0 = 2` · k/|C|.
So for the special case C ⊆ L, we obtain the following theorem.
I Theorem 15. For any 0 < δ 0 ≤ 1, there are instances of the k-service problem (with
C ⊆ L), for which the algorithm List-k-service(L, C, k, d, `, ε) does not provide better than
(2` − δ 0 ) approximation guarantee.

1.5

Streaming Algorithms

In this subsection, we discuss how to obtain a constant-pass streaming algorithm using the
ideas of Goyal et al. [28]. Our offline algorithm has two main components, namely: the
list k-service algorithm and partition algorithm. The list k-service procedure is common
to all constrained versions of the problem. However, the partition algorithm differs for
different constrained versions. First, let us convert List-k-service(L, C, k, d, `) algorithm
to a streaming algorithm.
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Algorithm Streaming algorithm.

1. In the first pass, we run a streaming α-approximation algorithm for the instance
(C, C, k, d, `). For this, we can use the streaming algorithm of Braverman et al. [10].
The algorithm gives a constant-approximation with the space complexity of
O(k log n).
2. In the second pass, we perform the D` -sampling step using the reservoir sampling
technique [46].
3. In the third pass, we find the k-closest facility locations for every point in M .
This gives us the following result.
I Theorem 16. There is a 3-pass streaming algorithm for the list k-service problem, with
the running time of O(n · f (k, ε)) and space complexity of f (k, ε) · log n, where f (k, ε) =
2
(k/ε)O(k` ) .
Now, let us discuss the partition algorithms in streaming setting. For the l-diversity and
chromatic k-service problems, it is known that there is no deterministic log-space streaming
algorithm [28]. For the remaining constrained problems, there are streaming partition
algorithms that are discussed in [28] (for the Euclidean setting) and the full version of
the paper. Note that all of the streaming partitioning algorithms do not give an optimal
partitioning but only a partitioning that is close to the optimal. Each algorithm makes
at most 3-pass over the data-set and takes logarithmic space complexity. The partition
algorithm, together with the list k-service algorithm, gives the following main results.
I Theorem 17. For the following constrained k-service problems there is a 6-pass streaming
algorithm that gives a (3` + ε)-approximation guarantee: (1) r-gather k-service problem,
(2) r-capacity k-service problem, (3) Fault-tolerant k-service problem, (4) Semi-supervised
k-service problem, (5) Uncertain k-service problem (assigned case). The algorithm has the
space complexity of O(f (k, ε, `) · log n) and the running time of O(f (k, ε, `) · nO(1) ), where
2
f (k, ε, `) = (k/ε)O(k` ) . Further, the algorithm gives (2` + ε)-approximation guarantee when
C ⊆ L.
I Theorem 18. For the outlier k-service problem there is a 5-pass streaming algorithm
that gives a (3` + ε)-approximation guarantee. The algorithm has space complexity of
O(f (k, m, ε, `) · log n) and running time of f (k, m, ε, `) · nO(1) , where f (k, m, ε, `) = ((k +
2
m)/ε)O(k` ) . Further, the algorithm gives (2` + ε)-approximation guarantee when C ⊆ L.

2

Conclusion and Open Problems

In this paper, we worked within the unified framework of Ding and Xu [24] to obtain
simple sampling based algorithms for a range of constrained k-median/means problems
in general metric spaces. Surprisingly, even working within this high-level framework, we
obtained better (or matched) approximation guarantees of known results that were designed
specifically for the constrained problem. On one hand, this shows the versatility of the
unified approach along with the sampling method. On the other hand, it encourages us
to try to design algorithms with better approximation guarantees for these constrained
problems. Our matching approximation lower bound for the sampling algorithm suggests
that further improvement may not be possible through sampling based ideas. On the lower
bound side, it may be useful to obtain results similar to that for the unconstrained setting
where approximation lower bounds of (1 + 2/e) and (1 + 8/e) are known for k-median and
k-means respectively [17]. Another direction is to find other constrained problems that can
fit into the unified framework and can benefit from the results in this work.
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1

Introduction

Non-deterministic constraint logic (NCL) has been introduced by Hearn and Demaine [7]
as a model of computation in order to show that many puzzles and games are complete in
their natural complexity classes. For instance, they showed that the 1-player games Sokoban
and Rush Hour are PSPACE-complete [7] and there are many follow-up results showing
hardness of a large number of puzzles, games, and reconfiguration problems. An NCL
constraint graph is a graph with edge-weights one and two and a configuration is given by
an orientation of the constraint graph, such that the in-weight at each vertex is at least two.
Two configurations are adjacent if they differ with respect to the orientation of a single edge.
The question whether two given configurations are connected by a path, i.e., a sequence of
adjacent configurations, is known to be PSPACE-complete, even if the constraint graph is
a planar graph of maximum degree three (in fact, a planar and/or graph, to be defined
shortly) [7]. Similar hardness results are known for the question whether it is possible to
reverse a single given edge, or whether there is a transformation between two configurations,
such that each edge is reversed at most once.
One of the main advantages of NCL, apart from its simplicity, is its hardness on constraint
graphs with a severely restricted structure, which entails strong hardness results for other
problems. In particular, NCL is PSPACE-complete on and/or graphs, which are cubic
graphs, where each vertex is either incident to three weight-two edges (“or vertex”) or exactly
one weight-two edge (“and vertex”), see Figure 1. It remains PSPACE-complete if in addition
we assume that the constraint graphs are planar [7] and have bounded bandwidth [15]. We
investigate the possibility of obtaining a further strengthening by restricting the composition
of the constraint graph. In particular we consider constraint graphs with a bounded number
of weight-one or weight-two edges, and and/or graphs with a bounded number of AND
or OR vertices. Our main result is that NCL parameterized by any of the four quantities
admits an FPT algorithm. That is, for the purpose of capturing PSPACE, the definition
of NCL given by Hearn and Demaine is as economical as possible. We furthermore hope
that based on our results, NCL may become of interest for investigating the parameterized
complexity of puzzles, games, and reconfiguration problems.
In the following we adhere to the historical convention that an edge of weight one (resp.,
weight two) of a constraint graph is called red (resp., blue). We refer to the question whether
a given configuration of a constraint graph is reachable from another given configuration as

1

2

2

≥2
1

≥2

(a) and vertex.

2

2

(b) or vertex.

Figure 1 The two types of vertices that occur in and/or constraint graphs. Edges must be
oriented such that the in-weight at each vertex is at least two. By convention, weight-one edges are
red and weight-two edges are blue.
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Table 1 Parameterized Complexity of NCL. For entries marked with † we obtain a linear kernel.
Parameter(s)

C2C

C2E

treewidth and max. degree [15]
transformation length [15]
transformation length and max. degree [15]
# of and vertices (and/or graphs)
# of or vertices (and/or graphs)
# of red edges
# of blue edges

PSPACE-c
W[1]-hard
FPT
FPT† (Cor. 4)
FPT (Thm. 1)
FPT† (Thm. 3)
FPT (Thm. 8)

PSPACE-c
W[1]-hard
FPT
FPT† (Cor. 7)
FPT (Thm. 1)
FPT† (Cor. 7)
FPT (Cor. 18)

configuration-to-configuration (C2C). Furthermore, by configuration-to-edge (C2E) we refer
to the question whether, we can reach from a given configuration another one such that a
given edge is reversed.

Our Contribution
We consider four natural parameterizations of NCL and show that the corresponding
parameterized problems admit FPT algorithms. In particular we consider as parameters
1. the number of and vertices of an and/or graph,
2. the number of or vertices of an and/or graph,
3. the number of red edges of a constraint graph, and
4. the number of blue edges of a constraint graph.
Note that none of these parameterizations trivially leads to an XP algorithm that just
enumerates all orientations for the constant number of red/blue edges according to the
parameter. For an overview of the parameterized complexity results on NCL, including our
results, please refer to Table 1.
NCL is known to be PSPACE-complete on and/or constraint graphs, which are undirected
edge-weighted graphs where each vertex is either and and vertex or an or vertex as
shown in Figure 1. We show that C2C and C2E parameterized by the number of and
vertices or the number of or vertices admits an FPT algorithm. The algorithm first
performs a preprocessing step followed by a reduction to the problem Binary Constraint
Satisfiability Reconfiguration (BCSR for short). Hatanaka et al. have shown that
BCSR can be solved in time O∗ (dO(p) ), where d and p are the maximum size of a domain
and the number of non-Boolean variables, respectively [5].
On general constraint graphs we obtain a linear kernel for C2C parameterized by the
number of red edges. For this purpose we introduce three reduction rules, which, when
applied exhaustively, yield a kernel of linear size. To the best of our knowledge, this is
the first polynomial kernel for a parameterization of NCL. The first rule states that each
component containing at least two blue cycles can be replaced by a gadget of constant size
for each red edge that is attached to the component. The second rule states that vertices
incident to a blue edge only can be deleted, since the orientation of this edge is the same for
every orientation. The third rule is inverse to subdividing a blue edge: any vertex incident
to precisely two blue edges can be deleted and replaced by a single blue edge connecting its
former neighbors. Note that the number of red edges in an and/or graph is precisely the
number of and vertices in an and/or graph. Hence, a linear kernel for NCL parameterized
by the number of red edges implies a linear kernel for NCL parameterized by the number of
and vertices of an and/or graph. Furthermore, we show that slightly modified reduction
rules can be applied in order to obtain a linear kernel for C2E.
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Finally, we consider C2C and C2E parameterized by the number k of blue edges and show
that it admits an FPT algorithm. Our key idea is to partition the set of feasible orientations
of the constraint graph into 2O(k) classes, such that in each class, all blue edges are oriented
in the same way and the red edges have the same indegree sequence. Denote the set of these
classes by F, and define a mapping φ from the set of orientations of the constraint graph to F
(see Section 5.1 for the details). Then, in Section 5.2, we define an adjacency relation between
elements in F, which is consistent with the reachability of configurations of the constraint
graph in some sense. In our algorithm, instead of the original reconfiguration problem, we
first solve the reconfiguration problem in F, which can be done in 2O(k) · poly(|V |) time,
where V is the set of vertices of the constraint graph. If it is impossible to reach the target
configuration in F, then we can conclude that it is also impossible with respect to the original
constraint graph. Otherwise, we can reduce the original problem to the case that the blue
edges agree in the initial and target configuration and the set of red edges in the initial
configurations whose orientation differs from the target configuration consists of arc-disjoint
dicycles (see Section 5.3). Finally, in Section 5.4, we test whether the direction of each dicycle
can be reversed or not.

Related Work
A large number of puzzles, games, and reconfiguration problems have been shown to be
hard using reductions from NCL and its variants. Examples include motion planning
problems, where rectangular pieces have to be moved to certain final positions and sliding
block puzzles such as Rush Hour [3, 7], Sokoban [7], Snowman [6] and other puzzle games
such as Bloxors [16]. In the bounded length version of NCL, the orientation of each edge
may be reversed at most once. This variant has been used to show NP-completeness of the
games Klondike, Mahjong Solitaire and Nonogram [8]. Note that NCL gives a uniform view
on games as computation and often allows for simpler proofs and strengthenings of known
complexity results in this area. Furthermore, deciding proof equivalence in multiplicative
linear logic has been shown to be PSPACE-complete by a reduction from NCL [9].
NCL is also very useful for showing hardness of reconfiguration problems. In a reconfiguration problem we are given two configurations and agree on some simple “move” that
produces a new configuration from a given one. The question is whether we can reach the
second configuration from the first by a sequence of moves. For surveys on reconfiguration
problems, please refer to [12, 14]. For many reconfiguration problems, such as token sliding
on graphs [7], a variant of independent set reconfiguration [11], as well as vertex cover reconfiguration [10], dominating set reconfiguration [4], reconfiguration of paths [2], and deciding
Kempe-equivalence of 3-colorings [1], reductions from NCL establish PSPACE-hardness even
on planar graphs of low maximum degree. Van der Zanden showed that there is some
constant c, such that NCL is PSPACE-complete on planar subcubic graphs of bandwidth at
most c [15]. Note that this property is often maintained in the reductions [1, 2, 4, 7, 10] and
it implies that NCL remains hard on graphs of bounded treewidth.
Tractable special cases of NCL have received much less attention. Concerning parameterized complexity, NCL remains PSPACE-complete when parameterized by treewidth and
maximum degree of the constraint graph. On the other hand, NCL parameterized by the
length of the transformation is W[1]-hard and it becomes FPT when parameterized by the
length of the transformation and the maximum degree [15]. If additionally each edge may be
reversed at most once in a transformation, NCL is FPT when parameterized by treewidth
and the maximum degree, or by the length of the transformation [15].
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Organization
The paper is organized as follows. In the next section we give some preliminaries about NCL
and introduce notation used throughout the paper. Section 3 contains our FPT algorithm for
NCL parameterized by the number of or vertices. The linear kernel for NCL parameterized
by the number of red edges, which also implies the result for and vertices, can be found in
Section 4. Finally, in Section 5 we give an FPT algorithm for NCL parameterized by the
number of blue edges. Section 6 concludes the paper and gives some open problems.

2

Preliminaries

Let G = (V, E) be an undirected graph, which may have multiple edges and (self) loops. We
denote by V (G) (resp., E(G)) the set of vertices (resp., set of edges) G. Each edge in an
undirected graph which joins two vertices x and y is represented as an unordered pair xy (or
equivalently yx). On the other hand, each arc in a digraph which leaves x and enters y is
written as an ordered pair (x, y). Let (V, E, w) be a constraint graph, that is, an undirected
graph (V, E) with edge weights w : E → {1, 2}. We denote by E red and E blue the sets of red
(weight one) and blue (weight two) edges in E, respectively, and have that E = E red ∪ E blue .
We denote by Vand (G) and Vor (G) the sets of and and or vertices in a graph G, respectively;
we sometimes drop G, and simply write Vand and Vor if it is clear from the context. A
constraint graph is called and/or graph if each vertex is an and or or vertex; thus, an
and/or graph is 3-regular.
An orientation A of E is a multi-set of arcs obtained by replacing each edge in E with
a single arc having the same end vertices. We refer to G as the underlying graph of the
digraph (V, A). For an orientation A of E, we always denote by Ared and Ablue the subsets
of A corresponding to E red and E blue , respectively. For any arc subset B ⊆ A and a vertex
v ∈ V , let ρB (v) denote the number of arcs in B that enter v. Then, ρB can be regarded as
a vector in ZV≥0 , where Z≥0 is the set of all nonnegative integers. An orientation A of E is
feasible if ρAred (v) + 2 · ρAblue (v) ≥ 2 for every v ∈ V ; a feasible orientation is synonymously
referred to as configuration.
For two orientations B and B 0 of an edge subset F ⊆ E, we write B ↔ B 0 if B = B 0
or there exists an arc (x, y) ∈ B such that B 0 = (B \ {(x, y)}) ∪ {(y, x)}. For notational
convenience, we simply write B 0 = B − (x, y) + (y, x) in the latter case. For an orientation
B of F , reversing the direction of an edge xy ∈ F is the operation which yields from B an
orientation B 0 of F , such that B 0 = B − (x, y) + (y, x) if (x, y) ∈ B and B − (y, x) + (x, y)
otherwise. For two feasible orientations A and A0 of E, a sequence hA0 , A1 , . . . , A` i of feasible
orientations of E is called a reconfiguration sequence between A and A0 if A0 = A, A` = A0 ,
and Ai−1 ↔ Ai for all i ∈ {1, 2, . . . , `}. We write A ! A0 if there exists a reconfiguration
sequence between A and A0 (or A 6! A0 if not). Given a constraint graph G and two feasible
orientations Aini and Atar of E(G), the problem C2C asks whether Aini ! Atar or not.
Similarly, given a constraint graph (G, w), a feasible orientation Aini of E(G), and an edge
e ∈ E(G), the problem C2E asks whether there is a feasible orientation Atar , such that
Aini ! Atar and the direction of e is different in Aini and Atar . We denote by a triple
(G, Aini , Atar ) an instance of C2C and by a triple (G, Aini , vw) an instance of C2E.

3

NCL for AND/OR graphs

In this section, we consider NCL when restricted to and/or constraint graphs. Recall
that NCL remains PSPACE-complete on and/or graphs [7]. We thus prove that C2C and
C2E on and/or constraint graphs is fixed-parameter tractable when parameterized by the
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number of or vertices. An analogous result for C2C and C2E parameterized by the number
of and vertices follows from our FPT result for NCL parameterized by the number of red
edges in the next section (see Theorem 3). Therefore, the main result here is the following
theorem.
I Theorem 1. C2C and C2E on and/or constraint graphs with n vertices parameterized
by the number k of or vertices admits a 2O(k) · poly(n)-time algorithm.
In the reminder of this section, we give an overview of the proof of Theorem 1. Our
strategy is to give an FPT-reduction from C2C on and/or constraint graphs to the binary
constraint satisfiability reconfiguration problem (BCSR, for short) [5], which will
be defined in Section 3.2. To do so, we first apply some preprocessing to a given instance of
C2C on an and/or graph (in Section 3.1), and then give our FPT-reduction to BCSR (in
Section 3.2). By similar arguments we obtain the result for C2E.

3.1

Preprocessing

The preprocessing subdivides each blue edge that is not a loop into two blue edges. It is not
hard to see that a single subdivision yields an equivalent instance: Let uv be a blue edge
of a constraint graph Ĝ and consider the constraint graph G obtained by subdividing uv
into two blue edges uz and zv, where z is a new vertex we call middle vertex. Let G be the
resulting constraint graph and observe that from any feasible orientation Â of Ĝ we may
obtain a feasible orientation A of G by letting A = Â − (u, v) + (u, z) + (z, v) if (u, v) ∈ Â
and A = Â − (v, u) + (v, z) + (z, u) otherwise.
Furthermore, in any feasible orientation of Ĝ, we can transfer in-weight from, say, u
to v by reversing the arc (v, u) iff the in-weight at u is at least four. Furthermore, due to
the orientation of uv, the corresponding arc contributes to the in-weight of precisely one
of u and v. Conversely, in an orientation of G, we can transfer in-weight from, say, u to v
by reversing the directions of the arcs corresponding to uz and zv iff the in-weight at u is
at least four. Furthermore, in any orientation of G, the arcs corresponding to uz and zv
contribute in-weight to at most one of u and v. Hence, by subdividing a blue edge of Ĝ from
an instance (Ĝ, Âini , Âtar ) of C2C, we obtain an equivalent instance. Let (G, Aini , Atar ) be
the instance of C2C obtained from (Ĝ, Âini , Âtar ) by subdividing each blue edge of Ĝ that is
not a loop. By repetition of the above argument we obtain the following result.
I Lemma 2. (G, Aini , Atar ) is a yes-instance if and only if (Ĝ, Âini , Âtar ) is.

3.2

FPT-reduction to BCSR

In this subsection, we sketch our FPT-reduction to BCSR. We start by formally defining
the problem BCSR. Let H = (X, F ) be an undirected graph. We call each vertex x ∈ X
a variable. Each x ∈ X has a finite set D(x), called a domain of x. A variable x is called
a Boolean variable if |D(x)| ≤ 2, and otherwise called a non-Boolean variable. Each edge
xy ∈ F has a subset C(xy) ⊆ D(x) × D(y), called a (binary) constraint of xy. A mapping
S
Γ : X → x∈X D(x) is a solution of H if Γ(x) ∈ D(x) for every x ∈ X. In addition, a
solution Γ of H is proper if Γ(x)Γ(y) ∈ C(xy) for every xy ∈ F . For two solutions Γ and
Γ0 , we write Γ ↔ Γ0 if |{x ∈ X : Γ(x) 6= Γ0 (x)}| = 1. Given an undirected graph H, a
domain D(x) for each x ∈ X, a constraint C(xy) for each xy ∈ F , and two proper solutions
Γini and Γtar of H, the binary constraint satisfiability reconfiguration problem
(BCSR) asks whether there exists a sequence hΓ0 , Γ1 , . . . , Γ` i of proper solutions of H such
that Γ0 = Γini , Γ` = Γtar , and Γi−1 ↔ Γi for each i ∈ {1, 2, . . . , `}. Let (H, D, C, Γini , Γtar )
an instance of BCSR.
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It is known that BCSR can be solved in time O∗ (dO(p) ), where d := maxx∈X |D(x)|
and p is the number of non-Boolean variables in X [5, Theorem 18]. To prove Theorem 1,
given an instance (Ĝ, Âini , Âtar ) of C2C on an and/or constraint graph with at most k
and/or vertices, we first perform the preprocessing from Section 3.1 to obtain an instance
(G, Aini , Atar ) of C2C. Note that G is not an and/or graph, and V can be partitioned into
Vand (G), Vor (G) and Vmid (G), where Vmid (G) (or simply Vmid ) is the set of middle vertices in
G. By Lemma 2, we have that (G, Aini , Atar ) is a yes-instance if and only if (Ĝ, Âini , Âtar ).
Hence, to conclude the proof of Theorem 1, we provide an FPT-reduction from a preprocessed
instance (G, Aini , Atar ) of C2C with the parameter |Vor (G)| = |Vor (Ĝ)| ≤ k to an instance
(H, D, C, Γini , Γtar ) of BCSR such that both d and p are bounded by some computable
functions depending only on k.
Due to the preprocessing, observe that the constraint graph G has no two parallel blue
edges. In addition, no edge in G joins an and vertex and an or vertex, and hence we can
partition E into two sets Eand and Eor , defined as follows: Eand is the set of edges of G that
are incident to an and vertex; Eor is the set of edges of G that are incident to an or vertex.
The high-level idea of the reduction to BCSR is the following. For each or vertex v, we
create an or variable xv . Observe that the in-weight requirement at v is violated only if each
arc is pointing away from v. We forbid such orientations by giving each or variable xv a
domain of size seven corresponding to the seven legal orientations of the incident edges of v.
The remaining in-weight requirements and consistency requirements are modelled by
adding constraints, which also define the set of edges in H. For each edge e of G, we create
a Boolean edge-variable xe , whose domain represents the two possible orientations of an
edge. The construction of domains above ensures that in-weight requirement is satisfied for
each and vertex. To ensure the same property for all other vertices, we add three types of
constraints for middle vertices and and vertices, to enforce the following constraints:
Type 1: Constraints for middle vertices.
Let v be a middle vertex between two vertices v1 and v2 . Since both v1 v and vv2 are blue
edges, the in-weight requirement at v is satisfied if and only if v1 v or vv2 points to v.
Type 2-1: Constraints for and vertices having loops.
Let v be an and vertex having a loop vv. So vv must be red and the remaining edge
vv3 ∈ Eand is blue where v3 is a middle vertex. Then, the in-weight requirement at v is
satisfied if and only if vv3 is oriented towards v.
Type 2-2: Constraints for and vertices without loops.
Let v be an and vertex, and let vv1 , vv2 , vv3 be three (distinct) edges incident to v such
that vv1 and vv2 are red, and vv3 is blue; it may hold that v1 = v2 . Then, the in-degree
requirement at v is satisfied if and only if i) vv1 or vv3 are oriented towards v and ii) vv2
or vv3 are oriented towards v.
By the construction of constraints above, we know that a solution Γ of H is proper
if and only if the corresponding orientation AΓ of E is feasible. Therefore, we can define
proper solutions Γini and Γtar of H which correspond to feasible orientations Aini and
Atar of E, respectively. In this way, from a preprocessed instance (G, Aini , Atar ) of C2C
with the parameter |Vor (G)| ≤ k, we have constructed in polynomial time a corresponding
equivalent instance (H, D, C, Γini , Γtar ) of BCSR such that d = maxx∈X |D(x)| = 7 and
p ≤ |Vor (G)| ≤ k.
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Figure 2 The gadget used in reduction rule 2.

4

NCL parameterized by the number of red edges

Our main result in this section is a linear kernel for C2C parameterized by the number of
red edges of the constraint graph.
I Theorem 3. There is a polynomial-time algorithm that, given an instance of C2C on a
constraint graph with k red edges, outputs an equivalent instance of C2C of size O(k).
In particular, Theorem 3 implies that C2C parameterized by the number of red edges
admits a O∗ (2O(k) )-time algorithm. By observing that in any and/or constraint graph,
the number of red edges is equal to the number of and vertices, we immediately obtain the
following result.
I Corollary 4. C2C on and/or graphs parameterized by the number k 0 of and vertices
admits a kernel of size O(k 0 ).
It can be shown by similar arguments that there is also a linear kernel for C2E parameterized by the number of red edges of the constraint graph. In the remainder of this
section, we prove Theorem 3. Let I = (G, Aini , Atar ) be an instance of C2C, where G is any
constraint graph with k red edges. We give four reduction rules, and show that applying them
repeatedly preserves the answer. Furthermore, we show that applying them exhaustively
yields an instance of size O(k), where k = |E red |. To conclude the proof, we show that the
reduction can be applied in polynomial time.
We say that a vertex is blue if all its incident edges are blue. Otherwise, if at least one
incident edge is red, we call the vertex red. A subset V 0 ⊆ V is called a blue component if it
is a connected component in the graph (V, E blue ). Note that a blue component may contain
red vertices of G. The first reduction rule removes blue components of G that are directed
cycles. Observe that no arc in such a component can be reversed. The second reduction rule
removes blue components that contain at least two cycles and attaches to each red vertex v
of the component a copy of the gadget shown in Figure 2. The gadget consists of a cycle on
five new vertices {v0 , v1 , v2 , v3 , v4 } with two chords {v1 , v3 } and {v2 , v4 }. Additionally we
add an edge joining v and v0 . All edges of the gadget have weight two. The third reduction
rule removes blue vertices of degree one and the last rule removes the center vertex of a blue
path on three vertices.
While modifying G we also modify Aini and Atar accordingly. That is, if we delete edges
of G, these edges are also deleted in Aini and Atar . If we add a gadget to G, then the arcs
in Aini and Atar have the same orientation on the gadget. Note that the number k of red
vertices is not altered by an application of any of the rules. Here is a more formal description
of the four rules:
I Reduction rule 1. Let C be a component of G that is a blue chordless cycle. If the
orientations Aini and Atar agree on C, then we remove C from the graph and adjust Aini and
Atar accordingly. Otherwise we output a no-instance.
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I Reduction rule 2. Let C be a blue component that contains at least two cycles. Then we
remove from G every blue vertex in C and attach to each red vertex in C a copy of the gadget
in Figure 2. Additionally we modify Aini and Atar accordingly such that both agree on each
copy of the gadget.
I Reduction rule 3. If G has a blue vertex v of degree one, delete v and its incident edge
from G and remove the corresponding arc(s) from Aini and Atar .
I Reduction rule 4. Suppose G has a blue vertex v of degree 2, such that the two neighbors
u and w of v are non-adjacent in G. Then delete v and its incident edges from G and add
the blue edge uw. Remove any arcs incident to v from Aini and Atar . Finally, add (u, w) to
Aini (resp. Atar ) if (u, v) ∈ Aini (resp., Atar ) and (w, u) otherwise.
We show that applying any of the four rules is safe, that is any application results in a
yes-instance if and only if I is a yes-instance.
I Proposition 5. Reduction rules 1–4 are safe for C2C.
By applying a depth-first-search we can check if any of the rules can be applied. Thus we
have the following.
I Proposition 6. Reduction rules 1-4 can be applied exhaustively in time O(|V | · (|V | + |E|)).
Theorem 3 now follows by the previous propositions and a simple counting argument.
Using similar arguments we show that there is also a linear kernel for C2E parameterized by
the number k of red edges. The main difference is that in reduction rule 2 we only add the
gadget to each red vertex that is part of a cycle or connected to two distinct cycles by two
disjoint paths. Furthermore, if the edge e that we wish to reverse is part of of a component
containing two cycles, we add a gadget to the tail of e.
I Corollary 7. C2E parameterized by the number k of red edges admits a kernel of size
O(k). Furthermore, C2E on and/or graphs parameterized by the number k 0 of and vertices
admits a kernel of size O(k 0 ).

5

NCL parameterized by the number of blue edges

The objective of this section is to show that C2C parameterized by the number k of blue
edges is fixed parameter tractable.
I Theorem 8. C2C parameterized by the number k of blue edges can be solved in time
2O(k) · poly(|V |).
In the remainder of this section, we prove Theorem 8. Let I = (G, Aini , Atar ) be an
instance of C2C, where G is any constraint graph and denote by V and E the set of vertices
and edges of G, respectively.
Let A denote the set of all feasible orientations of E. Our key idea is to classify the
feasible orientations into 2O(k) classes, where each class is determined by the orientation
Ablue of E blue and the indegree sequence of Ared . Denote the set of these classes by F, and
define a mapping φ from A to F (see Section 5.1 for details). Then, in Section 5.2, we define
a reconfiguration relation ! between elements in F, which is consistent with ! in some
F

sense. In our algorithm, instead of the original reconfiguration problem in A, we first solve
the reconfiguration problem in F, which can be done in 2O(k) · poly(|V |) time. If it has no
reconfiguration sequence, then we can conclude that there is no reconfiguration sequence
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in the original problem. Otherwise, we can reduce the original problem to the case when
blue
red
red
Ablue
ini = Atar and Aini \ Atar consists of arc-disjoint dicycles (see Section 5.3). Finally, in
Section 5.4, we test whether the direction of each dicycle can be reversed or not.
Before starting the main part of the proof of Theorem 8, we show the following lemma
that plays an important role in our argument. Roughly, it says that we can change the
orientation of E red keeping a certain indegree constraint.
red
red
I Lemma 9. Let Ared
. Then, there exists a sequence
ini and Atar be orientations of E
red
red
red
red
red
A0 , A1 , . . . , Al of orientations of E
such that A0 = Ared
= ρAred
, Ared
ini , ρAred
i−1 ↔
tar
l
red
Ai for i = 1, . . . , l, and ρAred
(v)
≥
min{ρ
red
(v),
ρ
red
(v)}
for
any
v
∈
V
and
any
i ∈
Aini
Atar
i
{0, 1, . . . , l}.
red
Proof. We prove the lemma by induction on |Ared
= ρAred
, then the claim
ini \ Atar |. If ρAred
ini
tar
red
is obvious, because the sequence consisting of only one orientation A0 = Ared
ini satisfies the
conditions. Thus, it suffices to consider the case when ρAred
=
6
ρ
red . In this case, there exists
A
ini P
tar
P
a vertex u ∈ V such that ρAred
(u) > ρAred
(u), because v∈V ρAred
(v) = v∈V ρAred
(v).
ini
tar
ini
tar
red
red
red
Then, there exists an arc a ∈ Aini \ Atar that enters u. Let A1 be the orientation of E red
red
red
red
red
obtained from Ared
ini by reversing the direction of a. Since |A1 \ Atar | < |Aini \ Atar |, by
red
red
red
induction hypothesis, there exists a sequence A1 , . . . , Al of orientations of E
such that
red
red
ρAred = ρAred
,
A
↔
A
for
i
=
2,
.
.
.
,
l,
and
ρ
red
(v)
≥
min{ρ
red
(v),
ρ
red
(v)}
for any
Ai
A1
Atar
i−1
i
tar
l
red
red
red
red
v ∈ V and any i ∈ {1, . . . , l}. By letting A0 = Aini , the sequence A0 , A1 , . . . , Ared
l
red
satisfies the conditions, because Ared
(v) ≥ ρAred
(v) for each v ∈ V \ {u}, and
0 ↔ A1 , ρAred
1
ini
min{ρAred
(u), ρAred
(u)} = ρAred
(u) = min{ρAred
(u), ρAred
(u)}.
J
1
tar
tar
ini
tar

The proof of Lemma 9 is constructive, and hence we can find such a sequence efficiently.

5.1

Classification of A

In this subsection, we classify the feasible orientations into 2O(k) classes. Let X ⊆ V be
the set of all vertices to which edges in E blue are incident. Define F as the set of all pairs
(Ablue , d) where Ablue is an orientation of E blue and d is a vector in {0, 1, 2}X satisfying the
following conditions:
(1) 2ρAblue (v) + d(v) ≥ 2 for any v ∈ X.
(2) There exists an orientation Ared of E red such that for any v ∈ V ,



= 0 if v ∈ X and d(v) = 0,
ρAred (v) = 1 if v ∈ X and d(v) = 1, and


≥ 2 otherwise.
blue

We note that |F| ≤ 2|E | · 3|X| = 2O(k) , because |X| ≤ 2|E blue |. For a vector d ∈ {0, 1, 2}X ,
we say that an orientation Ared of E red realizes d if Ared satisfies the condition (2) above.
We can easily see that if (Ablue , d) ∈ F holds and Ared realizes d, then A := Ablue ∪ Ared is a
feasible orientation of E. Conversely, if A = Ablue ∪ Ared is a feasible orientation of E (i.e.,
A ∈ A), then the vector d ∈ {0, 1, 2}X defined by d(v) = min{ρAred (v), 2} for each v ∈ X
satisfies that (Ablue , d) ∈ F. This defines a mapping φ from A to F.
We can also see that the membership problem of F can be decided in polynomial time.
I Lemma 10. For an orientation Ablue of E blue and a vector d ∈ {0, 1, 2}X , we can test
whether (Ablue , d) ∈ F or not in polynomial time.
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Proof. We can easily check the condition (1). To check the condition (2), we construct a
digraph Ĝ = (V̂ , Â) and consider a network flow problem in it. Introduce a new vertex we
for each e ∈ E red and two new vertices s and t, and define V̂ := V ∪ {we | e ∈ E red } ∪ {s, t}.
Define the arc set Â := Â1 ∪ Â2 ∪ Â3 by
Â1 := {(s, we ) | e ∈ E red },
Â2 := {(we , v) | e ∈ E red , v ∈ V, e is incident to v in G},
Â3 := {(v, t) | v ∈ V }.
For each a ∈ Â, define the lower bound l(a) and the upper bound u(a) of the amount of flow
through a as follows.
For each (s, we ) ∈ Â1 , define l(s, we ) := u(s, we ) := 1.
For each (we , v) ∈ Â2 , define l(we , v) := 0 and u(we , v) := 1.
For each (v, t) ∈ Â3 , define l(v, t) := u(v, t) := d(v) if v ∈ X and d(v) ∈ {0, 1}, and define
l(v, t) := 2 and u(v, t) := +∞ otherwise.
Then, the condition (2) holds if and only if Ĝ has an integral s-t flow satisfying the above
constraint. This can be tested in polynomial time by a standard maximum flow algorithm
(see e.g. [13, Corollary 11.3a]).
J

5.2

Reconfiguration in F

In this subsection, we consider a reconfiguration between elements in F. For (Ablue
, d1 ),
1
blue
blue
(Ablue
,
d
)
∈
F,
we
denote
(A
,
d
)
←
→
(A
,
d
)
if
2
1
2
2
1
2
F

d1 = d2 and Ablue
↔ Ablue
, or
1
2
blue
blue
A1 = A2 .
If there exists a sequence (Ablue
, d0 ), (Ablue
, d1 ), . . . , (Ablue
, dl ) ∈ F such that (Ablue
→
0
1
i−1 , di−1 ) ←
l
F

(Ablue
, di ) for i = 1, . . . , l, then we denote (Ablue
, d0 ) ! (Ablue
, dl ). Then, we can easily see
0
i
l
F

the following.
I Lemma 11. Let Aini , Atar ∈ A. If Aini ! Atar , then φ(Aini ) ! φ(Atar ).
F

→ φ(Atar ) by definition. By using this relationship
Proof. If Aini ↔ Atar , then φ(Aini ) ←
F

J

repeatedly, we obtain the claim.
Although the opposite implication is not true, we show the following statement.

I Lemma 12. Let Aini , Atar ∈ A. If φ(Aini ) ! φ(Atar ), then there exists A◦tar ∈ A such
that φ(A◦tar ) = φ(Atar ) and Aini ! A◦tar .

F

Proof. It suffices to consider the case when φ(Aini ) ←
→ φ(Atar ). Denote φ(Aini ) = (Ablue
ini , dini )
F

blue
blue
and φ(Atar ) = (Ablue
tar , dtar ). By definition, we have either dini = dtar and Aini ↔ Atar , or
blue
blue
Aini = Atar .
blue
red
blue
red
If dini = dtar and Ablue
↔ Ablue
tar , then Aini ↔ Atar ∪ Aini and φ(Atar ∪ Aini ) =
ini
blue
blue
◦
blue
red
(Atar , dini ) = (Atar , dtar ) = φ(Atar ), which means that Atar := Atar ∪ Aini satisfies the
conditions.
blue
red
red
Otherwise, let Ablue := Ablue
ini = Atar . By Lemma 9, we obtain a sequence A0 , A1 , . . . ,
red
red
Ared
of orientations of E red such that Ared
= ρAred
, Ared
for i = 1, . . . , l,
0 = Aini , ρAred
i−1 ↔ Ai
l
tar
l
and ρAred
(v) ≥ min{ρAred
(v), ρAred
(v)} for any v ∈ V and any i ∈ {0, 1, . . . , l}. Then, for
ini
tar
i
any i ∈ {0, 1, . . . , l}, we have

2ρAblue (v) + ρAred
(v) ≥ min{2ρAblue (v) + ρAred
(v), 2ρAblue (v) + ρAred
(v)} ≥ 2
ini
tar
i
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blue
for any v ∈ V , and hence Ablue ∪ Ared
is feasible. Since Ablue ∪ Ared
∪ Ared
for
i
i−1 ↔ A
i
i = 1, . . . , l, we have
blue
(Aini =)Ablue ∪ Ared
∪ Ared
ini ! A
l .
◦
Furthermore, since ρAred = ρAred
, we have φ(Ablue ∪ Ared
l ) = φ(Atar ). Therefore, Atar :=
tar
l
Ablue ∪ Ared
satisfies the conditions in the lemma.
J
l

Note that we can construct A◦tar and a reconfiguration sequence in Lemma 12 efficiently.

5.3

Algorithm

Let I = (G, Aini , Atar ) be an instance of C2C. We first compute φ(Aini ) and φ(Atar ), and
test whether φ(Aini ) ! φ(Atar ) or not. If φ(Aini ) 6! φ(Atar ), then we can immediately
F

F

conclude that Aini 6! Atar by Lemma 11.
Thus, in what follows, suppose that φ(Aini ) ! φ(Atar ). In this case, by applying
F

Lemma 12, we can construct A◦tar ∈ A with φ(A◦tar ) = φ(Atar ) such that Aini ! A◦tar . This
shows that Aini ! Atar is equivalent to A◦tar ! Atar , which means that we can regard A◦tar
as a new initial configuration instead of Aini . Thus, the problem is reduced to the case when
blue
φ(Aini ) = φ(Atar ). In particular, we have Ablue
ini = Atar .
blue
blue
blue
Suppose that Aini = Atar =: A
and ρAred
6= ρAred
. Then, by applying Lemma 9,
ini
tar
red
red
we obtain an orientation Al of E
such that ρAred = ρAred
and Aini ! Ablue ∪ Ared
l .
tar
l
This shows that Aini ! Atar is equivalent to Ablue ∪ Ared
!
A
,
which
means
that
we
tar
l
blue
red
can regard A
∪ Al as a new initial configuration instead of Aini . Thus, the problem
red
is reduced to the case when ρAred
= ρAred
. If Ared
ini = Atar , we conclude that Aini ! Atar .
ini
tar
red
Otherwise, since ρAred
= ρAred
, the set Ared
ini \ Atar can be decomposed into arc-disjoint cycles.
ini
tar
Note that all of the above procedures can be executed in 2O(k) · poly(|V |) time, since
|F| = 2O(k) . In what follows, we give an algorithm for testing whether the direction of each
cycle can be reversed or not. For this purpose, we show the following lemma.
I Lemma 13. Let Aini ∈ A and let C be a dicycle with all the arcs in Ared
ini . Then, the
followings are equivalent.
(i) Aini ! (Aini \ C) ∪ C, where C is the reverse dicycle of C.
(ii) For any arc a in C, there exists an orientation A ∈ A such that Aini ! A and a 6∈ A.
(iii) For any u ∈ V (C), there exists an orientation A ∈ A such that Aini ! A and
2ρAblue (u) + ρAred (u) ≥ 3.
Proof. We prove (i)⇒(ii), (ii)⇒(iii), and (iii)⇒(i), respectively.
(i)⇒(ii) If (i) holds, then A := (Aini \ C) ∪ C satisfies the conditions in (ii), since it contains
no arc in C.
(ii)⇒(iii) We prove the contraposition. Assume that (iii) does not hold, that is, there exists
a vertex u ∈ V (C) such that 2ρAblue (u) + ρAred (u) = 2 for any A ∈ A with Aini ! A.
Let a be the arc in C that enters u. Since we cannot reverse the direction of a without
violating the feasibility, a is contained in any orientation A ∈ A with Aini ! A.
(iii)⇒(i) Suppose that (iii) holds. We take a sequence A0 , A1 , . . . , Al of feasible orientations
of E such that A0 = Aini , Ai is obtained from Ai−1 by reversing an arc ai ∈ Ai−1 for
i ∈ {1, 2, . . . , l}, and there exists u ∈ V (C) such that 2ρAblue (u) + ρAred (u) ≥ 3. By taking
l
l
a minimal sequence with these conditions, we may assume that ai is not contained in C
for i ∈ {1, 2, . . . , l}. Since 2ρAblue (u) + ρAred (u) ≥ 3, starting from Al , we can change the
l

l
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Algorithm 1 Algorithm for the Reconfiguration Problem.

1
2
3
4
5
6
7
8
9
10
11
12

Input : a graph G = (V, E) and orientations Aini , Atar ∈ A.
Output : “yes” if Aini ! Atar , and “no” otherwise.
Compute F, φ(Aini ), and φ(Atar ) ;
if φ(Aini ) 6! φ(Atar ) then return “no” ;
F

if φ(Aini ) 6= φ(Atar ) or ρAred
6= ρAred
then
ini
tar
Compute A ∈ A such that φ(A) = φ(Atar ), ρAred = ρAred
, and Aini ! A ;
tar
Aini ← A ;
// See Section 5.2
red
red
while Aini \ Atar contains a dicycle C do
Take u ∈ V (C) and solve Problem A;
if Problem A has no feasible solution then
Return “no” ;
else
Aini ← (Aini \ C) ∪ C ;
// See Section 5.3
return “yes” ;

direction of each arc in C one by one without violating the feasibility, which shows that
Al ! (Al \ C) ∪ C. On the other hand, since (Ai \ C) ∪ C is obtained from (Ai−1 \ C) ∪ C
by reversing ai for i ∈ {1, 2, . . . , l}, we obtain (Aini \ C) ∪ C ! (Al \ C) ∪ C. Thus, it
holds that Aini ! Al ! (Al \ C) ∪ C ! (Aini \ C) ∪ C.
J
red
Let C be a dicycle in Ared
ini \ Atar . Fix a vertex u ∈ V (C) and consider the following
problem, for which an algorithm is presented later in Section 5.4.

Problem A
Input: A constraint graph G, an orientation Aini ∈ A, and a vertex u ∈ V (G).
Task: Find an orientation A ∈ A s.t. 2ρAblue (u) + ρAred (u) ≥ 3 and Aini ! A (if exists).
If Problem A has no solution, then condition (iii) in Lemma 13 does not hold. This
shows that the condition (ii) in Lemma 13 does not hold, that is, there exists an arc a in C
that is contained in any orientation A ∈ A with Aini ! A. In this case, since a ∈ Aini \ Atar ,
we conclude that Aini 6! Atar .
Otherwise, Problem A has a solution, and hence the condition (iii) in Lemma 13 holds.
Since it is equivalent to the condition (i) in Lemma 13, we have that Aini ! (Aini \ C) ∪ C.
Therefore, Aini ! Atar is equivalent to (Aini \ C) ∪ C ! Atar , which means that we can
regard (Aini \ C) ∪ C as a new initial configuration instead of Aini . Then, the problem is
reduced to the case with smaller |Aini \ Atar |. By applying this procedure at most O(|E|)
times repeatedly, we can solve the original reconfiguration problem. The entire algorithm is
shown in Algorithm 1.

5.4

Algorithm for Problem A

The remaining task is to give a polynomial time algorithm for Problem A. For this purpose,
we use a similar argument to Section 5.2. Suppose we are given a graph G = (V, E) and
a vertex u ∈ V . Recall that X ⊆ V is the set of all vertices to which edges in E blue are
incident. Define Fu as the set of all pairs (Ablue , d), where Ablue is an orientation of E blue
and d is a vector in {0, 1, 2, 3}X∪{u} satisfying the following conditions:

IPEC 2020

15:14

Fixed-Parameter Algorithms for Graph Constraint Logic

(1) 2ρAblue (v) + d(v) ≥ 2 for any v ∈ X ∪ {u}.
(2) There exists an orientation Ared of E red such that for any v ∈ V ,



= d(v) if v ∈ X ∪ {u} and d(v) ∈ {0, 1, 2},
ρAred (v) ≥ 3
if v ∈ X ∪ {u} and d(v) = 3, and


≥ 2
if v ∈ V \ (X ∪ {u}).
We note that |Fu | ≤ 2|E

blue

|

· 4|X∪{u}| = 2O(k) . We define ←−→, !, and φu in the same way
Fu

Fu

as ←
→, !, and φ. We obtain the following lemmas in the same way as Lemmas 10, 11,
F

F

and 12.
I Lemma 14. For an orientation Ablue of E blue and a vector d ∈ {0, 1, 2, 3}X , we can test
whether (Ablue , d) ∈ Fu or not in polynomial time.
I Lemma 15. Let Aini , Atar ∈ A. If Aini ! Atar , then φu (Aini ) ! φu (Atar ).
Fu

I Lemma 16. Let Aini , Atar ∈ A. If φu (Aini ) ! φu (Atar ), then there exists A◦tar ∈ A with
φu (A◦tar ) = φu (Atar ) such that Aini ! A◦tar .

Fu

I Proposition 17. Problem A has a solution if and only if there exists a pair (Ablue , d) ∈ Fu
such that 2ρAblue (u) + d(u) ≥ 3 and φu (Aini ) ! (Ablue , d).
Fu

Proof. If A is a solution of Problem A, then φu (A) = (Ablue , d) satisfies the conditions
by Lemma 15. Conversely, assume that there exists a pair (Ablue , d) ∈ Fu such that
2ρAblue (u) + d(u) ≥ 3 and φu (Aini ) ! (Ablue , d). By Lemma 16, there exists an orientation
Fu

A ∈ A with φu (A) = (Ablue , d) such that Aini ! A. Since 2ρAblue (u) + ρAred (u) ≥
2ρAblue (u) + d(u) ≥ 3, A is a solution of Problem A.
J
By this proposition, in order to solve Problem A, it suffices to test whether there
exists a pair (Ablue , d) such that 2ρAblue (u) + d(u) ≥ 3 and φu (Aini ) ! (Ablue , d). Since
Fu

|Fu | = 2O(k) , it can be checked in 2O(k) · poly(|V |) time. Note that the elements of Fu can
be computed in 2O(k) · poly(|V |) time by Lemma 14. Thus, Algorithm 1 solves the problem
C2C in 2O(k) · poly(|V |) time.
Using similar arguments as in Theorem 8 we can also solve the C2E version.
I Corollary 18. C2E parameterized by the number k of blue edges can be solved in time
2O(k) · poly(|V |).

6

Conclusion

We investigated the parameterized complexity of NCL for four natural parameters related
to the constraint graph: The number of and/or vertices of an and/or graph and the
number of red/blue edges of a general constraint graph. We give FPT algorithms for the
C2C and C2E version of NCL for each parameter and in particular a linear kernel for NCL
parameterized by he number of red edges. An interesting question for future work is whether
there is a polynomial kernel for NCL parameterized by the number of or vertices or the
number of blue edges.
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Abstract
In the Steiner Tree problem, we are given an edge-weighted undirected graph G = (V, E) and a
set of terminals R ⊆ V . The task is to find a connected subgraph of G containing R and minimizing
the sum of weights of its edges. Steiner Tree is well known to be NP-complete and is undoubtedly
one of the most studied problems in (applied) computer science.
We observe that many approximation algorithms for Steiner Tree follow a similar scheme
(meta-algorithm) and perform (exhaustively) a similar routine which we call star contraction. Here,
by a star contraction, we mean finding a star-like subgraph in (the metric closure of) the input graph
minimizing the ratio of its weight to the number of contained terminals minus one; and contract. It is
not hard to see that the well-known MST-approximation seeks the best star to contract among those
containing two terminals only. Zelikovsky’s approximation algorithm follows a similar workflow,
finding the best star among those containing three terminals.
We perform an empirical study of star contractions with the relaxed condition on the number
of terminals in each star contraction motivated by a recent result of Dvořák et al. [Parameterized
Approximation Schemes for Steiner Trees with Small Number of Steiner Vertices, STACS 2018].
Furthermore, we propose two improvements of Zelikovsky’s 11/6-approximation algorithm and we
empirically confirm that the quality of the solution returned by any of these is better than the one
returned by the former algorithm. However, such an improvement is exchanged for a slower running
time (up to a multiplicative factor of the number of terminals).
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1

Introduction

In the Steiner Tree problem an edge weighted graph G = (V, E) is given together with
the set of terminal vertices R ⊆ V ; the non-terminal vertices are called Steiner vertices.
The task is to find a connected subgraph of G containing all terminals and minimizing the
sum of weights of its edges. Steiner Tree was among the first problems shown to be
NP-complete [22] and is one of the most studied problems in computer science since then.

Input:
Solution:

Steiner Tree
A graph G = (V, E), a set of terminals R ⊆ V , and a weight function w : E → N.
A Steiner tree F ⊆ G containing a path between any two terminals s, t ∈ R.

Steiner Tree is important not only as an interesting graph-theoretic problem, but it
has many real-world applications e.g. in network design or VLSI design [21]. Thus, it
is extensively studied by both theoreticians and practitioners. Many theoretical results
are studying (approximation) algorithms for Steiner Tree; for an overview, see e.g. a
survey [21]. We now discuss a few theoretical results important for our work.
Star Contraction and Approximation Algorithms. For an edge-weighted graph G = (V, E)
the metric closure of G, denoted mc(G), is the complete graph with the vertex set V with
weight of an edge {u, v} equal to the length of a shortest path between u and v in G. The
most basic approximation algorithm for Steiner Tree is based on finding a minimum
spanning tree (MST) in the metric closure of the input graph [25]. Improvements and variants
of MST heuristics solving the Steiner tree problem were subsequently examined [9]. An
MST heuristic was later improved by Zelikovsky [33] who used the finding of augmenting
stars containing three terminals to improve the algorithm of Kou et al. [25] and was the first
to beat the barrier of 2 for the approximation ratio. Here an augmenting star consists of a
Steiner vertex and exactly three terminals such that if we contract the just defined star into a
terminal and compute the weight of an MST, the weight of the thus obtained MST together
with the weight of a contracted star is strictly smaller than the weight of the former MST.
This approach was later improved by Borchers and Du [6]. Furthermore, the current best
theoretical approximation algorithm of Byrka et al. [7] with approximation ratio ln(4) + ε is
in fact based on star contractions as well.
We observe that the above-mentioned algorithms not only use star contractions as the
main tool but, on top of this, most of these algorithms follow a very similar meta-algorithm
– see Algorithm 1 and Example 1 below. There, we argue that the simplest algorithm we
consider, the MST-approximation, can be described in the framework given in Algorithm 1.
We justify the same for (our modification of) Zelikovsky’s algorithm in Section 2, Example 2.
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Algorithm 1 A unifying high-level framework of selected approximation algorithms for Steiner
Tree. The find_best_star() function finds a star C with at most k terminals which among all
such stars achieves the lowest value under the evaluation function eval(). The contract() function
(usually) contracts the star C and assigns a partial (contracted) solution to S 0 (note that C and S 0
could possibly be different e.g. C can be in the metric closure of G0 ).

1
2
3
4
5
6
7
8

Input: G = (V, E), set of terminals R, parameters k, τ ∈ N, and functions
contract(), eval(), finish()
Output: A Steiner tree
G0 ← G, R0 ← R, S ← ∅
while |R0 | > τ do
C ← find_best_star(G0 , R0 , k, eval)
if eval(C) < ∞ then
G0 , R0 , S 0 ← contract(G0 , R0 , C)
S ← S ∪ {S 0 }
else break
return finish(G, S, R)

I Example 1 (MST). Observe that in order to find a spanning tree of minimal weight it
suffices to find the best star with two terminals, that is, the cheapest edge (between terminals)
in the metric closure of the given graph. Furthermore, if we then contract such a path, we
reduce the size of the terminal set by one. Thus, one can set the parameter k = 2 and τ = 1
(as we perform star contractions exhaustively). The eval() function gives the length of
the shortest path (i.e., the total weight of the proposed 2-star), the contract() function
contracts, and the finish() function contracts the given collection of 2-stars.

Unbounded Size of the Best Star. A recent result of Dvořák et al. [15], which proposes a
novel algorithm in the framework of parameterized approximations, also falls in the framework
suggested in Algorithm 1. Surprisingly, their algorithm uses an unbounded value of the
parameter k, the number of terminals in the best star. Their algorithm, given a parameter
p and the desired approximation ratio ε > 0, runs in time f (p, ε) poly(|G|) and outputs a
solution of cost at most (1 + ε) · OPT(p), where OPT(p) is the value of an optimal solution
that uses at most p Steiner vertices. Let us now discuss in more detail why the algorithm of
Dvořák et al. follows the proposed framework; we discuss further technical details later (see
2
Section 2). First we set the parameters k = ∞ and τ = c · pε4 for a suitable constant c.
eval() Let C be a connected subgraph of G0 , let w(C) be the total weight of edges in C,
and let RC ⊆ R0 be the set of terminals contained in C. The function eval(C) returns
the value |Rw(C)
.
C |−1
find_best_star() Since the parameter k = ∞, the function returns a connected subgraph
C minimizing the value |Rw(C)
among all connected subgraphs with at least two terminals.
C |−1
finish() We first contract all subgraphs C obtained so far (i.e., we construct the graph G0 ).
Then the algorithm of Fuchs et al. [16] is invoked on G0 .
It is worth noting that the algorithm of Fuchs et al. computes an optimal solution in time
f (τ ) · poly(|G0 |). Note that a similar running time has been achieved already by Dreyfus
and Wagner [12]. We conclude that the best-star contraction is a popular and successful
technique in the design of approximation algorithms for Steiner Tree. We refer to the
work of Chimani and Woste 2011 [8] for an experimental comparison of contraction-based
techniques known at that time. Recently, Beyer and Chimani 2019 [4] conducted another
experimental study, where they compare approximation algorithms with approximation ratio
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better than 2. The underlying technique within the compared algorithms (greedy as well
as linear programming based approaches) is the contraction of k-restricted full components,
components of at most k terminals where the set of leaves and terminals coincide, for some
k ≥ 3. For most of the considered algorithms, their strongest theoretical approximation
bounds are only achieved for k → ∞, but also, the running time is exponentially dependent
on k, which makes it infeasible in practice.
Interestingly, in [8] conclude that the simplest and oldest algorithm with the weakest
theoretical guarantee among the algorithms they considered has the best performance in
practice. This was the already mentioned 11/6-approximation algorithm by Zelikovky [33]
that we are considering in our study. They speculated in the conclusions that the reason
might be that the larger values of k might not be feasible to compute in practice (A large k is
also identified as the main practical obstacle in [4]). Instead, Chimani and Woste suggested
that some clever algorithmic choices might help to overcome this issue in the future. In this
light, we believe that our approach of best stars contractions might give such guidance. We
are posing the following natural questions:
1. Do the star contractions behave well in practice? Specifically, is it possible to improve the
total weight of a solution returned by well-studied heuristics (e.g. MST approximation)
significantly when we first perform a few rounds of best star contractions?
2. Is it common to find large (nearly) best stars? That is, is there a significant fraction of
all contracted stars containing more than e.g. 5 terminals?
3. Is there any point of Pareto optimality? For example, is it possible to reduce the number
of terminals by 20% using only 10% of the total work? Ideally, while also improving the
cost of the solution by 80%? Here 100% improvement is represented by performing best
star contractions until only a single terminal is left?
Our Experiment. In what follows, we refer to Algorithm 1. We run the algorithm in
steps – invocations of the while-loop – and each time we call the contract() function.
We find a solution using all of the aforementioned methods. We collect the data and,
e.g., for MST on public instances from PACE Challenge 2018 we aggregate statistics (see
Figure 2). Furthermore, we measure the sizes of contracted stars and the performance of
find_best_star(), since this is the most time-consuming step in the algorithm. It is worth
pointing out that we implement some standard heuristics (see Section 2.1) which we use to
preprocess the input, that is, all our data is collected on the already preprocessed instances.
Dataset. We evaluate the algorithm and present our results for the set of public instances of
PACE Challenge 2018 in Section 3. According to the report from PACE Challenge 2018 [5],
the set of instances in Track C consists of the hardest instances of Steinlib and from real-world
telecommunication networks by Ivana Ljubic’s group at the University of Vienna. It should
be noted that similar sources were used for the DIMACS Challenge [1]. By that time, a
majority of the selected instances cannot be solved within one hour by the state-of-the-art
program and in several cases, the actual optimum was unknown. For more discussion about
the chosen dataset, please consult the report from the PACE Challenge 2018 [5]. Furthermore,
we evaluate our experiments on rectilinear instances from ORLib [3] in the full version of the
paper.
Preliminaries. We give a brief recapitulation of graph theory terminology used in this work;
for the basic notation, we refer the reader to monographs [26, 10]. All graphs are undirected
without loops and multiple edges. If we argue about algorithmic complexity of a certain
routine or the amount of memory needed in order to store some data for a graph G, by n
we denote the number of vertices of G and by m we denote the number of edges of G. For

R. Hušek, D. Knop, and T. Masařík

16:5

a graph G = (V, E) and an edge e = {u, v} if we contract e (denoted as G/e), we create a
new graph with the vertex set (V \ {u, v}) ∪ {z}, where z is a newly introduced vertex. The
edge set of the resulting graph consists of all edges in E not incident to any end-vertex of e
together with the newly introduced edges {w, z} for every edge {w, u} as well as for every
edge {w, v}, where the weight of a newly created edge is the same as the weight of the edge
{w, u}, {w, v}, respectively. Note that if the above operation is about to create multiple
edges we simply keep the one with a lower weight. For a graph G = (V, E) and a vertex v
with exactly two neighbors in G by suppressing v we mean changing G into a new graph
as follows. The new vertex set is V \ {v} and we delete all edges incident to v. Finally, we
insert edge {x, y} if both {x, v}, {v, y} ∈ E with weight w({x, y}) = w({x, v}) + w({v, y}).

1.1

More Details on Past Implementation Challenges

Since Steiner Tree has many applications, it received attention among practitioners and
in operations research. One particular example can be e.g. the specialized module SCIPJack [17] in the SCIP tool for solving (mixed) integer linear programs. In the 11th DIMACS
Implementation Challenge [1] various variants of Steiner Tree formed the central topic of
the challenge. Among others, e.g. the basic version Steiner Tree, geometrical versions
(e.g., rectilinear instances), and prize-collecting variants were tackled. One can read in the
description of the DIMACS Implementation Challenge:
DIMACS Implementation Challenges address questions of determining realistic algorithm performance where worst-case analysis is overly pessimistic and probabilistic
models are too unrealistic: experimentation can provide guides to realistic algorithm
performance where analysis fails.
Last but not least, one track of the PACE Challenge 2018 [5, 2] was completely devoted
to Steiner Tree with three specialized branches. In PACE Challenge 2018 there was an
approximation branch and two exact branches – one with the additional promise of a small
number of terminals and in the other, a tree-decomposition of the input graph of small
tree-width was given.

2

Implementation Details and Heuristics

In this section, we describe our implementation and improvements of finding the Best Star
as proposed in [15] (Section 2.2), the approximate algorithms used to finish the solution after
the application of the Best Star Algorithm (Section 2.3), and also the heuristics we used to
preprocess the instances (Section 2.1). Last but not least, we discuss a few simple yet in
practice well-performing modification of Zelikovsky’s algorithm (Section 2.3).

2.1

Heuristics

All heuristics we used are deterministic and ensure that the optimal value of instance before
and after applying them is the same. Namely, we used the following well-known ones:
1. We contract all edges e with w(e) = 0 at the very beginning. Thus we assume in the rest
that all weights are positive.
2. We remove all Steiner vertices of degree 1 and suppress Steiner vertices of degree 2.
3. We contract the edges incident to terminals of degree 1.
4. Contract an edge e = {s, t} between two terminals if w(e) is minimal among the edges
incident to s or t.
5. Shortest Path Test (SPT): Delete an edge e = {u, v} if w(e) exceeds the length of the
shortest path between u and v.
6. Terminal Distance Test (TDT): see below.
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Algorithm 2 Pseudocode of the used preprocessing.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16

Function quick_heuristics(G):
run ← true
while run do
run ← false
run ← contract_zero_edges(G)
run ← run ∨ delete_degree_one_Steiner(G)
run ← run ∨ contract_the_only_edge_incident_to_term(G)
run ← run ∨ contract_the_cheapest_edge_between_two_terminals(G)
Function preprocessing(G):
quick_heuristics(G)
SPT(G)
quick_heuristics(G)
TDT(G)
quick_heuristics(G)
SPT(G)
quick_heuristics(G)

Heuristics (1) up to (4) are implemented using straightforward iteration over all edges
or vertices of the graph, and if any of them succeeds, we again rerun all of these. This
iteration blows up theoretical time complexity by a factor of n but in practice, only very
few iterations yield an irreducible instance. In Algorithm 2 we encapsulate these into the
quick_heuristics() function. For performance reasons, we split the SPT heuristic into
two parts: first, it checks only paths consisting of two edges which is quite efficient (O(n2 )
because we store edges incident to every vertex in sorted order) and then we check paths of
all lengths which requires to run Dijkstra’s algorithm [11] from every vertex and is therefore
much slower.
It is worth noting that both SPT and TDT can benefit from rerunning but due to their
time complexity and usually lower number of improvements, we do not use these heuristics exhaustively. Instead, we run SPT, TDT, and SPT once more and execute quick_heuristics()
at the beginning, between them, and at the end. See the preprocessing() function in
Algorithm 2.
Terminal Distance Test. The TDT heuristic was introduced in [30]. The basic idea is the
following: Let (W, W 0 ) be a partition of vertices such that both W and W 0 contain some
terminal and each of them is connected, let be e and f the shortest and the second shortest
edge of the cut induced by (W, W 0 ). If there is a path connecting some terminal t ∈ W ∩ T
and t0 ∈ W 0 ∩ T which uses e and is no longer that f then there exists an optimal solution
which uses edge e. Observe that while it is easy to verify the correctness of this heuristic,
it does not give us directly an effective algorithm. Koch and Martin [23] point out that
it is possible to implement TDT in time O(|V |3 ). Furthermore, they claim that the time
complexity can be further improved to O(|V |2 ) as is described in the thesis [13]. However,
we were unable to access the thesis.1 Consequently, we describe our implementation in
Algorithm 3 for the future reference.

1

We thank to an anonymous referee for providing us with a reference [14] to an implementation of TDT
heuristic running in time O(|E| + |V | log(|V |)). It will be a part of the planned improvements in our
experiments.
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Our implementation is based on the data structure for dynamic edge 2-connectivity of
Westbrook and Tarjan [32]. This structure has amortized time complexity O(α(m)) per
operation and supports edge addition and check whether two vertices belong to the same
(2-connected) component. The time complexity of Algorithm 3 is O(nm log n) when Dijkstra’s
algorithm is implemented with d-regular heap.
Algorithm 3 Implementation of Terminal Distance Test.
1
2
3
4
5
6
7

Function test_edge(G, e, f , X):
u, v ← e
Remove e from G
t1 ← terminal closest to u
t2 ← terminal closest to v
if d(t1 , u) + w(e) + d(v, t2 ) ≤ w(f ) then
X ←X ∪e
Add e back to G

8
9
10
11
12
13
14

// Dijkstra’s algorithm

Function TDT(G):
E 0 ← sort(E(G), w(a) < w(b))
C ← structure for 2-connectivity
X←∅
foreach e ∈ E 0 do
B ← add_edge(C, e) // returns edges which were bridges before addition
of e but no longer are

15
16

foreach b ∈ B do
test_edge(G, b, e, X)

17

Buy edges in X

2.2

Finding the Best Star

As already mentioned in Section 1, Algorithm 1 repeatedly finds and contracts a so called
best star (according to a certain ratio) in G. Here, we first give the definition used by Dvořák
et al. [15]. Later, we discuss a further additional practical extension of the former definition
and describe our implementation in detail. Let G be a graph and R the set of terminals in
G. For a vertex c and a set R0 ⊆ R we define a star (centered at c and a terminals set R0 )
which we denote st(c, R0 ). We define a ratio of star st(c, R0 ) as
P
0 dist(c, t)
r (st(c, R0 )) = t∈R 0
,
|R | − 1
where |R0 | ≥ 2 and dist(c, t) is the weight of the edge {c, t} in mc(G). The best ratio
achievable for a star centered at c is r(c) = minR0 ⊆R, |R0 |≥2 r(st(c, R0 )) and a best star
centered at c is any minimizer of the defining expression. The best star in the graph G is any
star st(c, R0 ) minimizing r(G) = minc∈V r(c).
Clearly, the smaller the ratio is the better. On the other hand, in our experiments,
there were many ties and thus we further extend this definition in the case there are more
minimizers of the best ratio in G. We introduce a second measurement taking into account
the number of terminals contained in a star. Intuitively, the more terminals it contains the
better. Thus the best star in the graph G is any star st(c, R0 ) with ratio minc∈V r(c) which
maximizes |R0 |.
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Figure 1 Simple graph containing four terminals (represented by squares) and two Steiner vertices
(discs). Suppose all the edges have unit weight. When computing the weight of a star centered
at any of the two Steiner vertices using the metric closure, we count the weight of the red edge
twice. As a consequence, one gets two possible stars with ratio 2 – one containing only the two
terminals connected directly to the assumed Steiner vertex and the other containing all four terminals.
However, the second described star should better have a ratio of 5/3 (which is better than 2).

It is worth noting that if the best star with center c contains k terminals, then it contains
k terminals that are closest to c in mc(G) [15, Lemma 6]. Even though the definition of
the best star uses mc(G), in practice, we cannot afford to compute and store it due to its
size (quadratic in n). Instead, we utilize Dijkstra’s algorithm [11] to compute the best star
centered in a given vertex. In total, we obtain running time O(mn + n2 log n) per one round,
that is, for one execution of the main loop in Algorithm 1. Furthermore, we use several
heuristics to improve the running time significantly in practice. These heuristics employ
memorization and early termination, among others; refer to Algorithm 4. Let rcur (G) denote
the best so-far computed ratio, i.e., the best ratio among all already computed stars. By
slightly overloading the notation when searching for the best star centered at c we let rcur (c)
denote the ratio of the best so far computed star centered at c. We use this notation to
describe practical heuristic improvements:
1. We stop the execution of Dijkstra’s algorithm when the current distance from the source
(center of the star) is strictly greater than rcur (c).
2. For every vertex c ∈ V we store the best star centered at c in between the rounds.
3. We (re)compute the best star at c only if the stored one could have been affected by
a star-contraction performed in the previous round. We can do this since a single
star-contraction affects only a small (local) part of the graph.
Overestimating Star Weight. It is worth noting that the best star as described in [15]
is a star in metric closure containing some number of terminals closest to its center (and
minimizes the star ratio). Note that this clearly may overestimate the weight of such a star
as well as its ratio (see Figure 1). Observe that if the best found star contains at most three
terminals, then its weight is always estimated correctly. While this estimate is sufficient
for the purpose of theoretical analysis, it may affect the overall behavior of the algorithm.
We would like to point out that in our implementation of a star-contraction (st(c, R0 )) we
contract edges of an MST containing R0 instead of contracting the star itself. Clearly, this
modification can only decrease the cost of the single round. On the other hand, it is not
clear how this “greedy” improvement affects the overall performance of the whole process.
We propose a way to overcome the overcounting issue.
Improved Stars. Using Dijkstra’s algorithm, we are recursively searching for a new terminal
within the threshold distance and building the best star for each vertex. We start by setting
the given vertex as the origin of Dijkstra’s algorithm. Whenever we encounter a terminal
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such that it forms a better star together with the so-far best star originating in the given
vertex, we add it to the constructed star and start over while setting the whole star as the
new origin for Dijkstra’s algorithm.
Algorithm 4 A pseudocode for The Best Star function.
1
2
3
4
5
6
7
8
9

10
11
12
13
14
15

Function find_best_star_v(G,R,v,r):
weight ← 0
// sum of distances
nter ← 0
// current number of terminals
while (w, d) ← dijkstra_next(G,v) do
if nter ≥ 2 ∧ weight/(nter − 1) < d then return weight/(nter − 1)
if d > 2r then return lbound(d)
if w ∈ R then
weight ← weight + d
nter ← nter + 1
Function find_best_star(G,R):
rcur (G) ← ∞
foreach v ∈ V do ratio[v] = ∞
foreach v ∈ V do
if invalid(v) ∨ (ratio[v] < rcur (G) ∧ lbound(ratio[v])) then
ratio[v] ← find_best_star_v(G,R,v,rcur (G))
if rcur (G) > ratio[v] then
rcur (G) ← ratio[v]
star_center ← v

16
17
18
19

return (star_center, rcur (G))

2.3

Finishing the partial solution

The original algorithm of Dvořák et al. [15] performs star contractions until the number of
terminals decreases under a threshold depending only on the desired approximation ratio ε
and the number of Steiner vertices in (some) optimal solution. An exact algorithm is used to
complete the solution when the number of terminals dropped below the threshold. While
this is a very natural theoretical approach, it is not suitable for practical use for the following
reasons:
1. Both discussed exact algorithms are based on the dynamic programming, which makes
them quite slow in practice (mostly intractable for instances with more than 20 terminals).
2. The threshold depends on the number of Steiner vertices in (some) optimal solution and
we, in general, have no good upper bound on it.
Instead, for the purposes of the evaluation, we choose the following algorithms which we
run after every contraction:
MST: The usual well-known minimum spanning tree approximation – we take a subgraph
of the metric closure induced by terminals and find its minimum spanning tree. Note that
the implementation does not compute whole metric closure but computes Voronoi regions
of the terminals instead [28].. Then an auxiliary graph is constructed using terminals of
the original graph as vertices and adding an edge for every edge {u, v} crossing between
Voronoi regions with length d(u) + w(u, v) + d(v), where w(·, ·) is the length of an edge
and d(·) is the distance to a closest terminal.
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MST+: We calculate MST and then improve its solution by taking its terminals and
branching vertices (Steiner vertices with the degree at least 3 in the solution), marking
them all as terminals and running MST on this modified instance. It is easy to see that
solution of MST on this modified instance is never worse than the solution we began with
because the original solution is a spanning tree of the modified instance. We repeat this
while the solution is improving.
Zelikovsky: Zelikovsky’s algorithm [33], which augments the MST solution using stars
with 3 terminals, was the first algorithm with a better approximation ratio than 2. The
algorithm proceeds in rounds. Each round it looks at all 3-stars, selects the star s which
maximizes the so-called “win” which is mst(G) − mst(G/s) − d(s) (where mst(G) is the
weight of MST solution of instance G, G/s denotes G after contraction of terminals in
s and d(s) is the weight of star s), and if the win of the best star is strictly positive,
it contracts it and starts another round. Otherwise, it stops, and returns MST on all
terminals and selected star centers. (Computing the MST at the end is needed to ensure
that the solution is really a tree.) The original version of the algorithm computes the
best center for every triple of terminal and weight of such a star at the very beginning
and runs in O(n(m + n log n + t2 ) + t4 ) time and requires O(m + t3 ) extra space.
Zelikovsky−: This modification recomputes distances of triples in each round instead of
precomputing them in advance. Unlike the usual Zelikovsky’s algorithm where the triplets
are only upper bounds, here we have optimal values in each round. This algorithm is
slower (O(nt(m + n log n + t2 ))), but the memory requirement is O(m) smaller.
Zelikovsky+: This modification differs from Zelikovsky− only by the application of
MST+ instead of MST at the end.
I Example 2 (Zelikovsky-). The Zelikovsky’s algorithm also fits into the star-meta-algorithm
framework described in the introduction: The parameters are τ = 2 and k = 3, eval()
function returns −win (or ∞ for nonpositive win), the contract() just contracts the star
and adds center of the star to S, and the finish() computes MST of R ∪ S. Note that
Zelikovsky− variant is more natural as it finds the best star each round, whereas the original
Zelikovky’s algorithm precomputes values of all stars with 3 terminals.

2.4

Comparison with state-of-the-art results

To put our study in the context, we compare its behavior with other programs competing
in the PACE Challenge 2018. We describe the comparison system as was proposed for the
PACE challenge 2018 [5]: A time-limit to output a solution was set to 30 minutes – we call
this a run. Afterward, each run received points according to the fraction of the value of the
returned solution to the best solution known. The results are aggregated over all instances,
see Table 1. The implementation of best star contractions ended up at the 4th place in
this comparison. It is important to note that the algorithm was enhanced with local search
heuristics. We give a brief description of the particular implementation considered in the
comparison (see [20] for the detailed description and the implementation).
After the initial heuristics described in Section 2.1 were exhausted, the program spends
exactly 10 minutes performing the best star contraction algorithm. The rest of the available
time was spent on the local search heuristics whose description follows.
Details on Local Search Heuristics. We implemented the two following randomized local
search heuristic. Those heuristics run until the dedicated time was up. Then the best solution
was returned. As the second heuristic is much more time consuming than the first one we
run it only sparsely.
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Table 1 An aggregated comparison of the overall performance of the algorithms participating in
PACE Challenge 2018 Track C. We exchange the names of the teams with a summarizing name of
the main method they used. For more implementation details of their algorithms, see the report [5]
that also contains links to individual implementations and their comprehensive descriptions.
∗
Shortest Path Heuristic: Pick one terminal as a root and repeat the following: Find the closest
terminal to the root and contract the shortest path from this terminal to the root.
Algorithm
Evolution Algorithm
MIP solver + Heuristics (SCIP-Jack [24])
Iterated Local Search
Best Star Contractions with Local Search [20]
Zelikovsky [33]
Simulated Annealing
Random Generation + Local Search
Shortest Path Heuristic∗ + Local Search
Mehlhorn 2-approximation [27] +
Watel and Weisser k-Approximation for
the directed Steiner Tree Problem [31]
Shortest Path Heuristic∗
Primal-Dual 2-approximation + Local Search
Contract Random 2-terminal Shortest Path
+ MST
Ant Colony Optimization

Score
99.91
99.89
99.78
99.70
98.93
98.27
97.54
97.15

96.92
94.57
94.37
82.61
80.73

Local search using MST+-approximation. We randomly select a couple of additional
Steiner vertices to be added to the branching Steiner vertices of the current solution.
Then we run the MST+ algorithm on them.
Local search using Dreyfus-Wagner partition. Inspired by Dreyfus-Wagner FPT
algorithm [12] we derive a heuristic that obtains the partition of the vertices given one of
the promising solutions and then computes an optimal Steiner tree on this structure.

3

Outcomes of our Experiments

In this section, we perform our main tests that are carried out on the instances from the
PACE Challenge 2018, Track C.23 Aggregated data from the measurements are provided
in Figure 2 and the corresponding data in the full version. There, star contractions are
executed in rounds and in every round, all heuristics (from Section 2.3) are executed so

2

3

It is worth noting that all the data, as well as the corresponding charts for all instances, are available in the repository containing our implementation code https://github.com/
JohnNobody-3af744f30980b7458372/star-contractions.
Due to time constraints the tests involving Zelikovski’s algorithm were performed only on 123 out of
200 instances from the PACE Challenge 2018. The list of instances used in each experiment, as well as
all the results and charts, are available in the above-mentioned git repository. The problem was that
running Zelikovsky’s algorithm after each best star contraction took too long on large instances. We
provide figures where tests (excluding Zelikovsky’s algorithm) were performed on almost all instances
(excluding instances number 193, 196, 197, and 198 only) in the full version. Those four instances were
still too large, even for the rest of the tests. We stress out that the outcomes of those tests are relatively
similar to those on the limited number of instances.
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Figure 2 This chart shows the performance comparison of star contractions and MST heuristics
on PACE Challenge 2018 instances. The x-axis represents the number of star contractions in percent
before MST was computed. The zero value is MST heuristics after preprocessing only. Hundred
denotes a result obtained by star contractions till one vertex remains in the graph. The y-axis
represents the quality of the solution again in percentage where the hundred is the best solution we
obtained during our experiments (not only in this comparison). As we pointed out, the best solution
we are comparing to was derived using a local search algorithm, so optima are represented by more
or less the current state-of-the-art results. The top line is the maximum in our dataset, the colored
box represents data points from the first to the third quartile with the line in the middle denoting
the median, and the line at the bottom is the minimum. The last plot shows arithmetic averages of
the same data combined into a single plot for easier comparison.
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Table 2 The total number of stars containing two to ten terminals contracted during the execution
of the algorithm on all PACE Challenge 2018 instances.
# of terminals
# of basic stars
# of improved stars

2
99965
91957

3
23921
15346

4
1721
4371

5
683
2070

6
246
969

7
135
539

8
197
410

9
126
263

10
149
218

> 10
1158
1285

that the overall performance can be compared. Experiments are done separately for basic
stars and only some of them are repeated for improved stars. An important thing to note is
that the best solution for each input was derived out of the best of outcomes from all the
performed experiments, including additional local search heuristics described in Subsection 2.4.
Therefore, it represents more or less the current state-of-the-art. Also, “the worst” solution
was obtained using the heuristics described in Section 2.1.
The basic outcome of our experiments is the chart for MST. It shows that the best
star algorithm significantly improves the performance of an MST approximation. Here, the
star contractions help to improve the quality of some solutions for more than 57%. The
improvement is by more than 12% on average and it is worth pointing out that the number
outliers is reduced significantly as well (see Figure 2) and thus we answered Question 1
positively.
We conclude that MST+ could replace MST for all purposes where a slow-down by a
small multiplicative constant does not play a significant role. MST+ is not only better by
definition, but also our experiments suggest that it outperforms MST quite significantly.
In addition, it is still quite simple to code. Most importantly, Our measurements declare
that it is approximately only 3 times slower than MST. This means it is (most of the time)
negligible in practice since MST is computed within seconds on the current inputs. This
is also supported by the fact that the computation of MST/MST+ takes only a fraction
of the algorithms considered in this study. Moreover, star contraction combines very well
with MST+ which improves not only the overall performance but, more importantly, a
good solution is obtained much sooner. Besides, MST+ combines well with the local search
algorithm presented in Subsection 2.4.
We answer Question 2 negatively. A vast majority of the contractions performed by
Algorithm 1 on our instances are those of stars containing two or three terminals (see also
Table 2 and Figure 3. It is worth noting that the best star containing only two terminals is
found (on average) in more than 75% of all contractions performed during the execution of
the algorithm.
As we have already observed, if during the algorithm’s execution we only contract stars
containing only two terminals, then the proposed algorithm returns a minimal spanning tree
in the metric closure of the graph on terminals. Therefore, one should expect that if stars
contracting more terminals are found and contracted during the execution, then the quality
of the solution found should improve. Clearly, improved stars allow us to identify best stars
containing more terminals; see Figure 3 and Table 2. We can see that the number of best
stars containing more than 5 terminals increase from (roughly) 2% to 5%. Despite this
improvement, overall performance is not much better than using the regular star contractions.
However, the time consumption stays low (approximately three times as much, see Figure 4).
In addition, improved stars improve the final solution quite significantly. They even cooperate
well in combination with MST+. This is far the best method we studied when aiming at the
smallest solution as it differs from the “best” solution by at most 6.49% and in the median
by only 0.11%.
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Figure 3 Star sizes on PACE Challenge 2018 instances with star contractions running until the
end.

Despite our former beliefs that were supported by the results of Dvořák et al. [15], the
answer to Question 3 seems to be also negative. Figure 5 indicates that there is no apparent
threshold point for neither classical nor improved stars.
Driven by our experiments, we propose two variants of modifications of Zelikovsky’s
algorithm: Zelikovsky+, Zelikovsky-. These are based mainly on our insight that takes
advantage of reformulating known algorithms in terms of star contractions. The key idea is
to compute stars after each contraction as opposed to precomputing them. Of course, since
we recompute a star to contract, the proposed variants are slower (roughly 3 times). However,
they both achieve much better performance (i.e., the total weight of the solution found); see
Figure 2. As it follows from the paragraph above, relaxed star contractions are not helping
much since there are not so many large stars. A large improvement is achieved by combining
it with the MST+ algorithm. Consult Figures 2 and 4 where one can compare MST+ with
MST and our modification of Zelikovsky’s algortihm. Surprisingly Star Contractions improve
even the performance of the classical implementation of Zelikovsky’s algorithm. However, this
is easily outperformed by improved stars combined with the MST+ algorithm. On the other
hand, our variants Zelikovsky− and Zelikovsky+ behaves reasonably well from the beginning
and it seems that stars contractions have only a little to do with it. For example, Zelikovsky+
has a median that is only 1.04% worse even without any star contractions compared to 3.59%
(for MST+). This good performance even without any star contractions is diminished by a
slower running time which is comparable with many rounds of star contractions finished by
MST+.
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Figure 4 Work done on PACE Challenge 2018 instances.

4

Conclusions

In general, we have confirmed that contracting the best star improves the quality of the
solution returned by the MST (MST+) algorithm. It seems that if we exhaustively apply
contractions of best stars, we achieve a solution of slightly better quality than our modification
of Zelikovsky’s algorithm (i.e., Zelikovsky+ algorithm applied directly to the input). However,
the running time of such approaches is comparable in practice. Unfortunately, unlike in
classical Zelikovsky’s algorithm, star contractions do not significantly help in our modifications.
Importantly, MST+ heuristics should replace the classical MST since it outperforms it (by
definition) without being much more complicated or time-consuming. Improved stars with
MST+ do perform better when aiming for the best quality of the solution. They should be
used whenever the slight increase in the running time is not important.
Future Work. Last but not least, our experiments suggest that our methods for lessening
the time needed to compute the best star are useless when there are only a few terminals
left in the graph since in such a case the computation is only local. Yet if this happens
(according to Figure 4 this happens when about 30% of terminals are left), it is not possible
to use the algorithm of Dreyfus and Wagner, since in such cases we still usually have more
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Figure 5 Work needed to get a solution of given quality using star contractions and MST+.
(Y-axis is fraction of total maximum work done and work is measured as number of visited vertices
during invocations of Dijkstra’s algorithm, the work done by MST+ is negligible and hence ignored.)

than 30 terminals left—which is clearly intractable for larger instances. This brings us to the
following question: Is it possible to use best stars to speed up (in both theory or practice)
the algorithm of Dreyfus and Wagner while loosing only a bit in its precision? If yes, we hope
that a suitable combination of the two algorithms can be used in practice. One can use recent
improvements of Dreyfus and Wagner algorithm with the same worst-case running time but
which behaves significantly well in practice on instances originated from VLSI design [18].
An interesting research direction is to augment the algorithm of Dvořák et al. [15] for
Euclidean instances, since solutions to such instances should contain fewer Steiner vertices
and thus the quality of the returned solution should increase. In a similar direction, we
performed several basic tests for rectilinear instances from ORlib (see the full version).
Interestingly, our approach works reasonably well on such specialized instances, significantly
better than on general instances. However, we leave it for future work as the comparison
with specialized heuristics for those instances is essential.
Yet another possibility is to, instead of contracting a subgraph with the best ratio,
contract a subgraph with a slightly worse ratio which contains substantially many terminals.
As our results suggest, the subgraph containing more terminals tends to improve the current
as well as the final solution better. In a broader context, the algorithm of Dvořák et al. [15]
cannot approximate Steiner Arborescence well, since even parameterized approximation
is hard from parameterized complexity view [15]. Is this still true in practice?
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Abstract
We develop an FPT algorithm and a compression for the Weighted Edge Clique Partition (WECP)
problem, where a graph with n vertices and integer edge weights is given together with an integer
k, and the aim is to find k cliques, such that every edge appears in exactly as many cliques as its
weight. The problem has been previously only studied in the unweighted version called Edge Clique
Partition (ECP), where the edges need to be partitioned into k cliques. It was shown that ECP
admits a kernel with k2 vertices [Mujuni and Rosamond, 2008], but this kernel does not extend to
2
WECP. The previously fastest algorithm known for ECP has a runtime of 2O(k ) nO(1) [Issac, 2019].
For WECP we develop a compression (to a slightly more general problem) with 4k vertices, and an
3/2 1/2
algorithm with runtime 2O(k w log(k/w)) nO(1) , where w is the maximum edge weight. The latter
3/2
in particular improves the runtime for ECP to 2O(k log k) nO(1) .
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1

Introduction

Problems that aim to cover a graph by a small number of cliques have a long history and
have been studied extensively in the past (see e.g. [2, 3, 5, 10, 16, 18, 7, 8]). For these
types of problems we are given a graph G and an integer k, and the tasks include to either
cover or partition the edges or the vertices of G using at most k cliques or bicliques (i.e.,
complete bipartite graphs). Plenty of applications exist in both theory [22] and practice,
e.g., in computational biology [1, 6], compiler optimization [21], language theory [11], and
database tiling [9]. In this paper, we study the variant called the Edge Clique Partition
(ECP) problem, defined as follows.

ECP (Edge Clique Partition)
Input: a graph G on n vertices, a positive integer k
Output: a partition of the edges of G into k cliques (if it exists, otherwise output NO)
ECP is known to be NP-hard even in K4 -free graphs and chordal graphs [16], and
together with [14], the reductions of [16] imply APX-hardness. To circumvent these hardness
results, we focus on parameterized algorithms (see [4] for the basics). More specifically, we
focus on FPT algorithms for the natural parameter k, i.e., the number
√ of cliques. Fleischer
et al. [7] show that on planar graphs, ECP can be solved in O∗ (296 k ) time1 . They also

1

The O∗ -notation hides polynomial factors in input size.
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generalized the result to d-degenerate graphs, giving an algorithm with O∗ (2dk ) runtime,
which has a linear exponent for bounded-degeneracy graphs. For K4 -free graphs, Mujuni and
2
k
∗ O(k log k)
Rosamond [18] gave an algorithm with a runtime
of O∗ (( k+3
), which
2 ) ) = O (2
√
k
∗
∗
was improved by Fleischer et al. [7] to O (( k/3) ) and even O ((64c)k ) for some large
(unspecified) constant c. Hence, also for these graphs an exponent linear in k is possible,
albeit with a very large base. On the other hand, the algorithm of Mujuni and Rosamond [18]
for K4 -free graphs has been empirically shown [24] to be rather efficient, even though it
“only” comes with a near-linear exponent of O(k log k).
Mujuni and Rosamond [18] showed that ECP is FPT in k for general graphs, by giving a
kernel (see [4] for definition) of size k 2 . However, no algorithms with (near-)linear dependence
on k in the exponent are known for ECP. The fastest algorithm so far is given by Issac [12,
2
Theorem 3.10] and runs in O∗ (22k +k log2 k+k ) time, i.e., the exponent is quadratic in k. This
algorithm is an adaptation of an algorithm by Chandran et al. [3] for the Biclique Partition
problem (where we want to partition the edges into k bicliques) in bipartite graphs. In
contrast, the best runtime lower bound known for ECP only excludes a sub-linear dependence
on k in the exponent: if n denotes the number of vertices of the input graph, there is no
2o(k) nO(1) time algorithm for ECP assuming the Exponential Time Hypothesis (ETH). This
follows due to a 2o(n) lower bound for 3-Dimensional Matching [13] under ETH, and a
reduction from Exact 3-Cover (which is a generalization of 3-Dimensional Matching) to ECP
by Ma et al. [16]. An obvious open problem arising here is to close the gap between the
upper and lower bounds on the runtime for ECP. Our main contribution is to show that for
general graphs the exponent of the runtime for ECP can be significantly lowered from O(k 2 )
to O(k 3/2 log k).
 √ 3/2

I Theorem 1. ECP has an algorithm running in O (2e k)k +k · k 2 25k + n2 log n time.
In fact, our algorithm solves a more general problem that we call the Weighted Edge
Clique Partition (WECP) problem defined as follows:

WECP (Weighted Edge Clique Partition)
Input: a graph G on n vertices, edge weights we : E(G) → N, and a positive integer k
Output: a multiset of at most k cliques such that each edge appears in exactly as many
cliques as its weight (if it exists, otherwise output NO)
Note that WECP is equivalent to ECP on a multigraph, by taking the weights as the
edge multiplicities, which however increases the encoding length.
WECP can be thought of as a clustering of vertices where the clusters are allowed to
overlap and the weight of an edge denotes the number of clusters in which the endpoints appear
together. Such clustering problems appear naturally in computational biology, e.g., in the
inference of gene pathways from gene co-expression data [20], where the clusters correspond
to pathways and vertices correspond to genes. Thus developing efficient algorithms for WECP
is of practical relevance.
WECP has not been studied previously and the known FPT algorithms for ECP do not
extend to WECP. In particular, the techniques from the k 2 -kernel for ECP by Mujuni and
Rosamond [18] does not extend to WECP. Also, a 3k -kernel for the very similar Biclique
Partition problem by Fleischer et al. [8] just uses twin-reduction rule but this does not work
for WECP. We first show a compression (see preliminaries for definition) with 4k vertices
for WECP that can be computed in polynomial time. The compression is into an even
more general (auxiliary) problem that we call the Annotated Weighted Edge Clique Partition
(AWECP) problem, defined as follows.

2

In [18] the runtime was mistakenly reported as O∗ (k(k+3)/2) ), cf. [7].
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AWECP (Annotated Weighted Edge Clique Partition)
Input: a graph G on n vertices, edge-weights we : E(G) → N, a special set of vertices
W ⊆ V (G), vertex weights wv : W → N, and a positive integer k
Output: a multiset of at most k cliques such that each edge e appears in exactly as
many cliques as its edge-weight, and each vertex in W appears in exactly as many cliques
as its vertex-weight (if such k cliques exist, otherwise output NO)
Note that WECP is exactly the special case of AWECP when W is empty. We give a
kernel for AWECP that implies the compression for WECP into AWECP.
I Theorem 2. AWECP has a kernelization algorithm that runs in O(n2 log n) time and
outputs a kernel having at most 4k vertices and encoding length O(16k log k) bits.
I Corollary 3. WECP has a compression into an AWECP instance having at most 4k vertices
and encoding length O(16k log k) bits. The compression can be found in O(n2 log n) time.
Then we proceed to give the first FPT algorithm for WECP, which also implies the
improved algorithm for ECP.
I Theorem 4. WECP with the edge weights upper bounded
by some value w has an algorithm

p
k3/2 w1/2 +k
2 5k
2
running in O (2e k/w)
· k 2 + n log n time.
Note that Theorem 4 implies an FPT algorithm for WECP when parameterized by k as
w ≤ k for any YES-instance. Also, Theorem 1 follows from Theorem 4 by setting w = 1.

1.1

Our techniques

Our approach is based on the work of Chandran et al. [3], who solve the Bipartite Biclique
Partition problem using linear algebraic techniques: we express AWECP as a low-rank matrix
decomposition problem. For this we allow matrices to have wildcard entries in the diagonal
?
that will be denoted by ?. We define Z? := (Z≥0 ∪ {?}). For x, y ∈ Z? , we write x = y if and
only if either x = y, or at least one of x and y is ?. For two matrices X and Y in (Z? )m×n ,
?
?
we write X = Y if and only if Xi,j = Yi,j for all i, j. We say that a binary matrix B (not
containing wildcards) is a Binary Symmetric Decomposition (BSD) of a matrix A ∈ (Z? )n×n
?
if BB T = A. The matrix B is called a width-k BSD of A if it is a BSD of A and has at
most k columns. We define the Binary Symmetric Decomposition with Diagonal Wildcards
(BSD-DW) problem as follows

BSD-DW (Binary Symmetric Decomposition with Diagonal Wildcards)
Input: an integer non-negative symmetric matrix A ∈ (Z? )n×n such that the wildcards
? appear only in the diagonal, and an integer k
Output: a width-k BSD of A (if it exists, otherwise output NO)
We prove (in Lemma 6) that AWECP and BSD-DW are equivalent. Moreover, each
column of B (solution to BSD-DW) corresponds to a clique (in the solution to AWECP),
i.e. the rows that have a 1 in the j-th column correspond to the vertices that are in the
j-th clique. Due to this, we will index the rows and columns of A with vertices, the rows
of B with vertices and the columns of B with integers from [k], that correspond to the k
cliques. Moreover, we will be fluently switching between the contexts of edge partition of
graphs (AWECP), and matrix decomposition (BSD-DW).
In Section 2 we prove that there is a kernel for AWECP with 4k vertices. For this, we
define the notion of ?-twins where two vertices u and v are said to be ?-twins, if the rows
?
Au and Av are equal under =. We group the vertices into equivalence classes (that we call
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blocks) of ?-twins. If a block has size more than 2k , we show that they can be reduced
and represented by one vertex. For this reduction rule, we need to specify how often the
representative vertex needs to be covered by cliques. Thus, even if the input is an instance
of WECP, the kernel we compute will be annotated, i.e., it will be an instance of AWECP.
The 4k bound on the kernel size follows then by giving a 2k upper bound on the number
of blocks for a YES instance. Since the edge weights and vertex weights for vertices in W
cannot exceed k if there is a solution with at most k cliques, a kernel with at most 4k vertices
k
can be encoded using O( 42 log k) bits, and so Theorem 2 follows.
To obtain Theorem 4, we first compute a kernel using Theorem 2 as the first step of the
algorithm. Our algorithm will solve the more general AWECP problem. As in the algorithm
of Chandran et al. [3] (where a different low-rank matrix decomposition problem is solved),
the main idea of our algorithm is to guess a row basis for a width-k BSD B, and then
fill the remaining rows of B one by one independent of each other. However we need to
refine the techniques of Chandran et al. [3] in order to obtain our runtime improvement. In
particular, there are two reasons why the algorithm in [3] has a quadratic dependence on
k in the exponent: first, to guess a basis of rank k, they need to guess k binary vectors of
k2
length k each, which takes O(2
) time. But also, they need to guess the k row basis indices

m
of B, for which there are k possibilities if the matrix has m rows. Since for Bipartite
2
Biclique Partition there is a kernel where m ≤ 2k [8], this adds another factor of O(2k ) to
the runtime.
To circumvent these two runtime bottlenecks, in Section 3 we devise an algorithm that
gets around guessing the row indices of the basis of the solution matrix B. Instead of guessing
the whole basis, we add a row to the basis only when the current basis cannot take care of
that row. While this makes our algorithm more involved than the one by Chandran et al. [3],
it means that the only bottleneck left is guessing the basis entries. For BSD-DW we can
show that a basis with only k 3/2 w1/2 + k ones exists, which follows from the well-studied
Zarankiewicz problem [19]. This bound on the structure of the basis then implies Theorem 4.
Since the only bottleneck, which prevents our algorithm from having near-linear dependence on k in the exponent of the runtime, is the step that guesses the entries of the basis for
the solution matrix B, a natural question is whether our upper bound of k 3/2 w1/2 + k of the
number of ones is (asymptotically) tight. In Section 4 we show that this is indeed tight (at
least for the unweighted case) by proving the following theorem:
I Theorem 5. For every prime power N and k = N 2 + N , there is a matrix A ∈
{0, 1}(k+1)×(k+1) such that there is a width-k BSD for A and every row basis of every width-k
BSD of A has Θ(k 3/2 ) ones.
While this does not give a runtime lower bound in general, it implies that in order to speed
up our algorithm for ECP using a better enumeration of the potential basis matrices, one
needs to use some property other than a bound on the number of ones. The tight instances
are obtained via the well-known Finite Projective Planes.

1.2

Related results

We now survey some results for ECP and related problems, apart from those mentioned
above. For ECP, it is also known that the problem is solvable in polynomial time on cubic
graphs [7]. The problem of partitioning the vertices instead of the edges into k cliques is
equivalent to k-coloring on the complement graph, which is well-known to be NP-hard even
for k = 3. Similarly, when the vertices need to be partitioned into bicliques or covered by
bicliques, Fleischer et al. [8] proved NP-hardness for any constant k ≥ 3.
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Covering the edges of a graph by cliques or bicliques turns out to be generally harder
than partitioning the edges. For the Edge Clique Cover problem, a kernel with 2k vertices
was shown by Gramm et al. [10], which results in a double-exponential time FPT algorithm
when solving the kernel by brute-force. Cygan et al. [5] showed that this is essentially best
o(k)
possible, as under ETH no 22 nO(1) time algorithm exists for Edge Clique Cover and
no kernel of size 2o(k) exists unless P = NP. Similarly, for the Biclique Cover problem,
where edges of a general graph need to be covered by bicliques, Fleischner et al. [8] gave
a kernel with 3k vertices, and for the Bipartite Biclique Cover problem they gave a kernel
with 2k vertices in each bipartition. These kernels naturally imply double-exponential time
algorithms. Chandran et al. [3] proved that for Bipartite Biclique Cover, under ETH no
o(k)
22 nO(1) time algorithm exists, and unless P = NP no kernel of size 2o(k) exists.
Chalermsook et al. [2] showed that for the Biclique Cover problem, it is NP-hard to
compute an n1−ε -approximation for any ε > 0 3 . Edge Clique Cover is hard to approximate
within n0.5−ε due to a reduction by Kou et al. [15]. In contrast, a PTAS exists for Edge
Clique Cover on planar graphs [1].

1.3

Preliminaries

A problem P1 parameterized by k is said to admit a compression into problem P2 if there
is an algorithm that takes as input an instance I1 of P1 , runs in time polynomial in the
encoding length of I1 , and outputs an instance I2 of P2 that is equivalent to I1 such that the
encoding length of I2 is at most f (k) for some computable function f : N → N. In particular,
the size of I2 depends only on the parameter k and not on the size of I1 .
For an m × n matrix A, we use Ai,j to denote the entry of A at row i and column j. We
use Ai to denote the row-vector given by the i-th row of A. For some I ⊆ [m] and J ⊆ [n],
we use AI,J to denote the sub-matrix of A when restricted to rows with indices in I and
columns with indices in J. Also, we use AI to denote a sub-matrix of A when restricted
to rows with indices in I. We call such a sub-matrix where only rows are restricted as row
sub-matrix. A row-basis (or just basis for brevity) B of A is any row sub-matrix of A such
that every row of A can be expressed as a linear combination of rows of B, and the rows of
B are linearly independent with each other.
I Lemma 6. Given an instance (G, we , W, wv , k) of AWECP we can find an equivalent
instance (A, k) of BSD-DW in O(|V (G)|2 ) time. Similarly given an instance (A, k) of BSDDW, we can find an equivalent instance of AWECP in O(n2 ) time, where n is the number of
rows (or columns) in A.
Proof. Given an instance (G, we , W, wv , k) of AWECP, we can construct an instance of (A, k)
of BSD-DW as follows. Let V (G) = {1, . . . , n}; take the non-diagonal entries of A as the
corresponding entries of the weighted adjacency matrix of G, i.e., if there is an edge between
two vertices u and v, the entry Au,v is equal to we (uv) and if u and v do not have an edge
between them then Au,v = 0; for every vertex v ∈ W , take Av,v as the vertex weight of v; for
every vertex v ∈ V (G) \ W , take Av,v as the wildcard ?. Note that the mapping is invertible,
i.e., given a BSD-DW instance (A, k) we get an AWECP instance (G, we , W, wv , k) as follows.
Take V (G) := {1, 2, . . . , n} where n is the number of rows (and columns) of A. For distinct
u, v ∈ [n], if Au,v is non-zero, put an edge between u and v in G with weight Au,v . For each

3

The paper wrongly claims the same result also for Biclique Partition. The bug is acknowledged here:
https://sites.google.com/site/parinyachalermsook/research?authuser=0.
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v ∈ [n] such that Av,v is not a wildcard, put v in W and set its vertex weight to Av,v . It is
clear that this mapping is a bijective mapping between AWECP and BSD-DW instances and
can be calculated in both directions in O(n2 ) time. It remains to prove that the instances
are equivalent.
Now, we define a bijective mapping between candidate solutions of the two problems.
Naturally, a candidate solution of AWECP is a multiset of k cliques and a candidate solution
of BSD-DW is an n × k matrix. Consider a candidate solution C := {C1 , C2 , . . . Ck } of an
AWECP instance (G, we , W, wv , k). We map it to a candidate solution B ∈ {0, 1}n×k of a
BSD-DW instance (A, k) as follows. Take the row Bu as the characteristic vector of u in the
k cliques, i.e., Bu,j := 1 if u ∈ Cj , and Bu,j := 0 otherwise. The inverse mapping then turns
out to be as follows. Given a candidate solution B ∈ {0, 1}n×k of instance (A, k) construct
k cliques where the j-th clique is Cj := {u | Bu,j = 1}. To see that Cj is indeed a clique,
consider any two vertices u, v ∈ Cj : since Bu,j = Bv,j = 1, we know that Au,v = Bu BvT ≥ 1,
which implies that there is an edge between u and v in G.
First, we prove that if C is a solution of AWECP(G, we , W, wv , k), then B is a solution of
BSD-DW(A, k). It is clear that B has only k columns by construction. So, it only remains
?
to prove that for all pairs u, v ∈ [n], Bu BvT = Au,v . First consider the case when u and v are
distinct. Let J denote the set of all j such that both u and v appear together in Cj . Since C
is a solution of AWECP(G, we , W, wv , k), we have that |J| = Au,v . By construction of B, we
have that J is exactly the set of indices j where Bu,j = Bv,j = 1. Thus Bu BvT = |J| = Au,v .
?
Now consider the case when u = v. If Au,u is a ? then clearly Bu BuT = ? = Au,u . So, suppose
Au,u 6= ?. This means u ∈ W implying that u appears in exactly Au,u many cliques in C.
Thus Bu BuT = Au,u .
We now prove the reverse direction, i.e., we prove that if B is a solution of BSD-DW(A, k),
then C is a solution of AWECP(G, we , W, wv , k). By construction, C has at most k cliques.
Thus, it is sufficient to prove the following two statements: (1) every pair u, v ∈ V (G) appears
together in exactly Au,v many cliques in C (2) each vertex v ∈ W appears in Av,v many
cliques in C. First we prove (1). We know Bu BvT = Au,v . Since B is binary, this means that
there are exactly Au,v many indices j such that Bu,j and Bv,j are both 1. Let J be the set
of those indices. Observe that the set of cliques where both u and v appear together are
exactly {Cj : j ∈ J}. Thus, the edge uv is in |J| = Au,v many cliques. Now we prove (2).
Consider a vertex v ∈ W . We know Bv BvT = Av,v . Since B is binary, this means that there
are exactly Av,v many ones in Bv . Thus, the vertex v is in Av,v many cliques.
J

2

Kernel

We will now give a kernel for AWECP and BSD-DW, thereby proving Theorem 2. Let
(G, we , W, wv , k) be an instance of AWECP and (A, k) be the corresponding instance of
BSD-DW obtained by the transformation as in the proof of Lemma 6. We may move
seamlessly between the graph and matrix terminologies as both problems are equivalent.
Whenever we say a solution in this section, we mean the solution to the BSD-DW instance
i.e., a width-k BSD of A. We say two distinct vertices u and v in G are ?-twins if they are
?
adjacent and satisfy Au = Av . We now prove the following easy property of ?-twins.
I Lemma 7. For distinct vertices u, v and w in G, suppose u and v are ?-twins and v and
w are ?-twins. Then:
1. u and w are ?-twins, and
2. all the entries of the submatrix A{u,v,w},{u,v,w} are the same except for wildcards.
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Proof. First, let us prove the second statement. Let Au,v = α. Then we know Au,w = α
as v and w are ?-twins. Then Av,w = α as u and v are ?-twins. Thus all the non-diagonal
elements of A{u,v,w}{u,v,w} are equal to α. If Au,u 6= ? then Au,u = Av,u = α as u and v
are ?-twins. Similarly, if Av,v 6= ? then Av,v = Av,u = α as u and v are ?-twins. And, if
Aw,w 6= ? then Aw,w = Av,w = α as v and w are ?-twins.
Now, for the first statement to hold, we only need to show that Au,z = Aw,z for all
z∈
/ {u, v, w}. Indeed, Au,z = Av,z = Aw,z where the first equality is because u and v are
?-twins and the second is because v and w are ?-twins.
J
Thus we have that the relation ?-twins is transitive. It is also symmetric, as easily seen
from the definition. Note that ?-twins are required to be adjacent, and thus the relation
is not reflexive. But to make it reflexive, we simply define a vertex to be a ?-twin of itself.
Thus, we can group the vertices into equivalence classes of ?-twins. We call each equivalence
class a block. Note that there can be blocks containing only a single vertex. The following
lemma is a direct consequence of Lemma 7.
I Lemma 8. For a block D, the entries of the sub-matrix AD,D are all same except for
wildcards.
?

?

?

I Fact 9. For values a, b and c, if a = b and b = c, and b 6= ? then a = c.
I Lemma 10. Suppose we have a YES instance of AWECP without isolated vertices. Then
there can be at most 2k blocks.
Proof. Let B be a width-k BSD of A. Note that B exists as we have a YES instance. In
order to prove the lemma, it is sufficient to show that if u and v are in different blocks, then
Bu and Bv are distinct, because then there can only be 2k distinct rows of B, as there are
only k columns in B and B is binary. Assume for the sake of contradiction that Bu = Bv and
u and v are in different blocks, i.e., they are not ?-twins. Let b := Bu B T = Bv B T . We have
?
?
?
Au = Bu B T = b and Av = Bv B T = b. This implies Au = Av using Fact 9, as the vector b
contains no wildcards. Then, for u and v to be not ?-twins, it should be the case that u
and v are not adjacent, i.e, Au,v = 0. But then, Bu BvT = 0. Since Bu = Bv by assumption,
we have that Bu = Bv = 0 and hence Au = Av = 0. This means that u and v are isolated
vertices, which is a contradiction.
J
The above lemma shows the soundness of our first reduction rule that is as follows.
I Reduction rule 1. If the number of blocks is more than 2k , output that the instance is a
NO instance.
Next, we prove the following lemma about ?-twins that helps us to come up with a
reduction rule that bounds the size of each block.
I Lemma 11. Let D := {v1 , v2 , . . . , vt } be a block of ?-twins. For a YES instance, there
exists a solution B such that the rows Bv1 , Bv2 , . . . , Bvt are either all pairwise distinct, or
all same.
Proof. It is sufficient to prove the following statement: if there is a solution B such that
Bv1 = Bv2 , then there is also a solution C such that Cv1 = Cv2 = · · · = Cvt . So, assume that
Bv1 = Bv2 . Let C be the matrix defined as Cv := Bv for all v ∈
/ D, and Cv := Bv1 = Bv2
for all v ∈ D. We will prove that C is also a solution. For this, it is sufficient to prove
that Cu CvT = Au,v for all u, v ∈ V such that Au,v 6= ?. If both u and v are not in D, then
Cu CvT = Bu BvT = Au,v . So, without loss of generality assume that u ∈ D. We distinguish
the following cases.
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1. If v ∈ V \ D, then Cu CvT = Bv1 BvT = Av1 ,v = Au,v , where the last equality follows as v1
and u are ?-twins.
2. If v ∈ D \ {u}, then Cu CvT = Bv1 BvT2 = Av1 ,v2 = Au,v , where the last equality follows
from Lemma 8.
3. If v = u: if Au,u = ? then there is nothing to prove, so assume Au,u 6= ?. Then
Au,u = Av1 ,v2 by Lemma 8. Hence we get Cu CuT = Bv1 BvT2 = Av1 ,v2 = Au,u .
J
Since there are only 2k possible distinct rows for a solution B, Lemma 11 has the following
consequence.
I Lemma 12. Let D := {v1 , v2 , . . . , vt } be a block of ?-twins such that t > 2k . For a YES
instance, there exists a solution B such that the rows Bv1 , Bv2 , . . . Bvt are all same.
The above lemma suggests that for a block D of size more than 2k , we only need to keep
one representative vertex for all the vertices in D. This leads us to our second reduction rule.
I Reduction rule 2. Suppose there is a block D with more than 2k vertices. Pick any
two arbitrary vertices u, v ∈ D. We reduce our instance to an instance A0 of AWECP
(simultaneously to an instance G0 of BSD-DW) as follows: let G0 := G \ (D \ {v}); for every
pair (v1 , v2 ) 6= (v, v) in V (G0 ) × V (G0 ), let A0v1 ,v2 := Av1 ,v2 ; let A0v,v := Au,v .
Once we have a solution B 0 to the reduced instance A0 then we construct a solution B
to the original instance A as follows: for all x ∈ D, let Bx := Bv0 ; for all x ∈ V (G) \ D, let
Bx := Bx0 .
Now, we prove that the above reduction rule is safe.
I Lemma 13. Let A0 , G0 , B 0 , B be as defined in Reduction rule 2.
1. If B 0 is a width-k BSD of A0 , then B is a width-k BSD of A.
2. Conversely, if A has a width-k BSD then so does A0 .
Proof. 1. It is clear that B has only k columns. So, it only remains to prove that B is a
?
BSD of A, for which it is sufficient to prove that Bv1 BvT2 = Av1 ,v2 for all v1 , v2 ∈ V (G).
For v1 , v2 ∈ V (G) \ D, we have
?

Bv1 BvT2 = Bv0 1 Bv0T2 = A0v1 ,v2 = Av1 ,v2 .
For v1 ∈ V (G) \ D and v2 ∈ D, we have
Bv1 BvT2 = Bv0 1 Bv0T = A0v1 ,v = Av1 ,v = Av1 v2 ,
where the last equality follows as v and v2 are ?-twins.
For v1 , v2 ∈ D, we have
Bv1 BvT2 = Bv0 Bv0T = A0v,v = Au,v = Av1 ,v2 ,
where the last equality follows from Lemma 8.
2. By Lemma 12 we know that there exists a width-k BSD of A such that Bv1 = Bv2 for all
v1 , v2 ∈ D. In particular Bu = Bv . Let B 0 be defined as Bx0 := Bx for all x ∈ V (G0 ). We
show that B 0 is a width-k BSD of A0 . Since B 0 has only k columns, it only remains to prove
that B 0 is a BSD of A0 , which we do as follows. For (v1 , v2 ) ∈ (V (G0 ) × V (G0 )) \ (v, v),
we have
?

Bv0 1 Bv0T2 = Bv1 BvT2 = Av1 ,v2 = A0v1 ,v2 ,
and
Bv0 Bv0T = Bv BvT = Bu BvT = Au,v = A0v,v .

J
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After the above rules are exhaustively applied, each block has size at most 2k and the
number of blocks is at most 2k . Thus we have the required kernel of size 4k .
The time required for computing the kernel can be shown to be O(n2 log n). This is
because the blocks of ?-twins can be found by sorting the rows in lexicographic order. Since
each comparison takes O(n) time the sorting can be done in O(n2 log n) time. Also, we need
to compute the blocks only once as the reduction rules does not change the blocks.
Since the edge weights and vertex weights for vertices in W cannot exceed k if there is
a solution
with at most k cliques, a kernel with at most 4k vertices can be encoded using

4k
O( 2 log k) bits, and so Theorem 2 follows.

3

Algorithm

Here we give an algorithm for the BSD-DW problem. The algorithm also solves AWECP due
to the equivalence from Lemma 6. In particular, it solves WECP thereby proving Theorem 4.
We now give a description of the algorithm. Pseudocode is given in Algorithm 1. Our
input is a symmetric matrix A ∈ (Z≥0 ∪ {?})n×n where wildcards ? appear only on the
diagonal. First we guess a matrix P ∈ {0, 1}k×k such that for some r ≤ k, P[r],[k] is a row
basis of solution B. We show that for this, it is sufficient to enumerate k × k binary matrices
that satisfy a specific property defined as follows. Let w be the largest integer entry of A.
We call a matrix w-limited if the dot-product of each distinct pair of its rows is at most w.
The following fact shows that we only need to enumerate w-limited matrices in {0, 1}k×k to
guess P .
I Fact 14. If B is a BSD of matrix A and w is the largest integer entry of A, then any
submatrix of B (including B) is w-limited.
Proof. Since B only has non-negative entries, if B is w-limited, then so are all the submatrices. Suppose the property does not hold for B. Then there exist two rows Bu and Bv
?
such that Bu BvT > w. But Bu BvT = Auv and hence Auv > w (note that Auv is not ? as it is
not a diagonal-entry). Thus we have a contradiction.
J
Note that guessing P is done in Loop 1 of Algorithm 1. We will later give a bound on the
number of w-limited matrices in {0, 1}k×k during the runtime analysis in Section 3.2, thereby
bounding the number of iterations of Loop 1.
We maintain partially filled matrices during the algorithm, i.e., we allow matrices to have
null rows (this is different from wildcards). Think of the null rows as the rows that have not
been filled yet. If each row of a matrix is either a binary row or a null row, we call it a binary
matrix with possibly null rows. We denote by Bn×k , the set of all n × k binary matrices with
possibly null rows.
We maintain a matrix B̃ ∈ Bn×k as a potential basis for our solution B. In Line 8, we call
CompleteBasis that checks whether the current B̃ can be extended to a full solution B. Note
that CompleteBasis does not try all possibilities to fill the remaining rows. It fills a row with
the first binary vector that is compatible with the rows so far, where compatibility is defined
as follows. For a matrix B ∈ Bn×k , we say that a vector v ∈ {0, 1}k is i-compatible for B if
?
v T v = Ai,i and for all j 6= i such that Bj is not a null row, v T BjT = Ai,j . If CompleteBasis
is able to fill all the rows with i-compatible binary vectors, then we are done and we return
the resulting matrix (in Line 9). If not, we claim that the row for which we are not able to
fill can be added to the basis (in Claim 16). So we add one more row to the basis by copying
the next row from P (in Line 7). Thus we increase the number of non-null rows in the basis
B̃ by one and repeat. Since the basis can be at most of size k, we need to repeat this at most
k times.
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Algorithm 1 Algorithm for BSD-DW.

Input
Output

: An n × n symmetric integer diagonal-wildcard matrix A
: If A has a width-k BSD then output a width-k BSD B of A;
otherwise report that A has no width-k BSD

10

w ← largest integer weight in A
foreach w-limited P ∈ {0, 1}k×k do
Initialize B̃ to be an n × k matrix with all null rows
b←1
i←1
while b ≤ k and Pb is i-compatible with B̃ do
B̃i ← Pb
(B, i) ← CompleteBasis(A, B̃)
if i = n + 1 then output B and terminate the algorithm
b←b+1

11

output that A has no width-k BSD and terminate the algorithm

1
2
3
4
5
6
7
8
9

12
13
14
15

Function CompleteBasis(A,B̃):
B ← B̃
for each null row i in B in increasing order do
if there is a v ∈ {0, 1}k such that v is i-compatible with B then
Bi ← v

16

// Loop 1

// Loop 2

// Loop 3

else return (B, i)

17

return (B, n + 1)

3.1

Correctness of the algorithm

The algorithm outputs either through Line 9 or through Line 11. In the former case, we
prove the following claim.
B Claim 15. If output occurs through Line 9, then the matrix B that is output, is a width-k
BSD of A.
Proof. If Line 9 is executed, then this means that the preceding CompleteBasis call on Line 8
returned i = n + 1. This implies that the return from CompleteBasis happened on Line 17.
This in turn means that Loop 3 was exited after completing all iterations, implying that the
matrix B did not have any null rows at the time of return. Thus B ∈ {0, 1}n×k . The rows of
B were each filled either in Line 7 (when it was B̃ before being passed to CompleteBasis)
or in Line 15. In both places, we filled each row i with a vector that was i-compatible at the
?
time of filling. From the definition of i-compatibility, it follows that BB T = A, and hence B
is a width-k BSD of A.
C
Consider a NO instance first. From Claim 15 it follows that the output does not occur
through Line 9. Thus the output has to occur through Line 11 and hence we correctly output
that A does not have a width-k BSD. So it only remains to prove the correctness when A
is a YES instance, i.e., when A has a width-k BSD, which is the case we consider for the
remainder of the proof. Let B ∗ be any fixed width-k BSD of A.
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Observe that B̃ changes as follows during each iteration of Loop 1: it is initialized to all
null rows and each time the algorithm encounters Line 7 a null row is replaced with a binary
row vector. We say that a matrix B is consistent with B ∗ if Bj = Bj∗ for each j such that
Bj is a non-null row.
B Claim 16. Consider a matrix B̃ ∈ Bn×k that is consistent with B ∗ . If CompleteBasis(A, B̃)
returns i ∈ [n] then Bi∗ is linearly independent from the non-null rows of B̃.
Proof. For a matrix M ∈ Bn×k , we denote by R(M ) the set of indices of the non-null rows
of M . Suppose for the sake of contradiction that CompleteBasis(A, B̃) returns i ∈ [n] and
Bi∗ is linearly dependent on the non-null rows of B̃. Then, we have Bi∗ = Σ`∈R(B̃) λ` B̃` for
some λ1 , λ2 , · · · , λ` ∈ R. Since B̃ is consistent with B ∗ , we can write Bi∗ = Σ`∈R(B̃) λ` B`∗ .
As CompleteBasis returned i, we know that during that iteration of Loop 3 in which
row i was considered, no vector v ∈ {0, 1}k was i-compatible with B (here B is the matrix
maintained by CompleteBasis that was initialized to B̃ on Line 12). In particular, Bi∗ ∈
{0, 1}k was not i-compatible with B. Therefore either there was some j ∈ R(B) such that
?
Bi∗ BjT 6= Ai,j , or Bi∗ (Bi∗ )T =
6 Ai,i . The latter cannot be true as B ∗ is a width-k BSD of A.
So there was a j ∈ R(B) such that Bi∗ BjT 6= Ai,j .
We branch into two cases: case 1 when j ∈ R(B̃) and case 2 when j ∈ R(B) \ R(B̃). In
case 1, we have Bj = B̃j = Bj∗ where the second equality is because B̃ and B ∗ are consistent.
Thus Bi∗ BjT = Bi∗ (Bj∗ )T = Ai,j , giving a contradiction.
In case 2, Bj was added in Line 15 and hence Bj was j-compatible with B at this time,
implying that B` BjT = A`,j for all ` ∈ R(B̃). Since B` = B̃` = B`∗ for ` ∈ R(B̃), we have
that B`∗ BjT = A`,j for all ` ∈ R(B̃). Then, we have a contradiction as follows:
Bi∗ BjT = Σ`∈R(B̃) λ` B`∗ BjT
= Σ`∈R(B̃) λ` A`,j
= Σ`∈R(B̃) λ` B`∗ (Bj∗ )T
= Bi∗ (Bj∗ )T
= Ai,j

C

For a matrix X ∈ {0, 1}k×k , we say we are in iteration (X, t) of the algorithm if we are in
the iteration of Loop 1 with P = X and the iteration of Loop 2 with b = t. We use B̃(X, t)
to denote the value of B̃ after the execution of Line 7 during iteration (X, t).
B Claim 17. At any step of the algorithm, if B̃ is consistent with B ∗ then the non-null rows
of B̃ are linearly independent.
Proof. Consider the first time this is violated during the algorithm. This has to be during the
addition of a new non-null row at Line 7. Let (X, t) be the iteration in which this happens.
Let p be the index of the row that was added. Observe that B̃(X, t) has only one additional
non-null row compared to B̃(X, t − 1). Also, this additional non-null row is equal to Bp∗ as
B̃(X, t) is consistent with B ∗ . We know the rows of B̃(X, t − 1) are linearly independent
as we assumed that the first violation of lemma happens in iteration (X, t). Also, during
iteration (X, t − 1), i was returned with value p (as the insertion happens in Line 7 in iteration
(X, t)). This implies that Bp∗ is linearly independent from the non-null rows of B̃(X, t − 1)
due to Claim 16. Hence the rows of B̃(X, t) are linearly independent.
C
B Claim 18. If the iteration (X, k) occurs during the algorithm for some X ∈ {0, 1}k×k
such that B̃(X, k) is consistent with B ∗ then the algorithm outputs through Line 9 in
iteration (X, k).
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Proof. Consider the i returned by CompleteBasis(A, B̃(X, k)). It is sufficient to prove that
the condition i = n + 1 in Line 9 is satisfied. Suppose otherwise. Then i ∈ [n] and by
Claim 16, Bi∗ is linearly independent from the non-null rows of B̃(X, k). But by Claim 17,
we have that the non-null rows of B̃(X, k) are linearly independent and hence span the whole
space, thus giving a contradiction.
C
B Claim 19. Assume that the output of the algorithm does not occur through Line 9. If for
some Y ∈ {0, 1}k×k and t ≤ k − 1, iteration (Y, t) occurs and B̃(Y, t) is consistent with B ∗ ,
then there exists some Z ∈ {0, 1}k×k such that iteration (Z, t + 1) occurs and B̃(Z, t + 1) is
consistent with B ∗ .
Proof. Since B̃(Y, t) is consistent with B ∗ , we know that Y[t] is a sub-matrix of B ∗ . As the
condition in Line 9 is false, we know that an i ∈ [n] was returned in Line 8 in iteration (Y, t).
It is clear from the algorithm that i is a null-row in B̃(Y, t). Let Z ∈ {0, 1}k×k be such
that Z[t] := Y[t] , Zt+1 := Bi∗ , and Zq := 0 for all q ≥ t + 1. Observe that Z[t+1] is a
submatrix of B ∗ and hence is w-limited by Fact 14. Since adding zeroes does not destroy
w-limitedness, we have that Z is a w-limited n × k matrix. Thus there is some iteration
of Loop 1 with P = Z. In this iteration the algorithm behaves similarly to the iteration
with P = Y for the first t iterations of Loop 2 as the algorithm has seen only the first t
rows of P up to then. Thus B̃(Z, t) = B̃(Y, t) and i is returned by Line 8 in iteration (Z, t).
Now in Line 7 of iteration (Z, t + 1), B̃i is assigned Zt+1 . Note that Zt+1 = Bi∗ is indeed
i-compatible with B̃(Z, t) (as B̃(Z, t) = B̃(Y, t) and B̃(Y, t) is consistent with B ∗ ) and that
t + 1 ≤ k. Hence the loop condition of Loop 2 is true in iteration (Z, t + 1). Thus, we have
(B̃(Z, t + 1))i = Zt+1 = Bi∗ and for all j =
6 i, we have (B̃(Z, t + 1))j = (B̃(Y, t))j . Since
B̃(Y, t) is consistent with B ∗ , it follows that B̃(Z, t + 1) is consistent with B ∗ .
C
Let t be the largest number for which there exists a P ∈ {0, 1}k×k such that iteration (P, t)
happens and B̃(P, t) is consistent with B ∗ . Due to Claim 19, we know that t = k. Then
the algorithm outputs through Line 9 according to Claim 18. Thus the algorithm outputs a
correct solution B due to Claim 15.

3.2

Runtime analysis

First, let us bound the number of iterations of Loop 1. For this it is sufficient to bound the
number of w-limited matrices in {0, 1}k×k .
p
3/2 1/2
I Lemma 20. The number of binary w-limited k ×k matrices is at most (2e k/w)k w +k .
Proof. Note that no w-limited matrix can have a 2 × (w + 1)-sub-matrix having all ones. The
number of ones in such a matrix is a special case of the well-studied Zarankiewicz problem
and is known [19] to be at most k 3/2 w1/2 + k. Hence it follows that the number of binary

2
3/2 1/2
w-limited k × k matrices is at most 2k w +k · k3/2 wk1/2 +k by choosing the positions of
the at most k 3/2 w1/2 + k potential ones in the matrix and
which of them are
 then choosing
k
actually ones. The bound follows easily by using that nk ≤ ne
.
J
k
Next, let us analyze the runtime of the function CompleteBasis. Loop 3 has at most n
iterations. In Line 14, we need to check at most 2k vectors v ∈ {0, 1}k . The checking for
i-compatibility of each vector takes O(nk) time. Hence CompleteBasis takes O(k2k n2 ) time.
Now, wepare ready to calculate the total run time. Due to Lemma 20, Loop 1 has
3/2 1/2
at most (2e k/w)k w +k iterations. Line 3 takes O(nk) time. Loop 2 has at most k
iterations. Line 7 takes at most O(k) time. The call to CompleteBasis in Line 8 takes at
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most O(k2k n2 ) time as we already calculated.
other step takes only constant time. Thus
 Any
p

3/2 1/2
the total running time is bounded by O (2e k/w)k w +k nk + k(k + k2k n2 ) =
 p

3/2 1/2
O (2e k/w)k w +k · k 2 2k n2 . We may run our algorithm on the kernel provided by
Theorem 2,
means we may set n = 4k in the above expression. Thus the total running
 which
p
3/2 1/2
time is O (2e k/w)k w +k · k 2 25k + n2 log n . This proves Theorem 4.

4

Lower bound for number of ones in the basis matrix

In this section we construct binary matrices for which there is a width-k BSD and every
basis of every width-k BSD has Ω(k 3/2 ) ones, thereby proving Theorem 5. We obtain such
instances via Finite Projective Planes (FPPs), which are defined as a set system S over a
universe U of elements such that:
1. for each e, e0 ∈ U there is exactly one S ∈ S containing both of them,
2. for each S, S 0 ∈ S there is exactly one e ∈ U such that e ∈ S ∩ S 0 , and
3. there is a set of 4 elements in U such that no three of them are in any S ∈ S.
It is known [17] that for any FPP, both the number of elements and the number of sets
are equal to N 2 + N + 1 for some N ≥ 2. Here N is called the order of the FPP. It also
follows that for an FPP of order N , each set has exactly N + 1 elements and each element is
contained in exactly N + 1 sets. It is also known that FPPs of order N exist for every prime
power N [17]. Given an FPP of order N , in the following we will denote the characteristic
2
2
incidence matrix of elements and sets by F ∈ {0, 1}(N +N +1)×(N +N +1) , where rows are
elements and columns are sets.
We now give a reduction from FPPs to ECP. For this, consider a vertex set V with
N 2 + N + 1 vertices. Let I be a subset of N + 1 vertices in V . Let GN be the graph defined
as the clique over V minus the clique over I, i.e., every pair of vertices in V is adjacent
except when both are from I. In other words, if X := V \ I, then GN is a split graph with
X as the clique and I as the independent set, where all the adjacencies are present between
X and I. In Lemmas 21 and 23, we show that GN has a small ECP if and only if an FPP of
order N exists.
I Lemma 21. If a finite projective plane S of order N exists, then GN has a clique partition C
into |C| ≤ N 2 + N cliques.
Proof. Let S be an FPP of order N over a universe U , and fix one of its sets S ∈ S. We
identify this set with the independent set of GN , i.e., S = I. After fixing the elements of S, all
other elements in U \ S are arbitrarily identified with the other vertices in X. We claim that
the remaining sets in S \ {S} form a clique partition, i.e., if CS 0 = {uv ∈ E(GN ) | u, v ∈ S 0 }
then the set C = {CS 0 | S 0 ∈ S \ {S}} partitions the edge set of GN into cliques. From
Property 1 of an FPP, for any edge uv (i.e., at least one of u and v is in X) there is exactly
one set S 0 ∈ S \ {S} such that u, v ∈ S 0 . This means that the subgraphs in C partition the
edge set. Furthermore, by Property 2 no S 0 ∈ S \ {S} intersects in more than one vertex
with the independent set I. Thus every subgraph of C is a clique. Moreover, any FPP of
order N has exactly N 2 + N + 1 sets, and so there are N 2 + N cliques in C.
J
I Lemma 22. If C is a set of cliques that partition the edges of GN and |C| ≤ N 2 + N , then
for each C ∈ C, |V (C)| = N + 1.
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Proof. First let us prove that |V (C)| ≤ N + 1. Suppose for the sake of contradiction that
|V (C)| ≥ N + 2. Note that C contains at most one vertex from I, as a clique and independent
set can intersect on at most one vertex. Let C 0 := V (C) \ I and I 0 := I \ V (C). Clearly
|C 0 | ≥ N + 1 and |I 0 | ≥ N (recall that |I| = N + 1). Note that every edge in C 0 × I 0 has
to be covered by a distinct clique in C \ {C}: any two edges that have different endpoints
in I cannot be in the same clique, since there is no edge between these endpoints, while
any two edges with different endpoints in C cannot be in the same clique, since the only
edge between these endpoints is already covered by C. But there are |C 0 ||I 0 | ≥ N 2 + N such
edges whereas there are only N 2 + N − 1 cliques in C \ {C}. Thus we have a contradiction.
Hence we established |V (C)| ≤ N + 1. Now suppose for the sake of contradiction
|V (C)| < N + 1. Using the fact that every clique of C has size at mostN + 1, the total
number of edges covered by C is strictly less than |C| N2+1 ≤ (N 2 +N ) N2+1 = N 2 (N +1)2 /2.
However, since |I| = N + 1 and consequently |X| = N 2 , the total number of edges of GN is

N2
2
2
2
J
2 + N · (N + 1) = N (N + 1) /2. Thus, we have a contradiction.
I Lemma 23. Let N ≥ 2. If C is a set of cliques that partition the edges of GN such that
|C| ≤ N 2 + N , then S = {V (C) | C ∈ C} ∪ {I} is an FPP of order N over V . Moreover, the
incidence matrix F of S with the column for I removed from it, is the BSD of the adjacency
matrix of GN that corresponds to C.
Proof. We will prove that S = {V (C) | C ∈ C} ∪ {I} satisfies the three properties in the
definition of an FPP, which then has order N by Lemma 22 above. Property 1 follows easily
from the definition of an edge clique partition: for each pair of adjacent vertices there is
exactly one clique covering their edge, while any pair of non-adjacent vertices only appear
in I.
Let us now prove Property 2. For any S, S 0 ∈ S, it follows easily from the definition of an
edge clique partition that |S ∩ S 0 | ≤ 1 (otherwise some edge is contained in two cliques). Also,
for any S ∈ S, it is true that |S ∩ I| ≤ 1 (otherwise some clique would contain a non-edge).
Assume there are S, S 0 ∈ S with S ∩ S 0 = ∅. By Lemma 22, we have |S| = |S 0 | = N + 1,
and so all the (N + 1)2 edges of S × S 0 have to be covered by distinct cliques (otherwise
some clique would contain an edge already covered by one of the cliques induced by S or S 0 ).
But we do not have so many cliques as |C| ≤ N 2 + N . Thus we have |S ∩ S 0 | = 1 for any
S, S 0 ∈ S, and so Property 2 is satisfied.
Let us now prove Property 3. Consider any arbitrary clique C ∈ C. Pick two vertices from
V (C)\I and two vertices from I \V (C). Note that |V (C)\I| = |I \V (C)| ≥ N +1−1 = N ≥ 2,
and hence two vertices can be picked from the sets. It is easy to see that out of these four
vertices at most two are in any set in S.
It is easy to see that the incidence matrix F of S minus the column for I is the BSD of
the adjacency matrix of GN that corresponds to the clique partition C.
J
By using Lemmas 21 and 23 and the fact that the element-set incidence matrix of an
FPP has full rank [23], we prove Theorem 5, thereby giving the required lower bound on the
number of ones in the basis matrix.
I Fact 24. The element-set incidence matrix of any FPP has full rank [23].
Proof of Theorem 5. Let N be a prime power and k := N 2 + N . We will show that the
adjacency matrix A of GN has a width-k BSD and every basis of every width-k BSD of A
has Θ(k 3/2 ) ones. Note that A is a (k + 1) × (k + 1) binary matrix as stated in the theorem.
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Since N is prime, there is an FPP of order N [17]. Then by Lemma 21, there is an edge
clique partition of GN with at most k = N 2 + N cliques. Thus, the adjacency matrix A of
GN has a width-k BSD, by using the equivalence in Lemma 6.
Now, consider any width-k BSD B of A and B̃ be any basis of B. Then, by Lemma 6,
there is an edge clique partition of GN with at most k cliques. By Lemma 23, S = {V (C) |
C ∈ C} ∪ {I} is an FPP of order N . Let F be the element-set incidence matrix of S. By
Lemma 23, B is equal to F minus the column in F corresponding to I. By Fact 24, F has
full rank, i.e. it has rank N 2 + N + 1 = k + 1. This implies B has rank k, and hence has at
least k columns. Since B is a width-k BSD, this means it has exactly k columns, and hence
is a (k + 1) × k matrix. Since B has rank k, we have that B̃ has k rows and k columns. Thus,
B̃ is B minus some row of B. Since each column of B corresponds to a clique of C containing
N + 1 vertices by Lemma 22, we have
√ that B has k(N + 1) ones. Hence the number of ones
in B̃ is at least k(N + 1) − k = Θ(k k).
J

5

Conclusion and Open Problems

We showed that AWECP admits a kernel with 4k vertices, and an algorithm with a runtime
3/2 1/2
3/2
of 2O(k w log(k/w)) nO(1) , which implies that ECP can be solved in 2O(k log k) nO(1) time.
We think the following are the most interesting related open questions.
Close the gap further between the upper and lower bounds on the running time for ECP
3/2
that are currently 2O(k log k) nO(1) and 2Ω(k) nO(1) respectively.
Does WECP admit a polynomial-sized kernel like ECP?
Can we show a tightness of analysis of our algorithm for WECP as we showed for ECP
in Section 4, i.e., can we construct positive integer matrices with largest weight w that
has a width-k BSD and every basis of every width-k BSD have Ω(k 3/2 w1/2 ) ones?
The algorithm of Chandran et al. [3] for Bipartite Biclique Partition with runtime
2
2O(k ) nO(1) is also based on guessing the basis of a binary decomposition A = BC, and is
currently the fastest FPT algorithm for the problem. If we can show that in any solution
at least one of B and C has a row basis (column basis in case of C) with at most g(k)
ones, then we get a running time 2O(g(k) log k) nO(1) using a similar algorithm as we gave
for ECP. What is the minimum value of g(k) possible?
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Abstract
Graph-modification problems, where we add/delete a small number of vertices/edges to make
the given graph to belong to a simpler graph class, is a well-studied optimization problem in all
algorithmic paradigms including classical, approximation and parameterized complexity. Specifically,
graph-deletion problems, where one needs to delete at most k vertices to place it in a given non-trivial
hereditary (closed under induced subgraphs) graph class, captures several well-studied problems
including Vertex Cover, Feedback Vertex Set, Odd Cycle Transveral, Cluster Vertex
Deletion, and Perfect Deletion. Investigation into these problems in parameterized complexity
has given rise to powerful tools and techniques. While a precise characterization of the graph classes
for which the problem is fixed-parameter tractable (FPT) is elusive, it has long been known that if
the graph class is characterized by a finite set of forbidden graphs, then the problem is FPT.
In this paper, we initiate a study of a natural variation of the problem of deletion to scattered
graph classes where we need to delete at most k vertices so that in the resulting graph, each
connected component belongs to one of a constant number of graph classes. A simple hitting set
based approach is no longer feasible even if each of the graph classes is characterized by finite
forbidden sets. As our main result, we show that this problem (in the case where each graph class has
O(1)
a finite forbidden set) is fixed-parameter tractable by a O∗ (2k
)1 algorithm, using a combination
of the well-known techniques in parameterized complexity – iterative compression and important
separators. Our approach follows closely that of a related problem in the context of satisfiability
[Ganian, Ramanujan, Szeider, TAlg 2017], where one wants to find a small backdoor set so that the
resulting CSP (constraint satisfaction problem) instance belongs to one of several easy instances
of satisfiability. While we follow the main idea from this work, there are some challenges for our
problem which we needed to overcome.
When there are two graph classes with finite forbidden sets to get to, and if one of the forbidden
sets has a path, then we show that the problem has a (better) singly exponential algorithm and a
polynomial sized kernel. We also design an efficient FPT algorithm for a special case when one of
the graph classes has an infinite forbidden set. Specifically, we give a O∗ (4k ) algorithm to determine
whether k vertices can be deleted from a given graph so that in the resulting graph, each connected
component is a tree (the sparsest connected graph) or a clique (the densest connected graph).
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Deletion to Scattered Graph Classes

1

Introduction

Graph modification problems, where we want to modify a given graph by adding/deleting
vertices/edges to obtain a simpler graph are well-studied problems in algorithmic graph
theory. Starting from the classical work of Lewis and Yannakakis [12] (see also [20]) who
showed the problem NP-complete for the resulting simpler graph belonging to any nontrivial (the graph property is true for infinitely many graphs and false for infinitely many
graphs) hereditary graph class (closed under induced subgraphs), the complexity of the
problem has been studied in several algorithmic paradigms including approximation and
parameterized complexity. Specifically, deleting at most k vertices to a fixed hereditary graph
class is an active area of research in parameterized complexity over the last several years
yielding several powerful tools and techniques. Examples of such problems include Vertex
Cover, Cluster Vertex Deletion, Feedback Vertex Set and Chordal Vertex
Deletion.
It is well-known that any hereditary graph class can be described by a forbidden set
of graphs, finite or infinite, that contains all minimal forbidden graphs in the class. In
parameterized complexity, it is known that the deletion problem is fixed-parameter tractable
(FPT) as long as the resulting hereditary graph class has a finite forbidden set [3]. This
is shown by an easy reduction to the Bounded Hitting Set problem. This includes, for
example, deletion to obtain a split graph or a cograph. We also know FPT algorithms for
specific graph classes defined by infinite forbidden sets like feedback vertex set and odd cycle
transversal [6]. While the precise characterization of the class of graphs for which the deletion
problem is FPT is elusive, there are graph classes for which the problem is W-hard [10, 13].
Recently, some stronger versions have also been studied, where the problem is to delete at
most k vertices to get a graph such that every connected component of the resulting graph is
at most ` edges away from being a graph in a graph class F (see [16–18]). Some examples of
F that have been studied in this stronger version include forest, pseudo-forest or bipartite.
Our results: In this paper, we address the complexity of a very natural variation of the
graph deletion problem, where in the resulting graph, each connected component belongs to
one of finitely many graph classes. For example, we may want the connected components of
the resulting graph to be a clique or a biclique (a complete bipartite graph). It is known
that cliques forbid exactly P3 s, the induced paths of length 2, and bicliques forbid P4 and
triangles. So if we just want every connected component to be a clique or every connected
component to be a biclique, then one can find appropriate constant sized subgraphs in the
given graph and branch on them (as one would in a hitting set instance). However, if we
want each connected component to be a clique or a biclique, such a simple approach by
branching over P3 , P4 , or K3 would not work. Notice that triangles are allowed to be present
in clique components and P3 s are allowed to be present in biclique components. It is not
even clear that there will be a finite forbidden set for this resulting graph class.
Our main result of the paper shows this deletion problem, when there are a constant
number of graph classes each characterized by a finite forbidden set for the resulting graph
is fixed-parameter tractable using the well-known techniques in parameterized complexity
– iterative compression and important separators. Specifically the problem we show to be
fixed-parameter tractable is the following.
(Π1 , Π2 , . . . , Πd ) Vertex Deletion

Parameter: k

Input: An undirected graph G = (V, E), an integer k, and d graph classes Π1 , . . . , Πd
described by finite forbidden sets F1 , . . . , Fd respectively.
Question: Is there a subset Z ⊆ V (G), |Z| ≤ k such that every connected component
of G − Z is in at least one of the graph classes Π1 , . . . , Πd ?
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Several natural graph classes forbid induced paths of certain lengths. We can develop
a much better algorithm in that case. More specifically, when there are only two graph
classes for the connected components of the resulting graph to be placed, and if one of
them has a path as a forbidden subgraph, then we show that the problem has a polynomial
kernel, an efficient O∗ (ck ) algorithm and a c-approximation algorithm where c depends on
the maximum size of the graphs in the forbidden set. Finally we also look at the problem
for the specific case when one of the resulting graph classes has an infinite forbidden set.
Specifically, we look at the problem of deleting a small number of vertices so that each
connected component of the resulting graph is a tree (the sparsest connected graph) or a
clique (the densest connected graph), and give an O∗ (4k ) algorithm.
Previous Work. While there has been a lot of work on graph deletion and modification
problems, one work that comes close to ours is the work by Ganian, Ramanujan and Szeider [9]
where they consider the parameterized complexity of finding strong backdoors to a scattered
class of CSP instances. In fact, in their conclusion, they remark that
“graph modification problems and in particular the study of efficiently computable
modulators to various graph classes has been an integral part of parameterized
complexity and has led to the development of several powerful tools and techniques.
We believe that the study of modulators to “scattered graph classes” could prove
equally fruitful and, as our techniques are mostly graph based, our results as well
as techniques could provide a useful starting point towards future research in this
direction”.
Our work is a starting point in addressing the parameterized complexity of the problem they
suggest.
Our Techniques. We now give a brief summary of the main FPT algorithm described in
Theorem 3.3. We reduce the problem (Π1 , Π2 , . . . , Πd ) Vertex Deletion to Disjoint
(Π1 , Π2 , . . . , Πd ) Vertex Deletion Compression (Disjoint (Π1 , Π2 , . . . , Πd )-VDC for
short) using the standard technique of iterative compression. In Disjoint (Π1 , Π2 , . . . , Πd )VDC, we can assume that a (Π1 , Π2 , . . . , Πd )-modulator W of the graph of size k − i is also
given to us as input for some i ≤ k (i is the number of vertices from the modulator we have
guessed to be in the solution) and the aim is to check if there is a (Π1 , Π2 , . . . , Πd )-modulator
of the graph of size k − i − 1 disjoint from W . This is formally described in Subsection 3.1.
In Subsection 3.2, we give an FPT algorithm for Disjoint (Π1 , Π2 , . . . , Πd )-VDC in the
special case when the solution that we are looking for leaves W in a single component. The
algorithm uses the technique of important separators [15].
Finally in Subsection 3.3, we handle general instances of Disjoint (Π1 , Π2 , . . . , Πd )-VDC.
We focus on instances where the solution separates W . We guess W1 ⊂ W as the part of
W that occurs in some single connected component after deleting the solution. Since, the
solution separates W , we know that it contains a W1 − (W \ W1 ) separator X. The algorithm
uses the technique of important separator sequences [14]. Informally, an important separator
sequence partitions the graph into slices with small boundaries which allows us to look for
solutions local to the slices. The algorithm guesses the integer ` which is the size of the part
of the solution present in the graph containing W1 after removing X. The algorithm then
constructs the important separator sequence corresponding to ` and finds the separator P
furthest from W1 in the sequence such that there is a (Π1 , Π2 , . . . , Πd )-modulator of size ` in
the graph containing W1 after removing P . If separator X either intersects P or dominates
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the other, then a recursive smaller instance is easily constructable. In the case when the two
separators are incomparable, the algorithm identifies a set of vertices Y that is reachable
from W1 after deleting P . The algorithm then constructs a graph gadget of k O(1) vertices
whose appropriate attachment to the boundary P of the graph G[Y ] gives a graph G0 which
preserves the part of the solution of G present in G[Y ]. Since this part of the solution is
strictly smaller in size, the algorithm can find the solution for G by recursively finding the
solution in G0 .
While the main techniques for a good part follow from the paper by Ganian, Ramanujan
and Szeider [9], the problem has its own challenges. The paper by Ganian, Ramanujan and
Szeider worked on strong backdoors to a scattered class of CSPs. The authors create an
variable-constraint incidence graph based on the CSP and focus on “forbidden sets” with
respect to a set of variables S which is a set of constraints C such that there is an assignment
of S on which for every CSP class, one of the constraints under this assignment does not
belong to this class. We identify an equivalent notion of forbidden set in our problem as
a subset of vertices C such that for every finite forbidden graph class, there is a subset of
C such that the graph induced on the subset belongs to a forbidden member of this class.
Since the forbidden set is identified by a collection of finite subgraphs here, instead of a set
of constraint vertices in the CSP case where the graph properties are not relevant, there are
more difficulties arising from it. For example, the CSP result uses a connecting gadget that
adds extra vertices and edges to preserve connectivity of some subsets. They manage this by
associating tautological constraints to these extra vertices which can go into any of the CSP
classes. But adding new vertices and edges can create new subgraphs which could be a finite
forbidden subgraph, in our case. Due to this, we had to come up with an algorithm avoiding
any use of connecting gadgets. Another difficulty is in creating the smaller graph instance
G0 using gadgets as described in the previous paragraph where we could recursively solve the
instance. In the CSP case, identifying the set of vertices that need to be preserved in the
smaller instance was easier as the forbidden sets were a set of constraint vertices. In our case,
this gets more complicated as we deal with forbidden sets involving subgraphs. Specifically
this results in a more complex marking procedure in Lemma 3.17 to prove its third claim.

2

Preliminaries

Graph Theory. For ` ∈ N, we use P` to denote the path on ` vertices. We use standard
graph theoretic terminology from Diestel’s book [8]. A tree is a connected graph with no
cycles. A forest is a graph, every connected component of which is a tree. A paw is a graph
G with vertex set V (G) = {x1 , x2 , x3 , x4 } and edge set E(G) = {x1 x2 , x2 x3 , x3 x1 , x3 x4 }. A
graph is a block graph if all its biconnected components are cliques. For a set X ⊆ G, we
use G[X] to denote the graph induced on the vertex set X and we use G − X (or G \ X)
to denote the graph induced by the vertex set V (G) \ X. We say that a subset Z ⊆ V (G)
disconnects a subset S ⊆ V (G) if there exists v, w ∈ S with v =
6 w such that v and w occur
in different connected components of the graph G \ Z.
I Definition 2.1. Let G be a graph and disjoint subsets X, S ⊆ V (G). We denote by RG (X, S)
the set of vertices that lie in the connected component containing X in the graph G \ S. We
denote RG [X, S] = RG (X, S) ∪ S. Finally we denote N RG (X, S) = V (G) \ RG [X, S] and
N RG [X, S] = N RG (X, S) ∪ S. We drop the subscript G if it is clear from the context.
I Definition 2.2 ([15]). Let G be a graph and X, Y ⊆ V (G).
A vertex set S disjoint from X and Y is said to disconnect X and Y if RG (X, S) ∩ Y = φ.
We say that S is an X − Y separator in the graph G.
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An X − Y separator is minimal if none of its proper subsets is an X − Y separator.
An X − Y separator S1 is said to cover an X − Y separator S with respect to X if
R(X, S) ⊂ R(X, S1 ).
Two X − Y separators S1 and S2 are said to be incomparable if neither covers the other.
In a set H of X − Y separators, a separator S is said to be component-maximal if there
is no separator S 0 in H which covers S. Component-minimality is defined analogously.
An X − Y separator S1 is said to dominate an X − Y separator S with respect to X if
|S1 | ≤ |S| and S1 covers S with respect to X.
We say that S is an important X − Y separator if it is minimal and there is no X − Y
separator dominating S with respect to X.
For the basic definitions of Parameterized Complexity, we refer to [6].

3

Deletion to d finite scattered classes

I Definition 3.1. We call a set Z a (Π1 , Π2 , . . . , Πd )-modulator if every connected
component of G \ Z is in one of the graph classes Πi for i ∈ d.

Organization of the section. This section is divided into three subsections. In the first
section, we use iterative compression to transform the (Π1 , Π2 , . . . , Πd ) Vertex Deletion
problem into a compressed version of the problem named Disjoint (Π1 , Π2 , . . . , Πd )-VDC.
In the second section, we give an algorithm for Disjoint (Π1 , Π2 , . . . , Πd )-VDC for the
special case of having a non-separating solution which we will define later. Finally in
the third section, we give a general algorithm for Disjoint (Π1 , Π2 , . . . , Πd )-VDC and
subsequently (Π1 , Π2 , . . . , Πd ) Vertex Deletion using the algorithm in the second section
as a subroutine.

3.1

Iterative Compression

We use the standard technique of iterative compression to transform the (Π1 , Π2 , . . . , Πd )
Vertex Deletion problem into the following problem Disjoint (Π1 , Π2 , . . . , Πd ) Vertex
Deletion Compression(Disjoint (Π1 , Π2 , . . . , Πd )-VDC) such that an FPT algorithm
with running time O∗ (f (k)) for the latter gives a O∗ (2k+1 f (k)) time algorithm for the former.
The details are moved to the full version.
Disjoint (Π1 , Π2 , . . . , Πd )-VDC

Parameter: k

Input: A graph G, an integer k, finite forbidden sets F1 , F2 , . . . , Fd for graph classes
Π1 , Π2 , . . . , Πd and a subset W of V (G) such that W is a (Π1 , Π2 , . . . , Πd )- modulator
of size k + 1.
Question: Is there a subset Z ⊆ V (G) \ W, |Z| ≤ k such that Z is a (Π1 , Π2 , . . . , Πd )modulator of the graph G?

3.2

Finding non-separating solutions

In this section, we focus on solving instances of Disjoint (Π1 , Π2 , . . . , Πd )-VDC which have
a non-separating property defined as follows.
I Definition 3.2. Let (G, k, W ) be an instance of Disjoint (Π1 , Π2 , . . . , Πd )-VDC and Z
be a solution for this instance. Then Z is called a non-separating solution if W is contained
in a single connected component of G \ Z and separating otherwise. If an instance has only
separating solutions, we call it a separating instance. Otherwise, we call it non-separating.
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We begin the description of the algorithm with the following reduction rule.
I Reduction Rule 1. If a connected component of G belongs to some graph class Πi , then
remove all the vertices of this connected component.
I Lemma 3.3 (?2 ). Reduction rule 1 is safe.
We now develop the following notion of forbidden sets which can be used to identify if a
connected component of a graph belongs to any of the classes Πi for i ∈ [d].
I Definition 3.4. We say that a subset of vertices C ⊆ V (G) is a forbidden set of G if C
occurs in a connected component of G and there exists a subset Ci ⊆ C such that G[Ci ] ∈ Fi
for all i ∈ [d] and C is a minimal such set.
Clearly if a connected component of G contains a forbidden set, then it does not belong
to any of the graph classes Πi for i ∈ [d]. We note that even though the forbidden set C is
of finite size, the lemma below rules out the possibility of a simple algorithm involving just
branching over all the vertices of C.
I Lemma 3.5 (?). Let G be a graph and C ⊆ V (G) be a forbidden set of G. Let Z be a
(Π1 , Π2 , . . . , Πd )-modulator of G. Then Z disconnects C or Z ∩ C 6= ∅.
We now have the following lemma on important separators which is helpful in our
algorithm to compute non-separating solutions.
I Lemma 3.6 ( [4]). For every k ≥ 0 and subsets X, Y ⊆ V (G), there are at most 4k
important X − Y separators of size at most k. Furthermore, there is an algorithm that runs in
O(4k kn) time that enumerates all such important X − Y separators and there is an algorithm
that runs in nO(1) time that outputs one arbitrary component-maximal X − Y separator.
We now have the following lemma which connects the notion of important separators
with non-separating solutions of our problem.
I Lemma 3.7 (?). Let (G, k, W ) be an instance of Disjoint (Π1 , Π2 , . . . , Πd )-VDC obtained
after exhaustively applying Reduction Rule 1 and Z be a non-separating solution. Let v be a
vertex such that Z is a {v} − W separator. Then there is a solution Z 0 which contains an
important v − W separator of size at most k in G.
We use the above lemma along with Lemma 3.6 to obtain our algorithm for non-separating
instances. The algorithm finds a minimal forbidden set C in polynomial time which is finite.
Then it branches on the set C and also on v − W important separators of size at most k of
G for all v ∈ C.
I Lemma 3.8. Let (G, k, W ) be a non-separating instance of Disjoint (Π1 , Π2 , . . . , Πd )VDC. Then it can be solved in 2O(k) nO(1) time where |V | = n.
Proof. We first apply Reduction Rule 1 exhaustively. If the graph is empty, we return YES.
Else, there is a connected component of G which does not belong to any graph classes Πi
for i ∈ [d]. Therefore, there exists a forbidden set C ⊆ V (G) of G present in this connected
component. We find C by checking for each graph class Πi , if a graph in Fi exists as an
induced subgraph in a any connected component X of G, take the union of these vertices
and make it minimal by removing vertices and seeing if the set still remains forbidden. We

2

The proofs of theorems and lemmas marked (?) are moved to the full version due to lack of space.
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branch in |C|-many ways by going over all the vertices v ∈ C and in each branch, recurse
on the instance (G − v, k − 1, W ). Then for all v ∈ C, we branch over all important v − W
separators X of size at most k in G and recurse on instances (G \ X, k − |X|, W ).
We now prove the correctness of the algorithm. Let Z be a solution of the instance. From
Lemma 3.5, we know that a forbidden set C of G is disconnected by Z or Z ∩ C 6= φ. In the
latter case, we know that Z contains a vertex x ∈ C giving us one of the branched instances
obtained by adding x into the solution.
Now we are in the case when C is disconnected by Z. Since Reduction rule 1 is applied
exhaustively, the connected component containing C also contains some vertices in W . Since
Z is a non-separating solution, W goes to exactly one connected component of G \ Z and
there exists some non-empty part of C that is not in this component. Hence, there exists
some vertex x ∈ C that gets disconnected from W by Z. From Lemma 3.7, we know that
there is also a solution Z 0 which contains an important x − W separator of size at most k
in G. Since we have branched over all such x − W important separators, we have correctly
guessed on one such branch.
We now bound the running time. Since |C| = O(d), any forbidden set in G can be
obtained via brute force in nO(d) time. For each i ∈ [k], we know that there are at most 4i
important separators of size 1 ≤ i ≤ k which can be enumerated using Lemma 3.6 in O(4i ·i·n)
time. For the instance (G, k, W ), if we branch on v ∈ C , k drops by 1 and if we branch on a
v − W separator of size i, k drops by i. Hence if T (k) denotes the time taken for the instance
k
P
(G, k, W ), we get the recurrence relation T (k) = O(d)T (k − 1) +
4i T (k − i) upon solving
i=1

with taking into account that d is a constant, we get that T (k) = 2O(k) nO(1) .

3.3

J

Solving general instances

We now solve general instances of Disjoint (Π1 , Π2 , . . . , Πd )-VDC using the algorithm
for solving non-separating instances as a subroutine. We first focus on solving separating
instances of Disjoint (Π1 , Π2 , . . . , Πd )-VDC. We guess a subset W1 ⊂ W such that for a
solution Z, W1 is exactly the intersection of W with a connected component of G \ Z. For
W2 = W \ W1 , we are looking for a solution Z containing a W1 − W2 separator. Formally,
let W = W1 ] W2 be a set of size k + 1 which is a (Π1 , Π2 , . . . , Πd )-modulator. We look for a
set Z ⊆ V (G) \ W of size at most k such that Z is a (Π1 , Π2 , . . . , Πd )-modulator, Z contains
a minimal (W1 , W2 )-separator X and W1 occurs in a connected component of G \ Z.
From here on, we assume that the separating instance (G, k, W ) of Disjoint (Π1 , Π2 , . . . ,
Πd )-VDC is represented as (G, k, W1 , W2 ) where W = W1 ] W2 . We branch over all
partitions of W into W1 and W2 which adds a factor of 2k+1 to the running time. We now
introduce the notion of tight separator sequences and t-boundaried graphs which are used to
design the algorithm.

3.3.1

Tight Separator Sequences

We first look at a type of W1 − W2 separators where the graph induced on the vertices
reachable from W1 satisfy the property as defined below.
I Definition 3.9. Let (G, k, W1 , W2 ) be an instance of Disjoint (Π1 , Π2 , . . . , Πd )-VDC.
We call a W1 − W2 separator X in G `-good if there exists a set K of size at most ` such that
K ∪ X is a (Π1 , Π2 , . . . , Πd )-modulator for the graph G[R[W1 , X]]. Else we call it `-bad.
I Lemma 3.10 (?). Let (G, k, W1 , W2 ) be an instance of Disjoint (Π1 , Π2 , . . . , Πd )-VDC
and let X and Y be disjoint W1 − W2 separators in G such that X covers Y . If X is `-good,
then Y is also `-good.
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I Definition 3.11. Let (G, k, W1 , W2 ) be an instance of Disjoint (Π1 , Π2 , . . . , Πd )-VDC
and let X and Y be W1 − W2 separators in G such that Y dominates X. Let ` be the smallest
integer i for which X is i-good. If Y is `-good, then we say that Y well-dominates X. If
X is `-good and there is no Y 6= X which well-dominates X, then we call X `-important.
The following lemma allows us to focus on solutions containing an `-important W1 − W2
separator for some appropriate value of `.
I Lemma 3.12. Let (G, k, W1 , W2 ) be an instance of Disjoint (Π1 , Π2 , . . . , Πd )-VDC and
Z be a solution. Let P ⊆ Z be a non-empty minimal W1 − W2 separator in G and let P 0
be a W1 − W2 separator in G well-dominating P . Then there is also a solution Z 0 for the
instance containing P 0 .
Proof. Let Q = Z ∩ R[W1 , P ]. Note that Q is a (Π1 , Π2 , . . . , Πd )-modulator for the
graph G[R[W1 , P ]]. Let Q0 ⊇ P 0 be a smallest (Π1 , Π2 , . . . , Πd )- modulator for the graph
G[R[W1 , P 0 ]] extending P 0 . We claim that Z 0 = (Z \ Q) ∪ Q0 is a solution for (G, k, W1 , W2 ).
Since P 0 well-dominates P , |Z 0 | ≤ |Z|. We now show that Z 0 is a (Π1 , Π2 , . . . , Πd )-modulator.
Suppose not. Then there exists a forbidden subset C present in a connected component X of
G \ Z 0.
We first consider the case when X is disjoint from the set Z \ Z 0 . Then there is a
component H in G \ Z which contains X and hence C, contradicting that Z is a solution. We
now consider the case when X intersects Z \ Z 0 . By definition of Z 0 , X is contained in the
set R(W1 , P 0 ). Since Z 0 \ Q0 is disjoint from R(W1 , P 0 ) and is separated from R(W1 , P 0 ) by
just P 0 , we can conclude that X and hence C is contained in a single connected component
of G[R[W1 , P 0 ]] \ Q0 . But this contradicts that Q0 is not a (Π1 , Π2 , . . . , Πd )-modulator in the
graph G[R[W1 , P 0 ]].
J
We now define the notion of tight separator sequence. It gives a natural way to partition
the graph into parts with small boundaries. This helps us focus our problem on local parts
of the graph which eases the task of solving it.
I Definition 3.13. An X − Y tight separator sequence of order k of a graph G with
X, Y ⊆ V (G) is a set H of X − Y separators such that every separator has size at most k,
the separators are pairwise disjoint, for any pair of separators in the set, one covers another
and the set is maximal with respect to the above properties.
I Lemma 3.14 (?). Given a graph G, disjoint vertex sets X, Y and integer k, a tight
separator sequence H of order k can be computed in |V (G)|O(1) time.

3.3.2

Boundaried graphs

I Definition 3.15. A t-boundaried graph G be a graphs with t distinguished labelled
vertices. We call the set of labelled vertices ∂(G) the boundary of G and the vertices in
∂(G) terminals. Let G1 and G2 be two t-boundaried graphs with the graphs G1 [∂(G1 )] and
G2 [∂(G2 )] being isomorphic. Let µ : ∂(G1 ) → ∂(G2 ) be a bijection which is an isomorphism
of the graphs G1 [∂(G1 )] and G2 [∂(G2 )]. We denote the graph G1 ⊗µ G2 as a t-boundaried
graph obtained by the following gluing operation. We take the union of graphs G1 and G2
and identify each vertex x ∈ ∂(G1 ) with vertex µ(x) ∈ ∂(G2 ). The t-boundary of the new
graph is the set of vertices obtained by unifying.
I Definition 3.16. A t-boundaried graph with an annotated set is a t-boundaried graph
with a second set of distinguished but unlabelled vertices disjoint from the boundary. The set
of annotated vertices is denoted by ∆(G).
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Figure 1 The graph G0 obtained by gluing some Ĝ ∈ H to G[R[W1 , P ]].

We now prove the following crucial lemma for giving the algorithm for solving separating
instances of Disjoint (Π1 , Π2 , . . . , Πd )-VDC. Suppose we are looking at an instance of
Disjoint (Π1 , Π2 , . . . , Πd )-VDC which has a solution Z. We know that the solution Z
contains a minimal W1 − W2 separator Q which is incomparable to a given `-good W1 − W2
separator P in G. Then some part of Z, say K, lies in the set R[W1 , Q]. We show that by
carefully replacing parts outside of R[W1 , P ] with a small gadget, we can get a smaller graph
G0 which preserves the part of K inside the set R[W1 , P ]. Also we show that there is some
part of K lying outside the set R[W1 , P ] and hence the size of the solution in G0 is strictly
smaller than in G.
The gadget is loosely speaking a set obtained by a marking procedure which preserves
all possible types of forbidden sets in the original graph. Let us look at a forbidden set C
and a subset Ci ⊆ C such that G[Ci ] = Hi ∈ Fi . Let us look at the subset Ci0 ⊆ Ci that
lies outside R(W1 , P ), the corresponding graph being an induced subgraph of Hi . For all
i ∈ [d] and all possible induced subgraphs of Hi , we mark sets of vertices outside R(W1 , P )
such that there is a corresponding forbidden set C in the graph G whose intersections with
N R[W1 , P ] are exactly these graphs. Let G0 be the graph formed by removing the unmarked
vertices outside R(W1 , P ). For any forbidden set C in G, we can replace parts of Ci outside
R(W1 , P ) with the corresponding marked vertices and get a forbidden set C 0 in graph G0 .
This allows us to focus on the smaller graph G0 and use the solution in G0 to construct a
solution in G.
I Lemma 3.17 (?). Let (G, k, W1 , W2 ) be an instance of Disjoint (Π1 , Π2 , . . . , Πd )-VDC
and let Z be a solution. Let Q ⊆ Z be a minimal W1 − W2 separator in the graph G. Let
K = Z ∩ R[W1 , Q] with ` = |K \ Q|. Let P be a minimal W1 − W2 separator in G which is
disjoint from K and incomparable to Q. Let Qr = Q∩R(W1 , P ) and Qnr = Q\Qr . Similarly,
let P r = P ∩ R(W1 , Q) and P nr = P \ P r . Let K r = K ∩ R[W1 , P ]. Let G1 = G[R[W1 , P ]]
be a boundaried graph with P r as the boundary.
Then there exists a |P r |-boundaried graph Ĝ which is k O(1) in size with an annotated set
of vertices, and a bijection µ : ∂(Ĝ) → P r such that the glued graph G0 = G1 ⊗µ Ĝ has the
following properties (see Figure 1).
1. The set W1 is a (Π1 , Π2 , . . . , Πd )-modulator for the graph G0 .
2. The set Qr is a |K r \ Qr |-good W1 − P nr separator in the graph G0 \ ∆(Ĝ).
3. For any Q0 which is a W1 − P nr separator in G0 \ ∆(Ĝ) well-dominating Qr in G0 , the
set Q0 ∪ Qnr well dominates the W1 − W2 separator Q in G.
4. There is a a family H of boundaried graphs with an annotated set of vertices such that H
O(1)
O(1)
contains Ĝ, has size bounded by 2k
and can be computed in 2k
nO(1) .

IPEC 2020

18:10

Deletion to Scattered Graph Classes

3.3.3

Algorithm for general instances

The following lemma focuses on the particular case when W1 and W2 are already disconnected
in G.
I Lemma 3.18 (?). Let (G, k, W1 , W2 ) be an instance of Disjoint (Π1 , Π2 , . . . , Πd )-VDC
where W1 and W2 are in distinct components of G. Let Z be its solution such that W1 exactly
occurs in a connected component of G \ Z. Also let R(W1 ) be the set of vertices reachable from
W1 in G. Let Z 0 = Z ∩ R(W1 ). Then (G[R(W1 )], |Z 0 |, W1 ) is a non-separating YES-instance
of Disjoint (Π1 , Π2 , . . . , Πd )-VDC and conversely for any non-separating solution Z 00 for
(G[R(W1 )], |Z 0 |, W1 ), the set Ẑ = (Z \ Z 0 ) ∪ Z 00 is a solution for the original instance such
that W1 exactly occurs in a connected component of G \ Z 00 .
We have the following reduction rule.
I Reduction Rule 2. Let (G, k, W1 , W2 ) be an instance of Disjoint (Π1 , Π2 , . . . , Πd )-VDC
where W1 and W2 are disconnected in G. Compute a non-separating solution Z 0 for the
instance (G0 , k 0 , W1 ) where G0 = G[R(W1 )] and k 0 is the least integer i ≤ k for which
(G0 , i, W1 ) is a YES-instance. Delete Z 0 and return the instance (G \ Z 0 , k − |Z 0 |, W2 ).
The safeness of Reduction Rule 2 comes from Lemma 3.18. The running time for the
reduction is 2O(k) nO(1) which comes from that of the algorithm in Lemma 3.8. Henceforth,
we assume that Reduction Rule 2 is no longer applicable. We know that every solution Z of
(G, k, W1 , W2 ) contains an `-good non-empty W1 − W2 separator X in the graph G. Let us
denote Main-Algorithm(G, k, W1 , W2 ) as the main algorithm procedure. We now describe
a subroutine Branching-Set((G, k, W1 , W2 ), λ, `) which is used in Main-Algorithm where
0 ≤ ` ≤ k and 1 ≤ λ ≤ k.
I Lemma 3.19. Let (G, k, W1 , W2 ) be an instance of Disjoint (Π1 , Π2 , . . . , Πd )-VDC and
let 0 ≤ ` ≤ k and 1 ≤ λ ≤ k. There is an algorithm Branching-Set((G, k, W1 , W2 ), λ, `)
O(1)
that returns a set R containing at most 2k
vertices such that for every solution Z of the
given instance containing an `-important W1 − W2 separator X of size at most λ in G, the
set R intersects Z.
Proof. Since Reduction Rule 2 is applied exhaustively, there is a W1 − W2 path in the graph
G. If there is no W1 − W2 separator of size λ in the graph G, we declare the tuple invalid.
Else we execute Lemma 3.14 to obtain a tight W1 − W2 separator sequence I of order λ. We
then partition I into `-good and `-bad separators. For this we need a procedure to check
whether a given separator P is `-good or not. If both λ, ` < k, we do so by recursively calling
the main algorithm procedure Main-Algorithm(G[R[W1 , P ]], `, W1 , P ). The recursive call
is possible as ` is strictly less than k. We note that since λ ≥ 1, the cardinality of P is
non-zero. From the definition of `-good separators, we can conclude that ` < k as the solution
set in G[R[W1 , P ]] is at most k and it contains non-empty set P as its subset.
Let P1 be component maximal among all the good separators in I if any exists and P2
be component minimal among all the bad separators in I if any exists. We set R := P1 ∪ P2 .
For i ∈ {1, 2}, we do the following.
We execute the algorithm of Lemma 3.17, Claim 4 to compute a family H of boundaried
graphs with an annotated set of vertices. Then for every choice of Pir ⊆ Pi , for every instance
Ĝ ∈ H with |Pir | terminals and every possible bijection δ : ∂(Ĝ) → Pir , we construct the
glued graph GPir ,δ = G[R[W1 , Pi ]] ⊗δ Ĝ, where the boundary of G[R[W1 , Pi ]] is Pir .We then
recursively call Branching-Set((GPir ,δ \ S̃, k − j, W1 , Pi \ Pir ), λ0 , `0 ) for every 0 ≤ λ0 < λ,
1 ≤ j ≤ k − 1 and 0 ≤ `0 ≤ `, where S̃ is the set of annotated vertices in Ĝ. We add the union
of all the vertices returned by these recursive instances to R and return the resulting set.
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Figure 2 The case where X is incomparable with P1 .

This completes the description of the algorithm. We now proceed to the proof of
correctness.
Correctness: We prove by induction on λ. We first consider the base case when λ = 1 where
there is a W1 − W2 `-good separator X ⊆ Z of size one. Since X has size one, it cannot
be incomparable with the separator P1 . Hence either X is equal to P1 or is covered by P1 .
In either case, we are correct as P1 is contained in R. We now assume that the algorithm
correctly runs for all tuples where λ < λ̂ for some λ̂ ≥ 2. We now look at the case when the
algorithm runs on a tuple with λ = λ̂.
Let Z be a solution for the instance containing an `-important separator X. If X intersects
P1 ∪ P2 we are done as R intersects X. Hence we assume that X is disjoint from P1 ∪ P2 .
Suppose X is covered by P1 . Then we conclude that P1 well-dominates X contradicting that
X is `-important.
By Lemma 3.10, since X is `-good and P2 is not, X cannot cover P2 . Suppose X covers
P1 and itself is covered by P2 . Then X must be contained in the maximal tight separator
sequence I contradicting that P1 is component maximal.
Finally we are left with the case where X is incomparable with P1 or P2 if P1 does not
exist. Without loss of generality, assume X is incomparable with P1 . The argument in the
case when P1 does not exist follows by simply replacing P1 with P2 in the proof.
Let K ⊆ Z be a (Π1 , Π2 , . . . , Πd )-modulator for the graph G[R[W1 , X]] extending X. If
P1 ∩ K is empty, we have that P1 ∩ Z is empty. Since P1 is contained in R, the algorithm is
correct as R intersects Z. Hence assume that P1 and K are disjoint.
Let X r = R(W1 , P1 ) ∩ X and X nr = X \ X r . Similarly, define P1r = R(W1 , X) ∩ P1
and P1nr = P1 \ P1r . Since X and P1 , the sets X r , X nr , P1r and P1nr are all non-empty. Let
K r = K ∩ R(W1 , P1 ). If there is a vertex in P1r that is not in the same connected component
as W1 in G \ Z, then as X separates P1r from W2 , we can conclude that R contains a vertex
which is separated from W by Z implying that the algorithm is correct. Hence assume that
P1r is contained in the same connected component as W1 in the graph G \ Z.
We observe that the sets defined above satisfy the conditions for Lemma 3.17 with P = P1
and Q = X. Therefore there exists a |P1r |-boundaried graph Ĝ with an annotated set S̃ and an
appropriate bijection µ : ∂(Ĝ) → P1r with the properties claimed in the statement of Lemma
3.17. Now consider the recursive instance h(GPir ,δ \ S̃, k1 , W1 , Pinr ), λ0 , `0 i where GPir ,δ is the
graph obtained by gluing together G[R[W1 , P1 ]] and Ĝ via a bijection µ , λ0 = |X r |, k1 = |K r |
and `0 = |K r |.
To apply induction hypothesis on the above tuple, we first show that the tuple is valid.
We show this by showing that (GPir ,δ \ S̃, k1 , W1 , P1nr ) is a valid instance of Disjoint
(Π1 , Π2 , . . . , Πd )-VDC. For this we need that W1 ∪ P1nr is a (Π1 , Π2 , . . . , Πd )-modulator for
the graph GPir ,δ \ S̃ which is true from Lemma 3.17, Claim 1. Hence the tuple is valid and
we can apply the induction hypothesis.
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Since X is `-important, from Lemma 3.17, Claims 2 and 3, it follows that X r must also
be k1 -important in the graph GPir ,δ \ S̃. By induction hypothesis, the tuple returns a set R0
which intersects K r . Since K r ⊆ Z, we can conclude that R0 intersects Z as well.
Bounding the set R: We have the value of λ dropping at every level of the search tree.
Since λ ≤ k, the depth of the search tree is bounded by k. The number of branches at each
O(1)
node is at most k 3 · k! · 2k
(k 3 for choice of λ0 , j and `0 , k! for the choice of the bijection
O(1)
k
δ and 2
for the size of H). Since, at each internal node, we add at most 2k vertices
O(1)
(corresponding to P1 ∪ P2 ), we can conclude that the size of R is bounded by 2k
.
J
We now describe the details of Main-Algorithm procedure.
I Lemma 3.20. There is a procedure Main-Algorithm that given an instance (G, k, W1 , W2 )
O(1)
of Disjoint (Π1 , Π2 , . . . , Πd )-VDC, runs in 2k
nO(1) and either computes a solution for
the instance containing a W1 − W2 separator or concludes that no such solution exists.
Proof. Initially, if Reduction Rule 2 is applicable (this is the case when the size of the
minimum cut λ in G is zero), we use it to reduce the instance. Hence we can assume that
the W1 − W2 separator is non-empty. For every 0 ≤ `0 ≤ k and 1 ≤ λ0 ≤ k, we invoke the
algorithm Branching-Set((G, k, W1 , W2 ), λ0 , `0 ) from Lemma 3.19 to compute a set Rλ0 ,`0 .
We define R as the union of the sets Rλ0 ,`0 for all possible values of λ0 and `0 . After this,
we simply branch on every vertex v of R adding v to the solution creating a new instance
(G − v, k − 1, W1 , W2 ) of Disjoint (Π1 , Π2 , . . . , Πd )-VDC. If k < 0, we return NO. If
Reduction Rule 2 applies, we use it to reduce the instance. If this results in a non-separating
instance with W = W1 ∪ W2 , we apply the algorithm in Lemma 3.8 to solve the instance.
Else we recursively run Main-Algorithm on the new instance.
We now bound the running time T (k) for Main-Algorithm. The depth of the branching
O(1)
tree is bounded by k and the branching factor at each node is |R| ≤ 2k
. The time taken
at each node is dominated by the time taken for the procedure Branching-Set. Let Q(k)
O(1)
T (k − 1) + Q(k). Let us
denote the time taken for Branching-Set. We have T (k) = 2k
focus on the search tree for Branching-Set. In Lemma 3.19, we proved that the depth
O(1)
of the tree is bounded by k and the branching factor is bounded by 2k
. The time spent
at each node is dominated by algorithm of Lemma 3.17 and that of the sub-instances of
Main-Algorithm called at the node with strictly smaller values of k which is bounded by
O(1)
O(1)
O(1)
2k
nO(1) + T (k − 1). Hence overall we have Q(k) = 2k
Q(k − 1) + 2k
nO(1) + T (k − 1).
Substituting Q(k) in the recurrence relation for the running time of Main-Algorithm and
k
P
O(1)
O(1)
nO(1) T (k − i) ≤ k · 2k·k
nO(1) T (k − 1) on solving
simplifying, we have T (k) =
2ik
i=1
O(1)

we get T (k) = 2k
nO(1) .
The correctness follows from the correctness of Lemma 3.19, of Reduction Rule 2 and
Lemma 3.8.
J
I Lemma 3.21. Disjoint (Π1 , Π2 , . . . , Πd )-VDC can be solved in 2k

O(1)

nO(1) time.

Proof. Let (G, k, W ) be the instance of Disjoint (Π1 , Π2 , . . . , Πd )-VDC. We first apply
Lemma 3.8 to see if there is a non-separating solution for the instance. If not, we branch over
all W1 ⊂ W and for each such choice of W1 , apply Lemma 3.20 to check if (G, k, W1 , W2 =
W \ W1 ) has a solution containing a W1 − W2 separator. The correctness and running time
follows from those of Lemma 3.8 and Lemma 3.20.
J
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O(1)

nO(1) time.

Proof. As mentioned in Section 3.1, the time taken to solve (Π1 , Π2 , . . . , Πd ) Vertex
O(1)
O(1)
Deletion is 2k+1 · 2k
nO(1) = 2k
nO(1) .
J
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Finite Forbidden Set with Paths

We observe that several natural graph classes (like cluster graphs, edgeless graphs, P5 -free
graphs) contain a path in their forbidden sets. In this section, we develop significantly faster
FPT algorithms for the vertex deletion problem if each connected component of the resulting
graph belongs to one of two graph classes and the forbidden set of one of them contains a
path.
Deletion to Π1 and Π2 with Path

Input: An undirected graph G, and an integer k. Furthermore, for a fixed i, an induced
path Pi is a forbidden set for Π1 .
Goal: Does G have a set S of at most k vertices such that every connected component
of G − S is either in Π1 or in Π2 ?
Let F1 and F2 be the finite forbidden sets for the graph classes Π1 and Π2 respectively.
Let d1 be the size of a maximum sized finite forbidden set in F1 and d2 be the size of a
maximum sized forbidden set in F2 . We first recall the graph operation called gluing that
was defined in Section 3.3. We spell it out for our purpose.
Gluing Operation. Let G1 and G2 be graphs with H being an induced subgraph of both
of them. Let S1 ⊆ V (G1 ) and S2 ⊆ V (G2 ) be such that G1 [S1 ] = G2 [S2 ] = H. Let f
be an automorphism of H, i.e. an isomorphism from H onto H, that maps vertices of
H to vertices of H. We define a collection of graphs G ∈ Glue(G1 , G2 , H, S1 , S2 , f ) with
V (G) = V (G1 ) ∪ V (G2 ) \ S2 whose edge set E(G) is as follows. We treat V (G) as containing
all vertices of G1 , and containing vertices of V (G2 ) \ S2 . I.e. we identify vertices of S1 and
S2 using the function f .
(1) For any pair u, v of vertices in V (G1 ) in V (G), we add an edge if and only if
uv ∈ E(G1 ), (2) for any pair u, v of vertices in V (G2 ) \ S2 , we add an edge if and only if
uv ∈ E(G2 ), (3) for a pair u, v of vertices where u ∈ S1 and v ∈ V (G2 ) \ S2 , we add the
edge if and only if f (u)v ∈ E(G2 ), (4) for a pair u, v of vertices where u ∈ V (G1 ) \ S1 and
v ∈ V (G2 ) \ S2 , we have two choices. In the first choice, we add edge uv to G. In the second
choice, we do not add edge uv to G.
Note that this construction provides a collection of graphs based on the last bullet point
above, even for a fixed f , and for a fixed S1 and S2 . Now towards the deletion algorithm
for two classes where one of them contains a path, we first construct the following family of
graphs from F1 and F2 .
Construction of a new family F from F1 and F2 . For every F1 ∈ F1 , F2 ∈ F2 , we
construct a collection of graph F 0 by Glue(F1 , F2 , S1 , S2 , H, f ) for every graph H which is
a subgraph of both F1 and F2 and for every subsets S1 and S2 of vertices of F1 and F2
respectively such that F1 [S1 ] = H = F2 [S2 ] and for every automorphism f of H. In addition,
we construct F 00 , F 000 as follows. The set F 00 contains all graphs formed by disjoint union of
F1 ∈ F1 , F2 ∈ F2 and some subset of edges between them. The set F 000 contains all graphs
formed by disjoint union of F1 ∈ F1 , F2 ∈ F2 and a path P of length at most i (with i − 1
additional vertices) starting from a vertex in F1 and ending at a vertex in F2 . We denote
F = F 0 ∪ F 00 ∪ F 000 .
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I Lemma 4.1 (?). Let Π1 , Π2 be two graph classes such that a graph G1 ∈ Π1 has no induced
subgraph from F1 , and a graph G2 ∈ Π2 has no induced subgraph from F2 . Let d1 be the
maximum number of vertices in any graph in F1 and d2 be the maximum number of vertices
in any graph in F2 . Furthermore let F1 contains a path of length i. Construct the set F
from F1 and F2 as described by “gluing operation” just before the lemma. Let Π be a class of
graphs such that G ∈ Π if and only if G has no induced subgraph present in F. Then, every
connected component of G is either in Π1 or in Π2 if and only if G ∈ Π. Furthermore, the
maximum number of vertices in a set in F is at most d1 + d2 + i.
I Theorem 4.2 (?). Let d1 be the maximum size of an obstruction in F1 and d2 be the
maximum size of an obstruction in F2 for Deletion to Π1 and Π2 with Path problem.
Then, Deletion to Π1 and Π2 with Path admits (d1 + d2 + i)k nO(1) time algorithm. It
also admits (d1 + d2 + i) factor approximation algorithm, and a polynomial sized kernel.
Proof (Sketch). Given an instance (G, k) of Deletion to Π1 and Π2 with Path problem,
we use “gluing operation” described above to construct a finite obstruction family F. From
Lemma 4.1, all obstructions in F have size at most d1 + d2 + i. We can prove that Π1 or Π2
Deletion is an instance of an implicit d1 + d ˆ+ 2 + i-Hitting Set problem [5]. We can find
induced graph H in G which is isomorphic to any forbidden set in F in polynomial time. By
branching over the vertices of H we get an FPT algorithm running in time (d1 + d2 + i)k nO(1) .
We can get a d1 + d2 + i factor approximation algorithm by greedily adding all vertices of H
to the solution as usually done in implicit (d1 + d2 + i)-Hitting Set problems. We can use
Sunflower Lemma [5, 7] to get a polynomial kernel for Π1 or Π2 Deletion.
J
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Deletion to Trees and Cliques

In this section, we consider the problem when Π1 is the set of all cliques, and Π2 is the set
of all trees. That is, the problem is to delete k vertices so that in the resulting graph, each
connected component is a tree or a clique.
Trees and Cliques Deletion Set

Parameter: k

Input: An undirected graph G, and an integer k
Question: Does G have a set S of at most k vertices such that every connected
component of G − S is either a tree or a clique?
We call a subset S ⊆ V (G) a trees-and-cliques deletion set if G \ S is such that every
connected component of G − S is either a tree or a clique. Note that when each component
is a tree, the deletion problem is precisely the Feedback Vertex Set problem, with the
resulting class of all acyclic graphs which have the set of all cycles as the (infinite) forbidden
set. This has an FPT algorithm with the best runtime O∗ (3.618k ) [11]. See also [19] for
the special deletion problem where we want the resulting graph to be a tree. When each
connected component is a clique, the deletion problem is precisely the Cluster Vertex
Deletion problem, with the resulting class of cluster graphs contains the graphs forbidding
P3 s, paths on three vertices. For our problem, as the forbidden set for one of the graph
classes is infinite, the fixed-parameter tractability does not follow from our Theorem 3.22 or
Theorem 4.2.
In this section, we describe a O∗ (4k ) time algorithm for Trees and Cliques Deletion
Set problem. Recall that a block graph is a graph whose biconnected components are cliques.
If every connected component of a graph is a tree or a clique, then clearly it is a block graph.
First, we precisely characterize such block graphs whose components are trees or cliques.
Recall that a paw is a graph on 4 vertices that contains a triangle and the fourth vertex is
adjacent only to one vertex of the triangle. We have the following two lemmas.
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I Lemma 5.1. Let G be a block graph. Then, G is paw-free if and only if every connected
component of G is either a tree or a clique.
Proof. Suppose that every connected component of G is either a tree or a clique. As a
paw has a cycle and is not a clique, G can not contain a paw. Conversely suppose G does
not contain a paw, but one of its components C, is neither a tree or a clique. Then, the
component must have a cycle, and a nonadjacent pair of vertices. But as G is a block graph,
every biconnected component of G, and hence of C must be a clique. As C is not a clique,
C has at least two biconnected components B1 and B2 that are cliques intersecting at a
(cut) vertex. Let B1 be the component containing a cycle. Then B1 contains a triangle, B2
contains an edge, and B1 and B2 share a vertex. This triangle and the edge form a paw,
which is a contradiction.
J
I Lemma 5.2 ([2]). A graph G is a block graph if and only if it has no induced cycles of
length at least four and no induced D4 (i.e., K4 − e, or a diamond).
The following corollary follows from the above lemmas.
I Corollary 5.3. Every connected component of a graph G is either a tree or a clique if and
only if it has no cycle of length at least four or a diamond or paw as induced subgraphs.
Now, we will first focus on the following restricted version of Trees and Cliques
Deletion Set problem where we assume that the graph has no C4 (a cycle of length four),
D4 or a paw as an induced subgraph.
Restricted Trees and Cliques Deletion Set

Parameter: k

Input: A connected undirected graph G without C4 , D4 and paw as induced subgraphs,
and an integer k
Question: Does G have a set S of at most k vertices such that every connected
component of G − S is either a tree or a clique?
Now we give a fixed-parameter tractable algorithm for Restricted Trees and Cliques
Deletion Set. We have the following lemma from [1].
I Lemma 5.4 ([1]). Let G be a graph that does not contain C4 or D4 as an induced subgraph.
Then (1) any pair of maximal cliques of G intersects in at most one vertex, and (2) the
number of maximal cliques in G is at most n2 .
Let C denote the set of all maximal cliques of G. A vertex v ∈ V (G) is called external if
it is part of at least two maximal cliques of C. We construct an auxiliary bipartite graph
Ĝ from G with V (Ĝ) = V (G) ] VC where VC has a vertex vc for every c ∈ C. In the graph
Ĝ, we add an edge from a vertex v ∈ V (G) to a vertex vc ∈ VC if and only if v is one of
the external vertices of the clique c ∈ C. We prove the following lemma which is similar to
Lemma 7 in [1].
I Lemma 5.5 (?). Let G be a graph without C4 , D4 and paw as induced subgraphs and
S ⊆ V (G). Then S is a trees-and-cliques deletion set of G if and only if Ĝ \ S is acyclic.
Now we consider the weighted feedback vertex set problem
Weighted Feedback Vertex Set

Parameter: k

Input: A weighted undirected graph G = (V, E) with w : V (G) → N, and an integer k.
Question: Find a set S ⊆ V (G) of minimum weight that contains at most k vertices.
that has an O∗ (3.618k ) algorithm [1].
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Hence to solve the Restricted Trees and Cliques Deletion Set, we can simply
form the auxiliary graph as described in Lemma 5.5. Then we define a weight function on
the vertices of Ĝ as those vertices of G taking weight 1, and those vertices of the maximal
cliques taking value k + 1. Then we apply the algorithm for weighted feedback vertex set
to check whether the minimum weight of, a feedback vertex set of (the weighted graph) Ĝ
containing at most k vertices, is at most k. Thus we have
I Lemma 5.6. Restricted Trees and Cliques Deletion Set can be solved in O∗ (3.618k )
time.
Now by branching on vertices of C4 s, D4 s and paws and then applying the algorithm of
Lemma 5.6, we obtain the following theorem.
I Theorem 5.7. Given a graph G on n vertices, we can determine in O∗ (4k ) time whether
G has at most k vertices whose deletion results in a graph where every connected component
is a tree or a clique.
Proof. Let S ⊆ V (G) be a set of vertices such that every connected component of G − S
is either a tree or a clique. Observe that G − S cannot contain a C4 , diamond or paw as
induced subgraph. Hence, S must intersect all induced C4 , all induced diamonds and all
induced paws in G. As long as we find a set of four vertices A such that G[A] induces a C4 ,
or a paw, or a diamond, we branch on every vertex v ∈ A, and solve recursively the instance
(G − {v}, k − 1). If one of these branches returns a solution X, we return X ∪ {v} as a
solution of G. Otherwise, we return that (G, k) is a no-instance. After G has no four vertices
that induces a diamond, or a C4 , or a paw, then, we do not make any further recursive
call. We invoke Lemma 5.6 to apply the algorithm for Restricted Trees and Cliques
Deletion Set and return the output of the algorithm. Since, the algorithm for Restricted
Trees and Cliques Deletion Set takes O∗ (3.618k ) time and we branch on at most k
C4 , diamonds and paws, our algorithm takes O∗ (4k ) time. This completes the proof.
J
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Conclusion

We have initiated a study on vertex deletion problems to scattered graph classes and showed
that when there are a finite number of graph classes each characterized by a finite forbidden
set, the problem is fixed-parameter tractable. The existence of a polynomial kernel for this
case is a natural open problem. Other open problems include obtaining improved algorithms
at least for special cases of finite classes and investigating other scattered graph classes when
some of them have infinite forbidden sets.
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Abstract
It is known that problems like Vertex Cover, Feedback Vertex Set and Odd Cycle Transversal are polynomial time solvable in the class of chordal graphs. We consider these problems in a
graph that has at most k vertices whose deletion results in a chordal graph, when parameterized
by k. While this investigation fits naturally into the recent trend of what are called “structural
parameterizations”, here we assume that the deletion set is not given.
One method to solve them is to compute a k-sized or an approximate (f (k) sized, for a function f )
chordal vertex deletion set and then use the structural properties of the graph to design an algorithm.
This method leads to at least kO(k) nO(1) running time when we use the known parameterized or
approximation algorithms for finding a k-sized chordal deletion set on an n vertex graph.
In this work, we design 2O(k) nO(1) time algorithms for these problems. Our algorithms do not
compute a chordal vertex deletion set (or even an approximate solution). Instead, we construct a
tree decomposition of the given graph in time 2O(k) nO(1) where each bag is a union of four cliques
and O(k) vertices. We then apply standard dynamic programming algorithms over this special tree
decomposition. This special tree decomposition can be of independent interest.
Our algorithms are, what are sometimes called permissive in the sense that given an integer k,
they detect whether the graph has no chordal vertex deletion set of size at most k or output the
special tree decomposition and solve the problem.
We also show lower bounds for the problems we deal with under the Strong Exponential Time
Hypothesis (SETH).
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Introduction and Motivation

Main motivation for parameterized complexity and algorithms is that hard problems have a
number of parameters in their input, and feasible algorithms can be obtained when some
of these parameters tend to be small. However, barring width parameters (like treewidth
and cliquewidth), early parameterizations of problems were mostly in terms of solution size.
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However starting from the work of Fellows et al. [16] and Jansen et al. [26, 17], there has
been a lot of study on parameterizations by some structure of the input. The motivations
for these parameterizations are that many problems are computationally easy on special
classes of graphs like edge-less graphs, forests and interval graphs. Thus parameterizing by
the size of a modulator (set of vertices in the graph whose removal results a graph in easy
graph class) became a natural choice of investigation. Examples of such parameterizations
include Clique and Feedback Vertex Set parameterized by the size of minimum vertex
cover (i.e., modulator to edge-less graphs), Vertex Cover parameterized by the size of
minimum feedback vertex set (i.e., modulator to forests) [26, 27]. See also [33, 34] for more
such parameterizations.
We continue this line of work on problems in input graphs that are not far from a chordal
graph. By distance to a chordal graph, we mean the minimum number of vertices in the
graph whose deletion results in a chordal graph. We call this set as a chordal vertex deletion
set (CVD). Specifically, we look at Vertex Cover, Feedback Vertex Set and Odd
Cycle Transversal and some generalizations of these problems, parameterized by the
size of a CVD, as these problems are polynomial time solvable in chordal graphs [22, 38, 10].
In problems for which the parameter is the size of a modulator, it is also assumed that the
modulator is given with the input. This assumption can be removed if finding the modulator
is also fixed-parameter tractable (FPT) parameterized by the modulator size. However, there
are instances where finding the modulator is more expensive than solving the problem if the
modulator is given. For example, finding a subset of k vertices whose deletion results in a
perfect graph is known to be W -hard [24], whereas if the deletion set is given, then one can
show (as explained a bit later in this section) that Vertex Cover (thus Independent
Set) is FPT when parameterized by the size of the deletion set.
Hence Fellows et al. [17] ask whether Independent Set (or equivalently, Vertex
Cover) is FPT when parameterized by a (promised) bound on the vertex-deletion distance
to a perfect graph, without giving a minimum deletion set in the input. While we do not
answer this question, we address a similar question in the context of problems parameterized
by the distance to chordal graphs, another well-studied class of graphs where Vertex
Cover is polynomial time solvable whereas the best-known algorithm to find a k-sized
chordal deletion set takes O∗ (k O(k) ) 1 time [8]. We also do not know of a constant factor
(FPT) approximation algorithm for CVD even with 2O(k) nO(1) running time. There are
many recent results on polynomial time approximation algorithms for Chordal Vertex
Deletion [28, 1, 30] with the current best algorithm having a O(opt log opt) ratio, where opt
is the size of minimum CVD [30]. If we use this approximation algorithm and do branching
2
(see Section 1.1 below), then we can obtain a 2O(k log k) nO(1) time algorithm for Vertex
Cover.
Hence, in a similar vein to the question by Fellows et al., we ask whether (minimum)
Vertex Cover (and other related problems) can be solved in O∗ (2O(k) ) time with only
a promise on the size k of the chordal deletion set, and answer the question affirmatively.
Our algorithms even go one step further, in not even needing the promise. They solve the
problem or determine that the chordal deletion set is of size more than k.

1

O∗ notation hides polynomial factor in the input length
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Our Results. Specifically we give O∗ (2O(k) ) algorithms for the problems defined below.
Weighted d-Colorable Subgraph by CVD

Input: A graph G = (V, E) , a weight function w : V (G) → R and k, `, d ∈ N.
Parameter: k
Question: Determine if there is a vertex set X of weight at most ` in G such that
G − X is d-colorable or output that minimum chordal vertex deletion set of G is of size
more than k?
When d = 1 and d = 2, the problem reduces to Weighted Vertex Cover by CVD
(WVC By CVD) and Weighted Odd Cycle Transversal by CVD (WOCT by CVD)
where we require the graph G − X to be an independent set and bipartite, respectively. We
also define Weighted Feedback Vertex Set by CVD ( WFVS by CVD) where we
require the graph G − X to be a forest.
If all the weights are 1, we call them the unweighted version of these problems. We
remark that our algorithms do not necessarily address the question of whether the input
graph has a CVD of size at most k, and may actually solve the problem sometimes even
when the CVD size is more than k.
We also show that the unweighted versions of all the problems mentioned above cannot
be solved in O∗ ((2 − )k ) time under Strong Exponential Time Hypothesis (SETH) even if a
CVD of size k is given as part of the input. This matches the upper bound of the known
algorithm for WVC By CVD when the modulator is given.

1.1

Related Work

When CVD is given. If we are given a CVD S of size k along with an n-vertex graph G as
the input, then one can easily get a 2k nO(1) time algorithm (call it A) for Vertex Cover
as follows. First, we guess the subset X of S that is part of our solution. Let Y be the subset
of vertices in V (G) \ S such that for each y ∈ Y there is an edge between y and a vertex
in S \ X. Clearly, X ∪ Y is part of the Vertex Cover solution and it will cover all the
edges incident on S. Then we are left with finding an optimum weighted vertex cover in
G − (S ∪ Y ) which is a chordal graph. This can be done in polynomial time. As we have
2k choices for X, the total running time of the algorithm is 2k nO(1) . An FPT algorithm
with O∗ (k O(k) ) time for WFVS by CVD is given by Jansen et al [29] where they first find
the modulator. This algorithm follows the algorithm to find a minimum FVS in bounded
treewidth graphs and a similar trick works for Odd Cycle Transversal too, when the
modulator is given.
When the modulator is given, the FPT algorithms discussed above have been generalized
for other problems and other classes of graphs (besides those that are k away from the class
of chordal graphs). Let Φ be a Counting Monadic Second Order Logic (CMSO) formula
and t ≥ 0 be an integer. For a given graph G = (V, E), the task is to maximize |X| subject
to the following constraints: there is a set F ⊆ V such that X ⊆ F , the subgraph G[F ]
induced by F is of treewidth at most t, and structure (G[F ], X) models Φ. Note that the
problem corresponds to finding a minimum vertex cover and a minimum feedback vertex set
when t = 0 and t = 1 respectively when Φ is a tautology. For a polynomial poly, let Gpoly
be the class of graphs such that, for any G ∈ Gpoly , graph G has at most poly(n) minimal
separators. Fomin et al [20] gave a polynomial time algorithm for solving this optimization
problem on the graph class Gpoly . Consider Gpoly + kv to be the graph class formed from
Gpoly where to each graph we add at most k vertices of arbitrary adjacencies. Liedloff et
al. [31] further proved that, the above problem is FPT on Gpoly + kv, with parameter k,
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where the modulator is also a part of input. As a chordal graph has polynomially many
minimal separators [22], we obtain that WVC By CVD and WFVS by CVD are FPT
when the modulator is given.
Other “permissive” problems. Similar problems have been termed as “permissive problems”
in the context of testing satisfiability of CSPs (constraint satisfaction problems) with small
sized strong backdoors [21]. While detecting strong backdoors to a general CSP is hard, the
authors address the question of satisfiability of CSPs where the backdoor set is not given,
and the algorithm was supposed to solve satisfiability or determine that the backdoor set
size is more than k.
An example line of work where faster constant factor approximation algorithm is available,
is in the context of optimization problems parameterized by treewidth. For example, the
Independent Set problem parameterized by treewidth of the graph tw can be solved
using standard dynamic programming (DP) in 2tw · twO(1) · n time[12]. But the best known
3
algorithm for outputting a tree-decomposition of minimum width takes time twO(tw ) n [2].
3
Thus, the total running time is twO(tw ) n, when a tree decomposition is not given as an
input. But one can overcome this by obtaining a tree decomposition of width 5tw in time
2O(tw) n [4] and then applying the DP algorithm over the tree decomposition.
One previous example we know of a parameterized problem where the FPT algorithm
solves the problem without the modulator or even the promise, is Vertex Cover parameterized by the size of König Vertex Deletion set k. A König vertex deletion set of G is
a subset of vertices of G whose removal results in a graph where the size of its minimum
vertex cover and maximum matching are the same. In Vertex Cover by König Vertex
Deletion, we are given graph G = (V, E), k, ` ∈ N and an assumption that there exists a
König vertex deletion set of size k in G, here k is parameter. We want to ask whether there
exist a vertex cover of size ` in G? Lokshtanov et al. [32] solve Vertex Cover by König
Vertex Deletion in O∗ (1.5214k ) time without the promise.
Finally we remark that there is an analogous line of work in the classical world of
polynomial time algorithms. For example, it is known that finding a maximum clique in a
unit disk graph is polynomial time solvable given a unit disk representation of the unit disk
graph [9], though it is N P -hard to recognize whether a given graph is a unit disk graph [7].
Raghavan and Spinrad [36] give a permissive algorithm that given a graph either finds a
maximum clique in the graph or outputs a certificate that the given graph is not a unit disk
graph. See also [6, 23, 20] for some other examples of permissive algorithms.

1.2

Our Techniques

The first step in our algorithms is to obtain, what we call a semi clique tree decomposition
of the given graph if one exists. It is known [22] that every chordal graph has a clique-tree
decomposition, i.e., a tree decomposition where every bag is a clique in the graph. If the
modulator is given, then we can add it to each bag, and obtain a tree-decomposition where
each bag is a clique plus at most k vertices. In our case (where the modulator is not given),
we obtain a tree decomposition in 2O(k) nO(1) time where each bag can be partitioned into
C ] N , where C can be covered by at most 4 cliques in G and |N | ≤ 7k + 5. Here we
also know a partition C1 ] C2 ] C3 ] C4 of C where each Ci is a clique. We call this tree
decomposition a (4, 7k + 5)-semi clique tree decomposition. Our result in this regard is
formalized in the following theorem.
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I Theorem 1. There is an algorithm that given a graph G and an integer k runs in time
O(27k · (kn4 + nω+2 )) where ω is the matrix multiplication exponent and either constructs a
(4, 7k + 5)-semi clique tree decomposition T of G or concludes that there is no chordal vertex
deletion set of size k in G. Moreover, the algorithm also provides a partition C1 ] C2 ] C3 ]
C4 ] N of each bag of T such that |N | ≤ 7k + 5 and Ci is a clique in G for all i ∈ {1, 2, 3, 4}.
After getting a (4, 7k + 5)-semi clique tree decomposition, we then design DP algorithms
for Vertex Cover, Feedback Vertex Set and Odd Cycle Transversal on this tree
decomposition. Since the vertex cover of a clique has to contain all but one vertex of the
clique, the number of ways the solution might intersect a bag of the tree is at most O(27k n4 ).
Using this fact, one can bound the running time for the DP algorithm to O(27k n5 ). The
overall running time would be the sum of the time taken to construct a (4, 7k + 5)-semi
clique tree decomposition and the time of the DP algorithm on this tree decomposition
which is bounded by O(27k n5 ). In the case of Feedback Vertex Set and Odd Cycle
Transversal, again from each clique all but two vertices will be in the solution. Using
this fact one can bound the running time of WFVS By CVD and WOCT by CVD to be
O∗ (2O(k) ).
Very recently, Fomin and Golovach [18] give subexponential algorithms to various problems
on graphs which can be turned into a chordal graph by adding k edges. Similar to the line
of work in this paper, they come up with an almost-clique tree decomposition (where each
bag can be converted to a clique by adding k edges) and then apply dynamic programming
algorithms on this tree decompositions. We use the dynamic programming algorithms in
this paper on the tree decomposition we constructed to give algorithms for Weighted
d-Colorable Subgraph parameterized by minimum CVD size.
Organization of the paper. In Section 2, we state the notations used in this paper and give
the necessary preliminaries on tree decomposition and parameterized complexity. In Section
3, we prove Theorem 1. In Section 4, we first address Weighted d-Colorable Subgraph
by CVD using dynamic programming on semi clique tree decomposition. We then give more
direct and faster algorithms for WVC By CVD and WOCT by CVD and also for WFVS
by CVD. We then conclude this section with lower bounds on these problems assuming
SETH.

2

Preliminaries

For n ∈ N, [n] denotes the set {1, . . . , n}. We use A ] B to denote the set formed from the
P
union of disjoint sets A and B. For a function w : X → R, we use w(D) = x∈D w(x).
For V 0 ⊆ V , G[V 0 ] and G − V 0 denote the graph induced on V 0 and V \ V 0 , respectively.
For a vertex v ∈ V , G − v denotes the graph G − {v}. For a vertex v ∈ V , NG (v) and
NG [v] denote the open neighborhood and closed neighborhood of v, respectively. That is,
NG (v) = {u : {v, u} ∈ E} and NG [v] = NG (v) ∪ {v}. Also we define for a subset X ⊆ V (G),
S
NG (X) = v∈X (NG (v) \ X) and NG [X] = NG (X) ∪ X. We omit the subscript G, when the
graph is clear from the context.
We use the term graph for a simple undirected graph without loops and parallel edges.
For a graph G, we use V (G) and E(G) to denote its vertex set and edge set, respectively.
A graph is chordal if it does not contain a cycle of length greater than or equal to 4 as an
induced subgraph. A subset S ⊆ V (G) such that G − S is a chordal graph is called a chordal
vertex deletion set. We say that a graph G is a union of ` cliques if V (G) = V1 ] . . . ] V` and
Vi is a clique in G for all i ∈ {1, . . . , `}. We use standard notation and terminology from the
book [14] for graph-related terms which are not explicitly defined here.
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A graph G is k-colorable if its vertices can be colored in such a way that the endpoints of
every edge of G has two different colors.
I Definition 2 (Separator and Separation). Given a graph G and vertex subsets A, B ⊆ V (G),
a subset C ⊆ V (G) is called a separator of A and B if every path from a vertex in A to a
vertex in B (we call it A − B path) contains a vertex from C. A pair of vertex subsets (A, B)
is a separation in G if A ∪ B = V (G) and A ∩ B is a separator of A \ B and B \ A.
I Definition 3 (Balanced Separator and Balanced Separation). For a graph G, a weight
function w : V (G) → R≥0 and 0 < α < 1, a set S ⊆ V (G) is called an α-balanced separator
of G with respect to w if for any connected component C of G − S, w(V (C)) ≤ α · w(V (G)).
A pair of vertex subsets (A, B) is an α-balanced separation in G with respect to w if (A, B)
is a separation in G and w(A \ B) ≤ α · w(V (G)) and w(B \ A) ≤ α · w(V (G)).
I Definition 4 (Tree decomposition). A tree decomposition of a graph G is a pair T =
(T, {Xt }t∈V (T ) ), where T is a tree and for any t ∈ V (T ), a vertex subset Xt ⊆ V (G) is
associated with it, called a bag, such that the following conditions holds.
S
t∈V (T ) Xt = V (G).
For any edge {u, v} ∈ E(G), there is a node t ∈ V (T ) such that u, v ∈ Xt .
For any vertex u ∈ V (G), the set {t ∈ V (T ) : u ∈ Xt } of nodes induces a connected
subtree of T .
The width of the tree decomposition T is maxt∈V (T ) |Xt | − 1 and the treewidth of G is the
minimum width over all tree decompositions of G.
I Proposition 5 ([15]). Let G be a graph and C be a clique in G. Let T = (T, {Xt }t∈V (T ) )
be a tree decomposition of G. Then, there is a node t ∈ V (T ) such that C ⊆ Xt .
I Definition 6 (Clique tree decomposition). A clique tree decomposition of a graph G is a
tree decomposition T = (T, {Xt }t∈V (T ) ) where Xt is a clique in G for all t ∈ V (T ).
I Proposition 7 ([22]). A graph is chordal if and only if it has a clique tree decomposition.
I Definition 8. A graph G is called an (c, `)-semi clique if there is a partition C ] N of
V (G) such that G[C] is a union of at most c cliques and |N | ≤ `.
I Definition 9 ((c, `)-semi clique tree decomposition). For a graph G and c, ` ∈ N, a tree
decomposition T = (T, {Xt }t∈V (T ) ) of G is a (c, `)-semi clique tree decomposition if G[Xt ] is
a (c, `)-semi clique for each t ∈ V (T ).
We define the Node Multiway Cut problem where we are given an input graph
G = (V, E), a set T ⊆ V of terminals and an integer k. We want to ask whether there
exists a set X ⊆ V \ T of size at most k such that any path between two different terminals
intersects X.
We use the following lemma in Section 3.
I Proposition 10 ([19]). Let T be a tree and x, y, z ∈ V (T ). Then there exists a vertex
v ∈ V (T ) such that every connected component of T − v has at most one vertex from {x, y, z}.
SETH. For q ≥ 3, let δq be the infimum of the set of constants c for which there exists an
algorithm solving q-SAT with n variables and m clauses in time 2cn · mO(1) . The Strong
Exponential-Time Hypothesis (SETH) conjectures that limq→∞ δq = 1. SETH implies that
CNF-SAT on n variables cannot be solved in O∗ ((2 − )n ) time for any  > 0.
For definitions and notions on parameterized complexity, we refer to [12]. Throughout
the paper, ω denotes the matrix multiplication exponent.
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Semi Clique Tree Decomposition

Given a graph G and an integer k, our aim is to construct a (4, 7k + 5)-semi clique tree
decomposition T of G or conclude that G has no CVD of size at most k. We loosely follow
the ideas used for the tree decomposition algorithm in [37] to construct a tree decomposition
of a graph G of width at most 4tw(G) + 4, where tw(G) is the tree width of G. But before
that we propose the following lemmas that we use in getting the required (4, 7k + 5)-semi
clique tree decomposition.
I Lemma 11. Let G be a graph having a CVD of size k. Then G has a (1, k)-semi clique
tree decomposition.
I Lemma 12. For a graph G on n vertices with a CVD of size k, the number of maximal
cliques in G are bounded by O(2k · n). Furthermore, there is an algorithm that given any
graph G either concludes that there is no CVD of size k in G or enumerates all the maximal
cliques of G in O(2k · nω+1 ) time where ω is the matrix multiplication exponent.
Proof. Let X ⊆ V (G) be of size at most k such that G − X is a chordal graph. For any
maximal clique C in G let CX = C ∩ X and CG−X = C \ X. Since G − X is a chordal graph,
it has at most n − k maximal cliques [22].
We claim that for a subset CX ⊆ X and a maximal clique Q in G − X, there is at most
one subset Q0 ⊆ Q such that CX ∪ Q0 forms a maximal clique in G. If there are two distinct
subsets Q1 , Q2 of Q such that CX ∪ Q1 and CX ∪ Q2 are cliques in G, then CX ∪ Q1 ∪ Q2
is a clique larger than the cliques CX ∪ Q1 and CX ∪ Q2 . Thus, since there are at most 2k
subsets of X and at most n maximal cliques in G, the total number of maximal cliques in G
is upper bounded by 2k (n − k).
There is an algorithm that given a graph H, enumerates all the maximal cliques of
H with O(|V (H)|ω ) delay (the maximum time taken between outputting two consecutive
solutions) [35]. If G has a CVD of size k, there are at most 2k n maximal cliques in G which
can be enumerated in O(2k nω+1 ) time. So the algorithm to enumerate clique runs for at
most 2k n + 1 rounds, if we note that the number of maximal cliques enumerated is more
than 2k n then we return that G has no CVD of size k.
J
I Lemma 13. Let G be a graph having a CVD of size k and w : V (G) → R≥0 be a weight
function on V (G). There exists a 23 -balanced separation (A, B) of G with respect to w such
that the graph induced on the corresponding separator G[A ∩ B] is a (1, k)-semi clique.
Proof. First we prove that there is a 12 -balanced separator X such that G[X] is a (1, k)-semi
clique. By Lemma 11, there is a (1, k)-semi clique tree decomposition T = (T, {Xt }t∈V (T ) ) of
G. Arbitrarily root the tree of T at a node r ∈ V (T ). For any node y ∈ V (T ), let Ty denote
the subtree of T rooted at node y and Gy denote the graph induced on the vertices of G
S
present in the bags of nodes of Ty . That is V (Gy ) = t∈V (Ty ) Xt . Let t be the farthest node
of T from the root r such that w(V (Gt )) > 12 w(V (G)). That is, for all nodes t0 ∈ V (Tt ) \ {t},
we have that w(V (Gt0 )) ≤ 21 w(V (G)).
We claim that X = Xt is a 12 -balanced separator of G. Let t1 , . . . , tp be the children
of t. Since X is a bag of the tree decomposition T , each of the connected components
of G − X are contained either in Gti − X for some i ∈ [p] or G[V (G) \ V (Gt )]. Since
w(V (Gt )) > 12 w(V (G)), we have w(V (G) \ V (Gt )) < 12 w(V (G)). By the choice of t, we have
w(V (Gti )) ≤ 12 w(V (G)) for all i ∈ [p].
Now we define a 23 -balanced separation (A, B) for G such that the set X = A ∩ B ( 12
balanced separator). Let D1 , . . . , Dq be the vertex sets of the connected components of
G − X. Let ai = w(Di ) for all i ∈ [q]. Without loss of generality, assume that a1 ≥ . . . ≥ aq .
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Pq0
Let q 0 be the smallest index such that i=1 ai ≥ 31 w(V (G)) or q 0 = q if no such index
Pq
Pq 0
exists. Clearly, i=q0 +1 ai ≤ 23 w(V (G)). We prove that i=1 ai ≤ 23 w(V (G)). If q 0 = 1,
Pq0
ai = aq0 ≤ 12 w(V (G)) and we are done. Else, since q 0 is the smallest index such that
Pi=1
Pq0 −1
q0
1
ai < 13 w(V (G)). We also note that aq0 ≤ aq0 −1 ≤
i=1 ai ≥ 3 w(V (G)), we have
Pq0 −1
Pq0 i=1
Pq0 −1
1
ai = i=1 ai + aq0 ≤ 32 w(V (G)).
i=1 ai < 3 w(V (G)). Hence
i=1
S
S
Now we define A = X ∪ i∈[q0 ] Di and B = X ∪ i∈[q]\[q0 ] Di . Notice that X = A ∩ B
Pq0
2
and (A, B) is a separation of G. Also notice that w(A \ B) =
i=1 ai ≤ 3 w(V ) and
0
q
P
Pq
w(B \ A) = i=q0 +1 ai ≤ w(V (G)) − 13 w(V (G)) = 23 w(V (G)) as
ai ≥ 13 w(V (G)). Since
i=1

X is a bag of the tree decomposition T , G[X] is a (1, k)-semi clique.

J

Using Lemmas 12 and 13, we obtain the following corollary.
I Corollary 14. Let G be a graph with a CVD of size k. Let N ⊆ V (G) with 5k + 3 ≤
|N | ≤ 6k + 4. Then there exists a partition (NA , NB ) of N and a vertex subset X ⊆ V (G)
satisfying the following properties.
|NA |, |NB | ≤ 4k + 2.
X is a vertex separator of NA and NB in the graph G.
G[X] is a (1, k)-semi clique.
Moreover, there is an algorithm that given any graph G, either concludes that there is
no CVD of size k in G or computes such a partition (NA , NB ) of N and the set X in
O(27k · (kn3 + nω+1 )) time.
Proof. Let us define a weight function w : V (G) → R≥0 such that w(v) = 1 if v ∈ N and
0 otherwise. From Lemma 13, we know that there exists a pair of vertex subsets (A, B)
which is the balanced separation of G with respect to w where the graph induced on the
corresponding separator G[A ∩ B] is a (1, k)-semi clique.
Let us define the partition (NA , NB ). We add (A \ B) ∩ N to NA and (B \ A) ∩ N to NB .
Since (A, B) is a balanced separation of G with respect to w, |(A \ B) ∩ N |, |(B \ A) ∩ N | ≤
2
3 |N | ≤ 4k + 2. For each vertex u ∈ (A ∩ B) ∩ N , we iteratively add u to the currently smaller
of the two sets of NA and NB . Since |N | ≤ 6k + 4 ≤ 2 · (4k + 2), we have |NA |, |NB | ≤ 4k + 2
even after this process. This shows the existence of subsets NA , NB and X = A ∩ B. But
the proof is not constructive as the existence of (A, B) uses the (1, k)-semi clique tree
decomposition of G which requires the chordal vertex deletion set.
We now explain how to compute these subsets without the knowledge of a (1, k)-semi
clique tree decomposition of G. Let X = C 00 ] N 00 where C 00 is a clique and |N 00 | ≤ k. We
use Lemma 12 to either conclude that G has no CVD of size k or go over all maximal cliques
of G to find a maximal clique D such that C 00 ⊆ D. We can conclude that in the remaining
graph G[V \ D], there exists a separator Z ⊆ N 00 = X \ C 00 of size at most k for the sets NA
and NB .
We go over all 2|N | ≤ 26k+4 2-partitions of N to guess the partition (NA , NB ). Then we
apply the classic Ford-Fulkerson maximum flow algorithm to find the separator Z of the sets
NA and NB in the graph G[V \ D]. If |Z| > k, we can conclude that G has no CVD of size
k in G. Thus, we obtained a set X 0 = D ] Z such that G[X 0 ] is a (1, k)-semi clique and X 0
is a vertex separator of NA and NB in the graph G.
Now we estimate the time taken to obtain these sets. We first go over all O(2k ·n) maximal
cliques of the graph which takes O(2k · nω+1 ) time. Then for each of the O(2k · n) maximal
cliques, we go over at most 26k+4 guesses for NA and NB . Finally we use the Ford-Fulkerson
maximum flow algorithm to find the separator of size at most k for NA and NB which takes
O(k(n + m)) time. Overall the running time is O(2k · nω+1 + (2k n) · 26k · (k(n + m))) =
O(27k · (kn3 + nω+1 )).
J
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I Lemma 15. Let G be a graph having a CVD of size k. Let C1 , C2 , C3 be three distinct
cliques in G. Then there exists a vertex subset X ⊆ V (G) such that G[X] is a (1, k)-semi
clique and X is a separator of Ci and Cj for all i, j ∈ {1, 2, 3} and i 6= j. Moreover, there is
an algorithm that given any graph G, either concludes that there is no CVD of size k in G
or computes X in O(4k · (kn3 + nω+1 )) time.
Proof. By Lemma 11, there is a (1, k)-semi clique tree decomposition T = (T, {Xt }t∈V (T ) )
of G. By Proposition 5, we know that there exist nodes t1 , t2 , t3 ∈ V (T ) such that C1 ⊆ Xt1 ,
C2 ⊆ Xt2 and C3 ⊆ Xt3 . If two of the three nodes t1 , t2 , t3 is the same node t, then it can
be easily seen that X = Xt is the required separator as only at most one of C1 , C2 , and C3
remains after its deletion.
Hence assume that all three nodes t1 , t2 , t3 are distinct. From Proposition 10, we know
that there exists a node t ∈ V (T ) such that (i) t1 , t2 and t3 are in different connected
components of T − t. We claim that X = Xt is the required separator. Since X is a bag
in the (1, k)-semi clique tree decomposition T , G[X] is a (1, k)-semi clique. Because of
statement (i), we have that X is a separator of Ci and Cj for all i, j ∈ {1, 2, 3} and i 6= j.
The proof is not constructive as we do not have a (1, k)-semi clique tree decomposition of G.
We compute a set X 0 such that G[X 0 ] is a (1, k)-semi clique and X 0 is a separator of Ci
and Cj for all i, j ∈ {1, 2, 3} and i =
6 j, without the knowledge of a (1, k)-semi clique tree
decomposition of G. Let X = C 00 ] N 00 where C 00 is a clique and |N 00 | ≤ k. Using Lemma 12,
we either conclude that G has no CVD of size k or we go over all the maximal cliques of
the graph G. We know that C 00 ⊆ D for one of such maximal cliques D. Now in the graph
G[V \ D], we know that there exists a set Z ⊆ N 00 = X \ C 00 of size at most k which separates
the cliques Cx \ D, Cy \ D and Cz \ D. To find Z, we add three new vertices x0 , y 0 and z 0 .
We make x0 adjacent to all the vertices of Cx \ D, y 0 adjacent to all the vertices of Cy \ D
and z 0 adjacent to all the vertices of Cz \ D. We find the node multiway cut Y of size at
most k with the terminal set being {x0 , y 0 , z 0 }. The set Y can be found in O(2k km) using
the known algorithm for node multiway cut [13, 25]. If the algorithm returns that there is
no such set Y of size k, we conclude that there is no CVD of size at most k in G. Else we
get a set X 0 = D ] Y which satisfies the properties of X.
Now we estimate the time taken to obtain X 0 . We get all the O(2k · n) maximal cliques of
the graph in O(2k · nω+1 ) time. Now for each maximal clique we use the O(2k km) algorithm
for node multiway cut. Thus, the overall running time is O(2k · nω+1 + (2k n) · (2k km)) =
O(4k · (kn3 + nω+1 )).
J
Now we prove our main result (i.e., Theorem 1) in this section. For convenience we
restate it here.
Theorem 1. There is an algorithm that given a graph G and an integer k runs in time
O(27k · (kn4 + nω+2 )) and either constructs a (4, 7k + 5)-semi clique tree decomposition T
of G or concludes that there is no chordal vertex deletion set of size k in G. Moreover,
the algorithm also provides a partition C1 ] C2 ] C3 ] C4 ] N of each bag of T such that
|N | ≤ 7k + 5 and Ci is a clique in G for all i ∈ {1, 2, 3, 4}.
Proof. We assume that G is connected as if not we can construct a (4, 7k + 5)-semi clique
tree decomposition for each connected components of G and attach all of them to a root
node whose bag is empty to get the required (4, 7k + 5)-semi clique tree decomposition of G.
To construct a (4, 7k+5)-semi clique tree decomposition T , we define a recursive procedure
Decompose(W, S, d) where S ⊂ W ⊆ V (G) and d ∈ {0, 1, 2}. The procedure returns a rooted
(4, 7k + 5)-semi clique tree decomposition of G[W ] such that S is contained in the root bag
of the tree decomposition. The procedure works under the assumption that the following
invariants are satisfied.
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G[S] is a (d, 6k + 4)-semi clique and W \ S 6= ∅.
S = NG (W \ S). Hence S is called the boundary of the graph G[W ].
To get the required (4, 7k+5)-semi clique tree decomposition of G, we call Decompose(V (G),
∅, 0) which satisfies all the above invariants. The procedure Decompose(W, S, d) calls procedures Decompose(W 0 , S 0 , d0 ) and a new procedure SplitCliques(W 0 , S 0 ) whenever d = 2. For
these subprocedures, we will show that |W 0 \ S 0 | < |W \ S|. Hence by induction on cardinality
of W \ S, we will show the correctness of the Decompose procedure.
The procedure SplitCliques(W, S) with S ⊂ W ⊆ V (G) also outputs a rooted (4, 7k + 5)semi clique tree decomposition of G[W ] such that S is contained in the root bag of the tree
decomposition. But the invariants under which it works are slightly different which we list
below.
G[S] is a (3, 5k + 3)-semi clique and W \ S 6= ∅.
S = NG (W \ S).
Notice that the only difference between invariants for Decompose and SplitCliques is the
first invariant where we require G[S] to be a (3, 5k + 3)-semi clique for SplitCliques and
(d, 6k + 4)-semi clique for Decompose.
The procedure SplitCliques(W, S) calls procedures Decompose(W 0 , S 0 , 2) where we will
again show that |W 0 \ S 0 | < |W \ S|. Hence again by induction on cardinality of W \ S, we
will show the correctness. Now we describe how the procedure Decompose is implemented.
Implementation of Decompose(W, S, d): Notice that d ∈ {0, 1, 2}. Firstly, if |W \S| ≤ k+1,
we output the tree decomposition as a node r with bag Xr = W and stop. Clearly the graph
G[Xr ] is a (4, 7k + 5)-semi clique and it contains S. Otherwise, we do the following.
We construct a set Ŝ with the following properties.
1. S ⊂ Ŝ ⊆ W ⊆ V (G).
2. G[Ŝ] is a (d + 1, 7k + 5)-semi clique. Let Ŝ = C 0 ] N 0 where G[C 0 ] is the union of d + 1
cliques and |N 0 | ≤ 7k + 5.
3. Every connected component of G[W \ Ŝ] is adjacent to at most 5k + 3 vertices of N 0 .
Since G[S] is a (d, 6k + 4)-semi clique, we have that S = C ] N , where G[C] is the union
of d cliques and |N | ≤ 6k + 4.
Case 1: |N | < 5k + 3. We set Ŝ = S ∪ {u}, where u is an arbitrary vertex in W \ S. Note
that this is possible as W \ S 6= ∅. Clearly Ŝ follows all the properties above.
Case 2: 5k + 3 ≤ |N | ≤ 6k + 4. Note that G[W ] being a subgraph of G also has a
chordal vertex deletion set of size at most k if G has it. Applying Corollary 14 for the graph
G[W ] and the subset N , we either conclude that G has no CVD of size k or get a partition
(NA , NB ) of N , a subset X ⊆ W and a partition D ] Z of X, where D is a clique in G[W ]
and |Z| ≤ k, in time O(27k · (kn3 + nω+1 )) such that |NA |, |NB | ≤ 4k + 2 and X is a vertex
separator of NA and NB in the graph G[W ].
We define Ŝ = S ∪ X ∪ {u} where u is an arbitrary vertex in W \ S. We need to verify
that Ŝ satisfies the required properties.
B Claim 16. The set Ŝ satisfies properties (1), (2) and (3).
Proof. Since u ∈ W \ S, S ⊂ Ŝ. Hence Ŝ satisfies property (1).
We now show that Ŝ satisfies property (2). Recall that S = C ] N , where G[C] is the
union of d cliques and |N | ≤ 6k + 4. We define sets C 0 = C ∪ D and N 0 = ((N ∪ Z) \ C 0 ) ∪ {u}
Notice that Ŝ = C 0 ∪N 0 . Clearly G[C 0 ] is the union of d+1 cliques. Also |N 0 | ≤ |N |+|Z|+1 ≤
(6k + 4) + k + 1 ≤ 7k + 5. Thus Ŝ satisfies property (2).
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We now show that Ŝ satisfies property (3). Recall Ŝ = C 0 ∪ N 0 , where C 0 = C ∪ D and
N = ((N ∪ Z) \ C 0 ) ∪ {u}. Recall that X = D ∪ Z ⊆ Ŝ is separator of NA and NB . where
N = NA ] NB and |NA |, |NB | ≤ 4k + 2. This implies that any connected component H
in G[W \ X] can contain at most 4k + 2 vertices from N as the neighborhood of V (H) is
contained in X, because X is a separator. Moreover |Z| ≤ k. This implies that any connected
component in G[W \ Ŝ] is adjacent to at most 4k + 2 vertices in N and at most k vertices in
Z, and hence at most 5k + 3 vertices in N 0 = ((N ∪ Z) \ C 0 ) ∪ {u}.
C
0

Now we define the recursive subproblems arising in the procedure Decompose (W, S, d) using
the constructed set Ŝ. If Ŝ = W , then there will not be any recursive subproblem. Otherwise,
let P1 , P2 , . . . , Pq be vertex sets of the connected components of G[W \ Ŝ] and q ≥ 1 because
Ŝ 6= W . We have the following cases:
Case 1: d < 2. For each i ∈ [q], recursively call the procedure Decompose(W 0 = NG [Pi ], S 0 =
NG (Pi ), d + 1).
We now show that the invariants are satisfied for procedures Decompose(W 0 = NG [Pi ], S 0 =
NG (Pi ), d + 1) for all i ∈ [q]. We start by noticing that since d < 2, d + 1 ≤ 2 which is
required for the validity of the procedure. Let Qi = S 0 ∩ N 0 . Note that from condition
(3) for Ŝ, we have |Qi | ≤ 5k + 3. Since S 0 \ Qi ⊆ C 0 and G[C 0 ] is a union of d + 1 cliques,
G[S 0 ] forms a (d + 1, 5k + 3)-semi clique which is also a (d + 1, 6k + 4)-semi clique. Also by
definition of neighbourhoods, Pi = NG [Pi ] \ NG (Pi ) = W 0 \ S 0 . Since Pi is a non-empty set
by definition, W 0 \ S 0 is non-empty. Hence the first invariant required for the Decompose is
satisfied. Since S 0 = NG (Pi ) = NG (NG [Pi ] \ NG (Pi )) = NG (W 0 \ S 0 ), the second invariant is
satisfied.
Case 2: d = 2. For each i ∈ [q], recursively call the procedure SplitCliques(W 0 =
NG [Pi ], S 0 = NG (Pi )). We can show that the invariants for SplitCliques are satisfied with the
proofs similar to previous case.
We now explain how to construct the (4, 7k + 5)-semi clique tree decomposition using
Decompose(W, S, d). Here, we assume that Decompose(W 0 , S 0 , d + 1) and SplitCliques(W 0 , S 0 )
return a (4, 7k + 5)-semi clique tree decomposition G[W 0 ] when |W 0 \ S 0 | < |W \ S|. That
is, we apply induction on |W \ S|. Look at the subprocedures Decompose(W 0 , S 0 , d) and
SplitCliques(W 0 , S 0 ). We have W 0 \ S 0 = NG [Pi ] \ NG (Pi ) = Pi which is a subset of W \ Ŝ
which in turn is a strict subset of W \ S. Hence |W 0 \ S 0 | < |W \ S|. Hence we apply induction
on |W \ S| to the subprocedures. Let Ti be the (4, 7k + 5)-semi clique tree decomposition
obtained from the subprocedure with W 0 = NG [Pi ] and S 0 = NG (Pi ). Let ri be the root of
Ti whose associated bag is Xri . By induction hypothesis S 0 ⊆ Xri . We create a node r with
the corresponding bag Xr = Ŝ. For each i ∈ [q], we attach Ti to r by adding edge (r, ri ). Let
us call the tree decomposition obtained so with root r as T . We return T as the output
of Decompose(W, S, d). By construction, it easily follows that T is a (4, 7k + 5)-semi clique
tree decomposition of the graph G[W ] with the root bag containing S. We note that when
W = Ŝ, the procedure returns a single node tree decomposition with Xr = W = Ŝ.
Implementation of SplitCliques Procedure: Again if |W \ S| ≤ k + 1, we output the tree
decomposition as a node r with bag Xr = W and stop. Clearly the graph G[Xr ] is a
(4, 7k + 5)-semi clique and it contains S. Otherwise we do the following. Let S = C ] N =
(Cx ] Cy ] Cz ) ] N where Cx , Cy and Cz are the vertex sets of the three cliques in G[C]. We
apply Lemma 15 to graph G[W ] and sets Cx , Cy and Cz , to either conclude that G has no
CVD of size k or obtain a set Y such that Y separates the sets Cx , Cy and Cz and G[Y ] is a
(1, k)-semi clique. Let Y = D ] X where D is a clique and |X| ≤ k.
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Let Y 0 = Y ∪ {u} where u is any arbitrary vertex from W \ S which we know to be
non-empty. If S ∪ Y 0 = W , then it will not call any recursive subproblem. Otherwise, let
P1 , P2 , . . . , Pq be the connected components of the graph G[W \ (S ∪ Y 0 )]. We recursively
call Decompose(W 0 = NG [Pi ], S 0 = NG (Pi ), 2) for all i ∈ [q].
Since Y 0 is a separator of the cliques Cx , Cy and Cz , any connected component Pi will have
neighbours to at most one of the three cliques Cx \ Y 0 , Cy \ Y 0 and Cz \ Y 0 in G[W \ (S ∪ Y 0 )].
We show that the invariants required for the procedure Decompose are satisfied in these
subproblems. Let us focus on the procedure Decompose(W 0 = NG [Pi ], S 0 = NG (Pi ), 2) which
has neighbours only to the set Cx \Y 0 . We define sets C 0 = Cx ∪D and N 0 = (N ∪X ∪{u})\C 0 .
The vertex set Pi has neighbours only to the set (Cx ] N ) ∪ Y 0 = (Cx ] N ) ∪ (D ] X) ∪ {u} =
(Cx ∪ D) ∪ (N ∪ X ∪ {u}) = C 0 ] N 0 . Clearly G[C 0 ] is the union of at most two cliques and
|N 0 | ≤ |N | + |X| + 1 = 5k + 3 + k + 1 ≤ 6k + 4. Hence the first invariant is satisfied for the
procedure Decompose(NG [Pi ], NG (Pi ), 2). The proof of the second invariant is the same as
to that of the subproblems of Decompose procedure. The satisfiability of invariants for other
subprocedures can also be proven similarly.
We now construct the (4, 7k + 5)-semi clique tree decomposition returned by SplitCliques
(W, S). Again we apply induction on |W \S|. Consider the subprocedures Decompose(W 0, S 0, d).
We have W 0 \ S 0 = NG [Pi ] \ NG (Pi ) = Pi which is a subset of W \ (S ∪ Y 0 ) which in turn
is a strict subset of W \ S as u ∈ W \ S is present in Y 0 . Hence |W 0 \ S 0 | < |W \ S| and
we apply induction on |W \ S| to the subprocedures. Let Ti be the (4, 7k + 5)-semi clique
tree decomposition obtained from the subprocedure with W 0 = NG [Pi ] and S 0 = NG (Pi ).
Let ri be the root of Ti whose bag Xri we show contains S 0 . We create a node r with the
corresponding bag Xr = S ∪ Y 0 = (Cx ] Cy ] Cz ] D) ] N 0 . For each i ∈ [q], we attach Ti to
r by adding edge (r, ri ). Let us call the tree decomposition obtained so with root r as T . We
return T as the output of SplitCliques(W, S, d). By construction, it easily follows that T is a
(4, 7k + 5)-semi clique tree decomposition of the graph G[W ] with the root bag containing S.
We mention that when W = S ∪ Y 0 , the procedure returns a single node tree decomposition
with Xr = W .
Running time analysis: In the procedure Decompose, we invoke Corollary 14 which takes
O(27k · (kn3 + nω+1 )) time. For the procedure SplitCliques, we invoke Lemma 15 which takes
O(4k · (kn3 + nω+1 )) time. All that is left is to bound the number of calls of the procedures
Decompose and SplitCliques. Each time Decompose or SplitCliques is called, it creates a set Ŝ
(in the case of SplitCliques, Ŝ = S ∪ Y 0 ) which is a strict superset of S. This allows us to map
each call of Decompose or SplitCliques to a unique vertex u ∈ Ŝ \ S of V (G). Hence the total
number of calls of Decompose and SplitCliques is not more than the total number of vertices
n. Hence the overall running time of the algorithm which constructs the (4, 7k + 5)-semi
clique tree decomposition of G is O(27k · (kn4 + nω+2 )).
J

4

Structural Parameterizations with Chordal Vertex Deletion Set

I Theorem 17. Weighted d-Colorable Subgraph by CVD can be solved in
d4d+7k+5 23(7k+5) nO(d) time.
Proof. First, we use Theorem 1 to construct a (4, 7k + 5)-semi clique tree decomposition
T = (T, {Xt }t∈V (T ) ) of G in O∗ (27k ) time. Now we use the dynamic programming algorithm
on tree decompositions given by Fomin and Golovach (Theorem 1 of [18]) on T to find the
maximum sized induced subgraph H of G such that H is d-colorable. Note that the set
V (G) \ V (H) is the solution that we are looking for and if its weight is at most `, we return
YES. Else we return NO.
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This dynamic programming algorithm defines a state cost(t, S, c) for all nodes t ∈ V (T ),
subsets S ⊆ Xt such that G[S] is d-colorable and a function c : S → [d]. Since each bag
Xt of T is a (4, 7k + 5) semi clique, at most d vertices of each clique can be part of S as
else there is a presence of a (d + 1) sized clique in S which is not d-colorable. Hence we
can bound the size of S as 4d + 7k + 5 and also bound the number of possible subsets S as
n4d 27k+5 . Number of possible functions c is at most d|S| which is at most d4d+7k+5 . Hence
we bound the number of states as d4d+7k+5 27k+5 nO(d) . For each state, the time taken is
O(|S|2 ). Hence the overall running time is d4d+7k+5 23(7k+5) nO(d) .
J
I Corollary 18. Weighted Vertex Cover by CVD and Weighted OCT by CVD can
be solved in 221k nO(1) and 228k nO(1) time, respectively.
We can directly use the dynamic programming on bounded treewidth to get algorithms
with better running times for WVC By CVD and WOCT by CVD and for WFVS by
CVD using the fact that any vertex cover contains all but one from each clique and any odd
cycle transversal and feedback vertex set contains all but two from each clique.
I Theorem 19 (?).2 Given a graph G and an integer k, there exist algorithms that determines
that G has no CVD of size k or
find a minimum weighted vertex cover in 27k nO(1) time.
find a minimum weighted odd cycle transversal in 37k nO(1) time.
find a minimum weighted feedback vertex set in 2ω7k nO(1) time.
Proof.
Proof sketch of algorithm for WVC By CVD: First, we use Theorem 1 to construct a
(4, 7k + 5)-semi clique tree decomposition T = (T, {Xt }t∈V (T ) ) of G in O∗ (27k ) time. In
the tree decomposition T = (T, {Xt }t∈V (T ) ), for any vertex t ∈ V (T ), we call Dt to be
the set of vertices that are descendant of t. We define Gt to be the subgraph of G on the
S
vertex set Xt ∪ t0 ∈Dt Xt0 . We briefly explain the DP table entries on T . Arbitrarily root
the tree T at a node r. Let Xt = Ct,1 ] . . . ] Ct,4 ] Nt where |Nt | ≤ 7k + 5 and Ct,j is a
clique in G for all j ∈ {1, . . . , 4}. In a standard DP for each node t ∈ V (T ) and Y ⊆ Xt ,
we have a table entry DP [Y, t] which stores the value of a minimum vertex cover S of Gt
such that Y = Xt ∩ S and if no such vertex cover exists, then DP [Y, t] stores ∞. In fact
we only need to store DP [Y, t] whenever it is not equal to ∞. Now consider a bag Xt in
T . For any Y ⊆ Xt , if |Ct,j \ Y | ≥ 2 for any j ∈ [4], then DP [Y, t] = ∞ because Ct,j is a
clique. Therefore, we only need to consider subsets Y ⊆ Xt for which |Ctj \ Y | ≤ 1 for all
j ∈ [4]. The number of choices of such subsets Y is bounded by O(27k n4 ). This implies
that the total number of DP table entries is O(27k n5 ). All these values can be computed
in time O(27k nO(1) ) time using standard dynamic programming in a bottom up fashion.
For more details about dynamic programming over tree decomposition, see [12].
Proof sketch of algorithm for Weighted OCT By CVD: Let T = (T, {Xt }t∈V (T ) ) be a
(4, 7k + 5)-semi clique tree decompositionn of the input graph G. For any t ∈ V (T ),
let Xt = Ct,1 ] . . . ] Ct,4 ] Nt where |Nt | ≤ 7k + 5 and Ct,j is a clique in G for all
j ∈ {1, . . . , 4}. Then, any odd cycle transversal contains all but at most two vertices from
each clique C1,j , i ∈ [4]. Using this fact we can bound the number of DP table entries
to be at most 37k nO(1) . Then, by compute the entries in a bottom up fashion in time
37k nO(1) using standard arguments.

2

A more detailed proof is available in the full version of the paper.
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Proof sketch of algorithm for Weighted FVS By CVD: We use the ideas from the DP algorithm for Feedback Vertex Set using the rank based approach [3]. We again use
Theorem 1 to construct a (4, 7k + 5)-semi clique tree decomposition of G. We create an
auxiliary graph G0 by adding a vertex v0 to G and making it adjacent to all the vertices of
G. Let E0 be the set of newly added edges. Thus we add v0 to all the bags to get the tree
decomposition T = (T, {Xt }t∈V (T ) ) of G0 and this can be done in O∗ (27k ) time. We use
a dynamic programming algorithm for Feedback Vertex Set on T where the number
of entries of the DP table we will show to be 27k+5 n11 . Let Xt = Ct,1 ] . . . ] Ct,4 ] Nt
for all t ∈ V (T ) where |Nt | ≤ 7k + 5 and Ct,j is a clique in G for all j ∈ {1, . . . , 4}. For a
node t ∈ V (T ), a subset Y ⊆ Xt and integers i, j ∈ [n], we define the entry DP [t, Y, i, j].
The entry DP [t, Y, i, j] stores a partition P of Y if
there exists a vertex subset X ⊆ Dt , v0 ∈ X such that X ∩ Xt = Y and
there exists an edge subset X0 ⊆ E(Gt ) ∩ E0 such that in the graph (X, E(Gt [X \
{v0 }]) ∪ X0 ), we have i vertices, j edges, no connected component is fully contained in
Dt \ Xt and the elements of Y are connected according to the partition P.
We set DP [t, Y, i, j] = ∞ if the entry can be inferred to be invalid from Y .
We can claim that Feedback Vertex Set by CVD is a yes instance if and only if for
the root r of T with Xr = {v0 } and some i ≥ |V | − `, we have DP [r, {v0 }, i, i − 1] to be
non-empty.
The recurrences for computing DP [t, Y, i, j] remains very similar to that in [3]. Since the
number of table entries is O(27k n13 ), U is at most 7k + 13 and A is at most 2|U | , we have
the total time bounded to be O(2(ω−1)7k (7k)O(1) 27k n13 ) = O(2ω7k (7k)O(1) n13 ). Using
the ideas from [3], it can be proven that the number of table entries is O(27k n13 ) and the
total time is O(2ω7k (7k)O(1) n13 ).
J

4.1

SETH Lower Bounds

A graph G is called a cluster graph if it is a disjoint union of complete graphs. It can be seen
that all cluster graphs are chordal. We define a problem called Vertex Cover by ClsVD.
Vertex Cover by ClsVD

Input: A graph G = (V, E), k, ` ∈ N and a set S ⊆ V (G) with |S| ≤ k such that
G[V \ S] is a cluster graph.
Parameter: k
Question: Is there a vertex cover of size ` in G?
Assuming SETH, we show that Vertex Cover by ClsVD, FVS by CVD and OCT
by CVD cannot have an O∗ ((2 − )k ) FPT algorithm. As the class of all cluster graphs is
a subclass of the class of chordal graphs, deletion distance to a chordal graph is a smaller
parameter. Hence the lower bound also holds for WVC By CVD.
To show the following theorem, we give a parameterized reduction from Hitting Set
parameterized by the size of the universe n to Vertex Cover by ClsVD and use the fact
that assuming SETH, Hitting Set cannot be solved in O∗ ((2 − )n ) time.
I Theorem 20. Vertex Cover by ClsVD cannot be solved in O∗ ((2 − )k ) time for any
 > 0 assuming SETH.
Proof. We give a reduction from Hitting Set defined as follows.
Hitting Set : In any instance of Hitting Set, we are given a set of elements U with
|U | = n, a family of subsets F = {F ⊆ U } and a natural number k. The objective is to find
a set F ⊆ U , |F | ≤ k such that S ∩ F 6= ∅ for all S ∈ F.
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The problem cannot be solved in O∗ ((2 − )n ) time assuming SETH [11].
Consider a Hitting Set instance (U, F). We construct an instance of Vertex Cover
by ClsVD as follows. For each element u ∈ U , we add a vertex vu . For each set S ∈ F, we
add |S| vertices corresponding to the elements in S. We also make the vertices of S into a
clique. Finally, for each element u ∈ U , we add edges from vu to the vertex corresponding to
u for each set in S that contains u. See Figure 1.

vun−1 vun

vu1 vu2 vu3 vu4 vu5

U

F
S1 = {u1, u3, u4, up}

S2 = {u2, u3, u4, . . .}

Sm = {u1, u5, . . .}

Figure 1 Reduction from Hitting Set to Vertex Cover by ClsVD.

S
Note that the set of vertices u∈U vu forms a cluster vertex deletion set of size n for the
graph G we constructed.
We claim that there is a hitting set of size k in the instance (U, F) if and only if there is
P
a vertex cover of size k +
(|S| − 1) in G.
S∈F

Let X ⊆ U be the hitting set of size k. For each set S ∈ F, mark an element of X which
intersects S. Now we create a subset of vertices Y in G consisting of vertices corresponding
to elements in X plus the vertices corresponding to all the unmarked elements in S for every
P
set S ∈ F. Clearly |Y | = k +
(|S| − 1). We claim that Y is a vertex cover of G. Let us
S∈F

look at an edge of G between an element vertex u and its corresponding copy vertex in S
containing u. If u is unmarked in S, then it is covered as the vertex corresponding to u in S
is present in Y . If it is marked, then the element vu is present in Y which covers the edge.
All the other edges of G have both endpoints in a set S ∈ F. Since one of them is unmarked,
it belongs to Y which covers the edge.
P
Conversely, let Z be a vertex cover of G of size k +
(|S| − 1). Since the graph induced
S∈F

on vertices of set S forms a clique for each S ∈ F, Z should contain all the vertices of the
clique except one to cover all the edges of the clique. Let us mark these vertices. This means
P
that at least
(|S| − 1) of the vertices of Z are not element vertices vu . Now the remaining
S∈F

k vertices of Z should hit all the remaining edges in G. Suppose it contains another vertex
x corresponding to an element u in set S ∈ F. Since x can only cover the edge from x to
the element vertex vu out of the remaining edges, we could remove x and add vu as it is
not present in Z and still get a vertex cover of G of the same size. Hence we can assume,
without loss of generality that all the remaining vertices of Z are element vertices vu . Let
X 0 be the union of the k elements corresponding to these element vertices. We claim that

IPEC 2020

19:16

Structural Parameterizations with Modulator Oblivion

X 0 is a hitting set of (U, F) of size k. Suppose X 0 does not hit a set S ∈ F. Look at the
unmarked vertex x in the vertices of S. There is an edge from x to its element vertex vu .
Since u ∈
/ X 0 , this edge is uncovered in G giving a contradiction.
Hence given a Hitting Set instance (U, F), we can construct an instance for Vertex
Cover by ClsVD with parameter n. Hence, if we could solve Vertex Cover by ClsVD
in O∗ ((2−)k ) time, we can solve Hitting Set in O∗ ((2−)n ) time contradicting SETH. J
The proof of the following theorem works by modifying the reduction in the above proof
to replace edges by triangles.
I Theorem 21. FVS by CVD and OCT by CVD given the modulator cannot be solved
in O∗ ((2 − )k ) time for any  > 0 assuming SETH.
Proof. To prove the above theorem, we again give a reduction very similar to the reduction
given in the proof of Theorem 20. Consider a Hitting Set instance (U, F). To create an
instance of Feedback Vertex Set by CVD or Odd Cycle Transversal by CVD, we
replace each edge in the above reduction by a triangle. It can be easily shown that the graph
obtained after removing the vertices corresponding to elements in U forms a chordal graph.
The proof follows on similar lines.
J

5

Conclusion

Our main contribution is to develop techniques for addressing structural parameterization
problems when the modulator is not given. The question, of Fellows et al. about whether there
is an FPT algorithm for Vertex Cover parameterized by perfect deletion set with only a
promise on the size of the deletion set, is open. Regarding problems parameterized by chordal
deletion set size, though our algorithms are based on treewidth DP, we remark that not all
problems that have FPT algorithms when parameterized by treewidth necessarily admit an
FPT algorithm parameterized by CVD. For example, Dominating Set parameterized by
treewidth admits an FPT algorithm [12] while Dominating Set parameterized by CVD is
para-NP-hard as the problem is NP-hard in chordal graphs [5]. Generalizing our algorithms
for other problems, for example, for the optimization problems considered by Liedloff et
al. [31] would be an interesting direction.
Finally, we believe that this whole notion of permissive problems need to be explored in
many facets of structural parameterizations where finding the modulator is more expensive
than solving the problem when the modulator is given.
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1

Introduction

Let G be an undirected, simple graph with vertex set V (G) and edge set E(G). The
interval I[u, v] of two vertices u and v of G is the set of vertices of G that are contained
in any shortest path between u and v. In particular, u, v ∈ I[u, v]. For a set S of vertices,
let I[S] be the union of the intervals I[u, v] over all pairs of vertices u and v in S. A set
of vertices S is called geodetic if I[S] contains all vertices of G. In this work we study the
following problem (see an exemplary illustration in Figure 1):
Geodetic Set
Input:
A graph G and an integer k.
Question: Does G have a geodetic set of cardinality at most k?
Atici [2] showed that Geodetic Set is NP-complete on general graphs, and it was shown
that the hardness holds even if the graph is planar [8], subcubic [7], chordal, or bipartite
chordal [11]. Although not stated, W[2]-hardness for the solution size k directly follows
from the reduction for the latter result of Dourado et al. [11]. On the positive side, the
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15th International Symposium on Parameterized and Exact Computation (IPEC 2020).
Editors: Yixin Cao and Marcin Pilipczuk; Article No. 20; pp. 20:1–20:14
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

20:2

Parameterized Complexity of Geodetic Set

Figure 1 An exemplary graph. The gray vertices form a minimum geodetic set. The shortest
paths between the top left and the bottom right gray vertex cover all vertices except for the bottom
left vertex. Observe that every geodetic set contains all degree-one vertices.

problem was shown to be polynomial-time solvable for cographs, split graphs and unit interval
graphs [11]. Also, upper bounds on the geodetic set size in Cartesian product graphs were
studied [6].
For a graph G and k ∈ N, the closely related Geodetic Hull problem asks whether
there is a vertex set S ⊆ V (G) with I |V (G)| [S] = V (G) and |S| ≤ k, where I 0 [S] = S and
I j [S] = I[I j−1 [S]] for j > 0. Geodetic Hull is NP-hard on bipartite [1], chordal [4],
and P9 -free graphs [12]. Recently, Kanté et al. [17] studied the parameterized complexity
of Geodetic Hull: they proved that the problem is W[2]-hard when parameterized by k,
and W[1]-hard but in XP when parameterized by tree-width.1
Our Contributions. Comparing the algorithmic complexity of Geodetic Hull and Geodetic Set, one can observe that both problems are trivial on trees (take all leaves into the
solution). But while Geodetic Hull is polynomial-time solvable on graphs of constant
tree-width, the complexity of Geodetic Set on graphs of tree-width two is unknown to the
best of our knowledge. Motivated by this gap, we study the parameterized complexity of
Geodetic Set for structural parameters such as tree-width that measure the tree-likeness
of the input graph, providing both positive and negative results.
We start off by showing that Geodetic Set is W[1]-hard with respect to tree-width.
More specifically, we show that Geodetic Set is W[1]-hard for feedback vertex number,
path-width, and solution size, all three combined (Section 3), using a parameterized reduction
from the W[1]-hard Grid Tiling problem [20]. Since this reduction implies NP-hardness,
this complements previous results by providing a more fine-grained view on computational
tractability in terms of parameterized complexity instead of studying special graph classes.
We complement the W[1]-hardness by presenting two fixed-parameter tractability results
for Geodetic Set. First, we show that Geodetic Set is fixed-parameter tractable with
respect to the feedback edge number (Section 4). It turns out to be quite effortful to
obtain fixed-parameter tractability, requiring the design and analysis of polynomial-time
data reduction rules and branching before employing the main technical trick: Integer Linear
Programming (ILP) with a bounded number of variables. To the best of our knowledge, this
is the first usage of ILP when solving Geodetic Set.
Second, we show that Geodetic Set is fixed-parameter tractable with respect to cliquewidth combined with diameter (Section 5); note that Geodetic Set is NP-hard even on
graphs with constant diameter [11], and W[1]-hard with respect to clique-width (this follows
from our first result). Our result exploits the fact that we can express Geodetic Set in
an MSO1 logic formula, the length of which is upper-bounded in a function of the diameter
of the graph. A direct consequence of this result is that Geodetic Set is fixed-parameter
tractable with respect to tree-depth and with respect to modular-width.

1

Informally, this means it can be solved in polynomial time for graphs of constant tree-width.
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vc

FPT
mw (Cor. 19)

td (Cor. 19)

cw + diam (Thm. 18)

fen (Thm. 17)
pw (Thm. 7)

fvn (Thm. 7)
tw

W[1]-hard
cw
Figure 2 An overview of our results for Geodetic Set, containing the parameters vertex cover
number (vc), modular-width (mw), tree-depth (td), clique-width (cw), diameter (diam), feedback
edge number (fen), path-width (pw), feedback vertex number (fvn) and tree-width (tw). An edge
between two parameters indicates that the one below is smaller than some function of the other.

Figure 2 gives an overview of the parameters for which we obtain positive and negative
results, and presents their interdependence.

2

Preliminaries

For n ∈ N let [n] = {1, 2, . . . , n}. The distance dG (u, v) between two vertices u and v
in G is the length of a shortest path between u and v (also called shortest u–v-path). We
drop the subscript ·G if G is clear from context. Note that w belongs to I[u, v] if and only
if dG (u, v) = dG (u, w) + dG (w, v). The diameter diam(G) of G is the maximum distance
between any two vertices of G. A multigraph G consists of a vertex set and an edge multiset.
Note that in a multigraph, we count self-loops twice for the vertex degree.
A set F ⊆ E(G) is a feedback edge set if G\F is a forest. The feedback edge number fen(G)
is the size of a smallest such set. Analogously, a set V 0 ⊆ V (G) is a feedback vertex set
if G − V 0 is a forest. The feedback vertex number fvn(G) is the size of a smallest such set.
For a graph G, a tree decomposition is a pair (T, B), where T is a tree and B : V (T ) →
2V (G) such that (i) for each edge uv ∈ E(G) there exists x ∈ V (T ) with u, v ∈ B(x), and
(ii) for each v ∈ V (G) the set of nodes x ∈ V (T ) with v ∈ B(x) forms a nonempty, connected
subtree in T . The width of (T, B) is maxx∈V (T ) (|B(x)| − 1). The tree-width tw(G) of G
is the minimum width of all tree decompositions of G. The path-width pw(G) of G is the
minimum width of all tree decompositions (T, B) of G for which T is a path.
The tree-depth of a connected graph G is defined as follows [21]. Let T be a rooted tree
with vertex set V (G), such that if xy ∈ E(G), then x is either an ancestor or a descendant
of y in T . We say that G is embedded in T . The depth of T is the number of vertices in a
longest path in T from the root to a leaf. The tree-depth td(G) of G is the minimum t such
that there is a rooted tree of depth t in which G is embedded.
We next define the modular-width of a graph G [15]. A vertex set M ⊆ V (G) is a module
if for all u, v ∈ M it holds that N (v) ∩ V (G) \ M = N (w) ∩ V (G) \ M . We call a module M
trivial, if |M | ≤ 1 or M = V , and we call it strong if for every other module M 0 of G we
have that M ∩ M 0 = ∅, or that one is a subset of the other. A graph that only admits trivial
modules is called prime. Every non-singleton graph can be uniquely partitioned into maximal
strong modules P = {M1 , . . . , M` } with ` ≥ 2. Recursively partitioning the graphs G[Mi ]
in this way until every module is a single vertex yields a modular decomposition of G. The
modular-width is the largest number of trivial modules in a prime subgraph G[Mi ] of the
modular decomposition of G.
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A parameterized problem is a subset L ⊆ Σ∗ × N over a finite alphabet Σ. Let f : N → N
be a computable function. A problem L is fixed-parameter tractable (in FPT) with respect
to k if (I, k) ∈ L is decidable in time f (k) · |I|O(1) and L is in XP if (I, k) ∈ L is decidable
in time |I|f (k) . There is a hierarchy of computational complexity classes for parameterized
problems: FPT ⊆ W[1] ⊆ W[2] ⊆ · · · ⊆ XP. To show that a parameterized problem L
is (presumably) not in FPT one may use a parameterized reduction from a W[1]-hard
problem to L. A parameterized reduction from a parameterized problem L to another
parameterized problem L0 is a function that acts as follows: For functions f and g, given
an instance (I, k) of L, it computes in f (k) · |I|O(1) time an instance (I 0 , k 0 ) of L0 so
that (I, k) ∈ L ⇐⇒ (I 0 , k 0 ) ∈ L0 and k 0 ≤ g(k).

3

Hardness for Path-width and Feedback Vertex Number

In this section we show that Geodetic Set is W[1]-hard with respect to the feedback
vertex number, the path-width and the solution size, combined. To this end, we present a
parameterized reduction from Grid Tiling, which is W[1]-hard with respect to k [20]:
Grid Tiling
A collection S of k 2 sets S i,j ⊆ [m] × [m], i, j ∈ [k] (called tile sets),
each of cardinality exactly n.
Question: Can one choose a tile (xi,j , y i,j ) ∈ S i,j for each i, j ∈ [k] such that xi,j =
0
0
xi,j with j 0 = (j + 1) mod k and y i,j = y i ,j with i0 = (i + 1) mod k?

Input:

This distinguishes our reduction from most parameterized reductions to show W[1]-hardness,
as one typically reduces from Clique, or its multicolored variant. Grid Tiling though
seemed to be a much better fit, since the values of the tiles can be expressed by lengths of
paths. This is the central idea for our reduction: We place a connection gadget between each
pair of adjacent tile sets. Placing paths of fitting lengths, the connection gadget ensures
that the vertices corresponding to the tiles agree with each other, that is, the appropriate
coordinates of the two tiles are equal.
I Remark. Throughout this section we write i0 and j 0 as shorthands for (i + 1) mod k
and (j + 1) mod k, respectively. Moreover, we assume that the grid size k is even.
Construction. Let I = (S, k, m, n) be an instance of Grid Tiling. We construct an
instance of Geodetic Set I 0 = (G, k 0 ) as follows: First, we set k 0 = k 2 + 4. We add
the global vertices Ξ = {α, β, γ, δ} and Ξ0 = {α0 , β 0 , γ 0 , δ 0 }, and add four edges αα0 , ββ 0 ,
i,j
γγ 0 and δδ 0 . Next, for each i, j ∈ [k] we introduce tile vertices S i,j = {si,j
1 , . . . , sn }. For a
tile vertex v we denote by (xv , yv ) the corresponding tile. Moreover, for each i, j ∈ [k] we
introduce two copies of the horizontal and two copies of the vertical connection gadget.
The construction of a horizontal connection gadget next to tile set S i,j is as follows.
0
Let S = S i,j and let S 0 = S i,j be the vertices of the two horizontally adjacent tile sets.
We introduce the vertices a and b called hidden vertices and the vertices a∗ and b∗ called
exposed vertices. Next, for every tile vertex s ∈ S with its corresponding tile (xs , ys ), we
add a path of length 16m + 2xs + 1 from s to a, and a path of length 16m − 2xs + 1 from s
to b. For every tile vertex s0 ∈ S 0 with its corresponding tile (xs0 , ys0 ), we add a path of
length 16m − 2xs0 + 1 from s0 to a, and a path of length 16m + 2xs0 + 1 from s0 to b. We call
these paths tile paths towards S, respectively S 0 . We call the neighbors of a, respectively b,
connector vertices towards S, respectively S 0 . The exposed vertices a∗ , respectively b∗ are
adjacent to all neighbors of a, respectively b. Moreover, each of a∗ and b∗ has one additional
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Figure 3 Left: One copy of a horizontal connection gadget next to S i,j = {s1 , . . . , sn } where j
0
is even, connecting the tile sets S i,j and S i,j . Edges with label ` in the figure represent paths of
0
length `. The ellipses mark the connector vertices towards S i,j and S i,j . Right: An exemplary
reduction from an instance of Grid Tiling, where k = 2. Between every pair of horizontally, resp.
vertically adjacent tile sets (big circles) there are two copies of horizontal, resp. vertical connection
gadgets. Note that α, β, γ, δ ∈ Ξ are global; every vertex labeled such is the same vertex. The gray
square marks the vertices of Q2,1 (note that β, δ ∈
/ Q3,2 ). Note that this illustration wraps around
its boundaries.

neighbor: If j is even, then α is a neighbor of a∗ and β is a neighbor of b∗ . If j is odd,
then β is a neighbor of a∗ and α is a neighbor of b∗ . See Figure 3 (left) for an illustration of
a horizontal connection gadget next to S i,j for even j.
The construction of a vertical connection gadget next to tile set S i,j is identical to the
construction of a horizontal gadget, except for the following differences:
0
the gadget connects tile sets S = S i,j and S 0 = S i ,j ;
the lengths of the tile paths depend on the y-coordinates; and
if i is even, then γ is a neighbor of a∗ and δ is a neighbor of b∗ , and if i is odd, then δ is
a neighbor of a∗ and γ is a neighbor of b∗ .
This concludes the construction. See Figure 3 (right) for an overview.
Let J be the set of all hidden vertices and let J ∗ be the set of all exposed vertices. We
now show that this construction has the desired properties for showing W[1]-hardness with
respect to solution size, feedback vertex number and path-width, combined.
I Observation 1. The constructed graph G has pw(G) ≤ 16k 2 + 2 and fvn(G) ≤ 16k 2 .
Proof. The graph G0 = G − (J ∪ J ∗ ) consists of paths of length one and subdivisions of stars.
Clearly, fvn(G0 ) = 0, and since removing the center vertex of a subdivision of a star yields
disjoint paths, pw(G0 ) = 2. Adding a vertex to a graph increases each of the two parameters
by at most one. Now, as |J ∪ J ∗ | = 16k 2 , the claim follows.
J
Correctness. Let us first point out that the central challenge is to cover all hidden vertices J,
as every other vertex is covered by the four degree-one vertices in Ξ0 .
I Observation 2 (?2 ). I[Ξ0 ] = V (G) \ J.
2

Results marked with (?) are deferred to the full version.
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Then the forward direction becomes straightforward: Our geodetic set V 0 consists of Ξ0 and,
for every tile in the solution of instance I, the corresponding tile vertex. It is easy to see that
for every (copy of a) connection gadget, there are two shortest paths between the chosen
tile vertices of any two adjacent tiles, each covering one of the two hidden vertices in the
connection gadget. Compare with Figure 3 (hidden vertices are gray).
The backward direction is more involved. We show in two steps that every solution of
our constructed instance consists of Ξ0 and exactly one tile vertex of each tile set. For this
we make use of two properties of our construction. First, if two vertices are sufficiently far
apart, then there is a shortest path via some global vertex that connects them.
I Lemma 3 (?). For any two vertices u, v ∈ V (G) there is a u–v-path of length at most 36m+6
that visits some global vertex.
With Lemma 3 at hand, it is easy to derive from Figure 3 (left) the following observation,
which is also the reason why the vertices in J are called hidden.
I Observation 4. Let u, v ∈ V (G) \ (Ξ ∪ Ξ0 ). If a shortest u–v-path visits a global vertex,
then none of its inner vertices is a hidden vertex.
We introduce some additional notation. The square Qi,j of tile set S i,j is the vertex set
consisting of the tile vertices S i,j , the paths between tile vertices and connector vertices
towards S i,j , and all hidden vertices and exposed vertices that are in the connection gadgets
next to S i,j . See Figure 3 (right) for an illustration of a square. Note that the squares are
pairwise disjoint. We say that two squares are adjacent if they contain vertices of the same
connection gadget. The adjacency Adj(Qi,j ) of a square Qi,j is the union of squares adjacent
to Qi,j . The closed adjacency of a square Qi,j is the vertex set Adj[Qi,j ] = Adj(Qi,j ) ∪ Qi,j .
We show that any solution of (G, k 0 ) contains exactly one vertex per square.
I Lemma 5. A geodetic set V 0 ⊆ V (G) of size at most k 0 consists of the four vertices in Ξ0 ,
and exactly one vertex in each square Qi,j , for each i, j ∈ [k].
Proof sketch. Recall that k 0 = k 2 + 4. The four vertices in Ξ0 are the only vertices of
degree one and are part of every geodetic set. Further we may assume that V 0 ∩ Ξ = ∅
as I[V 0 ] = I[V 0 \ Ξ]. So V 0 consists of the four vertices in Ξ0 and a set of at most k 2 vertices
within the squares, denoted by W .
For contradiction, assume that there are q > 0 squares Q1 , . . . , Qq such that Qp ∩ W = ∅
for p ∈ [q]. We call these squares empty, and all other squares non-empty. We claim that there
is an empty square Qp such that | Adj(Qp ) ∩ W | ≤ 8. Let W 0 ⊆ W be an arbitrary subset
consisting of exactly one vertex of W per non-empty square. So |W 0 | = k 2 −q and |W \W 0 | ≤ q.
Pq
Clearly, for each p ∈ [q], we have | Adj(Qp ) ∩ W 0 | ≤ 4, thus p=1 | Adj(Qp ) ∩ W 0 | ≤ 4q. Since
Pq
p=1 | Adj(Qp ) ∩ {v}| ≤ 4 for any vertex v ∈ V (G), we also have
q
X

| Adj(Qp ) ∩ (W \ W 0 )| =

q
X

X

| Adj(Qp ) ∩ {v}| ≤ 4q.

p=1 v∈W \W 0

p=1

Consequently,
q
X
p=1

| Adj(Qp ) ∩ W | =

q
X
p=1

0

| Adj(Qp ) ∩ W | +

q
X

| Adj(Qp ) ∩ (W \ W 0 )| ≤ 4q + 4q = 8q.

p=1

It follows that there exists an empty square Q for which | Adj(Q) ∩ W | ≤ 8.
Let JQ = J ∩ N [Q] be the sixteen hidden vertices that are either in Q or adjacent to
vertices of Q. The next two claims are consequences of Lemma 3 and Observation 4 (see the
full version for proofs of the claims):
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(1) no shortest path between a vertex outside of Q and a vertex outside of Adj[Q] can visit
any vertex in JQ , and
(2) W covers at most | Adj(Q) ∩ W | ≤ 8 vertices of JQ .
Since |JQ | = 16, the set V 0 is not geodetic; so there cannot be an empty square in G. There
are k 2 squares and |W | = |V 0 \ Ξ0 | ≤ k 2 . So |V 0 ∩ Qi,j | = 1 for each i, j ∈ [k].
J
Using Lemma 5, we show that every solution vertex in a square must be a tile vertex.
I Lemma 6. A geodetic set V 0 ⊆ V (G) of size at most k 0 consists of the four vertices in Ξ0
and exactly one vertex of S i,j , for each i, j ∈ [k].
0

0

Proof. For i, j ∈ [k], let S = S i,j , S 0 = S i,j , Q = Qi,j , and Q0 = Qi,j . Without loss
of generality, assume that j is even (see Figure 3 for an illustration). Let X1 and X2
be the two copies of the horizontal connection gadget next to tile S, let a1 , b1 ∈ V (X1 )
and a2 , b2 ∈ V (X2 ) be the hidden vertices, and let a∗1 , b∗1 ∈ V (X1 ) and a∗2 , b∗2 ∈ V (X2 ) be
the exposed vertices. By Lemma 5, V 0 contains exactly one vertex u in Q and exactly one
vertex v in Q0 .
Consider a vertex w ∈ V (G) \ (Q ∪ Q0 ). Note that any shortest u–w-path and any
shortest v–w-path going through one of a1 , a2 , b1 , b2 must use tile vertices in S and S 0 . It
is easy to verify that due to its length, such a path must visit some global vertex, thus it
cannot visit any hidden vertex (Observation 4). It follows that {a1 , a2 , b1 , b2 } ⊆ I[u, v].
For the sake of contradiction, suppose that u ∈
/ S. In particular, we assume without loss
of generality that u ∈ V (X1 ). Let u0 ∈ S be the tile vertex such that u lies on the tile path
between u0 and a1 . Observe that d(u, a1 ) < d(u, a2 ). Hence, no shortest u–v-path visits a2 if
d(v, a1 ) ≤ d(v, a2 ). It follows that v lies on some tile path between some tile vertex v 0 ∈ S 0
and a2 . Since there are shortest u–v-paths visiting a1 and a2 , we have
d(u, v) = (d(a1 , u0 ) − d(u0 , u)) + d(a1 , v 0 ) + d(v, v 0 ) and
d(u, v) = (d(a2 , v 0 ) − d(v, v 0 )) + d(a2 , u0 ) + d(u, u0 ).
By construction, d(a1 , u0 ) = d(a2 , u0 ) = 16m + 2xu0 + 1 and d(a1 , v 0 ) = d(a2 , v 0 ) = 16m −
2xv0 + 1. Thus, we obtain d(u, u0 ) = d(v, v 0 ) and d(u, v) = 32m + 2xu0 − 2xv0 + 2. Note that
there is a u–v-path visiting α that is of length
` = (d(u0 , a∗1 ) − d(u, u0 )) + 2 + (d(a∗2 , v 0 ) − d(v 0 , v)).
Since d(a1 , u0 ) = 16m + 2xu0 + 1 and d(v 0 , a1 ) = 16m − 2xv0 + 1 (by construction), and
since ` ≥ d(u, v), we obtain d(u, u0 ) = d(v, v 0 ) ≤ 1. By the assumption that u ∈
/ S, we have
d(u, u0 ) > 0. It follows that d(u, u0 ) = d(v, v 0 ) = 1. Finally, observe that the shortest path
from u to v that visits b1 is of length
`0 = d(u, b1 ) + d(b1 , v) = 32m − 2xu0 + 2xv0 + 4.
Since `0 = d(u, v), we obtain 4xu0 − 4xv0 = 2, so one of xu0 , xv0 cannot be integer – a
contradiction.
J
Now, given Lemma 6, if there is a solution for our instance of Geodetic Set, then the
tiles corresponding to the chosen tile vertices are a solution for our instance of Grid Tiling.
The main theorem of the section follows:
I Theorem 7 (?). Geodetic Set is W[1]-hard with respect to the feedback vertex number,
the path-width, and the solution size, combined.
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4

Fixed-Parameter Tractability for Feedback Edge Number

We now show that Geodetic Set is fixed-parameter tractable for feedback edge number.
In fact, we present a fixed-parameter algorithm for the following, more general variant:
Extended Geodetic Set
Input:
A graph G, a vertex set T ⊆ V (G), and an integer k.
Question: Does G have a geodetic set S ⊇ T of cardinality at most k?
The algorithm works in three steps: We first apply some polynomial-time data reduction
rules. The graph may be arbitrarily large even after they are applied exhaustively. However,
together with some branching steps, they lead to an instance in which a part of the solution
vertices are fixed and can be extended to a minimum geodetic set by adding vertices on
paths of degree-two vertices. We determine these vertices using an ILP formulation with
O(fen(G)2 ) variables, showing that (Extended) Geodetic Set is fixed-parameter tractable
for feedback edge number.
Although feedback edge number is considered one of the largest structural graph parameters, our algorithm is still technically involved and it has an impractical running time. This
hints at the difficulty of designing efficient algorithms for Geodetic Set. We also remark
that some of the techniques presented may be of independent interest. For example, the
presented approach may also be useful to show fixed-parameter tractability of the closely
related Metric Dimension problem3 for feedback edge number, which was posed as an
open problem by Eppstein [13] (so far, it is only known to be in XP for this parameter [14]).
This section is divided into three parts. In Section 4.1, we provide some polynomial-time
data reduction rules, which allow us to bound the number of vertices with degree at least
three. In Section 4.2, we guess parts of the solution. Finally, in Section 4.3, we present our
ILP formulation to determine the vertices in the solution.
Throughout this section we assume without loss of generality that G is connected.

4.1

Preprocessing

In this section we present three data reduction rules and some observations on the instance
e
obtained after their exhaustive application. We will also introduce the feedback edge graph G
in this subsection, which will be used throughout the presentation of this algorithm.
Our first reduction rule deletes degree-one vertices. This reduction rule is based on the
observation that a geodetic set contains every degree-one vertex.
I Reduction Rule 8. If there is a degree-one vertex v ∈ V (G) with N (v) = {u}, then
decrease k by 1 if u ∈ T ,
add u to T if u ∈
/ T , and
delete v from V (G) (and from T ).
Henceforth we assume that Reduction Rule 8 has been exhaustively applied (which can
be done in linear time). Suppose that fen(G) = 1. Then G is a cycle, and any minimal
geodetic set S ⊇ T is of size at most |T | + 3. So Extended Geodetic Set can be solved
in polynomial time when fen(G) ≤ 1 (in fact, further analysis yields a linear-time algorithm
for fen(G) = 1). We thus assume that fen(G) ≥ 2.

3

Given a graph, Metric Dimension asks for a set S of at most k vertices such that for any pair of
vertices u and v, there is a vertex in S which has distinct distances to u and v.
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v3

v3

v1
v2

v1

v2

e after Reduction Rule 8 has been
Figure 4 An illustration of an input graph G (left) and G
e contains no degree-one or degree-two vertex. For
exhaustively applied (right). Observe that G
e (right) corresponds to a path P of length hp = 3 in G(left). Moreover,
instance, a thick edge p in G
we have Tp = {0, 1} after Reduction Rule 8 has been applied exhaustively.
e a multigraph which is obtained from G as
Now we introduce the feedback edge graph G,
follows: As long as there is a degree-two vertex v with neighbors u, w, we remove v and add
an edge (multiedge) uw. Using the handshake lemma, one can easily obtain the following.
e ≤ 2 fen(G) − 2 and |E(G)|
e ≤ 3 fen(G) − 3.
I Observation 9 (?). It holds that |V (G)|
e is associated with a path P = (p0 , p1 , . . . , php ) in G where
Observe that each edge p in G
all of its inner vertices are of degree 2. We sometimes refer to the endpoints p0 , php as
t←
t→
p
p ,
p← , p→ , respectively. Moreover, let Tp = {i | pi ∈ T } and let p←
and p→
T = p
T = p
←
→
where tp = min Tp and tp = max Tp . We illustrate the definitions in Figure 4.
e
The following reduction rule deals with self-loops in G.
e has a self-loop p in G,
e then decrease k as follows:
I Reduction Rule 10 (?). If v ∈ V (G)
If Tp = ∅, then decrease k by (hp mod 2).
If Tp 6= ∅ and V (P ) 6⊆ I[Tp ∪ {v}], then decrease k by |Tp |.
If Tp 6= ∅ and V (P ) ⊆ I[Tp ∪ {v}], then decrease k by |Tp | − 1.
Moreover, add v to T and remove V (P ) \ {v}.
e with Tp 6= ∅, there is a shortest
The next reduction rule ensures that for every p ∈ E(G)
path from an endpoint of P to the closest vertex in Tp that is contained inside P . For this
we introduce the following notation. Let R = {←, →}. For r ∈ R, we denote by r ∈ R \ {r}
the opposite direction.
e with Tp 6= ∅, and let r ∈ R. If dP (pr , pr ) >
I Reduction Rule 11 (?). Let p ∈ E(G)
T
r
r
r r
0
dP (pT , p ) + dG (p , p ), then add p to T , where p0 is between prT and pr and d(p0 , prT ) =
b(hp + dG (p← , p→ ))/2c.

4.2

Guessing

Towards obtaining a geodetic set S of size at most k, we extend our current set T of vertices
fixed in the solution. First we guess the set of endpoints that are in the solution. Next, using
another reduction rule, we fix further vertices that are required to be in the geodetic set
of our interest. These vertices possibly depend on the (previously guessed) endpoints that
are in the solution. Finally, we guess how many vertices we need to add to every path P
e Then, the exact positions of these vertices are determined using ILP.
for p ∈ E(G).
Suppose that (G, T, k) is a yes-instance. We fix a solution S of minimum size that
e of endpoints among all such solutions. Intuitively, our goal
maximizes the number |S ∩ V (G)|
e of endpoints in S; there are at
is to find S. To do so, we first guess the set Se = S ∩ V (G)
e
|V (G
)|
2 fen(G)−2
most 2
≤2
possibilities by Observation 9. We extend T by adding all vertices
e So we will henceforth assume that S ∩ V (G)
e = T ∩ V (G).
e Using another reduction
from S.
←
e the vertices between p and p→ are covered.
rule, we ensure that for every p ∈ E(G),
T
T
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e If there are t < t0 ∈ Tp such that [t+1, t0 −1]∩Tp = ∅
I Reduction Rule 12 (?). Let p ∈ E(G).
t t0
0
and dG (p , p ) < t − t (equivalently, dG (p← , p→ ) + hp < 2t0 − 2t), then add b(t + t0 )/2c to T .
We will prove two lemmata required for the next guessing step and for the subsequent ILP
e with Tp 6= ∅.
formulation. First, we show that S contains no vertex on a path P for p ∈ E(G)
e with Tp 6= ∅. Then, S ∩ V (P ) ⊆ Tp .
I Lemma 13. Let p ∈ E(G)
Proof. For r ∈ R, suppose that S contains a vertex pi ∈ V (P ) \ Tp that lies between pr
and prT . Since Reduction Rule 11 is applied exhaustively, (S \ {pi }) ∪ {pr } is also a solution of
e Thus, it remains to show that S
minimum size, contradicting the maximality of |S ∩ V (G)|.
←
→
contains no vertex that lies between pT and pT in P . Note that after applying Reduction
→
Rule 12, each vertex in P between p←
T and pT are included in I[Tp ]. Due to its minimality,
i
→
S contains no vertex p ∈ V (P ) \ Tp between p←
J
T and pT in P .
e
We also show that S contains at most two inner vertices of P if Tp = ∅ for p ∈ E(G).
e with Tp = ∅. Then, |S ∩ V (P )| ≤ 2.
I Lemma 14. Let p ∈ E(G)
Proof. If |S ∩ V (P )| = 3, then (S \ V (P )) ∪ {p← , pbhp /2c , p→ } is also a minimum solution,
e is maximized.
contradicting the fact that |S ∩ V (G)|
J
e we guess the number np ∈ {0, 1, 2}
Now we make further guesses. For each edge p ∈ E(G),
e)| ≤ 33 fen(G)−3 possibilities
of inner vertices in S ∩ V (P ). Note that there are at most 3|E(G
by Observation 9. The next step is to determine exactly which vertices to take using ILP.

4.3

Finding a minimum geodetic set via ILP

e | Tp = ∅, np = n} for n ∈ {0, 1, 2} and let E 0 = {p ∈ E(G)
e | Tp 6= ∅}.
Let En = {p ∈ E(G)
0
e
Further, let E = E1 ∪ E2 ∪ E = E(G) \ E0 . Note that S contains at least one vertex
→
in V (P ) for every p ∈ E. For each p ∈ E, we introduce two nonnegative variables x←
p , xp ,
←
→
x
h
−x
p
p
p . The intended meaning of x← , respectively x→ is
and let p←
and p→
p
p
S = p
S = p
←
→
that S contains pS , respectively pS . Then the geodetic set of our interest will be given
S
→
by X = T ∪ p∈E1 ∪E2 {p←
S , pS }. For each p ∈ E we add the following constraints:

→
←
→

x←
if p ∈ E1 ∪ E2 ,

p > 0, xp > 0, and xp + xp ≤ hp


x← + x→ = h
if p ∈ E1 ,
p
p
p
(1)
←
→
←
→

if p ∈ E2 ,
hp − 2xp − 2xp ≤ dG (vp , vp )


 ←
→
→
xp = p ←
if p ∈ E 0 .
T and xp = hp − pT
←

→

Let Vp← = {p1 , . . . , pxp −1 } and Vp→ = {php −xi +1 , . . . , php −1 } for each p ∈ E. We show
→
that constraint (1) guarantees that the vertices between p←
S and pS are covered if p 6∈ E0 .
I Lemma 15 (?). If constraint (1) is fulfilled, then Qp = V (P )\({p← , p→ }∪Vp← ∪Vp→ ) ⊆ I[S]
holds for each p ∈ E.
Next, we introduce constraints to determine whether there is a shortest path between prS
e and r, s ∈ R (recall that R = {←, →}).
and qSs visiting pr and q s , for each p 6= q ∈ E(G)
r,s r,s r,s
r,s
Using binary variables ap,q , bp,q , cp,q , zp,q , we add the following constraints for each p 6= q ∈ E
r,s
and r, s ∈ R. Informally, if zp,q
= 1, then there exists a shortest path as described above.
 r
r s
s
r
r s
s
r,s

(xp + dG (p , q ) + xq ) − (xp + dG (p , q ) + hq − xq ) ≤ N (1 − ap,q ),


(xr + d (pr , q s ) + xs ) − (h − xr + d (pr , q s ) + xs ) ≤ N (1 − br,s ),
G
p
G
p
q
p
q
p,q
(2)
r
r s
s
r
r s
s

(xp + dG (p , q ) + xq ) − (hp − xp + dG (p , q ) + hq − xq ) ≤ N (1 − cr,s

p,q ),



r,s
r,s
r,s
3 − ar,s
p,q − bp,q − cp,q ≤ 3 − 3zp,q .
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Here N is some sufficiently large number (i.e., N = 100 · |E(G)| will do).
r,s
I Lemma 16 (?). If constraint (2) is fulfilled with zp,q
= 1, then I[pr , q s ] ⊆ I[prS , qSs ].
→
e
We add a similar constraint for shortest paths between p←
S and pS for each p ∈ E(G).
For each p ∈ E and r ∈ R we add the constraint
r,r
(xrp + dG (pr , pr ) + xrp ) − (hp − xrp − xrp ) ≤ N (1 − zp,p
).

(3)

r,r
r,r
Here zp,p
is a binary variable. It is easy to see that if zp,p
= 1, then there is a shortest path
from prS to prS going through pr and pr .
Now we use constraints (2) and (3) to cover the remaining vertices. First we handle
the paths without any solution vertex. For each ` ∈ E0 , we add the following constraint to
e and r, s ∈ R such that V (L) ⊆ I[pr , q s ], where L is
guarantee that there are p, q ∈ E(G)
S S
the path associated with `:
X
r,s
zp,q
≥ 1.
(4)
p,q∈E, r,s∈R,(p,r)6=(q,s)
d(pr ,`← )+h` +d(`→ ,q s )=d(pr ,q s )

e \ Se is covered, we add constraint (4), where L is a
To ensure that every vertex v ∈ V (G)
path of length zero with endpoint v, that is, h` = 0 and `← = `→ = v.
e and
Finally, we deal with the vertices in Vp← and Vp→ . Note that for each p ∈ E(G)
r ∈ R, the vertices in Vpr are covered if
it holds that xrp ≤ 1 (that is, Vpr = ∅), or
e and s ∈ R such that a shortest pr –q s -path visits pr .
there is q ∈ E(G)
S

S

For each p ∈ E and r ∈ R, let ypr be a binary variable and add the following constraint:
xrp − 1 ≤ N (1 − ypr ) and ypr +

X

r,s
zp,q
≥ 1.

(5)

e),s∈R
q∈E(G
It is easy to verify that if ypr = 1, then xrp ≤ 1 must hold. This concludes the ILP formulation.
We show that our ILP formulation finds a minimum geodetic set.
2

I Theorem 17. Geodetic Set can be solved in O∗ (2O(fen(G) ) ) time.4
Proof. We prove that there is a geodetic set S ⊇ T satisfying Lemmas 13 and 14 if and only
if one of our ILP instances is a yes-instance. The forward direction is clearly correct. The
correctness of the other direction is due to the following observations.
e \ Se are covered because of
The vertices in P for p ∈ E0 as well as the vertices in V (G)
constraint (4).
For each p ∈ E, Vi← and Vi→ are covered due to constraint (5). The remaining vertices
are covered due to Lemma 16.
Note that we construct 2O(fen(G)) instances of ILP. Each ILP instance uses O(fen(G)2 ) binary
variables and O(fen(G)) variables which are not necessarily binary. To solve one ILP instance,
2
we first try every assignment to binary variables (note that there are 2O(fen(G) ) assignments).
Then, we solve an ILP instance with O(fen(G)) variables, which requires O∗ (fen(G)O(fen(G)) )
2
time [19]. This results in an algorithm whose running time is O∗ (2O(fen(G) ) ).
J
4

The O∗ (·) notation hides factors that are polynomial in the input size.
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5

Fixed-Parameter Tractability for Clique-Width with Diameter

In this section we obtain fixed-parameter tractability results for clique-width combined with
diameter, and for tree-depth. Our algorithm is based on a theorem by Courcelle et al. [10]: If
a graph property π can be expressed as a formula ϕ in MSO1 logic, then whether a graph G
has π can be determined in O(f (cw(G) + |ϕ|) · (|V (G)| + |E(G)|)) time for some function f .
I Theorem 18. Geodetic Set is fixed-parameter tractable with respect to cw(G)+diam(G).
Proof. We describe how to express Geodetic Set in MSO1 logic. We define
ϕ = ∃S (∀v [∃u, w (u ∈ S ∧ w ∈ S ∧ Visit(u, v, w))]) ,
where Visit(u, v, w) is true if and only if there is a shortest path u–w visiting v. It remains
to construct Visit(u, v, w). First, let us define a formula Path(v1 , . . . , vi ) which evaluates to
true if and only if (v1 , . . . , vi ) is a path:
^
Path(v1 , . . . , vδ ) =
vj vj+1 ∈ E(G).
j∈[i−1]

We then define Disti (u, w) which is true if and only if dG (u, w) = i.
Disti (u, w) =∃v2 , . . . , vi−1 (Path(u, v2 , . . . , vi−1 , w))
^
∧
@v2 , . . . , vj−1 (Path(u, v2 , . . . , vj−1 , w)).
j∈[i−1]

Finally, we define Visit(u, v, w):



_
_
Disti (u, w) ∧ 
Visit(u, v, w) =
Distj (u, v) ∧ Distj−i (v, w) .
i∈[diam(G)]

j∈[i−1]

Note that |ϕ| ∈ diam(G)O(1) . Thus, fixed-parameter tractability for cw(G) + diam(G) follows
from Courcelle’s theorem.
J
Note that cw(G) ≤ 2 and diam(G) ≤ 2 for any cograph G. Thus, our result extends
polynomial-time solvability on cographs proven by Dourado et al. [11].
We also obtain fixed-parameter tractability for tree-depth as well as for modular-width
from Theorem 18. The tree-depth of a graph G can be roughly approximated by log h ≤
td(G) ≤ h, where h is the height of a depth-first search tree of G [21]. Hence, the length of all
paths in G, specifically the diameter of G, is at most 2td(G) . Moreover, cw(G) ≤ 3 · 2tw(G)−1
[9] and tw(G) ≤ td(G) − 1. Similarly, cw(G) ≤ mw(G) (by definition) and diam(G) ≤
max{2, mw(G)} [18]. Consequently, we obtain the following.
I Corollary 19. Geodetic Set is fixed-parameter tractable with respect to tree-depth and
with respect to modular-width.

6

Conclusion

We initiated a parameterized complexity study of Geodetic Set for parameters measuring
tree-likeness. We conclude this work by suggesting some future research directions. None
of the fixed-parameter algorithms presented in this work are practical. Are there more
efficient fixed-parameter algorithms with respect to feedback edge number, tree-depth or
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modular-width? Further, while we can quite surely exclude fixed-parameter tractability for
feedback vertex number and path-width, it is still open whether Geodetic Set is in XP with
any (combination) of these parameters. Recall that the related Geodetic Hull problem
is in XP with respect to tree-width [17], but for Geodetic Set, even the complexity on
series-parallel graphs (which have tree-width two) is unknown.
Going to related problems and parameters, it is open whether Metric Dimension is
fixed-parameter tractable with respect to the feedback edge number [13]. This is especially
interesting since the problem behaves similarly to Geodetic Set in terms of complexity:
Metric Dimension is fixed-parameter tractable with respect to tree-depth [22] and with
respect to modular-width [3], but W[1]-hard with respect to path-width [5] and W[2]-hard
with respect to the solution size [16]. We are optimistic that the method presented in
Section 4 can be used to answer this question positively, especially since Epstein et al. [14]
showed that the number of solution vertices on a path of degree-two vertices (cf. Lemma 14)
is bounded by a constant.
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1

Introduction

Bonato, Janssen, and Roshanbin [7, 8] introduced Graph Burning as a model of information
spreading. This problem asks to burn all the vertices in a graph in the following way: we
first pick a vertex and set fire to the vertex; at the beginning of each round, the fire spreads
one step along edges; at the end of each round, we pick a vertex and set fire to it; the process
finishes when all vertices are burned. The objective in the problem is to minimize the number
of rounds (including the first one for just picking the first vertex) to burn all the vertices.
The minimum number of rounds that can burn a graph G in such a process is the burning
number of G, which is denoted by b(G). Given a graph G and an integer k, Graph Burning
asks whether b(G) ≤ k.
In other words, the burning number of G can be defined as the minimum length k of a
sequence (b0 , . . . , bk−1 ) of vertices of G such that every vertex in G has distance at most i
from some bi . We call such a sequence a burning sequence. Note that in this definition, bi
is the vertex we set fire in the (k − i)th round. Note also that we do not ask the vertices
b0 , . . . , bk−1 to be distinct. It is also useful to introduce the generalized neighborhood of
© Yasuaki Kobayashi and Yota Otachi;
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vertices. For a vertex v of a graph G, let Nd [v] be the set of vertices with distance at most
d in G. For example, N0 [v] contains only v, N1 [v] is just the closed neighborhood of v,
S
and N2 [v] = u∈N [v] N [u]. With this terminology, a sequence (b0 , . . . , bk−1 ) of vertices of
S
G = (V, E) is a burning sequence of G = (V, E) if and only if 0≤i≤k−1 Ni [bi ] = V .

1.1

Previous work

As a model of information spreading, it is important to know how fast the information can
spread under the model in the worst case. This question can be answered by finding the
maximum burning number of graphs of n vertices. The literature is rich in this direction. In
√
the very first paper [7, 8], it is shown that b(G) ≤ 2d ne − 1 for every connected graph G of
√
order n and conjectured that b(G) ≤ d ne holds. Note that the connectivity requirement is
essential here as an edgeless graph of order n needs n rounds. Some improvements of the
general upper bound and studies on special cases are done [29, 33, 19, 2, 14, 34, 5, 10, 32, 25,
√
6, 30, 31, 39, 18], but the conjecture of b(G) ≤ d ne for general connected
graphs remains
√
√
unsettled. The current best upper bound is d(−3 + 24n + 33)/4e ≈ 1.5n [29].
The computational complexity of Graph Burning has been studied intensively as
well. It is shown that Graph Burning is NP-complete on trees of maximum degree 3,
spiders, and linear forests [1]. The NP-completeness result is further extended to connected
caterpillars of maximum degree 3 [30], which form subclasses of connected interval graphs,
connected permutation graphs, and connected unit disk graphs. On the other hand, Graph
Burning admits a 3-approximation algorithm for general graphs [9]; that is, given a graph
G, the algorithm finds a burning sequence of G of length at most 3 · b(G) in polynomial
time. Algorithms with approximation factors parameterized by path-length and tree-length
are known as well [27]. Bonato and Kamali [9] asked whether the problem is APX-hard.
Recently, this question has been answered in the affirmative [35].
Kare and Reddy [28] initiated the study on parameterized complexity of Graph Burning.
They showed that Graph Burning on connected graphs is fixed-parameter tractable
parameterized by distance to cluster graphs (disjoint unions of complete graphs) and by
neighborhood diversity. The parameterized complexity with respect to the natural parameter
k, the burning number, remained open. Recently, Janssen [26] has generalized the problem
to directed graphs and has shown that the directed version is W[2]-complete parameterized
by k even on directed acyclic graphs. It was mentioned in [26] that the original undirected
version parameterized by k was still open.
For further information about the previous studies, see the recent comprehensive survey
by Bonato [4].

1.2

Our results

In the literature, the input graph of Graph Burning is sometimes assumed to be connected
(e.g. in [28]). In this paper, however, we do not generally assume the connectivity of input
graphs. All positive results in this paper hold on possibly disconnected graphs, while
all negative results hold even on connected graphs. Note that in Graph Burning, the
disconnected case would be nontrivially more complex than the connected case. For example,
√
while the burning number of a path of n vertices is d ne [7, 8], Graph Burning is
NP-complete on graphs obtained as the disjoint union of paths [1].
Our study in this paper is inspired by Kare and Reddy [28] and Janssen [26]. We
generalize the results in [28] and solve all open problems on parameterized complexity in [28].
In Section 2, we present our positive algorithmic results. We show that Graph Burning
is fixed-parameter tractable parameterized by clique-width plus the maximum diameter
among all connected components. This implies that Graph Burning is fixed-parameter
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tractable parameterized by modular-width, by treedepth, and by distance to cographs. We
also show that Graph Burning is fixed-parameter tractable parameterized by distance
to split graphs. The complexity parameterized by distance to cographs and by distance
to split graphs are explicitly asked in [28]. The fixed-parameter tractability parameterized
by modular-width generalizes the one parameterized by neighborhood diversity in [28]. In
Section 3, we present some negative results. We show that Graph Burning parameterized
by the natural parameter k is W[2]-complete. This settles the main open problem in this
line of research [28, 26]. As a byproduct, we also show that Graph Burning parameterized
by vertex cover number does not admit a polynomial kernel unless NP ⊆ coNP/poly. This
also answers a question in [28]. See Figure 1 for a summary of the results.
paraNP-complete
clique-width
max diameter

treewidth

W[2]-complete
burning number
FPT
distance to cograph

clique-width +
max diameter

pathwidth

modular-width

treedepth

bandwidth [30]

distance to split
distance to cluster [28]

neighborhood diversity [28]

vertex cover number

no polynomial kernel

Figure 1 Graph parameters and the complexity of Graph Burning. The results on the
parameters with dark background are the main results of the paper. Connections between two
parameters imply the existence of a function in the one above (being in this sense more general)
that lowerbounds the one below. “The maximum diameter among all connected components” is
shortened as “max diameter.” The paraNP-completeness parameterized by bandwidth follows from
the result by Liu et al. [30] who showed that the problem is NP-complete on caterpillars of maximum
degree 3, which have bandwidth at most 2.

We assume that the readers are familiar with the basic terms and concepts in the
parameterized complexity theory. See some textbooks in the field (e.g., [17, 13]) for definitions.
We omit the definitions of most of the graph parameters in this paper as we do not explicitly
need them. We only need the definition of the vertex cover number of a graph: it is the
minimum integer k such that their exists a set of k vertices of the graph (called a vertex
cover) such that each edge in the graph has at least one endpoint in the set. We refer the
readers to [38] for the definitions of other graph parameters and the hierarchy among them.

2

Positive results

We first observe that Graph Burning is expressible as a first order logic (FO) formula of
length depending only on k.
The syntax of FO of graphs includes (i) the logical connectives ∨, ∧, ¬, ⇔, ⇒, (ii)
variables for vertices, (iii) the quantifiers ∀ and ∃ applicable to these variables, and (iv)
the following binary relations: equality of variables, and adj(u, v) for two vertex variables u
and v, which means that u and v are adjacent. If G models an FO formula ϕ with no free
variables, then we write G |= ϕ.
IPEC 2020
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The following formula dist≤d (v, w) is true if and only if the distance between v and w is
at most d:


^
dist≤d (v, w) := ∃u0 , . . . , ud (u0 = v) ∧ (ud = w) ∧ 
(ui = ui+1 ) ∨ adj(ui , ui+1 ) .
0≤i<d

Clearly, dist≤d (v, w) has length depending only on d. Now we define the formula ϕk such
that G |= ϕk if and only if (G, k) is a yes instance of Graph Burning as follows:
_
ϕk := ∃v0 , . . . , vk−1 ∀v
dist≤i (v, vi ).
0≤i≤k−1

It is known that on nowhere dense graph classes, testing an FO formula ψ is fixedparameter tractable parameterized by |ψ|, where |ψ| is the length of ψ [23]. (See [23] for the
definition of nowhere dense graph classes.) Since ϕk is an FO formula of length depending
only on k, the following holds.
I Observation 2.1. Graph Burning on nowhere dense graphs parameterized by k is
fixed-parameter tractable.
For an n-vertex graph G of clique-width at most cw and for a one-sorted monadic-second
order logic (MSO1 ) formula ψ, one can check whether G |= ψ in time O(f (|ψ|, cw) · n3 ),
where f is a computable function [12, 37]. Since an FO formula is an MSO1 formula and the
length of ϕk depends only on k, we can observe the following fact.
I Observation 2.2. Graph Burning parameterized by clique-width + k is fixed-parameter
tractable.
We extend this observation in a nontrivial way to show the main result of this section. To this
end, it is useful to generalize ϕk as follows. For nonempty I = {i1 , . . . , i|I| } ⊆ {0, . . . , k−1}, let
S
ϕI be a formula that means that there are vertices bi1 , . . . , bi|I| such that ij ∈I Nij [bij ] = V ,
which can be expressed as follows:
_
ϕI := ∃vi1 , . . . , vi|I| ∀v
dist≤ij (v, vij ).
1≤j≤|I|

Clearly, checking G |= ϕI is still fixed-parameter tractable parameterized by clique-width + k.
I Theorem 2.3. Graph Burning is fixed-parameter tractable parameterized by the cliquewidth of the input graph plus the maximum diameter among all connected components.
Proof. Let (G, k) be an instance of Graph Burning, where G has n vertices. Let C1 , . . . , Cp
be the connected components of G and dmax be the maximum diameter of the components.
We assume that k ≥ p since otherwise (G, k) is a trivial no instance. By Observation 2.2, we
can also assume that dmax < k.
Observe that if a component Cq contains bi for some i ≥ dmax , then Ni [bi ] = V (Cq ).
Hence the problem is equivalent to finding a sequence (b0 , . . . , bdmax −1 ) that burns as many
connected components as possible. That is, we want to find a maximum cardinality subset C ⊆
S
S
{C1 , . . . , Cp } and a sequence (b0 , . . . , bdmax −1 ) such that 0≤i≤dmax −1 Ni [bi ] = Cq ∈C V (Cq ).
It holds that p − |C| ≤ k − dmax if and only if (G, k) is a yes instance.
We reduce this problem to Disjoint Sets. Given a universe U , a subset family S ⊆ 2U ,
and an integer t, Disjoint Sets asks whether there are t pairwise-disjoint subsets in S.
Let U = {0, 1, . . . , dmax − 1} ∪ {c1 , . . . , cp } and S = {I ∪ {cq } | I ⊆ {0, . . . , dmax − 1}, Cq |=
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ϕI , 1 ≤ q ≤ p}. Clearly, picking I ∪ {cq } into the solution for the Disjoint Set instance
corresponds to burning Cq with {bi | i ∈ I}, and vice versa. We set t = p − k + dmax . Note
that t ≤ dmax as k ≥ p. Using the color-coding technique, it can be shown that Disjoint
Sets is solvable in time 2O(t·maxS∈S |S|) (|S| + |U |)O(1) [17, Disjoint r-Subsets] (see also [15,
Bounded Rank Disjoint Sets]). In our instance, t · maxS∈S |S| ≤ dmax (dmax + 1) holds.
For each q ∈ {1, . . . , p} and for each I ⊆ {0, . . . , dmax − 1}, we can test whether Cq |= ϕI
in time O(f (dmax + cw) · n3 ) for some computable function f , where cw is the cliquewidth of G, because |ϕI | depends only on dmax . Thus, S can be constructed in time
O(f (dmax + cw) · n3 · p · 2dmax ). Since |S| ≤ 2dmax · p, the last step of solving Disjoint Sets
2
can be done in time 2O(dmax ) (2dmax · p + (dmax + p))O(1) . Since p ≤ n, the total running time
is g(dmax + cw) · nO(1) for some computable function g. This completes the proof.
J
The definition of modular-width implies that every connected component of a graph
of modular-width at most w has both diameter and clique-width at most w [22]. It is
known that every connected component of a graph of treedepth at most d has diameter at
most 2d [36] and its clique-width is bounded by a function of treedepth (or even smaller
treewidth) [11]. Therefore, Theorem 2.3 implies the fixed-parameter tractability with respect
to these parameters.
I Corollary 2.4. Graph Burning is fixed-parameter tractable parameterized by modularwidth.
I Corollary 2.5. Graph Burning is fixed-parameter tractable parameterized by treedepth.
For a graph class C and a graph G, the distance from G to C is defined as the minimum
integer k such that by removing at most k vertices from G, one can obtain a member of C.
Let C be a graph class with constants c and d such that each graph in C has clique-width at
most c and each connected component of each member of C has diameter at most d. Observe
that a graph of distance at most k to C has clique-width at most c · 2k since after a removal
of a single vertex, the clique-width remains at least half of the original clique-width [24].
Observe also that each connected component of a graph of distance at most k to C has
diameter at most k + d. Thus, by Theorem 2.3, Graph Burning is fixed-parameter tractable
parameterized by distance to C. This observation can be applied immediately to cographs
that are known to be the P4 -free graphs and the graphs of clique-width at most 2.
I Corollary 2.6. Graph Burning is fixed-parameter tractable parameterized by distance to
cographs.
Now we consider the distance to split graphs. A graph is a split graph if its vertex set
can be partitioned into a clique and an independent set. For a graph G = (V, E), which is
not necessarily a split graph, a subset S ⊆ V is a split-deletion set if G − S is a split graph.
Then the distance to split graphs from G is equal to the minimum size of a split-deletion
set. It is known that the split graphs are exactly the (2K2 , C4 , C5 )-free graphs [20]. This
characterization implies that when designing an algorithm parameterized by distance d to
split graphs, we can assume that a split-deletion set of minimum size is given since a standard
bounded-search tree algorithm finds such a set in time 5d · nO(1) , where the number 5 is the
maximum order of the forbidden induced subgraphs.
I Theorem 2.7. Graph Burning is fixed-parameter tractable parameterized by distance to
split graphs.
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Proof. Let (G, k) be an instance of Graph Burning and S be a minimum split-deletion
set of G = (V, E). We denote |S| by s. Let (K, I) be a partition of V − S, where K is a
clique and I is an independent set. Such a partition can be found in linear time by greedily
adding a vertex of minimum degree into I. We further partition I into IK , IS , and I∅ in
such a way that I∅ is the set of degree-0 vertices in G, IS is the set of vertices in I \ I∅ that
have neighbors only in S, and IK = I \ (I∅ ∪ IS ). Note that each vertex in IS has at least
one neighbor in S and each vertex in IK has at least one neighbor in K (and possibly some
neighbors in S).
We first reduce the number of vertices in IS . For a nonempty subset S 0 ⊆ S, let JS 0 ⊆ IS
be the set of vertices whose neighborhood is exactly S 0 . Since the pairwise distance between
vertices in JS 0 is 2, a burning sequence does not pick four or more vertices in JS 0 . Thus,
we can remove all but three vertices in JS 0 and obtain an equivalent instance. We apply
this reduction to all subsets S 0 ⊆ S and denote the reduced subset of IS by IS∗ . Note that
|IS∗ | < 3 · 2|S| . If k ≥ 3 + |S| + |IS∗ | + |I∅ | = 3 + s + 3 · 2s + |I∅ |, then (G, k) is a yes instance:
we can take all the vertices in S ∪ IS∗ ∪ I∅ and three vertices in K ∪ IK and then arbitrarily
order them to construct a burning sequence of G. Hence, in the following, we assume that
k < 3 + s + 3 · 2s + |I∅ |.
We next remove all vertices in I∅ and obtain an equivalence instance of a slightly generalized problem. Observe that if (G, k) is a yes instance, then k ≥ |I∅ | and there is a burning
sequence (b0 , . . . , bk−1 ) of G such that the set of first |I∅ | vertices {b0 , . . . , b|I∅ | } is I∅ : we need
to take every isolated vertex into a burning sequence, but even b0 is good enough to burn an
isolated component. In the following, we only consider burning sequences with this restriction. Now the problem is reduced to the one for finding a sequence (b|I∅ | , b|I∅ |+1 , . . . , bk−1 )
S
of vertices in V \ I∅ such that |I∅ |≤i≤k−1 Ni [bi ] = V \ I∅ . We denote by (G0 , k, |I∅ |) the
obtained instance of the new problem, where G0 = G[K ∪ IK ∪ S ∪ IS∗ ].
To solve the reduced problem, we first guess which vertices in S∪IS∗ appear in (b|I∅ | , b|I∅ |+1 ,
. . . , bk−1 ) and where they are placed in the sequence. The number of candidates of such
s
a guess depends only on s as |S ∪ IS∗ |k−|I∅ | < (s + 3 · 2s )s+3·2 +3 . The vacant slots of
(b|I∅ | , b|I∅ |+1 , . . . , bk−1 ) after the guess tell us which bi belongs to K ∪ IK . If there are at most
three vertices in K ∪ IK appear in (b|I∅ | , b|I∅ |+1 , . . . , bk−1 ) then we try all O(n3 ) combinations
to complete the sequence. Otherwise, we guess from O(n) candidates the vertex in K ∪ IK
that appears in (b|I∅ | , b|I∅ |+1 , . . . , bk−1 ) and has the largest index. Since the index of the
guessed vertex in (b|I∅ | , b|I∅ |+1 , . . . , bk−1 ) is at least 3 and K ∪ IK induces a connected split
graph, which has diameter at most 3, the guessed vertex in K ∪ IK burns all vertices in
K ∪ IK .
Finally we fill the positions in (b|I∅ | , b|I∅ |+1 , . . . , bk−1 ) that still remain vacant. Let
X ⊆ {|I∅ |, . . . , k − 1} be the set of indices i for which no vertex is guessed as bi so far, and let
S
X = {|I∅ |, . . . , k − 1} \ X. Let U = V (G0 ) \ ( i∈X Ni [bi ]). Note that U ⊆ S ∪ IS∗ . Our task is
S
to find {bi | i ∈ X} ⊆ K ∪IK such that U ⊆ i∈X Ni [bi ]. This task can be seen as an instance
(U 0 , S, p) of Set Cover, where U 0 = U ∪ X, S = {(Ni [v] ∩ U ) ∪ {i} | v ∈ K ∪ IK , i ∈ X}, and
p = |X| < k − |I∅ | ≤ 3 + s + 3 · 2s . Since Set Cover parameterized by |U 0 | is fixed-parameter
tractable [21, Lemma 2] and |U 0 | ≤ s + 3 · 2s + p, the theorem follows.
J

3

Negative results

This section is devoted to the proofs of the following theorems.
I Theorem 3.1. Graph Burning is W[2]-complete parameterized by k.
I Theorem 3.2. Graph Burning does not admit a polynomial kernel parameterized by
vertex cover number unless NP ⊆ coNP/poly.
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We present a reduction from Set Cover to Graph Burning that proves both Theorems 3.1 and 3.2. Given a set U = {u1 , . . . , un }, a family of nonempty subsets S =
{S1 , . . . , Sm } ⊆ 2U \ {∅}, and a positive integer s, Set Cover asks whether there exists a
S
subfamily S 0 ⊆ S such that |S 0 | ≤ s and S∈S 0 S = U .
Let (U = {u1 , . . . , un }, S = {S1 , . . . , Sm }, s) be an instance of Set Cover. We construct
an equivalent instance (G, k = s + 2) of Graph Burning. (See Figure 2.) We first construct
s = k − 2 isomorphic graphs G2 , . . . , Gk−1 as follows. For each i ∈ {2, 3, . . . , k − 1}, the
(i)
(i)
(i)
(i)
vertex set of Gi is Ui ∪ Vi , where Ui = {u1 , . . . , un } is a clique and Vi = {v1 , . . . , vm }
(i)
(i)
is an independent set. In Gi , up and vq are adjacent if and only if up ∈ Sq . From each
Gi , we construct Hi by adding i + 2 copies of a path of i vertices and all possible edges
between each vertex in Vi and one of the degree-1 vertices in each path. We then take the
disjoint union of H2 , H3 , . . . , Hk−1 and add U as a clique. For each i ∈ {2, 3, . . . , k − 1} and
(i)
j ∈ {1, 2, . . . , m}, we connect uj and uj with a path of length i − 1 with i − 2 new inner
vertices. Finally, we attach a vertex w to a vertex in U , and a path (x, y, z) to the same
vertex. We set V0 = {w} and V1 = {x, y, z}. We denote the constructed graph by G.
k+1
z }| {
···

z

i+2
z }| {
···

z

···

···

Ui

···
···
···

···
···
···
}|

i−2

k−3

{

···

Uk−1

}|

···

···

k−1

z

···

···V

···

z

···

···

Vi

···

U3

···

···

k−1

{

···

V3

···

}|

U2

···

···

i

{

V2

}|

···

{

···

···
···

w
V0
···

V1
x

y

z

U

Figure 2 The reduction from Set Cover to Graph Burning. The edges in the cliques
U2 , . . . , Uk−1 , and U are omitted.

I Lemma 3.3. (U, S, s) is a yes instance of Set Cover if and only if (G, k) is a yes instance
of Graph Burning.
Proof. ( =⇒ ) Assume that (U, S, s) is a yes instance of Set Cover and S 0 ⊆ S is a
S
certificate; that is, |S 0 | ≤ s and S∈S 0 S = U . We assume without loss of generality that
(i)
|S 0 | = s and S 0 = {S2 , S3 , . . . , Ss+1=k−1 }. We set b0 = w, b1 = y, and bi = vi for
2 ≤ i ≤ k−1. We show that (b0 , . . . , bk−1 ) is a burning sequence of G.
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(i)

Clearly, N0 [b0 ] = V0 and N1 [b1 ] = V1 . For 2 ≤ i ≤ k − 1, observe that Ni [bi ] = Ni [vi ]
includes all the vertices of Hi : the farthest vertices in i-vertex paths have distance exactly i
(i)
(i) (i)
(i)
(i)
from vi ; dist(vi , vj ) = 2 for each j 6= i as vj and vi share a neighbor (an endpoint of
(i)

(i)

(i)

a path of i vertices); dist(vi , uj ) ≤ 2 for every j since vi

has at least one neighbor in the

(i)
Ni [vi ]

clique Ui as ∅ ∈
/ S. Moreover,
includes all inner vertices of the paths from Ui to U
(i)
(i)
(i)
as dist(vi , uj ) ≤ 2 for every j. Finally, uj ∈ Ni [vi ] if and only if uj ∈ Si : if uj ∈ Si , then
(i)

vi

(i)
uj

(i)

(i)

(i)

(i)

and uj are adjacent, and thus dist(vi , uj ) ≤ 1 + dist(uj , uj ) = i; otherwise, vi

(i)
are not adjacent and thus dist(vi , uj ) ≥ min{2 +
S
S
(i)
This implies that U ⊆ 2≤i≤k−1 Ni [vi ] since S∈S 0 S

(i)
dist(uj , uj ), 1

+

(i)
dist(uh6=j , uj )}

and
> i.

= U.

( ⇐= ) Assume that (G, k) is a yes instance of Graph Burning and (b0 , . . . , bk−1 ) is a
burning sequence of G.
We first show that bi ∈ Vi for all 0 ≤ i ≤ k − 1. Let i ∈ {2, . . . , k − 1}. Assume that we
already know that bj ∈ Vj for i + 1 ≤ j ≤ k − 1. Since there are i + 2 paths attached to Vi ,
at least one of them, say P , has no vertex in the remaining vertices b0 , . . . , bi . The degree-1
vertex in P has distance exactly i from every vertex in Vi and distance at least i + 1 from
every vertex not in V (P ) ∪ Vi . Hence, bi ∈ Vi . Now we know that bi ∈ Vi for 2 ≤ i ≤ k − 1.
Let uj ∈ U be the vertex where V0 and V1 are attached to. For 2 ≤ i ≤ k − 1, we have
dist(bi , uj ) ≥ i, and thus Ni [bi ] contains no vertex in V0 ∪ V1 . Since N0 [b0 ] will cover only
one vertex, b1 = y and b0 = w hold.
(i)
For 2 ≤ i ≤ k − 1, let bi = vhi . Since N0 [b0 ] = {w} and N1 [b1 ] = {x, y, z}, we have
S
(i)
(i)
U ⊆ 2≤i≤k−1 Ni [vhi ]. As we saw in the only-if case, uj ∈ Ni [vhi ] if and only if uj ∈ Shi
S
(i)
for 1 ≤ j ≤ n. This implies that Ni [vhi ] ∩ U = Shi , and thus U = 2≤i≤k−1 Shi . Therefore,
the subfamily {Sh2 , Sh3 , . . . , Shk−1 } ⊆ S of at most k − 2 = s subsets shows that (U, S, s) is
a yes-instance of Set Cover.
J
Proof of Theorem 3.1. By Lemma 3.3, the construction of (G, k) from (U, S, s) described
above is a parameterized reduction from Set Cover parameterized by s to Graph Burning
parameterized by k = s + 2. Since Set Cover is W[2]-complete parameterized by s [16],
the W[2]-hardness follows.
The membership to W[2] can be shown by the following reduction to Set Cover. Let
(G = (V, E), k) be an instance of Graph Burning. We set s = k, U = V ∪ {0, 1, . . . , k − 1},
and S = {Ni [v] ∪ {i} | v ∈ V, 0 ≤ i ≤ k − 1}. This is just an undirected version of the proof
by Janssen [26], who showed the membership to W[2] for Graph Burning on directed
graphs, and the correctness can be shown in the same way.
J
S
Proof of Theorem 3.2. The graph G constructed above has an independent set 2≤i≤k−1 Vi .
The vertices not belonging to this independent set form a vertex cover of size 4 + (k − 1)|U | +
P
2≤i≤k−1 (i + 2)(2i − 2), which is a polynomial in k = s + 2 and |U |. By Lemma 3.3, the
construction of (G, k) from (U, S, s) described above is a polynomial parameter transformation [3] from Set Cover parameterized by |U | + s to Graph Burning parameterized by
vertex cover number. Since Set Cover parameterized by |U | + s does not admit polynomial
kernels unless NP ⊆ coNP/poly [15], the theorem holds.
J
The reduction above also shows the W[2]-hardness parameterized by diameter since the
diameter of a connected graph is smaller than the square of its burning number [7, 8]. We
further observe that the graph G in the reduction is P(4k−3) -free. That is, G does not contain
a path of 4k − 3 vertices as an induced subgraph. Let P be an induced path in G. For
i ∈ {2, . . . , k − 1}, let Hi0 be the graph consists of Hi and the paths from Ui to U . Since U
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is a clique, there are at most two indices i such that P intersects Hi0 − U . We can see that
|V (P ) ∩ V (Hi0 )| ≤ 2i + 1 for each i, and thus |V (P )| ≤ 2(k − 1) + 1 + 2(k − 2) + 1 = 4k − 4.
This implies the following W[2]-hardness.
I Corollary 3.4. Graph Burning on Pq -free graphs is W[2]-hard parameterized by q.
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Abstract
Many graph problems can be formulated as a task of finding an optimal triangulation of a given
graph with respect to some notion of optimality. In this paper we give algorithms to such problems
parameterized by the size of a minimum edge clique cover (cc) of the graph. The parameter cc
is both natural and well-motivated in many problems on this setting. For example, in the perfect
phylogeny problem cc is at most the number of taxa, in fractional hypertreewidth cc is at most the
number of hyperedges, and in treewidth of Bayesian networks cc is at most the number of non-root
nodes of the Bayesian network.
Our results are based on the framework of potential maximal cliques. We show that the number
of minimal separators of graphs is at most 2cc and the number of potential maximal cliques is at
most 3cc . Furthermore, these objects can be listed in times O∗ (2cc ) and O∗ (3cc ), respectively, even
when no edge clique cover is given as input; the O∗ (·) notation omits factors polynomial in the input
size. Using these enumeration algorithms we obtain O∗ (3cc ) time algorithms for problems in the
potential maximal clique framework, including for example treewidth, minimum fill-in, and feedback
vertex set. We also obtain an O∗ (3m ) time algorithm for fractional hypertreewidth, where m is the
number of hyperedges. In the case when an edge clique cover of size cc0 is given as an input we
0
further improve the time complexity to O∗ (2cc ) for treewidth, minimum fill-in, and chordal sandwich.
This implies an O∗ (2n ) time algorithm for perfect phylogeny, where n is the number of taxa. We
0
2
also give polynomial space algorithms with time complexities O∗ (9cc ) and O∗ (9cc+O(log cc) ) for
problems in this framework.
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1

Introduction

In this paper, we give algorithms to problems that can be formulated as a task of finding
an optimal triangulation of a given graph with respect to some notion of optimality. A
triangulation of a graph G is a chordal graph H with E(G) ⊆ E(H). For example, computing
the graph parameter treewidth corresponds to finding a triangulation with the minimum
possible size of a maximum clique, and minimum fill-in corresponds to finding a triangulation
with the least number of edges. In particular, we consider optimal triangulation problems
parameterized by the size of a minimum edge clique cover of the input graph, denoted by cc.
An edge clique cover of a graph is a set of cliques of the graph that covers all edges of the
graph. Our algorithms are based on the framework of potential maximal cliques [5, 14].
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1.1

Motivation

While in general the parameter cc could be considered non-standard, it has natural interpretations in at least three settings on which algorithms for finding optimal triangulations
are applied: hypergraph parameters, phylogenetics, and probabilistic inference. The reason
that cc is a natural choice in these settings is that the input graph is constructed as a union
of cliques, with the goal of each clique W representing a constraint of type “the triangulation
must contain a maximal clique Ω with W ⊆ Ω”. Maximal cliques of a triangulation in turn
correspond to bags of a tree decomposition. Next we discuss the three settings in more detail.
The hypergraph parameter fractional hypertreewidth is a central structural parameter of
constraint satisfaction problems (CSPs) [18]. The computation of fractional hypertreewidth
can be formulated as a task of finding a triangulation H of the primal graph of the hypergraph,
minimizing the quantity maxΩ∈MC(H) FCOV(Ω), where MC(H) denotes the set of maximal
cliques of H and FCOV(Ω) denotes the minimum size of a so-called fractional edge cover of
the maximal clique Ω [30]. The primal graph of a hypergraph is constructed by inducing a
clique on each hyperedge, and therefore the size of its minimum edge clique cover is at most
m, the number of hyperedges.
In phylogenetics a central problem is to construct an evolutionary tree of a set of n
taxa (i.e. species) based on k characters (i.e. attributes) describing them [34]. For example,
when the character data is drawn from molecular sequences, the number of characters k
can be much larger than the number of taxa n [24]. Deciding if the taxa admit a perfect
phylogeny can be reduced to the chordal sandwich problem on the partition intersection
graph of the characters [19, 34]. Moreover, the optimization version of perfect phylogeny,
called the maximum compatibility problem of phylogenetic characters, can be reduced to the
weighted minimum fill-in problem on the partition intersection graph if the characters are
binary [4, 19]. The partition intersection graph has a vertex for each character-state pair,
and its edges are constructed by inducing a clique corresponding to each taxon [34]. Hence
the size of its minimum edge clique cover is at most n, the number of taxa.
A third setting in which parameterization by cc is motivated is probabilistic inference.
Given a Bayesian network, the first step of efficient probabilistic inference algorithms
is to compute a tree decomposition of small width of the moral graph of the Bayesian
network [22, 23]. The moral graph is constructed as a union of n0 cliques, where n0 is the
number of non-root nodes of the Bayesian network [23], and thus the size of its minimum
edge clique cover is at most n0 .
This paper is also directly motivated by observations in practice. Starting from the Second
Parameterized Algorithms and Computational Experiments challenge (PACE 2017) [10],
algorithm implementations based on potential maximal cliques have been observed to outperform other exact algorithm implementations on problems formulated as finding optimal
triangulations [25, 26, 27, 31, 36, 37]. In particular, this paper is motivated by experimental observations of the usefulness of potential maximal cliques in computing hypergraph
parameters [25, 26] and in phylogenetics [25, 27].
Our parameterization can be justified by real-world instances with small edge clique
covers. In the context of fractional hypertreewidth, 708 of the 3072 hypergraphs in the
standard HyperBench library [11] have m < n/2, where n is the number of vertices and
m is the number of hyperedges. In the context of phylogenetics, an instance describing
mammal mitochondrial sequences [20] has 7 taxa while its partition intersection graph has
245 vertices and an instance describing Indo-European languages [32] has 24 taxa while
its partition intersection graph has 864 vertices. In the context of Bayesian networks, the
Bayesian network “Andes” [8], accessed from the standard BNlearn repository [33], has 223
nodes of which 134 are non-root.
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Techniques

The algorithms that we design in this paper are based on the framework of potential maximal
cliques (PMCs) [5, 14]. Algorithms in this framework typically consist of two phases. In the
first phase the set Π(G) of PMCs of the input graph G is enumerated, and in the second
phase dynamic programming over the PMCs is performed in time O∗ (|Π(G)|). The second
phase of the PMC framework has already been formulated for all of the problems that we
consider [14, 16, 17, 19, 30], so our O∗ (3cc ) time algorithms follow from an O∗ (3cc ) time
PMC enumeration algorithm that we give. This algorithm is based on the Bouchitté–Todinca
algorithm [6]. We achieve the O∗ (3cc ) bound by novel characterizations of minimal separators
and PMCs with respect to an edge clique cover. In particular, we show that minimal
separators correspond to bipartitions of an edge clique cover and almost all potential maximal
cliques correspond to tripartitions of an edge clique cover.
0
On some of the problems we improve the time complexity to O∗ (2cc ), where cc0 is the
0
size of an edge clique cover given as an input. The O∗ (2cc ) time algorithms use the same
dynamic programming states as the standard PMC framework, but instead of using PMCs
for transitions we use fast subset convolution [2]. The application of fast subset convolution
requires ad-hoc techniques for each problem to take into account the cost caused by the
PMC implicitly selected by the convolution.
0
We also give algorithms that work in polynomial space and in times O∗ (9cc ) and
2
O∗ (9cc+O(log cc) ). These algorithms are based on a polynomial space and O∗ (9cc ) time
algorithm for enumerating PMCs and on a lemma asserting that every minimal triangulation
of a graph G has a maximal clique that is in a sense a balanced separator with respect to an
edge clique cover of G.

1.3

Contributions

We start by giving bounds for the numbers of minimal separators and PMCs.
I Theorem 1. If G is a graph with an edge clique cover of size cc, then the number of
minimal separators of G is at most 2cc and the number of potential maximal cliques of G is
at most 3cc .
There are O∗ (|∆(G)|) time algorithms for enumerating the minimal separators ∆(G) of a
graph G [1, 35], so it follows that the minimal separators of a graph can be enumerated in
O∗ (2cc ) time. For enumerating PMCs no algorithms that are linear in the size of the output
and polynomial in the size of the input are known1 . Despite that, we are able to design an
efficient algorithm for enumerating PMCs parameterized by cc, even when no edge clique
cover is given as input. The fact that the algorithm works even when no edge clique cover
o(cc)
is given as input is crucial because there is no O∗ (22
) time parameterized algorithm for
minimum edge clique cover assuming the exponential time hypothesis [9].
I Theorem 2. There is an algorithm that given a graph G whose minimum edge clique cover
has size cc enumerates the potential maximal cliques of G in O∗ (3cc ) time.
It follows that all problems that can be solved in O∗ (|Π(G)|) time when the set Π(G) of
PMCs of the input graph G is given can be solved in O∗ (3cc ) time, even when no edge clique
cover is given as input. We remark that in addition to the problems mentioned earlier, the set
1

Obtaining an output-linear input-polynomial time algorithm for enumerating PMCs has been explicitly
stated as an open problem in 2006 [3] and to the best of our knowledge is still open.
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of such problems includes all problems in the framework called maximum induced subgraph
of bounded treewidth [16], including for example the problems maximum independent set,
minimum feedback vertex set, and longest induced path [16].
I Corollary 3. Treewidth, weighted minimum fill-in, and all instances of maximum induced
subgraph of bounded treewidth can be solved in O∗ (3cc ) time, where cc is the size of a
minimum edge clique cover of the input graph. Fractional hypertreewidth can be solved in
O∗ (3m ) time, where m is the number of hyperedges. The maximum compatibility problem of
binary phylogenetic characters can be solved in O∗ (3n ) time, where n is the number of taxa.
When an edge clique cover of size cc0 is given as an input, some of the algorithms can be
0
optimized to O∗ (2cc ) time.
0

I Theorem 4. Treewidth, minimum fill-in, and chordal sandwich can be solved in O∗ (2cc )
time, where cc0 is the size of an edge clique cover given as an input.
I Corollary 5. The perfect phylogeny problem can be solved in O∗ (2n ) time, where n is the
number of taxa.
A previous parameterized algorithm for perfect phylogeny works in time O∗ (4r ), where
r ≤ n is the arity of characters [24]. Our O∗ (2n ) time algorithm improves over it in the case
when r > n/2. This case is motivated by the fact that the O∗ (4r ) algorithm works for partial
characters only via a reduction that sets r ≥ nf for a fraction f of missing data [34].
We also give polynomial space algorithms for some of the problems. The algorithms
0
work in O∗ (9cc ) time when an edge clique cover of size cc0 is given as an input and in
2
O∗ (9cc+O(log cc) ) time when the parameter cc is given as an input.
I Theorem 6. Treewidth and weighted minimum fill-in can be solved in polynomial space and
0
O∗ (9cc ) time, where cc0 is the size of an edge clique cover given as an input. Furthermore,
fractional hypertreewidth can be solved in polynomial space and O∗ (9m ) time.
I Corollary 7. The perfect phylogeny problem and the maximum compatibility problem of
binary phylogenetic characters can be solved in polynomial space and O∗ (9n ) time, where n
is the number of taxa.
I Theorem 8. Treewidth and weighted minimum fill-in can be solved in polynomial space
2
and O∗ (9cc+O(log cc) ) time, where cc is an integer given as an input that is at least the size
of a minimum edge clique cover of the input graph.
Finally, we demonstrate the tightness of the bounds on the numbers of minimal separators
and potential maximal cliques.
I Theorem 9. There is a family of graphs, containing for each positive integer cc a graph
with edge clique cover of size cc, O(cc2 ) vertices, Θ(2cc ) minimal separators, and Θ(3cc )
potential maximal cliques.
Furthermore, the parameter edge clique cover cannot be relaxed to vertex clique cover
while retaining FPT, or even XP, bounds.
I Theorem 10. There is a family of graphs, containing for each positive integer n a graph
with n vertices, vertex clique cover of size 2, and Θ(2n/2 ) minimal separators.
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Related Work

The prior FPT algorithms for enumerating PMCs include an O∗ (4vc ) time algorithm, where
vc is the size of a minimum vertex cover, and an O∗ (1.7347mw ) time algorithm, where mw is
the modular width [15], extending the O(1.7347n ) time algorithm, where n is the number of
vertices [16]. One can see that edge clique cover and vertex cover are orthogonal parameters
by considering complete graphs and star graphs. For modular width, the relation mw ≤ 2cc
holds, but there are graphs with mw = 2cc − 2. In the conclusion of [15] the authors mentioned
that they are not aware of other FPT parameters than vc and mw for PMCs and asked
whether more parameterizations could be obtained.
Other parameterized approaches on the PMC framework include an FPT modulator
parameter [28] and an XP parameterization for minimal separators in H-graphs [13]. The
modulator parameter is orthogonal to edge clique cover. On H-graphs, the graphs with edge
2
clique cover of size cc are Kcc -graphs, so the H-graph parameterization implies an nO(cc )
time algorithm for enumerating PMCs.
In addition to the already discussed O∗ (4r ) time algorithm for perfect phylogeny [24],
we are not aware of prior single-exponential FPT algorithms with the same parameters as
our algorithms. For fractional hypertreewidth there are parameterized algorithms whose
parameters depend on the sizes of intersections of hyperedges [12]. For treewidth and chordal
sandwich, different techniques have been used to obtain an O∗ (3vc ) time algorithm for
0
treewidth [7] and an O∗ (2vc ) time algorithm for chordal sandwich, where vc0 is the size of a
minimum vertex cover of the admissible edge set [21].

1.5

Organization of the Paper

The proofs of lemmas marked with ? are omitted and can be found in the full version of the
paper. In Section 2 we give necessary definitions and background on minimal triangulations
and PMCs. In Section 3 we characterize minimal separators and PMCs based on edge clique
cover, proving Theorem 1. In Section 4 we give enumeration algorithms for PMCs, proving
Theorem 2. In Section 5 we give faster algorithms for the case when an edge clique cover is
given as an input, proving Theorem 4. In Section 6 we give polynomial space algorithms,
proving Theorems 6 and 8. In Section 7 we demonstrate the tightness of our results, proving
Theorems 9 and 10. Proofs for the relation of modular width and edge clique cover claimed
in Section 1.4 can be found in the full version of the paper. We conclude in Section 8.

2

Preliminaries

We recall the standard graph notation that we use and preliminaries on minimal triangulations.
We also give formal definitions of the problems that we consider and introduce our notation
related to edge clique cover.

2.1

Notation on Graphs

We consider graphs that are finite, simple, and undirected. We assume that the graphs given
as input are connected. For graphs with multiple connected components, the algorithms can
be applied to each connected component independently. The sets of vertices and edges of a
graph G are denoted by V (G) and E(G), respectively. The set of edges of a complete graph
with vertex set X is X 2 . The subgraph G[X] induced by X ⊆ V (G) has V (G[X]) = X and
E(G[X]) = E(G) ∩ X 2 . We also use the notation G \ X = G[V (G) \ X]. The vertex sets of
connected components of a graph G are C(G). The set of neighbors of a vertex v is denoted
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S
by N (v) and the set of neighbors of a vertex set X by N (X) = v∈X N (v) \ X. The closed
neighborhood of a vertex v is N [v] = N (v) ∪ {v} and the closed neighborhood of a vertex set
X is N [X] = N (X) ∪ X. A clique of a graph G is a vertex set X such that G[X] is complete.
The set of inclusion maximal cliques of G is denoted by MC(G).

2.2

Minimal Triangulations

A graph is chordal if it has no induced cycle of four or more vertices. A chordal graph H is
a triangulation of a graph G if V (G) = V (H) and E(G) ⊆ E(H). A triangulation H of G is
a minimal triangulation of G if there is no triangulation H 0 of G with E(H 0 ) ( E(H). The
edges in E(H) \ E(G) are called fill-edges. A vertex set Ω ⊆ V (G) is a potential maximal
clique (PMC) of G if there is a minimal triangulation H of G such that Ω ∈ MC(H). The
set of PMCs of G is denoted by Π(G).
A vertex set S is a minimal a, b-separator of graph G if the vertices a and b are in different
components of G \ S, and S is inclusion minimal in this regard. A full component of a
vertex set X is a component C ∈ C(G \ X) with N (C) = X. We note that S is a minimal
a, b-separator if and only if S has distinct full components containing a and b. A vertex set
S is a minimal separator if it is a minimal a, b-separator for some pair a, b, i.e., it has at least
two full components. We denote the set of minimal separators of G with ∆(G).
A block of a graph G is a vertex set C ⊆ V (G) such that N (C) ∈ ∆(G). We remark that
a common notation is to call such a pair (N (C), C) a full block [5]. In modern formulations
of the PMC framework the concept of non-full blocks is not needed [16], so we simplify the
notation by identifying the block with only the vertex set C.
Next we recall a couple of required propositions on the structure of PMCs.
I Proposition 11 ([5]). A vertex set Ω ⊆ V (G) is a PMC of a graph G if and only if
1. N (C) ( Ω for all C ∈ C(G \ Ω), i.e., no component of Ω is full, and
2. for all pairs of distinct vertices u, v ∈ Ω, either {u, v} ∈ E(G) or there is a component
C ∈ C(G \ Ω) with {u, v} ⊆ N (C).
We will refer to condition 1 of Proposition 11 as the no full component condition and
to condition 2 as the cliquish condition. Note that Proposition 11 implies an O(nm) time
algorithm for testing if a vertex set is a PMC [5].
I Proposition 12 ([5]). If Ω is a PMC of a graph G then all components C ∈ C(G \ Ω) are
blocks of G.
We call the components C ∈ C(G \ Ω) the blocks of Ω. Note that N (C) ( Ω, i.e., the
minimal separators of the blocks C ∈ C(G \ Ω) are strict subsets of the PMC. We also need
the following proposition connecting PMCs and blocks.
I Proposition 13 ([5]). If Ω is a PMC of a graph G and C is a block of Ω, then there is a
full component C 0 of N (C) such that Ω ⊆ N [C 0 ].
The following lemma, which follows from Proposition 11, simplifies some of our proofs.
I Lemma 14 (?). If Ω is a PMC of a graph G and contains a vertex v ∈ Ω such that no
block C ∈ C(G \ Ω) has v ∈ N (C), then Ω = N [v].
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Definitions of Problems

Let Tr(G) denote the set of triangulations of a graph G. The treewidth of a graph G is
minH∈Tr(G) maxΩ∈MC(H) |Ω| − 1. The minimum fill-in of G is minH∈Tr(G) |E(H) \ E(G)|.
Given a weight function w : V (G)2 → R≥0 , the weighted minimum fill-in of G with respect
P
to w is minH∈Tr(G) e∈(E(H)\E(G)) w(e). Given a graph G and a set of admissible edges
F ⊆ V (G)2 \ E(G), the chordal sandwich problem is to determine if there is a triangulation
H of G with E(H) ⊆ E(G) ∪ F . Note that chordal sandwich can be reduced to weighted
minimum fill-in on the same graph G.
A hypergraph G has a set of vertices V (G) and a set of hyperedges E(G) that are
arbitrary subsets of vertices. The primal graph P (G) of G has vertices V (P (G)) = V (G) and
S
edges E(P (G)) = e∈E(G) e2 . A fractional edge cover of a set X ⊆ V (G) is an assignment
P
c : E(G) → R≥0 so that for each v ∈ X it holds that v∈e∈E(G) c(e) ≥ 1. The size of
P
a fractional edge cover c is e∈E(G) c(e). The minimum size of a fractional edge cover
of a set X ⊆ V (G) is denoted by FCOV(X). Note that FCOV(X) can be computed in
polynomial time by linear programming [18]. The fractional hypertreewidth of a hypergraph
G is minH∈Tr(P (G)) maxΩ∈MC(H) FCOV(Ω) [18, 30].
For all of the aforementioned problems there is an optimal solution corresponding to a
minimal triangulation. Furthermore, all of the problems can be solved in O∗ (|Π(G)|) time
when Π(G) is given as an input [14, 17, 19, 29, 30].

2.4

Notation on Edge Clique Cover

S
An edge clique cover of a graph G is a collection W of cliques of G so that W ∈W W 2 = E(G).
We often manipulate vertex sets based on an edge clique cover W. For a vertex v ∈ V (G),
we denote by W[v] = {W ∈ W | v ∈ W } the set of cliques in W that contain v. Similarly, for
S
a vertex set X we denote by W[X] = v∈X W[v] the set of cliques in W that intersect X.
A non-empty subset W 0 ⊆ W of an edge clique cover W is called a part of the edge clique
cover. The vertices in V (G, W 0 ) = {v ∈ V (G) | W[v] ⊆ W 0 } are called the vertices of the
part W 0 . We use a shorthand V (G, W1 , . . . , Wp ) = V (G, W1 ) ∪ . . . ∪ V (G, Wp ) to denote the
union of vertices of multiple parts. The components of a part are C(W 0 ) = C(G[V (G, W 0 )]).
A part is called good if all of its components are blocks, in which case the components of the
part may be called the blocks of the part. Note that a part W 0 with V (G, W 0 ) = ∅ is good.
Two disjoint parts W1 , W2 are called compatible if V (G, W1 , W2 ) = V (G, W1 ∪ W2 ).

3

Characterization of the Central Combinatorial Objects

In this section we show that if a graph has an edge clique cover of size cc, then the number
of blocks and minimal separators of the graph is at most 2cc and the number of potential
maximal cliques is at most 3cc . The characterizations of these objects will be later used in
the design of the algorithms.
We start by showing that blocks correspond to parts of an edge clique cover.
I Lemma 15. Let G be a graph and W an edge clique cover of G. If C is a block of G then
V (G, W[C]) = C.
Proof. Clearly C ⊆ V (G, W[C]). Note that V (G, W[C]) ⊆ N [C] because any vertex v
intersecting a common clique with a vertex u ∈ C must be a neighbor of u. Suppose there
is a vertex v ∈ (V (G, W[C]) ∩ N (C)). Let C 0 be a full component of N (C) distinct from
C, implying that v ∈ N (C 0 ). All the cliques that v intersects also intersect with C, and
therefore there must be a vertex in C 0 that is in a clique intersecting with C which is a
contradiction to the fact that N (C) separates C and C 0 .
J
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By Lemma 15, any block C of G can be uniquely identified with a set W[C] ⊆ W.
Therefore, the number of blocks is at most 2cc . Any minimal separator is identified as N (C)
of at least two blocks C, so the number of minimal separators is at most 2cc−1 .
Next we show that each PMC is either a closed neighborhood of a vertex or can be
represented by a tripartition of edge clique cover.
I Lemma 16. Let G be a graph and W an edge clique cover of G. If Ω is a potential
maximal clique of G, then either (1) Ω = N [v] for a vertex v ∈ V (G) or (2) C(G \ Ω) =
C(W1 ) ∪ C(W2 ) ∪ C(W3 ), where {W1 , W2 , W3 } is a partition of W into good parts.
Proof. Suppose that case 1 does not apply, i.e., Ω is not equal to N [v] for any v ∈ V (G).
By Proposition 12 the components C ∈ C(G \ Ω) are blocks and therefore by Lemma 15 they
define a collection P = {W[C] | C ∈ C(G \ Ω)} of disjoint good parts of W. If the collection
S
P is not a partition of W, add an additional part W 0 = W \ ( Wi ∈P Wi ) to the collection to
make it a partition of W. We have that V (G, W 0 ) = ∅ because if there would be a vertex v
with W[v] ⊆ W 0 , then v would be in Ω because it is not in any block, and also v would not
be in the neighborhood of any block, so by Lemma 14 we would have Ω = N [v]. Now we
S
have a partition P of W into good parts with Wi ∈P C(Wi ) = C(G \ Ω).
The partition P has at least two parts because otherwise Ω would be empty. If the
number of parts is two, i.e. P = {W1 , W2 }, let W1 be a part such that V (G, W1 ) is not
empty. Such a part exists because otherwise Ω = V (G) and case 1 would apply. No vertex of
Ω is in V (G, W2 ), so V (G, W1 ) is a full component of Ω, which is a contradiction to the no
full component condition.
If the number of parts is at least three, merge arbitrary compatible pairs of parts
until the number of parts is three or no pairs of parts can be merged anymore. If we
end up with three parts, we are done. If we end up with more than three parts, i.e.
P = {W1 , W2 , W3 , W4 , . . .}, then take a vertex u ∈ (V (G, W1 ∪ W2 ) \ V (G, W1 , W2 )) and
a vertex v ∈ (V (G, W3 ∪ W4 ) \ V (G, W3 , W4 )). Because of our assumption that we cannot
continue the merging process anymore both of these vertices exist and are in Ω. However,
there is no edge between u and v and there is no common component in whose neighborhood
u and v are, which is a contradiction to the cliquish condition.
J
We call the PMCs corresponding to case 1 of Lemma 16 type 1 PMCs and the PMCs
corresponding to case 2 type 2 PMCs. The number of type 1 PMCs is at most n, the
number of vertices. Another upper bound for the number of type 1 PMCs is 2cc , because
if W[v] = W[u] for vertices v and u then N [v] = N [u]. The number of type 2 PMCs is at
most S(cc, 3), where S denotes the Stirling numbers of the second kind. One can verify that
S(cc, 3) + 2cc ≤ 3cc and the bound for PMCs follows.

4

Enumeration Algorithms

In this section we modify the Bouchitté–Todinca algorithm [6] for enumerating PMCs to give
an O∗ (3cc ) time PMC enumeration algorithm and a polynomial space O∗ (9cc ) time PMC
enumeration algorithm.
The Bouchitté–Todinca algorithm is based on theorems characterizing PMCs based on
minimal separators. We summarize the theorems in the following proposition.
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I Proposition 17 ([6]). Let G be a connected graph with |V (G)| > 1 and v any vertex of G.
If Ω is a PMC of G, one of the following holds.
1. Ω \ {v} ∈ Π(G \ {v}).
2. Ω \ {v} ∈ ∆(G).
3. Ω = S ∪ T , where S ∈ ∆(G) and T ∈ ∆(G[C ∪ {x, y}]), where C is a full component of
S and x and y are non-adjacent vertices in S.
The algorithm uses case 1 to generate n induced subgraphs of the input graph, from
which PMCs are generated by cases 2 and 3. Note that the size of a minimum edge clique
cover is monotone with respect to induced subgraphs. We need the following lemma, which
follows from Proposition 11, to ensure that each PMC of each induced subgraph corresponds
to at most one PMC of the original graph.
I Lemma 18 ([6]). Let G be a graph and v ∈ V (G). If Ω ∈ Π(G \ {v}), then at most one of
Ω and Ω ∪ {v} is a PMC of G.
Now, we can just enumerate PMCs from cases 2 and 3 in each of the n induced subgraphs,
and each time a PMC is found we use Lemma 18 to generate at most one PMC of the original
graph in polynomial time.
Next we complete the description of the algorithm by showing that PMCs from cases 2
and 3 can be enumerated in O∗ (3cc ) time. The proof is based on Lemma 15 on the structure
and the number of blocks.
I Lemma 19. There is an algorithm that given a graph G whose minimum edge clique cover
has size cc enumerates the PMCs of G, possibly with duplicates, in polynomial space and
O∗ (3cc ) time.
Proof. By Lemma 18, it is sufficient to enumerate PMCs corresponding to cases 2 and 3 of
Proposition 17. For case 2, the bound follows from the 2cc bound on minimal separators
and a polynomial space O∗ (|∆(G)|) time minimal separator enumeration algorithm [35]. For
case 3, we do polynomial space enumeration of minimal separators in the graph G, and every
time we output a minimal separator S, we do polynomial space enumeration of minimal
separators in the graph G[C ∪ {x, y}] for all full components C of S and all non-adjacent
pairs x, y ∈ S.
We do the inner iteration O(n2 ) times for each block C of G. The complexity of the inner
iteration depends on the size of a minimum edge clique cover of G[C ∪ {x, y}]. Let W be a
minimum edge clique cover of G. By Lemma 15, the block C corresponds to an unique subset
W[C] of W. The subset W[C] is an edge clique cover of G[C ∪ {x, y}] because all edges in it
are adjacent to C because x and y are non-adjacent. Therefore, the time complexity of the
inner iteration is O∗ (2|W[C]| ), and therefore, the time complexity of the algorithm is at most
P
∗ |W 0 |
) = O∗ (3cc ).
J
W 0 ⊆W O (2
Using for example sorting we can deduplicate the output of the algorithm of Lemma 19
and an O∗ (3cc ) time exponential space algorithm for enumerating PMCs without duplicates
follows. For deduplication in polynomial space, we use a simple trick that is efficient enough
for our purposes.
I Lemma 20. There is an algorithm that given a graph G whose minimum edge clique cover
has size cc enumerates the PMCs of G in polynomial space and O∗ (9cc ) time.
Proof. Run the algorithm of Lemma 19 multiple times in succession, each time outputting
the lexicographically smallest PMC that is lexicographically larger than the previous PMC
outputted, until no such PMC is found. Now, using the algorithm at most 3cc times we have
outputted the PMCs of G in lexicographically strictly increasing order.
J
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5

Faster Algorithms When Edge Clique Cover is Given
0

We use fast subset convolution [2] to design O∗ (2cc ) time algorithms for treewidth, minimum
fill-in, and chordal sandwich, where cc0 is the size of an edge clique cover given as an input.
In particular, we make use of the following result.
I Proposition 21 ([2]). Let X be a set, f : 2X → [M ] and g : 2X → [M ] functions from the
set 2X of all subsets of X to the set of integers up to M . The function (f ∗ g) defined as
(f ∗ g)(Y ) = minY 0 ⊆Y f (Y 0 ) + g(Y \ Y 0 ) can be computed for all Y ⊆ X in O∗ (2|X| M ) time.
The algorithms we introduce are modifications of the dynamic programming phase of
the PMC framework. In most of this section our presentation is general in the sense that
it applies to each of the three problems. We use the term “optimal triangulation” to refer
to a triangulation with the minimum size of a maximum clique in the context of treewidth,
a triangulation with the least number of edges in the context of minimum fill-in, and to a
triangulation that has no non-admissible fill-edges in the context of chordal sandwich (or to
information that no such triangulation exists).
We start by recalling the dynamic programming phase of the PMC framework. The
states of the dynamic programming correspond to realizations of blocks.
I Definition 22 ([5]). Let G be a graph and C a block of G. A realization R(C) of C is a
graph with V (R(C)) = N [C] and E(R(C)) = E(G[N [C]]) ∪ N (C)2 .
The following proposition characterizes minimal triangulations of a realization of a block.
I Proposition 23 ([5]). Let G be a graph and C a block of G. The graph H is a minimal
triangulation of R(C) if and only if (i) V (H) = N [C] and (ii) there is a PMC Ω ∈ Π(G)
with N (C) ⊆ Ω ⊆ N [C] and
[
E(Hi ),
E(H) = Ω2 ∪
Ci ∈C(R(C)\Ω)

where Hi is any minimal triangulation of R(Ci ). It also holds that each Ci is a block of G.
Proposition 23 implies dynamic programming formulas for computing optimal triangulations of realizations of all blocks [5, 14, 29].
We use the following proposition for a base case.
I Proposition 24 ([5]). Let G be a graph that is not complete. The graph H is a minimal
triangulation of G if and only if (i) V (H) = V (G) and (ii) there is a minimal separator
S ∈ ∆(G) with
[
E(H) =
E(Hi ),
Ci ∈C(G\S)

where Hi is any minimal triangulation of R(Ci ). It also holds that each Ci is a block of G.
Once we have computed optimal triangulations of realizations of all blocks, we can
compute an optimal triangulation of the graph via Proposition 24 in time O∗ (2cc ). For
computing optimal triangulations of realizations, the bottleneck in implementing the recursion
of Proposition 23 is in iterating over the PMCs.
The high-level idea of our algorithm is that we use Proposition 23 directly only with
type 1 PMCs, i.e., PMCs Ω = N [v] for some vertex v ∈ V (G). For type 2 PMCs, we simulate
the iteration over PMCs with fast subset convolution. In particular, we show that each PMC
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Ω of type 2 with N (C) ⊆ Ω ⊆ N [C] can be expressed in terms of two disjoint good parts W1
and W2 of W[C], where W is an edge clique cover of G. In the case of treewidth, minimum
fill-in, and chordal sandwich, an optimal partition of every subset W 0 ⊆ W into two good
parts W1 and W2 can be computed with fast subset convolution, provided that we have first
computed optimal triangulations of realizations of all blocks in C(W1 ) and C(W2 ).
We first show the direction that each PMC can be expressed in terms of W1 and W2 .
I Lemma 25. Let G be a graph, W an edge clique cover of G, and C a block of G. If a
graph H is a minimal triangulation of R(C), then either (1) there is a vertex v ∈ V (G) and
[
E(H) = N [v]2 ∪
E(Hi ),
Ci ∈C(R(C)\N [v])

where N [v] ∈ Π(G), N (C) ⊆ N [v] ⊆ N [C], and Hi is a minimal triangulation of R(Ci ), or
(2) there is a partition {W1 , W2 , Wo } of W into good parts with W1 ∪ W2 ⊆ W[C], a block
C 0 ∈ C(Wo ) with N (C) = N (C 0 ), and
[
E(H) = Ω2 ∪
E(Hi ),
Ci ∈C(W1 )∪C(W2 )∪(C(Wo )\C(G\N (C)))

where Ω = V (G) \ V (G, W1 , W2 , Wo ) and Hi is a minimal triangulation of R(Ci ).
Proof. Case 1 corresponds to Proposition 23 with PMCs of type 1. Next we prove that
case 2 covers all PMCs of type 2.
Let Ω be any PMC of G with N (C) ⊆ Ω ⊆ N [C] such that there is no vertex v with
Ω = N [v]. Consider the part Wo0 = W \ W[C] and let us prove that Wo0 is a good part and
C(Wo0 ) = C(G \ N (C)) \ {C}. Observe that {C, N (C), V (G, Wo0 )} is a partition of V (G), and
moreover there are no edges between C and V (G, Wo0 ). Now, for any component C 0 ∈ C(Wo0 ),
it must hold that N (C 0 ) ⊆ N (C), and therefore N (C 0 ) is a minimal separator and therefore
Wo0 is a good part whose blocks are the components of G \ N (C) except C.
Similarly as in the proof of Lemma 16, consider the collection of disjoint good parts
P = {W[Ci ] | Ci ∈ C(G \ Ω)}. All of the parts that intersect Wo0 are subsets of Wo0 because
they do not intersect W[C], and therefore we replace the parts that intersect Wo0 by the
part Wo0 . Now by similar arguments as in Lemma 16 we can add one additional part to
the collection to make it a partition of W. Now we have a partition P of W with |P | ≥ 2
S
and Wo0 ∈ P . Moreover, Wi ∈P C(Wi ) = C(G \ Ω). If |P | = 2, then it would hold that
P = {Wo0 , W[C]}, in which case Ω = N (C) would hold, which is a contradiction. If there are
at least three parts, then merge compatible parts until we have three parts or cannot merge
parts anymore. By the proof of Lemma 16, we will end up with three parts. Now let Wo be
the part that contains Wo0 and W1 and W2 the other two parts. Because Wo0 = W \ W[C],
we have that W1 ∪ W2 ⊆ W[C]. Moreover, because N (C) has at least two full components,
and all components of N (C) except C are components of Wo0 , we have that there is a block
C 0 ∈ C(Wo ) with N (C 0 ) = N (C).
Finally, we need to show that C(R(C) \ Ω) = C(W1 ) ∪ C(W2 ) ∪ (C(Wo ) \ C(G \ N (C))).
By Proposition 13 we have that C(R(C) \ Ω) = C(G \ Ω) \ C(G \ N (C)) and therefore
C(R(C) \ Ω) = C(W1 ) ∪ C(W2 ) ∪ C(Wo ) \ C(G \ N (C)). All blocks of W1 and W2 are subsets
of C because W1 ∪ W2 ⊆ W[C].
J
The following lemma guarantees that the characterization of PMCs of type 2 in Lemma 25
is sound in the sense that all graphs H that it defines are (not necessarily minimal) triangulations of G.
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I Lemma 26 (?). Let G be a graph, W an edge clique cover of G, and C a block of G.
Furthermore, let {W1 , W2 , Wo } be a partition of W into good parts with W1 ∪ W2 ⊆ W[C]
and C 0 a block of G with C 0 ∈ C(Wo ) and N (C) = N (C 0 ). Let H be any graph with (i)
V (H) = N [C] and (ii)
[
E(H) = Ω2 ∪
E(Hi ),
Ci ∈C(W1 )∪C(W2 )∪(C(Wo )\C(G\N (C)))

where Ω = V (G) \ V (G, W1 , W2 , Wo ) and Hi is any triangulation of R(Ci ). The graph H is
a triangulation of R(C).
In Lemmas 25 and 26 we formulated a recursion that characterizes all minimal triangulations of a realization R(C) of a block C in terms of minimal triangulations of realizations
R(C 0 ) of blocks C 0 ( C. What remains is to integrate the computation of the optimal cost
of the triangulation into this characterization. The following lemma is used for treewidth
and minimum fill-in. It is simple, but we state it as a warmup for what follows.
I Lemma 27 (?). Let G be a graph, W an edge clique cover of G, {W1 , W2 , Wo } a partition
of W, and Ω = V (G) \ V (G, W1 , W2 , Wo ). It holds that |Ω| = |V (G)| − |V (G, W1 )| −
|V (G, W2 )| − |V (G, Wo )|.
Therefore, the size of Ω can be computed as a sum that considers W1 , W2 , and Wo independently, and therefore we can integrate the computation of it into fast subset convolution.
For treewidth, we only have to make sure that |Ω| ≤ k + 1, where k is the upper bound for
treewidth in the decision problem. For
fill-in, we can compute the
 minimum
 number of edges
P
|Ω|
|N (Ci )|
in the triangulation of R(C) as 2 + Ci ∈C(R(C)\Ω) (|E(Hi )| −
), where Hi is an
2
optimal triangulation of the realization R(Ci ).
A similar lemma is used for chordal sandwich.
I Lemma 28 (?). Let G be a graph, W an edge clique cover of G, {W1 , W2 , Wo } a
partition of W into good parts, and Ω = V (G) \ V (G, W1 , W2 , Wo ). It holds that Ω2 =
S
2
Wi ∈{W1 ,W2 ,Wo } (V (G) \ V (G, Wi , W \ Wi )) .
Lemma 28 guarantees that each fill-edge caused by the PMC Ω can be “seen” from at least
one of the parts W1 , W2 , Wo , implying that it is sufficient to check each part independently
to guarantee that Ω does not add any forbidden fill-edges. We remark that Lemma 28
appears to be difficult to generalize to count the exact number of fill-edges, which is the
0
barrier why we are not able to give an O∗ (2cc ) time algorithm for weighted minimum fill-in.
0
Algorithm 1 presents the full O∗ (2cc ) time algorithm for treewidth. The algorithms for
minimum fill-in and chordal sandwich are similar. The algorithm maintains a collection B
of blocks C for which it is known that the treewidth of R(C) is at most k. The invariant
of the main loop of lines 3 to 19 is that after ith iteration, all blocks of size at most i and
treewidth at most k have been added to B. In each iteration of the main loop, the algorithm
iterates over all good parts W 0 on lines 5 to 7, and if all realizations of blocks of the part have
treewidth at most k adds the part to a collection F|V (G,W 0 )| . These parts W 0 correspond
to parts W1 and W2 of our lemmas. Then, fast subset convolution is applied on line 8 on
the collections F to find for all combinations (W1 ∪ W2 ) of disjoint parts W1 and W2 the
maximum number of vertices in V (G, W1 , W2 ). Then on lines 9 to 15 the algorithm iterates
through all good parts Wo , thus determining (W1 ∪ W2 ) and all other variables that need to
be taken into account. In particular, note that each part Wo determines only polynomially
many blocks C such that there is C 0 ∈ C(Wo ) with N (C 0 ) = N (C).
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Algorithm 1 Treewidth in O∗ (2cc ) time.

Input : Connected graph G, an edge clique cover W of G, and an integer k
Output : Whether the treewidth of G is at most k
1 if G is complete then return |V (G)| ≤ k + 1
2 Let B ← ∅ be a collection of blocks of G
3 for i ← 1 to n do
4
For each 0 ≤ j ≤ n let Fj ← ∅ be a collection of subsets of W
5
for each good part W 0 ⊆ W do
6
if C(W 0 ) ⊆ B then
7
F|V (G,W 0 )| ← F|V (G,W 0 )| ∪ {W 0 }
8
Use fast subset convolution to compute for each subset W 0 ⊆ W the maximum
value of j + k such that there is W 00 ⊆ W 0 with W 00 ∈ Pj and (W 0 \ W 00 ) ∈ Pk
9
for each good part Wo ⊆ W do
10
Let t be the value on W \ Wo computed in line 8
11
if t exists and n − t − |V (G, Wo )| ≤ k + 1 then
12
for each minimal separator N (C 0 ) with C 0 ∈ C(Wo ) do
13
if exists C ∈ C(G \ N (C 0 )) with (W \ Wo ) ⊆ W[C] then
14
if (C(Wo ) \ C(N (C))) ⊆ B then
15
B ← B ∪ {C}
16
for each block C of G do
17
for v ∈ V (G) | N [v] ∈ Π(G) and |N [v]| ≤ k + 1 and N (C) ⊆ N [v] ⊆ N [C] do
18
if C(R(C) \ N [v]) ⊆ B then
19
B ← B ∪ {C}
20 for S ∈ ∆(G) do
21
if C(G \ S) ⊆ B then
22
return True
23 return False

The analysis of the algorithm focuses on transitions via PMCs of type 2 and proceeds by
induction on the main loop invariant. The time complexity follows simply from fast subset
convolution, the bound 2cc on the number of blocks, and the fact that each iteration of the
loop of the lines 9 to 15 takes polynomial time. The correctness is shown by combining the
lemmas introduced in this section.
I Lemma 29 (?). There is an algorithm that given a graph G with an edge clique cover of
0
size cc0 determines the treewidth and minimum fill-in of G in time O∗ (2cc ). Furthermore,
if also a set F ⊆ V (G)2 \ E(G) is given the algorithm determines if there is a triangulation
H of G with E(H) ⊆ E(G) ∪ F , i.e., solves the chordal sandwich problem.

6

Polynomial Space Algorithms

We give polynomial space algorithms for treewidth, weighted minimum fill-in, and fractional
hypertreewidth. The algorithms are based on the following characterization of minimal
triangulations.
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I Proposition 30 ([5]). Let G be a graph, H a minimal triangulation of G, and Ω a maximal
clique of H. For each Ci ∈ C(G \ Ω) there exists a minimal triangulation Hi of R(Ci ) such
that
[
E(H) = Ω2 ∪
E(Hi ).
Ci ∈C(G\Ω)

Note that by iterating over all Ω ∈ Π(G) in Proposition 30 we can indeed construct all
minimal triangulations of G. Furthermore, all graphs H constructed in this manner are
minimal triangulations [5].
The idea of the algorithm is to use the recursion of Proposition 30 directly, without
dynamic programming. The following “balanced PMC” lemma guarantees that we can expect
the size of an edge clique cover to roughly halve in each level of the recursion.
I Lemma 31. Let G be a graph with an edge clique cover W. Any minimal triangulation H
of G has a maximal clique Ω so that all blocks C ∈ C(G \ Ω) have |W[C]| ≤ |W|/2.
Proof. Note that for any PMC Ω there can be at most one component C ∈ C(G \ Ω) so that
|W[C]| > |W|/2 because the sets W[Ci ] over Ci ∈ C(G \ Ω) correspond to disjoint subsets
of W. Let H be any minimal triangulation of G and pick arbitrary maximal clique Ω of H.
While there is a component C ∈ C(G \ Ω) such that |W[C]| > |W|/2, pick a maximal clique Ω
of H such that N (C) ⊆ Ω ⊆ N [C]. If this process stops, we have found the desired maximal
clique Ω. Suppose the process does not stop. It considers an infinite sequence of blocks
C1 , C2 , . . . with an associated infinite sequence of PMCs Ω1 , Ω2 , . . . with Ci ∈ C(G \ Ωi ).
Consider two consecutive blocks Ci and Ci+1 in this sequence such that Ci+1 is not a subset
of Ci , which exist because G is finite. Recall that N (Ci ) ⊆ Ωi+1 ⊆ N [Ci ]. Because Ci+1
is not a subset of Ci , we have that N (Ci+1 ) ⊆ N (Ci ), implying that Ci and Ci+1 are two
distinct components of N (Ci ). Therefore the sets W[Ci ] and W[Ci+1 ] are disjoint, implying
that either of them has to be of size at most |W|/2, which is a contradiction.
J
We combine Proposition 30 and Lemma 31 into the following lemma.
I Lemma 32 (?). Let G be a graph and W an edge clique cover of G. A graph H is a
minimal triangulation of G if and only if (1) V (H) = V (G) and (2) there is a PMC Ω ∈ Π(G)
with |W[Ci ]| ≤ |W|/2 for all Ci ∈ C(G \ Ω) and
[
E(H) = Ω2 ∪
E(Hi ),
Ci ∈C(G\Ω)

where Hi is a minimal triangulation of R(Ci ).
0

Algorithm 2 presents a polynomial space O∗ (9cc ) time algorithm for treewidth. The
algorithms for other problems are similar. The algorithm implements the characterization of
Lemma 32, with the observation that W[C] ∪ {N (C)} is an edge clique cover of R(C).
The time complexity analysis of the algorithm reduces to a recursion equation resembling
0
0
t(cc0 ) = 9cc + 3cc 2t(cc0 /2), with some polynomial factors that get cleaned up at the end by
the O∗ (·) notation.
I Lemma 33 (?). There is an algorithm that given a graph G with an edge clique cover of
0
size cc0 determines the treewidth of G in polynomial space and O∗ (9cc ) time. If also a weight
function w : V (G)2 → R≥0 is given, the algorithm determines the weighted minimum fill-in
of G with respect to w. There is also algorithm that given a hypergraph G with m hyperedges
determines its fractional hypertreewidth in polynomial space and O∗ (9m ) time.
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Algorithm 2 Treewidth in polynomial space and O∗ (9cc ) time.

1
2
3
4
5
6
7
8

Input : Connected graph G, an edge clique cover W of G, and an integer k
Output : Whether the treewidth of G is at most k
for Ω ∈ Π(G) do
if |Ω| ≤ k + 1 and |W[Ci ]| ≤ |W|/2 for all Ci ∈ C(G \ Ω) then
ok ← True
for C ∈ C(G \ Ω) do
if Treewidth(R(C), W[C] ∪ {N (C)}, k) = False then
ok ← False
if ok then return True
return False

The main idea to make the algorithm work when we do not know the edge clique cover is
to just check if there are at most 3cc PMCs. The reason why the time complexity becomes
a bit higher than in Lemma 33 is that we cannot assume that the worst case of branching
from a PMC Ω results in only two subproblems. In particular, we cannot assume anything
better than cc subproblems each with a minimum edge clique cover of size cc/2 + 1.
I Lemma 34 (?). There is an algorithm that given a graph G and an integer cc uses
2
polynomial space and O∗ (9cc+O(log cc) ) time and returns an integer t that is at least the
treewidth of G. If also a weight function w : V (G)2 → R≥0 is given, the algorithm also
returns a number f that is at least the weighted minimum fill-in of G with respect to w. If
cc is at least the size of a minimum edge clique cover of G, then t is the treewidth of G and
f is the weighted minimum fill-in of G with respect to w.

7

Tightness

We show that the bounds O(2cc ) and O(3cc ) for the numbers of minimal separators and
PMCs are tight, and that the parameter edge clique cover cannot be relaxed to vertex clique
cover.
Let us construct a graph K2cc . Let W be a collection of size cc initially containing disjoint
sets of size 1, i.e., W = {W1 , . . . , Wcc } with Wi = {vi }. For each pair 1 ≤ i < j ≤ cc we insert
S
an element vi,j into the sets Wi and Wj . Now, the vertex set of K2cc is V (K2cc ) = W ∈W W
S
and the edge set of K2cc is E(K2cc ) = W ∈W W 2 . The collection W is therefore an edge
clique cover of K2cc .
I Lemma 35. The graph K2cc has Θ(2cc ) minimal separators and Θ(3cc ) PMCs.
Proof. Upper bounds follow from Theorem 1. For distinct subsets W 0 ⊆ W the vertex sets
V (K2cc , W 0 ) are distinct because they can be identified by the inclusion of the vi vertices.
Let W 0 be any non-empty strict subset of W. Note that K2cc [V (K2cc , W 0 )] is connected, and
therefore also K2cc [V (K2cc , W \ W 0 )] is connected. Any vertex in V (K2cc ) \ V (K2cc , W 0 , W \ W 0 )
is of type vi,j and has a neighbor in both V (K2cc , W 0 ) and V (K2cc , W \ W 0 ). Therefore,
V (K2cc ) \ V (K2cc , W 0 , W \ W 0 ) is a minimal separator and V (K2cc , W 0 ) and V (K2cc , W \ W 0 )
are blocks of it. Therefore, the number of minimal separators of K2cc is at least the number
of bipartitions of W, i.e., Ω(2cc ).
Take any tripartition {W1 , W2 , W3 } of W. Note that distinct tripartitions define distinct
sets V (K2cc , W1 , W2 , W3 ). We show that Ω = V (K2cc ) \ (K2cc , W1 , W2 , W3 ) is a PMC of
K2cc . Any vertex in Ω is of type vi,j , with vertices vi and vj in different blocks V (K2cc , Wp ).
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Therefore, for any pair of vertices in Ω there is a common block that they are adjacent to,
and therefore Ω satisfies the cliquish condition. A component V (K2cc , W1 ) cannot be full
because there is a vertex vi,j that intersects cliques Wi ∈ W2 and Wj ∈ W3 and therefore
is in the PMC but not in the neighborhood of V (K2cc , W1 ). Therefore, Ω satisfies the no
full component condition. Therefore, the number of PMCs of K2cc is at least the number of
tripartitions of W, i.e., Ω(3cc ).
J
We use a simpler construction to show that there cannot be FPT, or even XP, bounds for
minimal separators and potential maximal cliques parameterized by the size of a minimum
vertex clique cover, i.e., the number of cliques to cover all vertices of a graph.
I Lemma 36. A graph that is constructed as a disjoint union of two cliques of size n/2
connected by a matching of n/2 edges has Ω(2n/2 ) minimal separators.
Proof. All ways of selecting one endpoint of each edge of the matching result in selecting a
minimal separator, expect the two ways that select one of the cliques.
J
Note that |Π(G)| ≥ |∆(G)|/n [6], so the graphs of Lemma 36 have also an exponential
number of PMCs.

8

Conclusion

We bounded the number of minimal separators and PMCs by the size of a minimum
edge clique cover, obtaining new FPT algorithms for problems in the PMC framework.
The parameterization by edge clique cover is motivated by real applications of optimal
triangulations, and our results provide theoretical corroboration on the observations of the
efficiency of the PMC framework in practice. Prior to our work, only the recent paper of
Fomin et al. [15] considers FPT bounds for PMCs. Our work answers to their proposal for
finding further FPT parameterizations for PMCs.
We omitted polynomial factors in our analysis, but the author believes that the polynomial
factors are reasonably low and all of the algorithms that we gave can be implemented in a
practical manner when cc is small. We also remark that the techniques introduced in this
paper can be used to obtain O∗ (2O(m) ) time algorithms for generalized hypertreewidth via
the results of [30]. We focused on fractional hypertreewidth because it is a more general
parameter [18], and its computation is simpler in the sense that FCOV(Ω) can be computed
in polynomial time, unlike its counterpart in generalized hypertreewidth.
Our bounds and enumeration algorithms for minimal separators and PMCs are tight with
respect to cc up to polynomial factors. Improving the algorithms for individual problems or
proving (conditional) lower bounds remains as a problem for future work. Also, the question
of finding further useful parameterizations of PMCs still remains for future work. Because of
the naturality of cc in multiple settings related to optimal triangulations, we expect that
more applications of our results could arise in future.
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Abstract
Asymmetric Travelling Salesman Problem (ATSP) and its special case Directed Hamiltonicity are among the most fundamental problems in computer science. The dynamic programming
algorithm running in time O∗ (2n ) developed almost 60 years ago by Bellman, Held and Karp, is
still the state of the art for both of these problems.
In this work we focus on sparse digraphs.
First, we recall known approaches for Undirected Hamiltonicity and TSP in sparse graphs
and we analyse their consequences for Directed Hamiltonicity and ATSP in sparse digraphs,
either by adapting the algorithm, or by using reductions. In this way, we get a number of running
time upper bounds for a few classes of sparse digraphs, including O∗ (2n/3 ) for digraphs with both
out- and indegree bounded by 2, and O∗ (3n/2 ) for digraphs with outdegree bounded by 3.
Our main results are focused on digraphs of bounded average outdegree d. The baseline for
ATSP here is a simple enumeration of cycle covers which can be done in time bounded by O∗ (µ(d)n )
for a function µ(d) ≤ (dde!)1/dde . One can also observe that Directed Hamiltonicity can be solved
in randomized time O∗ ((2 − 2−d )n ) and polynomial space, by adapting a recent result of Björklund
[ISAAC 2018] stated originally for Undirected Hamiltonicity in sparse bipartite graphs. We
present two new deterministic algorithms for ATSP: the first running in time O(20.441(d−1)n ) and
polynomial space, and the second in exponential space with running time of O∗ (τ (d)n/2 ) for a
function τ (d) ≤ d.
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1

Introduction

In the Directed Hamiltonicity problem, given a directed graph (digraph) G one has to
decide if G has a Hamiltonian cycle, i.e., a simple cycle that visits all vertices. In its weighted
version, called ATSP, we additionally have integer weights on edges w : E → Z, and the
goal is to find a minimum weight Hamiltonian cycle in G.
The ATSP problem has a dynamic programming algorithm running in time and space
O∗ (2n ) due to Bellman [2] and Held and Karp [23]. Gurevich and Shelah [22] obtained
the best known polynomial space algorithm, running in time O(4n nlog n ). It is a major
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licensed under Creative Commons License CC-BY
15th International Symposium on Parameterized and Exact Computation (IPEC 2020).
Editors: Yixin Cao and Marcin Pilipczuk; Article No. 23; pp. 23:1–23:18
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

23:2

The Asymmetric Travelling Salesman Problem in Sparse Digraphs

open problem whether there is an algorithm in time O∗ ((2 − ε)n ) for an ε > 0, even for
the unweighted case of Directed Hamiltonicity. However, there has been a significant
progress in answering this question in variants of Directed Hamiltonicity. Namely,
Björklund and Husfeldt [6] showed that the parity of the number of Hamiltonian cycles
in a digraph can be determined in time O(1.619n ) and Cygan, Kratsch and Nederlof [13]
solved the bipartite case of Directed Hamiltonicity in time O(1.888n ), which was later
improved to O∗ (3n/2 ) = O(1.74n ) by Björklund, Kaski and Koutis [9].
Table 1 Running times (with polynomial factors omitted) of algorithms for undirected graphs.
Rows marked with
denote exponential space algorithms, rows marked with denote Monte Carlo
algorithms.
Graph class

Undirected Hamiltonicity

Travelling Salesman Problem
2n

[2, 23]
[22]

general

1.66n

[3]

bipartite

1.42n

[3]

∆=3

1.16n
1.24n

[13]
[33]

1.22n
1.24n

[11]
[33]

∆=4

1.51n
1.59n

[13]+[17]
[8]

1.63n
1.70n

[11]+[17]
[34]

∆=5

1.63n

[8]

1.88n
2.35n

[11]+[17]
[35]

bipartite
avgdeg ≤ d
pathwidth
treewidth

log n

4 n

2n
4n

(2 − ε0∆ )n

any ∆
avgdeg ≤ d

n

1.12dn

1.14dn

[13]+[25]
2

(2 − 21−d )n/2

(1−εd )n

[2, 23]
[29]

[7]
[11]+[25]
[15]

[4]

3.42pw

[13]

4.28pw

[11]

4tw

[14]

9.56tw

[11]

Undirected graphs. Even more is known in the undirected setting, where the problems
are called Undirected Hamiltonicity and TSP. Björklund [3] shows that Undirected
Hamiltonicity can be solved in time O(1.66n ) in general and O∗ (2n/2 ) = O(1.42n ) in the
bipartite case. Very recently, Nederlof [28] showed that the bipartite case of TSP admits
an algorithm in time O(1.9999n ), assuming that square matrices can be multiplied in time
O(n2+o(1) ). Finally, there is a number of results for Undirected Hamiltonicity and
TSP restricted to graphs that are somewhat sparse. An early example is an algorithm of
Eppstein [16] for TSP in graphs of maximum degree 3, running in time O∗ (2n/3 ) = O(1.26n ).
This result has been later improved and generalized to larger values of maximum degree, we
refer the reader to Table 1 for details (∆ denotes the maximum degree). Perhaps the most
general measure of graph sparsity is the average degree d. Cygan and Pilipczuk [15] showed
that whenever d is bounded, the 2n barrier for TSP can be broken, although only slightly.
20d
More precisely, they proved the bound O∗ (2(1−εd )n ), where εd = 1/(22d+1 · 20d · ee ). We

Ł. Kowalik and K. Majewski

23:3

note that although their result was stated for undirected graphs, the same reasoning can be
made for digraphs of average total degree (sum of indegree and outdegree). For small values
of d, more significant improvements are possible. Namely, by combining the algorithms for
Undirected Hamiltonicity and TSP parameterized by pathwidth [11, 13] with a bound
on pathwidth of sparse graphs [25] we get the upper bound of O(1.12dn ) and O(1.14dn ),
respectively. For Undirected Hamiltonicity, if the input graph is additionally bipartite,
Björklund [4] shows the O∗ ((2 − 21−d )n/2 ) upper bound.
Table 2 Running times (with polynomial factors omitted) of the algorithms for directed graphs.
We preserve the notation from Table 1. By ∆+ we denote maximum outdegree and ∆ denotes
maximum total degree. Treewidth refers to the underlying undirected graph.

Graph class

general

Directed Hamiltonicity
2n

[1, 24, 26]

Asymmetric Travelling
Salesman Problem
2n
n

log n

4 n

2n
4n

[2, 23]
[22]
[2, 23]
[29]

bipartite

1.74n

[9]

(2, 2)-graphs

1.26n

(Corollary 2.6)

1.26n

(Corollary 2.6)

∆+ = 3

1.74n

(Corollary 2.8)

1.74n

(Corollary 2.8)

∆=3

1.13n

(Corollary 2.7)

1.13n

(Corollary 2.7)

any ∆

(2 − 2−∆/2 )n

average
outdeg ≤ d

treewidth

n

µ(d)
20.441(d−1)n
p
n
τ (d)
(2 − 2−d )n
2(1−Ω(1/d))n
6tw

(Theorem 2.10)

(2 − ε0∆ )n

(Corollary 2.4)
(Theorem 1.1)
(Theorem 1.2)
(Theorem 2.10)
[5]

n

µ(d)
20.441(d−1)n
p
n
τ (d)
2(1−ε2d )n

[7]
(Corollary 2.4)
(Theorem 1.1)
(Theorem 1.2)
[15]

[14]

Directed sparse graphs: hidden results. The goal of this paper is to investigate Directed
Hamiltonicity and ATSP in sparse directed graphs. Quite surprisingly, not much results in
this topic are stated explicitly. In fact, we were able to find just a few references of this kind:
Björklund, Husfeldt, Kaski and Koivisto [7] describe an algorithm for digraphs with total
degree bounded by D that works in time O∗ ((2 − ε0D )n ), for ε0D = 2 − (2D+1 − 2D − 2)1/(D+1) .
Second, Cygan et al. [14] describe an algorithm for Directed Hamiltonicity running in time
6t nO(1) , where t is the treewidth of the input graph. Finally, Björklund and Williams [10] show
a deterministic algorithm which counts Hamiltonian cycles in directed graphs of average degree
d in time 2n−Ω(n/d) and exponential space. Very recently, Björklund [5], using a different
approach, obtained the same running time for the decision Directed Hamiltonicity
problem, but lowering the space to polynomial, at the cost of using randomization. The
authors of these two works have not put an effort to optimize the constants hidden in the Ω
notation. By following the analysis in each of these papers as-is, we get the saving term in the
exponent at least n/(111d) (for a faster, randomized algorithm) and n/(500d), respectively.
However, one cannot say that nothing more is known, because many results for undirected
graphs imply some running time bounds in the directed setting. We devote the first part of
this work to investigating such implications. In some cases, the implications are immediate.
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For example, Gebauer [20, 21] shows an algorithm running in time O∗ (3n/2 ) = O∗ (1.74n )
that solves TSP in graphs of maximum degree 4. It uses the meet-in-the-middle approach
and can be sketched as follows: guess two opposite vertices of the solution cycle, generate
a family of paths of length n/2 from each of them (of size at most 3n/2 ) and store one of
the families in a dictionary to enumerate all complementary pairs of paths in time O∗ (3n/2 ).
This algorithm, without a change, can be used for ATSP in digraphs of maximum outdegree
3, with the same running time bound (see Theorem 2.8).
The other implications that we found rely on a simple reduction from ATSP to a variant of
TSP in bipartite undirected graphs (see Lemma 2.1): replace each vertex v of the input digraph
G by two vertices v out , v in joined by an edge of weight 0, and for each edge (u, v) ∈ E(G)
create an edge uout v in of the same weight. Then find a lightest Hamiltonian cycle that contains
the matching M = {v out v in | v ∈ V (G)}. By applying this reduction to a digraph with both
outdegrees and indegrees bounded by 2, which we call a (2, 2)-graph, and using Eppstein’s
algorithm [16] we get the running time of O∗ (2n/3 ) = O∗ (1.26n ), see Corollary 2.6. Another
consequence is an algorithm running in time O∗ (2n/6 ) for digraphs of maximum total degree
3, see Corollary 2.7. These two simple classes of digraphs were studied by Plesník [30], who
showed that Directed Hamiltonicity remains NP-complete when restricted to them.
We can also apply the reduction to an arbitrary digraph of average outdegree d. A naive
approach would be then to enumerate all perfect matchings in the bipartite graph induced by
edges {uout v in | (u, v) ∈ E(G)}. Indeed, each such matching corresponds to a cycle cover in
the input graph, so we basically enumerate cycle covers and filter-out the disconnected ones.
Thanks to Bregman-Minc inequality [12] which bounds the permament in sparse matrices
the resulting algorithm has running time O∗ (µ(d)n ), where
µ(d) = (bdc!)

bdc+1−d
bdc

(dde!)

d−bdc
dde

≤ (dde!)1/dde .

See Corollary 2.4 for details.
Yet another upper bound for digraphs of average outdegree d is obtained by using the
reduction described above and next applying Björklund’s algorithm for sparse bipartite
graphs [4] with a slight modification to force the matching M in the Hamiltonian cycle (see
Theorem 2.10). The resulting algorithm has running time O∗ ((2 − 2−d )n ).
Directed sparse graphs: main results. The simple consequences that we describe above
are complemented by two more technical results.
The first algorithm runs in polynomial space and realizes the following idea. Assume
d < 3. Then many of the vertices of the input graph have outdegree at most 2, and we can
just branch on vertices of outdegree at least 3, and solve the resulting (2, 2)-graph using
the fast O∗ (2n/3 )-time algorithm mentioned before. This idea can be boosted a bit in the
case when the initial branching is too costly, i.e., there are many vertices of high outdegree:
then we observe that in such an unbalanced graph one can apply the simple cycle cover
enumeration which then runs faster than in graphs of the same density but with balanced
outdegrees. After a technical analysis of the running time we get the following theorem.
I Theorem 1.1. ATSP restricted to digraphs of average outdegree at most d can be solved
7
in time O∗ (2α(d−1)n ) and polynomial space, where α = 12
− 12(log1 3−1) < 0.44088.
2

The second algorithm generalizes Gebauer’s meet-in-the-middle approach to digraphs of
average outdegree d. (We note that it uses exponential space.)
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I Theorem 1.2. ATSP restricted to digraphs of average outdegree at most d can be solved
in time O∗ (τ (d)n/2 ) and the same space, where
τ (d) = bdcbdc+1−d (bdc + 1)d−bdc ≤ d

1.9

enumcc
Björklund
branch+
mim

2.50
2.25

1.8
1.7

2.00
1.75

1.6

1.50

1.5

1.25
1.4

1.00
1

2

3

4

5

2.0

2.2

2.4

2.6

2.8

3.0

Figure 1 Comparison of the running times of algorithms for solving ATSP (enumcc, branch+,
mim) and Directed Hamiltonicity (Björklund) in sparse digraphs. Horizontal axis: average degree
d, vertical axis: base b from the running time bound of the form O∗ (bn ).

Which algorithm is the best? Figure 1 compares four algorithms for solving ATSP and
Directed Hamiltonicity in digraphs of average outdegree d described above:
enumcc: enumerating cycle covers (Corollary 2.4),
Björklund: adaptation of Björklund’s bipartite graphs algorithm (Theorem 2.10),
branch+: branching boosted by enumerating cycle covers (Theorem 1.1).
mim: meet in the middle (Theorem 1.2),
The choice of the best (in terms of the asymptotic worst-case running time) algorithm
depends on d, on whether we can afford exponential space, and on whether we solve ATSP
or just Directed Hamiltonicity. We can conclude the following.
ATSP in polynomial space: for d < 2.746 use branch+, for d ∈ [2.746, 8.627] use
enumcc, and for d > 8.627 use the general algorithm of Gurevich and Shelah [22].
ATSP in exponential space: for d < 2.398 use branch+, for d ∈ [2.398, 3.999] use mim,
and for d > 3.999 use the algorithm of Cygan and Pilipczuk [15].
Directed Hamiltonicity in polynomial space: for d < 2.746 use branch+, for
d ∈ [2.746, 3.203] use enumcc, for d > 3.203 use Björklund, and for sufficiently large d use
the algorithm of Björklund [5].
Directed Hamiltonicity in exponential space: for d < 2.398 use branch+, for
d ∈ [2.398, 3.734] use mim, for d > 3.734 use Björklund, and for sufficiently large d use the
algorithm of Björklund and Williams [10].
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2

Reductions from undirected graphs

The objective of this section is to recall two reductions from the ATSP to the (forced) TSP.
Then, we will discuss existing methods of solving Undirected Hamiltonicity and TSP,
and present their implications for corresponding problems in directed graphs. The summary
of this section is presented in Tables 1 and 2.

2.1

General reductions

We recall that in the Forced Travelling Salesman Problem [16, 31, 33, 34], we are
given an undirected graph G, a weight function w : E(G) → Z, and a subset F ⊆ E(G). We
say that a Hamiltonian cycle H is admissible, if F ⊆ H. The goal is to find an admissible
Hamiltonian cycle of the minimum total weight of the edges (or, report that there is no
such cycle). Moreover, we define the Bipartite Forced Matching TSP (BFM-TSP) as
a special case of the Forced TSP, where graph G is bipartite, and the edges of F form
a perfect matching in G.
The following lemma provides the relationship between the BFM-TSP and the ATSP.
I Lemma 2.1. For every instance (G, w) of ATSP, where G is a digraph on n vertices, there
b w,
b is a graph on 2n vertices.
is an equivalent instance (G,
b M ) of BFM-TSP such that G
b has maximum
Moreover, if both outdegrees and indegrees of G are bounded by D, then G
b has average degree d + 1.
degree D. Similarly, if G has average outdegree d, then G
Proof. The proof is based on the folklore reduction from ATSP to TSP. Let (G, w) be
an instance of ATSP. Let V out = {v out | v ∈ V (G)} and V in = {v in | v ∈ V (G)}. We define
b as a bipartite graph on the vertex set V (G)
b = V out ∪ V in with edges E(G)
b = {uout v in |
G
in out
(u, v) ∈ E(G)} ∪ M , where M is the perfect matching M = {v v | v ∈ V (G)}. The edges
b \ M inherit the weight from G, i.e. for (u, v) ∈ E(G) we set w(u
of E(G)
b out v in ) = w(uv).
Edges of M have weight 0. It is easy to see that the instance has the desired properties
(deferred to the full version due to space constraints).
J
Lemma 2.1 implies, in particular, that if there is an algorithm for BFM-TSP running in
time O∗ (f (n)), then there is an algorithm for ATSP running in time O∗ (f (2n)).

2.2

Enumerating cycle covers

b w,
b M ) be an instance of BFM-TSP, and let M be a family of all perfect matchings
Let (G,
b
b which contains all edges of M is of the
in G − M . We observe that every cycle cover in G
0
0
form M ∪ M , where M ∈ M. Hence, our goal is to find a matching M 0 ∈ M such that
b and the weight of M 0 is minimum possible. One way
M ∪ M 0 is a Hamiltonian cycle in G,
to do it is to list all the perfect matchings M 0 ∈ M, and choose the best one among these
b We will investigate the complexity of such
which form with M a Hamiltonian cycle in G.
an approach in sparse graphs.
b can be listed in time |M|nO(1)
It is known that all perfect matchings in bipartite graph G
and polynomial space [18]. Hence, it is enough to provide a bound on the size of M in sparse
graphs. We start with recalling a classic result of Bregman.
I Theorem 2.2 (Bregman-Minc inequality [12, 32]). Let A be an n × n binary matrix, and let
ri denote the number of ones in the i-th row. Then
per A ≤

n
Y
i=1

(ri !)1/ri .
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I Corollary 2.3. ATSP restricted to digraphs of outdegree bounded by D can be solved in
time (D!)n/D nO(1) and polynomial space.
Proof. Given an instance (G, w) of ATSP, we use Lemma 2.1 to obtain an equivalent
b w,
b − M is a bipartite graph on V out ∪ V in ,
instance (G,
b M ) of BFM-TSP. Then, H := G
out
and all vertices of V
in H have degree at most D. Since the number of perfect matchings
coincides with the permanent of the adjacency matrix, and vertex degrees correspond to
the number of ones in the corresponding rows, by Theorem 2.2, there are at most (D!)n/D
b w,
perfect matchings in H. Hence, according to our initial observation, the instance (G,
b M)
n/D O(1)
can be solved in time (D!)
n
.
J
To the best of our knowledge, Corollary 2.3 provides the fastest polynomial space algorithm
for D ∈ {3, 4, . . . , 8}. The Bregman-Minc inequality is also useful for digraphs with bounded
average outdegree.
I Corollary 2.4 (♠1 ). ATSP restricted to digraphs of average outdegree d can be solved in
time µ(d)n nO(1) and polynomial space, where
µ(d) = (bdc!)

bdc+1−d
bdc

(dde!)

d−bdc
dde

In particular, for integral values of d, the running time is bounded by (d!)n/d nO(1) .

2.3

Branching algorithms

One of the most common techniques which is used for solving NP-hard problems in sparse
graphs is branching (bounded search trees). It is based on optimizing exhaustive search
algorithms by bounding the size of the recursion tree. In case of TSP, the first result of this
kind is due to Eppstein [16], and can be stated as follows.
I Theorem 2.5 ([16]). Forced TSP restricted to subcubic graphs can be solved in time
2(n−|F |)/3 nO(1) and polynomial space.
I Corollary 2.6. ATSP restricted to digraphs with all out- and indegrees at most 2 can be
solved in time O∗ (2n/3 ) and polynomial space.
Proof. Let (G, w) be an instance of ATSP, where G is a digraph with all out- and indegrees
b w,
b M ) of BFM-TSP.
at most 2. We apply Lemma 2.1 to obtain an equivalent instance (G,
b has 2n vertices, and is subcubic. Moreover, (G,
b w,
b M ) is an instance of
We know that G
Forced TSP with |M | = n forced edges. Hence, we can use Theorem 2.5 to solve it in time
O∗ (2(2n−n)/3 ) = O∗ (2n/3 ).
J
By combining a simple reduction implicit in a paper of Plesník [30] with Corollary 2.6 we
obtain the following.
I Corollary 2.7 (♠). ATSP restricted to digraphs of maximum total degree 3 can be solved
in time O∗ (2n/6 ) and polynomial space.

1

Proofs marked by ♠ are omitted due to space constraints and can be found in the full version of the
paper [27].
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2.4

Meet in the middle technique

Gebauer [20] shows an algorithm for undirected graphs of maximum degree 4 by using socalled meet in the middle technique, which can be easily applied in digraphs with outdegrees
bounded by D to get the following result.
I Theorem 2.8 ([20]). ATSP restricted to digraphs with outdegrees bounded by D can be
solved in time O∗ (Dn/2 ) and exponential space.

2.5

Algebraic methods

Björklund [4] shows the following result.
I Theorem 2.9 ([4]). There is a Monte Carlo algorithm which solves Undirected Hamiltonicity restricted to bipartite graphs of average degree at most d in time O∗ ((2 − 21−d )n/2 )
and polynomial space.
It turns out that the proof of Theorem 2.9 can be modified to get the following Theorem.
The idea is to use the reduction of Lemma 2.1 to get a sparse bipartite graph and modify
the construction of Theorem 2.9 so that a relevant forced matching is a part of the resulting
Hamiltonian cycle.
I Theorem 2.10. There is a Monte Carlo algorithm which solves Directed Hamiltonicity
restricted to digraphs of average outdegree at most d in time O∗ ((2 − 2−d )n ) and polynomial
space.
Proof. We assume that the reader is familiar with the proof of Theorem 2.9. We apply
b = (I ∪ J, E)
b and a perfect matching
Lemma 2.1 and we get a bipartite undirected graph G
b
b
F ⊆ E. Recall that G has 2n vertices and average degree at most d + 1. The goal is to
b has a Hamiltonian cycle H that contains F .
decide whether G
Similarly as in [4] we define a polynomial matrix M with rows indexed by the vertices of
I, and columns indexed by the vertices of J, as follows.
(P
k∈I\{i} zi,j zj,k (aj,k + xk ) when ij ∈ F ,
M (a, x, z)i,j =
zi,j zj,k (aj,k + xk )
when ij 6∈ F , but jk ∈ F .
These polynomials have three types of variables: xi for every i ∈ I, aj,i for every edge
b j ∈ J, i ∈ I. The third type of variable is somewhat special. Pick a fixed edge
ji ∈ E,
b \ {e∗ } there is one variable with two names zi,j and
e∗ = i∗ j ∗ ∈ F . For every edge ij ∈ E
zj,i ; there are also two different variables zi∗ ,j ∗ and zj ∗ ,i∗ . Then we define a polynomial over
a large enough field of characteristic two:
X
φ=
det(M (a, x, z))
x∈{0,1}n/2

Now we should prove that thanks to cancellation in a field of characteristic two, φ =
Q
b
H∈H
ij∈H zi,j , where H is the set of all Hamiltonian cycles in G which contain F .
Björklund (Lemma 3 in [4]) shows this equality for the original polynomial using three
observations: 1) after cancellation, the surviving terms do not contain a-variables, 2) each
surviving term corresponds to a unique cycle cover in the graph, and 3) terms corresponding
to non-Hamiltonian cycle covers pair-up and cancel-out, because if we reverse the lexicographically first cycle that does not contain e∗ , then we get exactly the same term (and if we
reverse a Hamiltonian cycle we get a different term, because of the asymmetry in defining z
variables). The arguments used in [4] for proving 1)-3) still hold for the new polynomial,
essentially for the same reasons.
P
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The second ingredient of Björklund’s construction is an upper bound on probability that
none of the columns of M (a, x, z) is identically zero, where x ∈ {0, 1}n/2 is a fixed assignment,
z is the vector of all zi,j variables, and a ∈ {0, 1}n/2 is a random assignment. The calculation
relies on the observation that if for a vertex j ∈ J we have aj,i + xi ≡ 0 (mod 2) for all
b then the column of j is identically zero. Note that this observation still holds for our
ij ∈ E,
new design. It follows that the probability bounds derived in [4] apply also in our case.
The third ingredient is efficient identification of assignments x ∈ {0, 1}n/2 , for which
det(M (a, x, z)) is non-zero (for fixed, random, values of a). This is done by creating a
Boolean variable wv corresponding to every variable xv and building a CNF formula such
that its satisfying assignments correspond to a superset of all assignments of xv variables
that result in non-zero det(M (a, x, z)). Again, the fact that the resulting formula is in CNF
follows from the fact that the j-th column is non-zero if for some i ∈ I we have aj,i + xi ≡ 1
(mod 2), which is also true in our design. Finally, Björklund [4] shows how to enumarate all
satisfying assignments of the CNF formula efficiently, what is not altered in any way by our
changes in the design of polynomial φ.
J

3

Polynomial space algorithm

This section is devoted to the proof of Theorem 1.1. We begin with introducing some
additional notions, then we provide a branching algorithm which will be later used as
a subroutine, and finally we describe and analyse an algorithm for digraphs of average
outdegree at most d.

3.1

Preliminaries

Interfaces and switching walks. Let G be a directed graph (digraph). For a vertex v a set
Ivin of all incoming edges to v or a set Ivout of all outgoing edges from v will be called an interface
of v. We define the type of an interface of v so that type(Ivin ) = in and type(Ivout ) = out.
Consider a sequence of distinct edges π = e1 , . . . , ek in G such that if we forget about
the orientation of edges, then we get a walk v1 , . . . , vk+1 in the underlying undirected graph,
where for i = 1, . . . , k edge ei is an orientation of vi vi+1 . Assume additionally that for
every i = 2, . . . , k either both edges ei−1 and ei enter vi or both leave vi , in other words,
the orientation of edges on the walk alternates. Now, let I1 , . . . , Ik+1 be the consecutive
interfaces visited by π, i.e., for every j = 1, . . . , k + 1 we have that Ij is an interface of
vj and for every j = 1, . . . , k, we have ej ∈ Ij ∩ Ij+1 . If |I1 |, |Ik | > 2 and |Ij | = 2, for
j = 2, . . . , k − 1, the sequence π will be called a switching walk. Similarly, if |Ij | = 2 for
j = 1, . . . , k, and v1 = vk+1 , i.e., the walk v1 , . . . , vk+1 is closed, then π will be called
a switching circuit. In both cases, length of π is defined as k. The sequence v1 , . . . , vk+1 is
called the vertex sequence of π. Abusing the notation slightly, we will refer to π as a set,
when it is convenient. The motivation for introducing the notions of switching walks and
circuits is given by the following lemma.
I Lemma 3.1. Let π = {e1 , . . . , ek } be a switching walk or a switching circuit in a digraph G.
Let H ⊆ E(G) be a Hamiltonian cycle in G. Then, H ∩ π = {e2i−1 | i = 1, . . . , b k+1
2 c}, or
k
H ∩ π = {e2i | i = 1, . . . , b 2 c}.
Proof. Let us assume that π is a switching walk. (For a switching circuit the proof is
analogous.) Consider two consecutive edges ei , ei+1 ∈ π. By the definition of a switching
walk, there is a vertex v with an interface I of size 2 such that I = {ei , ei+1 }. Since the cycle
H passes through v, we obtain that H must contain exactly one of the edges ei and ei+1 ,
and the lemma easily follows.
J
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In some cases it is convenient to study switching walks and circuits in the language of
an auxiliary bipartite graph. Let V out = {v out | v ∈ V (G)} and V in = {v in | v ∈ V (G)}.
The interface graph of G is the bipartite graph IG such that V (IG ) = V out ∪ V in and
E(IG ) = {uout v in | (u, v) ∈ E(G)}. Clearly, there is a one-to-one correspondence between
interfaces in G and vertices of IG , and the degree of a vertex in IG is the size of the
corresponding interface. Moreover, if π = e1 , . . . , ek is a switching walk in G with a vertex
sequence v1 , . . . , vk+1 and interface sequence I1 , . . . , Ik+1 , then π corresponds to a simple
type(I
)
type(I1 )
path I(π) = v1
, . . . , vk+1 k+1 in G with endpoints of degree larger than 2, and all inner
vertices of degree 2. Similarly, a switching circuit π corresponds to a simple cycle I(π) in IG
with all vertices of degree 2 in IG , i.e., I(π) forms a connected component in IG . Observe
that both in the case of path and cycle above, the edges I(π) are exactly the edges of IG
corresponding to the edges of π. Using the equivalence described in this paragraph, the
following lemma is immediate.
I Lemma 3.2. Edges of every digraph can be uniquely partitioned into switching walks and
circuits. Moreover, the partition can be computed in linear time.
Proof. Let G be a digraph. Recall that by the definition of IG , there is a one-to-one
correspondence between edges of G and edges of IG . It is clear that edges of IG can
be uniquely partitioned into (1) cycles with all vertices of degree 2 and (2) paths with
both endpoints of degree at least 3 and all inner vertices of degree 2. The corresponding
switching circuits and switching walks form the desired partition of E(G). An algorithm
which constructs the partition is straightforward.
J

3.2

Branching subroutine

Let us consider a digraph G. By ti (G) we will denote the number of vertices of G with
outdegree equal to i. Let k = n − t1 (G) be the number of vertices of G with outdegree at
least 2, and let s1 , . . . , sk be the sequence of these outdegrees. Then, let us denote the sum
Pk
−
i=1 (si − 2) by S(G). An analogous sum for indegrees will be denoted by S (G). Note that
if G has no vertex of out- or indegree 1, then by the handshaking lemma S(G) = S − (G).
I Theorem 3.3. ATSP can be solved in time O∗ (2(n−t1 (G))/3
where β = log2 3 − 1 < 0.585.

+ βS(G)

) and polynomial space,

Proof. The idea behind this algorithm is to branch on interfaces of size greater than 2,
reducing the initial problem to the case of (2, 2)-graphs, and then to apply Corollary 2.6.
A detailed description is presented in Pseudocode 1. Our algorithm consists of two functions:
AtspBranching(G, weight) – the main one, which solves ATSP in G, and an auxiliary function
AtspForcedEdge(G, weight, e) that returns the minimum weight of a Hamiltonian cycle H
in G such that e ∈ H (or ∞ if there is no such cycle). Note that AtspForcedEdge modifies
the input digraph G, and calls AtspBranching on the new digraph G0 . We observe that every
Hamiltonian cycle in G0 of weight w corresponds to a Hamiltonian cycle in G of weight
w + weight(e) and containing edge e, and vice versa.
Given a digraph G with a function weight : E(G) → Z, AtspBranching starts by considering
a number of trivial cases (a) − (c), where either G has only 2 vertices, or there is a vertex with
out- or indegree at most 1. Next, we apply Lemma 3.2 to decompose E(G) into switching walks
and circuits, and we deal with a situation when there is a switching walk π = (e1 , . . . , e2k ) of
even length in G (cases (d) − (e) in Pseudocode 1). Denote by I, respectively I 0 , the interface
which π starts, respectively ends, at. Consider a Hamiltonian cycle H in G. By Lemma 3.1
we obtain that either e1 ∈ H ∩ π, or e2k ∈ H ∩ π. We consider the following two cases.
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Algorithm 1 AtspBranching(G, weight).
Input: G – a digraph on n ≥ 2 vertices,
weight – a function E(G) → Z
Output: the minimum weight of a Hamiltonian cycle in G,
or ∞ if there is no such cycle
Function AtspForcedEdge(G, weight, e):
Let e = (u, v)
G1 ← G with removed edges of the form (v, u), (u, x) and (x, v) for x ∈ V (G)
G0 ← G1 with contracted vertices u and v
weight0 ← weights of E(G0 ) inherited from G appropriately
return weight(e) + AtspBranching(G0 , weight0 )
Function AtspBranching(G, weight):
if G has exactly two vertices u and v then
return weight((u, v)) + weight((v, u)) if (u, v), (v, u) ∈ E(G), or ∞ otherwise
if there is an empty interface in G i.e. a vertex of out- or indegree 0 then
return ∞
if there is an interface I = {e} of size 1 then
return AtspForcedEdge(G, weight, e)
Use Lemma 3.2 to partition E(G) into switching walks and circuits
if there is a switching walk π which begins and ends at the same interface I then
G0 ← G with removed edges of I \ π
return AtspBranching(G0 , weight)

(a)
(b)
(c)

(d)

if there is a switching walk π of even length then
Let π = (e1 , . . . , e2k )
return min(AtspForcedEdge(G, weight, e1 ), AtspForcedEdge(G, weight, e2k ))

(e)

if there is no interface of size at least 3 then
Apply Corollary 2.6 to G and return the weight of the solution, or ∞

(f )

else
Let I = {e1 , . . . , es } be an out-interface of size s ≥ 3
result ← ∞
for i = 1, . . . , s do
result ← min(result, AtspForcedEdge(G, weight, ei ))

(g)

return result

If I = I 0 , then we have H ∩ I ∈ {e1 , e2k }, and thus all edges of I \ π can be safely removed
as they cannot be extended to a Hamiltonian cycle in G. This is realized in step (d) of
the pseudocode. Note that if a switching walk π starts and ends at the same interface,
then it must be of even length, since orientation of edges on π alternates.
If I 6= I 0 , we branch by guessing if e1 ∈ H ∩ π, or e2k ∈ H ∩ π (step (e) of the pseudocode).
If none of the above cases holds, we check whether all interfaces consist of at most 2 edges
(cases (f ) − (g) in Pseudocode 1). If so, then G is a (2, 2)-graph, and we can solve ATSP for
G by applying Corollary 2.6. If not, we choose an out-interface I of size at least 3, and we
branch on it, by guessing which of the edges of I to pick as a part of a Hamiltonian cycle.
Note that since G has no interface of size 1, then it has an interface of size at least 3 if and
only if it has an out-interface of size at least 3.
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Time complexity analysis. We begin with providing a few simple facts concerning the
properties of our algorithm.
B Claim 3.4 (♠). During execution of algorithm AtspBranching, the value of S(G) cannot
increase.
B Claim 3.5 (♠). During execution of algorithm AtspBranching, graph G is simple, i.e. does
not contain two edges of the same head and tail.
B Claim 3.6. Let π = (e1 , . . . , ek ) be a switching walk in G. Assume that during the run of
our algorithm we decided to take an edge e1 by calling AtspForcedEdge(G, weight, e1 ). Then,
by exhaustively applying rule (c) of AtspBranching to the resulting digraph, we will remove
from G all edges of the form e2i , and contract all edges of the form e2i+1 . An analogous
statement can be made if we start with discarding edge e1 instead of contracting it.
Denote f (n, S) = 2n/3+βS , where β is the constant from Theorem 3.3. We need to prove
that the running time of our algorithm is bounded by f (n − t1 (G), S(G))nO(1) . We proceed
by induction on t1 (G) + S(G).
If t1 (G) > 0, then our algorithm starts by choosing edges which form interfaces of size 1,
what leads to a digraph with at most max(2, n − t1 (G)) vertices. Hence, by the induction
hypothesis the running time is bounded by f (n − t1 (G), S(G))nO(1) .
In what follows we assume t1 (G) = 0. If G satisfies condition (a) or (b), then our algorithm
runs in polynomial time. Similarly, we can assume that G does not satisfy conditions (c)
and (d), as applying the corresponding reductions exhaustively takes only polynomial time
and does not increase the value of S(G), according to Claim 3.4.
From now on, we assume that conditions (a) − (d) do not hold for G. If S(G) = 0, then
our algorithm executes the algorithm from Corollary 2.6 and therefore its running time is
bounded by O∗ (2n/3 ), as desired. Now, assume S(G) > 0. It remains to analyse cases (e)
and (g) of AtspBranching.
Case (e). Let us assume that there is a switching walk π = (e1 , . . . , e2k ) of even length
in G which starts at interface I of size s ≥ 3, and ends at interface I 0 6= I of size s0 ≥ 3. Let
G0 be a digraph obtained from G by running AtspForcedEdge(G, weight, e1 ) and exhaustively
applying rules (a) − (d) to the resulting digraph.
Since edge e1 is contracted in AtspForcedEdge, we have |V (G0 )| ≤ |V (G)| − 1. We claim
that S(G0 ) ≤ S(G) − 2. Assume type(I) = type(I 0 ) = out. By Claim 3.6, for all i = 1, . . . , k,
edge e2i−1 was contracted, and edge e2i was removed. We observe that contracting edge e1
results in removing interface I from the graph, and discarding edge e2k decreases the size
of I 0 by 1. By Claim 3.4 operations performed on edges e2 , . . . , e2k−1 do not increase the
value of S(G). Hence, S(G) − S(G0 ) ≥ (s − 2) + 1 ≥ 2, as desired. If type(I) = type(I 0 ) = in,
then by the same reasoning, we obtain S − (G0 ) ≤ S(G) − 2 but since there are no interfaces
of size 1 in G0 , we have S(G0 ) = S − (G0 ), and the claim follows.
Hence, by the induction hypothesis, the running time of our algorithm applied to G0 is
bounded by f (n−1, S(G)−2). To obtain the desired bound for digraph G we need to show that
2f (n−1, S(G)−2) ≤ f (n, S(G)), or, equivalently log2 (2f (n−1, S(G)−2)) ≤ log2 f (n, S(G)).
We obtain
log2 (2f (n − 1, S(G) − 2)) = 1 +
≤

n
3

n−1
3

+ β(S(G) − 2) =

n
3

+ βS(G) +

+ βS(G) = log2 f (n, S(G)).

2
3

− 2β
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Case (g). Now, we assume that G does not satisfy conditions (a) − (f ). Let I be an outinterface of size s ≥ 3, and consider an edge e ∈ I. Let G0 be a digraph obtained from G after
choosing edge e by running AtspForcedEdge(G, weight, e), and let G00 be a digraph obtained
from G0 by the subsequent exhaustive application of rules (a) − (d) by AtspBranching. Define
∆n = |V (G)| − |V (G00 )|, and ∆S = S(G) − S(G00 ).
B Claim 3.7. It holds that ∆n ≥ 1, ∆S ≥ s − 2 ≥ 1, and ∆n + ∆S ≥ s + 1.
Proof. For a digraph G we denote n(G) = |V (G)|. First, we analyse a direct impact of
calling AtspForcedEdge(G, weight, e). All edges of I are removed from G, hence by Claim 3.4
we have ∆S ≥ S(G) − S(G0 ) ≥ s − 2 ≥ 1. Moreover, edge e gets contracted, and thus
∆n ≥ n(G)−n(G0 ) = 1. We are left with proving that (n(G0 )−n(G00 ))+(S(G0 )−S(G00 )) ≥ 2,
since then we will have ∆n + ∆S ≥ s + 1.
Let π be the switching walk which starts with edge e. Let e0 be the last edge of π (it is
possible that π has length 1 and e0 = e). We recall that at step (g) every switching walk in G
is of odd length. Take an in-interface I 0 such that e0 ∈ I 0 . By the definition of switching walk,
|I 0 | ≥ 3, so let e0 , e01 , e02 be three different edges of I 0 . For j = 1, 2 denote by πj the switching
walk which ends with edge e0j . Let ej be the first edge of πj , and let Ij be an out-interface
such that ej ∈ Ij .
Let F, R ⊆ E(G) be edges of G which correspond to the edges that were taken (and
hence, contracted) and removed, respectively, during the run of our algorithm which leads
from digraph G to digraph G00 . We have e ∈ F . By Claim 3.6 applied to π, we obtain e0 ∈ F .
Therefore, e01 , e02 ∈ R, and again by Claim 3.6 applied to π1 and π2 , we obtain e1 , e2 ∈ R.
Now, we consider a few cases.
If I, I1 , I2 are pairwise different out-interfaces, then during processing of digraph G0 we
removed edges e1 , e2 from different out-interfaces of size at least 3. Therefore, S(G0 ) −
S(G00 ) ≥ 2.
If I = I1 = I2 , then among switching walks π, π1 , π2 there are least two of length
greater than 1 (hence, of length at least 3), because otherwise the graph is not simple,
contradicting Claim 3.5. Let us assume that these are walks π and π1 (the other cases
are analogous). Then, by Claim 3.6, during processing of digraph G0 we contracted edge
e0 and the second edge of π1 . Therefore, n(G0 ) − n(G00 ) ≥ 2.
If I1 = I2 6= I, or I = I1 6= I2 , or I = I2 6= I1 , then at least one switching walk
among π, π1 , π2 is of length at least 3, and there is another interface apart from I that
gets smaller. Hence, we obtain in a similar way as before that n(G00 ) − n(G0 ) ≥ 1, and
S(G00 ) − S(G0 ) ≥ 1.
C
00
Since ∆S ≥ 1, we have S(G ) < S(G), and thus by the induction hypothesis the running
time of our algorithm applied to G00 is bounded by f (n(G00 ), S(G00 )) = f (n − ∆n, S(G) − ∆S).
In step (g) of AtspBranching we branch into s such subcases, hence we need to prove that
s·f (n−∆n, S(G)−∆S)) ≤ f (n, S(G)). We will show the equivalent log2 (s·f (n−∆n, S(G)−
∆S)) ≤ log2 f (n, S(G)). Indeed,
log2 (s·f (n − ∆n, S(G) − ∆S))
= log2 s +
=
≤
=
≤

n
3
n
3
n
3
n
3

n−∆n
3

+ β(S(G) − ∆S)

+ βS(G) + log2 s −
+ βS(G) + log2 s −
+ βS(G) + log2 s −
+ βS(G) + log2 s −

∆n
3 − β∆S
s+1−∆S
− β∆S
3
s+1
1
3 − (β − 3 )∆S
s+1
1
3 − (β − 3 )(s −

(Claim 3.7)
2)

(Claim 3.7)
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=
≤

n
3
n
3

+ βS(G) + log2 s − 1 − β(s − 2)
+ βS(G)

(4)

= log2 f (n, S(G)).
2 x−1
where inequality (4) follows from the fact that the function x 7→ logx−2
is decreasing
on [3, ∞), and thus it can be bounded by the value at x = 3 which is equal to β. Consequently,
the inequality log2 s ≤ 1 + β(s − 2) holds for s ≥ 3.
J

3.3

General algorithm

The idea behind our general algorithm is to run in parallel two algorithms: our branching
algorithm from Theorem 3.3 (which we will refer to as Algorithm a ), and enumerating
cycle covers from Subsection 2.2 (Algorithm b ) . We finish when one of these algorithms
terminates. Our goal is to prove that the time complexity of such an approach is bounded
by O∗ (2α(d−1)n ) if we apply it to digraphs of average outdegree at most d, where α is the
constant from Theorem 1.1. (Note that when implementing this algorithm, one may also
compare the values of n3 + βS(G) and α(d − 1)n, and, depending on the result, run either
Algorithm a , or Algorithm b .) For the time complexity analysis, see the full version.

4

Exponential space algorithm

In this section we establish Theorem 1.2.
Let G be a digraph with n vertices and m = dn edges. For simplicity, we assume in this
section that n is even, for otherwise we can pick an arbitrary vertex v, and split it into two
vertices v in and v out with edges inherited from v appropriately and with one additional edge
(v in , v out ) – this operation adds one vertex to the graph but does not increase the average
outdegree. We will say that a simple path P in G is (l, D)-light if the length of P is l, and
the sum of outdegrees of inner vertices of P is bounded by D. For a vertex v ∈ V (G), and
positive integers l, D, by Pv,l,D we will denote the family of all (l, D)-light paths in G which
start at vertex v.
Our algorithm relies on the following two lemmas.
I Lemma 4.1. Let H be a Hamiltonian cycle in G. Then, the edges of H can be partitioned
into two (n/2, m/2)-light paths.
I Lemma 4.2. For a digraph G, a vertex v, and integers l, D, the family Pv,l,D can be
computed in time τ (D/(l − 1))l−1 nO(1) where the function τ is defined as in Theorem 1.2.
Before we proceed to the proofs of above lemmas, let us see how to derive Theorem 1.2 from
them. Given a digraph G, the algorithm starts by iterating over all pairs of distinct vertices
u1 and u2 . For each such a pair we use Lemma 4.2 to obtain the families P1 = Pu1 ,n/2,m/2
and P2 = Pu2 ,n/2,m/2 . By filtering them, we may assume that all paths from P1 end
at u2 , and all paths from P2 end at u1 . Next, we create a dictionary D with an entry
{key : V (P1 ), value : weight(P1 )} for every path P1 ∈ P1 . (In case there is more than one path
on the same set of vertices we keep only one entry with the minimum weight.) Then, we iterate
over all paths P2 ∈ P2 , and we look up in D a subset V 0 (P2 ) := (V (G) \ V (P2 )) ∪ {u1 , u2 }.
For every hit we calculate the sum: weight(P2 ) + D[V 0 (P2 )], and we return the minimum of
these values.
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Algorithm 2 GeneratePaths(G, path, l, D).
Input: G – a digraph,
path – a sequence of vertices forming a path in G,
l, D – positive integers
Output: A
of all simple paths of the form: path#(v1 , . . . , vl ) such that
Pcollection
l−1
outdeg(v
i) ≤ D
i=1
u ← the last vertex on path;
for vertex v1 such that (u, v1 ) ∈ E(G) and v1 6∈ path do
if l = 1 then
print path#v1 ;
else if outdeg(v1 ) + (l − 2) ≤ D then
GeneratePaths(G, path#v1 , l − 1, D − outdeg(v1 ));

(X)

The correctness of this procedure is a direct corollary from Lemma 4.1. Moreover, the
running time of the algorithm is dominated, up to a polynomial factor, by the running time
of the algorithm from Lemma 4.2, which in our case is bounded by
 m n/2−1

n/2−1
d
O(1)
2
τ n
n
=τ
nO(1) = τ (d)n/2 nO(1)
1 − n2
2 −1
where the last equality follows from the fact that when d is fixed, then for sufficiently large n
we have bd/(1 − n2 )c = bdc. Note that we implement the dictionary D as a balanced tree, so
each lookup takes time O(log |D|) = O(n).
Proof of Lemma 4.1. Let k = n/2, and let d0 , d1 , . . . , d2k−1 be the outdegrees of consecutive
vertices on H. Denote Si = di + di+1 + . . . + di+k−1 . (In this proof indices are understood
modulo 2k.) We need to prove that for some index j both expressions Sj −dj and Sj+k −dj+k
do not exceed m/2.
Let Ri := Si − Si+k . We observe that Rk = Sk − S0 = −R0 . Hence, there exists
an index j ∈ {0, . . . , k − 1} such that Rj · Rj+1 ≤ 0. Without loss of generality, we may
assume that Rj ≤ 0 (equivalently, Sj ≤ Sj+k ), for otherwise we can just shift all indices by k.
Then, Rj+1 ≥ 0 (equivalently, Sj+1+k ≤ Sj+1 ). Thus we obtain
Sj − dj ≤ Sj ≤ 21 (Sj + Sj+k ) =

m
2

Sj+k − dj+k ≤ Sj+k+1 ≤ 12 (Sj+k+1 + Sj+1 ) =

m
2.

This ends the proof.

J

Before we proceed to the proof of Lemma 4.2, we state a technical lemma.
I Lemma 4.3 (♠). Let a1 , . . . , ak be integers with an average bounded by ā. Then, a1 ·. . .·ak ≤
τ (ā)k .
Proof of Lemma 4.2. We apply a simple branching procedure which starts at vertex v, and
at each step guesses the next vertex on a path by considering all reasonable possibilities.
A detailed description of the algorithm can be found in Pseudocode 2. (To compute the
family Pv,l,D we call the function GeneratePaths with the arguments (G, {v}, l, D).) Note
that before appending a vertex to the current path we check whether the sum of outdegrees
on the new path is not too large (line marked with (X) in the Pseudocode). More precisely,
we check whether appending a sequence of vertices of outdegree 1 to the new path would
give us a correct (l, D)-path.
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The correctness of such a procedure is straightforward. It remains to estimate its time
complexity. Let T (G) be a search tree representing execution of this algorithm. We claim that
T (G) contains at most τ (D/(l − 1))l−1 n leaves, where τ (d) = bdcbdc+1−d (bdc + 1)d−bdc ≤ d
We will say that a directed rooted tree T has the property (?) if for any path u0 , . . . , uh
Ph−1
from the root of T to some leaf uh we have h ≤ l, and the sum i=1 outdeg(ui ) is bounded
by D − (l − h). From the description of the algorithm we see that T (G) has the property (?).
Indeed, let u0 , . . . , uh be a path from the root to a leaf in T (G). Before the algorithm entered
the vertex uh−1 the following condition was checked:
outdeg(uh−1 ) + (l − (h − 2) − 2) ≤ D −

h−2
X

outdeg(ui )

i=1

Ph−1
which is equivalent to i=1 outdeg(ui ) ≤ D − (l − h). Hence it is enough to prove the
following claim. (A similar statement appears in the work of Gebauer [19].)
B Claim 4.4. Any tree T with the property (?) has at most τ (D/(l − 1))l−1 n leaves.
Given a tree T with the property (?) we modify it so that the property (?) is preserved
and the number of leaves in it does not increase. First, we may assume that all leaves in T
are at depth exactly l. Indeed, let u0 , . . . , uh be a path from the root of T to some leaf uh
at depth h < l. Then, we may append to it a path uh , uh+1 , . . . , ul – this operation does not
change the number of leaves, and the property (?) is preserved because
l−1
X

outdeg(ui ) =

i=1

h−1
X

outdeg(ui ) + (l − h) ≤ D

i=1

Next, we modify T iteratively. Let T1 := T . At i-th step, for i = 1, . . . , l − 1, we consider
the family Si of all subtrees in Ti with a root at depth i. Let Si ∈ Si be a subtree with the
maximum number of leaves. We create a tree Ti+1 by substituting in Ti all subtrees from Si
with Si . We observe that for every i = 1, . . . , l − 1 tree Ti has depth l, the number of leaves
in Ti is bounded by the number of leaves in Ti+1 , and all vertices in Ti at the same depth
j ≤ i − 1 have the same outdegree. Combining the latter property with the fact that the
condition (?) holds for leaves in the subtree Si , we obtain inductively that every tree Ti still
has the property (?).
Now, we consider the tree Tl . For i = 0, . . . , l − 1 let di be the outdegree of any vertex at
depth i in Tl . Then we may bound the number of leaves in Tl by
d0 ·

l−1
Y

Pl−1
di ≤ n

i=1

di
l−1
i=1

!l−1


≤n

D
l−1

l−1

To obtain a tighter bound on the size of Tl we observe that in the above estimation we
obtain an equality only if di = D/(l − 1) for i = 1, . . . , l − 1. However, this is impossible
unless expression D/(l − 1) is integral. After applying Lemma 4.3 we get the tighter bound
which proves the claim of Lemma 4.2.
J
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In a reconfiguration version of a decision problem Q the input is an instance of Q and two feasible
solutions S and T . The objective is to determine whether there exists a step-by-step transformation
between S and T such that all intermediate steps also constitute feasible solutions. In this work,
we study the parameterized complexity of the Connected Dominating Set Reconfiguration
problem (CDS-R). It was shown in previous work that the Dominating Set Reconfiguration
problem (DS-R) parameterized by k, the maximum allowed size of a dominating set in a reconfiguration sequence, is fixed-parameter tractable on all graphs that exclude a biclique Kd,d as a subgraph,
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Introduction

In a decision problem Q, we are usually asked to determine the existence of a feasible solution
for an instance I of Q. In a reconfiguration version of Q, we are instead given a source
feasible solution S and a target feasible solution T and we are asked to determine whether it
is possible to transform S into T by a sequence of step-by-step transformations such that
after each intermediate step we also maintain feasible solutions. Formally, we consider a
graph, called the reconfiguration graph, that has one vertex for each feasible solution and
where two vertices are connected by an edge if we allow the transformation between the two
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k+1
H
V (G)

G
G

V (G)

Figure 1 A graph G with a minimum dominating set of size k = 2 marked in dark blue and the
graph H obtained in the standard reduction from Dominating Set to Connected Dominating
Set. G has a dominating set of size k if and only if H has a connected dominating set of size k + 1.
If p is equal to the pathwidth of G then the pathwidth of H is bounded by 2p + 1.

corresponding solutions. We are then asked to determine whether S and T are connected in
the reconfiguration graph, or even to compute a shortest path between them. Historically,
the study of reconfiguration questions predates the field of computer science, as many classic
one-player games can be formulated as such reachability questions [18, 20], e.g., the 15-puzzle
and Rubik’s cube. More recently, reconfiguration problems have emerged from computational
problems in different areas such as graph theory [1, 16, 17], constraint satisfaction [12, 25] and
computational geometry [5,19,23], and even quantum complexity theory [11]. Reconfiguration
problems have been receiving considerable attention in recent literature, we refer the reader
to [24, 28, 32] for an extensive overview.
In this work, we consider the Connected Dominating Set Reconfiguration problem
(CDS-R) in undirected graphs. A dominating set in a graph G is a set D ⊆ V (G) such that
every vertex of G lies either in D or is adjacent to a vertex in D. A dominating set D is a
connected dominating set if the graph induced by D is connected. The Dominating Set
problem and its connected variant have many applications, including the modeling of facility
location problems, routing problems, and many more.
We study CDS-R under the Token Addition/Removal model (TAR model). Suppose we
are given a connected dominating set D of a graph G, and imagine that a token is placed on
each vertex in D. The TAR rule allows either the addition or removal of a single token at a
time from D, if this results in a connected dominating set of size at most a given bound k ≥ 1.
A sequence D1 , . . . , D` of connected dominating sets of a graph G is called a reconfiguration
sequence between D1 and D` under TAR if the change from Di to Di+1 respects the TAR
rule, for 1 ≤ i < `. The length of the reconfiguration sequence is ` − 1.
The (Connected) Dominating Set Reconfiguration problem for TAR gets as input
a graph G, two (connected) dominating sets S and T and an integer k ≥ 1, and the task is
to decide whether there exists a reconfiguration sequence between S and T under TAR using
at most k tokens.
Structural properties of the reconfiguration graph for k-dominating sets were studied
in [14, 31]. The Dominating Set Reconfiguration problem was shown to be PSPACEcomplete in [15], even on split graphs, bipartite graphs, planar graphs and graphs of bounded
bandwidth. Both pathwidth and treewidth of a graph are bounded by its bandwidth, hence
the Dominating Set Reconfiguration problem is PSPACE-complete on graphs of
bounded pathwidth and treewidth. These hardness results motivated the study of the
parameterized complexity of the problem. It was shown in [26] that the Dominating Set
Reconfiguration problem is W[2]-hard when parameterized by k + `, where k is the bound
on the number of tokens and ` is the length of the reconfiguration sequence. However, the
problem becomes fixed-parameter tractable on graphs that exclude a fixed complete bipartite
graph Kd,d as a subgraph, as shown in [22]. Such so-called biclique-free classes are very
general sparse graph classes, including in particular the planar graphs, which are K3,3 -free.
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In this work we study the complexity of CDS-R. The standard reduction from Dominating Set to Connected Dominating Set shows that CDS-R is also PSPACE-complete,
even on graphs of bounded pathwidth (Figure 1). We hence turn our attention to the
parameterized complexity of the problem. We first show that the additional connectivity
constraint makes the problem much harder, namely, that CDS-R parameterized by k + ` is
W[1]-hard already on 5-degenerate graphs. As 5-degenerate graphs exclude the biclique K6,6
as a subgraph, Dominating Set Reconfiguration is fixed-parameter tractable on much
more general graph classes than its connected variant. To prove hardness we first introduce an
auxiliary problem that we believe is of independent interest. In the Colored Connected
Subgraph problem we are given a graph G, an integer k, and a (not necessarily proper)
coloring c : V (G) → C, for some color set C with |C| ≤ k. The question is whether G contains
a vertex subset H on at most k vertices such that G[H] is connected and H contains at least
one vertex of every color in C (i.e., c(V (H)) = C). The reconfiguration variant Colored
Connected Subgraph Reconfiguration (CCS-R) is defined as expected. We first
prove that CCS-R reduces to CDS-R by a parameter preserving reduction (where k + ` is
the parameter) and the degeneracy of the reduced graph is at most the degeneracy of the
input graph plus one. We then prove that the known W[1]-hard problem Multicolored
Clique (see [3] for definitions) reduces to CCS-R on 4-degenerate graphs. The last reduction has the additional property that for an input (G, c, k) of Multicolored Clique the
resulting instance of CCS-R admits either a reconfiguration sequence of length O(k 3 ), or
no reconfiguration sequence at all. Hence, we derive that both CDS-R and CCS-R are
W[1]-hard parameterized by k + ` on 5-degenerate and 4-degenerate graphs, respectively.
The existence of a reconfiguration sequence of length at most ` with connected dominating
sets of size at most k can be expressed by a first-order formula of length depending only
on k and `. It follows from [13] that the problem is fixed-parameter tractable parameterized
by k + ` on every nowhere dense graph class and the same is implied by [2] for every class
of bounded cliquewidth. Nowhere dense graph classes are very general classes of uniformly
sparse graphs, in particular the class of planar graphs is nowhere dense. Nowhere dense
classes are themselves biclique-free, but are not necessarily degenerate. Hence, our hardness
result on degenerate graphs essentially settles the question of fixed-parameter tractability
for the parameter k + ` on sparse graph classes. It remains an interesting open problem to
find dense graph classes beyond classes of bounded cliquewidth on which the problem is
fixed-parameter tractable.
We then turn our attention to the smaller parameter k alone. We show that CDS-R
parameterized by k is fixed-parameter tractable on the class of planar graphs. Our approach
is as follows. We first compute a small domination core for G, a set of vertices that captures
exactly the domination properties of G for dominating sets of sizes not larger than k. The
notion of a domination core was introduced in the study of the Distance-r Dominating
Set problem on nowhere dense graph classes [4]. While the classification of interactions
with the domination core would suffice to solve Dominating Set Reconfiguration on
nowhere dense classes, additional difficulties arise for the connected variant. In a second
step we use planarity to identify large subgraphs that have very simple interactions with the
domination core and prove that they can be replaced by constant size gadgets such that the
reconfiguration properties of G are preserved.
Observe that CDS-R parameterized by k is trivially fixed-parameter tractable on every
class of bounded degree. The existence of a connected dominating set of size k implies that
the diameter of G is bounded by k + 2, which in every bounded degree class implies a bound
on the size of the graph depending only on the degree and k. We conjecture that CDS-R is
fixed-parameter tractable parameterized by k on every nowhere dense graph class. However,
resolving this conjecture remains open for future work (see Figure 2).
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W[1]-hard with
bounded
VC-dimension parameter k + `

biclique-free
fpt with
parameter k + `
bounded
cliquewidth

nowhere dense
bounded expansion
excluded minor

degenerate
excluded
topological
minor

bounded
treewidth
planar
bounded
pathwidth

fpt with
parameter k

bounded degree

Figure 2 The map of tractability for Connected Dominating Set Reconfiguration. The
classes colored in dark green admit an fpt algorithm with parameter k, the classes colored in light
green admit an FPT algorithm with parameter k + `. On the classes colored in red the problem is
W[1]-hard with respect to the parameter k + `.

The rest of the paper is organized as follows. We give background on graph theory and fix
our notation in Section 2. We show hardness of CDS-R on degenerate graphs in Section 3
and show how to handle the planar case in Section 4. Due to space constraints proofs of
results marked with a ? are deferred to the full version of the paper.

2

Preliminaries

We denote the set of natural numbers by N. For n ∈ N, we let [n] = {1, 2, . . . , n}. We
assume that each graph G is finite, simple, and undirected. We let V (G) and E(G) denote
the vertex set and edge set of G, respectively. An edge between two vertices u and v
in a graph is denoted by {u, v} or uv. The open neighborhood of a vertex v is denoted
by NG (v) = {u | {u, v} ∈ E(G)} and the closed neighborhood by NG [v] = NG (v) ∪ {v}.
The degree of a vertex v, denoted dG (v), is |NG (v)|. For a set of vertices S ⊆ V (G),
we define NG (S) = {v 6∈ S | {u, v} ∈ E(G), u ∈ S} and NG [S] = NG (S) ∪ S. The
subgraph of G induced by S is denoted by G[S], where G[S] has vertex set S and edge set
{{u, v} ∈ E(G) | u, v ∈ S}. We let G − S = G[V (G) \ S]. A graph G is d-degenerate if every
subgraph H ⊆ G has a vertex of degree at most d. For a set C, we use K[C] to denote the
complete graph on vertex set C. For an integer r ∈ N, an r-independent set in a graph G is
a subset U ⊆ V (G) such that for any two distinct vertices u, v ∈ U , the distance between u
and v in G is more than r. An independent set in a graph is a 1-independent set. A subset of
vertices U in G is called a separator in G if G − U is has more than one connected component.
For s, t ∈ V (G), we say U is an (s, t)-separator in G if there is no path from s to t in G − U .

3

Hardness on degenerate graphs

In this section we prove that CDS-R and CCS-R are W[1]-hard when parameterized
by k + ` even on 5-degenerate and 4-degenerate graphs, respectively. Towards that, we
first give a polynomial-time reduction from the W[1]-hard Multicolored Clique problem to CCS-R on 4-degenerate graphs with the property that for an input (G, c, k) of
Multicolored Clique the resulting instance of CCS-R admits either a reconfiguration
sequence of length O(k 3 ) or no reconfiguration sequence at all. As a result, we conclude
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that CCS-R is W[1]-hard when parameterized by k + ` on 4-degenerate graphs. Then, we
give a parameter-preserving polynomial-time reduction from CCS-R to CDS-R. Let us first
formally define the CCS problem.
Parameter: k

Colored Connected Subgraph (CCS)

Input: A graph G, a vertex-coloring c : V (G) → C, and k ∈ N such that |C| ≤ k
Question: Is there a vertex subset S ⊆ V (G) of at most k vertices with at least one
vertex from every color class such that G[S] is connected?

Reduction from Multicolored Clique to CCS-R
We now present the reduction from Multicolored Clique to CCS-R, which we believe
to be of independent interest. We can assume, without loss of generality, that for an input
(G, c, k) of Multicolored Clique, G is connected and c is a proper vertex-coloring, i.e.,
for any two distinct vertices u, v ∈ V (G) with c(u) = c(v) we have {u, v} ∈
/ E(G). Before we
proceed let us define a graph operation.
I Definition 3.1. Let G be a graph and let c : V (G) → {1, . . . , k} be a proper vertex coloring
of V (G). Let H be a graph on the vertex set {1, . . . , k}. We define the graph G c H as follows.
We remove all edges {u, v} ∈ E(G) such that c(u) = i and c(v) = j and {i, j} 6∈ E(H). We
subdivide every remaining edge, i.e. for every remaining edge {u, v} we introduce a new
vertex suv , remove the edge {u, v} and introduce instead the two edges {u, suv } and {v, suv }.
We write W (G c H) for the set of all subdivision vertices suv (see Figure 3).
That is, to construct G c H, we first make a subgraph of G by deleting the edges between
different color classes if there are no edges between the “corresponding” vertices in H, and
then subdivide the remaining edges. Let (G, c, k) be the input instance of Multicolored
Clique, where G is a connected graph and c is a proper k-vertex-coloring of G. We construct
an instance (H, b
c : V (H) 7→ [k + 1], Qs , Qt , 2k) of CCS-R (Qs and Qt are the source and
target sets that we describe later). Note that the bound on the sizes of the solutions in the
reconfiguration sequence is at most 2k.
1

• •u •

1•

• •u •
suv = w•1w2• •w3

2

•v •

2•

•v •
•w5

•

3

4

•

3•
•

(a) A graph G and a proper coloring c : V (G) → {1, . . . , 4}.

4•
(b) A graph H on the
vertex set {1, . . . , 4}.

w4• •
•

•

(c) The graph G c H. Here,
W (G c H) = {w1 , . . . , w5 }.

Figure 3 Construction of G c H.
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We first construct a routing gadget. For 1 ≤ i ≤ k, let T i be the star with vertex set
{1, . . . , k} having vertex i as the center. For any 1 ≤ i ≤ k and 1 ≤ r ≤ 20k, we let H (i,r)
be a copy of the graph G c T i . We let c(i,r) be the the partial vertex-coloring of H (i,r)
that is naturally inherited from G. For an illustration, consider the input instance (G, c, k)
of Multicolored Clique depicted in Figure 3a. Then, T 2 is identical to the graph H
in Figure 3b and Figure 3c represents H (2,r) = G c T 2 , for any 1 ≤ r ≤ 20k. Now, for
1 ≤ i ≤ k we define a graph H i as follows. We use W (H (i,r) ) to denote the set of subdivision
vertices in H (i,r) . For 1 ≤ r < 20k and all vertices u, v in V (H (i,r) ) \ W (H (i,r) ), we connect
the copy of the subdivision vertex suv in H (i,r) (if it exists) with the copies of the vertices u
and v in H (i,r+1) (see Figure 4 for an illustration of a portion of H 1 ). We use W (H i ) to
S
denote the set of subdivision vertices r∈[20k] W (H (i,r) ).
H (1,1)
• • •

H (1,2)
• • •

H (1,3)
• • •

• ••

• ••

• ••

•

•

•

•
• •

•

• •

•

•
•

•

• •

•

•
•

•

•
•

•

•

•

Figure 4 Construction of H 1 from the instance (G, c) depicted in Figure 3a. The red edges are
some of the “crossing” edges but not all of them.

For each 1 ≤ i ≤ k, we use ci to denote a coloring on V (H i ) that is a union of
c(i,1) , c(i,2) , . . . , c(i,20k) and we color all the copies of the subdivision vertices using a new
color k + 1. In other words, we know that for each u ∈ V (H i ) we have u ∈ V (H (i,r) ), for
some r ∈ {1, . . . , 20k}. Hence, if u ∈ V (H (i,r) ) \ W (H (i,r) ) then we set ci (u) = c(i,r) (u). For
all suv ∈ W (H i ), we set ci (suv ) = k + 1.
Now, define a graph R, which is super graph of H 1 ∪ . . . ∪ H k , as follows. For 1 ≤ i < k
and all vertices u and v, we connect the copy of the subdivision vertex suv in H (i,20k) (if it
exists) with the copies of the vertices u and v in H (i+1,1) (see Figure 5 for an illustration).
H (2,20k)
•• •
• ••
• •
•
• •
•

•

H (3,1)
•• •
• •
• •
•
•
• •

Figure 5 Illustration of the subgraph of R induced on V (H (2,20k) ) ∪ V (H 3,1 ) constructed from
the instance (G, c, k) depicted in Figure 3a. The red edge are some of the “crossing edges”.

We additionally introduce two subgraphs H 0 and H k+1 . The graph H 0 is obtained by subdividing each edge of a star on vertex set {v1 , . . . , vk } centered at v1 . Here we use w2 , . . . , wk
to denote the subdivision vertices. Similarly, the graph H k+1 is obtained by subdividing each
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edge of star on {x1 , . . . , xk } centered at xk . Here y1 , . . . , yk−1 denote the subdivision vertices.
Let c0 and ck+1 be the colorings on {v1 , . . . , vk , w2 , . . . , wk } and {x1 , . . . , xk , y1 , . . . , yk−1 },
respectively, defined as follows. For all 1 ≤ i ≤ k, c0 (vi ) = i and ck+1 (xi ) = i. For all
2 ≤ i ≤ k, c0 (wi ) = k + 1 and for all 1 ≤ i ≤ k − 1, ck+1 (yi ) = k + 1. Observe that we may
interpret H 0 as K[{v1 , . . . , vk }] c0 T 0 and H k+1 as K[{x1 , . . . , xk }] ck+1 T k+1 , where T 0
and T k+1 are two trees on vertex set {1, . . . , k}, with E(T 0 ) = {{1, i} : 2 ≤ i ≤ k} and
E(T k+1 ) = {{k, i} : 1 ≤ i ≤ k − 1}.
Finally, for each 2 ≤ i ≤ k, we connect the “subdivision vertex” wi (adjacent to v1 and vi )
to all vertices v ∈ V (H (1,1) ) colored 1 or i, i.e., with c(1,1) (v) ∈ {1, i}. For each subdivision
vertex sab ∈ W (H (k,20k) ), we connect sab to xk and xi , where k = ck (a) = c(k,20k) (a) and
i = ck (b) = c(k,20k) (b). Recall that sab is adjacent to a vertex of color k and a vertex of
color i, for some i < k. This completes the construction of H (see Figure 6). We define
b
c : V (H) 7→ [k + 1] to be the union of c0 , . . . , ck+1 . We define the starting configuration Qs
as the set {v1 , . . . , vk , w2 , . . . , wk } and the target configuration Qt as the set {x1 , . . . , xk ,
y1 , . . . , yk−1 }.
H (1,1)
• • •

v1•
w•2
v2•
w3•

H (4,20k)
• • •

•y1

• ••
•

•

•
• •

•

v3•

•

•

•
•

•

•y2

•
x•3

•
•

•x2

•

•

w4•
v4•

•x1

•

y•3
•x4

Figure 6 Illustration of connection between H 0 and R, and H k+1 and R from the instance
(G, c, k) depicted in Figure 3a. The red edge are some of the “crossing edges” between H 0 and H 1 ,
and H k and H k+1 .

I Proposition 3.2. The sets Qs and Qt are solutions of size 2k − 1 of the CCS instance
(H, b
c, 2k).
We now consider the instance (H, b
c, Qs , Qt , 2k) of the CCS-R problem. Before we analyze
the reconfiguration properties of H, let us verify that H is 4-degenerate.
I Lemma 3.3. The graph H is 4-degenerate.
Proof. We iteratively remove minimum degree vertices and show that we can always remove
a vertex of degree at most 4 in each step.
Every subdivision vertex w ∈ W (H i ) for 1 ≤ i ≤ k has degree at most 4; it has 4
neighbors in V (H i ) ∪ V (H i+1 ).
After removal of all subdivision vertices the degree of the remaining vertices of each H i
is at most one. That is, a vertex in H (1,1) may have a neighbor in {w2 , . . . , wk }.
After the removal of V (H 1 ) ∪ . . . V (H k ), the degree of all vertices except v1 and xk is at
most 2.
Finally we remove v1 and xk .
This completes the proof.
J
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I Lemma 3.4 (?). If there exists a k-colored clique in G then there is reconfiguration sequence
of length O(k 3 ) from Qs to Qt in (H, b
c, 2k).
Proof sketch. Informally, in every step our solution consists of vertices corresponding to
a clique and at most k vertices from the subdivision vertices present in the clique. The
reconfiguration sequence checks whether all the edges between the clique vertices are present.
We aim to shift the connected vertices of Qs through the subgraphs H 1 , . . . , H k (in
that order) to maintain connectivity and eventually shift all the tokens to Qt . For each
(j,r)
ui ∈ V (G), 1 ≤ j ≤ k and 1 ≤ r ≤ 20k, we use ui
to denote the copy of ui in H (j,r) .
Let C = {u1 , . . . , uk } be a k-colored clique in G such that c(ui ) = i, for all 1 ≤ i ≤ k. To
prove the lemma, we need to define a reconfiguration sequence starting from Qs and ending
at Qt such that the cardinality of any solution in the sequence is at most 2k. First we
define k “colored” trees Tb1 , . . . , Tbk each on 2k − 1 vertices, and then prove that there are
reconfiguration sequences from Qs to V (Tb1 ), V (Tbi ) to V (Tbi+1 ) for all 1 ≤ i < k, and V (Tbk )
to Qt .
(i,1)
(i,1)
We start by defining Tb1 , . . . , Tbk . For each 1 ≤ i ≤ k, Ci = {u1 , . . . , uk } and
Si = {z ∈ V (H (i,1) ) : NH (i,1) (z) ∩ Ci = 2}. That is, for each 1 ≤ j ≤ k and j 6= i,
(i,1) (i,1)
su(i,1) u(i,1) ∈ Si (the subdivision vertex on the edge ui uj
is in Si ), and |Si | = k − 1. In
i

j

other words, Ci contains the copies of the vertices of the clique C in H (i,1) and Si contains
subdivision vertices corresponding to k − 1 edges in the clique incident on the ith colored
vertex of the clique, such that H[Ci ∪ Si ] is a tree. Now, define Tbi = H[Ci ∪ Si ]. It is easy to
verify that b
c(Ci ∪ Si ) = {1, . . . , k + 1} and hence Ci ∪ Si = V (Tbi ) is a solution to the CCS
instance (H, b
c, 2k). Let Ts = H[Qs ] and Tt = H[Qt ]. Note that Ts and Tt are trees on 2k − 1
vertices.
Case 1: Reconfiguration from Qs to V (Tb1 ). Informally, we move to Tb1 by adding a token
(1,1)
on ui
and then removing tokens from vi for i in the order 2, . . . , k, 1 (for a total of
2k token additions/removals). Finally, we move the tokens from {w2 , . . . , wk−1 } to S1 in
2(k − 1) steps. The length of the reconfiguration sequence is 2k + 2(k − 1) = 4k − 2.
Case 2: Reconfiguration from V (Tbi ) to V (Tbi+1 ). First we define 20k trees P1 , . . . P20k ,
each on 2k − 1 vertices such that for all 1 ≤ r ≤ 20k, (i) V (Pr ) ⊆ V (H (i,r) ), and
(ii) Tbi = P1 . Then we give a reconfiguration sequence from V (Pr ) to V (Pr+1 ) for all
r ∈ [20k − 1] and a reconfiguration sequence from V (P20k ) to V (Tbi+1 ).
Recall that C = {u1 , . . . , uk } is a k-colored clique in G such that c(ui ) = i for all 1 ≤ i ≤ k.
(i,r)
(i,r)
For 1 ≤ r ≤ 20k, let Cir = {u1 , . . . , uk } and Sir = {z ∈ V (H (i,r) ) : NH (i,r) (z) ∩ Cir =
2}. That is, for each 1 ≤ j ≤ k and j =
6 i, su(i,r) u(i,r) ∈ Sir (i.e, the subdivision vertex
i

j

(i,r) (i,r)

on the edge ui uj
is in Sir ) and |Sir | = k − 1. Let Pr = H[Cir ∪ Sir ]. Notice that for
all r ∈ [20k], Pr is a tree on 2k − 1 vertices. Moreover, for each 1 ≤ r ≤ 20k, V (Pr ) is a
solution to the CCS instance (H, b
c, 2k). By arguments similar to those given for Case 1,
one can prove that there is a reconfiguration sequence of length 4k − 2 from V (Pr ) to
V (Pr+1 ), for all 1 ≤ r < 20k.
For the reconfiguration sequence from V (P20k ) to V (Tbi+1 ) we refer the reader to the
complete proof in the full version of the paper.
Case 3: Reconfiguration from V (Tbk ) to V (Tt ). The arguments for this case are similar
to those given in Case 1, we therefore omit the details.
J
I Lemma 3.5 (?). If there is a reconfiguration sequence from Qs to Qt then there is a
k-colored clique in G.
I Theorem 3.6. CCS-R parameterized by k + ` is W[1]-hard on 4-degenerate graphs.
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Reduction from CCS-R to CDS-R
We give a polynomial-time parameter-preserving reduction from CCS-R to CDS-R that
is fairly straightforward. Let (G, c, Qs , Qt , k) be an instance of CCS-R. Let c : V (G) 7→
{1, . . . , k 0 }, where k 0 ≤ k. We construct a graph H as follows. For each 1 ≤ i ≤ k 0 , we
add a vertex di and connect di to all the vertices in c−1 (i). Next, for each 1 ≤ i ≤ k 0 ,
we add a pendant vertex xi (i.e., {di , xi } is an edge). Let D = {d1 , . . . , dk0 }. We output
(H, Qs ∪ D, Qt ∪ D, k + k 0 ) as the new CDS-R instance.
I Lemma 3.7. If G is a d-degenerate graph then H is a (d + 1)-degenerate graph.
Proof. For each vertex v ∈ V (G), dH (v) = dG (v) + 1. Thus, after removing V (G) and
{xi : 1 ≤ i ≤ k 0 }, the remaining graph is edgeless.
J
It is easy to verify that for any reconfiguration sequence Qs = R1 , . . . , R` = Qt of the
instance (G, c, Qs , Qt , k) of CCS-R, Qs ∪D = R1 ∪D, . . . , R` ∪D = Qt ∪D is a reconfiguration
sequence of the instance (H, Qs ∪ D, Qt ∪ D, k + k 0 ) of CDS-R. Now we prove the reverse
direction.
I Lemma 3.8. If (H, Qs ∪ D, Qt ∪ D, k + k 0 ) is a yes-instance then (G, c, Qs , Qt , k) is a
yes-instance.
Proof. Notice that the set D is contained in any connected dominating set of H. Moreover
for any minimal connected dominating set Z in H, Z ∩ {xi : 1 ≤ i ≤ k 0 } = ∅, H[Z \ D] is
connected, and Z \ D contains a vertex from c−1 (i) for all 1 ≤ i ≤ k 0 (recall that G is a
subgraph of H). Therefore, by deleting D from each set in a reconfiguration sequence of
(H, Qs ∪ D, Qt ∪ D, k + k 0 ), we get a valid reconfiguration sequence of (G, c, Qs , Qt , k). This
completes the proof.
J
Thus, by Theorem 3.6, we have the following theorem.
I Theorem 3.9. CDS-R parameterized by k + ` is W[1]-hard on 5-degenerate graphs.

4

Fixed-parameter tractability on planar graphs

This section is devoted to proving that CDS-R under TAR parameterized by k is fixedparameter tractable on planar graphs. In fact, we show that the problem admits a polynomial
kernel. Recall that a kernel for a parameterized problem Q is a polynomial-time algorithm
that computes for each instance (I, k) of Q an equivalent instance (I 0 , k 0 ) with |I 0 | + k 0 ≤ f (k)
for some computable function f . The kernel is polynomial if the function f is polynomial.
We prove that for every instance (G, S, T, k) of CDS-R, with G planar, we can compute
in polynomial time an instance (G0 , S, T, k) where |V (G0 )| ≤ h(k) for some polynomial h,
G0 planar, and where there exists a reconfiguration sequence under TAR from S to T in G
(using at most k tokens) if and only if such a sequence exists in G0 .
Our approach is as follows. We first compute a small domination core for G, that is, a set
of vertices that captures exactly the domination properties of G for dominating sets of sizes
not larger than k. While the classification of interactions with the domination core would
suffice to solve Dominating Set Reconfiguration, additional difficulties arise for the
connected variant. In a second step we use planarity to identify large subgraphs that have
very simple interactions with the domination core and prove that they can be replaced by
constant size gadgets such that the reconfiguration properties of G are preserved.

IPEC 2020

24:10

Reconfiguration of Connected Dominating Set

4.1

Domination cores

I Definition 4.1. Let G be a graph and let k ≥ 1 be an integer. A k-domination core is a
subset C ⊆ V (G) of vertices such that every set X ⊆ V (G) of size at most k that dominates C
also dominates G.
It is not difficult to see that Dominating Set is fixed-parameter tractable on all graphs
that admit a k-domination core of size at most f (k) that is computable in time g(k) · nc , for
any computable functions f, g and constant c. This approach was first used (implicitly) in [4]
to solve Distance-r Dominating Set on nowhere dense graph classes. In case k is the size
of a minimum (distance-r) dominating set, one can establish the existence of a linear size
k-domination core on classes of bounded expansion [6] (including the class of planar graphs)
and a polynomial size (in fact an almost linear size) k-domination core on nowhere dense
graph classes [8, 21]. If k is not minimum, there exist classes of bounded expansion such that
a k-domination core must have at least quadratic size [7]. The most general graph classes that
admit k-domination cores are given in [9]. Moreover, Dominating Set Reconfiguration
and Distance-r Dominating Set Reconfiguration are fixed-parameter tractable on all
graphs that admit small (distance-r) k-domination cores [22, 30].
I Lemma 4.2. There exists a polynomial h such that for all k ≥ 1, every planar graph G
admits a polynomial-time computable k-domination core of size at most h(k).
The lemma is implied by Theorem 1.6 of [21] by the fact that planar graphs are nowhere
dense. We want to stress again that the polynomial size of the k-domination core results
from the fact that k may not be the size of a minimum dominating set, if k is minimum we
can find a linear size core. Explicit bounds on the degree of the polynomial can be derived
from [27, 29], but we refrain from doing so to not disturb the flow of ideas.
The following lemma is immediate from the definition of a k-domination core.
I Lemma 4.3. If C is a k-domination core and D is a dominating set of size at most k that
contains a vertex set W ⊂ D such that N [D] ∩ C = N [D \ W ] ∩ C = C, then D \ W is also
a dominating set.
I Definition 4.4. Let G be a graph and let A ⊆ V (G). The projection of a vertex v ∈ V (G)\A
into A is the set N (v) ∩ A. If two vertices u, v have the same projection into A we write
u ∼A v.
Obviously, the relation ∼A is an equivalence relation. The following lemma is folklore,
one possible reference is [10].
I Lemma 4.5. Let G be a planar graph and let A ⊆ V (G). Then there exists a constant c
such that there are at most c·|A| different projections to A, that is, the equivalence relation ∼A
has at most c · |A| equivalence classes.

4.2

Reduction rules

Let G be an embedded planar graph. We say that a vertex v touches a face f if v is drawn
inside f or belongs to the boundary of f or is adjacent to a vertex on the boundary of f . We
fix two connected dominating sets S and T of size at most k. We will present a sequence of
lemmas, each of which implies a polynomial-time computable reduction rule that allows us to
transform G to a planar graph G0 that inherits its embedding from G, with S, T ⊆ V (G0 ) and
that has the same reconfiguration properties with respect to S and T as G. To not overload
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notation, after stating a lemma with a reduction rule, we assume that the reduction rule is
applied until this is no longer possible and call the resulting graph again G. We also assume
that whenever one or more of our reduction rules are applicable, then they are applied in
the order presented. We will guarantee that S and T will always be connected dominating
sets of size at most k, hence, after each application of a reduction rule, we can recompute a
k-domination core in polynomial time. This yields only polynomial overhead and allows us to
assume that we always have marked a k-domination core C of size at most h(k) as described
in Lemma 4.2. This allows us to state the lemmas as if G and C are fixed. Without loss of
generality we assume that C contains S and T .
I Definition 4.6. A set W ⊆ V (G) \ C of vertices is irrelevant if there is a reconfiguration
sequence from S to T in G if and only if there is a reconfiguration sequence from S to T in
G − W.
I Definition 4.7. Let u, v ∈ V (G) be distinct vertices. We call the set D(u, v) := (N (u) ∩
N (v)) ∪ {u, v} the diamond induced by u and v. We call |N (u) ∩ N (v)| the thickness
of D(u, v).
I Lemma 4.8. If G contains a diamond D(u, v) of thickness greater than 3k, then at least
one of u or v must be occupied by a token in every reconfiguration sequence from S to T .
Proof. Assume S = S1 , . . . , St = T is a reconfiguration sequence from S to T and u, v 6∈ Si
for some 1 ≤ i ≤ t. Then every s ∈ Si can dominate at most 3 vertices of N (u) ∩ N (v):

•

•

•v
•s •

•

•u
Figure 7 A vertex s ∈ Si can dominate at most 3 vertices of N (u) ∩ N (v).

otherwise u, v, s together with 3 vertices of N (u) ∩ N (v) different from u, v and s would form
a complete bipartite graph K3,3 .
J
I Lemma 4.9. If G contains a diamond D(u, v) of thickness greater than 3k, then we can
remove all internal edges in D(u, v), i.e., edges with both endpoints in N (u) ∩ N (v).
Proof. Assume S = S1 , . . . , St = T is a reconfiguration sequence from S to T . According to
Lemma 4.8, for each 1 ≤ i ≤ t, Si ∩ {u, v} =
6 ∅. Hence all vertices of N (u) ∩ N (v) are always
dominated by at least one of u or v, say by u. Moreover, having tokens on more than one
vertex of N (u) ∩ N (v) will never create connectivity via internal edges that is not already
there via edges incident on u. In other words, for any connected dominating set S of G, if an
edge yz is used for connectivity, where y, z ∈ N (u) ∩ N (v), then the edge can be replaced by
the path yuz or the path yvz (depending on which of u or v is in S).
J
As described earlier, we now apply the reduction rule of Lemma 4.9 until this is no longer
possible, and name the resulting graph again G. As we did not make use of the properties of
a k-domination core in the lemma, it is sufficient to recompute a k-domination core C after
applying the reduction rule exhaustively. In the following it may be necessary to recompute
it after each application of a reduction rule. We will not mention these steps explicitly in the
following.
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I Lemma 4.10 (?). If G contains a diamond D(u, v) of thickness greater than 4|C| + 3k + 1
then G contains an irrelevant vertex.
We may in the following assume that G does not contain diamonds of thickness greater
than 4|C| + 3k + 1.
I Corollary 4.11. If a vertex v ∈ V (G) has degree greater than (4|C| + 3k + 1) · k, then the
token on v is never lifted throughout a reconfiguration sequence.
Proof. Assume S = S1 , . . . , St = T is a reconfiguration sequence from S to T in G and
assume there is Si with v 6∈ Si . The dominating set Si has at most k vertices and must
dominate N (v). Hence, there must be one vertex u ∈ Si that dominates at least a 1/k
fraction of N (v), which is larger than 4|C| + 3k + 1. Then there is a diamond D(u, v) of
thickness greater than 4|C| + 3k + 1, which does not exist after application of the reduction
rule of Lemma 4.10.
J
According to Corollary 4.11, the only vertices that can have high degree after applying
the reduction rules are vertices that are never lifted throughout a reconfiguration sequence.
This gives rise to another reduction rule that is similar to the rule of Lemma 4.9.
I Lemma 4.12. Assume v is a vertex of degree greater than (4|C| + 3k + 1) · k. Then we
may remove all edges with both endpoints in N (v).
Proof. Let G0 be the graph obtained from G by removing all edges with both endpoints
in N (v). We claim that reconfiguration between S and T is possible in G if and only if it is
possible in G0 . The fact that S and T are in fact connected dominating sets in G0 is implied
by the argument below.
Assume S = S1 , . . . , St = T is a reconfiguration sequence from S to T in G. We claim that
the same sequence is a reconfiguration sequence in G0 . According to Corollary 4.11, v ∈ Si
for all 1 ≤ i ≤ t. This implies that Si is connected in G0 for all 1 ≤ i ≤ t, as all x, y ∈ Si
that are no longer connected by an edge in G0 but were connected in G are connected via a
path of length 2 using the vertex v. It is also easy to see that Si is a dominating set in G0 ,
as all vertices that are no longer dominated by s ∈ Si in G are still dominated by v. Observe
that this in particular implies that S and T are connected dominating sets in G0 . Vice versa,
if S = S1 , . . . , St = T is a reconfiguration sequence from S to T in G0 , this is trivially also a
reconfiguration sequence in G.
J
The following reduction rule is obvious.
I Lemma 4.13. If a vertex v has more than k + 1 pendant neighbours, i.e., neighbors of
degree exactly one, then it suffices to retain exactly k + 1 of them in the graph.
I Lemma 4.14. There are at most c|C| · (4|C| + 3k + 1) vertices of V (G) \ C that have 2
neighbours in C, where c is the constant of Lemma 4.5.
Proof. According to Lemma 4.5 there are at most c|C| different projections to C. Each
projection class that has at least 3 representatives has size at most 2, as otherwise we would
find a K3,3 as a subgraph, contradicting the planarity of G. Consider a class with a projection
of size 2 into C. Denote these two vertices of C by u and v. If this class has more than
4|C|+3k +1 representatives, then D(u, v) is a diamond of thickness greater than 4|C|+3k +1,
which cannot exist after exhaustive application of the reduction rule of Lemma 4.10.
J
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We now come to the description of our final reduction rule. Let D denote the set of
vertices containing both C and all vertices of V (G) \ C having at least two neighbors in C. In
other words, V (G) \ D contains all those vertices in V (G) \ C that have exactly one neighbor
in C. According to Lemma 4.14 at most c|C| · (4|C| + 3k + 1) vertices have two neighbors
in C, hence |D| ≤ c|C| · (4|C| + 3k + 1) + |C| =: p.
I Lemma 4.15 (?). Assume there are two vertices u and v with degree greater than 4p +
(4|C| + 3k + 1) · k + 1. Let P be a maximum set of vertex-disjoint paths of length at least 2
that run between u and v using only vertices in V (G) \ D. If |P| > 4p + (4|C| + 3k + 1) · k + 1,
then there is G0 such that the instances (G, S, T, k) and (G0 , S, T, k) are equivalent, G0 is
planar, and |V (G0 )| < |V (G)|.
I Theorem 4.16. CDS-R under TAR parameterized by k admits a polynomial kernel on
planar graphs.
Proof. Our kernelization algorithm starts by computing (in polynomial time) a k-domination
core C of size at most h(k) as described in Lemma 4.2. Without loss of generality we assume
that C contains S and T . After each application of a reduction rule, we recompute the core,
giving a polynomial blow-up of the running time. We are left to prove that each reduction
rule can be implemented in polynomial time and that we end up with a polynomial number
of vertices. It is clear that the reduction rules of Lemma 4.10, Lemma 4.12 and Lemma 4.13
can easily be implemented in polynomial time. The reduction rule of Lemma 4.15 is slightly
more involved, however, we can use a standard maximum-flow algorithm to compute in
polynomial time a maximum set of vertex-disjoint paths in a subgraph of G. It remains to
bound the size of G. Recall that we call D the set of all vertices C and of all vertices of
V (G) \ C that have at least 2 neighbors in C. It follows from Lemma 4.14 that D has size at
most c|C| · (4|C| + 3k + 1) + |C| =: p, where c is the constant of Lemma 4.5. We are left to
bound the number of vertices in V (G) \ C having exactly one neighbour in C (recall that
each vertex in V (G) \ C has at least one neighbour in S ∪ T ⊆ C).
Let p0 = (4p + (4|C| + 3k + 1) · k + 1) · (4|C| + 3k + 1) · k + k + 1, which is still a polynomial
in k. Towards a contradiction, assume that there exists an equivalence class Q in ∼C with a
projection of size one containing more than p0 vertices. Let u ∈ C denote the projection of
the aforementioned class. Due to Lemma 4.13, we know that at most k + 1 of the vertices
in Q are pendant, i.e., adjacent to only u in G. Since we cannot apply the reduction rule of
Lemma 4.12 any more, we know that there are no edges with both endpoints in Q. Hence,
all but k + 1 vertices of Q must be adjacent to at least one other vertex in V (G) \ C. Let
R = NG (Q) \ {u} denote this set of neighbours. No vertex in R can be adjacent to more
than 4|C| + 3k + 1 vertices of Q, as we cannot apply the reduction rule of Lemma 4.10. The
vertices of R must be dominated by S, and cannot be dominated by u, as otherwise two
neighbours of u would be connected. Hence, there is v ∈ S different from u that dominates
at least a 1/k fraction of R. This implies the existence of at least 4p + (4|C| + 3k + 1) · k + 1
vertex-disjoint paths of length at least 2 that run between u and v. But in this case, the
reduction rule of Lemma 4.15 is applicable. Therefore, we conclude that Q cannot exist,
obtaining a bound on the size of all equivalence classes of ∼C , as needed.
J
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Abstract
We study a natural variant of scheduling that we call partial scheduling: In this variant an instance
of a scheduling problem along with an integer k is given and one seeks an optimal schedule where
not all, but only k jobs, have to be processed.
Specifically, we aim to determine the fine-grained parameterized complexity of partial scheduling
problems parameterized by k for all variants of scheduling problems that minimize the makespan
and involve unit/arbitrary processing times, identical/unrelated parallel machines, release/due dates,
and precedence constraints. That is, we investigate whether algorithms with runtimes of the type
f (k)nO(1) or nO(f (k)) exist for a function f that is as small as possible.
Our contribution is two-fold: First, we categorize each variant to be either in P, NP-complete and
fixed-parameter tractable by k, or W[1]-hard parameterized by k. Second, for many interesting cases
we further investigate the run time on a finer scale and obtain run times that are (almost) optimal
assuming the Exponential Time Hypothesis. As one of our main technical contributions, we give an
O(8k k(|V | + |E|)) time algorithm to solve instances of partial scheduling problems minimizing the
makespan with unit length jobs, precedence constraints and release dates, where G = (V, E) is the
graph with precedence constraints.
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1

Introduction

Scheduling is one of the most central application domains of combinatorial optimization.
In the last decades, huge combined effort of many researchers led to major progress on
understanding the worst-case computational complexity of almost all natural variants of
scheduling: By now, for most of these variants it is known whether they are NP-complete
or not. Scheduling problems provide the context of some of the most classic approximation
algorithms. For example, in the standard textbook by Shmoys and Williamson on approximation algorithms [28] a wide variety of techniques are illustrated by applications to scheduling
problems. See also the standard textbook on scheduling by Pinedo [23] for more background.
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Instead of studying approximation algorithms, another natural way to deal with NPcompleteness is Parameterized Complexity (PC). While the application of general PC theory
to the area of scheduling has still received considerably less attention than the approximation
point of view, recently its study has seen explosive growth, as witnessed by a plethora of
publications (e.g. [2, 13, 16, 20, 26, 27]). Additionally, many recent results and open problems
can be found in a survey by Mnich and van Bevern [19], and even an entire workshop on the
subject was recently held [18].
In this paper we advance this vibrant research direction with a complete mapping of how
several standard scheduling parameters influence the parameterized complexity of minimizing
the makespan in a natural variant of scheduling problems that we call partial scheduling.
Next to studying the classical question of whether parameterized problems are in P, FPT or
W -hard, we also follow the well-established modern perspective of “fine-grained” PC and
aim at run times of the type f (k)nO(1) or nf (k) for the smallest function f of parameter k.
Partial Scheduling. In many scheduling problems arising in practice, the set of jobs to be
scheduled is not predetermined. We refer to this as partial scheduling. Partial scheduling is
well-motivated from practice, as it arises naturally for example in the following scenarios:
1. Due to uncertainties a close-horizon approach may be employed and only few jobs out of
a big set of jobs will be scheduled in a short but fixed time-window,
2. In freelance markets typically a large database of jobs is available and a freelancer is
interested in selecting only a few of the jobs to work on,
3. The selection of the jobs to process may resemble other choices the scheduler should
make, such as to outsource non-processed jobs to various external parties.
Partial scheduling has been previously studied in the equivalent forms of maximum throughput
scheduling [24] (motivated by the first example setting above), job rejection [25], scheduling
with outliers [12], job selection [8, 15, 29] and its special case interval selection [5].
In this paper, we conduct a rigorous study of the parameterized complexity of partial
scheduling, parameterized by the number of jobs to be scheduled. We denote this number by k.
While several isolated results concerning the parameterized complexity of partial scheduling
do exist, this parameterization has (somewhat surprisingly) not been rigorously studied yet.1
We address this and study the parameterized complexity of the (arguably) most natural
variants of the problem. We fix as objective to minimize the makespan while scheduling at
least k jobs, for a given integer k and study all variants with the following characteristics:
1 machine, identical parallel machines or unrelated parallel machines,
release/due dates, unit/arbitrary processing times, and precedence constraints.
Note that a priori this amounts to 3 × 2 × 2 × 2 × 2 = 48 variants.

1.1

Our Results

We give a classification of the parameterized complexity of these 48 variants. Additionally, for
each variant that is not in P, we give algorithms solving them and lower bounds under ETH.
To easily refer to a variant of the scheduling problem, we use the standard three-field notation
by Graham et al. [11]. See Section 2 for an explanation of this notation. To accommodate
our study of partial scheduling, we extend the α|β|γ notation as follows:
I Definition 1.1. We let k-sched in the γ-field indicate that we only schedule k out of n jobs.
1

We compare the previous works and other relevant studied parameterization in the end of this section.
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We study the fine-grained parameterized complexity of all problems α|β|γ, where α ∈
{1, P, R}, the options for β are all combinations for rj , prec, dj , pj = 1, and γ is fixed to
γ = k-sched, Cmax . Our results are explicitly enumerated in Table 1.

No Precedence Relations

Precedence Relations

Table 1 The fine-grained parameterized complexity of partial scheduling, where γ denotes k-sched,
Cmax and S.I. abbreviates Subgraph Isomorphism. Since pj = 1 implies that the machines are
identical, the mentioned number of 48 combinations reduces to 40 different scheduling problems.
The O∗ notation omits factors polynomial in the input size.
Problem Description

Parameterized
Complexity in k

Lower Bound under ETH
Result
Type
Excluded Run Time Reduction from

Run
Time

1
2
3
4

1|prec, pj = 1|γ
1|rj , prec, pj = 1|γ
1|dj , prec, pj = 1|γ
1|rj , dj , prec, pj = 1|γ

P
P
W[1]-hard
W[1]-hard

[A]
[A]
[B]
[B]

5

P |prec, pj = 1|γ

FPT

[C]

6
7
8

P |rj , prec, pj = 1|γ
P |dj , prec, pj = 1|γ
P |rj , dj , prec, pj = 1|γ

FPT
W[1]-hard
W[1]-hard

9
10
11
12
13
14
15
16
17
18
19
20

1|prec|γ
1|rj , prec|γ
1|dj , prec|γ
1|rj , dj , prec|γ
P |prec|γ
P |rj , prec|γ
P |dj , prec|γ
P |rj , dj , prec|γ
R|prec|γ
R|rj , prec|γ
R|dj , prec|γ
R|rj , dj , prec|γ

21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40

1|pj = 1|γ
1|rj , pj = 1|γ
1|dj , pj = 1|γ
1|rj , dj , pj = 1|γ
P |pj = 1|γ
P |rj , pj = 1|γ
P |dj , pj = 1|γ
P |rj , dj , pj = 1|γ
1||γ
1|rj |γ
1|dj |γ
1|rj , dj |γ
P ||γ
P |rj |γ
P |dj |γ
P |rj , dj |γ
R||γ
R|rj |γ
R|dj |γ
R|rj , dj |γ

3-Coloring
3-Coloring
P |prec, pj = 1|Cmax

O∗ (2O(k) )

[C]
[B]
[B]

no(k/ log k)
no(k/ log k)
√
O∗ (2o( k log k) )
√
O∗ (2o( k log k) )
no(k/ log k)
no(k/ log k)

nO(1)
nO(1)
nO(k)
nO(k)

P |prec, pj = 1|Cmax
3-Coloring
3-Coloring

O∗ (2O(k) )
nO(k)
nO(k)

W[1]-hard
W[1]-hard
W[1]-hard
W[1]-hard
W[1]-hard
W[1]-hard
W[1]-hard
W[1]-hard
W[1]-hard
W[1]-hard
W[1]-hard
W[1]-hard

[D]
[D]
[D]
[D]
[D]
[D]
[D]
[D]
[D]
[D]
[D]
[D]

no( k)
no(k/ log k)
no(k/ log k)
no(k/ log k)
no(k/ log k)
no(k/ log k)
no(k/ log k)
no(k/ log k)
no(k/ log k)
no(k/ log k)
no(k/ log k)
no(k/ log k)

k-Clique
Partitioned
Partitioned
Partitioned
Partitioned
Partitioned
Partitioned
Partitioned
Partitioned
Partitioned
Partitioned
Partitioned

nO(k)
nO(k)
nO(k)
nO(k)
nO(k)
nO(k)
nO(k)
nO(k)
nO(k)
nO(k)
nO(k)
nO(k)

P
P
P
P
P
P
P
P
P
P
P
FPT
FPT
FPT
FPT
FPT
FPT
FPT
FPT
FPT

[E]
[E]
[E]
[E]
[E]
[E]
[E]
[E]
[F]
[F]
[F]
[G]
[G]
[G]
[G]
[G]
[G]
[G]
[G]
[G]

√

O∗ (2o(k) )
O∗ (2o(k) )
O∗ (2o(k) )
O∗ (2o(k) )
O∗ (2o(k) )
O∗ (2o(k) )
O∗ (2o(k) )
O∗ (2o(k) )
O∗ (2o(k) )

Subset
Subset
Subset
Subset
Subset
Subset
Subset
Subset
Subset

Sum
Sum
Sum
Sum
Sum
Sum
Sum
Sum
Sum

S.I.
S.I.
S.I.
S.I.
S.I.
S.I.
S.I.
S.I.
S.I.
S.I.
S.I.

nO(1)
nO(1)
nO(1)
nO(1)
nO(1)
nO(1)
nO(1)
nO(1)
nO(1)
nO(1)
nO(1)
O∗ (2O(k) )
O∗ (2O(k) )
O∗ (2O(k) )
O∗ (2O(k) )
O∗ (2O(k) )
O∗ (2O(k) )
O∗ (2O(k) )
O∗ (2O(k) )
O∗ (2O(k) )

The rows of Table 1 are lexicographically sorted on (i) precedence relations / no precedence
relations, (ii) a single machine, identical machines or unrelated machines (iii) release dates
and/or deadlines. Because their presence has a major influence on the character of the
problem we stress the distinction between variants with and without precedence constraints.2

2

A precedence constraint a ≺ b enforces that job a needs to be finished before job b can start.
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arb pj

1|rj , prec, pj = 1|k-sched, Cmax [A]

P |prec, pj = 1|k-sched, Cmax [C]
rj

1|prec|k-sched, Cmax [D]

dj

P |dj , prec, pj = 1|k-sched, Cmax [B]

arb pj

P |rj , prec, pj = 1|k-sched, Cmax [C]

P |prec|k-sched, Cmax [D]
W[1]-hard

FPT in k

Polynomial time
P |rj , dj , pj = 1|k-sched, Cmax [E]

1|dj , prec, pj = 1|k-sched, Cmax [B]

FPT in k
arb pj

P |rj , dj |k-sched, Cmax [G]

dj or P
R
1|rj |k-sched, Cmax [F]

rj or P
R|rj , dj |k-sched, Cmax [G]

1|dj |k-sched, Cmax [F]

Precedence constraints

rj

dj

No precedence constraints

1|prec, pj = 1|k-sched, Cmax [A]

One machine

Polynomial time

Parallel machines
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Figure 1 An illustration of the various result types as indicated in Table 1. Arrows indicate how
a problem is generalized by another problem.

On a high abstraction level, our contribution is two-fold:
1. We present a classification of the complexity of all aforementioned variants of partial
scheduling with the objective of minimizing the makespan. Specifically, we classify all
variants to be either solvable in polynomial time, to be fixed-parameter tractable in k
and NP-hard, or to be W[1]-hard.
2. For most of the studied variants we present both an algorithm and a lower bound that
shows that our algorithm cannot be significantly improved unless the Exponential Time
Hypothesis (ETH) fails.
Thus, while we completely answer a classical type of question in the field of Parameterized
Complexity, we pursue in our second contribution a more modern and fine-grained understanding of the best possible run time with respect to the parameter k. For several of the
studied variants, the lower bounds and algorithms listed in Table 1 follow relatively quickly.
However, for many other cases we need substantial new insights to obtain (almost) matching
upper and lower bounds on the runtime of the algorithms solving them. We have grouped
the rows in result types [A]-[G] depending on our methods for determining their complexity.

1.2

Our new Methods

We now describe some of our most significant technical contributions for obtaining the various
types (listed as [A]-[G] in Table 1) of results. Note that we skip some less interesting cases
in this introduction; for a complete argumentation of all results from Table 1 we refer to
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the full version of the paper. The main building blocks and logical implications to obtain
the results from Table 1 are depicted in Figure 1. We now discuss these building blocks of
Figure 1 in detail.
Precedence Constraints. Our main technical contribution concerns result type [C].
√ The
∗ o( k log k)
simplest of the two cases, P |prec, pj = 1|k-sched, Cmax , cannot be solved in O (2
)
time assuming the Exponential Time Hypothesis and not in 2o(k) unless sub-exponential
time algorithms for the Biclique problem exist, due to reductions by Jansen et al. [14]. Our
contribution lies in the following theorem that gives an upper bound for the more general of
the two problems that matches the latter lower bound:
I Theorem 1.2. P |rj , prec, pj = 1|k-sched, Cmax can be solved in O(8k k(|V | + |E|)) time,3
where G = (V, E) is the precedence graph given as input.
Theorem 1.2 will be proved in Section 3. The first idea behind the proof is based on
a natural4 dynamic programming algorithm indexed by anti-chains of the partial order
naturally associated with the precedence constraints. However, evaluating this dynamic
program naïvely would lead to an nO(k) time algorithm, where n is the number of jobs.
Our key idea is to only compute a subset of the table entries of this dynamic programming
algorithm, guided by a new parameter of an antichain called the depth. Intuitively, the depth
of an antichain A indicates the number of jobs that can be scheduled after A in a feasible
schedule without violating the precedence constraints.
We prove Theorem 1.2 by showing we may restrict attention in the dynamic programming
algorithm to antichains of depth at most k, and by bounding the number of antichains of
depth at most k indirectly by bounding the number of maximal antichains of depth at most k.
We believe this methodology should have more applications for scheduling problems with
precedence constraints.
Surprisingly, the positive result of Theorem 1.2 is in stark contrast with the seemingly
symmetric case where only deadlines are present: Our next result, indicated as [B] in Figure 1
shows it is much harder:
I Theorem 1.3. P |dj , prec, pj = 1|k-sched, Cmax is W[1]-hard, and cannot be solved in
no(k/ log k) time assuming the ETH.
Theorem 1.3 is a consequence of a reduction outlined in Section 4. Note the W[1]hardness follows from a natural reduction from the k-Clique problem (presented originally
by Fellows and McCartin
[9]), but this reduction increases the parameter k to Ω(k 2 ) and
√
o( k)
would only exclude n
time algorithms assuming the ETH. To obtain the tighter bound
from Theorem 1.3, we instead provide a non-trivial reduction from the 3-Coloring problem
based on a new selection gadget.
For result type [D], we give a lower bound by a (relatively simple) reduction from
Partitioned Subgraph Isomorphism in Theorem 4.6 and Corollary 4.7. Since it is
conjectured that Partitioned Subgraph Isomorphism cannot be solved in no(k) time
assuming the ETH, our reduction is a strong indication that the simple nO(k) time algorithm
(see [22]) cannot be improved significantly in this case.

3
4

We assume basic arithmetic operations with the release dates take constant time.
A similar dynamic programming approach was also present in for example [7].
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No Precedence Constraints. The second half of our classification concerns scheduling problems without precedence constraints, and is easier to obtain than the first half. Results [E],
[F] are consequences of a greedy algorithm and Moore’s algorithm [21] that solves the problem
P
1|| j Uj in O(n log n) time. Notice that this also solves the problem 1|rj |k-sched, Cmax , by
reversing the schedule and viewing the release dates as the deadlines. For result type [G]
we show that a standard technique in parameterized complexity, the color coding method,
can be used to get a 2O(k) time algorithm for the most general problem of the class, being
R|rj , dj |k-sched, Cmax . All lower bounds on the run time of algorithms for problems of type
[G] are by a reduction from Subset Sum, but for 1|rj , dj |k-sched, Cmax this reduction is
slightly different.

1.3

Related Work

The interest in parameterized complexity of scheduling problems recently witnessed an
explosive growth, resulting in e.g. a workshop [18] and a survey by Mnich and van Bevern [19]
with a wide variety of open problems.
The parameterized complexity of partial scheduling parameterized by the number of
processed jobs, or equivalently, the number of jobs “on time” was studied before: Fellows
et al. [9] studied a problem called k-Tasks On Time that is equivalent to 1|dj , prec, pj =
1|k-sched, Cmax and showed that it is W[1]-hard when parameterized by k,5 and FPT parameterized by k and the width of the partially ordered set induced by the precedence constraints.
Van Bevern et al. [27] showed that the Job Interval Selection problem, where each job
is given a set of possible intervals to be processed on, is FPT in k. Bessy et al. [2] consider
partial scheduling with a restriction on the jobs called “Coupled-Task”, and also remarked
the current parameterization is relatively understudied.
Another related parameter is the number of jobs that are not scheduled, that also has
been studied in several previous works [4, 9, 20]. For example, Mnich and Wiese [20] studied
the parameterized complexity of scheduling problems with respect to the number of rejected
jobs in combination with other variables as parameter. If n denotes the number of given
jobs, this parameter equals n − k. The two parameters are somewhat incomparable in terms
of applications: In some settings only few jobs out of many alternatives need to be scheduled,
but in other settings rejecting a job is very costly and thus will happen rarely. However, a
strong advantage of using k as parameter is in terms of its computational complexity: If the
version of the problem with all jobs mandatory is NP-complete it is trivially NP-complete
for n − k = 0, but it may still be FPT in k.

1.4

Organization of this paper

This paper is organized as follows: We start with some preliminaries in Section 2. In Section 3
we present the proof of Theorem 1.2, and in Section 4 we describe the reductions for result
types [B] and [D]. In Section 5 we give the algorithm for result type [G] and in Section 6 we
present a conclusion. The proofs of some Theorems and Lemma’s of Section 3 are omitted.
These are indicated with a † and the full proofs can be found in the full version of the paper
([22]). In that version, we also motivate all cases from Table 1.

5

Our results [C] and [D] build on and improve this result.
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Preliminaries: The three-field notation by Graham et al.

Throughout this paper we denote scheduling problems using the three-field classification
by Graham et al. [11]. Problems are classified by parameters α|β|γ. The α describes the
machine environment. This paper uses α ∈ {1, P, R}, indicating whether there are one
(1), identical (P ) or unrelated (R) parallel machines available. Here identical refers to the
fact that every job takes a fixed amount of time process independent of the machine, and
unrelated means a job could take different time to process per machine. The β field describes
the job characteristics, which in this paper can be a combination of the following values: prec
(precedence constraints), rj (release dates), dj (deadlines) and pj = 1 (all processing times
are 1). We assume without loss of generality that all release dates and deadlines are integers.
The γ field concerns the optimization criteria. A given schedule determines Cj , the
completion time of job j, and Uj , the unit penalty which is 1 if Cj > dj , and 0 if Cj ≤ dj .
In this paper we use the following optimization criteria
Cmax : minimize the makespan (i.e. the maximum completion time Cj of any job),
P
j Uj : minimize the number of jobs that finish after their deadline,
k-sched: maximize the number of processed jobs; in particular, process at least k jobs.
A schedule is said to be feasible if no constraints (deadlines, release dates, precedence
constraints) are violated.

3

Result Type C: Precedence Constraints, Release Dates and Unit
Processing Times

In this section we provide a fast algorithm for partial scheduling with release dates and unit
processing times parameterized by the number k of scheduled jobs (Theorem 1.2). There
2
exists a simple, but slow, algorithm with runtime O∗ (2k ) that already proves that this
problem is FPT in k: This algorithm branches k times on jobs that can be processed next.
If more than k jobs are available at a step, then processing these jobs greedily is optimal.
Otherwise, we can recursively try to schedule all non-empty subsets of jobs to schedule next,
2
and a O∗ (2k ) time algorithm is obtained via a standard (bounded search-tree) analysis. To
improve on this algorithm, we present a dynamic programming algorithm based on table
entries indexed by antichains in the precedence graph G describing the precedence relations.
Such an antichain describes the maximal jobs already scheduled in a partial schedule. Our
key idea is that, to find an optimal solution, it is sufficient to restrict our attention to a
subset of all antichains. This subset will be defined in terms of the depth of an antichain.
With this algorithm we improve the runtime to O(8k k(|V | + |E|)).
By binary search, we can restrict attention to a variant of the problem that asks whether
there is a feasible schedule with makespan at most Cmax , for a fixed universal deadline Cmax .
Notation for Posets. Any precedence graph G is a directed acyclic graph and therefore
induces a partial order ≺ on V (G). Indeed, if there is a path from x to y, we let x  y. An
antichain is a set A ⊆ V (G) of mutually incomparable elements. We say A is maximal if
there is no antichain A0 with A ⊂ A0 . The set of predecessors of A is pred(A) = {x ∈ V (G) :
∃a ∈ A : x  a}, and the the set of comparables of A is comp(A) = {x ∈ V (G) : ∃a ∈ A :
x  a or x  a}. Note comp(A) = V (G) if and only if A is maximal.
An element x ∈ V (G) is a minimal element if x  y for all y ∈ comp({x}). An element
x ∈ V (G) is a maximal element if x  y for all y ∈ comp({x}). Furthermore min(G) =
{x | x is a minimal element in G} and max(G) = {x | x is a maximal element in G}.
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Notice that max(G) is exactly the antichain A such that pred(A) = V (G). We denote the
subgraph of G induced by S with G[S]. We may assume that rj < rj 0 if j ≺ j 0 since job j 0
will be processed later than rj in any schedule. To handle release dates we use the following:
I Definition 3.1. Let G be a precedence graph. Then Gt is the precedence graph restricted
to all jobs that can be scheduled on or before time t, i.e. all jobs with release date at most t.
We assume G = GCmax , since all jobs with release date greater than Cmax can be ignored.
The Algorithm. We now introduce our dynamic programming algorithm for P |rj , prec, pj =
1|k-sched, Cmax . Let m be the number of machines available. We start with defining the
table entries. For a given antichain A ⊆ V (G) and integer t we define
(
S(A, t) =

1,

if there exists a feasible schedule of makespan t that processes pred(A),

0,

otherwise.

Computing the values of S(A, t) can be done by trying all combinations of scheduling at
most m jobs of A at time t and then checking whether all remaining jobs of pred(A) can be
scheduled in makespan t − 1. To do so, we also verify that all the jobs in A actually have a
release date at or before t. Formally, we have the following recurrence for S(A, t):
I Lemma 3.2.
S(A, t) = (A ⊆ V (Gt )) ∧

_

S(A0 , t − 1) : A0 = max(pred(A) \ X).

X⊆A:|X|≤m

Proof. If A 6⊆ V (Gt ), then there is a job j ∈ A with rj > t. And thus S(A, t) = 0.
For any X ⊆ A, X is a set of maximal elements with respect to G[pred(A)], and consists
of pair-wise incomparable jobs, since A is an antichain. So, we can schedule all jobs from X
at time t without violating any precedence constraints. Define A0 = max(pred(A) \ X) as
the unique antichain such that pred(A) \ X = pred(A0 ). If S(A0 , t − 1) = 1 and |X| ≤ m, we
can extend the schedule of S(A0 , t − 1) by scheduling all X at time t. In this way we get a
feasible schedule processing all jobs of pred(A) before or at time t. So if we find such an X
with |X| ≤ m and S(A0 , t − 1) = 1, we must have S(A, t) = 1.
For the other direction, if for all X ⊆ A with |X| ≤ m, S(A0 , t − 1) = 0, then no matter
which set X ⊆ A we try to schedule at time t, the remaining jobs cannot be scheduled
before t. Note that only jobs from A can be scheduled at time t, since those are the maximal
jobs. Hence, there is no feasible schedule and S(A, t) = 0.
J
The above recurrence cannot be directly evaluated,
 since the number of different antichains
of a graph can be big: there can be as many as nk different antichains with |pred(A)| ≤ k,
for example in the extreme case of an independent set. Even when we restrict our precedence
graph to have out degree k, there could be k k different antichains, for example in k-ary trees.
To circumvent this issue, we restrict our dynamic programming algorithm only to a specific
subset of antichains. To do this, we use the following new notion of the depth of an antichain.
I Definition 3.3. Let A be an antichain. Define the depth (with respect to t) of A as
dt (A) = |pred(A)| + | min(Gt − comp(A))|.
We also denote d(A) = dCmax (A).
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= job in antichain A
= job in pred(A)
= job in min(G − comp(A))
= job in G − comp(A)
= job in comp(A)

d(A) = |pred(A)| + | min(G − comp(A))| = 2 + 2

Figure 2 Example of an antichain and its depth in a perfect 3-ary tree. We see that |pred(A)| = 2,
but d(A) = 4. If k = 2, the dynamic programming algorithm will not compute S(A, t) since d(A) > k.
The only antichains with depth ≤ 2 are the empty set and the root node r on its own as a set.
Indeed d(∅) = d({r}) = 1. Note that for instances with k = 2, a feasible schedule may exist. If
so, we will find that R({r}, 1) = 1, which will be defined later. In this way, we can still find the
antichain A as a solution.

The intuition behind this definition is that it quantifies the number of jobs that can be
scheduled before (and including) A without violating precedence constraints. See Figure 2 for
an example of an antichain and its depth. We restrict the dynamic programming algorithm
to only compute S(A, t) for A satisfying dt (A) ≤ k. This ensures that we do not go “too
deep” into the precedence graph unnecessarily at the cost of a slow runtime.
Because of this restriction in the depth, it could happen that we check no antichains
with k or more predecessors, while there are corresponding feasible schedules. It is therefore
possible that for some antichains A with dt (A) > k, there is a feasible schedule for all ≥ k
jobs in pred(A) before time Cmax , but the value S(A, Cmax ) will not be computed. To make
sure we still find an optimal schedule, we also compute the following condition R(A, t) for
all t ≤ Cmax and antichains A with dt (A) ≤ k:


1, if there exists a feasible schedule with makespan at most Cmax that




processes pred(A) on or before t and processes jobs from
R(A, t) =

min(G − pred(A)) after t, with a total of k jobs processed,




0, otherwise.
By definition of R(A, t), if R(A, t) = 1 for any A and t ≤ Cmax , then we find a feasible
schedule that processes k jobs on time.6 We show in [22] that R(A, t) can be quickly
computed:
I Lemma 3.4 (†). There is an O(|V |k + |E|) time algorithm fill(A, t) that, given an
antichain A, integer t, and value S(A, t), computes R(A, t).
The algorithm fill(A, t) checks if S(A, t) = 1 and if so, greedily schedules jobs from
min(G−pred(A)) after t in order of smallest release date. If k−|pred(A)| jobs can be scheduled
before Cmax , it returns “true” (R(A, t) = 1). Otherwise, it returns “false” (R(A, t) = 0).
6

The reverse direction is more difficult and postponed to Lemma 3.6.
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Combining all steps gives us the algorithm as described in Algorithm 1. It remains to
bound its runtime and argue its correctness.
Algorithm 1 Algorithm for P |pred, pj = 1|k-sched, Cmax .
1
2
3
4
5
6
7

foreach t = 1, ..., Cmax do
Enumerate all antichains A in Gt with dt (A) ≤ k using Lemma 3.5
foreach antichain A in Gt with dt (A) ≤ k do
Compute S(A, t) using Lemma 3.2
if fill(S(A, t), A, t) then
return TRUE
return FALSE

Runtime. To analyze the runtime of the dynamic programming algorithm, we need to bound
the number of checked antichains. Recall that we only check antichains A with dt (A) ≤ k
for each time t ≤ Cmax . We first analyze the number of antichains A with d(A) ≤ k in any
graph and use this to upper bound the number of antichains checked at time t.
I Lemma 3.5 (†). For any t, there are at most 4k antichains A with dt (A) ≤ k in any
precedence graph G = (V, E), and they can be enumerated within O(4k (|V | + |E|)) time.

k
Notice that to compute each S(A, t), we look at a maximum of m
≤ 2k different
0
0
sets X. Computing the antichain A such that A = max(pred(A) \ X) takes O(|V | + |E|)
time. After this computation, R(A, t) is directly computed in O(|V |k + |E|) time. For
each time t ∈ {1, ..., Cmax }, there are at most 4k different antichains A for which
we compute S(A, t) and R(A, t). Since Cmax ≤ k, we therefore have total runtime of
O(4k k(2k (|V | + |E|) + (|V |k + |E|))). Hence, Algorithm 1 runs in time O(8k k(|V | + |E|)).
Correctness of algorithm. To show that the algorithm described in Algorithm 1 indeed
returns the correct answer, the following lemma is clearly sufficient:
I Lemma 3.6 (†). A feasible schedule for k jobs with makespan at most Cmax exists if and
only if R(A, t) = 1 for some t ≤ Cmax and antichain A with dt (A) ≤ k.
To prove Lemma 3.6, we consider the schedule which corresponds to an antichain which
has minimal depth. We then conclude that it either should be witnessed by some R(A, t) or
that there is another antichain with even smaller depth, which contradicts the assumption.
The proof heavily relies on the intricacies of the definition of depth.

4

Result Types B and D: One Machine and Precedence Constraints

In this section we show that Algorithm 1 cannot be even slightly generalized further: if we
allow job-dependent deadlines or non-unit processing times, the problem becomes W[1]-hard
parameterized by k and cannot be solved in no(k/ log k) time unless the ETH fails.
Job-dependent deadlines. The fact that combining precedence constraints with jobdependent deadlines makes the problem W[1]-hard, is a direct consequence from the fact that
P
P
1|prec, pj = 1| j Uj is W[1]-hard, parameterized by n − j Uj = k where n is the number
of jobs [9]. It is important to notice that the notation of these problems implies that each job
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can have its own deadline. Hence, we conclude from this that 1|dj , prec, pj = 1|k-sched, Cmax
is W[1]-hard parameterized by k. This is a reduction√from k-Clique and therefore we get
a lower bound on algorithms for the problem of nΩ( k) . Based on the Exponential Time
Hypothesis, we now sharpen this lower bound with a reduction from 3-Coloring:
I Theorem 4.1. 1|dj , prec, pj = 1|k-sched, Cmax is W[1]-hard parameterized by k. Furthermore, there is no algorithm solving 1|dj , prec, pj = 1|k-sched, Cmax in 2o(n) time where n is
the number of jobs, assuming ETH.
Proof. The proof will be a reduction from 3-Coloring, for which no 2o(|V |+|E|) algorithm
exists under the Exponential Time Hypothesis [6, pages 471-473]. Let the graph G = (V, E)
be the instance of 3-Coloring with |V | = n0 and |E| = m0 . We then create the following
instance for 1|dj , prec, pj = 1|k-sched, Cmax .
For each vertex vi ∈ V , create 6 jobs:
vi1 , vi2 and vi3 with deadline dvi = i,
wi1 , wi2 and wi3 with deadline dwi = n0 + 2m0 + 1 − i,
add precedence constraints vi1 ≺ wi1 , vi2 ≺ wi2 and vi3 ≺ wi3 . These jobs represent which
color for each vertex will be chosen (if vi1 and wi1 are processed, vertex i gets color 1).
For each edge ej ∈ E, create 12 jobs:
13
21
23
31
32
0
e12
j , ej , ej , ej , ej and ej with deadline dej = n + j,
12
13
21
23
31
32
fj , fj , fj , fj , fj and fj with deadline dfj = n0 + m0 + 1 − j,
ab
add precedence constraints eab
j ≺ fj . These jobs represent what the colors of the
ab
endpoints of an edge will be. So if the jobs eab
j and fj are processed for e = {u, v}, then
vertex u has color a and vertex v has color b. Since the endpoints should have different
aa
colors, the jobs eaa
j and fj do not exist.
ab
b
ab
For each ej with e = {u, v} add the precedence constraints ua ≺ eab
j and v ≺ ej .
Set Cmax = k = 2n0 + 2m0 .
We now prove that the created instance is a yes instance if and only if the original
3-Coloring instance is a yes instance. Assume that there is a 3-coloring of the graph
G = (V, E). Then there is also a feasible schedule: For each vertex vi with color a, process
the jobs via and wia at their respective deadlines. For each edge ej = {u, v} with u colored a
ab
and v colored b, process the jobs eab
j and fj exactly at their respective deadlines. Notice
that because it is a 3-coloring, each edge has endpoints of different colors, so these jobs exist.
Also note that no two jobs were processed at the same time. Exactly 2n0 + 2m0 jobs were
processed before time 2n0 + 2m0 . Furthermore, no precedence constraints were violated.
For the other direction, assume that we have a feasible schedule in our created instance
of 1|dj , prec, pj = 1|k-sched, Cmax . Let Vi = {vi1 , vi2 , vi3 }, Wi = {wi1 , wi2 , wi3 }, and let Ej =
13 21 23 31 32
12
13
21
23
31
32
{e12
j , ej , ej , ej , ej , ej } and Fj = {fj , fj , fj , fj , fj , fj }. We show by induction on i
that out of each of the sets Vi , Wi , Ej and Fj , exactly one job was scheduled at its deadline.
Since we have a feasible schedule, at time 2m0 + 2n0 one of the jobs of W1 must be
scheduled, since they are the only jobs with a deadline greater than 2n + 2m − 1. However,
if w1a was scheduled at time 2m0 + 2n0 , then the job v1a must be processed at time 1 because
of precedence constraints and since its deadline is 1. Note, that no other jobs from V1 and
W1 can be processed, due to their deadlines and precedence constraints.
Now assume that all sets V1 , ..., Vi−1 , W1 , ..., Wi−1 have exactly one job scheduled at
their respective deadline, and no more can be processed. Since we have a feasible schedule,
one job should be scheduled at time 2n0 + 2m0 − (i − 1). However, since no more jobs
from W1 , ..., Wi−1 can be scheduled, the only possible jobs are from Wi since they are the
only other jobs with a deadline greater than 2n0 + 2m0 − i. However, if wia was scheduled at
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time 2n0 + 2m0 − (i − 1), then the job via must be processed at time i because of precedence
constraints, its deadline at i and because at times 1, ..., i − 1 other jobs had to be processed.
Also, no other job from Vi can be processed in the schedule, since they all have deadline i. As
a consequence, no other jobs from W1 can be processed, as they are restricted to precedence
constraints. So the statement holds for all set Vi and Wi . In the exact same way, one can
conclude the same about all sets Ej and Fj .
Because of this, we see that each job and each vertex have received a color from the
schedule. They must form a 3-coloring, because a job from Ej could only be processed if the
two endpoints got two different colors. Hence the 3-Coloring instance is a yes instance.
As k = 2n0 + 2m0 we therefore conclude there is no 2o(n) algorithm under the ETH. J
√

Note that this bound significantly improves the old lower bound of 2Ω( n) implied by the
the reduction from k-Clique reduction: Since k ≤ n, Theorem 4.1 implies that
I Corollary 4.2. Assuming ETH, there is no algorithm solving 1|dj , prec, pj = 1|k-sched, Cmax
in no(k/ log(k)) where n is the number of jobs.
Non-unit processing times. We show that having non-unit processing times combined with
precedence constraints make the problem W[1]-hard even on one machine. The proof of
Theorem 4.3 heavily builds on the reduction from k-Clique to k-Tasks On Time by Fellows
and McCartin [9].
I Theorem 4.3. 1|prec|k-sched, Cmax is W[1]-hard, parameterized by k.
Proof. The proof is a reduction from k-Clique. We start with G = (V, E), an instance of
k-Clique. For each vertex v ∈ V , create a job jv with pjv = 2. For each edge e ∈ E, create
a job je with pje = 1. Now for each edge (u, v), add the following two precedence relations:
ju ≺ je and jv ≺ je , so before one can process a job associated with an edge, both jobs
associated with the endpoints of that edge need to be finished. Now let k 0 = k + 12 k(k − 1)
and Cmax = 2k + 12 k(k − 1). We will now prove that 1|prec|k 0 -sched, Cmax is a yes instance
if and only of k-Clique is a yes instance.
Assume that the k-Clique instance is a yes instance, then process first the k jobs
associated with the vertices of the k-clique. Next process the 12 k(k − 1) jobs associated
with the edges of the k-clique. In total, k + 12 k(k − 1) = k 0 jobs are now processed with a
makespan of 2k + 12 k(k − 1). Hence, the instance of 1|prec|k 0 -sched, Cmax is a yes instance.
For the other direction, assume 1|prec|k 0 -sched, Cmax to be a yes instance, so we have
found a feasible schedule. For any feasible schedule, if one schedules l jobs associated with
vertices, then at most 12 l(l − 1) jobs associated with edges can be processed, because of
the precedence constraints. However, because k 0 = k + 12 k(k − 1) jobs were done in the
feasible schedule before Cmax = 2k + 12 k(k − 1), at most k jobs associated with vertices can
be processed, because they have processing time of size 2. Hence, we can conclude that
exactly k vertex-jobs and 12 k(k − 1) edge-jobs were processed. Hence, there were k vertices
J
connected through 21 k(k − 1) edges, which is a k-clique.
The proofs of Theorem 4.6 and Corollary 4.7 are reductions from Partitioned Subgraph
Isomorphism. Let P = (V 0 , E 0 ) be a “pattern” graph, G = (V, E) be a “target” graph,
and χ : V → V 0 a “coloring” of the vertices of G with elements from P . A χ-colorful
P -subgraph of G is a mapping ϕ : V 0 → V such that (1) for each {u, v} ∈ E 0 it holds that
{ϕ(u), ϕ(v)} ∈ E and (2) for each u ∈ V 0 it holds that χ(ϕ(u)) = u. If χ and G are clear
from the context they may be omitted in this definition.
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I Definition 4.4 (Partitioned Subgraph Isomorphism). Given graphs G = (V, E) and
P = (V 0 , E 0 ), χ : V → V 0 . Determine whether there is a χ-colorful P -subgraph of G.
I Theorem 4.5 (Marx [17]). Partitioned Subgraph Isomorphism cannot be solved in
0
0
no(|E |/ log |E |) time assuming the Exponential Time Hypothesis (ETH).
We will now reduce Partitioned Subgraph Isomorphism to 1|prec, rj |k-sched, Cmax .
I Theorem 4.6. 1|prec, rj |k-sched, Cmax cannot be solved in no(k/ log k) time assuming the
Exponential Time Hypothesis (ETH).
Proof. Let G = (V, E), P = (V 0 , E 0 ) and χ : V → V 0 . We will write V 0 = {1, . . . , s}. Define
for i = 0, . . . , s the following important time stamps:
ti :=

i
X

3s+1−j .

j=1

Construct the following jobs for the instance of the 1|prec, rj |k-sched, Cmax problem:
For i = 1, . . . , s:
For each vertex v ∈ V such that χ(v) = i, create a job jv with processing time
p(jv ) = 3s+1−i and release date ti−1 .
For each (v, w) ∈ E such that (χ(v), χ(w)) ∈ E 0 , create a job jv,w with p(jv,w ) = 1 and
release date ts . Add precedence constraints jv ≺ jv,w and jw ≺ jv,w .
Then ask whether there exists a solution to the scheduling problem for k = s + |E 0 | with
makespan Cmax ≤ ts + |E 0 |.
Let the Partitioned Subgraph Isomorphism instance be a yes-instance and let
ϕ : V (P ) → V (G) be a colorful P -subgraph. We claim the following schedule is feasible:
For i = 1, . . . , s:
Process jϕ(i) at its release date ti−1 .
Process for each (i, i0 ) ∈ E 0 the job jϕ(i),ϕ(i0 ) somewhere in the interval [ts , ts + |E 0 |].
Notice that all jobs are indeed processed after their release date and that in total there are
k = s + |E 0 | processed before Cmax ≤ ts + |E 0 |. Furthermore, all precedence constraints
are respected as any edge job is processed after both its predecessors. Also, the edge jobs
0
eϕ(i),ϕ(i ) must exist, as ϕ(P ) is a properly colored P -subgraph. Therefore, we can conclude
that indeed this schedule is feasible.
For the other direction, assume that there is a solution to the created instance of
1|prec, rj |k-sched, Cmax . Define Ji = {jv : χ(v) = i}. We will first prove that at most 1 job
from each set Ji can be processed in a feasible schedule. To do this, we first prove that
at most 1 job from each set Ji can be processed before ts . Any job in Ji has release date
Pi−1
Ps
ti−1 = j=1 3s+1−j . Therefore, there is only ts − ti−1 = j=i 3s+1−j time left to process
the jobs from Ji before time ts . However, the processing time of any job in Ji is 3s+1−i , and
Ps
since 2 · 3s+1−i > j=i 3s+1−j , at most 1 job from Ji can be processed before ts . Since all
jobs not in some Ji have their release date at ts , at most s jobs are processed at time ts .
Thus at time ts , there are |E 0 | time unit left to process |E 0 | jobs, because of the choice of k
and makespan. Hence the only way to get a feasible schedule is to process exactly one job
from each set Ji at its respective release date and process exactly |E 0 | edge jobs after ts .
Let v i be the vertex, such that jv was processed in the feasible schedule with color i.
We will show that ϕ : V (P ) → V (G), defined as ϕ(i) = v i , is a function such that ϕ(P ) is
a properly colored P -subgraph of G. Hence, we are left to prove that for each (i, i0 ) ∈ E 0 ,
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the edge (ϕ(i), ϕ(i0 )) ∈ E, i.e. that for each (i, i0 ) ∈ E 0 , the job jϕ(i),ϕ(i0 ) was processed.
Because only the vertex jobs jϕ(1) , jϕ(2) , . . . , jϕ(s) were processed, the precedence constraints
only allow for edge jobs jϕ(i),ϕ(i0 ) to be processed. We created edge job jv,w if and only if
(v, w) ∈ E and (χ(v), χ(w)) ∈ E 0 , hence the |E 0 | edge jobs have to be exactly the edge jobs
jϕ(i),ϕ(i0 ) for (i, i0 ) ∈ E 0 . Therefore, we proved indeed that ϕ(P ) is a colorful P -subgraph
of G.
Notice that k = s + |E 0 | ≤ 3|E 0 | as we may assume the number of vertices in P is at most
2|E 0 |. Hence the given bound follows.
J
I Corollary 4.7. 2|prec|k-sched, Cmax cannot be solved in no(k/ log k) time assuming the
Exponential Time Hypothesis (ETH).
Proof. We can use the same idea for the reduction from Partitioned Subgraph Isomorphism as in the proof of Theorem 4.6, except for the release dates, as they are not
allowed in this type of scheduling problem. To simulate the release dates, we use the second
machine as a release date machine, meaning that we will create a job for each upcoming
release date and will require these new jobs to be processed. More formally: For i = 1, . . . , s,
create a job jri with processing time 3s+1−i and precedence constraints jri ≺ j for any job
j that had release date ti in the original reduction. Furthermore let jri ≺ jri+1 . Then we
add |E 0 | jobs j 0 with processing time 1 and with precedence relations jrs ≺ j 0 . We then ask
whether there exists a feasible schedule with k = 2s + 2|E 0 | and with makespan ts + |E 0 |. All
newly added jobs are required in any feasible schedule and therefore, all other arguments
from the previous reduction also hold. Finally, note that k is again linear in |E 0 |.
J

5

Result Type G: k-scheduling without Precedence Constraints

The problem P |k-sched|Cmax , cannot be solved in 2o(k) time assuming the ETH by a reduction
to Subset Sum. We show that the problem is fixed-parameter tractable with a matching
run time in k, even in the case of unrelated machines, release dates and deadlines, denoted
by R|rj , dj , k-sched|Cmax .
I Theorem 5.1. R|rj , dj , k-sched|Cmax is fixed-parameter tractable in k and can be solved
in O∗ ((2e)k k O(log k) ) time.
Proof. We give an algorithm that solves any instance of R|rj , dj , k-sched|Cmax within
O∗ ((2e)k k O(log k) ) time. The algorithm is a randomized algorithm that can be de-randomized
using the color coding method, as described by Alon et al. [1]. The algorithm first (randomly)
picks a coloring c : {1, ..., n} → {1, ..., k}, so each job is given one of the k available colors.
We then compute whether there is a feasible colorful schedule, i.e. a feasible schedule that
processes exactly one job of each color. If this colorful schedule can be found, then it is
possible to schedule at least k jobs before Cmax .
Given a coloring c, we compute whether there exists a colorful schedule in the following
way. Define for 1 ≤ i ≤ m and X ⊆ {1, ..., k}:
Bi (X) =minimum makespan of all schedules on machine i processing |X| jobs,
each from a different color in X.
Clearly Bi (∅) = 0, and all values Bi (X) can be computed in O(2k n) time using the following:
I Lemma 5.2. Let min{∅} = ∞. Then
Bi (X) = min min {Cj = max{rj , Bi (X \ {l})} + pij : Cj ≤ dj }.
l∈X j:c(j)=l
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Proof. In a schedule on one machine with |X| jobs using all colors from X, one job should
be scheduled as last, defining the makespan. So for all possible jobs j, we compute what
the minimal end time would be if j was scheduled at the end of the schedule. This j cannot
start before its release date or before all other colors are scheduled.
J
Next, define for 1 ≤ i ≤ m and X ⊆ [k], Ai (X) to be 1 if Bi (X) ≤ Cmax , and to be 0
otherwise. So Ai (X) = 1 if and only if |X| jobs, each from a different color of X, can be
scheduled on machine i before Cmax . A colorful feasible schedule exists if and only if there is
some partition X1 , ..., Xm of {1, .., k} such that Πm
i=1 Ai (Xi ) = 1. The subset convolution of
P
two functions is defined as (Ai ∗ Ai0 )(X) = Y ⊆X Ai (Y )Ai0 (X \ Y ). Then Πm
i=1 Ai (Xi ) = 1
if and only if (A1 ∗ · · · ∗ Am )({1, ..., k}) > 0. The value of (A1 ∗ · · · ∗ Am )({1, ..., k}) > 0 can
be computed in 2k k O(1) time using fast subset convolution [3].
An overview of the randomized algorithm is given in Algorithm 2. If the k jobs that are
processed in an optimal solution are all in different colors, the algorithm outputs true. By
standard analysis, k jobs are all assigned different colors with probability at least 1/ek , and
thus ek independent trials to boost the error probability of the algorithm to at most 1/2.
Algorithm 2 Algorithm for solving R|rj , dj , k-sched|Cmax .
1
2
3
4
5
6
7
8

For a given coloring c:
foreach i = 1, ..., m do
foreach X ⊆ {1, .., k} in order of increasing size do
Compute Bi (X) using Lemma 5.2.
Set Ai (X) = 1 if Bi (X) ≤ Cmax , set Ai (X) = 0 otherwise.
Compute (A1 ∗ · · · ∗ Am )({1, ..., k}) using fast subset convolution [3].
if (A1 ∗ · · · ∗ Am )({1, ..., k}) > 0 then
return TRUE
By using the standard methods by Alon et al. [1], Algorithm 2 can be derandomized.

6

J

Concluding Remarks

We classify all studied variants of partial scheduling parameterized by the number of jobs to
be scheduled to be either in P, NP-complete and fixed-parameter tractable by k, or W[1]-hard
parameterized by k. Our main technical contribution is an O(8k k(|V | + |E|)) time algorithm
for P |rj , prec, pj = 1|k-sched, Cmax .
In a fine-grained sense, the cases we left open are cases 3-20 from Table 1. We believe
in fact algorithms in rows 5-6 and 10-20 are optimal: An no(k) time algorithm for any case
from result type [C] or [D] would imply either a 2o(n) time algorithm for Biclique or
an no(k) time algorithm for Partitioned Subgraph Isomorphism, which both would
be surprising. It would be interesting to see whether for any of the remaining cases with
precedence constraints and unit processing times a “sub-exponential” time algorithm exists.
A related case is P 3|prec, pj = 1|Cmax (where P 3 denotes three machines). It is a
famously hard open question (see e.g. [10]) whether this can be solved in polynomial time,
but maybe it is doable to try to solve this question in sub-exponential time, e.g. 2o(n) ?
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Abstract
In the Maximum Degree Contraction problem, input is a graph G on n vertices, and integers
k, d, and the objective is to check whether G can be transformed into a graph of maximum degree at
most d, using at most k edge contractions. A simple brute-force algorithm that checks all possible
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1

Introduction

For any graph class H, the H-Modification problem takes as input a graph G and an integer
k, and asks whether one can make at most k modifications in G such that the resulting graph
is in H. These types of modification problems are one of the central problems in graph theory
and have received a considerable attention in algorithm design. With appropriate choice
of H and allowed modification operations, H-Modification can encapsulate well studied
problems like Vertex Cover, Chordal Completion, Cluster Editing, Hadwinger
Number, etc. Some natural and well-studied graph modification operations are vertex
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deletion, edge deletion, edge addition, and edge contraction. The focus of the vast majority
of papers on graph modification problems has been to the first three operations. Consider
an example of H≤d -Modification problem where H≤d is the collection of all graphs that
has maximum degree at most d. If allowed modification operation is vertex deletion then we
know the problem as Bounded Degree Deletion (BDD) and if it is edge contraction
then as Maximum Degree Contraction (MDC). The complexity of BDD and several of
its variants has been extensively studied [7, 9, 10, 13, 15, 16, 18, 25, 31] whereas, to the best
of our knowledge, only [8] addressed MDC. In this article, we enhance our understanding of
the second problem and answer an open question stated in [8].
The contraction of edge uv in simple graph G deletes vertices u and v from G, and replaces
them by a new vertex, which is made adjacent to vertices that were adjacent to either u or v.
For a set of edges F in E(G), we denote the graph obtained from G by contracting all edges
in F by G/F . In the H-Contraction problem, an input is a graph G and an integer k,
and the aim is to decide whether there is a set F of at most k edges in G such that G/F
is in H. Early papers by Watanabe et al. [33, 34] and Asano and Hirata [6] showed that
H-Contraction is NP-Hard for simple graph classes like trees, paths, stars, etc. Brouwer
proved that it is NP-Hard even to decide whether a graph can be contracted to a path of length
four [11]. Note that this problem admits a simple polynomial time algorithm if we consider
any other modification operation. This has been a recurring theme in graph modification
problems. For the same target graph class, edge contraction problem tends to more difficult
than their counterparts where modification operation is vertex/edge addition/deletion. This
difficulty is evident even in the realm of the Parameterized Complexity and Exact Exponential
Algorithms.
In Parameterized Complexity, H-Contraction problems are studied with the number of
edges allowed to contract, k, as parameter. Heggernes et al. [24] proved that if H is the set of
acyclic graphs then H-Contraction is FPT but does not admit a polynomial kernel unless
NP ⊆ coNP/poly. The vertex deletion version of the problem, known as Feedback Vertex
Set, admits a polynomial kernel. Series of papers studied the parameterized complexity for
various graph classes like generalization and restrictions of trees [1, 3], cactus [26], bipartite
graphs [21, 23], planar graphs [20], grids [32], cliques [12], split graphs [4], chordal graphs [29],
bi-cliques [30], degree constrained graph classes [8, 19], etc. Krithika et al. [27] and Gunda
et al. [22] studied H-Contraction problems from the lenses of FPT approximation and
lossy kernelization. Agarwal et al. [2] broke the 2n -barrier for Path Contraction whereas
Fomin et al. [17] showed that brute-force algorithms for Hadwinger Number problem and
various other H-Contraction problem are optimal under ETH.
Belmonte et al. [8] studied the parameterized complexity of H-Contraction for three
different classes H: the class of graphs with maximum degree at most d, the class of d-regular
graphs, and the class of d-degenerate graphs. They classified the parameterized complexity
of all three problems with respect to the parameters k, d, and d + k. The first problem, also
known as MDC, is defined as follows.
Maximum Degree Contraction

Parameter: k + d

Input: Graph G, integers k, d
Question: Does there exist a subset F of E(G) of size at most k such that every vertex
in G/F has degree at most d?
The authors proved that MDC is FPT when parameterized by k + d, W[2]-Hard when
parameterized by k (even when restricted to split graphs), and para-NP-Hard when parameterized by d. Note that the problem is trivially solvable in polynomial time when d ≤ 1 and
NP-Hard for every constant d ≥ 2.
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Consider brute-force algorithm for MDC that given an instance (G, k, d), where graph G
has n vertices, enumerates all subsets of edges of size at most k in G and for each subset
contracts all edges in it to check whether the resulting graph has degree at most d. This
algorithm runs in time nO(k) . Our first results states that this algorithm is optimal, up to
constants in the exponents, under ETH.
I Theorem 1. Unless ETH fails, there is no algorithm that given any instance (G, k, d) of
Maximum Degree Contraction runs in time no(k) and correctly determines whether it
is a Yes instance.
Belmonte et al. [8] presented an FPT algorithm for MDC that runs in time (d + k)2k · nO(1) .
As for any non-trivial instance d + k is smaller than n, we can conclude that there is no
algorithm that given any instance (G, k, d) of MDC runs in time (d + k)o(k) · nO(1) and
correctly determines whether it is a Yes instance, unless ETH fails.
We remark that that the lower bound in Theorem 1 does not hold when d is a fixed
constant and not a part of input. Hence, it is possible that MDC admits an algorithm that
runs in time k o(k) · nO(1) for a constant value of d. Belmonte et al. [8] proved that MDC
problem admits linear vertex kernels on connected graphs when d = 2. This linear kernel
leads to an FPT algorithm1 running in time 2O(k) · nO(1) . This hints that it is possible to
design a better FPT algorithm for small values of d. Our second result shows that this is
indeed the case.
I Theorem 2. There is an algorithm that given an instance (G, k, d) of Maximum Degree
Contraction runs in time 2O(dk) · nO(1) and correctly determines whether it is a Yes
instance.
We note that the reduction used in [8] to prove that MDC is NP-Hard for any constant d ≥ 2
implies that there is no 2o(dk) algorithm for this problem.
Next, we look at the kernelization of MDC. Belmonte et al. [8] left it as an open question
to determine whether MDC admits a polynomial kernel when parameterized by k + d. Our
last result answers this question in negative.
I Theorem 3. Unless NP ⊆ coNP/poly, Maximum Degree Contraction, parameterized
by k + d, does not admit a polynomial compression.
It is known that the Bounded Degree Deletion problem admits a kernel with O(d3 k)
vertices [16]. Hence, H≤d -Modification is another example for which changing the modification operations from vertex deletion to edge contraction changes the compressibility
drastically.
Due to space constraints, we omit formal proofs of Theorem 1 and 3. These proofs can
be found in the full version of the paper. In Section 2, we present some preliminaries.
In Section 3, we give a reduction from (k × k)-Permutation Independent Set to MDC.
We present an FPT algorithm using universal sets and branching techniques in Section 4. In
Section 5, we present a sketch of reduction from Red Blue Dominating Set to MDC. We
conclude this article with an open question in Section 6.

2

Preliminaries

For a positive integer q, we denote set {1, 2, . . . , q} by [q].
1

The algorithm colors vertices in the reduced instance with two colors and contracts each connected
component in the colored subgraphs.
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Graph Theory. In this article, we consider simple graphs with a finite number of vertices. For
an undirected graph G, sets V (G) and E(G) denote its set of vertices and edges, respectively.
Unless otherwise specified, we use n to denote the number of vertices in the input graph G.
We denote an edge with two endpoints u, v as (u, v). Two vertices u, v in V (G) are adjacent
to each other if there is an edge (u, v) in E(G). The open neighborhood of a vertex v, denoted
by NG (v), is the set of vertices adjacent to v and its degree degG (v) is |NG (v)|. The closed
neighborhood of a vertex v, denoted by NG [v], is the set N (v) ∪ {v}. We omit the subscript
in the notation for neighborhood and degree if the graph under consideration is clear. For
S
a subset S of V (G), we define N [S] = v∈S N [v] and N (S) = N [S] \ S. For a subset F of
edges, a subset of vertices V (F ) denotes the collection of endpoints of edges in F . We say a
set of edges F spans a set of vertices S if S ⊆ V (F ). For a subset S of V (G), we denote the
graph obtained by deleting S from G by G − S and the subgraph of G induced on the set
S by G[S]. For two subsets S1 , S2 of V (G), edge set E(S1 , S2 ) denotes the edges with one
endpoint in S1 and another one in S2 . We say S1 , S2 are adjacent if E(S1 , S2 ) is non empty.
For an integer q, a q-coloring of graph G is a function φ : V (G) → [q]. A proper coloring of G
is a q-coloring φ of V (G) for some integer q such that for any edge (u, v), φ(u) 6= φ(v). There
is a proper coloring of the graph with ∆(G) + 1 many colors which can found in polynomial
time. A set of vertices S is said to be independent set if no two vertices in S are adjacent to
each other. A set of edges F is called matching if no two edges in F share an endpoint. A
graph is called connected if there is a path between every pair of distinct vertices. A subset
S of V (G) is said to be a connected set if G[S] is connected. A spanning tree of a connected
graph is its connected acyclic subgraph, which includes all the vertices of the graph.
Graph Contraction. The contraction of an edge uv in G deletes vertices u and v from
G, and adds a new vertex which is adjacent to vertices that were adjacent to either u or
v. This process does not introduce self-loops or parallel edges. The resulting graph is
denoted by G/e. For a graph G and edge e = uv, we formally define G/e in the following
way: V (G/e) = (V (G) ∪ {w})\{u, v} and E(G/e) = {xy | x, y ∈ V (G) \ {u, v}, xy ∈
E(G)} ∪ {wx| x ∈ NG (u) ∪ NG (v)}. Here, w is a new vertex. An edge contraction reduces
the number of vertices in a graph by exactly one. Several edges might disappear because of
one edge contraction. For a subset of edges F in G, graph G/F denotes the graph obtained
from G by contracting each connected component in the sub-graph G0 = (V (F ), F ) to a
vertex.
We now formally define a contraction of graph G to another graph H.
I Definition 4 (Graph Contraction). A graph G is said to be contractible to graph H if there
is a function ψ : V (G) → V (H) such that following properties hold.
1. For any vertex h in V (H), set W (h) := {v ∈ V (G) | ψ(v) = h} is not empty and graph
G[W (h)] is connected.
2. For any two vertices h, h0 in V (H), edge hh0 is present in H if and only if E(W (h), W (h0 ))
is not empty.
We say graph G is contractible to H via mapping ψ. For a vertex h in H, set W (h) is called
a witness set associated with or corresponding to h. We define the H-witness structure of
G, denoted by W, as a collection of all witness sets. Formally, W = {W (h) | h ∈ V (H)}. A
witness structure W is a partition of vertices in G. If a witness set contains more than one
vertex, then we call it big witness set, otherwise it is small witness set.
If graph G has a H-witness structure, then graph H can be obtained from G by a series of
edge contractions. For a fixed H-witness structure, let F be the union of spanning trees of all
witness sets. By convention, the spanning tree of a singleton set is the empty set. To obtain
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graph H from G, it is sufficient to contract edges in F . Hence, H = G/F . For a G/F -witness
structure W of G, there is a unique function ψ : V (G) → V (G/F ) corresponding to it. We
say graph G is k-contractible to H if the cardinality of F is at most k. In other words, H
can be obtained from G by at most k edge contractions.
Maximum Degree Contraction. In this subsection, we state an observation related to
MDC. We say a set of edges F is a solution to instance (G, k, d) if the number of edges in F
is at most k and the maximum degree of graph G/F is at most d. The number of edges that
we are allowed to contract, k, is also called solution size. The following observation specifies
how a solution behaves locally.
I Observation 5. Consider a Yes instance (G, k, d) of MDC and let v be a vertex of degree
at least d + 1 in G. Then, for any solution F to (G, k, d), there are at least two vertices in
N [v] that are in the same witness set in the G/F -witness structure of G.
Proof. Let G is contractible to a graph G/F , via mapping ψ. Assume, for the sake of
contradiction, that no two vertices in N [v] are in the same witness set. This implies
S
|N [v]| = |ψ(N [v])|, where ψ(NG [v]) = u∈NG [v] ψ(u). As ψ(NG [v]) ⊆ NG/F (ψ(v)) and
|N [v]| > d + 1, vertex ψ(v) is adjacent with d + 1 or more vertices in G/F . This contradicts
the fact that the maximum degree of vertices in G/F is at most d. Hence, our assumption
was wrong and there are at least two vertices in N [v] that are in some big-witness set in
G/F -witness structure of G.
J

3

A Lower Bound for the Algorithm

We present a reduction from (k × k)-Permutation Independent Set (PIS) problem to
Maximum Degree Contraction problem. In the (k × k)-PIS problem we are given a
graph H on a vertex set [k] × [k]. In other words, the vertex set is formed by a k × k table.
We denote vertices in the table by v[i, j] for 1 ≤ i, j ≤ k. The question is whether there exists
an independent set X in H that contains exactly one vertex from each row and each column
of the table. In other words, for every i, j ∈ [k] there is exactly one element of X that has i
on the first coordinate and j on the second coordinate. Note that without loss of generality
we may assume that each row and each column of the table forms an independent set.
Reduction. The reduction accepts an instance, say (H, k), of (k × k)-Permutation Independent Set as an input. Here, H is a graph with vertex set formed by a k × k table. The
reduction modifies a copy of the graph H in the following way.
It adds a vertex corresponding to each row in the table and makes it adjacent with all
vertices in that row. Let R = {r1 , r2 , . . . , rk } be the set of vertices corresponding to rows.
It adds a vertex corresponding to each column in the table and makes it adjacent with
all vertices in that column. Let C = {c1 , c2 , . . . , ck } be the set of vertices corresponding
to columns.
It adds set S = {s1 , s2 , . . . , sk } of k vertices. For every i in [k], it makes si adjacent with
every vertex in V (H) ∪ C and with ri .
For every vertex ri in R, it adds k 2 pendant vertices and makes them adjacent with ri .
For every vertex cj in C, it adds (k 2 − k + 1) pendant vertices and makes them adjacent
with cj .
See Figure 1 for an illustration. Let G be the graph obtained from a copy of graph H with
the above modifications. The algorithm returns (G, k, k 2 + k) as instance of MDC.
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Figure 1 Dotted (blue) lines and thin (green) lines show the adjacency of vertices in R and C,
respectively. Contracting the thick (red) edge (v[2, 3], s2 ) represents selecting vertex v[2, 3] into the
independent set. For the sake of clarity, we do not depict all edges present in the graph.

We present intuition of the proof of correctness. We describe how a solution, if it exists,
to (G, k, d) leads to a solution to (H, k). We hope that this will also provide some intuition as
to how a solution to (H, k) leads to a solution to (G, k, d). Note that S, C, R are independent
sets in G. Every vertex in R ∪ C ∪ S has degree d + 1 and every vertex in V (G) \ (R ∪ C ∪ S)
has degree strictly less than d. We first argue that any solution for (G, k, d) can only contain
edges in E(G) that have one endpoint in V (H) and another endpoint in S. Then, we
prove that for every i ∈ [k] a solution must pick an edge incident to some vertex in the ith
row and on si to reduce the degree of vertex ri . We prove a similar statement for every
column. Hence, for every i ∈ [k], a solution contains an edge of the form (v[i, j], si ) for
some j ∈ [k]. As there are at most k edges in a solution, every edge is of this form. For
i1 , i2 , j1 , j2 ∈ [k], let (v[i1 , j1 ], si1 ) and (v[i2 , j2 ], si2 ) be two edges in a solution. We argue
that if (v[i1 , j1 ], v[i2 , j2 ]) is an edge in G (and hence in H) then degrees of vertices obtained
by contracting (v[i1 , j1 ], si1 ) and (v[i2 , j2 ], si2 ) are more than d. As this is true for any two
arbitrary edges in the solution, their endpoints in V (H) form an independent set in H.
We present a formal proof of correctness of this reduction in the full version of the
paper. This reduction combined with the fact that unless ETH fails, (k × k)-Permutation
Independent Set can not be solved in time k o(k) [28] proves Theorem 1.

4

A Different FPT Algorithm

In this section, we present a different FPT algorithm for Maximum Degree Contraction.
We introduce a variation of the problem called Labeled-Maximum Degree Contraction
(Labeled-MDC). We present an FPT algorithm for Labeled-MDC and use it as a
subroutine to present an FPT algorithm for MDC.
Informally, an instance of Labeled-MDC is an instance of MDC along with a labeling
of vertices in the graph. Every vertex has a red or blue label. We are only interest in a
solution that satisfies the following properties: (1) every edge has red labelled endpoints,
and (2) for any red-labelled maximal connected component, a solution either spans none or
all the vertices in that component. We remark that because of the second condition, this
problem is not a restricted version of MDC. We formally define Labeled-MDC as follows.
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Parameter: k + d

Input: Graph G, a partition Vr , Vb of V (G), and integers k, d
Question: Does there exist a subset F of E(G) of size at most k such that (a) every
vertex in G/F has degree at most d; (b) V (F ) ⊆ Vr ; and (c) for a connected component
C of G[Vr ], if C ∩ V (F ) 6= ∅ then C ⊆ V (F ).
We say a set of edges F is a solution to instance (G, (Vr , Vb ), k, d) if the number of edges
in F is at most k, the maximum degree of graph G/F is at most d, V (F ) ⊆ Vr and for a
connected component C of G[Vr ], if C ∩ V (F ) 6= ∅ then C ⊆ V (F ).
It is easy to see that if (G, (Vr , Vb ), k, d) is a Yes instance of Labeled-MDC then
(G, k, d) is a Yes instance of MDC. Let U be the family of all subsets of V (G). If (G, k, d) is
a Yes instance of MDC then (G, (Vr , V (G) \ Vr ), k, d) is a Yes instance of Labeled-MDC
for some set Vr in U. We use universal sets to construct a ‘small’ family of subsets of V (G)
that suffices for our purpose. We assume that there is a unique integer in [n] for every vertex
in V (G). We use a subset of [n] and a corresponding subset of V (G) interchangeably.
I Definition 6 (Universal Sets). An (n, l)-universal set is a family U of subsets of [n] such
that for any S ⊆ [n] of size l, the family {A ∩ S | A ∈ U} contains all subsets of S.
I Proposition 7 ([5]). For any n, l ≥ 1 one can construct an (n, l)-universal set of size
2O(l) · log(n) in time 2O(l) · n log(n).
In the following lemma, we argue that an FPT algorithm for Labeled-MDC leads to an
FPT algorithm for MDC.
I Lemma 8. Suppose there is an algorithm that given an instance (G, (Vr , Vb ), k, d) of
Labeled-MDC runs in time f (k, d) · nO(1) and correctly determines whether it is a Yes
instance. Then, there is an algorithm that given an instance (G, k, d) of MDC runs in time
2O(dk) · f (k, d) · nO(1) and correctly determines whether it is a Yes instance.
Proof. Let A be an algorithm that given an instance (G, (Vr , Vb ), k, d) of Labeled-MDC
runs in time f (k, d) · nO(1) and correctly determines whether it is a Yes instance. We first
describe an algorithm for MDC that uses A as a subroutine. For the input (G, k, d), the
algorithm constructs a (U, 2k + kd)-universal family U using Proposition 7. For every set Vr
in U, the algorithm runs Algorithm A with input (G, (Vr , V (G) \ Vr ), k, d). The algorithm
returns Yes if Algorithm A returns Yes for one of these inputs otherwise it returns No.
This completes the description of the algorithm. The running time of the algorithm follows
from the description and Proposition 7. In the remaining proof, we argue the correctness
of the algorithm. More precisely, we prove that (G, k, d) is a Yes instance of MDC if and
only if there is a subset Vr in U such that (G, (Vr , V (G) \ Vr ), k, d) is a Yes instance of
Labeled-MDC.
Suppose that (G, k, d) is a Yes instance of MDC and let F be a solution to it. Note
that |V (F )| ≤ 2k. We first argue that the number of vertices in N (V (F )) is at most kd.
Let W be the G/F -witness structure of G and ψ : V (G) → V (G/F ) be the corresponding
function. Consider an arbitrary vertex v in N (V (F )). As v is not in V (F ), ψ(v) corresponds
to a small witness set in W. As v is in N (V (F )), ψ(v) is adjacent to a vertex in G/F that
corresponds to a big witness set in W. As |F | ≤ k, there are at most k big witness sets in
W. Since the maximum degree of G/F is at most d, there are at most kd small witness
sets in W that are adjacent with some big witness set. Hence, there are at most kd vertices
in N (V (F )). As U is a (n, 2k + dk)-universal set and |N [V (F )]| ≤ 2k + dk, there exists a
set A in U such that the family {A ∩ N [V (F )] | A ∈ U} contains all subsets of N [V (F )].
This implies, there exists a set, say Vr , such that Vr ∩ N [V (F )] = V (F ). We argued that
(G, (Vr , V (G) \ Vr ), k, d) is a Yes instance of Labeled-MDC.
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Note that G/F has maximum degree at most d and V (F ) ⊆ Vr . We need to prove that
for a connected component C of G[Vr ] if C ∩ V (F ) 6= ∅ then C ⊆ V (F ). Assume that there
exits a connected component C of G[Vr ] such that C ∩ V (F ) 6= ∅ and C \ V (F ) 6= ∅. As C is a
connected component and C ∩ V (F ) 6= ∅, there exists a vertex v in C \ V (F ) that is adjacent
with some vertex in V (F ). Hence, there is a vertex in N (V (F ))∩Vr . This contradicts the fact
that Vr ∩ N [V (F )] = V (F ). Hence, our assumption is wrong and C \ V (F ) is an empty set.
This implies (G, (Vr , V (G) \ Vr ), k, d) is a Yes instance of Labeled-MDC. As mentioned
before, it is easy to see that if (G, (Vr , Vb ), k, d) is a Yes instance of Labeled-MDC then
(G, k, d) is a Yes instance of MDC. This concludes the proof of the lemma.
J
In the remaining section, we present a recursive algorithm for Labeled-MDC. We start
with the following simple reduction rules.
I Reduction Rule 9. For an instance (G, (Vr , Vb ), k, d), if the maximum degree of vertices
in G is at most d and k ≥ 0 then return a Yes instance.
It is easy to see that the first reduction rule is safe. Recall that a set of edges F is
called solution to (G, (Vr , Vb ), k, d) if the number of edges in F is at most k, the maximum
degree of graph G/F is at most d, V (F ) ⊆ Vr , and for a connected component C of G[Vr ],
if C ∩ V (F ) 6= ∅ then C ⊆ V (F ). Consider a connected component C of G[Vr ]. If |C| = 1
then no solution edge can be incident to it. Also, if |C| ≥ 2k + 1 then because of the last
property and the fact that |V (F )| ≤ 2k, no solution edge can be incident to vertices in C.
These simple observations prove that the following reduction rule is safe.
I Reduction Rule 10. For an instance (G, (Vr , Vb ), k, d), if there is a connected component,
say C, of G[Vr ] such that |C| = 1 or |C| ≥ 2k + 1 then move C from Vr to Vb i.e. return
instance (G, (Vr \ C, Vb ∪ C), k, d).
By Observation 5, vertex v in Vb can be adjacent to at most d + k vertices in Vr . The
following reduction rule ensures that the neighbors of v in Vr are not spread across many
connected components.
I Reduction Rule 11. For an instance (G, (Vr , Vb ), k, d), if there exists a vertex, say v, in
Vb for which NG (v) intersects with d + 1 different connected components of G[Vr ] then return
a No instance.
I Lemma 12. Reduction Rule 11 is safe.
Proof. Assume that (G, (Vr , Vb ), k, d) is a Yes instance. Let F be its solution and it contracts
G to G/F via mapping ψ. Suppose C1 , C2 , . . . , Cd+1 are connected components of G[Vr ]
such that Ci ∩ N (v) 6= ∅ for i ∈ [d + 1]. For every i, consider a vertex, say ui , in Ci ∩ N (v).
S
Let U = {u1 , u2 , . . . , ud+1 }. Define ψ(U ) = u∈U ψ(u). For i, j ∈ [d + 1], i =
6 j implies
ψ(ui ) 6= ψ(uj ) as Ci and Cj are two different connected components of G[Vr ] and V (F ) ⊆ Vr .
This implies |ψ(U )| = |U | = d + 1. As V (F ) ⊆ Vr and v ∈ Vb , F does not contain an
edge incident on v. Hence, ψ(v) 6= ψ(ui ) for any i ∈ [d + 1]. As ψ(U ) ⊆ NG/F (ψ(v)) and
|ψ(U )| ≥ d + 1, vertex ψ(v) is adjacent with d + 1 or more vertices in G/F . This contradicts
the fact that the maximum degree of vertices in G/F is at most d. Hence, our assumption
was wrong and (G, (Vr , Vb ), k, d) is a No instance.
J
The algorithm exhaustively applies the reduction rules mentioned above. On a reduced
instance, the algorithm creates multiple instances using the following subroutine. For an
instance (G, (Vr , Vb ), k, d), a subset R of Vr , and a (d + 1)-coloring of R, the subroutine
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creates a new instance by contracting each colored component of R into a single vertex, and
(re-)label it blue. We need the notion of ‘valid coloring’ to filter out colorings that will not
produce a ‘smaller’ instance. For graph H, a vertex coloring φ : V (H) → [d + 1] is said to be
a valid coloring if every monochromatic connected component is of size at least two. We now
describe the subroutine.
Subroutine Colorwise-Contraction. This subroutine takes as an input an instance
(G, (Vr , Vb ), k, d) of Labeled-MDC, a non-empty subset R of Vr , and a valid coloring
φ of G[R]. It returns another instance of Labeled-MDC. It initializes G0 = G, Vr0 = Vr ,
Vb0 = Vb , and k 0 = k. For a monochromatic connected component C of G[R], the subroutine
finds a spanning tree of G[C] and contracts all edges in it. Let vC be the vertex obtained
at the end of this series of edge contractions. It updates Vr0 = Vr \ C, Vb0 = Vb ∪ {vC }
and reduces k by |C| − 1. The subroutine repeats this procedure for every monochromatic
connected component of G[R]. It returns (G0 , (Vr0 , Vb0 ), k 0 , d) as instance of Labeled-MDC.
This completes the description of the subroutine.
It is easy to verify that (Vr0 , Vb0 ) is a partition of V (G0 ). As φ is a valid coloring of G[R], a
union of spanning trees of all monochromatic connected components of G[R] contains at least
|R|/2 edges. Hence, the subroutine contracts at least |R|/2 edges. This small observation
will be helpful to get a bound on the running time of the algorithm.
I Remark 13. k 0 ≤ k − |R|/2.
Let CC[(G, (Vr , Vb ), k, d); R; φ] denote the instance returned by the subroutine when the
input is (G, (Vr , Vb ), k, d), R, and φ. In the following lemma, we prove if the original instance
is a Yes instance than at least one of the reduced instances is a Yes instance.
I Lemma 14. Consider a Yes instance (G, (Vr , Vb ), k, d) of Labeled-MDC. Let R be a
union of some connected components of G[Vr ]. Suppose there is solution F to (G, (Vr , Vb ), k, d)
such that R ⊆ V (F ). Then, there is a valid coloring φ : R → [d + 1] of G[R] for which
CC[(G, (Vr , Vb ), k, d); R; φ] is a Yes instance.
Proof. Let H = G/F . Consider the H-witness structure W of G and let G be contracted
to H via ψ. Define a subset WR of W as the collection of witness sets that intersects R.
Formally, WR = {W ∈ W | W ∩ R 6= ∅}. Let WR = {W1 , W2 , . . . , Wq }. For every i ∈ [q], let
hi be the vertex corresponding to Wi . In other words, Wi = {v ∈ V (G) | ψ(v) = hi }. Let
RH = {h1 , h2 , . . . , hq }.
Let F1 be the collection of edges in F that are incident to some vertex in R. Hence,
R ⊆ V (F1 ). As R is a union of connected components in G[Vr ] and V (F1 ) ⊆ V (F ) ⊆ Vr ,
S
we can conclude that R = V (F1 ) = i∈[q] Wi . Hence, {W1 , W2 , . . . , Wq } is a partition of R.
As there is a solution edge incident to every vertex in R, every witness set in WR is a big
witness set. This implies for every i ∈ [q], there is a subset Fi of F such that Wi = V (Fi ). As
the maximum degree of vertices in graph H is at most d, there is a proper (d + 1)-coloring,
say γ, of H. For i, j ∈ [q], if (hi , hj ) is an edge in H then γ(hi ) 6= γ(hj ). Define a coloring
φ : R → [d + 1] as follows. For v ∈ R, φ(v) = γ(hi ) where v ∈ Wi . As {W1 , W2 , . . . , Wq } is a
partition of R, function φ is well defined. Since Wi is a big witness set, φ is a valid coloring.
By the construction of φ, any witness set in W is monochromatic. Since γ is a proper
coloring of H, any two witness sets adjacent to each other have distinct colors. Hence, every
witness set in WR is a monochromatic connected component of coloring φ. As algorithm
constructs every valid coloring of R, it also consider this coloring and create instance
(G0 , (Vr0 , Vb0 ), k 0 , d) = CC[(G, (Vr , Vb ), k, d), R; φ]. For every i ∈ [q], let Fi◦ be edges in a
S
spanning tree of G[Wi ]. Define F ◦ = i∈[q] Fi◦ . As Wi = V (Fi ), graphs G/F1 and G/F ◦ are
identical. Also, |Fi◦ | ≤ |Fi | which implies |F ◦ | ≤ |F1 |. Define F ? = (F \ F1 ) ∪ F ◦ . It is easy
to verify that F ? is also a solution to (G, (Vr , Vb ), k, d).
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We now argue that F ? \ F ◦ is a solution to (G0 , (Vr0 , Vb0 ), k 0 , d). By the description of the
algorithm, k 0 = k−|F ◦ |. As |F ? | ≤ |F | ≤ k and F ◦ ⊆ F ? , we have |F ? \F ◦ | ≤ |F ? |−|F ◦ | ≤ k 0 .
Note that G/F ? = (G/F ◦ )/(F ? \ F ◦ ) = G0 /(F ? \ F ◦ ) as G0 = G/F ◦ . This implies the
maximum degree of G0 /(F ? \ F ◦ ) is at most d. The only thing that remains to argue is that
V (F ? \ F ◦ ) is contained in Vr0 . By construction, F \ F1 = F ? \ F ◦ . As F1 is the set of edges
in F that were incident to R, we can conclude that no edge in F ? \ F ◦ is incident to R.
Recall that Vr0 = Vr \ R. Hence, V (F ? \ F ◦ ) ⊆ Vr0 . This implies that F ? \ F ◦ is a solution to
(G0 , (Vr0 , Vb ), k 0 , d) and concludes the proof of the lemma.
J
In the above lemma, instead of considering any arbitrary subset Vr we only consider a
subset that is the union of one or more connected components of G[Vr ]. This suffices for our
purpose as the algorithm calls the subroutine only on such subsets of Vr . Also, note that we
do not need to know the solution F explicitly to apply the above lemma. It suffices to know
that such a solution exists. We are now able to present an algorithm for Labeled-MDC
Algorithm for Labeled-MDC. The algorithm takes as input an instance (G, (Vr , Vb ), k, d)
of Labeled-MDC and returns Yes or No. If k < 0 then the algorithm returns No. If
k = 0 then it finds the maximum degree of G. If it is at most d then the algorithm returns
Yes otherwise it returns No. The algorithm exhaustively applies Reduction Rules 9, 10, and
11. If the reduced instance is a trivial Yes (resp. No) instance then the algorithm returns
Yes (resp. No). Otherwise, it creates multiple instances and makes recursive calls on these
instances. The algorithm returns Yes if one of the recursive calls returns Yes, otherwise; it
returns No.
We now describe the procedure used by the algorithm to create new instances. Let
(G, (Vr , Vb ), k, d) be the instance on which reduction rules are not applicable. The algorithm
finds a vertex, say v, in G such that degG (v) ≥ d + 1. It considers the following two cases.
1. (Vertex v is in Vr ) Let R be the connected component of G[Vr ] that contains v. The
algorithm constructs all valid colorings φ : R → [d + 1] of G[R]. For each coloring, the
algorithm calls subroutine Colorwise-Contraction with input (G, (Vr , Vb ), k, d), R, and
φ. The algorithm calls itself with the instances returned by this subroutine as the input.
2. (Vertex v is in Vb ) Let C1 , C2 , . . . , Cq be the connected components of G[Vr ] such that
S
N (v) ∩ Ci 6= ∅ for every i ∈ [q]. For a non-empty subset I ⊆ [q], define RI := i∈I Ci . For
every non-empty subset I ⊆ [q], the algorithm proceeds as follows. If |RI | ≥ 2k + 1, the
algorithm discards this choice of I and moves to the next one. Otherwise, the algorithm
constructs all valid coloring φ : RI → [d + 1] of G[RI ]. For each coloring, the algorithm
calls subroutine Colorwise-Contraction with input (G, (Vr , Vb ), k, d), RI , and φ. The
algorithm calls itself with the instance returned by this subroutine as input.
This completes the description of the algorithm.
In the following lemma, we prove that the algorithm described above is correct and runs
in the desired time.
I Lemma 15. There is an algorithm that given an instance (G, (Vr , Vb ), k, d) of LabeledMDC runs in time 2(d+2)k · (d + 1)2k · nO(1) and correctly determines whether it is a Yes
instance.
Proof. We argue that the algorithm described above solves Labeled-MDC in the desired
time. We prove this lemma by the induction over the solution size k.
Consider the base case when the solution size is zero. Here, the algorithm finds a maximum
degree of the graph and depending on its value returns Yes or No. It is easy to see that
the lemma holds in this case. Assume that the lemma is true when the solution size is at
most k − 1.
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We first prove that given a Yes instance the algorithm returns Yes. Suppose
(G, (Vr , Vb ), k, d) is a Yes instance of Labeled-MDC and let F be its solution. Note
that this implies that F is a solution to (G, k, d). If the algorithm returned Yes because
Reduction Rule 9 returned a Yes instance then the lemma is vacuously true. By Lemma 12,
Reduction Rule 11 is not applicable on the input. Consider the instance obtained by the
exhaustive application Reduction Rules 9 and 10 on the input instance. For notational
convenience, we denote this reduced instance by (G, (Vr , Vb ), k, d). As Reduction Rule 9 is
not applicable, there is a vertex in G that has degree at least d + 1. Let v be the vertex of
degree at least d + 1 found by the algorithm. By Observation 5, V (F ) intersects with N [v].
Consider the case when v is in Vr and let R be the connected component of G[Vr ] that
contains v. Since V (F ) ⊆ Vr , we have R ∩ V (F ) 6= ∅. As F is a solution to (G, (Vr , Vb ), k, d),
R ∩ V (F ) 6= ∅ implies R ⊆ V (F ). Instance (G, (Vr , Vb ), k, d), subset R of Vr , and solution F
satisfies the premise of Lemma 14. Hence, there is a valid coloring φ : R → [d + 1] of G[R]
such that CC[(G, (Vr , Vb ), k, d), R; φ] is a Yes instance. As R =
6 ∅, Remark 13 implies that
k 0 < k. By the induction hypothesis, the algorithm correctly returns Yes when the input
is (G0 , (Vr0 , Vb0 ), k 0 , d). As one of the recursive calls returns Yes, the algorithm returns Yes
when the input is (G, (Vr , Vb ), k, d) and v is in Vr .
Consider the case when v is in Vb . Let C1 , C2 , . . . , Cq be the connected components of G[Vr ]
such that N (v) ∩ Ci 6= ∅ for every i ∈ [q]. Recall that for a non-empty subset I ⊆ [q], RI =
S
0
i∈I Ci . As V (F ) intersects N [v] and V (F ) ⊆ Vr , there exists a non-empty subset I ⊆ [q]
such that for i ∈ [q], Ci ∩N (v) 6= ∅ if and only if i ∈ I 0 . As F is a solution to (G, (Vr , Vb ), k, d),
Ci ∩ V (F ) 6= ∅ implies Ci ⊆ V (F ). Hence, RI 0 ⊆ V (F ). As |V (F )| ≤ 2k, |RI 0 | ≤ 2k. For
every non-empty subset I ⊆ [q] for which |RI | ≤ 2k, the algorithm constructs all valid coloring
φ : RI → [d + 1] of G[RI ] and calls Colorwise-Contraction. Instance (G, (Vr , Vb ), k, d),
subset RI 0 of Vr , and solution F satisfies the premise of Lemma 14. Hence, there is a valid
coloring φ : RI 0 → [d+1] of G[RI 0 ] such that (G0 , (Vr0 , Vb0 ), k 0 , d) = CC[(G, (Vr , Vb ), k, d), RI 0 , φ]
is a Yes instance. As R =
6 ∅, Remark 13 implies that k 0 < k. By the induction hypothesis,
the algorithm correctly returns Yes when the input is (G0 , (Vr0 , Vb0 ), k 0 , d). As one of the
recursive calls returns Yes, the algorithm returns Yes when the input is (G, (Vr , Vb ), k, d)
and v is in Vb . This implies that if (G, (Vr , Vb ), k, d) is a Yes instance then the algorithm
returns Yes.
We now prove that if the algorithm returns Yes on instance (G, (Vr , Vb ), k, d) then it is a
Yes instance of Labeled-MDC. If the algorithm returned Yes because Reduction Rule 9
returned a Yes instance then the lemma is vacuously true. Otherwise, there is a newly
created instance, say (G0 , (Vr0 , Vb0 ), k 0 , d), on which the recursive call of the algorithm returned
Yes. Let R be the subset of Vr and φ be its valid coloring such that Colorwise-Contraction
returned this instance when input was (G, (Vr , Vb ), k, d), R, and φ. Let F ◦ be the edges
in G contracted by the subroutine to contract G0 . In other words, F ◦ is a collection of
spanning trees of connected monochromatic components of G[R]. Note that |F ◦ | = k − k 0 .
The algorithm calls Colorwise-Contraction only on non-empty subsets R. Hence, by
Remark 13, k 0 < k. By the induction hypothesis, (G0 , (Vr0 , Vb0 ), k 0 , d) is a Yes instance of
Labeled-MDC. It is easy to see that if F 0 is a solution to (G0 , (Vr0 , Vb0 ), k 0 , d) then F 0 ∪ F ◦ is
a solution to (G, (Vr , Vb ), k, d). This concludes the proof of the correctness of the algorithm.
We now bound the running time of the algorithm. The algorithm can apply all the
reduction rules in polynomial time. It creates new instances only when none of the reduction
rules are applicable. As Reduction Rules 10 is not applicable, any connected component of
G[Vr ] has at least two and at most 2k vertices. In Case (1), the algorithm creates at most
(d + 1)|R| many instances. By Remark 13 and the induction hypothesis, the time taken by
the algorithm in this case is
(d + 1)|R| · 2(d+2)(k−|R|/2) · (d + 1)2(k−|R|/2) · nO(1) ≤ 2(d+2)k · (d + 1)2k · nO(1) .
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As Reduction Rule 11 is not applicable, for any vertex v in Vb , there are at most d
connected components of G[Vr ] that intersects N (v). In Case (2), the algorithm constructs
all valid partitions of RI only when |RI | ≤ 2k. Hence, in this case, the algorithm creates
2d · (d + 1)|R| many instances. By Remark 13 and the induction hypothesis, the time taken
by the algorithm in this case is
2d · (d + 1)|R| · 2(d+2)(k−|R|/2) · (d + 1)2(k−|R|/2) · nO(1) ≤ 2(d+2)k · (d + 1)2k · nO(1) .
As |R| ≥ 2, we have 2d · 2(d+2)(−|R|/2) ≤ 1. This completes the proof of the lemma.

J

The correctness of Theorem 2 immediately follows from Lemma 8 and Lemma 15.

5

No Polynomial Kernel

In this section, we present a sketch of a reduction from Red Blue Dominating Set
(RBDS). In this problem, an input is comprised of a bipartite graph H with a bipartition
(R, B) of V (H), and a positive integer l. The question is, does there exist a subset R0 of R
of size at most l such that N (R0 ) = B?
In this problem, an input comprises a bipartite graph H with a bipartition (R, B) of
V (H), and a positive integer l. The question is, does there exist a subset R0 of R of size at
most l such that N (R0 ) = B? Without loss of generality, we can assume that l + 3 < |B|
and no vertex in R is adjacent to all but one vertices in B. We know the following result
about the compression of the problem. See, for example, Theorem 15.18 in [14].
I Proposition 16. Unless NP ⊆ coNP/poly, RBDS, parameterized by |B|, does not admit a
polynomial compression.
If |R| > 2|B| then there are at least two different vertices, say r1 , r2 such that N (r1 ) =
N (r2 ). It is easy to see that it is safe to delete one of these two vertices. In this case, we
can ensure, in polynomial time, that |R| ≤ 2|B| by repeating the above process. This implies
log2 |R| ≤ |B|. Hence, we get the following corollary of Proposition 16.
I Corollary 17. Unless NP ⊆ coNP/poly, RBDS, parameterized by |B| + log2 |R|, does not
admit a polynomial compression.
For the sake of clarity, we use both |B| and log2 |R| as parameters instead of replacing
log2 |R| by the larger parameter |B|. For notational convenience, we assume that log2 |R| is
an integer. If this is not the case, one can add some isolated vertices in R to ensure that
log2 |R| is an integer. This results in at most doubling of the number of vertices in it.
We first present an overview of the reduction. Consider an instance (H, R, B, l) of RBDS.
See Figure 2 for an illustration. The reduction makes a copy of R and two copies of B, say
B 1 , B 2 . For every vertex b in B, we denote its two copies in B 1 , B 2 by b1 , b2 , respectively.
For every edge (r, b), the reduction adds edges (r, b1 ) and (r, b2 ). It adds two independent
sets U 1 , U 2 . For every vertex u ∈ U 1 ∪ U 2 , it adds some pendent vertices adjacent to it. The
reduction adds all edges to make a complete bipartite graph with (B 1 , U 1 ) as its bipartition.
Similarly, it adds all edges to make a complete bipartite graph with (B 2 , U 2 ) as its bipartition.
For every vertex b in B, it adds a set of independent vertices Xb . For every x in Xb , it
adds some pendent vertices adjacent to it and adds edges (b1 , x), (b2 , x). We briefly present
an intuition behind the construction before presenting the last step. Let G be the graph
constructed so far and k, d be two integers whose values depend only on |B|, log2 |R|. Suppose
the reduction returns (G, k, d) as an instance of MDC.
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Figure 2 (Left) Overview of the reduction. The doted lines indicate that there is a complete
bipartite graph cross two sets. (Right) The operation of replacing edges incident to vertex in B by a
tree rooted at that vertex.

We set the value of d and the number of pendant vertices such that it is ensured that the
only vertices in U 1 ∪ U 2 ∪ Xb have degree more than d in G. We fix k and the sizes of sets
U 1 , U 2 , Xb to ensure that any solution for the reduced instance of MDC satisfy the following
properties.
1. It does not include an edge with one of its endpoints in B 1 ∪ B 2 and another in U 1 ∪ U 2 .
2. For any b in B, it does not include an edge with one of its endpoints in {b1 , b2 } and
another in Xb .
3. It spans all vertices in B 1 ∪ B 2 . In other words, B 1 ∪ B 2 ⊆ V (F ).
4. There are at most l witness sets in the G/F -witness structure of G that contain vertices
in B 1 (similarly in B 2 ).
5. For every b in B, F includes b1 , b2 in the same witness set.
Property (4) ensures that the degree constraints for the vertices in U 1 (similarly in U 2 )
are satisfied. Property (5) ensures that for every b in B, the degree constraints for the
vertices in Xb are satisfied. Because of Property (1) and (2), only the vertices in R can make
a witness set connected. Hence, each witness set should contain at least one vertex from R.
We set the budget k such that each witness set contains exactly one vertex from R. To prove
connectivity to witness set, this vertex needs to be adjacent to all vertices in that witness
set. Hence, the set of endpoints of edges in a solution to (G, k, d) contains at most l vertices
in R that dominates B. This naturally leads to a solution to (H.R, B, l).
We now present the last step in the construction. The degree of the vertices formed by
contracting a witness set can be larger than d. To avoid this, we replace star centered at b
and whose leaves are in R by a binary tree rooted at that vertex. We ensure that for every
edge incident b, there is a unique root-to-leaf path in the binary tree rooted at b and vice
versa.
We present a formal reduction and its proof of correctness in the full version of the paper.
This reduction combined with the fact that unless NP ⊆ coNP/poly, RBDS, parameterized
by |B|, does not admit a polynomial compression leads to a proof of Theorem 3.
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6

Conclusion

In this article, we studied Maximum Degree Contraction problem. We prove that a
simple brute force algorithm for this problem is optimal under ETH. This lower bound also
implies that the known FPT algorithm with running time (d + k)k · nO(1) is also optimal under
the same hypothesis. We compliment this result by presenting another FPT algorithm with
running time 2O(dk) · nO(1) . While these two FPT algorithms are incomparable, our algorithm
runs faster for smaller values of d, for which the problem still remains NP-Hard. We also
prove that unless NP ⊆ coNP/poly, the problem does not admit a polynomial compression
when parameterized by k + d.
Most of the H-Contraction problems do not admit a polynomial kernel under the
same complexity conjecture. For some graph classes like trees, cactus, cliques, splits graphs,
such negative results have been complimented by establishing a lossy kernel of polynomial
size for these problems. There are also examples like Chordal Contraction, s-Club
Contraction (for s ≥ 2) for which we know that lossy kernel of polynomial size do not
exist. We conclude this article with following open question: Does Maximum Degree
Contraction admit a lossy kernel of polynomial size?
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1

Introduction

A treedepth decomposition T of an connected, undirected graph G = (V, E) is a rooted
tree such that G is a subgraph of the closure of T . Such a decomposition can be obtained
iteratively by taking a vertex v ∈ V as root of T . Its children are then the decompositions of
the connected components of G[V \ {v}]. Our heuristic iteratively removes vertices or sets of
vertices to obtain a treedepth decomposition in this top-down fashion. Different strategies
for choosing these vertices are used and the best solution over all these strategies is presented
as output.

2

Score-Based Strategies

Our first two strategies are based on score function on the vertices, i. e., we iteratively choose
a vertex with the best score, remove it from G, insert it in T , and update the scores of the
other vertices. We use the following two score functions:
© Max Bannach, Sebastian Berndt, Martin Schuster, and Marcel Wienöbst;
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Degree-Score:
Fill-In-Score:

scored (v) = |N (v)|;
scorefi (v) = |{ {x, y} | x, y ∈ N (v) ∧ x 6= y ∧ {x, y} 6∈ E }|.

A naive way of implementing a score-based strategy is to recursively take the best vertex,
remove it from the graph, and recompute the connected components. However, in this way,
computing the connected components alone would require time O(|V | · |E|). For larger
graphs, such a non-linear running time is not acceptable.
Instead of modifying the graph, we use the score functions to compute an elimination
ordering π = (v1 , v2 , . . . , vn ) of G, that is, a permutation of the vertices such that vi has the
highest score in G[V \ {v1 , . . . , vi−1 }]. Updating the scores is comparatively simple – for
instance, computing an elimination ordering for scored can be done in time O(|E|).
Given an elimination ordering, we now face the new problem of obtaining a treedepth
decomposition from it. We could, of course, compute the tree vertex-by-vertex by iterating
over the vertices in the order of π. But then, we would have to recompute the connected
components again – yielding a run time of O(|V | · |E|). To overcome this issue, we use the
algorithm presented in Listing 1, which avoids the recursive recomputation of connected
components by processing π in reversed order using a union-find data structure [1].
Listing 1 An efficient algorithm that computes a treedepth decomposition from a given elimination
ordering in time O(|E| log∗ |E|). The algorithm builds the tree in reversed order and maintains a
union-find data structure in order to find the roots of subtrees efficiently.
1
2
3
4
5
6
7
8
9
10
11
12
13

INPUT : graph G and elimination ordering π = (v1 , v2 , . . . , vn )
OUTPUT : elimination tree T
T ←∅
uf ← ∅ // union - find structure with root pointer for each set
for v ← vn , vn−1 , . . . , v1 do
Insert v as new singleton subtree in T .
Insert {v} as new set in uf . // set root pointer to v
for each w with (v, w) ∈ G and w ∈ T do
if v and w are not in the same subtree in T then
Let r be the root of the subtree in T containing w.
Insert an edge from r to v.
Join v and w in uf ; update root pointer .
return T .

The advantage of implementing the score-based algorithm in two phases is that we can
check many elimination orderings efficiently. We utilise this idea by repeatedly adding
random perturbations to the score functions and running the algorithm multiple times. This
leads to a large collection of treedepth decompositions, from which we output the best one.

3

Separator-Based Strategies

Instead of removing one vertex at a time, we may also remove a whole vertex separator at once
and then recur into the new connected components immediately. Our two separator-based
strategies iteratively search for such vertex separators, remove them from the graph and,
then, proceed on the connected components separately.

3.1

Searching Separators Greedily

The first strategy finds the separator using a greedy algorithm. We maintain three sets A,
B, and C such that no vertex in A is connected to any vertex in B. Initially, an arbitrary
vertex v is chosen and A is initialized as {v}. The neighbors of A are inserted into C, all
other vertices of V go to B. Now, we iteratively choose the vertex v ∈ C that has the least
number of edges to B, move v to A and put the neighbors of v that are still in B into C.
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The algorithm will return a set C of minimal size that separates the graph into A and B
within some balanced range, e. g., both at least 1/4 of |V |. We observed the following
extension to be helpful: When the subgraph induced by B contains a small connected
component, we move the entire component with all its neighbors to A. This operation
decreases the size of C while not changing the ratio of |A| and |B| too much.
Finally, we swap the role of A and B whenever |B| is decreased to 1/4 of |V |. In this
way, we let B grow and A shrink and are often able to find smaller separators or separators
with a better balance.

3.2

Search for Separators using Community Detection

Our second strategy runs the asynchronous fluid communities algorithm for community
detection [3]. The algorithm computes a partition of V into two sets A and B. These sets
are not necessarily of the same size, but are likely to be communities, i. e., it should be easy
to separate A from B, but not so easy to separate the graph within A or within B.
In order to find a separator between A and B that we can use for our treedepth decomposition, we construct an auxiliary bipartite graph with one shore being A and the other
being B. The edges of this bipartite graph are just the edges of the input graph G with one
endpoint in A and one in B. We compute a maximum matching M in the bipartite graph
and, using the König-Egervary Theorem [2], transform M into a minimum vertex cover S of
the bipartite graph. This set S is then the sought separator in the original graph G.
We remark that, even though our algorithm has its name from the fluid community
detection, it turned out that score-based heuristics or the greedy separator strategy is often
superior compared to the fluid algorithm – both in quality and speed. However, there were a
few instances in the test set on which this strategy was notably better than the others.
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1

Introduction to Positive-Instance Driven Dynamic Programming

Many graph decompositions have game theoretic characterizations in the form of vertex
pursuit-evasion games. Such games, which are also known as graph searching or cops and
robber, are played by two players on an undirected graph G = (V, E). In the version of
the game that corresponds to treedepth, the first player places a team of k searchers on
the vertices of the graph, while the second player controls a single fugitive that hides in a
connected component of the graph. The game is played in rounds as follows [3]: Initially, the
fugitive picks one connected component C of G. The game is continued only on G[C] and
we say that C is contaminated. In each round, both players perform one action:
1. The searchers pick a vertex v ∈ C on which they want to place the next searcher. We say
they clean the vertex v.
2. The fugitive responds by picking a component C 0 of G[C \ {v}]. The contaminated area
is reduced to C 0 and the game proceeds only on this subgraph.
The game ends when the contaminated area shrinks to the empty set, or if the searchers have
placed all k members of their team and C is still non-empty. In the first case the graph was
cleaned and the fugitive was caught, in the second case the fugitive escaped. The searchers
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15th International Symposium on Parameterized and Exact Computation (IPEC 2020).
Editors: Yixin Cao and Marcin Pilipczuk; Article No. 28; pp. 28:1–28:4
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

28:2

PACE Solver Description: PID?

win if they catch the fugitive, otherwise she wins. Note that in this version of the game, the
searchers are not allowed to remove an already placed searcher from the graph. The game
is therefore monotone and always ends after at most k rounds. Further observe that the
fugitive is visible in the sense that the searchers know in which connected component she
hides – in contrast, an invisible fugitive could hide in subgraphs that are not connected.
We call the configurations of this game blocks, which are tuple (C, ρ) with ρ ∈ N and C ⊆ V
being a connected subgraph with |N (C)| + ρ ≤ k. Informally, C is the contaminated area
(which is connected), and ρ is the number of remaining searchers. We require |N (C)| + ρ ≤ k
as the neighborhood of C has to be cleaned in order to have C as contaminated area.
Let us denote the set of all blocks of the game played on a graph G with a team of k
searchers by B(G, k). Two blocks (C1 , ρ1 ) and (C2 , ρ2 ) intersect if N [C1 ] ∩ C2 6= ∅. The start
configuration of the game is the block (V, k) and the winning configurations for the searchers
are (∅, ρ ≥ 0). We say the searchers have a winning strategy on a block (C, ρ) if they can
ensure to reach a winning configuration no matter how the fugitive acts. The set of such
blocks is the winning region of the searchers, which we denote by R(G, k) ⊆ B(G, k). Every
block in R(G, k) is called positive.
It is known that a graph has treedepth at most k if, and only if, k searchers have a
winning strategy in the game defined above. In our notation we can express this fact as:
I Fact 1 ([3]). Let G = (V, E) be a graph and k ∈ N. Then (V, k) ∈ R(G, k) ⇐⇒ td(G) ≤ k.
Fact 1 tells us that, in order to check whether the treedepth of a graph G is at most k, it is
sufficient to compute the set R(G, k). One way of doing so would be to first compute B(G, k),
then build an auxiliary graph on top of this set, and finally compute R(G, k) by solving
reachability queries on this auxiliary graph. We can estimate the number of configurations
with |B(G, k)| ≤ (k + 1) · nk+1 , as there are nk possible ways of placing k searchers on
an n-vertex graph; at most n connected components adjacent to a separator; and since
ρ ∈ {0, . . . , k}. Therefore, the sketched algorithm achieves a run time of O nc·k for a
constant c, which is not feasible in practice for even moderate values of k.
In order to make the game theoretic approach feasible, we present an output-sensitive
algorithm that computes just R(G, k) – without “touching” the rest of B(G, k). Such an
algorithm is called positive-instance driven. This algorithmic technique was invented by
Hisao Tamaki in the context of treewidth computations [5] and was recently shown to be
able to solve a general class of graph searching games [1] – PID? is based on this version.

2

Description of the Core Algorithm

Before we describe the algorithm formally, let us build some intuition about how to compute
the set R(G, k). Surely, we can not start at some block, say (V, k), and just simulate the
game – we might touch a lot of blocks in B(G, k) \ R(G, k) without even noticing it. After
all, we do not know whether (V, k) ∈ R(G, k). We
 do know, however, that (∅, 0) is a winning
configuration. So let us start with the set R = (∅, 0) and then try to grow it to R(G, k).
We can first ask which configurations of the game lead to (∅, 0), i. e., what are configurations
in which the searchers immediately win in the next round? These are the configurations
({v}, 1) with |N (v)| < k, as in these the searchers can surround the fugitive and have a
searcher left to place it on top of her in the next round. Now assume that we currently have a
set R ⊆ R(G, k) that did already grow a little. How does a configuration (C, ρ) ∈ R(G, k) \ R
that is “close to” R look like? The set C is connected by definition, and since the searchers
have a winning strategy from (C, ρ), there is a vertex v ∈ C such that G[C \{v}] has connected
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components C1 , . . . , Cq (q = 1 is possible) with (Ci , ρ − 1) ∈ R for all i ∈ {1, . . . , q}. To find
these configurations, we scan through the blocks (C, ρ) in R, guess a neighbor v ∈ N (C) (the
last cleaned vertex), and guess a set X ⊆ { (C 0 , ρ0 ) ∈ R | v ∈ N (C 0 ) ∧ N [C] ∩ C 0 = ∅ ∧ρ0 ≤ ρ }
of pairwise non-intersecting blocks – the other configurations the fugitive could choose. Then
S
the new block (C ∪ (C 0 ,ρ0 )∈X C 0 ∪ {v}, ρ + 1) is positive and added to R if it has at most
k − ρ − 1 neighbors. The complete algorithm is presented in Listing 1.
Listing 1 The core positive-instance driven algorithm tailored towards treedepth. We assume
that the set R0 , the priority queue, and some data structure to mark already explored subgraphs C
(for instance a hash set) are available in global memory.
1
2

INPUT : graph G = (V, E) and number k ∈ N
OUTPUT : a set R = R(G, k)

3
4
5
6

// in global memory
R0 ← empty set of blocks
queue ← priority queue of blocks (C, ρ) ordered by ρ

7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35

function pid ()
// configurations leading to (∅, 0)
for v in V do
if |N (v)| < k then
insert ({v}, 1) into queue
end
end
// compute the set R0 ⊆ R(G, k)
while queue is not empty do
(C, ρ) ← extract a block from the queue
if C was already visited then
skip (C, ρ) and continue the while- loop
end
mark C as visited
// compute predecessor configurations
for v in N (C) do
for X ⊆ { (C 0 , ρ0 ) ∈ R0 | v ∈ N (C 0 ) ∧ N [C] ∩ C 0 = ∅ ∧ ρ0 ≤ ρ } do
// assertS
: blocks in X are pairwise non - intersecting
if |N (C ∪ (C 0 ,ρ0 )∈X C 0 ∪ {v})| ≤ k − ρ − 1 then
S
insert (C ∪ (C 0 ,ρ0 )∈X C 0 ∪ {v}, ρ + 1) into queue
end
end
end
R0 ← R0 ∪ { (C, ρ), }
end
// compute
R from R0
S
R ← (C,ρ)∈R0 { (C, ρ0 ) | ρ0 ≥ ρ ∧ |N (C)| + ρ0 ≤ k }
end

I Theorem 2. Let R be the output of the algorithm in Listing 1 on input of a graph
G = (V, E) and a number k ∈ N. Then R = R(G, k).

3

Preprocessing and Pruning Rules

To compute the treedepth of a graph G = (V, E), we use the algorithm from the previous
section for k = 1, 2, . . . , opt, i. e., we increase a lower bound until we reach the first positive
instance. To each such instance (G, k), we apply the following reduction rules in advance:
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I Rule 1 (Leaf Rule [2]). Let v, w, w0 ∈ V with w, w0 ∈ N (v) and |N (w)| = |N (w0 )| = 1,
then delete w0 .
I Rule 2 (Improvement Rule [4]). Let u, v ∈ V with {u, v} 6∈ E and |N (u) ∩ N (v)| ≥ k, then
add the edge {u, v}.
I Rule 3 (Simplical Rule [4]). Let u ∈ V be simplical such that |N (v)| > k for all v ∈ N (u),
then delete u.
To increase the performance of the algorithm from Listing 1, we apply the following
pruning rules. We say a winning strategy of the searchers has a conflict if there are two
vertices u, v ∈ V with N (u) \ {v} ( N (v) \ {u} such that the searchers clean u before v.
I Lemma 3. If k searchers have a winning strategy on a graph G = (V, E), then they also
have a conflict free winning strategy on G.
We can adapt the rules of our game with the lemma, without losing Fact 1. The new
game simply forbids that the searchers clean a vertex u as long as there is a contaminated
vertex v with N (u) \ {v} ( N (v) \ {u}. We define the following sets for every vertex v ∈ V :
descendants(v) = { u | {u, v} ∈ E ∧ N [u] ( N [v] },
non-ancestors(v) = { u | {u, v} 6∈ E ∧ N (u) ( N (v) }.
Assume the algorithm generates a new block (C, ρ) by gluing previously discovered blocks
Sq
(C1 , ρ1 ), . . . , (Cq , ρq ) at some vertex x ∈ V , i. e., C = {x} ∪ i=1 Ci (see line 27 in Listing 1).
S
We check whether we have descendants(x) ⊆ C and x 6∈ y∈C\{x} non-ancestors(y). If this
is not the case, we discard the block.
Our second pruning rule avoids the expensive glue operation in line 24. Let (C, ρ) be a
block and v ∈ N (C). We say v is covered if N (v) ⊆ N [C] and we call v an attachment if
td(G[C]) = td(G[C ∪ {v}]) and |N (C)| = |N (C ∪ {v})|. One can show that we can, in both
cases, greedily add v to C and proceed with (C ∪ {v}, ρ + 1) without further handling (C, ρ).
References
1

2

3

4

5

Max Bannach and Sebastian Berndt. Positive-instance driven dynamic programming for
graph searching. In Proceedings of the 16th International Symposium on Algorithms and Data
Structures, 2019. doi:10.1007/978-3-030-24766-9_4.
Robert Ganian, Neha Lodha, Sebastian Ordyniak, and Stefan Szeider. SAT-Encodings for
Treecut Width and Treedepth. In Proceedings of the 21th Workshop on Algorithm Engineering
and Experiments, 2019. doi:10.1137/1.9781611975499.10.
Archontia C. Giannopoulou, Paul Hunter, and Dimitrios M. Thilikos. Lifo-search: A minmax theorem and a searching game for cycle-rank and tree-depth. Discret. Appl. Math.,
160(15):2089–2097, 2012. doi:10.1016/j.dam.2012.03.015.
Yasuaki Kobayashi and Hisao Tamaki. Treedepth Parameterized by Vertex Cover Number. In
Proceedings of the 11th International Symposium on Parameterized and Exact Computation,
2016. doi:10.4230/LIPIcs.IPEC.2016.18.
Hisao Tamaki. Positive-instance driven dynamic programming for treewidth. J. Comb. Optim.,
37(4):1283–1311, 2019.

PACE Solver Description: tdULL
Ruben Brokkelkamp
Centrum Wiskunde & Informatica (CWI), The Netherlands
ruben.brokkelkamp@cwi.nl

Raymond van Venetië
Korteweg–de Vries Institute, University of Amsterdam, The Netherlands
r.vanvenetie@uva.nl

Mees de Vries
University of Amsterdam, The Netherlands
meesdevries@protonmail.com

Jan Westerdiep
Korteweg–de Vries Institute, University of Amsterdam, The Netherlands
j.h.westerdiep@uva.nl

Abstract
We describe tdULL, an algorithm for computing treedepth decompositions of minimal depth. An
implementation was submitted to the exact track of PACE 2020. tdULL is a branch and bound
algorithm branching on inclusion-minimal separators.
2012 ACM Subject Classification Mathematics of computing → Graph algorithms; Theory of
computation → Algorithm design techniques; Theory of computation → Graph algorithms analysis
Keywords and phrases PACE 2020, treedepth, treedepth decomposition, vertex ranking, minimal
separators, branch and bound
Digital Object Identifier 10.4230/LIPIcs.IPEC.2020.29
Supplementary Material The source code can be found on https://github.com/mjdv/tdULL and
https://doi.org/10.5281/zenodo.3881472

1

Introduction

The treedepth of an undirected graph is a measure of the complexity of the graph. Informally,
it measures how resistant the graph is to being disconnected by removing vertices. All graphs
have a treedepth between 1 and their number of vertices. Star graphs Kn,1 , which can
be completely disconnected by removing a single vertex, have treedepth 2. Trees have a
treedepth at most logarithmic in their size. Complete graphs Kn have full treedepth of n. In
general, computing the treedepth of a graph is NP-complete.
The PACE 2020 challenge consists of implementing an algorithm that is capable of
computing treedepth. In the exact track, to which the solver tdULL was submitted, the
goal was to compute the exact treedepth of 100 graphs from an unknown set, with a time
limit of 30 minutes per graph. In order to test implementations, a set of 100 different but
representative graphs was published at the start of the contest.
There are many equivalent definitions of treedepth. The following is useful for our
purposes. For S a set of vertices of G, we write G \ S for the graph obtained from G by
removing the vertices from S and any incident edges. For a graph G, we write cc(G) for the
set of its connected components.
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I Definition 1 (Treedepth). The treedepth td(G) of a connected graph G = (V, E) is recursively defined as

1
if |V | = 1,
td(G) :=
max
1 + td(H) else.
min
v∈V H∈cc(G\{v})

The minimizing vertex v in the recursion can be taken as the root of a tree, with the connected
components of G \ {v} its children; this way, the computation of treedepth gives rise to a
tree, the treedepth decomposition of G. The depth of this tree is the treedepth of G.
If removal of v does not cause the graph to be disconnected, the next (recursive) step is
again the removal of a single vertex, until enough vertices have been removed to disconnect
the graph. This leads to the following alternative definition. A set S of vertices of a connected
graph G is called a separator of G if G \ S is disconnected. Such a set S is called inclusion
minimal if there is no S 0 ( S which separates G. Write sep(G) for the inclusion-minimal
separators of a graph G.
I Definition 2 (Treedepth). The treedepth td(G) of a connected graph G = (V, E) is recursively defined as

|V |
if G ∼
= K|V | ,
td(G) :=
max |S| + td(H) else.
 min
S∈sep(G) H∈cc(G\S)

With this definition, tdULL can be described in one sentence as a branch-and-bound algorithm
based on Definition 2, with heuristics, clever data structures and exact special cases used for
speed-up. The advantage of recurring on separators rather than on single vertices is avoiding
duplicate branches: if we recur on a separator of size n, a vertex-based recursion may have
n! branches leading to that same point.

2
2.1

Algorithm
Branch and bound

To prune the search tree we use branch and bound. If we have found a treedepth decomposition
of depth d for a particular graph, then any further search for a treedepth decomposition of
that graph need not continue with any attempt that will have treedepth at least d. Similarly,
if we have picked a separator S, and for H ∈ cc(G \ S) we have that td(H) = d, then there
is no need for us to find a treedepth decomposition for H 0 ∈ cc(G \ S) of depth lower than d,
since it will not make the depth of the full decomposition any lower.
To this end, the main component of tdULL is a function treedepth, whose arguments
are a graph G, as well as a search lower bound (SLB) and a search upper bound (SUB). The
interval between these two bounds is the interval of treedepths dat are still relevant. The
function treedepth returns a lower bound l and an upper bound u on the treedepth of G,
for which at least one of the following three things is true:
u < SLB: the treedepth of G is so low we do not need the exact value;
l > SUB: the treedepth of G is so high we do not need the exact value;
u = l: the treedepth of G is equal to u = l.
The main loop of treedepth generates the separators of the graph G, and recursively calls
itself on the components left after removing the separator. The search bounds allow us to
skip computation that is provably not going to improve the treedepth of the graph.
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Lower bounds

Upper bounds on the treedepth of the graph G can be found directly, by completing branches
of the recursion. Lower bounds are harder to find: the only sure way to find a lower bound is
to recur on all possible separators, and conclude that a smaller treedepth cannot be realized.
To skip as many of the branches as possible, it is therefore important that we obtain
good lower bounds as quickly as possible. Our main tool is the fact that the treedepth of a
graph is minor monotone: if H is a graph that can be obtained from G by removing vertices
and edges and contracting edges, then td(H) ≤ td(G). We apply this principle in a number
of ways.
Any lower bound on the treedepth of a subgraph returned by the recursion is also a lower
bound on td(G). In rare cases, this lower bound may actually be equal to the treedepth of
G, allowing us to short-circuit the rest of the computation.
We pick specific subgraphs of G of which we compute the treedepth. The most important
of these is a core: we take the vertex of lowest degree of G, and iteratively remove all vertices
from G that have at most that degree. In the resulting graph every vertex has higher degree.
Heuristically, this core should be the “toughest subset” of G, and thus provide good lower
bounds.
If this core is empty, then we compute a contraction of the graph G instead, and try to
find its treedepth to use as a lower bound. Specifically, we contract the edge between a vertex
of minimal degree and a neighboring vertex for which the overlap of common neighbors is
minimal. We experimented with other contraction strategies, but they proved less effective.

2.2

Separators

In order to use the recursion suggested by Definition 2, we need to be able to generate
inclusion-minimal separators of the graph G. Analysis of the runtime of tdULL suggests that
most of the runtime is spent on this generation process.
We essentially use the algorithm from [1]. This is an algorithm that produces minimal
separators, which are subtly different from inclusion-minimal separators. A separator S is
called minimal if there are vertices v, w ∈ G \ S such that v, w are in different components
after removing S, and there are no S 0 ( S which separate v, w. It is easy to check whether
a minimal separator S is also inclusion minimal: S is inclusion minimal if and only if each
vertex in S has an edge to each connected component of G \ S. Thus we can use the algorithm
for minimal separators, and filter out those which are not inclusion minimal.
We do not generate all separators of a graph at once, but in batches of 10,000. This
occasionally helps us to avoid having to compute all the separators, by finding both an optimal
decomposition and an optimal lower bound early. We tried several batch size strategies, both
fixed and dynamic, and this one worked best.
A batch of separators is not tried in arbitrary order: we sort the separators by the size of
the largest component that remains after removing the separator. This prioritizes separators
that appear to be efficient at disconnecting the graph, which are heuristically more likely to
lead to optimal solutions. We tried several sorting strategies, this one appeared to work best.
If G has a leaf (degree one vertex), then the one neighbor of that leaf forms an inclusionminimal separator by itself. If a graph has a leaf attached to (nearly) every other vertex, our
inclusion-minimal separators are (almost) the same as the vertices of degree greater than one.
Then the recursion turns into the one from Definition 1, which is much less efficient. To avoid
this problem, we actually compute separators on the graph with all leaves removed. Since
leaves are never useful as the root of a treedepth decomposition, these separators suffice.
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2.3

Special cases

There are a few cases in which we can quickly find an optimal treedepth decomposition of a
graph G. We can easily recognize these cases and apply the faster direct algorithm.
G∼
= Kn for some n;
G∼
= Cn for some n;
G is a tree (with the algorithm described in [2]).

2.4

Cache

Removing the same set of vertices in a different order results in the same graph. To avoid
double work we store all lower and upper bounds on the treedepth of subgraphs in a cache.
To quickly add, update and retrieve items from the cache we make use of a SetTrie data
structure, as described in [3]. Furthermore, this data structure allows for efficient retrieval of
subsets and hence can be used to compute lower bounds: because td(H) ≤ td(G) if H ⊆ G,
we can use a lower bound on the treedepth of H as a lower bound on the treedepth of G.
This cache also works with contractions: every vertex created by a contraction has a
canonical representation as the set of vertices which are contracted. When a new combination
of vertices is used for a contraction, it gets a new global index to use in the SetTrie cache.

3

Discussion

The above algorithm is the result of a trial-and-error process, where a big subset of the public
instances was used to compare versions. Comparing the number of cases solved by us and by
the submissions above us on both the public and private test sets, it seems we may have
suffered from some overfitting: we made algorithmic choices that performed better on the
public instances of the problem than on the hidden instances.
Many ideas did not make it to the final algorithm. One notable omission is using the
symmetry of a graph. Neither using graph automorphisms to reduce the number of separators
nor trying to use a cache that works up to isomorphism yielded any improvement.
tdULL spends a lot of time on generating separators. If a graph has many – in the
worst case, there may be exponentially many – this pushes us quickly over the time limit.
Small improvements such as only using separators of the graph where all leaves are removed
certainly helped, but we we have not found a way to substantially reduce the number of
separators. Switching from a single vertex recursion to a separator-based recursion has been
the biggest performance improvement, though.
Another improvement which yielded big performance improvements was finding better
subgraphs with which to compute lower bounds. Even when a graph has a lot of separators,
if for some separator the upper bound from the recursion matches the lower bound found
before, the algorithm finishes fast because of an early exit.
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1

Overview

SMS is an exact algorithm implementation for computing treedepth. SMS was developed for
the 5th Parameterized Algorithms and Computational Experiments challenge (PACE 2020).
The main algorithm implemented in SMS is a recursive procedure that branches on minimal
separators [4]. Two variants of the branching algorithm are implemented, one with a heuristic
algorithm for enumerating minimal separators and one with an exact algorithm [9]. Several
lower bound techniques are implemented within the branching algorithm. Before applying
the branching algorithm, preprocessing techniques are applied and a heuristic upper bound
for treedepth is computed.

2

Notation

Let G be a graph with vertex set V (G) and edge set E(G). The graph G[X] is the induced
subgraph of G with vertex set X. The set N (v) is the neighborhood of a vertex v and N (X)
is the neighborhood of a vertex set X. The treedepth of G is denoted by td(G). A minimal
a, b-separator of G is a subset-minimal vertex set S such that the vertices a and b are in
different connected components of G[V (G) \ S]. The set of minimal separators of G for all
pairs a, b ∈ V (G) is denoted by ∆(G) and the set of minimal separators with size at most k
by ∆k (G). The set of vertex sets of connected components of G is denoted by C(G).

3
3.1

The Algorithm
Branching

SMS is based on the following characterization of treedepth.
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I Proposition 1 ([4]). Let G be a graph. If G is complete then td(G) = |V (G)|. Otherwise


td(G) = min
|S| +
max
td(G[C]) .
S∈∆(G)

C∈C(G[V (G)\S])

Proposition 1 is implemented as a recursive algorithm that takes a vertex set X as
input and computes td(G[X]) by first enumerating the minimal separators of G[X] and
then branching from each minimal separator S to smaller induced subgraphs G[C] for each
component C ∈ C(G[X \ S]). We make use of upper bounds by implementing Proposition 1
as a decision procedure which, given a vertex set X and a number k, decides if td(G[X]) ≤ k.
Clearly, in this case we may consider only the minimal separators in ∆k−1 (G[X]). Moreover,
we handle the minimal separators with sizes k − 1 and k − 2 as special cases and thus consider
only the minimal separators in ∆k−3 (G[X]) in the main recursion. A minimal separator S
with |S| = k − 1 such that td(G[X \ S]) = 1 must be a vertex cover of G[X] and therefore is a
neighborhood of a vertex. A minimal separator S with |S| = k − 2 such that td(G[X \ S]) ≤ 2
has also a somewhat special structure, and we handle them with a modification of Berry’s
algorithm [1] for enumerating minimal separators.

3.2

Enumerating Small Minimal Separators

SMS spends most of its runtime in a subroutine which given a number k and a graph G
enumerates ∆k (G). To make use of the fact that heuristic enumeration of small minimal
separators is more efficient than exact enumeration, two variants of the main branching
algorithm are ran: first a variant using a heuristic minimal separator enumeration algorithm
and then a variant using an exact minimal separator enumeration algorithm.
The heuristic enumeration algorithm is a simple modification of Berry’s algorithm [1].
The modification prunes all minimal separators with more than k vertices immediately during
the execution, outputting a set ∆0k ⊆ ∆k (G) in O(|∆0k |n3 ) time. As observed in [9], there
are cases in which ∆0k 6= ∆k (G). However, in practice the algorithm seems to often find all
small minimal separators on the values of k that are relevant.
As an exact small minimal separator enumeration algorithm we implement the algorithm
of Tamaki [9], including also the optimizations discussed in the paper. To the best of our
knowledge there are no better bounds than nk+O(1) for the runtime of this algorithm. In
practice it appears to usually have only a factor of 2-10 runtime overhead compared to the
heuristic algorithm.
In cases when G[C] is a child of G in the recursion, obtained by branching on a minimal
separator N (C) ∈ ∆(G), and |C| > |V (G)|/2 we make use of the small minimal separators
of G to enumerate the small minimal separators of G[C]. In particular, for all minimal
separators S ∈ ∆k (G[C]), there exists a minimal separator S 0 ∈ ∆k+|N (C)| (G) such that
S = C ∩ S 0 . Note that in this case |N (C)| is exactly the difference in the values of k in
recursive calls on G[C] and G, and therefore ∆k+|N (C)| (G) is already enumerated.

3.3

Lower Bounds

To avoid unnecessary re-computation, the known upper and lower bounds for td(G[X]) are
stored for each handled induced subgraph G[X]. To this end, an open addressing hashtable
with linear probing is implemented. Also, we implement an ad-hoc data structure so that
given a vertex set X, a vertex set X 0 ⊂ X with the highest known lower bound for td(G[X 0 ])
can be found. This data structure uses the idea of computing subset-preserving hashes by
using the intersection X ∩ V 0 , where V 0 is a subset of vertices with size O(log n), where n is
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the number of elements in the data structure. Other implemented algorithms for computing
lower bounds on td(G[X]) are the MMD+ algorithm [3] which finds large clique minors, a
depth-first search algorithm which finds long paths and cycles, and a graph isomorphism
hashtable which finds already processed induced subgraphs G[X 0 ] that are isomorphic to
G[X] and applies the lower bounds of G[X 0 ] to G[X].

3.4

Preprocessing Techniques

The preprocessing techniques implemented in SMS are tree elimination and the kernelization
procedures described in [6]. Tree elimination finds a subgraph G[T ] such that G[T ] is a tree
and |N (V (G) \ T )| = 1, i.e., the subgraph is attached to the rest of the graph only on a
single vertex. Then it uses an exact algorithm to compute a list of length td(G[T ]) that
characterizes the behavior of G[T ] with respect to treedepth of G [8], and replaces G[T ] with
a construction of O(td(G[T ])2 ) vertices whose behavior is the same. The simplicial vertex
kernelization rule from [6] is implemented as it is described there, but the shared neighborhood
rule is generalized. In particular, if there are two non-adjacent vertices u, v ∈ V (G), and the
minimum u, v-vertex cut is at least k, where k is an upper bound for treedepth, then an edge
can be added between u and v.

3.5

Upper Bounds

To compute upper bounds on treedepth we implement a novel heuristic algorithm. The
algorithm first finds a triangulation (chordal completion) H of G using the LB-Triang
algorithm [2] with a heuristic aiming to minimize the number of fill-edges in each step. Then
it uses the branching algorithm, with some additional heuristics making it non-exact, to
compute a treedepth decomposition of H. Any treedepth decomposition of H is also a
treedepth decomposition of G. The properties of chordal graphs interplay nicely with the
branching algorithm: chordal graphs have a linear number of minimal separators and the
treewidth of a chordal graph can be computed in linear time [5]. Moreover, there exists
a triangulation H of G with td(H) = td(G), because treedepth can be formulated as a
completion problem to a graph class that is a subset of chordal graphs [4].
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1
1.1

Preliminaries
Notations

In this paper, G denotes undirected unweighted graph. V or V (G) denote the vertex set. We
use n and m for the number of nodes and edges, respectively. The treewidth and treedepth of
G are expressed as tw(G) and td(G), respectively. N (v) or NG (v) denote the open neighbors.
For a vertex set S ⊆ V , G[S] is the subgraph induced by S. We use G\S for the graph
obtained from G by removing S, that is, G\S = G[V \S]. Also, we use C(G) to denote the
connected components of G. S is called an a-b separator if a, b ∈ V are not connected in
G\S. An a-b separator is called minimal if none of its proper subset is an a-b separator.
Finally, S is called a minimal separator if S is a minimal a-b separator for some a, b ∈ V .

1.2

Computing Treedepth via Minimal Separators

The recursive formula we use for computing treedepth is a variant of the following theorem.
I Theorem 1 ([4]).

|V |

td(G) =
 min |S| +
S∈∆G

if G is complete
max


td(H)

otherwise

H∈C(G\S)

where ∆G is a collection of all minimal separators of G.
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Algorithm 1 MinDegree and MinFill.

Require: graph G
Ensure: upper bound of treewidth ub
1: H := G
2: while G is not empty do
3:
v := a vertex with minimum degree (MinDegree)/with minimum fill (MinFill)
4:
F := {(a, b) | a, b ∈ NG (v) and (a, b) 6∈ E(G)}
5:
add edges in F to both G and H
6:
remove v from G
7: end while
8: assert H is a chordal completion of G
9: ub := treewidth of H

The bottleneck of computing treedepth by Theorem 1 is the computation of ∆G , since a
graph may have an exponential number of minimal separators with respect to n.
To calculate an optimal treedepth decomposition from Equation (1), the authors begin
by finding the set ∆G . Then, for each minimal separator S ∈ ∆G and for each connected
component H 
∈ C(G\S), they recursively
calculate td(H). By that, they can obtain a set

S ∗ ∈ arg min

S∈∆G

|S| +

max

td(H) . An optimal treedepth decomposition obtained from

H∈C(G\S)

the algorithm is a tree which:
1. the top of the tree is a simple path consisting of all nodes in S ∗ ;
2. the bottom end of the simple path have several branches, each of the branches is connected
to the root of an optimal treedepth decomposition for H ∈ C(G\S), which can be computed
recursively by the same algorithm.

2

Conjecture

In order to reduce the amount of the minimal separators that we have to enumerate, we
conjectured that it suffices to enumerate minimal separators that have size at most treewidth.
Formally,
I Conjecture 2. Let ∆pG be a set of separators no larger than p, i.e. ∆pG := {S ∈ ∆ : |S| ≤ p}.
Define td(p) (G) as follows:


if G is complete
|V | 

td(p) (G) =
(2)

minp |S| + max td(H)
otherwise
S∈∆
H∈C(G\S)
G

Then, for any graph G and for any p ≥ tw(G), td(p) (G) = td(G).
It is known that we can efficiently calculate an upper bound of treewidth, denoted by
tw(G) by taking the minimum of MinDegree heuristic and MinFill heuristic (Algorithm 1).
∗
Then, if the
 conjecture is correct,we can replace the set S in the previous section with
Ŝ ∈ arg minp |S| + max td(H) . By that, our search space size is reduced from |∆G |
S∈∆G

to

tw(G)
∆G

H∈C(G\S)

, and we can significantly speed up the algorithm.
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Correctness of the Conjecture and Solver
We cannot prove the correctness of Conjecture 2 for general graphs. Hence, we cannot
theoretically guarantee that our solver based on the conjecture can always give an optimal
solution. However, for all public and private instances we could solve, the solutions were
optimal. Some theoretical aspects of this conjecture are discussed in [8].

3

Pruning Rules

In addition to the conjecture in the previous section, we speed up our solvers using several
pruning rules.
Our solver handles the decision version of the treedepth problem. It computes solve(G, k),
checking if td(G) ≤ k, for k = 1, 2, . . .. When G is separated by a minimal separator S,
solve(G, k) recursively checks solve(H, k − |S|) for each connected component H ∈ C(G\S).
If we have a method to efficiently calculate a lower bound of td(H) for each H, we can
immediately return false if the lower bound is larger than k − |S|. We can significantly
prune the search space if the lower bound is tight. Therefore, we use several lower bounds of
td(H) in our solvers.
We compute the following six lower bounds from the first one. The first two lower bounds
are usually not as effective as others, but the computation is much simpler.
Simple Bound. Consider a treedepth decomposition T such that it has k leaves and the depth
is d. If T is a treedepth decomposition of G, then G may have at most (k − 1)(n − k/2)
edges. The maximum case is obtained when all k leaves are at depth d and for 1 ≤ i ≤ d−1,
there is only one node at depth i. Therefore, we have the following lower bound for
treedepth:
I Proposition 3. Let k 0 be the smallest integer k such that m ≤ (k − 1)(n − k/2), then
td(G) ≥ k 0 .
Maximum Degree Bounds [7].
I Proposition 4. Let b > 0 be the maximum degree of G. Then, td(G) ≥ lb(n), where
(
0
if n = 0
lb(n) =
1 + lb(d(n − 1)/be) otherwise.
Degeneracy Bound. Let G be a graph. The degeneracy of G is defined as the maximum of
minimum degrees among all subgraphs. Degeneracy is a lower bound of treewidth [2] and
can be computed in linear time [6] and often works as the most effective bound especially
for small graphs. Since td(G) ≥ tw(G) + 1, degeneracy plus one is a lower bound of
treedepth.
Path-length Bound [7]. Let P be a path in G. Then, td(G) ≥ dlog2 (|P | + 1)e, where |P | is
the number of nodes in the path P .
Contraction Degeneracy Bound [3, 5]. Contraction degeneracy is a stronger lower bound
of treewidth, compared to degeneracy. However, since its computation takes time, we use
this bound only when degeneracy is slightly smaller than k in solve(G, k). The algorithm
is described in Algorithm 2.
Pruning by Blocks. We observed that the above lower bounds can effectively prune our
search only when n is as small as 100. For larger n, we introduce a novel pruning heuristic.
As a preprocessing, we take various induced subgraphs of the input graph. These
subgraphs are called blocks. Let Blocks[i] be the collection of blocks with size i. For each
i in ascending order, we compute the exact treedepth of the induced subgraphs and sort
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Algorithm 2 Contraction Degeneracy Heuristic [3, 5].

Require: graph G
Ensure: lower bound of treewidth lb
1: lb := 0
2: while G has more than one vertices do
3:
v := a vertex with minimum degree
4:
lb ← max(lb, degree(v))
5:
u := a vertex in N (v) such that |N (u) ∩ N (v)| is minimum
6:
contract (u, v)
7: end while
them in descending order of treedepth. In solve(H, k − |S|), we scan each blocks from
smaller i and then from larger treedepth, and, if there is a block B ⊆ H and V (B) ∩ S = ∅
such that td(B) > k − |S|, we can immediately return false.

Block Selection in Preprocessing
To obtain various blocks, we need a quick randomized heuristic. We combine the following
two partitioning heuristics to recursively decompose the input graph.
Partitioning Heuristic 1. Select two random vertices u and v in G and divide V (G) into
two groups, denoted U and V . A node v 0 is put in U if the shortest path length from v 0
to u is smaller than the shortest path length from v 0 to v. Otherwise v 0 is put in V . We
then consider G[U ] and G[V ] as two blocks in the preprocessing process.
Partitioning Heuristic 2. A small vertex separator S is computed by [1]. We then consider
each of the components of G\S as blocks.
To compute exact treedepth for the elements in Blocks[i], Blocks[j] for j < i is used for
pruning. The preprocessing is terminated either if it finishes the computation for all blocks
or it exceeded the time limit for preprocessing. This pruning was so effective that it allows
us to solve almost 20 public instances which we could not solve without it.
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Abstract
We describe the FlowCutter submission to the PACE 2020 heuristic tree-depth challenge. The
task of the challenge consists of computing an elimination tree of small height for a given graph.
At its core our submission uses a nested dissection approach, with FlowCutter as graph bisection
algorithm.
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1

Introduction

Using the original FlowCutter code base, we implemented a program to compute elimination
trees of small height. We submitted it to the PACE 2020 heuristic tree-depth implementation
challenge. In this paper, we describe our submission.
The objective of the challenge is to implement an algorithm that, given an undirected
graph, computes an elimination tree of small height within a fixed amount of time. The
height of the computed tree is used to score the competing implementations. Our source
code is available at [13, 14]. The core of our program is very similar to the FlowCutter
submissions to the PACE 2016 and 2017 heuristic tree decomposition [8, 12].
The FlowCutter algorithm was introduced in [6, 7]. Our submission is based on the
original code. Two other independent PACE 2020 competitors make use of reimplementations
of the FlowCutter algorithm. These are ExTREEm [16] and Sallow [17]. ExTREEm won
the first place and Sallow the third. We won the second place. The FlowCutter algorithm is
thus used in all top three submissions.
FlowCutter is a balanced graph bisection algorithm. The base version computes balanced
edge cuts. There exists an extension that computes node separators. For a detailed description
of FlowCutter, we refer to [6, 7]. The idea of FlowCutter is to compute a maximum flow
and then to derive a minimum cut from it. If the derived cut is balanced, we are finished.
Otherwise, additional source or target nodes are added and the flow intensity is increased.
The minimum cut derived from the new flow has a better balance due to the additional
source and target nodes. This is repeated until the desired balance is reached.
FlowCutter does not only compute a single cut. It computes a sequence of cuts that
optimize balance and cut size in the Pareto-sense. Using this sequence, solutions to more
complex problems can be found. For example, the cut expansion can be maximized. The
expansion of a cut is its size divided by the number nodes on the smaller side.
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FlowCutter has been developed to analyze road networks with the goal of accelerating
shortest path queries. FlowCutter is used to compute an elimination tree, which is used as
input to an algorithm called Customizable Contraction Hierarchy (CCH) [1, 2, 15], which
can quickly compute shortest paths. In the CCH context, elimination orders are called
contraction orders.

2

Pace 2020 Submission

The core of our submission is a combination of nested dissection [4] and FlowCutter. We
use it to compute an elimination order, from which we derive an elimination tree. Nested
dissection is a recursive scheme to compute an elimination order. First, a node separator is
computed. This separator splits the graph into parts. Next, elimination orders are recursively
computed for every part. The final elimination order is the concatenation of the parts’
elimination orders followed by the nodes of the separator. The base case for our recursion
are clique and tree graphs. For cliques, any order is optimal and thus the problem is trivial.
For tree graphs, we use the optimal algorithm of [11]. If the graph is not a tree nor a clique,
we compute a separator with a large expansion and a bounded imbalance using FlowCutter.
FlowCutter usually finds good separators regardless of the graph structure. However, it
has a running time proportional to the product of the number of edges and the size of the
separator. If there are small separators that FlowCutter can find, then FlowCutter has a
nearly linear running time. Unfortunately, if the separator sizes found by FlowCutter are
linear in the input graph size, then FlowCutter has quadratic running time. As a result, the
time limit is reached before FlowCutter finishes.
To mitigate these problems, we implemented two additional approaches. One is based
on a scheme inspired by the minimum degree heuristic [9, 5] and the Contraction Hierarchy
node ordering heuristic [3]. The details are described in Section 3.
The other is very loosely based on label propagation [10], which tends to work well on
graphs with large separators. It computes edge cuts. From these, we derive nodes separators
by picking the nodes incident to the cut on one side. Together with nested dissection, an
elimination order can be computed with this scheme. The edge cut algorithm is described in
Section 4. We only use it, when we suspect that the graph has large separators.
In multiple steps, we try finding solutions using various approaches. First, we run the
minimum degree heuristic variant to assure that we find some solution. If the achieved depth
is above a threshold, we run the label propagation approach. Next, we run the edge cut
variant of FlowCutter from which we derive node separators and apply nested dissection.
The rational is that the edge cut FlowCutter variant is faster than the node variant.
Finally, we run the node separator variant of FlowCutter combined with nested dissection.
This step is repeated until the timeout is reached. In every step, the random seed and tuning
parameters are changed. For details about the tuning parameters, we refer to the code. We
abort a nested dissection if the resulting tree would be higher than the best known tree.

3

Minimum Degree Heuristic

Most minimum degree heuristics use a node rating function r(x). All nodes placed into a
minimum priority queue ordered by r(x). Nodes are then iteratively removed from the queue.
After removing a node x, it is eliminated from the graph, i.e., edges among x’s neighbors
are inserted. Afterwards, the rating value r(y) of all neighbors y of x must be recomputed.
We update the positions of the neighbors y in the queue. This is repeated until the queue is
empty. The order in which the nodes are removed from the queue is the computed elimination
order. Usually, the rating function estimates something related to the height of a node.
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Figure 1 Example of Local Optimum. Initially, red nodes are left and blue and gray nodes are
right. Grey nodes are moved by move-to-left round.

Our rating function is r(x) = d(x) + 8 · `(x). It has two terms d(x) and `(x). d(x) is
the degree of x in the graph after eliminating all nodes removed from the queue. `(x) is an
estimation of the height of x that is induced by the eliminated nodes. Initially, `(x) is zero.
When a node x is eliminated, we set `(y) to max{`(y), `(x) + 1} for all neighbors y of x.
Inserting edges between all neighbors of a node x is slow if x has a high degree. We
therefore abort the queue-based algorithm if all remaining nodes have a degree ≥ 150. If this
happens, we sort the remaining nodes x by r(x) and place them into the elimination order.

4

Label Propagation

We implement a graph bisection algorithm that is loosely based on label propagation. First,
we describe the high-level label propagation scheme. Next, we explain the details of our
algorithm. Finally, we discuss why this setup works on certain graphs.
Label propagation algorithms start with a simple and fast method to find an initial cut.
This initial cut can be very large. It is then refined in many rounds. In every round, we
iterate over all nodes x incident to the cut in random order. Using local information, we
determine whether x should change sides. Rounds are executed until almost convergence is
reached, i.e., the number of nodes changing side is small.
We refer to the sides as left and right. The imbalance of a cut is the size of the larger side
divided by the node count. We aim to find a cut with few edges and at most an imbalance
of 2/3. First, we pick two random seed nodes. From these, two simultaneous breath first
searches are run. A node x is on the side whose search first reaches x.
We use three types of rounds named decrease-cut-size, decrease-imbalance, and move-toleft. We repeat all rounds until near convergence. The rounds only differ with respect to when
a node moves between sides. In a decrease-cut-size round, a node moves if moving it decreases
the cut size and the imbalance is at most 2/3. The objective is to only perform moves that
immediately improve the cut size. In a decrease-imbalance round, a node additionally moves,
if moving decreases the imbalance without increases the cut size. Finally, in a move-to-left
round, a node moves to the left side, if the cut size remains the same and the imbalance is at
most 2/3. In this round, no node moves to the right. We start by performing decrease-cutsize rounds, then do decrease-imbalance rounds, and finally do move-to-left rounds. This is
repeated for a fixed number times. We finish with a decrease-imbalance round.
The decrease-cut-size and improve-balance rounds try to greedily improve our optimization
criteria. However, they can run into local optima. One such situation is depicted by Figure 1.
Initially, the red nodes form the left side and the gray and blue nodes the right side. The
cut goes through path subgraphs. No single move improves balance or decreases cut size.
However, a lot of nodes exist that can be moved without causing harm. Moving them
randomly will move nodes aimlessly between left and right. If the paths are long enough,
no progress is made with sufficient probability. To make progress, we need to tie-break
these moves. We do this by moving as many nodes as possible to the left while maintaining
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a 2/3-balance. This has a high chance of moving the grey nodes. In the next decrease-cut-size
rounds, the cut size shrinks. The next improve-balance rounds find the symmetric structure
on the top of the figure example. This concludes the description of our label propagation
graph bisection algorithm.

5

Conclusion

We described our FlowCutter submission to the PACE 2020 tree-depth challenge. It is
based on the original FlowCutter code. Two other independent competitors make use of
reimplementations of the FlowCutter algorithm. These are Sallow and ExTREEm. Together
these three submissions managed to win first, second, and third place. This shows that
FlowCutter is a powerful tool to compute eliminations trees.
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1

Problem description

A treedepth decomposition of a connected graph G = (V, E) is a rooted tree T = (V, ET ) such
that every edge of G connects a pair of nodes that have an ancestor-descendant relationship
in T . The solver briefly described here is a heuristic approach to the treedepth decomposition
problem, where the goal is to find a treedepth decomposition for a given graph with as small
height as possible.

2

Solver description

In this paper, we provide a short description of the most important algorithms implemented
in solver ExTREEm. Due to many parameters used in the implementation and a lot of edgecases that need to be taken into account, this description may not contain full information
about the algorithms behavior in every possible situation.
Before we proceed to the actual description, let us fix some natural notations. For
a given graph G we denote by T (G) its treedepth decomposition. For a subset S ⊆ V
we denote by C(G, S) the set of connected components of G \ S. For a ∈ V we define
S
N (a) = {v ∈ V : {a, v} ∈ E} and for A ⊆ V we take N (A) =
N (v).
v∈A

Given a graph G, we find a separator S of G, then recursively obtain treedepth decompositions for components in C(G, S), and finally merge separator S and found decompositions
into an elimination tree of G. At the end, we apply some additional improvements to T (G).

3

Separator evaluation

To assess the quality of a separator S we need to store values mn(G, S) and me(G, S)
denoting, respectively, the maximum number of nodes and the maximum number of edges of
a graph from C(G, S). Now let us define
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log |V |

1 − β − log β
scoren (S) = |S| ·
,
1−β

where β =

mn(G, S)
|V |

where γ =

me(G, S)
|E|

log |E|

1 − γ − log γ
scoree (S) = |S| ·
,
1−γ

score(S) = α · scoren (S) + (1 − α) · scoree (S),

where α ∈ [0, 1] is a parameter.

A separator S is balanced if mn(G, S) < b · |V | or me(G, S) < b · |E|, where b ∈ (0, 1) is
a parameter. For given two balanced or two unbalanced separators S1 and S2 , we say that
S1 is better than S2 if score(S1 ) < score(S2 ). A balanced separator is always better than
an unbalanced one.

4

Preprocessing

The preprocessing phase consists of two steps. The first step consists in detecting some
induced subgraphs of a given graph G that are isomorphic to a cactus graph. We do that by
repeatedly choosing a node of degree at most 2, removing it from the graph and adding edges
connecting its neighbors (unless already present). Considering the initial graph G induced by
the set of removed nodes, we observe that all its connected components are cacti. For each
such cactus component we find a treedepth decomposition using recursively the Articulation
Point Separator Creator method (see 5.1). Roots of those decompositions are attached to a
proper node in a decomposition of the remaining graph.
The second step of the preprocessing is based on finding a maximum independent set in
a subgraph of G induced by a set containing all nodes that are “center nodes” of induced
claw-subgraphs as well as all nodes of degree four whose neighborhood induces a connected
graph in G. Each node from the found independent set is removed from G and all pairs of
its neighbors are connected by an edge. After finding a decomposition of the obtained graph,
nodes from the found independent set are attached to the deepest of their neighbors.

5

Separator creation

After preprocessing, we try to find a good separator. After generating candidates, we select
five best ones (with respect to their scores) that are further subjected to a refinement process,
called minimization. As a final separator we take the best one after the minimization.

5.1

Articulation Point Separator Creator

In this method, we find all articulation points (cut vertices) of a given graph. Then, for each
articulation point v, we find values mn(G, {v}) and me(G, {v}). This is done in O(|E|) time
using an algorithm similar to Tarjan’s algorithm for finding bridges and articulation points.

5.2

BFS Separator Creator

Given a set B ⊆ V , we run a standard breadth-first-search with source-nodes set B. By Li
we denote the i-th BFS layer, that is a set containing all vertices that are at distance i from
the set B. For each of those layers we consider a graph Gi = G[V \ (L0 ∪ . . . ∪ Li−1 )]. Then,
we divide nodes in Li into blocks, two nodes belong to the same block if they belong to the
same connected component of Gi . For each such block X we find a minimum vertex cover of
a bipartite graph induced by the edges between sets X and (N (X) ∩ Li+1 ). All blocks and
1
vertex covers are treated as different separator candidates and are found in time O(|E||V | 2 ).
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Component Expansion Separator Creator

We take some subset B ⊆ V and then iteratively expand B by adding to it one node from
N (B)\B. In the first variant, we select a node with the tightest connection to B. In the second
one, we select a node from B that has the least number of neighbors outside B, then add these
neighbors to B in an arbitrary order. We obtain a sequence (v1 , . . . vn ) of added nodes called an
expansion order. We now consider separators Si = {vj : j ≤ i, N (vj ) ∩ (V \ {v1 , . . . , vi }) 6= ∅}
and try to improve the given expansion order by taking smaller connected components of
the partitioned graph before the larger ones. If we have already constructed separator Si
and we add vi+1 to that separator (and probably do some more changes) to obtain Si+1 , we
afterwards rearrange all remaining nodes vi+2 , . . . , vn in such a way that nodes belonging
to smaller connected components of G[{vi+2 , . . . , vn }] occur before all nodes that belong to
larger connected components. All separators Si are found in time O(|E| log |V |).

5.4

Flow Separator Creator

At the beginning, we select two sets of nodes that are possibly far from each other. This
is done by creating a “landmark set”, that is a set L obtained by first selecting a random
node and then iteratively adding to L any node that is farthest from L. Then, we select
two random nodes u and v from L and consider sets of the form B = N (N (N (u))) and
E = N (N (N (v))). Afterwards, we find a maximal set of node-disjoint paths that begin in B
and end in E. As a separator candidate we take the union of those paths, then minimize it
with Greedy Minimizer. This method of creating separators works best in the context of
Flow Minimizer.

5.5

FlowCutter Separator Creator

In this method, we use our own implementation of a slightly modified version of the FlowCutter
algorithm (see [1]). The main idea remains the same - to expand the set of sources or targets
and to avoid augmenting paths. As initial source nodes and target nodes we consider, as
in 5.4, pairs of nodes from the “landmark set”. Additionally, we admit certain imbalance in
the source-reachable and target-reachable node sets only after the size of sources and targets
reaches some fixed fraction of |V |. After a last node is marked as a source or a target, we
consider four different expansion orders based on the order of adding graph nodes to sources
and targets, and for each order we find separators using the Component Expansion Separator
Creator method (5.3). We also consider as a separator a vertex cover of a graph induced by
edges between the final sets of sources and targets.

6

Separator minimization

After creating separator candidates, we proceed to the refinement step - for each candidate
S we exhaustively try to minimize the value of score(S) using following methods:
1. Vertex Cover Minimizer – we find a vertex cover of a bipartite graph induced by edges
between sets S and N (S) ∩ Cd , where Cd is some subset of C(G, S).
2. BFS Minimizer and Component Expansion Minimizer – we find separators using the
methods from 5.2 and 5.3, respectively, with the initial source-set S.
3. Greedy Minimizer – we iteratively remove nodes from S, each time selecting a node which
removal results in the minimal total size of the connected components adjacent to that
node.
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4. Flow Minimizer and FlowCutter Minimizer – we find separators using the methods from
5.4 and 5.5, respectively, with the initial sets of sources and targets set to some subsets
of nodes that lie at a fixed distance from S.

7

Subtrees merging

After recursively finding decompositions for all components in C(G, S) = {c1 , . . . , ck }, we
need to merge the results to obtain T (G). To do that, we sort all components according
to the nonincreasing depths of their decompositions. Then, we create a sequence S 0 by
iteratively adding to S 0 nodes from S ∩ N (Ci ) that were not added to S 0 earlier. As the
tree T (G) we initially take the path represented by sequence S 0 , then we attach each tree
T (G[Ci ]) to the last node from sequence S 0 that occurs in N (Ci ). The whole procedure takes
time O(|E| log |V |).

8

Tree improvements

When the tree T (G) is created, we try to improve it by performing some structure-based
changes. Those improvements are based on pivot-like operations.

8.1

Block pivots

By the block of v ∈ V in a tree T (G) we mean a maximal path in T (G) which contains v,
such that each node on that path, apart from the deepest one, has at most one son. We
construct a separator S of G by taking all nodes from the root-block of T and recursively
doing the same for the highest tree in the decomposition of G \ S, until |S| > d · H, where
d ∈ [0, 1] is a parameter and H is the height of T (G). Then, we merge separator S and all
trees just as described in Section 7.

8.2

Hall-set pivots

Let us fix any block in T (G) that lies on a longest leaf-root path P and let v be the topmost
node in that block. Let U (v) be the set of nodes on that path from the root to the parent
of v and D(v) be the remaining nodes on path P . By Tv we denote the subtree of T with
root in v. We now consider a maximum matching M in a bipartite graph induced by edges
between sets U (v) and N (U (v)) ∩ R, where R is either Tv or Tv \ D(v).
If possible, we take a set HM ⊆ U (v) with the property |HM | > |N (HM ) ∩ R| and check
a treedepth decomposition obtained from T by removing nodes that belong to N (HM ) ∩ R,
setting those nodes as the root-block and performing some other necessary structural changes.

9

Availability

The source code of ExTREEm solver is available at https://doi.org/10.5281/zenodo.
3873126.
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Introduction

A treedepth decomposition of graph G is a rooted forest F , such that if G has edge {u, v}
then either u is an ancestor of v or v is an ancestor of u in F . The treedepth problem is
to determine, for a given graph G, the minimum depth of a treedepth decomposition of G,
where depth is defined as the maximum number of vertices on a root-leaf path.
An elimination tree of a connected graph G is a special type of treedepth decomposition,
defined recursively as follows. If G has a single vertex, its elimination tree equals G. Otherwise,
let v be a vertex in G and let F be a forest consisting of an elimination tree for each component
of G − v. Then an elimination tree of G is formed by making v the parent of every root of F .
For every connected graph G, there exists an elimination tree whose depth equals the
treedepth of G ([5], chapter 6). To solve the treedepth problem, it is therefore sufficient to
find an elimination tree of minimum depth. That is the approach taken by the Bute-Plus
solver, which this paper introduces. The solver uses a positive-instance driven dynamic
programming algorithm, which seeks sets of vertices that induce low-treedepth subgraphs
of the input graph. Three additional features improve the performance of the algorithm: a
specialised trie data structure, a domination rule based on a rule by Ganian et al. [2], and a
heuristic presolver that quickly finds an optimal solution for many of the PACE Challenge
instances.
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The author submitted two other exact solvers to the PACE Challenge: Bute (which is
Bute-Plus without the heuristic presolve step) and Bute-Plus-Plus (which spends additional
time on the heuristic presolve and has a minor modification to the trie data structure). An
earlier algorithm by the author [9], which constructs a treedepth decomposition from the top
down, is very memory-efficient but is typically much slower than Bute-Plus.

2

A brief description of the algorithm

This section presents an outline of the Bute-Plus algorithm. We assume that the vertex
set of a graph G, denoted V (G), contains only integers. The neighbourhood of vertex v is
denoted by N (v). For a set of vertices S, N (S) denotes the set of vertices that are not in S
but are adjacent to some member of S.
The algorithm takes as input a connected graph G and returns the treedepth of G along
with a treedepth decomposition of that depth. The optimisation problem is solved as a
sequence of decision problems. The solver attempts to find an elimination tree of depth 1,
then of depth 2, and so on until it is successful. (Typically, the higher-numbered decision
problems are by far the most time consuming.)
For the decision problem of whether an elimination tree of depth k exists, the algorithm
works downwards for i = k, . . . , 1, finding all subsets S of V (G) such that (1) S induces a
subgraph of G with treedepth no greater than k − i + 1, (2) the neighbourhood of S has
fewer than i vertices, and (3) the subgraph of G induced by S is connected. This collection
of sets of vertices is called Sik ; it includes the vertex set of every subtree whose root is at
depth i of an elimination tree of depth k of G.
The algorithm uses a positive-instance driven (PID) [7] approach to constructing the
k
Si : rather than generating all subsets of V (G) and checking if each one satisifies the three
k
required properties, the elements of Sik are generated by joining together elements of Si+1
.
k
To be more precise, sets in Si are constructed in two ways; a sketch of these follows. The
first is simply by choosing vertices with a sufficiently small neighbourhood (since clearly each
of these induces a connected subgraph of treedepth 1). The second is by finding a nonempty
k
sub-collection S ⊆ Si+1
and a vertex v satisfying the following conditions. The elements of
S must be pairwise disjoint, and moreover there must not be an edge between vertices in
any two distinct members of S. Furthermore, v must have an edge to at least one vertex in
S
each member of S. These conditions guarantee that the set S ∪ {v} induces a connected
subgraph of G of that admits an elimination tree with root v of depth no more than k − i + 1.
It is easy to verify using the definition of Sik that an instance of the decision problem
is satisfiable if and only if S1k is non-empty (in which case S1k will have V (G) as its only
element). A small amount of extra bookkeeping allows the solver to output an optimal
elimination tree.
Bute-Plus is not the first PID algorithm for treedepth. Bannach and Berndt [1] present a
PID framework for computing a range of graph parameters including treedepth, treewidth,
and pathwidth. Although their paper describes the family of algorithms in terms of a game
theoretic characterisation of each problem, their algorithm for treedepth has a similar overall
approach to that of Bute-Plus: both algorithms build up sets of vertices by combining one or
more existing sets with a root vertex. Bannach and Berndt use a queue when combining sets
whereas Bute-Plus uses a stack; a second difference is that the algorithm of Bannach and
Berndt is not restricted to finding only elimination trees. The framework of Bannach and
Berndt generalises a PID algorithm for treewidth by Tamaki which won the exact treewidth
track of PACE 2016;1 a second PID algorithm for treewidth by Tamaki [7] performed strongly
in PACE 2017.
1

https://github.com/TCS-Meiji/treewidth-exact
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Improvements to the algorithm

The Bute-Plus solver has three additional features which greatly reduce run time on many
instances. Two of these – a trie data structure and a domination rule – are described in the
following two subsections. The third feature is a heuristic solver which is run for the first
minute with the hope of finding a treedepth decomposition of optimal depth; this uses the
Tweed-Plus solver which was an entry by the author in the heuristic track of PACE 2020
and is described in its own paper in this volume.

3.1

Trie data structure

Recall from Section 2 that the algorithm generates sets in the collection Sik by finding a
k
subset of Si+1
along with a vertex v that together satisfy certain properties. For some of
k
the PACE Challenge instances, Si+1
can contain millions of sets, and the task of finding
appropriate subsets of the collection becomes intractable without a specialised data structure.
Bute-Plus’s data structure supports two operations. The first is to add a (S, N (S)) pair –
a set of vertices and its neighbourhood – to the collection. The second is a query operation
which takes a set of vertices Q and an integer i. This returns all sets S in the collection such
that both (1) |N (S) ∪ N (Q)| < i and (2) (Q ∪ N (Q)) ∩ S = ∅.
The data structure is implemented as a trie. When (S, N (S)) is inserted, N (S) is sorted
in ascending order and viewed as a string over the alphabet V (G), then added to the trie.
This approach has been used for the similar problem of superset queries several times in the
past, for example in Savnik’s Set-Trie [6].
To sketch the query operation: the algorithm performs a depth-first traversal of the trie,
backtracking when it becomes clear that no value in the subtree is acceptable. For efficiency,
each node of the trie stores the intersection of N (S) values in the subtree rooted at that
node; this idea is from a data structure for superset queries posted on Stack Overflow by
Ben Tilly [8].
The task carried out by Bute-Plus’s data structure is similar to the task of the block sieve
designed by Tamaki for a PID treewidth solver [7]. Although both data structures are based
on tries, their designs differ in several respects; for example, the block sieve data structure
comprises a collection of tries rather than just one.

3.2

Domination rule

As discussed in Section 1, to find a minimum-depth treedepth decomposition it is sufficient
to restrict attention to elimination trees. We can speed the algorithm up further by placing
additional restrictions on acceptable elimination trees, if it can be shown that at least one
tree in the restricted class has optimal depth.
For this purpose, the Bute algorithm uses a domination-breaking rule that extends a rule
by Ganian et al. [2]. For distinct vertices v, w, we say that v dominates w if either of the
following two conditions holds: (1) N (v) \ {w} ⊃ N (w) \ {v}; (2) N (v) \ {w} = N (w) \ {v}
and w < v. It is always possible to construct an elimination tree of minimum depth such
that no vertex dominates any of its ancestors.
This rule allows us to further restrict each collection Sik to include only sets of vertices S
such that no vertex in S dominates any member of N (S).
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4

Implementation details

The Bute-Plus solver is written in C. Sets of vertices are stored using bitsets; code from
Nauty 2.6r12 [4] is used for the bitset data structure.2 The Tweed-Plus heuristic presolver
also uses code from Nauty for for the random number generator, and uses Metis 5.1.0 [3] to
find nested dissection orderings.3
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1

Introduction

A treedepth decomposition of graph G = (V, E) is a rooted forest F with node set V , such
that for every edge {u, v} ∈ E we have either that u is an ancestor of v in F or v is an
ancestor of u in F . The depth of a treedepth decomposition is the maximum number of
vertices in a path from the root to a leaf. For example, if G is the graph at the left of Figure 1
then each of the two trees in the figure is a treedepth decomposition of G; the first has depth
5 and the second has depth 4.
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Figure 1 A graph G and two treedepth decompositions of G.

In his PhD dissertation, Fernando Sánchez Villaamil suggests as future work the following
strategy for reducing the depth of a treedepth decomposition. “It would be possible to throw
away a part of the decomposition and compute a new treedepth decomposition for this part
of the graph. . . . This suggests a straightforward way of using different heuristics on different
parts of the graph.” ([5], page 118)
© James Trimble;
licensed under Creative Commons License CC-BY
15th International Symposium on Parameterized and Exact Computation (IPEC 2020).
Editors: Yixin Cao and Marcin Pilipczuk; Article No. 35; pp. 35:1–35:4
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

35:2

Tweed-Plus: A Subtree-Improving Heuristic Solver for Treedepth

This paper introduces the heuristic solver Tweed-Plus, which seeks to find a treedepth
decomposition of low depth for a given connected graph. The solver’s overall strategy is
exactly the one proposed by Sánchez Villaamil, with the parts of the decomposition that are
thrown away and replaced being subtrees.
I will use the term subtree replacement to denote this process of replacing a subtree
of a treedepth decomposition with a new decomposition of the corresponding part of the
input graph. To give an example of this process, let G be the graph in Figure 1, and let
T0 and T1 be the two treedepth decompositions of G shown beside it. To transform T0
into T1 , the subtree rooted at vertex 4 – which has vertex set {4, 5, 6} – is replaced with a
different tree on the same set of vertices; moreover, this tree is a treedepth decomposition
of the subgraph of G induced by {4, 5, 6}. In general, the process of subtree replacement
is as follows. First, a subtree T rooted at some non-root vertex v is removed from the
initial treedepth decomposition. Next, a new forest T 0 on the vertex set of T is found; this
forest must be a treedepth decomposition of the subgraph of G induced by the vertex set of
T . Finally, each root of T 0 is made a child of the vertex that was v’s parent in the initial
treedepth decomposition.
The algorithm described in this paper depends on the fact, formalised in the following
proposition, that the process of subtree replacement maintains the treedepth decomposition
property.
I Proposition 1. Let F0 be a treedepth decomposition of a graph G, and let F1 be the result
of applying a subtree replacement to F0 . Then F1 is also a treedepth decomposition of G.
Proof. Let {u, v} be an edge in G. Without loss of generality, assume that u is an ancestor of
v in F0 . There are three cases. We show that in each one, u and v have an ancestor-descendant
relationship in F1 ; thus, F1 is a treedepth decomposition of G.
Case 1: Neither u nor v is in the replaced part of the decomposition. The path between
u and v in the decomposition is not changed by the subtree replacement. Therefore u
remains an ancestor of v in F1 .
Case 2: Vertex v is in the replaced part of the decomposition, but u is not. Let w be the
parent in F0 of the root of the replaced subtree. In F1 , vertex u remains either equal to w
or an ancestor of w, since both u and w are in the unchanged part of the decomposition.
There must also be a path from w to v in F1 . Therefore u is an ancestor of v in F1 .
Case 3: Both u and v are in the replaced part of the decomposition. By the definition of
subtree replacement, the new part of the decomposition is itself a treedepth decomposition
of part of G containing u, v, and an edge between these two vertices. Therefore, either u
is an ancestor of v in F1 or vice versa.
J
If a subtree replacement replaces a subtree with a forest of strictly smaller depth, we call
this replacement a subtree improvement.
Tweed-Plus makes use of two solvers – which will be referred to as the sub-solvers – each
of which is itself a heuristic for the treedepth problem. The first sub-solver is a a variant
of the well-known minimum-degree heuristic; the second is a small wrapper around the
Metis library [2]. The overall strategy of the Tweed-Plus solver is to generate an initial
treedepth decomposition of the input graph using one of the sub-solvers, then to make
repeated additional calls to the sub-solvers with the aim of making subtree improvements.
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The Sub-Solvers

Recall that each sub-solver called by Tweed-Plus is itself a heuristic algorithm for finding a
treedepth decomposition. Both of the sub-solvers produce an elimination tree of the input
graph. This is valid because every elimination tree is also a treedepth decomposition ([4],
chapter 6). Note that the Tweed-Plus algorithm’s overall strategy would still produce valid
treedepth decompositions even if a different collection of sub-solvers were used, some or all
of which produced treedepth decompositions that were not also elimination trees.
To give one of the several equivalent definitions, an elimination tree of connected graph
G is any tree created by the following procedure. Visit the vertices of G one by one. On
visiting vertex v, carry out the following two steps. First, modify G by adding all of the
edges required to make the set of unvisited neighbours of v a clique. Second, find the set of
visited neighbours of v that do not yet have a parent in the elimination tree, and make v the
parent in the tree of each member of this set.
The first sub-solver uses the well-known minimum-degree heuristic [1], which constructs
an elimination tree using the process described in the definition above. At each step, one
of the vertices of minimum degree in the current graph is selected at random to be visited.
Unlike the standard version of the algorithm, my implementation includes edges incident
to previously-visited vertices in the degree calculation. (I have not carried out a rigorous
investigation into the effect of this change.) Another small tweak is that on some calls to the
minimum-degree algorithm, degrees are divided by a small integer and rounded down, in
order to enlarge the set of “minimum degree” vertices that may be chosen.
The second sub-solver calls the Metis library [2] which constructs an elimination tree in a
top-down fashion by nested dissection (a recursive process of finding small vertex separators
to partition the graph). The Metis library returns an ordering of vertices for the elimination
tree; the sub-solver simply constructs an elimination tree using this ordering.

3

The Tweed-Plus Algorithm

Let G be the input graph. The Tweed-Plus algorithm performs the following steps. First,
one of the sub-solvers is called to produce an initial treedepth decomposition T of G. (Since
G is assumed to be connected, T must be a tree rather than a forest composed of multiple
trees.) Following this, the algorithm finds a subtree T 0 of T that contains a leaf of maximum
depth in T ; the subtree T 0 is a candidate for subtree improvement. One of the sub-solvers
is then called in an attempt to find a replacement for T 0 that has lower depth. If such a
subtree is found, this is used to replace T 0 in the overall decomposition T .
The algorithm periodically discards T completely, computes a new initial treedepth decomposition, and again carries out the process of attempted subtree improvements. Whenever
the current decomposition has lower depth than any decomposition previously found, this
decomposition is recorded as the incumbent best solution.
The algorithm as implemented is intended to be run for 30 minutes, as this is the time limit
of the PACE Challenge. Two minutes before this time limit is reached, the best treedepth
decomposition found so far is reloaded from memory, and additional subtree improvements
are attempted until the time limit is reached. This simple strategy of returning to the best
solution found so far for a final, relatively long improvement phase appears to be useful in
some cases. For example, it brings the best depth found down from 138 to 135 on PACE
Challenge public instance 069; no other solver entered into the challenge gives as good a
result on this instance.
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There are many small details of the algorithm that have not yet been described: How are
candidate subtrees for improvement chosen? How many attempts at improvement are carried
out before beginning with a new initial decomposition? When is each sub-solver used? Each
of these decisions was made by hand-tuning to the PACE Challenge public instances, and
further improvements are without doubt possible. To give a sketch of the choices made: Both
sub-solvers are used (in different iterations) for producing an initial decomposition, and both
are also used for attempting subtree improvements. Candidate subtrees for improvement
always contain the lowest-indexed vertex of maximum depth, and have depth ranging from 1
to one less than the depth of the full treedepth decomposition. On early iterations, subtree
improvements are not attempted at all; on later iterations, an increasing number of attempts
at subtree improvements are made.

4

Implementation details

The Tweed-Plus algorithm is implemented in C. Two different representations of vertex
neighbourhoods are used in an effort to save memory and reduce run time: small adjacency
lists (up to 32 vertices) are stored as unsorted lists, while larger adjacency lists are stored as
bitsets. Nevertheless, the implementation of the minimum-degree heuristic lacks many of the
improvements that have been proposed in the literature [1].
The solver uses code from Nauty 2.6r12 [3] for the bitset data structure and random number
generator (the latter of which is based in turn on code by Donald Knuth).1 Metis 5.1.0 [2] is
used to find a nested dissection ordering.2

5

Conclusion

This paper has briefly introduced the Tweed-Plus solver, which uses a portfolio of heuristic treedepth algorithms both for constructing an initial solution and for seeking subtree
improvements. An interesting direction for future research would be to add several of the
leading solvers from the PACE 2020 heuristic track as additional sub-solvers.
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1

Orderings and elimination

We start by recalling a few useful notions and facts (experts will recognize we are essentially
describing the well-known statement that td(G) = wcol∞ (G), see e.g. [3, Lemma 6.5]).
Treedepth has many equivalent definitions. Small treedepth can be certified as usual by a
treedepth decomposition (also known as a Trémaux tree) – it suffices to specify the parent of
each vertex in the tree. A corresponding ordering is any linear ordering of vertices such that
parents come before children – it can be obtained from a parent vector by any topological
sorting algorithm, for example. In turn, any linear ordering of vertices can be turned into a
treedepth decomposition by an elimination process: repeatedly remove the last vertex in the
ordering and turn its neighbourhood into a clique. The parent of the removed vertex is set
to the latest vertex in the neighbourhood.
It is easy to check this results in a new valid treedepth decomposition. Moreover, turning
a decomposition into an ordering and back cannot increase the depth. To see this, observe
that by induction, at any point in the elimination process, the neighbourhood of the removed
vertex consists only of its ancestors (in the original decomposition), because all later vertices
were removed, hence all introduced edges are still in the ancestor-descendant relationship. In
particular the new parent of each vertex is an ancestor in the original decomposition.
A more static look at the elimination process is through strongly and weakly reachable
vertices. Fix a vertex v. A vertex x is in the neighbourhood of v at the moment v is
eliminated if and only if x is earlier in the ordering and can be reached, in the original
© Marcin Wrochna;
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graph, via a path whose internal vertices are later than v in the ordering (= have been
eliminated). We say x is strongly reachable from v (in the given graph and ordering). So this
neighbourhood is the set of strongly reachable vertices (in the graph G with ordering L),
usually denoted SReach∞ [G, L, v]. Similarly x is weakly reachable from v if x is earlier and
can be reached via a path whose internal vertices are later than x (instead of “later than v”).
Equivalently, this relation is the transitive closure of strong reachability. The set of weakly
reachable vertices is denoted WReach∞ [G, L, v] – it is equal to the set of ancestors of v in
the treedepth decomposition obtained by elimination.
To give some context, the maximum size of SReach∞ [G, L, v] over vertices v is the strong
∞-colouring number of (G, L) and its minimum over all orderings L is equal to tw(G) + 1 [1,
Theorem 3.1]. The maximum size of WReach∞ [G, L, v] over vertices v (hence the depth of
the resulting treedepth decomposition) is the weak ∞-colouring number of (G, L) and its
minimum over all orderings L is equal to td(G). The ∞ here is customary because using
paths of length at most k < ∞ leads to other notions important in sparse graph theory, see
e.g. [6].
A third, more efficient look at the elimination process comes from the observation that
descendants of v, in the resulting treedepth decomposition, are exactly vertices reachable in
the subgraph induced by vertices later than or equal to v (in the ordering). We can thus
define a building process on an ordering as follows: we process vertices starting from the
last, maintaining connected components of the subgraph induced by vertices processed so far.
This is sufficient to build the same treedepth decomposition, without changing the graph:
we maintain the treedepth decomposition of the subgraph induced by processed vertices
(using a parent vector) and represent each component by the root of the corresponding tree
(equivalently, the earliest vertex of the component). When processing a vertex v, for each
neighbour y later than v in the ordering, to update components we only have to merge y’s
component with v (initially a singleton). To update the decomposition, we find the root of
y’s component and make it a child of v, which thus becomes the new root. Thus y’s parent
is the latest weakly reachable vertex, as expected.
In other words, the building process consider vertices in the same order as the elimination
process. However, in the elimination process we maintain a graph on unprocessed vertices
and when eliminating the next vertex, we replace its neighbourhood by a clique, which
is somewhat costly. Instead, in the building process we maintain a graph on more and
more processed vertices (hence the name), or rather a structure to represent its connected
components.

2

Greedy algorithms

The above processes suggest simple heuristics: we can start with vertices ordered decreasingly
by any notion of centrality (e.g., the degree in the original graph), since we expect higher
vertices in optimal treedepth decompositions to be more “central”. Moreover, we can update
this “centrality score” of unprocessed vertices on the fly: we maintain a heap of unprocessed
vertices with the minimum score at the top, popping and processing a vertex until the heap
is empty.

By elimination
In the elimination process, we update the score of a vertex v based on a linear combination of:
1. its height (1+max height of neighbours eliminated so far; once we decide to eliminate v this
becomes the height of the subtree rooted at v in the resulting decomposition); 2. its degree (in
the partially eliminated graph; once we decide to eliminate v this becomes | SReach∞ [G, L, v]|
in the resulting ordering); 3. some initial, static score.
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Consider a graph with n vertices, m edges, and suppose we stop when unable to obtain
a decomposition of depth better than d. In the elimination process, we can then assume
that the neighbourhood of every vertex at every step is smaller than d. Simulating it then
requires Θ(nd2 ) time in many cases: e.g. if most vertices have a neighbourhood of size Θ(d)
at the time they are processed (as in Kd,n ), ensuring that this neighbourhood becomes a
clique takes Θ(d2 ) time. This bound is also sufficient; to do the simulation we maintain
neighbourhood lists of the partially eliminated graph as std::vectors sorted by vertex name
(not by the ordering we’re about to compute), so that the union of neighbourhoods can be
computed by merge-sort (when turning v’s neighbourhood into a clique). Note however that
we cannot compute parents on the fly, since the ordering of unprocessed vertices is not yet
decided; we do this in a second pass, using the faster building approach once the ordering is
fixed. See Algorithm 1 in the full version.
The memory requirement is Θ(nd) in the worst case and this cannot be improved to
O(m), because a random 3-regular graph on d vertices will have, after eliminating half of its
vertices, a clique on Θ(d) vertices and Θ(d2 ) edges (due to its expansion properties). This
means memory usage can also be prohibitive for large graphs with expected treedepth d
much larger than the average degree.

By building
The Θ(nd2 ) time and Θ(nd) space bound of the elimination process can be prohibitive
for huge graphs of large treedepth. Instead, the building process can be simulated in
O(min(m · α(n), nd)) time and O(m) space by maintaining components with the classic
union-find data structure (where α is the inverse Ackerman function [5] and the latter bound
follows from the fact that for each vertex, its pointer in the structure only goes up the tree).
We note that this also allows to check the correctness of a treedepth decomposition (by
replacing the assignment parent[y] := v with whatever the original parent was and checking
it is a descendant of v) in the same running time; this can be significantly faster than the
straightforward O(md) method when d is large.
The details are similar as in Algorithm 1, see Algorithm 2 in the full version. One change
is that g[v] does not represent the neighbourhood of a vertex after elimination; instead,
it represents the graph after contracting processed components. For a root vertex r of
a component C (starting from singleton components), g[r] stores the neighbours of that
component. For a non-root vertex g[v] is cleared: this guarantees that the total size never
increases. This also means the α part of the score is less meaningful; using α · |g[x]| below
would be the same as α · |NG (x)| (the original degree, since x is not processed yet). Instead
we use α · max(|g[x]|, |g[v]|) as a slightly better heuristic. This does result in noticeably worse
results compared to the elimination version.
Moreover, we maintain a union-find structure with pointers ancestor[v]. We decided
not to balance unions by size or rank, instead of opting for a simpler and more natural
choice: ancestor[v] is always some ancestor in the treedepth decomposition computed so far
(ancestor[v] is ⊥ for unprocessed vertices) – we expect these to be shallow anyway.

Fast versions with lookahead
In Algorithm 2 the cost of computing g[v] is still significant (though much lower compared to
the elimination version). A super-fast version can be obtained by removing g[v]; however the
height of unprocessed vertices cannot be maintained exactly then. In that case the heap is
useless and we can simply do the building process with a fixed ordering by initial score.
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However, we can significantly improve this super-fast version with a simple lookahead.
Instead of processing the last unprocessed vertex, we check the last ` unprocessed vertices,
compute what their height would be at this point, and choose the minimum height. For
` = 2 this is almost as fast as a DFS; for ` = 64 this is still faster than other versions and
results in significantly better depth than DFS, often giving a reasonable ballpark estimate.
Nevertheless we essentially always use the full version of Algorithm 2 as well, unless we know
that the super-fast estimates are good enough (e.g. in recursive runs where other branches
are already deeper).
A similar idea can be used to get the best of the elimination and building versions. The
problem with the building version is that we do not have access to the degree of a vertex
after eliminations, for evaluating the heuristic score. A work-around is to do this evaluation
exactly (by computing unions of neighbourhoods) for a few vertices close to the top of the
heap. In fact, a re-evaluation can only increase the score, pushing a vertex down, so it
suffices to re-evaluate and update the top vertex of the heap some constant ` number of times
(completely forgetting the computed unions of neighbourhoods afterwards). We can stop as
soon as the top vertex stays at the top after re-evaluation, so even high constants ` turn out
to be quite affordable. For ` = 1024, this results in an algorithm that seems just as good as
greedy by elimination, yet avoids the heavy memory usage in huge graphs of large treedepth.

3

Divide & Conquer

The other main component of the submitted algorithm is to divide & conquer: find a possibly
small balanced cut, remove it, recurse into connected components, and output a treedepth
decomposition with the cut arranged in a line above the recursively obtained decompositions.
To find balanced cuts we use the FlowCutter algorithm submitted for the PACE 2016
challenge by Ben Strasser. It is a crucial part here as well, but the idea and details are
already very well described in a paper by Hamman and Strasser [2] (see also some further
details in [4]).
A final feature is that of cutoffs. A bad cutoff d means we abandon any attempt that
won’t lead to a decomposition of depth strictly smaller than d. A good cutoff d means we
return as soon as it can output a decomposition of depth at most d. We use e.g. the best
know decomposition’s depth as a bad cutoff and the maximum depth in sibling branches
computed so far as a good cutoff.
Further ideas and details are deferred to the full version (arXiv:2006.07050).
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1

Introduction

The Parameterized Algorithms and Computational Experiments Challenge (PACE) is an
annually held algorithm engineering competition conceived in Fall 2015 to deepen the
relationship between parameterized algorithms and practice.
So far, four iterations of PACE were organized. In each iteration, one or two NP-hard
computational problems were chosen and the goal was to prepare an implementation which is
able to solve (either exactly or approximately) challenging instances from various application
domains in a decent time. The problems included treewidth [12,13], minimum feedback vertex
set [12], minimum fill-in [13], Steiner tree [7], vertex cover [16], and hypertree width [16].
These challenges have a significant impact on the research community. Indeed, according
to Google Scholar previous PACE reports are cited more than 90 times, in particular by
research articles based on concrete implementations competing in previous editions of PACE,
published in conferences like ALENEX, SEA, WADS, and ESA (where the best paper award
was given in 2017 to a PACE-related work of H. Tamaki [50]).
In this article, we report on the fifth iteration of PACE. The topic of PACE 2020 was
computing the treedepth of a graph (see Section 2 for a definition). The challenge was
partitioned into two tracks. In the exact track, the implementations were supposed to return
only optimal solutions and the goal was to maximize the number of solved instances (with
total computation time as a tiebreaker). In the heuristic track, the implementations were
supposed to solve larger instances than in the exact track, but non-optimal solutions were
allowed and the goal was to provide solutions which are, on average, better than the solution
of others.
The PACE 2020 challenge was announced on 25th October 2019. On December 16th
public instances were made available and beginning from 13th March 2020 it was possible
to test solutions on the public instances via the optil.io platform, which provided also a
provisional ranking. The final version of the submissions was due on 1st June 2020. The
results were announced on 24th June 2020. The award ceremony is going to take place during
the International Symposium on Parameterized and Exact Computation (IPEC 2020) which
was supposed to take place in Hong Kong, but due to the COVID-19 pandemic will be held
online.
For the first time, short descriptions of the top five solvers in each track are contained as
standalone documents in the proceedings of IPEC. Some of them will likely inspire or evolve
into research papers. Indeed, at the moment of writing this report, we were already able to
identify two such cases, see [53] and [62].

2

Computing Treedepth: Theory and Practice

Treedepth plays a major role in structural graph theory, in particular, the theory of sparse
graph classes [31–33]. It is more restrictive than its more well-known counterparts treewidth
and pathwidth, but still graphs of bounded treedepth form quite a rich family of graphs.

Definition
Remarkably, treedepth admits a number of equivalent definitions. Probably the best known
is the one using embeddings into a rooted forest. A rooted forest is a graph whose every
connected component is a tree with a designated root and the depth of a rooted forest is the
maximum number of vertices on a root-to-leaf path. For a graph G, a treedepth decomposition
of G consists of a rooted forest F and a bijection φ : V (G) → V (F ) such that for every
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Figure 1 The thick gray tree on the right is an exemplary treedepth decomposition (aka elimination
tree) of the graph on the left. Note that all graph edges go bottom-up in the tree.

uv ∈ E(G), φ(u) and φ(v) are in descendant-ancestor relation in F . The depth of a treedepth
decomposition (F, φ) is the depth of F and the treedepth of a graph G, denoted td(G), is the
minimum possible depth of its treedepth decomposition.
A basic but important observation about treedepth is that if (F, φ) is a treedepth
decomposition of a graph G and T is a tree in F with root r, then removing φ−1 (r) from
G disconnects vertices whose images under φ are in different subtrees of T rooted in the
children of r. This leads to the following equivalent recursive definition of treedepth:


if V (G) = ∅,

0
td(G) = 1 + minv∈V (G) td(G − {v}) if G is connected,


max
td(C)
if G is disconnected.
C∈cc(G)

Here, cc(G) denotes the family of connected components of G.
The above definition can be also interpreted as a game between two players, say Breaker
and Chooser. The arena of the game is an induced subgraph of the input graph G, initially
the whole graph G. At each round, Breaker first deletes a vertex of the current graph,
and then Chooser restricts the arena to one of the connected components of the current
graph. The game ends when the current graph becomes empty; Breaker wants to end the
game in the minimum number of rounds, and Chooser in the maximum number of rounds.
It is immediate from the above recursive definition of treedepth that, if both players play
optimally, the game will end in exactly td(G) rounds.
Because of the above definition and the intuition of treedepth as an “elimination game”,
where one can pay 1 to delete a vertex from the graph and then recurse independently
over connected components, treedepth decompositions are sometimes called also elimination
forests (or elimination trees if G is not connected).
Two related equivalent definitions of treedepth come from the theory of sparse graph
classes. Let G be a graph. A function α : V (G) → N is a centered coloring if for every
connected subgraph H of G, H contains a vertex of unique color, i.e., there is i ∈ N with
|α−1 (i) ∩ V (H)| = 1. Furthermore, α is a vertex ranking if this unique color i is actually
equal to max{α(v) | v ∈ V (H)}. In the context of a centered coloring, the values α(v) are
called colors and in the context of a vertex ranking, they are called ranks. It is not difficult to
see that the minimum number of colors used for a centered coloring of G and the minimum
number of ranks used for a vertex ranking are both equal and equal to the treedepth of G.

Algorithms
From the theory point of view, the complexity of computing or approximating treedepth is
much less understood than for treewidth.
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The recursive definition of treedepth can be also interpreted as a recipe for a dynamic
programming algorithm computing the treedepth of G. This yields a very simple 2n · nO(1) time algorithm.
Reidl et al. [37] described a dynamic programming algorithm that, given a graph G and a
tree decomposition of G of width t, finds td(G) in time 2O(td(G)·t) nO(1) . One can pipeline this
algorithm with an approximation algorithm for treewidth, say constant-factor approximation
algorithm running in time 2O(tw(G)) nO(1) [38] where tw(G) denotes the treewidth of G,
obtaining an exact algorithm running in time 2O(td(G)tw(G)) nO(1) . This is the state-of-the-art
as far as parameterized exact algorithms for treedepth (in theory) are concerned.
For practical approaches to computing treedepth exactly, we mention a work by Ganian,
Lodha, Ordyniak, and Szeider [18] that experimented with encoding computing treedepth as
SAT instances and using SAT solvers.
For approximation, a folklore observation (see [26] for a full proof) is that given a graph
G and a tree decomposition of G of width t with tree T , one can in polynomial time find a
treedepth decomposition of G of depth at most (t + 1)td(T ). Since every tree decomposition
of G can be simplified to use O(|V (G)|) nodes in its tree and every tree T has treedepth
td(T ) ≤ log2 (|V (T )| + 1) (which is easy to deduce from the recursive formula mentioned
earlier), we obtain
td(G) ≤ (tw(G) + 1) · O(log2 (|V (G)|).
Combining the above with known treewidth approximation algorithms, one can obtain a
polynomial-time O(tw(G)2 log tw(G))-approximation for treedepth. The study of forbidden
structures characterizations for treedepth led to an improved approximation guarantee of
O(tw(G) log3/2 tw(G)) [9, 26]. Obtaining a constant-factor approximation for treedepth
running in time say 2O(td(G)) nO(1) remains a challenging open problem.

3

The challenge setup

For each track, the PC selected 200 instances. The instances in each track were ordered
lexicographically by non-decreasing (n, m) where n is the number of vertices and m is the
number of edges. The odd-numbered instances were known to the participants five months
before the submission deadline. The even-numbered instances were used to create the official
ranking and they were secret until the results of the challenge were announced.
Both in the testing phase and for the final evaluation, the implementations were run for
30 minutes per instance using the optil.io on-line judge system [57]. For each instance,
the available memory was limited to 8 GB.
In the exact track, the contestants were ranked by the number of instances solved and
the total time required for the solved instances as a tiebreaker. Submissions for the exact
track were supposed to be based on a provably optimal algorithm, although it was not a
formal requirement. Instead, if a submission halted on some instance within the allotted time
and output a solution that was worse than the best-known solution (from the PC’s solver,
other participants, or the way in which the instance was generated) then the submission was
disqualified.
In the heuristic track, the goal was to maximize the total score and the score for a single
instance for an implementation which returned a result of value d was determined by the
formula 100 · min /d, where min is the best (though not necessarily optimal) value obtained
by any participating team. The reasons for selecting the formula were a) it does not award
minor (say, additive) improvements too much (as compared to, e.g., ranking-based methods)
and b) the score is within (0, 100] always, so one very bad result does not make the submission
to lose (as it could happen, say, for the inverse d/ min).
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Figure 3 Distribution of origin categories, sizes, densities, and (a bound on) treedepth of the
private test instances in the heuristic track. Colors correspond to the origin categories as in Figure 2.

Similarly as for previous editions of PACE, we required that the source code must be
published in a public repository and available under an open source license. Following
PACE 2019 we also allowed for external dependencies such as ILP, SAT, and treewidth
solvers, provided that they were also open source.

4

Selection of the instances

All public and private instances used for PACE 2020 are available at a public repository at
the address https://github.com/lkowalik/Treedepth-PACE-2020-instances. The set
of collected instances contains graphs coming from various applications and graphs generated
using a few generators. They can be divided into the following categories (see also Figure 2
for the distribution):
biology: Graphs coming from applications in biology, biochemistry, and medicine.
Downloaded from BioGRID [42], SNAP [63], ginsim.org [30], KEGG [24], STRING [48],
and network repository [34].
computer science: Control-flow graphs of C functions and graphs originating from
register allocation for variables in real codes, created for DIMACS Coloring Challenge
1992–1993.
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Figure 4 Distribution of sizes in the instance sets.

generated: Graphs obtained from Python’s networkx generators: expanders, grids,
random cubic graphs, Waxman graphs (random geometric graphs).
infrastructure: Mostly road graphs obtained from open street maps; also power grid
networks (from network repository [34]) and public transport graphs contributed by
Johannes Fichte for PACE 2016.
named: Small named graphs like the Petersen graph, the flower snark, etc., originating
from SageMath.
planted: Random trees and cycles of cliques polluted with random edges that go bottomup in the optimal treedepth decomposition. These instances were needed for testing
correctness of treedepth solvers, because the generator was able to compute the optimum
treedepth in polynomial time.
social: Social networks originating from interactions between people, animals, or fictional
characters.
Figures 4, 3, and 5 show the distribution of instance sizes and other characteristics
depending on track.

5

Participants

There were 15 and 10 teams that officially submitted a solution to the exact and heuristic
track, respectively. Five teams participated in both tracks, which gives 20 distinct teams.
However, there were 38 more optil.io users that submitted a solution to the server during
the testing phase (but none of them would be ranked in the top five solves for any track).
The 20 teams represented three continents and 12 countries (see Table 1).

6

Exact Track

The results of the Exact Track are as follows.
1. James Trimble (University of Glasgow) solved 78 instances in 6502.97 seconds
github.com/jamestrimble/pace2020-treedepth-solvers [54, 55]
2. Tuukka Korhonen (University of Helsinki) solved 77 instances in 5599.64 seconds
github.com/Laakeri/pace2020-treedepth-exact [28, 29]
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Table 1 A sorted table of the 20 participating teams’ countries.
Country
Germany
Netherlands
Japan
United Kingdom
Brazil
Finland
France
India
Kosovo
Poland
Russia
Ukraine

Number of teams
4
4
2
2
1
1
1
1
1
1
1
1

3. Ruben Brokkelkamp, Mees de Vries, Raymond van Venetië, Jan Westerdiep (Centrum
Wiskunde & Informatica (CWI), University of Amsterdam, Korteweg-de Vries Institute
for Mathematics, University of Amsterdam) solved 72 instances in 3149.56 seconds
github.com/mjdv/tdULL [8, 11]
4. Max Bannach, Sebastian Berndt, Martin Schuster, Marcel Wienöbst (Institute for Theoretical Computer Science at Universität zu Lübeck, Institute for IT Security at Universität
zu Lübeck, Institut für Epidemiologie at Universität Kiel) solved 72 instances in 4267.56
seconds
github.com/maxbannach/PID-Star [2, 4]
5. Dejun Mao, Vorapong Suppakitpaisarn, Zijian Xu (The University of Tokyo) solved 68
instances in 8794.42 seconds
github.com/xuzijian629/pace2020 [60, 61]
6. Narek Bojikian, Alexander van der Grinten, Falko Hegerfeld, Laurence Alec Kluge, Stefan
Kratsch (Humboldt-Universität zu Berlin) solved 64 instances in 4514.95 seconds
github.com/PACE-Challenge-Hu-Berlin/PACE-Challenge-2020 [6]
7. Tom van der Zanden (Maastricht University) solved 44 instances in 6304.91 seconds
github.com/TomvdZanden/BasicTreedepthSolver
8. Dmitry Sayutin (ITMO University) solved 37 instances in 11465.50 seconds
github.com/cdkrot/pace2020-sat-dp-solver [39]
9. Philip de Bruin, Erik Jan van Leeuwen (Utrecht University) solved 27 instances in 4470.34
seconds
github.com/PhiliPdB/treedepth-exact [10]
10. Jun Kawahara, Toshiki Saitoh, Akira Suzuki, Toshiyuki Takase, Katsuhisa Yamanaka
(Kyoto University, Kyushu Institute of Technology, Tohoku University, Iwate University)
solved 6 instances in 198.43 seconds
github.com/toshimaru0123/pace-2020/ [25]
11. Blend Arifaj, Ardit Baloku, Blend Berisha, Edon Gashi, Endrit Mëziu, Kadri Sylejmani
(University of Prishtina) solved 0 instances in 0.00 seconds
github.com/ksylejmani/treedepth-iterated-local-search
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The following teams submitted a solver, but, as described in the rules, it was disqualified
because of at least one suboptimal solution. The number of solved instances reported below
refers to the instances for which neither the PC nor any of the submitted solvers were able
to produce a better solution.
Miguel Bosch Calvo, Giorgia Carranza Tejada, Dominik Jeurissen, Steven Kelk, Zhuoer
Ma, Alexander Reisach, Borislav Slavchev (Maastricht University) solved 79 instances in
138250.66 seconds
github.com/CommanderCero/Treedepth-Pace-2020
Sylwester Swat (Poznań University Of Technology) solved 74 instances in 128578.34
seconds
github.com/swacisko/pace-2020 [46]
Marcelo Garlet Milani (Technische Universität Berlin) solved 40 instances in 1469.06
seconds
gitlab.tu-berlin.de/mgmillani1/treedepth-pace20 [19]
Oleg Evseev, Igor Kozin, Alexander Zemlyanskiy (Zaporizhzhya National University)
solved 8 instances in 241.10 seconds
github.com/oevseev97/pace-2020 [17]

6.1

Details of the solvers

The participants in the exact track used approaches that broadly fell into two categories:
bottom-up and top-down.

Bottom-up approaches
In the bottom-up approach, the participants tried to find elimination trees for depths
k = 1, 2, 3, . . . until they succeeded.
The bottom-up approach is to build minimum-depth elimination trees for induced subgraphs of the input graph iteratively from smaller depths to larger depths. Herein, a data
structure keeps track of all the vertex sets S for which an elimination tree of G[S] has been
computed already. Then, in iterations over the data structure it is tested for which of the
subgraphs in the data structure their elimination trees can be combined into an elimination
tree of appropriate depth for the union of the subgraphs.
The bottom-up approach is akin to the positive-instance driven approach to dynamic programming [52]. Therein the goal is to avoid unnecessary work that is done in straightforward
dynamic programs by carrying the dynamic program out in a forward-looking way. In the
usual backward-looking approach we define a signature for subsolutions and we iterate over
all signatures that are possible and, for each of them, check whether it is realized by some
subsolution, by looking at signatures that are smaller in some well-defined sense and have
been computed earlier. In the positive-instance driven way, instead, we directly generate
from all the subsolutions that have been generated so far subsolutions which are larger in a
well-defined sense. This intuitively avoids checking many signatures if there are only a few
possible subsolutions.
The bottom-up approach was used by Trimble (1st place), Bannach et al. (4), Bojikian
et al. (6), and van der Zanden (7). All the teams used a number of tricks to speed-up
the basic approach and it seems that the winner collected most of them. Perhaps most
obviously, many teams used known preprocessing rules [18, 27]. Both Trimble and Bannach
et al. observed that the algorithm spends more and more time as k (the upper bound on
the depth) grows, simply because then there are more partial solutions to consider. Both
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teams came up with the following remedy. First, they run a fast heuristic that computes a
treedepth decomposition of some depth t. Then the original exact algorithm follows, with
k = 1, . . . , t − 1. The hope is that the optimum depth is actually t and then we save on
the (dominating) time needed for the last iteration. Other speed-ups involved pruning some
subsolutions to consider, for example using a domination rule of Ganian et al. [18, Lemma
4.1], or the observation that for a subsolution X all neighbors N (X) must be ancestors in
the final elimination tree, so we can discard it when its treedepth plus |N (X)| exceeds the
target bound k.

Top-down approaches
In the top-down approach, we try to build an optimal elimination tree from the root to the
leaves. In this approach, it is useful to observe that, barring the trivial case of cliques, the
top vertices of the elimination tree can be chosen to be an inclusion-wise minimal separator
of the input graph [14]. Hence, a natural idea is to enumerate all such separators, branch
into all possibilities of taking such a separator for the top vertices of the elimination tree,
and recurse into doing the same for each remaining connected component.
The top-down approach was taken by Korhonen (2nd place), Brokkelkamp et al. (3), Mao
et al. (5), de Bruin and van Leeuwen (9) and Kawahara et al. (10), though the latter two
teams did not use the minimal separators.
Generating minimal separators turned out to be a quite time consuming part of the
approach, so different teams used different methods to cope with this issue. Brokkelkamp
et al. used the standard minimal separators listing algorithm of Berry et al. [5]. Korhonen
used an approach by Tamaki [51]. His algorithm solves the decision problem beginning with
high upper bound on the treedepth k, e.g., k = n, and then improves k until possible. For
enumerating minimal separators, first a fast heuristic algorithm [51, Section 4.3] is used,
which may not find all the separators (but usually does so). It may happen that this already
results in an improved upper bound for the treedepth. Otherwise, the algorithm is run for the
second time, this time using a slower, but exact algorithm [51, Section 4.2] for the separator
enumeration. Finally, Mao et al. used the space-efficient minimal separator listing algorithm
of Takata [49]. Moreover, they skip separators of a size larger than the treewidth of the
current graph, since they conjecture that this does not change the resulting treedepth. (Note
that the correctness of their algorithm relies on this conjecture.)
Most of the top-down solvers used memoization, i.e., storing upper or lower bounds for
subproblems to avoid repeated computation.
Another common technique used by all best solvers using the top-down approach is
branch-and-bound, i.e., pruning the branching tree by using lower and upper bounds for
the treedepth of subproblems. The combined arsenal of lower bound techniques includes
memoized lower bounds for subgraphs, finding a long path or cycle, clique minors, and
degeneracy. Korhonen used an interesting upper bound technique. It begins by finding
a chordal completion of the graph. A fast heuristic upper bound algorithm is run on the
resulting graph, in particular, utilizing the fact that chordal graphs have only a linear number
of minimal separators.
Surprisingly, at least according to the submitted descriptions, it seems that only Korhonen
applies preprocessing. Namely, he compresses induced subtrees connected to the rest of the
graph by a single vertex (using the linear time algorithm for trees of Schäffer [40]) and also
generalizes the shared neighborhood rule of Kobayashi and Tamaki [27, Lemma 6].
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Table 2 Differences between the top five teams in the exact track (columns contain instances).
Name
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X X X X X X
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X X X X
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X
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Figure 5 Instances of the exact track: number of edges vs. vertices (left) and (an upper bound
on) treedepth vs. vertices (right). Crosses denote instances that were not solved by any team.

Other approaches
The solver of Sayutin used the standard O∗ (2n ) dynamic programming for small n and the
SAT-encoding of Ganian et al. [18]. The solver of Milani implemented the 2O(td(G)tw(G)) nO(1)
algorithm using dynamic programming over tree decomposition [37] of Reidl et al. The
disqualified solvers of Calvo et al. and Swat used heuristic methods (they were written mainly
for the heuristic track).

6.1.1

Summary

The top ranked solvers used an impressive number of new and existing ideas. It should be
noted that, when properly optimized, both bottom-up and top-down approaches seem to
give similar results. Indeed, the solver of Trimble solved just one instance more than the
one of Korhonen. This is in strong contrast with exact treewidth computation, where the
bottom-up positive-instance driven approach outperforms other known methods (see [13, 52]).

6.2

A closer look at the results of the exact track

Altogether 81 out of the 100 private instances were solved by the participants, which means
that the winning team has not solved three instances solved by others. Table 2 shows the
differences between the top five teams in the exact track (a common subset of 66 tests was
solved by all of them). The participants managed to solve all the tests with less than 80
vertices. The smallest treedepth of an unsolved instance was at most 17 (a 170-vertex road
network), i.e., we computed an upper bound of 17 by a heuristic solver. The largest treedepth
of a solved instance was 83 (the 100-vertex Hall-Janko graph). The plots in Figure 5 present
solved and unsolved instances divided into categories.
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Figure 6 Running times of the five top solvers in the exact track. For each solver, all the instances
solved by it were sorted by the running time.

It might be also interesting to look at the running times of the solvers. The plot in
Figure 6 suggests that the top solvers needed substantial time only for a small fraction of
solved instances.

7

Heuristic Track

The results of the Heuristic Track are as follows.
1. Sylwester Swat (Poznań University Of Technology) scored 9710.94 points
github.com/swacisko/pace-2020 [46, 47]
2. Ben Strasser scored 9684.10 points
github.com/ben-strasser/flow-cutter-pace20 [44, 45]
3. Marcin Wrochna (University of Oxford) scored 9591.21 points
github.com/marcinwrochna/sallow [58, 59]
4. James Trimble (University of Glasgow) scored 9447.96 points
github.com/jamestrimble/pace2020-treedepth-solvers [54, 56]
5. Max Bannach, Sebastian Berndt, Martin Schuster, Marcel Wienöbst (Institute for Theoretical Computer Science at Universität zu Lübeck, Institute for IT Security at Universität
zu Lübeck, Institut für Epidemiologie at Universität Kiel) scored 8935.63 points
github.com/maxbannach/Fluid [1, 3]
6. Stéphane Grandcolas (LIS) scored 8880.58 points
gitlab.lis-lab.fr/stephane.grandcolas/treedepth-sga/-/tree/master/pace-2020 [22]
7. Miguel Bosch Calvo, Giorgia Carranza Tejada, Dominik Jeurissen, Steven Kelk, Zhuoer
Ma, Alexander Reisach, Borislav Slavchev (Maastricht University) scored 6320.19 points
github.com/CommanderCero/Treedepth-Pace-2020
8. Gabriel Duarte, Uéverton Souza, Samuel Silva (Fluminense Federal University) scored
5068.50 points
github.com/SamuelEduardoSilva/pace-2020 [15]
9. Aman Singal (Indian Institute of Technology Dharwad) scored 4254.87 points
github.com/AmanSingal/pace-2020-submission1 [41]
10. Oleg Evseev, Igor Kozin, Alexander Zemlyanskiy (Zaporizhzhya National University)
scored 1071.72 points
github.com/oevseev97/pace-2020 [17]
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7.1

Details of the solvers

In the heuristic track, similarly as in the exact track, it was not sufficient to come up with
a single good idea. All the top solvers used a portfolio of many approaches. This was also
forced by the test dataset in which number of vertices varied from 100 to 2 000 000 and
treedepth ranged from 7 to up to 150 000. Clearly, in very large graphs the time limit allows
only for simple and fast heuristics, while in small and medium instances one can try also
more time consuming and possibly more meaningful computation. In contrast to the exact
track, here one can try several approaches and output the best result, and this property
was frequently used. Again, the most natural classification of methods is bottom-up and
top-down processing.

Bottom-up heuristics
The basic scheme of a bottom-up heuristic is to find a so-called elimination order, as follows.
Pick a vertex v in G (which minimizes some heuristic score), remove v from the graph
and connect its remaining neighbors into a clique, obtaining graph G0 . Put v in the end
of the ordering and find the rest of the ordering recursively. In the resulting treedepth
decomposition, the neighbor of v in G0 which is the latest in the order becomes v’s parent.
In the classic application of the above strategy [21] we always choose a vertex v of
minimum degree in the current graph. In the context of treedepth, this is a meaningful
measure, because it is a lower bound on the number of ancestors of v. However, one should
also take into account the height of v, defined as the maximum of the heights of its eliminated
neighbors plus 1, which represents the depth of the subtree rooted at v if it is eliminated at
the given moment. Strasser (place 2) and Wrochna (3) used a linear combination of these
two values as the vertex score. Wrochna designed also a few increasingly faster and more
approximate versions of this approach.

Top-down heuristics
Treedepth can be defined by removing one vertex and recursing to connected components
of what remained. However, it is a pretty rare case that by removing just one vertex we
get a nice partition into many connected components. If we “unravel” this recursion we
may come to a conclusion that it is good to think about removing at once whole sets of
vertices that are in some way good separators. Ideally, we would like to drive our search of
separators by breaking the graph into components with smaller treedepth, but we do not
have the desired knowledge about the treedepth of subgraphs, so we need to measure the
complexity of subproblems in a different way, for example, by the number of their vertices
or edges or some other measure that is easily computed. In theory, approaches driven by
an assumption that the treedepth and, say, the number of vertices are closely related can
be easily fooled by some hand-crafted instances, but our test dataset was not constructed
in such a way, as it contained mostly instances from real-life applications. This motivates
an approach where we search for some balanced vertex cuts in our heuristic solver. More
precisely, we would like these cuts to be both relatively small and partitioning our graph into
components which are significantly smaller than the original graph. This general approach is
usually called nested dissection [20].
The participants used various approaches for extracting balanced separators. The most
common approach was FlowCutter [23, 43], used in particular by all three top solvers. It
uses a maximum flow algorithm to find a minimum cut, and then refines the balance of the
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Table 3 Top five solvers. The first column is the number of instances solved not worse than any
other team. The second column is the number of instances solved better than any other team.
Name
Swat
Strasser
Wrochna
Trimble
Bannach et al.

The best (with ties)
51
47
46
32
10

Single best (no ties)
22
8
7
1
0

cut by subsequent flow computations. As a result it identifies a family of cuts with good
trade-offs between the size of the cut and its balance. Frequently, the teams used more than
one strategy to find separators. For example the winning solver of Swat uses four more
ad-hoc separator-finding heuristics, based on articulation points, BFS, and flows. Strasser (2)
proposes a local-search heuristic that starts from a cut and improves its size and balance step
by step. Bannach et al. (5) use two strategies: an ad-hoc greedy algorithm and a community
detection heuristic [36].
The solver of Strasser detects whether the graph passed to the recursive procedure is a
clique or a tree and, if so, computes the optimal treedepth (for trees using Schäffer [40]).
Most of the teams just run the whole algorithm from scratch several times, every time
using a different balanced separator approach, or different parameters, or a different random
seed. However, the winning solver of Swat uses deviating scheme. It always computes many
separators, next chooses five of them using a separator scoring function, then attempts to
further improve each of the five separators, to finally choose the best of them and recurse.
We also note that Calvo et al. (7), Duarte et al. (8), and Singal (9) used the top-down
approach based on removing single vertices (instead of separators), for example, with high
centrality measures. However, there was a significant gap between the scores of these solvers
and approaches that applied removing separators (1-6), at least as one of the options in their
portfolio.

Preprocessing and postprocessing
A bit surprisingly, very few teams used preprocessing. However, Swat (1), Trimble (4), and
Grandcolas (6) apply post-processing to see if the resulting tree can be easily improved.

7.2

A closer look at the results of the heuristic track

A closer look at the results obtained by the teams at particular tests shows that there was no
single team that dominated the others, in particular each of the top four teams has solved at
least one instance better than all the others (see Table 3). However, the depths returned by
the winning solver of Swat were always within the ratio of 1.13 to the output of any other
solver, see Figures 7 and 8. (In Table 3 and Figures 7 and 8 we take into account all the
submissions to optil.io, including the teams who have not made an official submission
to PACE.)
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Figure 7 Comparison of the five top solvers in the heuristic track: how many tests they solved
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Figure 8 Comparison of the three top solvers in the heuristic track. A bar for team α for test i
represents the ratio of the depth of the elimination tree for instance i found by α to the best depth
found by of any other team for i. In particular no bar means that the team has found the minimum.
The gray curve represents size of the tests (in the number of vertices), in the logarithmic scale.
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PACE organization

The Program Committee of PACE 2020 consisted of Łukasz Kowalik (chair), Marcin Mucha,
Wojciech Nadara, Marcin Pilipczuk, Manuel Sorge and Piotr Wygocki, all from University of
Warsaw. During the organization of PACE 2020 the Steering Committee was as follows.
Édouard Bonnet
Holger Dell
Johannes Fichte
Markus Hecher
Bart M. P. Jansen (chair)
Petteri Kaski
Christian Komusiewicz
Florian Sikora

ENS Lyon
Saarland Informatics Campus
Technische Universität Dresden
Technische Universität Wien
Eindhoven University of Technology
Aalto University
Philipps-Universität Marburg
Paris-Dauphine University

In October 2020, Łukasz Kowalik, Marcin Pilipczuk, and Manuel Sorge have joined the SC,
while Christian Komusiewicz, Florian Sikora, and Petteri Kaski left.
The Program Committee of PACE 2021 will be chaired by André Nichterlein (TU Berlin).
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Conclusion

We thank all the participants for their impressive work and look forward to the next PACE.
We welcome anyone who is interested to add their name to the mailing list on the
website https://pacechallenge.org/ to receive PACE updates and join the discussion. The
updates appear also at Twitter at https://twitter.com/pace_challenge. In particular,
plans for PACE 2021 will be posted there.
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