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Preface

The International Symposium on Mathematical Foundations of Computer Science (MFCS
conference series) is a well-established venue for presenting research papers in theoretical
computer science. The broad scope of the conference encourages interactions between
researchers who might not meet at more specialized venues. The first MFCS conference
was organized in 1972 in Jabłonna (near Warsaw, Poland). Since then, the conference
traditionally moved between the Czech Republic, Slovakia, and Poland. A few years ago,
the conference started traveling around Europe. After three editions in Denmark, United
Kingdom, and Germany, the 45th edition of MFCS returns to Prague in the Czech Republic.

The program committee of MFCS 2020 accepted 82 papers out of 242 submissions,
a record number in the history of the conference. The authors of the submitted papers
represented over 45 countries. Each paper received at least three reviews. We would like
to express our deep gratitude to all the committee members for their extensive reports and
discussions on the merits of the submissions.

Due to the Covid-19 pandemic MFCS 2020 was held as a virtual event. It featured invited
talks by Nathalie Bertrand (INRIA, Rennes), Sergio Cabello (University of Ljubljana),
Subhash Khot (New York University), Parthasarathy Madhusudan (University of Illinois
Urbana-Champaign), and Mary Wootters (Stanford University) on topics that reflected the
broad scope of the conference.

MFCS proceedings are published in the Dagstuhl/LIPIcs series since 2016. We would like
to thank Michael Wagner and the LIPIcs team for all their kind help and support. We also
warmly thank the Organising Committee of MFCS, composed by Michal Koucký (chair),
Andreas Emil Feldmann, and Michal Opler, for their hard work in setting up and running
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Concurrent Games with Arbitrarily Many Players
Nathalie Bertrand
University of Rennes, Inria, CNRS, IRISA, France

Abstract
Traditional concurrent games on graphs involve a fixed number of players, who take decisions
simultaneously, determining the next state of the game. With Anirban Majumdar and Patricia
Bouyer, we introduced a parameterized variant of concurrent games on graphs, where the parameter
is precisely the number of players. Parameterized concurrent games are described by finite graphs,
in which the transitions bear finite-word languages to describe the possible move combinations that
lead from one vertex to another.

We report on results on two problems for such concurrent games with arbitrary many players.
To start with, we studied the problem of determining whether the first player, say Eve, has a strategy
to ensure a reachability objective against any strategy profile of her opponents as a coalition. In
particular Eve’s strategy should be independent of the number of opponents she actually has. We
establish the precise complexities of the problem for reachability objectives.
Second, we considered a synthesis problem, where one aims at designing a strategy for each of the
(arbitrarily many) players so as to achieve a common objective. For safety objectives, we show that
this kind of distributed synthesis problem is decidable.
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1 Motivation

We introduce and study concurrent games in which the number of players is a priori unknown.
Games with arbitrarily many players seem particularly relevant to model modern distributed
systems. A first typical situation is the one of a global server, answering requests from an
arbitrary number of clients. One can also think of a fleet of drones trying to cooperate to
achieve a common goal. Wireless sensors networks and ant colonies are more application
examples of games with arbitrarily many players.

2 Games with arbitrarily many players

Starting from concurrent games with a fixed number of players [1, 2], a natural idea is
to define concurrent with arbitrarily many players by equipping edges of the arena with
languages of finite words. For instance, an edge from vertex v to vertex v′ can be labelled
with a language L, representing the situation where, if there are k players, and in v, player i
chooses action ai, and a1 · · · ak ∈ L, then the next vertex will be v′. As an example, L can
be the regular language described by the regular expression a(Σ2)∗ + (bb)∗; with six players
that all choose b, or with seven players if the first one chooses a while the choices of all others
are arbitrary, will lead to v′.
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1:2 Concurrent Games with Arbitrarily Many Players

Note that the number of players k is unknown to them, but fixed all along the play.
Choosing k, and resolving the nondeterminism is performed by the (adversarial) environment.
Since the number of players is a parameter, we refer to the arenas as parameterized arenas,
that we now formally define.

I Definition 1 (Parameterized arena). A parameterized arena is a tuple A = (V,Σ,∆) with
V is a finite set of vertices;
Σ is a finite alphabet of actions;
∆ : V × V → 2Σ+ is a partial transition function.

I Example 2. The notion of parameterized arena is illustrated on an example, depicted in
Figure 1. Here, the alphabet of actions is Σ = {a, b}, and for instance, the language that
labels the edge from v3 to v4 is ba+ abab+. Thus, when in vertex v3, if either there are two
players and Player 1 plays b while Player 2 plays a, or if there are at least 4 players and
their actions form a word in abab+, then the game moves to v4. Note that this arena is
nondeterministic: for instance, from vertex v2, any word in a(aa)∗ can lead to v0, v3 and v5.
Also, in this example, all languages are regular, and are thus denoted by regular expressions.

v0

v1

v2

v3

v4

v5

aΣ

aΣ≥2

aΣ+

Σ+

ab

b(bb)
∗ +a(aa)∗

a(ΣΣ)∗

ba+abab
+

Σ +
\(ab+ba+abab +

)

Figure 1 An example of a parameterized arena.

In the whole paper, we assume that arenas are complete: from any vertex v, for any
non-empty word w ∈ Σ+, there exists an edge v L−→ v′ with w ∈ L. For conciseness, the
examples –as above– might depict incomplete arenas; a sink state can be added so as to
obtain complete arenas.

I Definition 3 (Strategies and induced plays). A strategy for Player i in the arena A =
(V,Σ,∆) is a function σi : V + → Σ.

An infinite strategy profile π = (σ1, σ2, · · · ) induces the plays:

PlaysA(π) =
⋃
k

PlaysA(σ1, σ2, · · · , σk)

=
⋃
k

{v0v1v2 · · · | ∀j ≥ 0, σ1(v0 · · · vj) · · ·σk(v0 · · · vj) ∈ ∆(vj , vj+1)}

In words, a strategy dictates which action to play depending on the sequence of vertices seen
so far. The plays induced by a strategy profile are formed of induced k-plays for each possible
number of players k. An induced k-play satisfies that at each step j, the word, obtained by
concatenating the actions prescribed by the strategies for players from 1 to k, belongs to the
language labelling the edge from vj to vj+1. The initial choice of k, and the resolution of
nondeterminism during the play are taken care of by an adversarial environment.
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v0

v1

v2

v3

v4

v5

v6

aΣ

aΣ ≥2

aΣ +

aΣ
+

aΣ+bΣ
≥2

bΣ+aΣ ≥2

Σ≥2

Σ≥2

Figure 2 A simple concurrent parameterized arena.

I Example 4. Let us illustrate the notions of strategies and plays on Figure 2. Notice that
in this arena, the actions of all players but Player 1 are irrelevant: indeed the languages are
particularly simple aΣ, aΣ+, etc.

Assuming the game starts in v0, an example of strategy for Player 1 is the following:
σ1(v0) = σ1(v0v1) = σ1(v0v2) = σ1(v0v1v3) = a

σ1(v0v2v3) = b

Examples of plays consistent with σ1 are v0v1v3v4 if k = 2 and v0v2v3v4 if k = 3. Indeed,
if we annotate plays with actions of each players, these plays are for instance obtained by
v0

aa−→ v1
ab−→ v3

aa−→ v4 and v0
aab−−→ v2

abb−−→ v3
baa−−→ v4, respectively.

Even if the actions of players 2 to k are irrelevant, the arena is nondeterministic: in the
very first step, under σ1, the environment resolves the nondeterminism between going to v6,
or progressing to v2 or v3 (depending on the number of opponents). For a fixed number of
players k, there are thus two plays induced by σ1.

I Definition 5 (Game). A game G = (A,Win) is an arena equipped with a set of infinite
plays: Win ⊆ V ω.

Typical examples of winning conditions that we use in this paper are
Reachability: For a target set T ⊆ V , Win = {v0v1 · · · |∃i : vi ∈ T};
Safety: For a safe set S ⊆ V , Win = {v0v1 · · · |∀i : vi ∈ S}.

Outline

Parameterized arenas raise many interesting problems, and in this article we focus on two of
them. In the first problem, Player 1 is distinguished, and she aims at achieving an objective
independently of the number of opponents she has and of the strategies they play. In the
second problem, all players try to achieve an objective as a coalition, not knowing however a
priori how many they are. In the next two sections, we formalize these problems, and give
decidability and complexity results.

3 One player against all

We first consider a setting in which player 1 aims at achieving an objective independently
on the number of her adversaries, and whatever strategy they play. This situation can
be motivated for instance by a scenario in which a server aims at answering requests by
arbitrarily many clients. Formally

Eve vs rest of the world
Input: A parameterized arena A and a winning condition Win.
Question: ∃σ1 ∀k∀σ2 · · ·σk PlaysA(σ1, σ2, · · · , σk) ⊆Win?

MFCS 2020
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I Theorem 6. When Win is a reachability objective, Eve vs rest of the world is a PSPACE-
complete problem.

The PSPACE-hardness (see [3]) is obtained via a natural reduction from QBF [11], and
we focus now on sketching the proof of PSPACE membership.

Recall that Eve must win against her opponents playing as a coalition and also against the
environment that chooses the number of players before the play starts, and resolves potential
nondeterminism. It seems thus quite natural to reduce to a 2-player game (see for instance [7,
Chapter 12] for a gentle introduction to such games). As we have seen in Example 4, in
order to win, Eve must gain information on the number of opponents she actually has. We
thus build the knowledge game, a 2-player turn-based game tracking Eve’s knowledge. The
knowledge game starts in a state (v0,N) reflecting that the parameterized game is in v0, and
Eve has no information on the number of her opponents. The construction of the knowledge

v

v1

v2

v,K

v1,K∩‖a−1L1‖

v2,K∩‖a−1L2‖

v1,K∩‖b−1L1‖

v2,K∩‖b−1L2‖

L1

L2

a

b

Figure 3 Construction of the knowledge game.

game is depicted in Figure 3: on the left-hand side is a subgame of the parameterized
arena, and on the right-hand side part of the corresponding knowledge game. If K ⊆ N
is the current knowledge, from a vertex (v,K) of the existential player (represented with
rounded rectangles), she chooses an action in Σ, leading to a vertex of the universal player
(represented with diamonds). The universal player resolves nondeterminism (if any), leading
to a vertex (vi,Ki), where Ki represents the updated knowledge. Here ‖L‖ denotes the set
of lengths of words in L: ‖L‖ = {|w| | w ∈ L}. Assuming that she played a, and the play
moves to vi, Eve updates the actual number of opponents to K ∩ ‖a−1Li‖. While building
the knowledge game, only existential vertices (vi,Ki) with non-empty Ki are constructed.
Also, only universal vertices corresponding to a feasible action of Eve are built.

Figure 4 provides the knowledge game for the example from Figure 2.

v0,N

v1,{1}

v2,[2,∞[

v6,N

v3,{1}

v3,[2,∞[

v4,{1}

v5,{1}

v4,[2,∞[

v5,[2,∞[

ab

a

a

a

b

a

b

Figure 4 Knowledge game for the arena from Figure 2.
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If we transfer the winning condition Win to the knowledge game, one can show that Eve
has a winning strategy in the parameterized arena if and only if the existential player wins
the knowledge game.

I Example 7. Back to the parameterized arena of Figure 2, consider the objective to reach
the set {v4, v6}. On the corresponding knowledge game (see Figure 4) the objective of the
existential player is thus to reach any vertex (v,K) with v ∈ {v4, v6}. An obvious winning
strategy to do so is to play b in the first step. However, even if a is the first action, the
existential player can ensure reaching the target set: the chosen action should be a after
going through v1, and b after going through v2. Thus, the strategy σ1 described in Example 4
ensures Eve to reach {v4, v6} independently of the number of her opponents.

To solve Eve vs rest of the world, it thus suffices to solve the 2-player turn-based knowledge
game. Starting with a parameterized arena A with regular languages on the edges, the
corresponding knowledge game is at most exponential in |A|. This is due to the fact
that vertices in the knowledge game encode the knowledge Eve has, which is obtained
by intersecting lengths of words in the initially given languages. These subsets of N are
all semilinear [9], and there can be at most exponentially many, corresponding to the
possible combinations of intersections. Constructing the knowledge game, and solving it for
a reachability objective would thus yield an exponential time algorithm.

To obtain the announced PSPACE complexity upper bound, we show that storing the whole
knowledge game is not necessary. In constrast, taking a dynamic programming approach,
it is sufficient to store only subgames that are polynomial in the size of the parameterized
arena. Each subgame is rooted at some existential vertex (v,K) and stops as soon as, either
the target set T is reached (with arbitrary knowledge), or the knowledge changes to some
K ′ ( K. In such a subgame, there are at most polynomially many vertices, and the objective
of the existential player is to reach vertices (v′,K ′) that are winning. Such winning vertices
are computing recursively, and the recursion depth is polynomially bounded. The interested
reader can find more details on this polynomial space procedure in [3].

4 Strategy synthesis for a coalition

After the one player against all setting, we now consider the case where agents want to
collectively achieve a goal, independently of the number they actually are. Formally

Synthesis for arbitrarily-large coalition
Input: A parameterized arena A and a winning condition Win.
Question: ∃σ1, σ2 · · · ∀k PlaysA(σ1, σ2, · · · , σk) ⊆Win?

I Theorem 8. When Win is a safety objective, Synthesis for arbitrarily-large coalition is in
EXPSPACE and PSPACE-hard.

The PSPACE-hardness proof for Eve vs rest of the world can be adapted to obtain the same
lower-bound here. In the sequel, we explain how we establish the EXPSPACE complexity
upper bound. Closing the complexity gap is currently on our agenda.

I Example 9. Consider the nondeterministic parameterized arena from Figure 5, and assume
the winning objective Win is to avoid the sink vertices v2 and v3. Assuming the game starts
at v0, to ensure this safety condition as a coalition, the players can apply the following
memoryless strategy profile: in v0, all players but Player 1 play a, and in v1, all players play
a. Under this strategy profile, for any number of players k ≥ 1, all consistent plays avoid v2
and v3.

MFCS 2020
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v0 v1 v2v3

a∗ba∗

a+

Σ∗bΣ∗

Σ+\a∗ba∗

a∗ba∗

Σ+ Σ+

Figure 5 Parameterized arena for the synthesis of a coalition strategy.

In the sequel, we focus on safety objectives specified by a safe set of vertices S ⊆ V , and
sketch how to decide whether there exists a strategy profile π = (σ1, σ2, · · · ) that ensures to
stay within S independently of the number of players.

Observe that a strategy profile for arbitrarily many players can equivalently be seen as a
map π : V + → Σω from sequences of vertices to infinite words. Such a profile operates as
follows: after observing a history v0v1v2 · · · vj , if there are k players, the effect of profile π is
the prefix of length k of π(v0v1v2 · · · vj).

As a first step towards deciding the Synthesis for arbitrarily-large coalition problem for
safety objectives, we first unfold the arena into a tree T , and stop a branch as soon as either
it reaches a node labelled with an unsafe vertex v /∈ S, or it reaches a node labelled with a
vertex v that has an ancestor with same label. This construction is illustrated in Figure 6 on
the example of Figure 5. The two left-most branches are stopped because of the repetition
of the label v0, and the two right-most branches are stopped because of the labelling by an
unsafe vertex (v2 or v3). The size (i.e., number of nodes) of the tree unfolding T can be

v0

v0 v1 v3

v0 v2

a∗ba∗
a∗ba∗ Σ+\a∗ba∗

a+ Σ∗bΣ∗

Figure 6 Finite unfolding of the arena from Figure 5 with S = {v0, v1}.

exponential in the number of vertices of the parameterized arena A, however, its branching
degree and height are linear in the size of A.

The unfolding T can itself be seen as a parameterized arena, in which the objective of
the coalition is to avoid unsafe branches that end in a node labelled with an unsafe vertex.
Strategies of the coalition in T map inner nodes (nodes that are not leaves) to ω-words.
One can show that the coalition has a winning strategy profile in A for the safety objective
defined by S, if and only if it has a winning strategy profile in T to avoid unsafe branches.
Intuitively, from a winning strategy profile in the tree, one can build a winning strategy
profile in the arena with finite-memory bounded by the height of the tree. On our example,
once we show there is a winning strategy profile πT in the tree, one can define a winning
strategy profile πA in the arena by: πA(V +v0) = πT (v0) and πA(V +v1) = πT (v0v1). Clearly
enough, this justifies stopping a branch as soon as there is a repetition.

The second and most involved step is to characterize, at the tree unfolding level, the
winning strategy profiles. If m is the number of inner nodes of T , we show that one can
effectively build a deterministic safety automaton B over Σm (thus reading one letter of the
prescribed strategy at each inner node simultaneously) that accepts all infinite words in
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(Σm)ω that correspond to winning strategies in T . Altogether, the Synthesis for arbitrarily-large
coalition problem reduces to checking non-emptiness of B. The latter being at most doubly
exponential in the size of A, we obtain an EXPSPACE complexity upper-bound.

5 Discussion

In this article, we reported on recent results about a new model of concurrent games, where
the number of players is arbitrary [3]. Concurrent games with arbitrarily many players
extend 2-player concurrent games, and more generally concurrent games with a fixed number
of players. The edges in the arenas are equipped with languages over finite words. Such
parameterized arenas can represent at once a denumerable number of standard arenas,
each with a fixed number of players. They enable the definition and study of a number of
parameterized game-theoretic problems.

We first considered a setting in which one player, say Eve, wants to achieve an objective
independently of how many opponents she has, and whatever strategy they choose. We show
that, for reachability objectives, deciding the existence of a uniform winning strategy for Eve
against the rest of the world, is a PSPACE-complete problem. Second, we started to explore
a synthesis problem, in which all players want to achieve an objective as a coalition. The
difficulty here lies in the fact that they do not know a priori how many they are. For safety
objectives, the existence of a coalition strategy is in EXPSPACE and PSPACE-hard.

We believe our preliminary work on parameterized arenas opens up many research paths.
On the theoretical side, we currently put our effort on the coalition synthesis problem for
reachability objectives. As an example, consider the parameterized arena from Figure 7, and
assume the objective is to reach vertex v1. Without knowing a priori how many they are,

v0 v1v2
a∗bΣ≥2\(a∗b+a∗ba+)

a∗ba+

Figure 7 Synthesis for a reachability objective.

the players can collectively achieve this objective with the following profile: as long as the
play is in v0, at step i, Player i plays b while all other players play a. Under this strategy for
the coalition, if there are k players, at step k the play moves from v0 to v1. In constrast to
safety objectives, synthesizing such a symbolic strategy profile (or even deciding its existence)
calls for more involved techniques.
Studying other solution concepts [8] such as Nash equilibria [12, 4], secure equilibria [6] and
subgame perfect equilibria [10, 5] is also on our agenda.
On the practical side, we believe parameterized arenas could be used to represent a variety
of distributed systems. We would be quite interested in exploring potential applications of
this model that we find fascinating.
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Abstract
In this paper we shall encounter three open problems in Computational Geometry that are, in my
opinion, interesting for a general audience interested in algorithms.
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1 Introduction

Computational Geometry deals with algorithmic problems where the input are geometric
objects. Here is a tiny sample of problems and results in the area, just to provide an intuition:

Given a set P of n points in the Euclidean plane, find the closest pair. This means, find
a pair p0, q0 ∈ P such that |p0 − q0| = min{|p − q| | p, q ∈ P, p 6= q}. The problem can
be solved in O(n logn) time [16] or in randomized linear time, assuming that the floor
function is available [17].
Given a set of n segments in the plane, find the pairs of segments that intersect. The
problem can be solved in O(k + n logn) time, where k is the size of the output, that is,
the number of pairs of input segments that intersect [7].
(Hopcroft’s problem.) Given a set of n lines and a set of n points in the plane, decide
whether there is any point-line incidence. The problem can be solved in roughly O(n4/3)
time [14].
(Klee’s measure problem.) Given a set of n axis-parallel boxes in R3, compute the volume
of the union. The problem can be solved in O(n3/2) time [6].

Here I would like to explain three problems in Computational Geometry that I like,
but I do not know how to solve. Working with colleagues in the last few years, we have
obtained partial results in these problems or in related problems, but the main problem or
objective has remained open. It is time that others start thinking about the problems, and
hopefully this presentation will help that purpose. I have chosen problems that, I believe,
are interesting to a general audience interested in algorithms. The tone of the exposition is
rather informal, resembling a talk.

2 Stochastic Bounding Box

Let P be a set of points in Rd. A box in Rd is the Cartesian product of closed intervals. The
bounding box of P , defined as the smallest box that contains P , can be computed trivially
in O(dn) time. We just have to compute in each dimension the largest and the smallest
coordinate value. The volume of such bounding box can also be computed trivially.
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1

Figure 1 Example of data for the problem. If all points have probability of existence π(·) = 1
2 ,

the expected area of the bounding box is 1
16 · 32 + 3

16 · 16 + 2
16 · 24 + 2

16 · 4 + 2
16 · 12 + 6

16 · 0.

Assume now that each point p of P has a number π(p) ∈ (0, 1] associated to it, that
determines the probability that the point p exists. The numbers π(p) for p ∈ P are input data.
We refer to such an object as a stochastic point set. We construct a random subsetR of P where
we include each point p of P with probability π(p) and the decision for each point is made
independently. Thus, for each P ′ ⊆ P , we have Pr[R = P ′] =

∏
p∈P ′ π(p) ·

∏
p∈P\P ′(1−π(p)).

Can we efficiently compute the expected volume of the bounding box of R? For simplicity,
we assume that arithmetic operations take constant time, independently of the size of the
numbers. This is relevant to avoid keeping track of the bit-length of the numbers involved in
the computations. See Figure 1 for a simple example.

In the plane, when d = 2, the problem can be solved in O(n logn) time [19]. Using the
2-dimensional case as base case, one can solve the problem in O(nd−1 logn) time for each
constant d ≥ 3. What is the complexity of the problem when we take d as part of the input?

I asked the problem at the Dagstuhl Seminar New Horizons in Parameterized Complexity
(2019). Together with Radu Curticapean and Mark Jerrum, we noted that the problem
is #P-hard when the dimension d is unbounded. The result is unpublished, so let me
reproduce here the main argument.

For any graph G, we construct a point set P = P (G) in RE(G), as follows. For each
edge e ∈ E(G) and each point p ∈ RE(G), we use xe(p) to denote the coordinate of p in the
dimension indexed by e. Thus, p ∈ RE(G) has coordinates (xe(p))e∈E(G). Each vertex v ∈ V
gives a point pv ∈ P such that, for each e ∈ E(G), the coordinate xe(pv) is 1 if v ∈ e and 0
otherwise. Let o denote the origin.

Recall that U ⊆ V (G) is a vertex cover of G if and only if each edge uv ∈ E(G) has
{u, v} ∩ U 6= ∅. We have the following observation relating G and P .

I Lemma 1. For each subset of vertices U ⊆ V (G), the volume of the bounding box of
PU = {pu | u ∈ U} ∪ {o} is 1 if U is a vertex cover of G, and 0 otherwise.

Proof. In each dimension, the smallest coordinate of PU is 0, because of the origin o, and
the largest coordinate is either 0 or 1. Thus, the volume of the bounding box of PU is either
0 or 1. In a dimension indexed by e ∈ E(G), the largest coordinate of PU is 1 if and only
if there is some vertex u in U such that u ∈ e. Thus, the volume of the bounding box is 1
if and only if, for each edge e ∈ E(G), there is some vertex u ∈ U such that u ∈ e. This is
precisely the definition of vertex cover. J

Assign probability π(pv) = 1/2 for each v ∈ V (G). Then, each subset of P has the same
probability of being in the random sample R, namely 1/2|V (G)|. We add the origin o to the
stochastic point set with probability π(o) = 1. We then obtain that the expected volume of
the bounding box for R ∪ {o} is exactly the probability that a random subset U ⊂ V (G) is a
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Figure 2 Example of a unit disk graph (left) and a bipartite unit disk graph (right).

vertex cover, which is precisely the number of vertex covers in G divided by 2|V (G)|. Since
computing the number of vertex covers in graphs is #P-hard, even for sparse graphs [20],
computing the expected volume is also #P-hard when we have n stochastic points and
dimension d = Θ(n). We conclude the following.

I Theorem 2 (Sergio Cabello, Radu Curticapean, and Mark Jerrum; unpublished). Computing
the expected volume of the bounding box of n stochastic points is RΘ(n) is #P-hard.

The main problem I would like to understand is the dependency on the dimension d. In
particular, is the (decision) problem W[1]-hard or FPT when parameterized by the dimension
d? Efficient approximation schemes with a small dependency on d would also be interesting.

The concept of stochastic input for geometric problems is relatively recent. See for
example [10, 11]. I like this problem because it touches on FPT, and the problem is trivial
for non-stochastic data.

3 Maximum Matching in Unit Disk/Square Graphs

Let U be a set of unit disks or a set of n unit squares (axis-parallel) in the plane. The
intersection graph GU of U has vertex set U and an edge UV , for distinct U, V ∈ U , if and
only if U and V intersect. See Figure 2, left, for an example. Here it comes the open problem:
for given U , can we compute in near-linear time a maximum matching in the intersection
graph GU?

Together with Édouard Bonnet and Wolfgang Mulzer [2] we have shown that the
maximum matching can be computed in O(nω/2) time with high probability, where ω > 2
is a constant such that n × n matrices can be multiplied in O(nω) time. Since previous
algorithms were using roughly O(n3/2) time, this is a substantial improvement.

The algorithm has two main parts, which I describe next. I describe it for unit disks, but
the very same ideas work for unit squares.

In the first part, we place a regular grid such that each unit disk contains some grid point
and at most O(1) grid points. We cluster the unit disks U into groups, depending on which
grid points it contains. Each cluster is a clique, which intuitively helps when computing a
maximum matching because there is much flexibility to arrange a maximum matching within
any subset of the cluster. We then show that in each cluster it suffices to keep O(1) unit
disks, as the rest can be matched among themselves trivially. We also show that this step
can be carried out in O(npolylogn) time using appropriate geometric data structures. We
refer to this step as sparsification, since we reduce the instance U to another instance U ′ ⊂ U
where each point of the plane is covered by O(1) unit disks from U ′.
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For the second part, we adapt the algorithm of Mucha and Sankowski [15] to compute a
maximum matching in a planar graph with n vertices in O(nω/2) time. The main insight
(with several formidable details) is the use of O(n1/2)-separators in planar graphs to carry out
Gaussian elimination and identifying how a maximum matching interacts with the vertices
in the separator. This relevance of separators was also exploited by Yuster and Zwick [21]
for minor-free graphs. Separators in geometric settings also exist, and when each point of
the plane is covered by a few disks, the bounds very much resemble the bounds for planar
graphs. The details are a bit tedious and I refer our work [2].

Let me finish mentioning another variant of the problem that is very interesting and
useful, namely the bipartite version. Assume that we have a family UR of red unit disks and
a family UB of blue unit disks in the plane. Consider the bipartite intersection graph GUR,UB

with vertex set UR ∪ UB and edges UrUb if and only if Ur ∈ UR, Ub ∈ UB and Ur ∩ Ub 6= ∅.
Thus, we only care about the intersections (and edges) between disks of different colors. See
Figure 2, right, for an example.

Efrat, Itai and Katz [9] provided an algorithm to compute a maximum matching in the
bipartite graph GUR,UB

defined by n red and blue unit disks (or squares) in roughly O(n3/2)
time. This remains the best running time. Roughly, it makes O(n1/2) rounds, where in each
round blocking augmenting paths are computed in near-linear time. Can we find a maximum
matching in the bipartite case defined by bichromatic unit disks or squares in near-linear
time?

The sparsification step in [2] does not apply in the bipartite case, and the time bound by
Efrat, Itai and Katz [9] keeps being the best, in the worst case. The problem is potentially
relevant in the context of Computational Topology, where closely-related graphs are considered
when computing the distance between persistence diagrams [8]. (In this application the
graph is slightly different.)

In both cases, bipartite or not bipartite, recognizing whether the (bipartite) intersection
graph has a maximum matching, possibly without explicitly constructing it, seems an
interesting challenge.

4 Barrier Resilience

Let me start explaining the barrier resilience problem, introduced by Kumar, Lai and
Arora [13]. We have a family D of unit disks in the plane and two points s and t not covered
by any of the disks in D. We want to find an s-t curve in the plane that touches as few disks
of D as possible; it is important that we count the disks without multiplicity. Equivalently,
we want to remove as few disks as possible from D so that there is an s-t curve in the plane
that does not touch any of the remaining disks.

The problem, as described, is the version in the so-called annular domain. In the
rectangular domain, the point s is above all the disks of D, the point t is below all the disks
of D, and we only consider curves contained in a given vertical slab that contains s and t.
See Figure 3 for examples of each version.

The problem was considered in the context of sensors. It describes the minimum number
of sensors that can fail so that an agent can move from s to t undetected. Kumar, Lai and
Arora [13] showed that the problem can be solved in polynomial time in the rectangular
domain. The idea is very neat and general. Let L` and Lr be the boundaries of the slabs
and consider the intersection graph G of D ∪ {L`, Lr}. Using Menger’s theorem, one can see
that the maximum number of vertex-disjoint L`-Lr-paths in G is the size of the optimum.
Together with Wolfgang Mulzer [5] we used geometric data structures to solve the problem
in roughly O(n3/2) time.
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Figure 3 Barrier resilience problem in the rectangular domain (left) and the annular domain
(right).

In contrast, we do not know whether the problem can be solved in polynomial time in
the annular domain. We do know that the problem is NP-hard in the annular case when the
disks are replaced by (unit) segments or rectangles of two different sizes that can cross each
other [1, 12, 18]. The computational complexity when we have disks or unit disks, remains
elusive.

The problem models complete failure of the sensors. However, in several scenarios, the
probability of being undetected is larger when you pass near the boundary of the sensing
region, and it is much higher when you pass near the center of the region. Motivated by this,
in joint work with Kshitij Jain, Anna Lubiw and Debajyoti Mondal [4] we considered
the optimization problem where each disk may be shrunk by a different amount, and we
want to minimize the sum of the shrinking over the disks to allow for an s-t path. We showed
that the problem has a FPTAS in the rectangular domain, but we do not know whether the
problem is NP-hard in the rectangular domain. In a follow up work with Éric Colin de
Verdière [3] we showed that the problem is weakly NP-hard in the annular domain. The
table in Figure 4 provides a summary of the results and the open problems regarding the
computational complexities.

rectangular domain annular domain

polynomial

Menger’s theorem

max flow

barrier problem

total failure

shrinking barrier

min
∑

shrinking

unknown complexity

(1 + ε)-approx

in O(n5/ε2.5) time

unknown complexity

FPT and (1 + ε)-approx

in some cases

(weakly!!) NP-hard

Figure 4 Summary of knowledge for barrier resilience problem with unit disks.

References
1 Helmut Alt, Sergio Cabello, Panos Giannopoulos, and Christian Knauer. Minimum cell

connection in line segment arrangements. Int. J. Comput. Geom. Appl., 27(3):159–176, 2017.
doi:10.1142/S0218195917500017.

MFCS 2020

https://doi.org/10.1142/S0218195917500017


2:6 Some Open Problems in Computational Geometry

2 Édouard Bonnet, Sergio Cabello, and Wolfgang Mulzer. Maximum matchings in geometric
intersection graphs. In 37th International Symposium on Theoretical Aspects of Computer
Science, STACS 2020, pages 31:1–31:17, 2020. doi:10.4230/LIPIcs.STACS.2020.31.

3 Sergio Cabello and Éric Colin de Verdière. Hardness of minimum barrier shrinkage and
minimum installation path. Theoretical Computer Science, in print. doi:10.1016/j.tcs.2020.
06.016.

4 Sergio Cabello, Kshitij Jain, Anna Lubiw, and Debajyoti Mondal. Minimum shared-power
edge cut. Networks, 75(3):321–333, 2020. doi:10.1002/net.21928.

5 Sergio Cabello and Wolfgang Mulzer. Minimum cuts in geometric intersection graphs. CoRR,
abs/2005.00858, 2020. URL: https://arxiv.org/abs/2005.00858.

6 Timothy M. Chan. Klee’s measure problem made easy. In 54th Annual IEEE Symposium
on Foundations of Computer Science, FOCS 2013, pages 410–419, 2013. doi:10.1109/FOCS.
2013.51.

7 Bernard Chazelle and Herbert Edelsbrunner. An optimal algorithm for intersecting line
segments in the plane. J. ACM, 39(1):1–54, 1992. doi:10.1145/147508.147511.

8 Herbert Edelsbrunner and John Harer. Computational Topology - an Introduction. American
Mathematical Society, 2010. URL: http://www.ams.org/bookstore-getitem/item=MBK-69.

9 Alon Efrat, Alon Itai, and Matthew J. Katz. Geometry helps in bottleneck matching and
related problems. Algorithmica, 31(1):1–28, 2001. doi:10.1007/s00453-001-0016-8.

10 Pegah Kamousi, Timothy M. Chan, and Subhash Suri. Stochastic minimum spanning trees in
euclidean spaces. In Proceedings of the 27th ACM Symposium on Computational Geometry,
(SoCG 2011), pages 65–74, 2011. doi:10.1145/1998196.1998206.

11 Pegah Kamousi, Timothy M. Chan, and Subhash Suri. Closest pair and the post office problem
for stochastic points. Comput. Geom., 47(2):214–223, 2014. doi:10.1016/j.comgeo.2012.10.
010.

12 Matias Korman, Maarten Löffler, Rodrigo I. Silveira, and Darren Strash. On the complexity
of barrier resilience for fat regions and bounded ply. Comput. Geom., 72:34–51, 2018. doi:
10.1016/j.comgeo.2018.02.006.

13 Santosh Kumar, Ten-Hwang Lai, and Anish Arora. Barrier coverage with wireless sensors.
Wirel. Networks, 13(6):817–834, 2007. doi:10.1007/s11276-006-9856-0.

14 Jiří Matoušek. Range searching with efficient hiearchical cutting. Discret. Comput. Geom.,
10:157–182, 1993. doi:10.1007/BF02573972.

15 Marcin Mucha and Piotr Sankowski. Maximum matchings in planar graphs via gaussian
elimination. Algorithmica, 45(1):3–20, 2006. doi:10.1007/s00453-005-1187-5.

16 Franco P. Preparata and Michael I. Shamos. Computational Geometry - An Introduction. Texts
and Monographs in Computer Science. Springer, 1985. doi:10.1007/978-1-4612-1098-6.

17 Michael O. Rabin. Probabilistic algorithms. In Algorithms and Complexity: New Directions
and Recent Results. Academic Press, 1976.

18 Kuan-Chieh Robert Tseng and David G. Kirkpatrick. On barrier resilience of sensor networks.
In Algorithms for Sensor Systems - 7th International Symposium on Algorithms for Sensor
Systems, Wireless Ad Hoc Networks and Autonomous Mobile Entities, ALGOSENSORS
2011, volume 7111 of Lecture Notes in Computer Science, pages 130–144. Springer, 2011.
doi:10.1007/978-3-642-28209-6_11.

19 Constantinos Tsirogiannis, Frank Staals, and Vincent Pellissier. Computing the expected
value and variance of geometric measures. ACM J. Exp. Algorithmics, 23, 2018. doi:
10.1145/3228331.

20 Salil P. Vadhan. The complexity of counting in sparse, regular, and planar graphs. SIAM J.
Comput., 31(2):398–427, 2001. doi:10.1137/S0097539797321602.

21 Raphael Yuster and Uri Zwick. Maximum matching in graphs with an excluded minor. In
Proceedings of the Eighteenth Annual ACM-SIAM Symposium on Discrete Algorithms, SODA
2007, pages 108–117, 2007. URL: http://dl.acm.org/citation.cfm?id=1283383.1283396.

https://doi.org/10.4230/LIPIcs.STACS.2020.31
https://doi.org/10.1016/j.tcs.2020.06.016
https://doi.org/10.1016/j.tcs.2020.06.016
https://doi.org/10.1002/net.21928
https://arxiv.org/abs/2005.00858
https://doi.org/10.1109/FOCS.2013.51
https://doi.org/10.1109/FOCS.2013.51
https://doi.org/10.1145/147508.147511
http://www.ams.org/bookstore-getitem/item=MBK-69
https://doi.org/10.1007/s00453-001-0016-8
https://doi.org/10.1145/1998196.1998206
https://doi.org/10.1016/j.comgeo.2012.10.010
https://doi.org/10.1016/j.comgeo.2012.10.010
https://doi.org/10.1016/j.comgeo.2018.02.006
https://doi.org/10.1016/j.comgeo.2018.02.006
https://doi.org/10.1007/s11276-006-9856-0
https://doi.org/10.1007/BF02573972
https://doi.org/10.1007/s00453-005-1187-5
https://doi.org/10.1007/978-1-4612-1098-6
https://doi.org/10.1007/978-3-642-28209-6_11
https://doi.org/10.1145/3228331
https://doi.org/10.1145/3228331
https://doi.org/10.1137/S0097539797321602
http://dl.acm.org/citation.cfm?id=1283383.1283396


List-Decodability of Structured Ensembles of
Codes
Mary Wootters
Stanford University, CA, USA
marykw@stanford.edu

Abstract
What combinatorial properties are satisfied by a random subspace over a finite field? For example, is
it likely that not too many points lie in any Hamming ball? What about any cube? In this talk, I will
discuss the answer to these questions, along with a more general characterization of the properties
that are likely to be satisfied by a random subspace. The motivation for this characterization comes
from error correcting codes. I will discuss how to use this characterization to make progress on
the questions of list-decoding and list-recovery for random linear codes, and also to establish the
list-decodability of random Low Density Parity-Check (LDPC) codes.

This talk is based on the works [11] and [6], which are joint works with Venkatesan Guruswami,
Ray Li, Jonathan Mosheiff, Nicolas Resch, Noga Ron-Zewi, and Shashwat Silas.
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1 Introduction

Let Fq be the finite field of order q, and let C ⊆ Fnq be a random linear subspace of dimension
k. What combinatorial properties does C satisfy? For example, how far apart (in Hamming
distance) can we expect the closest two elements in C to be? What’s the maximum number
of elements of C likely to lie in any Hamming ball? What’s the maximum number to lie in
any cube S1 × S2 × · · · × Sn of size `n?

These questions are interesting from a mathematical point of view, but they are also
relevant to the study of error correcting codes. In coding-theoretic language, the set C is a
random linear code of rate k/n. The questions above ask about the distance, list-decodability,
and list-recoverability of C, respectively. While answer to the first question – about the
distance – is a classical result of Varshamov [14], the second two questions are much more
challenging and aspects of them are still open.

In this talk, I will discuss a recent characterization of properties that are satisfied by a
random linear code C, from [11] (Section 3). Then I will discuss (Section 4) how to use this
characterization to both make progress on the second and third questions above (list-decoding
and list-recovery of random linear codes), as well as to establish the list-decodability of
Gallager’s ensemble of Low-Density Parity-Check (LDPC) codes. This talk is based on the
works [11] and [6].
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2 Background

List-decoding was introduced by Elias and Wozencraft in the 1950’s [2, 16]. For p ∈ [0, 1]
and integer L ≥ 1, we say that a code C ⊆ Fnq is (p, L)-list-decodable if, for all z ∈ Fnq ,

| {c ∈ C : δ(c, z) ≤ p} | < L,

where δ(x, y) = 1
n |{i : xi 6= yi}| denotes relative Hamming distance. That is, C is list-

decodable if not too many codewords of C live in any small enough Hamming ball.
List-recovery is a more recent notion, which arose in the context of designing list-

decodable codes, but which has since found other applications and become interesting in its
own right. For integers ` < L, we say that a code C ⊆ Fnq is (`, L)-list-recoverable if, for all
S1, . . . , Sn ⊆ Fq so that |Si| ≤ `,

| {c ∈ C : ci ∈ Si∀i} | < L.

That is, C is list-recoverable if not too many codewords of C live in any `× `× · · · × ` cube.1
For both list-decoding and list-recovery, we are interested in the trade-offs between the

parameters (p, L) or (`, L) and the rate of the code. Codes which acheive the largest rate
possible, in terms of p or `, while keeping the list size L small (constant), are said to achieve
capacity for list-decoding or list-recovery respectively.

The list-decodability and list-recoverability of random linear codes has been well-studied
[17, 4, 1, 15, 12, 13, 10], and by now it is known in many (but not all) parameter regimes that
random linear codes achieve list-decoding capacity with high probability. Understanding the
list-decodability/recoverability of random linear codes is motivated both as a fundamental
question and because it can lead to improvements in other constructions that use random
linear codes as a building block [5, 7, 9, 8]. Moreover, as was shown in [11] and as we
will see later in this extended abstract, understanding the list-decodability/recoverability of
random linear codes can lead to an understanding of another structured ensembles of codes:
Gallager’s ensemble of LDPC codes [3].

An LDPC code is based on a sparse (constant-degree) bipartite graph, G = (V,W,E)
with |V | = n, |W | = m, and m ≤ n. The n symbols of a codeword c ∈ C are identified with
n vertices in V . The vertices in W are parity checks: a vector c ∈ Fnq is in C if, for every
vertex j ∈ W , we have

∑
i∈Γ(j) αi,jci = 0, where Γ(i) denotes the neighbors of i in G and

αi,j ∈ Fq are some fixed coefficients. LDPC codes are notable for their extremely efficient
algorithms for unique decoding (that is, the case that L = 1), and are ubiquitous in both
theory and applications. Gallager’s ensemble is given by a particular distribution on random
graphs. Gallager showed that the codes arising from such graphs have good distance with
high probability, but until the work [11], nothing was known about their list-decodability.

3 Characterization of sets in a random linear code

The problems of list-decoding and list-recovery of random linear codes are special cases of
the following question:

Let R ∈ (0, 1). Let B be a collection of subsets B ⊆ Fnq , so that |B| ≤ L for all B ∈ B.
Is it likely that B is represented in a random subspace C ⊆ Fnq of dimension k = Rn?

1 This definition of “list-recoverability” is often referred to as “zero-error list-recoverability.” There is a
more general notion of (p, `, L)-list-recoverability, where the requirement is that ci ∈ Si for at least a
(1− p) fraction of the coordinates i ∈ [n]. However, since we will not discuss this more general notion
here, we use “list-recovery” to refer to the zero-error setting.
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Above, by “B is represented in C,” we mean that there is some B ∈ B so that B ⊆ C. For
list-decoding, B is the collection of all sets of L vectors that lie in a Hamming ball; for
list-recovery, B is the collection of all sets of L vectors that lie in an `× . . .× ` cube.

One of the contributions of [11] is a characterization of the collections B that are
represented in a random linear code of a given rate. More precisely, suppose that B is
permutation-invariant (in the sense that π(B) ∈ B for all B ∈ B and for all π ∈ Sn, where π
acts by permuting the coordinates of a vector c ∈ Fnq ). Then we have the following theorem.

I Theorem 1 ([11]). Let ε > 0. For any permutation-invariant collection B of sets of size
at most L, there is a threshold rate R∗ so that the following holds. Let R be the rate of a
random linear code C. If R ≥ R∗ + ε, then w.h.p. B is represented in C; while if R < R∗ − ε,
the w.h.p. B is not represented in C.

Moreover, [11] gives a characterization of the threshold rate R∗. We describe the intuition
behind this characterization below, and refer the reader to [11] for the precise statements.

We can break up a set B into permutation-invariant classes: if we view a list B ∈ B
as a matrix B ∈ Fn×Lq with the elements of B as columns, then a class corresponds to a
distribution τ on FLq given by the rows of B. For simplicity, suppose that B consists of only
one such class, given by the distribution τ . Below, we will conflate the list B ⊂ Fnq with the
matrix B ∈ Fn×Lq as above.

Intuitively, if the entropy H(τ) of this distribution is small, then there are not many
sets B ∈ B; therefore, from the union bound, it is not likely that a random linear code will
contain them. Quantitatively, suppose that the support of τ has dimension2 L, and that
H(τ) < γL log(q) for some γ ∈ (0, 1). It is not hard to see that there are at most qLn(γ−o(1))

sets B ∈ B. Since the elements of B are linearly independent, the probability that they are
all contained in a random linear code of rate R is at most q−RnL. By a union bound, if
R < 1− γ − ε for some small ε > 0, then no B ∈ B is contained in C with high probability.

This allows us to partially answer the question above: if B corresponds to a class τ
so that dim(Supp(τ)) = L and so that H(τ) < (1 − R)L log q, then B is not likely to be
represented in C. However, it is not hard to see that this picture is incomplete. In particular,
there are examples of distributions τ of full rank L where H(τ) is significantly larger than
(1−R)L log q, but so that B is not likely to be represented in a random linear code of rate
R. One example of when this can happen is when there is some linear map A : FLq → FL′

q for
L′ < L so that H(A(τ)) < (1−R)L′ log q. If this happens, then consider the collection B′
given by τ ′ = A(τ). (So, elements of B′ are sets B′ ⊆ Fnq of size L′). The logic above shows
that B′ is not likely to be represented in C. But for any B′ ∈ B′, we have B′ = BAT for
some B ∈ B, and hence B ⊆ C implies that B′ ⊆ C as C is linear. Thus, if B′ is not likely to
be represented in C, then neither is B.

The characterization of [11] shows that in fact this is the only way that the simple
computation above is incomplete. That is, we can characterize the threshold rate R∗ for a
set B in terms of the entropy of linear maps of the corresponding row distributions τ :

R∗ = min
τ

max
τ ′=A(τ)

1− H(τ ′)
dim(Supp(τ ′)) log q ,

where the minimum is over all distributions τ that appear as permutation-invariant classes
in B, and the maximum is over all linear maps A.

2 A similar argument will hold if τ has dimension smaller than L, after a suitable projection.
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4 Applications

We conclude by briefly mentioning some applications of the characterization described above.

List-decodability of Gallager’s ensemble of LDPC codes. The work [11] uses the charac-
terization above to show that if a collection B is likely to be represented in a random LDPC
code from Gallager’s ensemble, then it is likely to be represented in a random linear code.
Since recent works have shown that random linear codes achieve list-decoding capacity, this
implies that Gallager’s ensemble does as well.

New lower bounds for list-recovery random linear codes. The work [6] uses this charac-
terization to obtain lower bounds on the list size for list-recovery of random linear codes.
Because of this characterization, it is sufficient to exhibit a distribution π so that the class
B associated with π is bad for list-recovery, and so that H(A(π)) is large for every linear
transformation A. This can show that a random linear code of rate 1− logq(`)− ε requires
list size L ≥ `Ω(1/ε). This may be surprising, because for completely random codes a list size
of L = O(`/ε) suffices.

Three-point concentration of the list size for list-decoding random linear codes. The
work [6] uses the characterization in a similar way to prove an extremely tight lower bound
on the list size for list-decoding random linear codes. Combined with an upper bound of
[10], this establishes that the list size of a binary random linear code is concentrated on at
most3 three values: bhq(p)/εc+ 2, bhq(p)/εc+ 1, and bhq(p)/ε+ 0.99c, where hq(x) denotes
the q-ary entropy.

5 Conclusion

In this extended abstract we have discussed a recent characterization of [11], which gives
a precise threshold for the rate at which a random linear code satisfies a combinatorial
property defined by the exclusion of a collection of small sets B. As we have discussed, this
characterization has proved useful for analyzing random linear codes themselves, as well
as for analyzing other structured random codes (Gallager’s ensemble). We hope that this
characterization can be useful even more broadly: the main open question posed by this talk
is to find more applications!
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Abstract
An H-graph is the intersection graph of connected subgraphs of a suitable subdivision of a fixed
graph H, introduced by Biró, Hujter and Tuza (1992). We focus on Sd-graphs as a special case
generalizing interval graphs. A graph G is an Sd-graph iff it is the intersection graph of connected
subgraphs of a subdivision of a star Sd with d rays.

We give an FPT algorithm to solve the isomorphism problem for Sd-graphs with the parameter d.
This solves an open problem of Chaplick, Töpfer, Voborník and Zeman (2016). In the course of our
proof, we also show that the isomorphism problem of Sd-graphs is computationally at least as hard
as the isomorphism problem of posets of bounded width.
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1 Introduction

A graph is a pair G = (V,E) where V = V (G) is the finite vertex set and E = E(G) is the
edge set. A subdivision of an edge {u, v} of a graph G is the operation of replacing {u, v} with
a new vertex x and two new edges {u, x} and {x, v}. Two graphs G1 and G2 are isomorphic
(G1 ' G2) if there exists a bijection f from V (G1) to V (G2) such that {u, v} ∈ E(G1) if and
only if {f(u), f(v)} ∈ E(G2) for all {u, v} ⊆ V (G1), and such f is called an isomorphism.

The graph isomorphism problem is a well-known problem in computer science which asks
to determine whether or not the given two graphs are isomorphic. The complexity status
of the graph isomorphism problem is still unknown, despite intense research culminating
recently in Babai [3]. On the other hand, the isomorphism problem has been shown to be
solvable in polynomial and even in linear time for many particular graph classes such as
trees, planar and interval graphs [1, 17, 5].

The latter example (interval graphs) is an instance of a wider concept of intersection
graphs which we briefly introduce now. The intersection graph for a family of sets is an
undirected graph where each set is associated with a vertex of the graph and each pair
of vertices are joined by an edge if and only if the corresponding sets have a non-empty
intersection.
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A graph G is an interval graph if the vertex set of G can be mapped into some set
of intervals on the real line such that two vertices of G are adjacent if and only if the
corresponding intervals intersect. Equivalently, G is an interval graph if and only if G is the
intersection graph of subpaths of some suitable path. The isomorphism problem for interval
graphs can be solved in linear time [5].

It is well-known that every interval graph is chordal, that is, it has no chordless cycle of
length more than three. A graph G is chordal if and only if G is the intersection graph of
subtrees of some suitable tree [15]. Unlike for interval graphs, the isomorphism problem is
GI-complete for chordal graphs [20], which means that deciding whether two chordal graphs
are isomorphic is polynomial-time equivalent to the graph isomorphism problem in general.

Our motivation is to explore this complexity jump of the isomorphism problem from
interval graphs to chordal graphs. For instance, a strict subclass of chordal graphs is formed
by the split graphs, whose vertex set can be partitioned into a clique and an independent set.
Each split graph is the intersection graph of substars of a suitable star Sk (i.e., K1,k or the
star with k rays). The isomorphism problem for split graphs is also GI-complete [9]. For a
simple proof, see Proposition 2.2.

To obtain a finer resolution of graph classes in our study, we introduce so-called H-
graphs [4]. For a fixed graph H, an H-graph is the intersection graph of connected subgraphs
of a suitable subdivision of the graph H. Note that degree-2 vertices in H do not matter.
Many intersection graph classes can be viewed as a case of H-graphs. For instance, among
the mentioned classes; interval graphs are precisely K2-graphs, chordal graphs are the union
of T -graphs where T ranges over all trees, and split graphs are contained in the union of
Sk-graphs where k ranges over all positive integers. Recently, various optimization problems
such as maximum clique and minimum dominating set on H-graphs (for particular graphs H)
have been shown to be solvable in polynomial and FPT-time [7, 8, 12].

As the previous example of isomorphism of split graphs shows, if we want to obtain
tractable isomorphism cases among H-graphs, we must consider fixed H (unless, of course,
isomorphism were polynomial in general). Hence, in the realm of parameterized complex-
ity [10], we will consider the graph H as the parameter of the isomorphism problem of
H-graphs. In particular, we will deal with the case of H = Sd (the star of d rays) where d is
a fixed parameter, that is with the Sd-graph isomorphism problem, which was stated as an
open problem by [7].

FPT algorithms with structural parameters are not so common for the isomorphism
problem; this is probably due to the fact that the parameterization restricts the structure of
the input graph G1 and separately that of G2, but it is not at all clear how the restrictions
on G1 and on G2 can be “meaningfully combined” in order to check for their isomorphism.
Notable examples of nontriviality of FPT-time algorithms for graph isomorphism are the
following algorithms for graphs of bounded tree-depth [6] and tree-width [16].

Our results

We prove that the Sd-graph isomorphism problem can be solved in FPT-time wrt. d, that
is, in time f(d) · |V (G1)|O(1) for some computable function f . In the course of proving the
main result we first give a much simpler combinatorial FPT-time algorithm which assumes
Sd-graphs of bounded maximum clique size (Theorem 3.1). Without bounding clique size, we
prove in Section 4 (Theorem 4.1) that the Sd-graph isomorphism problem includes testing of
isomorphism of posets of width d, for which there is no published combinatorial algorithm
and which can be solved using the classical group-based approach pioneered in Babai [2].
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Figure 1 (a) An S3-graph G with its maximal clique C = {1, 2, 3, 4} in the center and the
connected components of G− C. (b) The partially ordered set P on the components.

To obtain the main result about Sd-graph isomorphism (Theorem 5.9) in Section 5,
we combine the case of posets of bounded width with a specific adaptation of the general
group-computing approach by Furst, Hopcroft and Luks [13]. Our algorithms do not need
Sd-graph representations to be given on the input. The related natural question of an
existence of purely combinatorial FPT-time algorithms for Sd-graph isomorphism and for
isomorphism of posets of bounded width remains open.

We refer to the subsequent sections and the full paper arXiv:1907.01495v2 for missing
terminology and further details, including proofs of (*)-marked statements.

2 Posets, Sd -Graphs and their Recognition

Throughout the paper we assume readers familiar with the basic terminology of posets
(partially ordered sets), see e.g. [11] and the full paper.

As defined above, an Sd-graph G is the intersection graph of connected subgraphs of a
suitable subdivision S′ of the star Sd. Note that every ray of S′ actually defines an interval
subgraph of G. Let C denote the clique of G formed by those representing subgraphs of S′

which contain the central vertex of S′, and call C the central clique of the representation.
Clearly, we may assume that C is a maximal clique in G (or we simply adjust the intersection
representation). In Figure 1 (a), we see an example of an Sd-graph G (actually, d = 3) with
one of its maximal cliques C placed in the center and colored orange, and the connected
components X1, . . . , X6 of G− C colored differently.

When dealing with Sd-graphs, we define the following poset P on the connected compo-
nents of G−C. Let NC(Xi) denote the set of neighbors of the component Xi in the maximal
clique C and we refer to NC(Xi) as the attachment of Xi. Since Xi ∪ C induces an interval
subgraph of G, the neighborhoods of the vertices of Xi in C form a chain by inclusion. Then,
the upper attachment of Xi, denoted by NC

U (Xi), is the maximum neighborhood in C

among the vertices of Xi, and NC(Xi) = NC
U (Xi). Analogously, the lower attachment of

Xi, denoted by NC
L(Xi), is the minimum neighborhood in C among the vertices Xi. The

minimal edge-cutset between C and Xi is called attachment edges, and the component Xi

together with its attachment edges is called a bridge Xi of C.
After determining the attachments of all connected components of G − C, the poset

P is constructed as follows. A pair (Xi, Xj) of components of G − C is comparable in P ,
denoted by Xi �P Xj , if and only if NC

U (Xi) ⊆ NC
L(Xj) holds. Otherwise, they are

incomparable. When different connected components of G− C have the same attachment,
precisely NC

U (Xi) = NC
L(Xi) = NC

U (Xj) = NC
L(Xj), we will always implicitly treat their

union as one component / bridge of C in order to maintain antisymmetry of �P .
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Figure 2 (a) The connected components of G− C are placed on the d = 3 rays according to a
chain cover of P . (b) The corresponding Sd-representation.

Observe that Xi �P Xj if and only if there is an interval representation of the subgraph of
G induced by C ∪Xj ∪Xi in which C is “to the left” of Xj and Xi is “to the right” of Xj [7].

In Figure 1 (b), we see the poset P on the connected components of G−C from Figure 1 (a).
The three tuples of components (X1, X2, X3), (X4, X5) and (X6) form a chain cover of P .
In Figure 2 (a), the components are placed on the rays of a subdivision of S3 according
to this chain cover, and C is placed in the center, and in Figure 2 (b), the corresponding
Sd-representation of G is given.

Let G[W ] denote the induced subgraph of a graph G on a subset W ⊆ V (G). The
following characterization of Sd-graphs will be crucial for our algorithm:

I Proposition 2.1 ([7, Lemma 5]). A graph G is an Sd-graph if and only if there exists a
maximal clique C in G such that; (i) for each connected component Xi of G−C, the induced
subgraph G[C ∪Xi] is an interval graph with C being the leftmost, and (ii) the poset P on
the connected components of G− C (P defined above) has a chain cover of size at most d.

It easily follows that, for each chain (X1, . . . , Xk) of a chain cover in P , the subgraph
G[C ∪X1 ∪ ... ∪Xk] has an interval representation with C being the leftmost clique. Recall;
we can solve isomorphism of interval graphs in linear time [5]. Yet, these together do not
mean that we could simply solve Sd-graph isomorphism by matching the central cliques and
pairwise comparing the rays as interval graphs. Since the depth of P is not bounded, there
can be exponentially many chain covers, leading to distinct representations which cannot be
recognized as isomorphic when compared ray by ray. For example, the S3-graph in Figure 1
has several different chain covers of size 3, e.g., also (X1, X6), (X4, X2, X3) and (X5).

The full extent of difficulty of dealing with non-unique placement of components on the
rays of an Sd-representation can also be illustrated with the following:

I Proposition 2.2 (alternative to [20]). The isomorphism problem of Sd-graphs with d on
the input is GI-complete.

Proof. Let G1 and G2 be arbitrary graphs of the same size. We construct G′
i, i = 1, 2, as

follows: subdivide every edge with a new vertex, and then make a clique on the original
vertex set V (Gi). Then, G1 ' G2 if and only if G′

1 ' G′
2. Since each G′

i is an Sd-graph for
d = |E(Gi)|, with the central clique on V (Gi), solving their isomorphism would solve also
the isomorphism of given G1 and G2. J

3 Isomorphism of Sd-Graphs of Bounded Clique Size

To give a more accessible introduction to our approach, we first focus on an easier case of
Sd-graphs of clique size at most p. In fact, this subcase does not require us to bound d, and
so we will use p as the only parameter here.
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Assume that we are given two isomorphic Sd-graphs G and H, and f is an isomorphism
between G and H. Let C be a maximal clique of G, and let D = f(C) be the corresponding
maximal clique ofH. Then each connected componentXi ofG−C is mapped to corresponding
Yi = f(Xi) of H − D. Moreover, if C happens to be the central clique of some Sd-
representation of G, then the subgraph induced by C ∪ Xi is an interval graph and we
may use the interval graph isomorphism algorithm [5] to compare between G[C ∪Xi] and
H[D∪Yi]. Finally, even if we do not know the right central clique C and corresponding D in
advance, we may use the fact that Sd graphs are chordal. Any chordal graph with n vertices
has at most n maximal cliques which can be listed in linear time [19]. So we may simply try
possible pairs C,D and not depend on particular Sd-representations of G and H.

The previous simple observations suggest the following procedure:
1. Select a suitable maximal clique C of G (cf. Proposition 2.1 and the next step) and loop

through all maximal cliques D of H.
2. Find the connected components X1, X2, . . . , Xk of G−C, and the connected components

Y1, Y2, . . . , Yl of H −D. Check that all G[C ∪Xi] and H[D ∪ Yj ] are interval graphs.
3. If |C| = |D| = q and k = l, then consider an arbitrary bijective labeling C → {1, 2, . . . , q}.

Loop through all possible bijective labelings D → {1, 2, . . . , q}.
4. Pairwise, for 1 ≤ i, j ≤ k, compare the induced subgraphs G[C ∪ Xi] and H[D ∪ Yj ]

using the interval graph isomorphism algorithm [5] and respecting the labels on C and D.
If the comparison admits overall a perfect matching of isomorphic pairs, i.e., of pairs
{(i,mi) : i = 1, . . . , k} ⊆ {1, . . . , k}2 such that G[C ∪Xi] ' H[D ∪Ymi

], then return that
G and H are isomorphic.

If the procedure does not return that G and H are isomorphic for any C,D and their labeling,
then output that G and H are non-isomorphic.

Note that efficiency of this procedure strongly depends on the bound q ≤ p of maximum
clique size of G and H. In the general case, we could be processing up to n! distinct
permutations of the vertices of D which would not give a polynomial time algorithm.

We hence easily conclude (with details in the full paper):

I Theorem 3.1. (*) Isomorphism of Sd-graphs with n vertices where the maximal clique
sizes are bounded by a fixed parameter p can be solved in O(p! · pn3) time, which belongs to
FPT with respect to p (and regardless of d).

4 From Sd-graphs to Posets of Width d

To extend the previous isomorphism algorithm to Sd-graphs without bounding their clique
size, we need to consider isomorphism of posets of bounded width. Recall that a poset is of
width d if its elements can be covered by d chains (and not by less than d chains).

To justify this shift (and to show that it is unlikely a simple combinatorial algorithm
could exist for Sd-graph isomorphism), we give a reduction that Sd-graph isomorphism solves
the isomorphism problem for posets of width d.

We are given a poset P of width d with n elements, and we form an Sd-graph G from P

(in polynomial time) as follows:
1. Model P by set inclusion between the sets M1, . . . ,Mn, where each Mi consists of all

comparable elements with i from the lower levels and itself. Formally, Mi = {j ∈ P :
j �P i} for all i ∈ P .

2. Take the unionM =
⋃

i∈P Mi and form the central clique C of size |M |+2 by adding |M |
vertices corresponding to the elements of M , two dummy vertices, and all edges on C.
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Figure 3 (a) An example poset P (its Hasse diagram), and its levels. (b) The corresponding
Sd-graph G where the cyan set corresponds to the central maximal clique.

3. For each Mi, add a new vertex vi to G whose attachment end vertices are exactly the
subset of vertices in C corresponding to Mi.

Note that two dummy vertices are added to C to ensure that C is the unique maximum-size
clique of G. See an illustration in Figure 3.

Since the poset P is of width d, its elements can be partitioned into d chains. We can thus
distribute the corresponding vertices of G−C to the d rays of Sd, and this straightforwardly
results in an Sd-representation of G. Since C is unique as the maximum clique in any such G,
we easily get that for two posets P1 and P2 of width d, the constructed graphs G1 and G2
are isomorphic if and only if P1 is isomorphic to P2.

This reduction can be carried out in polynomial time, and hence:

I Theorem 4.1. (*) The isomorphism problem of posets of width d reduces in polynomial
time to the isomorphism problem of Sd-graphs. This holds even if the poset elements are
colored and the colors must be preserved by the isomorphism.

5 Isomorphism of Sd-graphs in General

Here, we focus on Sd-graphs without bounding their clique size, and give an FPT-time
algorithm solving their isomorphism problem with respect to d. Since, with d on the input
this problem is GI-complete (Proposition 2.2), we need the parameterization by d.

In contrast to Section 3, the maximum clique size in the compared Sd-graphs can grow
up to n, resulting in up to n! different labelings to be considered on the central maximal
cliques if we use the simple approach. Therefore, while we can efficiently compare the bridges
of the central cliques to isomorphism (as interval subgraphs), trying all possible labelings
of the central cliques becomes inefficient. Instead, we will encode isomorphism types of the
bridges as colors and consider the isomorphism problem for the underlying colored posets
of bounded width (recall Proposition 2.1). This will be combined with additional checks
which ensure that a bijection between the central cliques, compatible with all isomorphisms
between the corresponding pairs of bridges of the central cliques, would exist.

We need to introduce the following algebraic view of the isomorphism problem. Consider
two structures A and B (graphs, posets). Construct their disjoint union A ] B and compute
its automorphism group, i.e., the group of all isomorphisms of A ] B onto itself. Then A is
isomorphic to B, if and only if the automorphism group of A ] B contains a permutation
exchanging the ground sets of A and B. In fact, assuming that the structures A and B are
“connected”, it is enough to look for a permutation mapping some point of A to some of B,
and only among generators of the automorphism group. See, e.g., [13] which we will use here.
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We start with a high-level overview of our approach. Recall that the elements of any
poset R can be partitioned into levels Li ⊆ R where i ≥ 1; L1 is formed by the minimal
elements of R, and Li+1 is inductively formed by the minimal elements of R \ (L1 ∪ . . .∪Li).

I Procedure 5.1. (*) Consider two connected n-vertex Sd-graphs G and H with (chosen)
central maximal cliques C ⊆ G and D ⊆ H, |C| = |D|, and assume the connected components
X = {X1, . . . , Xk} of G−C and Y = {Y1, . . . , Yk} of H −D. Let K = G]H be the disjoint
union of our graphs. For Z ∈ X ∪ Y , denote shortly by K(Z): the graph G[C ∪ Z] if Z ∈ X ,
or the graph H[D ∪ Z] if Z ∈ Y (so K(Z) is always an induced subgraph of K).

We will test the isomorphism between G and H with respect to C and D as follows:
1. Let P and Q be the posets constructed on X and Y, respectively, as in Section 2. Make

the disjoint union R = P ]Q, and compute the levels of R. For each pair of components
Z,Z ′ ∈ X ∪ Y on the same level of R, compare the interval subgraphs K(Z) and K(Z ′)
to isomorphism and color Z and Z ′ by the computed isomorphism type. That is, Z and
Z ′ receive the same color if and only if K(Z) ' K(Z ′).

2. Compute the automorphism group Γ of R, respecting the colors of elements from the
previous step. We use Theorem 5.2 and Corollary 5.3 here.

3. Compute the subgroup Γ′ of Γ, consisting of those automorphisms % of R for which
there exists a permutation f% of the set C ∪D such that the following holds; for every
component Z ∈ X ∪Y , there is an isomorphism from K(Z) to K(%(Z)) whose restriction
to the intersection with C ∪D equals the respective restriction of f%. (In other words, %
is such that there exists an automorphism of the graph K = G ]H which stabilizes the
union of central cliques C ∪D and maps the components from X ∪ Y according to %.)
We use Lemma 5.4, and Theorem 5.6 with Corollary 5.8 here.

4. If P and Q are swapped in some automorphism from Γ′, then return that G and H are
isomorphic.

If the above procedure does not say that G and H are isomorphic for any pair of maximal
cliques C ⊆ G and D ⊆ H, we return that G and H are non-isomorphic.

For a quick reference, we will say that an automorphism % ∈ Γ satisfying the condition in
step 3 of this procedure is consistent on the central cliques C ∪D.

The above high-level approach is not much different from the simple one used in Section 3;
however, one difference is crucial. While in the simple approach we explicitly processed all
bijections between the central cliques C and D, here we consider no explicit permutations on
C ∪D. Only, in step 3 above, we indirectly check for an existence of a permutation f% on
C ∪D witnessing consistency of % ∈ Γ on the central cliques. We now briefly explain why
this check is not a trivial task, and subsequently describe how it is done.

So, let % ∈ Γ be an automorphism of the colored poset R from step 2 of Procedure 5.1,
and assume % swaps P and Q in R. Since % respects the colors in R, we have that for every
Xi ∈ X and Yj = %(Xi), the graph G[C ∪Xi] is isomorphic to H[D ∪ Yj ]. Unfortunately,
this is not yet enough to have G isomorphic to H. Consider, for example, the case illustrated
by posets P and Q from Figure 4; the components in X and Y are all singleton vertices,
and hence the colors (isomorphism types) are fully determined by the cardinality of the
shown attachment lists. Even though P and Q can be swapped respecting inclusion and the
colors, the graphs G and H represented by them are not isomorphic. The reason is that
the intersection of some of the attachment lists (here of the blue elements in Figure 4) is of
different cardinality in P than in Q. We will later show, in Lemma 5.4, that it is enough to
additionally ensure that problems with cardinalities of intersections of attachment sets like
this one do not happen, to claim that G and H are indeed isomorphic.
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Figure 4 Two isomorphic colored posets (a) P and (b) Q. These come from graphs (a’) G and (b’)
H with the central clique C = D = {1, 2, . . . , 8} (shaded gray), such that the components of G− C

(of H − C) are 9 singleton vertices having attachments in exactly the listed vertices of C. However,
G and H are not isomorphic since the two components (blue) in G−C with size-3 attachment have
a common neighbor (3), while the analogous two components (again blue and thick in the graphs)
in H − C have no common neighbor.

Computing the automorphism group of a poset of bounded width

For step 2 of Procedure 5.1, we show that the posets of width d are a special case of so-called
d-bounded color multiplicity graphs, whose automorphisms can be computed efficiently by
Theorem 5.2. Again, we refer to the full paper for additional details.

A d-bounded color multiplicity graph is a graph G whose vertex set is arbitrarily partitioned
into k color classes V (G) = V1 ∪ . . . ∪ Vk (each Vi is just any subset of V (G)). The number
k of colors is arbitrary, but for all 1 ≤ i ≤ k we have |Vi| ≤ d. This is a classical result:

I Theorem 5.2 (Babai [2], with Furst, Hopcroft and Luks [14]). Let G be a d-bounded color
multiplicity graph. The color-preserving automorphism group of G (i.e., its generators) can
be determined by an FPT-time algorithm with the parameter d.

Consider a poset R of width ≤ d and the levels L1, . . . , Lk of R, where |Li| ≤ d for
1 ≤ i ≤ k. Note that any automorphism of R preserves the levels. Having the levels Li as
color classes, we may forget about the edge directions between comparable elements of R (as
it is implicit from lower to higher levels), and so view R as a d-bounded color multiplicity
graph. Hence we immediately get:

I Corollary 5.3 ([2, 14]). The automorphism group of a poset R of width d can be determined
by an FPT-time algorithm with the parameter d. J
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Checking consistency of a poset automorphism on the central cliques

Now we move to step 3 of Procedure 5.1. To precisely specify what we are going to check
there – about consistency of an automorphism % of the combined poset R = P ]Q, we need
a few preliminary facts. For a component Z ∈ X ∪Y (of K − (C ∪D) = (G−C)] (H −D)),
the a ≥ 1 distinct neighborhoods (attachment sets) of vertices of Z in C ∪D form a sequence
N1(Z), . . . , Na(Z) ⊆ C ∪D ordered by strict inclusion N1(Z) ( N2(Z) ( · · · ( Na(Z), and
we denote this family by NC∪D(Z) := {N1(Z), . . . , Na(Z)}.

We call the multiset of sets U :=
⊎

Z∈X ∪Y NC∪D(Z) the attachment collection of X ∪ Y
of our graph K (U is a multiset since the same attachment set may occur several times in U if
the occurrences come from distinct bridges of C∪D which are incomparable in R). Recall the
notation K(Z) from Procedure 5.1. If an automorphism % of R maps Z to Z ′ = %(Z) then, in
particular, K(Z) is isomorphic to K(Z ′). While there may exist different isomorphisms from
K(Z) to K(Z ′), they all define (because of the inclusion order) the same unique mapping of
the attachment sets from NC∪D(Z) to NC∪D(Z ′). So, the automorphism % of R induces a
unique corresponding permutation on U , denoted here by %̃.

In general, for a set family U we call a cardinality Venn diagram of U the vector
(`U,U1 : ∅ 6= U1 ⊆ U) such that `U,U1 :=

∣∣∣⋂A∈U1
A \

⋃
B∈U\U1

B
∣∣∣. That is, we record the

cardinality of every internal cell of the Venn diagram of U . Let %̃(U1) = {%̃(A) : A ∈ U1} for
U1 ⊆ U .

It is reasonably easy to see that an automorphism % of R is consistent on the central
cliques C ∪ D of K, if and only if the corresponding permutation %̃ on the attachment
collection U of X ∪ Y preserves the values of all cells of the cardinality Venn diagram of U .
This is precisely formulated as follows:

I Lemma 5.4. Let K = G ]H and C,D, the sets X and Y, and the posets P,Q and R (on
the ground set C ∪D) be as in Procedure 5.1. Let U be the attachment collection of X ∪ Y
in K, and assume an automorphism % of R and the corresponding permutation %̃ of U .

There is an automorphism f of K such that f(C ∪D) = C ∪D and, for every component
Z ∈ X ∪ Y, f maps V (Z) to V (%(Z)), if and only if the cardinality Venn diagrams of U
and of %̃(U) are the same, meaning that `U,U1 = `U,%̃(U1) for all ∅ 6= U1 ⊆ U .

Proof. ⇒ Suppose that there exists an automorphism f of K such that f(C ∪D) = C ∪D
and, for every component Z ∈ X ∪Y , f maps the vertices of Z to the vertices of %(Z). Then,
each pair K(Z) and K(%(Z)) are isomorphic interval graphs, and if there are a distinct
neighborhoods N1(Z), . . . , Na(Z) of vertices of Z in C ∪D, then there are a neighborhoods
N1(%(Z)), . . . , Na(%(Z)) of vertices of %(Z) in C ∪ D determined by the restriction of f
to C ∪D. Since f is an automorphism of K, indeed, %̃(Ni(Z)) = Ni(%(Z)) for 1 ≤ i ≤ a.
Moreover, by our assumption, if v ∈ Ni(Z) then f(v) ∈ Ni(%(Z)), and vice versa.

Now consider arbitrary ∅ 6= U1 ⊆ U . By the previous; if v ∈
⋂

A∈U1
A \

⋃
B∈U\U1

B, then
f(v) ∈

⋂
A∈U1

%̃(A) \
⋃

B∈U\U1
%̃(B) =

⋂
A∈%̃(U1)A \

⋃
B∈U\%̃(U1)B (since %̃ is a permutation

of U), and vice versa. Consequently, `U,U1 = `U,%̃(U1) for all ∅ 6= U1 ⊆ U .
⇐ Suppose that `U1 = `%̃(U1) holds for all ∅ 6= U1 ⊆ U . Then, in particular, for every such

U1 there exists a bijection from
⋂

A∈U1
A \

⋃
B∈U\U1

B to
⋂

A∈%̃(U1)A \
⋃

B∈U\%̃(U1)B. The
composition of these bijections results in a permutation f0 of C ∪D. Informally stating, f0
respects all attachment sets of all components Z ∈ X ∪ Y under the permutation %. Hence,
for every Z ∈ X ∪ Y, there is an isomorphism fZ from K(Z) to K(%(Z)) which extends f0.
And, since the members of X ∪ Y are pairwise disjoint components of K − (C ∪ D), the
composition of all fZ over Z ∈ X ∪ Y is well-defined and it is an automorphism of the graph
K satisfying the desired properties. J
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At first sight, the condition of Lemma 5.4 may not seem efficient since U has up to 2n
attachment sets, and so an exponential number of Venn diagram cells. Though, only ≤ 2n of
the cells may be nonempty since the ground set of U is of cardinality |C ∪D| ≤ 2n, and so
we can handle the situation as follows:

I Lemma 5.5. For any U ′ ⊆ U such that %̃(U ′) = U ′, one can in O(n2) time test whether
the equalities `U ′, U1 = `U ′,%̃(U1) hold for all ∅ 6= U1 ⊆ U ′.

Proof. We loop through all vertices w of C ∪D, and for each w we record in O(n) time to
which of the sets in U ′ this w belongs to. Summing the obtained records at the end precisely
gives the O(n) nonzero values `U ′, U1 over ∅ 6= U1 ⊆ U ′.

We analogously compute the O(n) nonzero values `U ′,%̃(U1) over U1, and then compare
the two sets of values with respect to each U1 and matching %̃(U1). J

Computing the subgroup of consistent poset automorphisms

Knowing how to efficiently test whether an automorphism % ∈ Γ in step 3 of Procedure 5.1 is
consistent (Lemmas 5.4 and 5.5), we would like to finish a computation of the subgroup Γ′ ⊆ Γ.
This, however, cannot be done directly by processing all members of the group Γ which can be
exponentially large. Instead, inspired by famous Babai’s “tower-of-groups” procedure (cf. [2]
and Theorem 5.2), we iteratively compute a chain of subgroups Γ = Γ0 ⊇ Γ1 ⊇ . . . ⊇ Γh = Γ′

(where h = O(nd log d)) leading to the result. Here, by “computing a group” we mean to
output a set of its generators.

There are two important ingredients making this computation work. First, we look
for a manageable combinatorially defined “gradual refinement” of the condition tested by
Lemma 5.4. Our intention is to define Γi as the subgroup of Γ respecting the i-th step
of this refinement. By manageable we mean that the ratio of orders (sizes) of consequent
groups Γi and Γi+1 in the chain is always bounded and, at the same time, that the number
of refinement steps (h) is not too big. Second, having such manageable refinement steps, we
then stepwise apply another classical result (which, by the way, also leads to Theorem 5.2):

I Theorem 5.6 (Furst, Hopcroft and Luks [13, Cor. 1]). Let Π be a permutation group given
by its generators, and Π1 be any subgroup of Π such that one can test in polynomial time
whether π ∈ Π1 for any π ∈ Π (membership test). If the ratio |Π|/|Π1| is bounded by a
function of a parameter d, then a set of generators of Π1 can be computed in FPT time
(with respect to d).

Due to space restriction, we have to leave additional comments on this result to the full
paper.

Returning back to the first ingredient, we closely analyze what happens if an automorphism
% ∈ Γ does not pass the cardinality Venn diagram test of Lemma 5.4. In a nutshell, every
such failure must be witnessed by a subcollection of at most d sets of U . Precisely:

I Lemma 5.7. Let U be a set family and %̃ be a permutation of U . If there exists U1 such
that ∅ 6= U1 ⊆ U and `U,U1 6= `U,%̃(U1), then there exist U2,U3 ⊆ U such that |U2| ≤ 2 or U2 is
an antichain in inclusion, ∅ 6= U3 ⊆ U2 and `U2,U3 6= `%̃(U2),%̃(U3).

In our case, U2 is an antichain of attachment sets of one of G or H, and hence |U2| ≤ d.
For simplicity, we say that U ′ ⊆ U is Venn-good if `U ′,U0 = `%̃(U ′),%̃(U0) holds true for all

∅ 6= U0 ⊆ U ′, and we call U0 a witness (of U ′ not being Venn-good) if `U ′,U0 6= `%̃(U ′),%̃(U0).
Recalling that the permutation %̃ of U is determined by an automorphism % of our poset R,
we also more precisely say that U ′ is Venn-good for this automorphism %.
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Proof. Notice that U itself is not Venn-good, and U1 is a witness. Choose U2 ⊆ U such that
U2 is not Venn-good and it is minimal such by inclusion, and assume (for a contradiction) that
there are A1, A2 ∈ U2 such that A1 ⊆ A2. If %̃(A1) 6⊆ %̃(A2), then already U2 := {A1, A2} is
not Venn-good (with a witness {A1}), and so let %̃(A1) ⊆ %̃(A2).

Let U3 be a witness of U2 not being Venn-good, and for j = 2, 3 denote: U0
j := Uj\{A1, A2},

U1
j :=

(
Uj ∪{A1}

)
\{A2}, U2

j :=
(
Uj ∪{A2}

)
\{A1}, U3

j := Uj ∪{A1, A2}. By our minimality
assumption, all three subfamilies U0

2 , U1
2 and U2

2 are Venn-good. We first easily derive

`U2,U0
3

= `U2\{A1}, U0
3

= `U2
2 , U0

3
= `%̃(U2

2 ),%̃(U0
3 ) = `%̃(U2),%̃(U0

3 ) ,

`U2,U1
3

= 0 = 0 = `%̃(U2),%̃(U1
3 ) ,

`U2,U3
3

= `U2\{A2}, U3
3 \{A2} = `U1

2 , U1
3

= `%̃(U1
2 ),%̃(U1

3 ) = `%̃(U2),%̃(U3
3 ) .

Then, using trivial `U0
2 , U0

3
= `U2,U0

3
+ `U2,U1

3
+ `U2,U2

3
+ `U2,U3

3
and its counterpart under %̃,

`U2,U2
3

= `U0
2 , U0

3
− `U2,U0

3
− 0− `U2,U3

3

= `%̃(U0
2 ),%̃(U0

3 ) − `%̃(U2),%̃(U0
3 ) − `%̃(U2),%̃(U3

3 ) = `%̃(U2),%̃(U2
3 ).

However, U3 ∈ {U0
3 ,U1

3 ,U2
3 ,U3

3}, and so one of the latter four equalities contradicts the
assumption that U3 witnessed U2 not being Venn-good. J

I Corollary 5.8. Let a poset R, its automorphism %, attachment collection U and permutation
%̃ of U be as in Lemma 5.4. We have that U is Venn-good (wrt. %̃), if and only if every U ′ is
Venn-good, where U ′ ⊆ U is the subcollection of attachment sets of the union of some (any)
d levels of the poset R. J

Corollary 5.8 shows a clear road to computing the subgroup Γ′ ⊆ Γ in step 3 of Proce-
dure 5.1: in every refinement step of a chain Γ = Γ0 ⊇ Γ1 ⊇ . . . ⊇ Γh = Γ′, we add
a requirement that the subcollection of attachment sets of some d-tuple of levels of the
poset R is Venn-good for every member of the next subgroup. All these steps are manageable
(cf. Theorem 5.6); the ratio |Γi|/|Γi+1| is bounded from above by the maximum number of
subpermutations of Γi on the respective d levels, which is ≤ (2d)!d . However, since the
height of R is Θ(n), we cannot afford to check all d-tuples of levels this way. Fortunately, it
is also not necessary by the following argument.

By Lagrange’s group theorem, |Γi+1| divides |Γi|, and so either Γi+1 = Γi or |Γi+1| ≤ 1
2 |Γi|.

Hence the number of strict refinement steps in our chain of subgroups is h ≤ log |Γ|, which
is affordable in an FPT time algorithm. Since |Γ| ≤ (2d)!n, we get h = O(nd log d).
Furthermore, d-tuples of levels giving such suitable h strict refinement steps can be, one at
each step, computed by a procedure outlined as follows:
i. Recall that the levels of R are L1, L2, . . . , Lk. Find minimal index j1 such that the

attachment sets of L1 ∪ · · · ∪ Lj1 are not Venn-good for some generator of Γi.
ii. Analogously, find minimal j2 < j1 such that the attachment sets of L1 ∪ · · · ∪ Lj2 ∪ Lj1

are not Venn-good for some generator of Γi.
iii. Find analogously indices j3, j4, . . . , ja, until we stop with ja = 1, or we reach a = d (in

the former case, to be even, we may add arbitrary d− a other levels to our collection).

Wrapping up with Procedure 5.1

I Theorem 5.9. The isomorphism problem of Sd-graphs can be solved by an FPT-time
algorithm with the fixed parameter d.
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Due to space restrictions, we can only refer to the full paper for a detailed listing of the
steps of the complete isomorphism testing procedure.

Proof. First of all, if given graphs G and H are not connected, we add a universal vertex to
each (adjacent to all other vertices), which does not change the problem.

Then we apply Procedure 5.1. This actually runs O(n) iterations of choices of C and D;
we first greedily find any valid central clique C of an Sd-representation of G, and then iterate
all maximal cliques D ⊆ H. In each iteration, we routinely compute in polynomial time the
sets of components X and Y, and the posets P and Q on them and R = P ]Q. If any of
P,Q has width greater than d, then we reject this iteration. Similarly, we reject the iteration
if any of the graphs K(Z) for Z ∈ X ∪Y is not interval [5]. Otherwise, we compute colors on
R such that Z,Z ′ ∈ X ∪ Y on the same level of R receive the same color iff K(Z) ' K(Z ′),
using the isomorphism algorithm of [5]. This finishes step 1.

Step 2 – computing the automorphism group Γ of R, is done by Corollary 5.3.
Step 3 – finding the subgroup Γ′ ⊆ Γ, is accomplished by an iterated application of

Theorem 5.6; the refinement steps are defined by d-tuples of levels of R according to
Corollary 5.8 and the above outlined procedure for finding them, and there are O(nd log d)
such steps. The membership test in Theorem 5.6 is provided by Lemma 5.5.

Finally, we straightforwardly check in step 4 on the generators of Γ′ whether some of
them maps an element of P to an element of Q.

If any iteration of Procedure 5.1 succeeds in step 4, then, by Lemma 5.4, there exists
an automorphism of the graph K = G ]H which moreover swaps G and H. Then G ' H.
Conversely, assume G ' H. Since G is an Sd-graph, we find a maximal central clique C ⊆ G,
and since all maximal cliques D ⊆ H are tried, we get into an iteration with D being the
isomorphic image of C. Then the posets P and Q (wrt. C,D) must be isomorphic respecting
their colors, which follows from G ' H. Therefore, there exists an automorphism in Γ′, and
also such a generator % ∈ Γ′ since G and H are connected, swapping P and Q. This %, in
particular, preserves the computed cardinality Venn diagram by Lemma 5.4. Some iteration
hence succeeds and returns that G ' H. J

I Remark 5.10. We do not explicitly state the runtime in Theorem 5.9, partly due to space
restrictions and partly since it is not really useful and since neither [13] which we use states
explicit runtime. Here we briefly remark that Procedure 5.1 loops O(n) times with suitable
C and different choices of D, analogously to the procedure of Theorem 3.1, and this initial
setup of the procedure altogether takes time O(d2n3). Then we have to account for O(n)
calls to steps 2 and 3 of Procedure 5.1, that is, O(n) computations of the subgroups Γ and Γ′.
Each time this part is dominated by step 3 which performs O(nd log d) calls to the algorithm
of Theorem 5.6 [13] in order to compute Γ′ from Γ. Reading the fine details of [13], and
adjusting it (the “sift table”) to our setting, leads to an estimate of O(n3) · d!O(d) for each of
these calls. After summarizing, we get the total estimate of O(n5) · d!O(d).

6 Conclusions

Our FPT algorithm for isomorphism of Sd-graphs is a natural extension of isomorphism of
interval graphs. It is also natural to ask for further extensions to H-graphs. However, already
for H = K3 (the well-known case of circular-arc graphs), efficient isomorphism testing is
a highly nontrivial task, see e.g. Krawczyk [18]. With H containing at least two cycles,
moreover, the problem becomes GI-complete. Thus we would like to consider the case of
H = T being a tree.
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It is relatively straightforward (though technical) to extend our approach to an XP
algorithm for isomorphism testing of T -graphs, with the number of leaves of T as the
parameter (a straightforward extension can not be FPT-time since we need to “guess” the
right central clique in each internal node of T ). We, however, aim to get an FPT-time
algorithm for T -graph isomorphism which is the subject of future research.
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Abstract
For a non-negative integer `, a graph G is an `-leaf power of a tree T if V pGq is equal to the set
of leaves of T , and distinct vertices v and w of G are adjacent if and only if the distance between
v and w in T is at most `. Given a graph G, 3-Leaf Power Deletion asks whether there is
a set S Ď V pGq of size at most k such that GzS is a 3-leaf power of some tree T . We provide a
polynomial kernel for this problem. More specifically, we present a polynomial-time algorithm for
an input instance pG, kq to output an equivalent instance pG1, k1

q such that k1
ď k and G1 has at

most Opk14
q vertices.
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1 Introduction

Nishimura, Ragde, and Thilikos [31] introduced an `-leaf power of a tree to understand the
structure of phylogenetic trees in computational biology. For a non-negative integer `, a
graph G is an `-leaf power of a tree T if V pGq is equal to the set of leaves of T , and distinct
vertices v and w of G are adjacent if and only if the distance between v and w in T is at
most `, where the distance between vertices x and y in a graph H is the length of a shortest
path in H from x to y. We say that G is an `-leaf power if G is an `-leaf power of some
tree. Note that an `-leaf power could have more than one component. For instance, an `-leaf
power of a path of length at least ` ` 1 has two components. We remark that a graph is
a 2-leaf power if and only if it is a disjoint union of cliques, and is a 3-leaf power if and
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Table 1 The current best known running time of a fixed-parameter algorithm and the current
best known upper bound for the number of vertices in a kernel for `-Leaf Power Deletion when
` is small. We denote by n the number of vertices and by m the number of edges of an input graph.

` Running time Kernel
(The number of vertices) Remark

0 Op1.2738k
` knq [9] 2k ´ Ωplog kq [27, 29] Equivalent to Vertex Cover

1 Op1.2738k
` knq [9] 2k ´ Ωplog kq [27, 29] Reduced to Vertex Cover

2 Op2kk ¨m
?

n log nq [23] Opk5{3
q [20] Equivalent to Cluster Deletion

3 Op37k
¨ n7
pn`mqq [3] Opk14

q [Theorem 1.1] -

only if it is a (bull, dart, gem)-free chordal graph [14], where a bull, a dart, and a gem are
depicted in Figure 1. There are linear-time algorithms to recognize 4- and 5-leaf powers [6, 8]
and a polynomial-time algorithm to recognize 6-leaf powers [16]. For each ` ě 7, there is a
linear-time algorithm to recognize `-leaf powers for graphs of bounded degeneracy [18].

We are interested in the following vertex deletion problem, which generalizes the corres-
ponding recognition problem.

`-Leaf Power Deletion
Input : A graph G and a non-negative integer k
Parameter : k
Question : Is there a set S Ď V pGq with |S| ď k such that GzS is a `-leaf power?

Vertex deletion problems include some of the best studied NP-hard problems in theoretical
computer science, including Vertex Cover and Feedback Vertex Set. In general, the
problem asks whether it is possible to delete at most k vertices from an input graph so that
the resulting graph belongs to a specified graph class. Lewis and Yannakakis [28] showed
that every vertex deletion problem to a non-trivial1 and hereditary2 graph class is NP-hard.
Since the class of `-leaf powers is non-trivial and hereditary for every non-negative integer `,
it follows that `-Leaf Power Deletion is NP-hard.

Vertex deletion problems have been investigated on various graph classes through the
parameterized complexity paradigm [12, 15], which measures the performance of algorithms
not only with respect to the input size but also with respect to an additional numerical
parameter. The notion of vertex deletion allows a highly natural choice of the parameter,
specifically the size of the deletion set k. A decidable parameterized problem Π is fixed-
parameter tractable if it can be solved by an algorithm with running time fpkq¨nOp1q where n is
input size and f : NÑ N is a computable function. It is well known that Π is fixed-parameter
tractable if and only if it admits a kernel [15]. A kernel is basically a polynomial-time
preprocessing algorithm that transforms the given instance of the problem into an equivalent
instance whose size is bounded above by some function fpkq of the parameter. The function
fpkq is usually referred to as the size of the kernel. A polynomial kernel is then a kernel
with size bounded above by some polynomial in k. For a decidable fixed-parameter tractable
problem, one of the most natural follow-up questions in parameterized complexity is whether
the problem admits a polynomial kernel. The existence of polynomial kernels for vertex
deletion problems has been widely investigated; see [21].

1 A class of graphs C is non-trivial if both C and the complement of C contain infinitely many non-
isomorphic graphs.

2 A class of graphs is hereditary if it is closed under taking induced subgraphs.
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We are going to survey known results of `-Leaf Power Deletion for small values of
`; see Table 1. When ` “ 0, `-Leaf Power Deletion is identical to Vertex Cover.
Currently, the best known fixed-parameter algorithm for Vertex Cover runs in time
Op1.2738k ` k|V pGq|q, by Chen, Kanj, and Xia [9], and 2k ´ Ωplog kq is the best known
upper bound for the number of vertices in kernels for Vertex Cover, independently by
Lampis [27] and Lokshtanov, Narayanaswamy, Raman, Ramanujan, and Saurabh [29].

When ` “ 1, since a graph is a 1-leaf power if and only if it either is isomorphic to K2, or
has no edges, one can easily reduce `-Leaf Power Deletion to Vertex Cover. Thus,
1-Leaf Power Deletion can be solved in time Op1.2738k ` knq and admits a kernel with
2k ´ Ωplog kq vertices.

When ` “ 2, `-Leaf Power Deletion was studied under the name of Cluster
Deletion. Hüffner, Komusiewicz, Moser, and Niedermeier [23] showed that Cluster
Deletion is fixed-parameter tractable by presenting an algorithm with running time Op2kk ¨

|EpGq|
a

|V pGq| log|V pGq|q, and Fomin, Le, Lokshtanov, Saurabh, Thomassé, and Zehavi [20]
presented a kernel with Opk5{3q vertices for Cluster Deletion.

Now, we investigate when ` “ 3. Dom, Guo, Hüffner, and Niedermeier [14] already showed
that 3-Leaf Power Deletion is fixed-parameter tractable. The algorithm in [17] can be
modified to a single-exponential fixed-parameter algorithm for 3-Leaf Power Deletion,
that is an algorithm with running time αk ¨ nOp1q for input size n and some constant α ą 1;
see [3]. Here is our main theorem.

I Theorem 1.1. 3-Leaf Power Deletion admits a kernel with Opk14q vertices.

As another motivation, our result is motivated by vertex deletion problems for chordal
graphs and distance-hereditary graphs, which are superclasses of 3-leaf powers. For vertex de-
letion problems of chordal graphs and distance-hereditary graphs, fixed-parameter algorithms
and polynomial kernels have been recently obtained [30, 7, 17, 24, 1, 26].

Roughly speaking, our first step is to find a “good” approximate solution, called a good
modulator of an input graph G, that is a set S Ď V pGq of size Opk2q such that GzpSz tvuq
is a 3-leaf power for every vertex v in S. This technique of computing a good modulator
has been used in several kernelization algorithms [24, 25, 26, 2]. To bound the number
of components of GzS, we introduce two concepts; a complete split of a graph G, which
is a special type of a clique cut-set of G, and a blocking pair for a set X Ď V pGq, which
determine whether pX,V pGqzXq is a complete split of G. A key property, Lemma 4.4, of a
blocking pair is that two components of GzS blocked by the same pair in S always contain
an obstruction. Through a marking process with pairs in S, we show that if there are
many components of GzS blocked by some pairs in S, then we can safely remove all edges
inside some of the components. Afterward, we bound the number of isolated vertices of GzS
through another marking process, and then design a series of reduction rules to bound the
size of the remaining components of GzS, which utilize a tree-like structure of 3-leaf powers,
introduced by Brandstädt and Le [5].

We organize this paper as follows. In Section 2, we summarize some terminologies in
graph theory and introduce 3-leaf powers. In Section 3, we introduce a good modulator of a
graph, and then present an algorithm that either confirms that an input instance pG, kq is a
no-instance, or constructs a small good modulator of G. In Sections 4 and 5, we design a
series of reduction rules that allows us to bound the number of vertices outside of a good
modulator of a graph, and prove Theorem 1.1. In Section 6, we conclude this paper with
some open problems.
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Figure 1 A bull, a dart, and a gem.

2 Preliminaries

In this paper, all graphs are finite and simple. We assume familiarity with the basic notations
and terminologies in graph theory and parameterized complexity. We refer the reader to the
standard books [12, 13, 15].

For disjoint sets X and Y of vertices of G, we say that X is complete to Y if each vertex
in X is adjacent to all vertices in Y , and X is anti-complete to Y if each vertex in X is
non-adjacent to all vertices in Y . By GzX we denote the graph obtained from G by removing
all vertices in X and all edges incident with some vertices in X, and GrXs :“ GzpV pGqzXq.
For a set T of edges of G, let GzT be a graph obtained from G by removing all edges in T .

A graph G is trivial if |V pGq| ď 1, and non-trivial, otherwise. A graph is complete if
every pair of distinct vertices is adjacent, and incomplete, otherwise. Distinct vertices v and
w of G are twins in G if NGpvqz twu “ NGpwqz tvu. Twins v and w in G are true if v and
w are adjacent, and false if v and w are non-adjacent. A twin-set in G is a set of pairwise
twins in G. A twin-set is true if it is a clique, and false if it is an independent set.

For graphs G1, . . . , Gm, a graph G is pG1, . . . , Gmq-free if G has no induced subgraph
isomorphic to one of G1, . . . , Gm.

It is well known that a parameterized problem Π is fixed-parameter tractable if and only
if Π is decidable and admits a kernel; see [15, 19]. An instance is an ordered pair pG, kq of a
graph G and a non-negative integer k. An instance pG, kq is a yes-instance if there is a set
S Ď V pGq of size at most k such that GzS is a 3-leaf power, and a no-instance, otherwise.

The graphs in Figure 1 are called a bull, a dart, and a gem, respectively. A hole is an
induced cycle of length at least 4. A graph is chordal if it has no holes. Dom, Guo, Hüffner,
and Niedermeier [14] presented the following characterization of 3-leaf powers.

I Theorem 2.1 (Dom, Guo, Hüffner, and Niedermeier [14, Theorem 1]). A graph G is a 3-leaf
power if and only if G is (bull, dart, gem)-free and chordal.

We say that a graph H is an obstruction if H either is a hole, or is isomorphic to one
of the bull, the dart, and the gem. An obstruction H is small if |V pHq| ď 5. We have the
following seven observations about obstructions.

(O1) No obstructions have true twins.
(O2) No small obstructions have an independent set of size at least 4.
(O3) No obstructions have K4 or K2,3 as a subgraph.
(O4) No obstruction H has a cut-vertex v such that Hzv has exactly two components H1

and H2 with |V pH1q| “ |V pH2q|.
(O5) False twins in an obstruction H have degree 2 in H.
(O6) If a vertex v of an obstruction H has exactly one neighbor w in V pHq, then w has

degree at least 3 in H.
(O7) A graph H is an obstruction having three distinct vertices of degree 2 in H if and only

if H is a hole.

Brandstädt and Le [5] presented a linear-time algorithm to recognize 3-leaf powers, and
showed that a graph G is a 3-leaf power if and only if G is obtained from some forest F by
substituting each node u of F with a non-empty clique Bu of arbitrary size. We rephrase
this characterization by using the following definition.
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A tree-clique decomposition of a graph G is a pair pF, tBu : u P V pF quq of a forest F
and a family tBu : u P V pF qu of non-empty subsets of V pGq satisfying the following two
conditions.
(1) tBu : u P V pF qu is a partition of V pGq.
(2) Distinct vertices x and y of G are adjacent if and only if F has either a node u such that

tx, yu Ď Bu, or an edge vw such that x P Bv and y P Bw.
We call Bu a bag of u for each node u of F . We say that B is a bag of G if B is a bag of
some node of F . Note that each bag is a clique by (2).

I Theorem 2.2 (Brandstädt and Le [5, Theorem 14]). A graph G is a 3-leaf power if and
only if G has a tree-clique decomposition. One can construct a tree-clique decomposition of a
3-leaf power in polynomial time. Moreover, if G is a connected incomplete 3-leaf power, then
G has a unique tree-clique decomposition.

We remark that every connected incomplete 3-leaf power has at least three bags. Brand-
städt and Le [5] showed that for a connected incomplete 3-leaf power G, distinct vertices v
and w of G are in the same bag of G if and only if v and w are true twins in G. Thus, for
such a graph G, B is a bag of G if and only if B is a maximal true twin-set in G.

3 Good modulators

A set S of vertices of a graph G is a modulator of G if GzS is a 3-leaf power. A modulator S
of a graph G is good if GzpSz tvuq is a 3-leaf power for each vertex v in S. We first collect at
most 5k vertices by S1 for vertex-disjoint small obstructions. By using the characterization
of graphs without small obstructions [14], when we run the 2-approximation algorithm for
Weighted Feedback Vertex Set [4] to pGzS1, kq, we can either confirm that G has no
modulator of size at most k, or find a modulator of G having at most 7k vertices in time
bounded above by a polynomial in |V pGq|` k. When we have a modulator S of size at most
7k, for each vertex v P S, we either find Opkq additional vertices that hit all obstructions
containing no vertices in Sztvu, or decide that v is in every modulator of size at most k. We
formalize this in (R1).

I Reduction Rule 1 (R1). Given an instance pG, kq with k ą 0, if G has k ` 1 obstructions
H1, . . . ,Hk`1 and a vertex v of G such that V pHiq X V pHjq “ tvu for every distinct i and j
in t1, . . . , k ` 1u, then replace pG, kq with pGzv, k ´ 1q.

For small obstructions, we greedily find a maximal packing P of small obstructions in
GzpSztvuq that intersect precisely at v in S. If there are more than k such small obstructions in
P , we apply (R1) to pG, kq. Otherwise, we define mpvq :“ |P|, and for holes of length at least
6, we apply the result of Jansen and Pilipczuk [24, Lemma 1.3] to GzppSY

Ť

HPP V pHqqztvuq

and obtain either a set H of k´mpvq ` 1 holes that intersect precisely at v in S, or a set Sv

of at most 12pk ´mpvqq vertices such that GzppSv Y S Y
Ť

HPP V pHqqztvuq is chordal. By
applying this procedure for all vertices v in S, we can obtain the following.

I Lemma 3.1. Given an instance pG, kq with k ą 0, one can find an equivalent instance
pG1, k1q and a good modulator of G1 having size at most 84k2`7k such that |V pG1q| ď |V pGq|
and k1 ď k in time bounded above by a polynomial in |V pGq|` k.

4 Bounding the number of components outside of a good modulator

Let S be a good modulator of a graph G. We bound the number of components of GzS.
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4.1 Complete splits and blocking pairs
Cunningham [11] introduced a split of a graph. A split of a graph G is a partition pA,Bq
of V pGq such that |A| ě 2, |B| ě 2, and NpAq is complete to NpBq. We say that a split
pA,Bq of G is complete if NpAq YNpBq is a clique. If a graph has a complete split, then
obstructions must satisfy some conditions which we prove in the following two lemmas.

I Lemma 4.1. Let pA,Bq be a complete split of a graph G. If G has a hole H, then
V pHq XA “ H or V pHq XB “ H.

I Lemma 4.2. Let pA,Bq be a complete split of a graph G. If G has an obstruction H

having exactly two vertices in A, then H is isomorphic to the bull.

Now, we define a blocking pair for a set X Ď V pGq. A blocking pair for X is an
unordered pair tv, wu of distinct vertices in NpXq such that if v and w are adjacent and
Npvq XX “ Npwq XX, then Npvq XX is not a clique. We say that X is blocked by tv, wu
if tv, wu is a blocking pair for X. This definition is motivated by the following lemma that
follows rather straightforwardly from the definition of a complete split of a graph.

I Lemma 4.3. Let pA,Bq be a partition of the vertex set of a graph G such that |A| ě 2
and |B| ě 2. Then pA,Bq is a complete split of G if and only if NpBq is a clique and B has
no blocking pairs for A.

The following lemma shows that if there is a blocking pair tv, wu for a set X Ď V pGq

such that GrXs has two distinct components whose vertex sets are blocked by tv, wu, then
G is not a 3-leaf power.

I Lemma 4.4. Let pA,Bq be a partition of the vertex set of a graph G such that |A| ě 2
and |B| ě 2. If GrAs has distinct components C1 and C2 such that both V pC1q and V pC2q

are blocked by tv, wu of vertices in B, then GrV pC1q Y V pC2q Y tv, wus is not a 3-leaf power.

4.2 The number of non-trivial components
Let S` be the set of vertices v in S such that for each component C of GzS, NGpvq X V pCq

is a true twin-set in C, and S´ :“ SzS`. The following proposition shows that GzS has at
most |S´| components having neighbors of S´.

I Proposition 4.5. Let S be a good modulator of a graph G, v be a vertex in S, and C be a
component of GzS. If NGpvq X V pCq contains distinct vertices w1 and w2 that are not true
twins in C, then no components of GzS different from C have neighbors of v.

We present a reduction rule to bound the number of non-trivial components of GzS
having no neighbors of S´. For that, we will use the following definition.

Let X be a set of vertices of a graph Q. For a non-negative integer `, a set M Ď EpQq is
an pX, `q-matching of Q if each vertex in X is incident with at most ` edges in M , and each
vertex in V pQqzX is incident with at most one edge in M .

I Reduction Rule 2 (R2). Given an instance pG, kq with k ą 0 and a non-empty good
modulator S of G, let S` be the set of vertices u in S such that for each component C of
GzS, NGpuq X V pCq is a true twin-set in C, X be the set of 2-element subsets of S`, and
Y be the set of non-trivial components of GzS having no neighbors of SzS`. Let Q be a
bipartite graph on pX ˆ t1, 2, 3u , Y q such that the following three statements are true.
(1) Elements ptv, wu , 1q P X ˆ t1u and C P Y are adjacent in Q if and only if V pCq is

blocked by tv, wu.
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(2) Elements ptv, wu , 2q P X ˆ t2u and C P Y are adjacent in Q if and only if C has a
vertex adjacent to both v and w.

(3) Elements ptv, wu , 3q P X ˆ t3u and C P Y are adjacent in Q if and only if C has an
edge xy such that x is adjacent to both v and w, and y is non-adjacent to both v and w.

If Q has a maximal pX ˆ t1, 2, 3u , k ` 2q-matching M avoiding some element U in Y , then
replace pG, kq with pGzEpUq, kq.

Proof of Safeness. Let G1 :“ GzEpUq. Firstly, we show that if pG, kq is a yes-instance,
then so is pG1, kq. Suppose that G has a modulator S1 of size at most k, and G1zS1 has an
obstructionH. SinceGzS1 is a 3-leaf power, H has vertices b1 and b2 such that b1b2 P EpUzS

1q.
Thus, |V pUqzS1| ě 2.

B Claim 1. pV pUqzS1, V pGqzpV pUq Y S1qq is a split of G1zS1.

Proof of Claim 1. We first show that |V pGqzpV pUq Y S1q| ě 2. If H is a hole of length 4,
then H has at most two vertices of UzS1, because V pUqzS1 is an independent set of G1zS1,
and no holes of length 4 have an independent set of size at least 3. Therefore, H has at least
two vertices of GzpV pUq Y S1q. Thus, we may assume that |V pHq| ě 5. By (O2), if H is
small, then H has at most three vertices of UzS1, and therefore H has at least two vertices
of GzpV pUq YS1q. If H is a hole of length at least 6, then H has at most t|V pHq|{2u vertices
of UzS1, and therefore H has at least r|V pHq|{2s ě 2 vertices of GzpV pUq Y S1q.

Therefore, |V pGqzpV pUq Y S1q| ě 2. Now, suppose that pV pUqzS1, V pGqzpV pUq Y S1qq

is not a split of G1zS1. Then GzpV pUq Y S1q has vertices v and w such that both v and w
have neighbors in V pUqzS1, and NGpvq X pV pUqzS

1q ‰ NGpwq X pV pUqzS
1q. Thus, tv, wu

is a blocking pair for V pUqzS1, so for V pUq. Then U is adjacent to ptv, wu , 1q in Q. Since
M is maximal, Y has distinct elements C1, . . . , Ck`2 different from U such that V pCiq is
blocked by tv, wu for each i P t1, . . . , k ` 2u. Since |S1| ď k, two of them, say C1 and C2,
have no vertices in S1. Then GrV pC1q Y V pC2q Y tv, wus is not a 3-leaf power by Lemma 4.4,
a contradiction, because it is an induced subgraph of GzS1. C

Since V pUqzS1 is an independent set of G1zS1, and H is connected, both b1 and b2 have
neighbors in V pGqzpV pUq Y S1q. Then by Claim 1, b1 and b2 are false twins in G1zS1. By
(O5), both b1 and b2 have degree 2 in H. Let z1 and z2 be the neighbors of b1 in V pHq X S.
Then U is adjacent to ptz1, z2u , 2q in Q. Since M is maximal, Y has distinct elements
C 11, . . . , C

1
k`2 different from U such that C 1i has a vertex adjacent to both z1 and z2 for each

i P t1, . . . , k ` 2u. Since |S1| ď k, two of them, say C 11 and C 12, have no vertices in S1. Note
that S1 has no vertices of H, because H is an induced subgraph of G1zS1.

If z1 and z2 are non-adjacent, then GrV pC 11q Y V pC 12q Y tz1, z2us has a hole of length 4, a
contradiction, because it is an induced subgraph of GzS1. Therefore, z1 and z2 are adjacent.
Since Grtb1, z1, z2us is isomorphic to K3, H is not a hole, and therefore |V pHq| “ 5. Let a
be a vertex of H different from b1, b2, z1, and z2. We may assume that a is not in V pC 11q,
because otherwise we may swap C 11 and C 12. Let c be a vertex of C 11 adjacent to both z1
and z2. Note that Grtb1, b2, z1, z2us is isomorphic to K4zb1b2. Since the dart and a hole of
length 4 are the only obstructions having false twins, H is isomorphic to the dart. Thus,
NHpaq “ tz1u or NHpaq “ tz2u. Then Grta, b1, c, z1, z2us is isomorphic to the gem if c is
adjacent to a, and the dart if c is non-adjacent to a, a contradiction, because it is an induced
subgraph of GzS1. Therefore, if pG, kq is a yes-instance, then so is pG1, kq.

Secondly, we show that if pG1, kq is a yes-instance, then so is pG, kq. Suppose that G1 has a
modulator S1 of size at most k, and GzS1 has an obstruction H. Since G1zS1 is a 3-leaf power,
H has an edge of UzS1. Thus, |V pUqzS1| ě 2. Since S is a good modulator of G, H has at
least two vertices in SzS1. Then |V pGqzpV pUq Y S1q| ě 2, since SzS1 Ď V pGqzpV pUq Y S1q.
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B Claim 2. pV pUqzS1, V pGqzpV pUq Y S1qq is a complete split of GzS1.

Since both UzS1 and GzpV pUq Y S1q have vertices of H, H is not a hole by Lemma 4.1
and Claim 2, and therefore |V pHq| “ 5. Let t1, . . . , tp be the vertices of H in V pUqzS1, and
s1, . . . , sq be the vertices of H in V pGqzpV pUq Y S1q. Note that both p and q are at least 2.
Since |V pHq| “ 5, pp, qq “ p3, 2q or pp, qq “ p2, 3q.

If pp, qq “ p3, 2q, then we may assume that NHps1q “ ts2u and NHps2q “ ts1, t1, t2u by
Lemma 4.2 and Claim 2. Since U has no neighbors of SzS`, s2 is in S`. Thus, t1 and t2
are true twins in UzS1, contradicting (O1).

Therefore, pp, qq “ p2, 3q. By Lemma 4.2 and Claim 2, we may assume that NHpt1q “ tt2u

and NHpt2q “ tt1, s1, s2u. Note that s1 and s2 are in SzS1. Then U is adjacent to pts1, s2u , 3q
in Q. Since M is maximal, Y has distinct elements C21 , . . . , C2k`2 different from U such that
C2i has an edge xiyi such that xi is adjacent to both s1 and s2, and yi is non-adjacent to
both s1 and s2 for each i P t1, . . . , k ` 2u. Since |S1| ď k, two of them, say C21 and C22 , have
no vertices in S1. We may assume that s3 is not in V pC21 q, because otherwise we may swap
C21 and C22 . We remark that the bull is the only possible graph to which H is isomorphic.
Thus, s1 and s2 are adjacent, and s3 is adjacent to exactly one of s1 and s2 in H. Then by
considering whether x1 or y1 is adjacent to s3, one can easily show that Grtx1, y1, s1, s2, s3us

is an obstruction, a contradiction. Therefore, if pG1, kq is a yes-instance, then so is pG, kq. J

I Proposition 4.6. Given an instance pG, kq with k ą 0 and a non-empty good modulator
S of G, if (R2) is not applicable to pG, kq, then GzS has at most 2pk ` 2q|S|2 non-trivial
components.

4.3 The number of isolated vertices
We present a reduction rule to bound the number of isolated vertices of GzS. To bound the
number, briefly speaking, we take a vertex set U Ď S with |U | ď 4 and mark at most k ` 3
isolated vertices v of GzS where U Y tvu is possibly a part of some obstruction in G. We
prove that after the marking, we can safely remove the remaining isolated vertices from G.

I Reduction Rule 3 (R3). Given an instance pG, kq with k ą 0 and a non-empty good
modulator S of G, let A be the set of ordered pairs pA1, A2q of disjoint subsets of S such that
2 ď |A1| ` |A2| ď 4, and X be the set of isolated vertices of GzS. For each pA1, A2q P A,
let XA1,A2 be a maximal set of vertices v in X such that NGpvq X pA1 Y A2q “ A1 and
|XA1,A2 | ď k ` 3. If X has a vertex u R

Ť

pA1,A2qPA XA1,A2 , then replace pG, kq with
pGzu, kq.

I Proposition 4.7. Given an instance pG, kq with k ą 0 and a non-empty good modulator
S of G, if (R3) is not applicable to pG, kq, then GzS has at most 2pk ` 3q|S|4{3 isolated
vertices.

5 Bounding the size of components outside of a good modulator

Let S be a good modulator of a graph G. We first present a reduction rule to bound the size
of each complete component of GzS, which proceed by a similar marking process as (R3).

I Reduction Rule 4 (R4). Given an instance pG, kq with k ą 0 and a non-empty good
modulator S of G, let A be the set of ordered pairs pA1, A2q of disjoint subsets of S such
that 2 ď |A1| ` |A2| ď 4, and C be a complete component of GzS. For each pA1, A2q P A,
let XA1,A2 be a maximal set of vertices v of C such that NGpvq X pA1 Y A2q “ A1 and
|XA1,A2 | ď k`3. If C has a vertex u R

Ť

pA1,A2qPA XA1,A2 , then replace pG, kq with pGzu, kq.
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I Proposition 5.1. Given an instance pG, kq with k ą 0 and a non-empty good modulator S
of G, if (R4) is not applicable to pG, kq, then every complete component of GzS has at most
2pk ` 3q|S|4{3 vertices.

In the rest, we present four reduction rules to bound the size of each incomplete component
of GzS. Firstly, we present a reduction rule to bound the size of a true twin-set in G.

I Reduction Rule 5 (R5). Given an instance pG, kq with k ą 0, if G has a true twin-set X
such that |X| ě k ` 2, then replace pG, kq with pGzv, kq for some vertex v P X.

Later, we will apply (R5) only for true twin-sets in G that are subsets of V pGqzS, which
one can find in polynomial time by Theorem 2.2.

In the following reduction rules, we start with computing a tree-clique decomposition of
GzS. We present a reduction rule to remove some bags of GzS which are anti-complete to S.

I Reduction Rule 6 (R6). Given an instance pG, kq with k ą 0 and a non-empty good
modulator S of G, let B be a maximal true twin-set in GzS. If GzpS Y Bq has a compon-
ent D having no neighbors of S and V pDqzNGpBq is non-empty, then replace pG, kq with
pGzpV pDqzNGpBqq, kq.

We present two reduction rules to reduce the number of bags of GzS. Let C be an
incomplete component of GzS with a tree-clique decomposition pF, tBu : u P V pF quq. We
use (R7) for bounding the maximum degree of F to |S|` 2k ` 7, and (R8) for bounding the
number of nodes of F having degree 2 in F to Op|S|q.

I Reduction Rule 7 (R7). Given an instance pG, kq with k ą 0 and a non-empty good
modulator S of G, let B be a maximal true twin-set in GzS. If GzpS Y Bq has distinct
components D1, . . . , Dk`4 such that NGpV pD1qq “ ¨ ¨ ¨ “ NGpV pDk`4qq, and either V pD1q Y

¨ ¨ ¨ Y V pDk`4q Ď NGpBq, or H ‰ V pDiq XNGpBq ‰ V pDiq for each i P t1, . . . , k ` 4u, then
replace pG, kq with pGzV pD1q, kq.

To show that (R7) is safe, we will use the following three lemmas. Lemma 5.3 will be
useful because it implies that for a good modulator S of G, a subset B of V pGqzS is a true
twin-set in GzS if and only if it is a true twin-set in G.

I Lemma 5.2. Let P be an induced path of length at least 3 in a graph G. If G has a
vertex v adjacent to both ends of P , then GrV pP q Y tvus is not distance-hereditary.

I Lemma 5.3. Let G be a 3-leaf power having a vertex v such that Gzv is connected and
incomplete. Then vertices t1 and t2 in V pGqz tvu are true twins in G if and only if t1 and t2
are true twins in Gzv.

I Lemma 5.4. Let pA,Bq be a complete split of a graph G, and S be a non-empty good
modulator of G. If G has an obstruction H, and S Ď BzNpAq, then H has at most one
vertex in A.

Proof of Safeness for (R7). We need to show that if pGzV pD1q, kq is a yes-instance, then
so is pG, kq. Suppose that GzV pD1q has a modulator S1 of size at most k, and GzS1 has an
obstruction H. Since GzpV pD1q Y S1q is a 3-leaf power, H has at least one vertex of D1.
Since S is a good modulator of G, GzpSz tvuq is a 3-leaf power for each vertex v in S. Thus,
if v has a neighbor in a true twin-set X in GzS, then tvu is complete to X by Lemma 5.3.
This means that every true twin-set in GzS is a true twin-set in G as well.

We claim that (a) for each i P t1, . . . , k ` 4u, V pDiq XNGpBq is a true twin-set in GzS.
Suppose that V pDiq XNGpBq contains two vertices x and y such that x is non-adjacent to
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y. Let P be an induced path in Di from x to y. By Lemma 5.2, the length of P is exactly
2 . Let z be a common neighbor of x and y in V pP q. Then z P NGpBq, because otherwise
V pP q with a vertex in B induces a hole of length 4. Then for a vertex v in B, and v1 in
V pDjq XNGpBq for some j P t1, . . . , k ` 4u z tiu, Grtv, v1, x, y, zus is isomorphic to the dart,
contradicting the assumption that S is a modulator of G. Therefore, V pDiq XNGpBq is a
clique. Now, suppose that GzS has a vertex w adjacent to a vertex t1 P V pDiq X NGpBq

and non-adjacent to a vertex t2 P V pDiq XNGpBq. Note that w is a vertex of DizNGpBq.
Then for a vertex v in B and a vertex v1 of V pDjq XNGpBq for some j P t1, . . . , k ` 4u z tiu,
Grtv, v1, w, t1, t2us is isomorphic to the bull, a contradiction, and this proves (a).

Suppose that V pD1q Y ¨ ¨ ¨ Y V pDk`4q Ď NGpBq. By (O1), for each i P t1, . . . , k ` 4u, Di

has at most one vertex of H. By (O2), if H is small, then at most three of D1, . . . , Dk`4
have vertices of H. If H is a hole of length at least 6, then at most two of D1, . . . , Dk`4 have
vertices of H, because otherwise H has a vertex of degree at least 3 in H. Since |S1| ď k, one
of D2, . . . , Dk`4, say Dj , has no vertices in S1 Y V pHq. Let s be a vertex of H in D1 and t
be a vertex in Dj . Since NGpV pD1qq “ NGpV pDjqq, s and t have the same set of neighbors
in V pHq. Then GrpV pHqz tsuq Y ttus is isomorphic to H, a contradiction, because it is an
induced subgraph of GzpV pD1q Y S

1q.
Therefore, H ‰ V pDiq XNGpBq ‰ V pDiq for each i P t1, . . . , k ` 4u. We claim that (b)

DizNGpBq has no neighbors of S. Suppose that DizNGpBq has a neighbor pi of some vertex
v in S. Let j P t1, . . . , k ` 4u z tiu. Since NGpV pDiqq “ NGpV pDjqq, Dj has a neighbor pj

of v. Since some vertex in B has neighbors in both Di and Dj , GzS has a path P from pi to
pj . Note that the length of P is at least 3, because pi is not in NGpBq. Since v is adjacent
to both ends of P , GrV pP q Y tvus is not distance-hereditary by Lemma 5.2, a contradiction,
because it is an induced subgraph of GzpSz tvuq, and this proves (b).

For each i P t1, . . . , k ` 4u, since V pDiq XNGpBq is a true twin-set in G, H has at most
one vertex in V pDiqXNGpBq by (O1). Let Di,1, . . . , Di,mpiq be the components of DizNGpBq

for each i P t1, . . . , k ` 4u. We claim that (c) for each j P t1, . . . ,mpiqu, if |V pDi,jq| ě 2, then
pV pDi,jq, V pGqzV pDi,jqq is a complete split of G. Since V pDiq XNGpBq is a true twin-set in
G, and DizNGpBq has no neighbors of S, it suffices to show that NGpNGpBqq X V pDi,jq is a
clique. Suppose that NGpNGpBqqXV pDi,jq contains vertices x and y which are non-adjacent.
Let P be an induced path in Di,j from x to y. By Lemma 5.2, the length of P is exactly 2.
Let z be a common neighbor of x and y in V pP q. Then z P NGpNGpBqq, because otherwise
P with a vertex v in NGpBq X V pDiq induces a hole of length 4. Then for a vertex v1 in B,
Grtv, v1, x, y, zus is isomorphic to the dart, a contradiction, and this proves (c).

Therefore, each component of DizNGpBq has at most one vertex of H by Lemma 5.4.
Each V pDiqXNGpBq has at most one vertex of H, because V pDiqXNGpBq is a true twin-set.
Therefore, at most one component of DizNGpBq has a vertex of H, because H cannot have
false twins of degree at most 1 by (O5). By (O2), if H is small, then at most three of
D1, . . . , Dk`4 have vertices of H. If H is a hole of length at least 6, then at most two of
D1, . . . , Dk`4 have vertices of H, because otherwise H has a vertex of degree at least 3
in H. Since |S1| ď k, one of D2, . . . , Dk`4, say Di, has no vertices in S1 Y V pHq. Note
that H has a vertex s1 in V pD1q XNGpBq, because D1zNGpBq has no neighbors of S, H
is connected, and has vertices in both S and V pD1q. Let t1t2 be an edge of Di such that
t1 P V pDiq X NGpBq and t2 P V pDiqzNGpBq. Since NGpV pD1qq “ NGpV pDiqq, and both
V pD1q X NGpBq and V pDiq X NGpBq are true twin-sets, s1 and t1 have the same set of
neighbors in V pHqzV pD1q. If H has a vertex s2 in V pD1qzNGpBq, then V pD1q X V pHq “

ts1, s2u, because both V pD1q X NGpBq and V pD1qzNGpBq have at most one vertex of H.
Then GrpV pHqz ts1, s2uq Y tt1, t2us is isomorphic to H, a contradiction, because it is an
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induced subgraph of GzpV pD1q Y S
1q. Therefore, H has no vertices in V pD1qzNGpBq. Then

GrpV pHqz ts1uqYtt1us is isomorphic to H, a contradiction, because it is an induced subgraph
of GzpV pD1q Y S

1q. J

I Reduction Rule 8 (R8). Given an instance pG, kq with k ą 0 and a non-empty good
modulator S of G, let B1, . . . , Bm be pairwise disjoint maximal true twin-sets in GzS for
m ě 6 such that NGpBiq “ Bi´1 YBi`1 for each i P t2, . . . ,m´ 1u. Let ` be an integer in
t3, . . . ,m´ 2u such that |B`| ď |Bi| for each i P t3, . . . ,m´ 2u, and G1 be a graph obtained
from GzppB3 Y ¨ ¨ ¨ YBm´2qzB`q by making B` complete to B2 YBm´1. Then replace pG, kq
with pG1, kq.

By applying aforementioned reduction rules exhaustively to an input instance pG, kq with
a good modulator S of G, we can bound the size of each incomplete component of GzS.

I Proposition 5.5. Given an instance pG, kq with k ą 0 and a non-empty good modulator
S of G, if none of (R2), (R5), (R6), (R7), and (R8) is applicable to pG, kq, then each
incomplete component of GzS has at most pk ` 1qpk ` 4q|S|p|S|` 2k ` 15q vertices.

To prove Proposition 5.5, we will use the following lemma.

I Lemma 5.6 (Brandstädt and Le [5, Corollary 11]). Let G be a 3-leaf power. If G has a
vertex v of degree at least 1 such that Gzv is connected, then Gzv has a true twin-set B such
that NGpvq “ B or NGrvs “ NGrBs.

Proof of Proposition 5.5. Let C be an incomplete component of GzS with a tree-clique
decomposition pF, tBu : u P V pF quq. Since S is a good modulator of G, GrV pCq Y tvus is a
3-leaf power for each vertex v in S. Thus, if S has a vertex w having a neighbor in a bag B
of C, then twu is complete to B by Lemma 5.3. This means that every bag of C is a true
twin-set in G. Since (R5) is not applicable to pG, kq, each bag of C contains at most k ` 1
vertices. Therefore, in the remaining of this proof, we are going to bound the number of bags
of C. Let X be the set of leaves of F whose bags are anti-complete to S.

B Claim 3. If a node u of F zX has degree at most 1 in F zX, then Bu XNpSq ‰ H.

Proof of Claim 3. If NF puq Ď X, then Bu contains a neighbor of S, because otherwise C has
no neighbors of S and (R2) is applicable to pG, kq. If NF puqzX is non-empty, then NF puqzX

contains exactly one node u1, because u has degree at most 1 in F zX. If Bu contains no
neighbors of S, then (R6) is applicable to pG, kq by taking Bu1 as B. Therefore, Bu contains
a neighbor of S. C

B Claim 4. The maximum degree of F is at most |S|` 2k ` 7.

Proof of Claim 4. Suppose that F has a node u of degree at least |S| ` 2k ` 8 in F . For
each vertex w in S, if at least two components of CzBu have neighbors of w, then all
components of CzBu have neighbors of w by Lemma 5.6. Thus, for each vertex w in S, we
can choose a component of CzBu, say D, such that either all other components of CzBu

have neighbors of w, or no other components of CzBu have neighbors of w. Since CzBu

has at least |S|` 2k` 8 components, CzBu has distinct components D1, . . . , D2k`7 different
from D such that for each vertex w in S, either all or none of them have neighbors of w.
Thus, NGpV pD1qq “ ¨ ¨ ¨ “ NGpV pD2k`7qq. By the pigeonhole principle, V pDiq Ď NGpBuq

or H ‰ V pDiq XNGpBuq ‰ V pDiq is satisfied by at least k ` 4 values of i, contradicting the
assumption that (R7) is not applicable to pG, kq. C
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For each vertex v in S, let Xv be the set of nodes of F zX whose bags contain neighbors
of v, S1 be the set of vertices v in S such that Xv contains some leaf of F zX, and S2 :“ SzS1.
Note that by Lemma 5.6, for each vertex v in S, if Xv is non-empty, then F zX has a node,
say p, such that Xv “ tpu or Xv “ NF zX rps. Let F 1 be a tree obtained from F zX by
contracting all edges in F rXvs for each vertex v in S. By Claim 3, F 1 has at most |S1| leaves,
and therefore it has at most maxp|S1|´2, 0q branching nodes. Let Y be the set of nodes of F 1
which come from Xv for some vertex v P S, and Z be the set of branching nodes of F 1. Then
|Y Y Z| ď |Y |` |Z| ď |S|`maxp|S1|´ 2, 0q ď 2|S|. Since (R8) is not applicable to pG, kq,
each component of F 1zpY Y Zq has at most three nodes. Therefore, |V pF 1zpY Y Zqq| ď 6|S|.
Then by Claim 4, |V pF zXq| is at most

|Y |p|S|` 2k ` 8q ` |Z|` |V pF 1zpY Y Zqq| ď |S|p|S|` 2k ` 8q ` |S|` 6|S|
“ |S|p|S|` 2k ` 15q.

Since (R7) is not applicable to pG, kq, each node of F zX is adjacent to at most k ` 3 nodes
in X. Thus, |V pF q| ď pk ` 4q|S|p|S|` 2k ` 15q. By (R5), each bag of C has at most k ` 1
nodes. Therefore, |V pCq| ď pk ` 1qpk ` 4q|S|p|S|` 2k ` 15q. J

Proof of Theorem 1.1. By Lemma 3.1, we can reduce an input instance to an equivalent
instance with a good modulator having at most Opk2q vertices in polynomial time. Each of
(R2), . . . , (R8) can be applied in polynomial time by Theorem 2.2.

Let pG, kq be the resulting instance and S be a good modulator of G obtained by
Lemma 3.1. We are going to show that if none of (R2), . . . , (R8) are applicable to pG, kq,
then |V pGq| “ Opk14q. We may assume that |S| ě k`1. By Proposition 4.6, GzS has at most
2pk ` 2q|S|2 non-trivial components. By Proposition 5.1, each complete component of GzS
has at most 2pk ` 3q|S|4{3 vertices. By Proposition 5.5, each incomplete component of GzS
has at most pk`1qpk`4q|S|p|S|`2k`15q vertices. Therefore, each non-trivial component of
GzS has at most Opk|S|4q vertices. Then the union of all non-trivial components of GzS has
at most 2pk ` 2q|S|2 ¨Opk|S|4q “ Opk2|S|6q vertices. By Proposition 4.7, GzS has at most
2pk`3q|S|4{3 isolated vertices. Thus, |V pGq| ď |S|`2pk`3q|S|4{3`Opk2|S|6q “ Opk2|S|6q.
By Lemma 3.1, |S| “ Opk2q, and therefore |V pGq| “ Opk14q. J

6 Conclusions

In this paper, we show that 3-Leaf Power Deletion admits a kernel with Opk14q vertices.
It would be an interesting problem to significantly reduce the size of the kernel.

Gurski and Wanke [22] stated that for every positive integer `, `-leaf powers have bounded
clique-width. Rautenbach [32] presented a characterization of 4-leaf powers with no true
twins as chordal graphs with ten forbidden induced subgraphs. This can be used to express,
in monadic second-order logic, whether a graph is a 4-leaf power and whether there is a
vertex set of size at most k whose deletion makes the graph a 4-leaf power. Therefore, by
using the algorithm in [10], we deduce that 4-Leaf Power Deletion is fixed-parameter
tractable when parameterized by k. It is natural to ask whether 4-Leaf Power Deletion
admits a polynomial kernel. For ` ě 5, we do not know whether we can express `-leaf
powers in monadic second-order logic. If it is true for some `, then not only `-Leaf Power
Deletion is fixed-parameter tractable, but also `-Leaf Power Recognition can be
solved in polynomial time, which is still open for ` ě 7.
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Abstract
The anti-Ramsey numbers are a fundamental notion in graph theory, introduced in 1978, by Erdös,
Simonovits and Sós. For given graphs G and H the anti-Ramsey number ar(G, H) is defined to be
the maximum number k such that there exists an assignment of k colors to the edges of G in which
every copy of H in G has at least two edges with the same color.

Usually, combinatorists study extremal values of anti-Ramsey numbers for various classes of
graphs. There are works on the computational complexity of the problem when H is a star. Along
this line of research, we study the complexity of computing the anti-Ramsey number ar(G, Pk), where
Pk is a path of length k. First, we observe that when k is close to n, the problem is hard; hence, the
challenging part is the computational complexity of the problem when k is a fixed constant.

We provide a characterization of the problem for paths of constant length. Our first main
contribution is to prove that computing ar(G, Pk) for every integer k > 2 is NP-hard. We obtain
this by providing several structural properties of such coloring in graphs. We investigate further and
show that approximating ar(G, P3) to a factor of n−1/2−ε is hard already in 3-partite graphs, unless
P = NP . We also study the exact complexity of the precolored version and show that there is no
subexponential algorithm for the problem unless ETH fails for any fixed constant k.

Given the hardness of approximation and parametrization of the problem, it is natural to study
the problem on restricted graph families. Along this line, we first introduce the notion of color
connected coloring, and, employing this structural property, we obtain a linear time algorithm to
compute ar(G, Pk), for every integer k, when the host graph, G, is a tree.
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1 Introduction

For given graphs G and H, the anti-Ramsey number ar(G,H) is defined to be the maximum
number k such that there exists an assignment of k colors to the edges of G in which every
copy of H in G has at least two edges with the same color. Classically, the graph G is a
large complete graph and the graph H is from a particular graph class.

The study of anti-Ramsey numbers was initiated by Erdös, Simonovits and Sós in 1975 [10].
Since then, there have been a large number of papers on the topic. There are papers that
study the case when G = Kn and H is a: cycle, e.g., [10, 21, 5], tree, e.g., [20, 19], clique,
e.g., [14, 10, 6], matching, e.g., [22, 8, 17] and others, e.g., [10, 4].

The anti-Ramsey numbers are connected with the rainbow number [15] rb(G,H), which
is defined as the minimum number k such that in any coloring of the edges of G with k

colors, there exists a rainbow copy of H. Thus, ar(G,H) = rb(G,H)− 1. We call a coloring
without a rainbow copy of H, an H-free coloring.

Various combinatorial works studied the case when H is a path or a cycle. For instance,
the work of Simonovits and Sos [24] shows that there exists a constant t such that for a
sufficiently long path ar(Kn, Pt) ∈ O(t · n). The combinatorial analysis of the problem is
extremely difficult when instead of Kn we use an arbitrary graph as the host graph. For a
more detailed exposition of the combinatorial results on anti-Ramsey numbers, we refer the
reader to the following surveys: [23, 15].

Besides the extremal results, the anti-Ramsey numbers have been studied from the
computational point of view in several papers. The anti-Ramsey numbers when G is an
arbitrary graph was studied for the case when H is a star. The problem was introduced by
Feng et al. [11, 12, 13], motivated by applications in wireless mesh networks and was termed
the maximum edge q-coloring.

They provide a 2-approximation algorithm for q = 2 and a (1 + 4q−2
3q2−5q+2 )-approximation

for q > 2. They show that the problem is solvable in polynomial time for trees and complete
graphs in the case q = 2. Later, Adamaszek and Popa [2] show that the problem is APX-hard
and present a 5/3-approximation algorithm for graphs with a perfect matching. For more
results related to the maximum edge q-coloring, the reader can refer to [1].

To improve our understanding on such problems, we continue the recent line of study of
the computational complexity of the problem. Similar to previous works we restrict H to a
basic class of graphs, paths. We let G be either an arbitrary graph or a restricted family of
graphs such as trees or bipartite graphs. We provide a big picture on what is tractable and
what is not tractable when we are dealing with anti-Ramsey numbers on paths. Namely we
prove the following.

Our Results
1. First, we show that computing the value of ar(G,Pk) is NP-hard for every k > 2 via a

reduction from the maximum independent set problem. Namely, we prove the following
theorem.
I Theorem 1. For every k > 2, Pk-free coloring problem is NP-hard.
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The above theorem basically states that there is no XP algorithm, parameterized by k,
for the problem unless P = NP . The reduction is multi stage: firstly we distinguish
between the odd and even values of k. Then for each parity of k, given an instance of
independent set, we construct an auxiliary graph and prove several structural lemmas
on that graph to establish a one to one mapping between the maximum independent set
in the original graph and the maximum anti-Ramsey coloring on the auxiliary graph.
By a more careful analysis of the above proof for the special case of k = 3, we show the
problem is inapproximable by a factor n−1/2−ε, even on 3-partite graphs, unless P = NP .
Given the hardness of the problem, it is natural to investigate what would be the best
exponential algorithm for the problem. We study the running time of the exact algorithm
for a slight variant of the problem, namely, Precolored Pk-free coloring. We prove that
the problem does not admit an exact algorithm with running time 2o(|E(G)|) assuming
ETH.
I Theorem 2. There is no 2o(|E(G)|) algorithm for Precolored ar(G,Pk), for any fixed k,
unless ETH fails.
To obtain such a reduction, we provide a graph construction with low edge density gadgets.
This is unlike standard hardness proofs where it is possible to blow up the graph by any
polynomially bounded size.

2. Given the above hardness results, even for small values of k, it is natural to explore the
tractability of problem when the host graph has a nice structural property. We first
introduce a generic algorithmic idea, of color connected coloring and we exploit this to
develop a linear time algorithm on trees.
I Theorem 3. For a tree T , there is an exact linear time algorithm that computes
ar(T, Pk) for every constant integer k; the algorithm runs in time O(|V (T )|k4).
Our algorithm is based on dynamic programming on trees, however, unlike most problems
in trees, this one is not that straightforward and we employed several techniques to
solve the problem. There are known combinatorial results for cycles of length three on
outerplanar graphs [16] and the algorithm for trees for 3-consecutive coloring of [7]. Our
algorithm is independent of the latter; however, if we set k = 3 our algorithm solves the
aforementioned problem, while the other direction does not work.

The paper is organized as follows. In Section 2, we introduce preliminaries. Then, we
prove the NP-hardness of computing ar(G,Pk) in Section 3 and next, we show the hardness
of inapproximability for P3-free coloring. In Section 4 we show the exact complexity result
for Precolored P3-free coloring. In Section 5, we provide an exact polynomial time algorithm
for trees. Finally, in Section 6, we summarize the results and present directions for future
work.

2 Preliminaries

We use N to denote the set of natural numbers and we write [n] to denote the set {1, . . . , n}.
We refer the reader to [9] for basic notions related to graph theory. All the graphs considered
in this paper are simple and undirected.

Let G be a graph, we write V (G) for its vertices and E(G) for its edges. For k ∈ N+ we
denote by Pk a path with k+ 1 vertices. The length of Pk is k, the number of its edges. Also
let p be a Pk, depending on the context we may write p = (e1, . . . , ek) where ei ∈ E(p) or
p = (v1, . . . , vk+1) where vi ∈ V (p) to describe a path.

I Definition 4 (Coloring). Given an undirected graph G = (V,E), a coloring of the edges of
G is a function c : E → N. Similarly for any subset A ⊆ E we define c(A) =

⋃
e∈A c(e).
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We call a coloring of the edges of a graph G a rainbow coloring if for every pair of edges
e 6= e′ ∈ E we have c(e) 6= c(e′). Let G,H be two graphs, an edge coloring c of G is H-free
coloring if there is no rainbow subgraph of G isomorphic to H. We denote the number
of distinct colors used in c by cG,H . Let C be the set of all H-free colorings of G. The
anti-Ramsey number of G is ar(G,H) = maxc∈C cG,H . We observe that if k is part of the
input, then the problem of computing ar(G,Pk) is at least as hard as finding a Hamiltonian
path.

I Observation 5. Computing ar(G,P|V (G)|−1) is NP-hard.

Proof. ar(G,P|V (G)|−1) = |E| if and only if G does not have a Hamiltonian Path. J

In the above we can replace Hamiltonian Path in the proof with longest path and in addition
use the length of this path as parameter to prove the hardness for large values of k.

3 Hardness of Pk Anti-Ramsey Coloring

In this section for every k > 2, we prove the hardness by a reduction from the maximum
independent set (MIS) problem.

Proof Sketch. We construct a new graph G′ from a graph G such that from a maximum
Pk-free coloring of G′, we can derive the size of the maximum independent set of G. To obtain
the desired result, we divide the problem into three subproblems. We use the reduction with
different approaches for
1. k = 4,
2. every even k > 4,
3. every odd k > 1.

Roughly speaking, we replace every vertex and edge with specific gadgets; this depends
on the parity of k. Afterward, in each case, intuitively, we prove that if a vertex belongs to
an independent set, its corresponding gadget can be colored with more distinct colors than a
vertex that does not belong to an independent set. On the other hand, for each case, we
design edge gadgets such that their coloring can be (almost) fixed in advance, despite the
choice of colors for the vertex gadgets. The crucial part of the proofs lies in the analysis of a
structure of the maximum Pk-free coloring of G′ and, exploiting the dependency between
vertex gadgets.

In the following, we provide a short version of the proof for odd and even values of k; for
detailed proof, we refer the reader to the full version [3]. Besides, by a slight modification
to the proof of odd values of k, we obtain an approximation hardness for the case of k = 3.
Every missing proof is available in the full version [3].

Hardness of the Problem for Odd k > 1

Assumption I. In this part we assume k > 1 is an odd integer.
In the following, we first present an upper bound on the number of colors when the graph

H is a path. For certain technical reasons that we will see in the proofs, we define a constant
ck depending only on k with a particular lower bound.

I Lemma 6. ar(G,Pk) ≤ ck|V (G)| for some ck ∈ Θ(k
√

log k) and ck > 3k
√

log k.
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Assumption II. In this section, ck is what we used in Lemma 6. Whenever we write I it
means the maximum independent set in the graph G.

Given an undirected graph G, we construct a graph G′ as follows:
1. For each v ∈ V (G) we introduce two new vertices sv, tv ∈ V (G′) and (fk + 1)ck|V (G)|

internally disjoint paths of length k − 1, Pv = {P v1 , . . . , P v(fk+1)ck|V (G)|}, connecting sv
to tv. Later in Lemma 12 we determine the value of fk.

2. For each edge {v, u} ∈ E(G), add 4 new edges in E(G′): {sv, tu}, {tv, su}, {tv, tu},
{sv, su}. Let us define the union of all such edges in the entire graph G′ as Est , more
formally Est =

⋃
{u,v}∈E(G){{sv, tu}, {tv, su}, {tv, tu}, {sv, su}}.

An edge coloring is valid if it is a Pk-free coloring. We start by providing some lemmas
and observations on the structure of valid colorings of G′ to establish a connection between
such a coloring and an independent set in G.

I Lemma 7. In any Pk-free coloring of G′ the edges in Est will receive at most 2ck|V (G)|
distinct colors.

The next lemma bounds the number of distinct colors of each individual Pv.

I Lemma 8. If G is a cycle of length 2(k − 1) then ar(G,Pk) = 2(k − 2).

I Lemma 9. Let H be a graph isomorphic to Pv for any v ∈ V (G). Then there is a valid
coloring of H with (k − 2) · (fk + 1)ck|V (G)| distinct colors.

I Lemma 10. There is no valid coloring of G′ with more than (k − 2) · (fk + 1)ck|V (G)|
distinct colors in one Pv for v ∈ V (G), |V (G)| ≥ 2.

I Definition 11 (Family of Distinct Colored Paths). A set of paths P is a family of distinct
colored paths if the following conditions hold:
1. Their union is a graph with a valid Pk-free coloring.
2. For every P 6= Q ∈ P and, for every e ∈ P, e′ ∈ Q we have that c(e) 6= c(e′).

Note that from the above Definition 11, it is clear that the set of paths should be pairwise
edge disjoint (otherwise it does not meet the second condition), also one path may repeat
some of its own colors.

The following lemma, basically states that we cannot have two adjacent nodes u, v in
G such that their corresponding paths receive many distinct colors in G′. We employ this
key property later in the hardness proof to obtain an MIS based on the size of the family of
distinct colored paths.

I Lemma 12. Let {v, u} ∈ E(G), then there is a constant fk (this is what we used to
construct G′), depending only on k, such that, in any valid coloring of G′ if there are families
of distinct colored paths P ⊆ Pv,Q ⊆ Pu, such that each P ∈ P ∪Q is colored with at least
k − 2 distinct colors, then min{|P| , |Q|} < fk.

For a better understanding of the above lemma see Figure 1. The following establishes a
lower bound on the number of distinct colors w.r.t. the size of a maximum independent set I.

I Lemma 13. ar(G′, Pk) > |I|(k−2)(fk+1)ck|V (G)|+(|V (G)|−|I|)(k−3)(fk+1)ck|V (G)|

Now we can prove the hardness for every odd k > 1. You can find the complete proof in
[3], however the idea is to use Lemma 12: given a coloring, we cannot have many blow up
vertices that are colored with many colors by Lemma 12. Basically such vertices form an
independent set in the original graph, the second part employs Lemma 13 at its heart. We
have to be careful in our counting arguments. We suggest the reader see several important
details in the full proof in [3].

MFCS 2020



6:6 Complexity of Computing the Anti-Ramsey Numbers for Paths

1

2

0 0

3

4
5 6 7 8

9
10

0 0

0 0 11

12

13

14

26 26

15

16
17 18 19 20

21
22

25 25

27 27 23

24

su tu

tv
sv

0 0

Figure 1 The coloring scheme of vertex gadgets for P7-free coloring. Colors are represented by
numbers. To simplify the visualization, some connector edges and some parallel paths are not drawn.
For v ∈ I each path gets k − 2 = 5 colors and for u ∈ V \ I each path gets k − 3 = 4 colors. Two
paths of length 7 are highlighted, neither of them are rainbow.

I Lemma 14. For every odd k > 1, Pk-free coloring problem is NP-hard.

With a slight twist we get the following, for its proof please see [3].

I Theorem 15. Unless P = NP , for any fixed δ > 0, there is no polynomial time 1√
|V (G)|

1−δ -

approximation for P3-free coloring even in 3-partite graphs.

Hardness of the Problem for Even Values of k > 2
Assumption: In this part we assume k = 2t, t > 2.

I Definition 16 (S(d)). For an integer d ≥ 1, let S(d) be a subdivided star, i.e., S(d) is
obtained by subdividing every edge of K1,d. We call the corresponding vertex of K1,d in the
partition with size one, as the center of S(d). Every subdivided edge of K1,d is a branch.
Therefore, S(d) has exactly d branches.

I Definition 17 (wasted edge). In a coloring of G, we choose one arbitrary edge from each
color and call each unchosen edge of G a wasted edge.

Therefore, if D is a set of all wasted edges of a maximum H-free coloring of G, then
|D|+ ar(G,H) = |E(G)|.

I Definition 18 (Dl,w). We construct an edge gadget Dl,w as follows. Let u1, u2, ..., ul+1 be
l + 1 distinct vertices. Then for every i ∈ [l], we connect ui to ui+1 by w internally disjoint
paths each of length two.

We call u1 head and ul+1 tail of Dl,w.
Graph Construction Given a graph G, we construct a graph G′ as follows.

1. For each vertex v ∈ V (G) with degree dv, we add one S(dv), named Sv, to G′. Each
branch of Sv corresponds to one of the incident edges of v.

2. For every edge e = {u, v} ∈ E(G), we add a Dt−2,4|E(G)|+8 to G′, named De, such that
its head is the leaf of the corresponding branch of e in Su and its tail is the leaf of the
corresponding branch of e in Sv.
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Sv1

Sv2

Sv3

Sv4

De1

v1

v2

v3

e1
v4

I = {v1, v3}

Figure 2 Illustration of graph construction for k = 6. The left figure shows the graph G, and the
right figure shows its corresponding G′. All black edges of G′ have some unique new color. The
coloring is the maximum P6-free coloring of G′.

For a better understanding of the graph construction see Figure 2.

I Lemma 19. In any maximum Pk-free coloring c of G′, for every De, e ∈ E(G), there
exist at least eight edge disjoint paths, each of length 2t− 4 between its head and tail such
that their union is rainbow.

I Lemma 20. In any maximum Pk-free coloring of G′, in each Sv for v ∈ V (G), there are
at least dv − 1 wasted edges.

I Lemma 21. In any maximum Pk-free coloring of G′, for any v ∈ V (G) if Sv has dv − 1
wasted edges, then its coloring has the following properties: 1) all incident edges of the center
vertex of Sv have the same color and 2) each remaining edge of Sv has a distinct color.

I Lemma 22. Let u, v ∈ V (G) and e = {u, v} ∈ E(G). In any maximum Pk-free coloring
of G′, Sv has at least dv wasted edges or Su has at least du wasted edges.

I Lemma 23. Let I be a maximum independent set of G and let D be the set of all wasted
edges in a maximum Pk-free coloring of G′, then |I| = 2|E(G)| − |D|.

Proof. We provide a coloring c as follows. For every v ∈ I, color Sv with dv − 1 wasted
edges as explained in the Lemma 21. For every u ∈ V (G) \ I, for each branch b of Su, we
color both of its edges with a new color, cvbe . For every e ∈ E(G), we color De as a rainbow
with new distinct colors. See Figure 2 for a better understanding of the coloring c.

First, we claim that c is a maximum Pk-free coloring of G′ and then we show that |I| can
be derived from the size of c, or equivalently from ar(G′, Pk).

To show that c is a Pk-free coloring we perform a case distinction for every path of length
k in G′, in the following u, v are two arbitrary adjacent vertices in the graph G:
1. A path P between the center of Su to the center of Sv for {u, v} ∈ E(G).
2. A path P that contains center of Sv as one of its non-leaf vertices.
For the first case, as e = {u, v} by Lemma 22 w.l.o.g. we can suppose Su has been colored
with at least du wasted edges. Therefore, the first two edges of P starting from the center of
Su belong to a branch b of Su, have the same color cub in c, so P is not a rainbow path.
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For the second case, the path P has at least one branch, b, of Sv and at least one incident
edge to the center of Sv in another branch b′ of Sv. Hence, if we colored Sv with dv − 1
wasted edges, then by Lemma 21 two edges of P that are incident to the center of Sv have
the same color. Otherwise, if Sv is colored with dv wasted edges, both edges of b have the
same color cvb , therefore P is not a rainbow path.

Now we show that c is a maximum Pk-free coloring of G′. Note that by Lemma 20,
the minimum number of wasted edges in an individual Sv for v ∈ V (G) is at least dv − 1.
Observe that by Lemma 22, number of Sv’s for v ∈ V (G) with dv − 1 wasted edges is at
most |I|. Moreover, in c, number of such Sv’s is exactly |I| which is the maximum possible
number of them. Also, for each remaining vertex, v ∈ V (G) , Sv has exactly dv wasted edges
(the minimum number of possible wasted edges other than dv − 1). Also, c does not have
any wasted edge in the rest of G′. Therefore, c has the least number of wasted edges. Hence,
c has the maximum number of distinct colors in any Pk-free coloring of G′.

Total number of wasted edges in c is |D| =
∑
v∈I(dv − 1) +

∑
v/∈I dv. Hence, we get that

|I| = 2|E(G)| − |D| as claimed. J

Hence, we get the following.

I Lemma 24. For every even k > 4, Pk-free coloring problem is NP-hard.

I Lemma 25. For k = 4, Pk-free coloring problem is NP-hard.

Proof of Theorem 1. By Lemma 24, Lemma 25, and Lemma 14 we show that for every
integer k > 2 the problem is hard. J

4 Precoloring ar(G, Pk) Has No Subexponential Algorithm for all
k > 2

In this section, we study the complexity of exact algorithms computing the anti-Ramsey
number ar(G,Pk) where Pk is a path with k edges. We now consider a variant of the problem
for the exact time complexity of the problem.

I Problem 26 (Precolored ar(G,H)). The input consists of a graph G = (V,E) where
E = E1 ∪ E2. The edges in E1 have assigned a color while the edges in E2 are uncolored.
Color the edges in E2 with as many new colors as possible such that there is no rainbow copy
of H in G.

For this problem, we provide a fine grained reduction from 3SAT to show the hardness of
the problem. That is, we provide an instance of Precolored ar(G,Pk) problem (for a constant
k > 2). Due to the page limits, you can see the entire proof and gadget constructions in [3]
and here we just show an example of a clause gadget and explain the main idea behind the
proof by this example.

The example clause is actually (x∨ y ∨ z̄). The bottom edges in the Figure 3 are actually
literal gadgets (a single edge), so each variable gets exactly one color (all other clauses are
connected to it, we did not draw all of them). Later we will see a color of a literal gadget is
either Tk−2 or Fk−2 which later determines value of the variable in the SAT formula. The
construction of the clause gadget is such that among all uncolored edges, only the edges
{vk−1, x1}, {vk−1, y1}, {uk−1, z1} are able to get a new color (a color that is not in the set
of predefined colors). It is possible to show that these 3 edges together can afford only one
new color for the corresponding clause gadget. This new color enforces the coloring of other
uncolored edges, and in particular determines whether the corresponding literal gadget will
get the color Tk−2 or Fk−2. Hence, from a coloring that assigns one new color per clause, we
can find the satisfying assignment and vice versa.
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Figure 3 Sketch of a gadget where the clause has exactly one negative literal. Edge {u1, v1} is
forced to get the color of one of its neighbors. The gadget is sparse and has 5k − 7 edges.

The above line of analysis shows the problem is NP-hard in this graph. However our
gadgets are light weight: each of them has O(k) edges, hence the constructed graph is sparse.
Given the sparsification lemma [18] and the fact that our constructed graph has linear size
w.r.t. the size of the 3-SAT instance, we conclude that there is no 2o(|E(G)|) time algorithm
for Precolored ar(G,Pk) assuming ETH. Hence, we can prove the following theorem. See [3]
for a complete proof.

I Theorem 2. There is no 2o(|E(G)|) algorithm for Precolored ar(G,Pk), for any fixed k,
unless ETH fails.

5 Color Connected Coloring and its Applications

In this section, we introduce the notion of color connected coloring and using that we provide
a polynomial time algorithm to compute ar(T, Pk), where T is a tree. Roughly speaking, in
a color connected coloring we try to color the graph with the maximum number of colors so
that the set of edges of every color class induces a connected subgraph. The main result of
this section is the following theorem.

I Theorem 3. For a tree T , there is an exact linear time algorithm that computes ar(T, Pk)
for every constant integer k; the algorithm runs in time O(|V (T )|k4).

Let c be a Pk-free coloring of a graph G and let c1 be one of such colors used in c. Then,
we call the induced graph G[{v | ∃u ∈ V (G), e = {u, v} ∈ E(G), c(e) = c1}] as an induced
c1-graph and we write it G[c1]. If G[c1] is connected then we say c1 is a connected color ;
otherwise, it is a disjoint color.

I Definition 27 (Color Connected Coloring). Given a graph G, a Pk-free coloring c of G is a
color connected coloring if for every color ci used in c, G[ci] is a connected component.
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In the rest of this section, we assume that T is a rooted tree with rT as its root. We
define Tv as the largest subtree with v ∈ V (T ) as its root. Depth of a vertex v ∈ V (T ), Hv,
is the number of edges between v and the root. Furthermore, we define C(v) as the set of
children of v in a rooted tree. As we can color the graph with at most |E| many colors, in
this proof we use a palette of colors C = {ce | e ∈ E(T )}. That is whenever we color an edge
e with a new color, its color will be ce, otherwise, e will get a color of one of the already
colored edges.

I Lemma 28. There exists a maximum Pk-free coloring of T , which is color connected.

Proof. Let c be a maximum Pk-free coloring of T with the minimum number of color
connected components. If for every ci, T [ci] has one connected component we are done.
Otherwise, towards the contradiction, let c1 be a color used in c, for which T [c1] has more
than one connected components, {T1, . . . , Tr} for some r > 1. W.l.o.g. suppose T1 is the
component of T [c1] with the deepest root, in other words argmaxi∈[r] minu∈V (Ti) Hu equals
to one. Since r > 1, the root of subtree T1, v, has a parent. Let e be the edge between v and
its parent. We recolor all of E(T1) with color c(e). This clearly creates a new coloring c′
with the same set of colors as c; however, it has one less color connected component than
c which contradicts our minimality assumption on c. To complete the contradiction, it is
sufficient to show that c′ is a Pk-free coloring.

Towards the contradiction, let P be a rainbow Pk in c′. We perform a case distinction on
|E(P ) ∩ E(T1)| to derive a contradiction.
1. |E(P ) ∩ E(T1)| = 0: In this case, the coloring of P in c and c′ is identical. Moreover, P

is not rainbow in c, hence P is not rainbow in c′ either, a contradiction.
2. |E(P ) ∩ E(T1)| = 1: In this case, let e′ ∈ E(P ) ∩ E(T1) be the only edge of P that

is recolored in c′. There must exist another edge e′′ of P which is colored by c1. We
know that e′′ 6∈ E(T1), so e′′ is not incident to v. We claim that e′′ 6∈ E(Tv). Suppose
by contradiction, e′′ ∈ E(Tv). Since e′′ 6∈ E(T1), w.l.o.g. assume e′′ ∈ E(T2). Since T1
and T2 are two disjoint connected components in Tv and v ∈ V (T1), minu∈V (T1) Hu <

minu∈V (T2) Hu which contradicts the fact that T1 is the component of T [c1] with deepest
root. We showed that e′′ 6∈ E(Tv). Since |E(P ) ∩ E(T1)| = 1, its obvious that e ∈ E(P ).
c′(e) = c′(e′), a contradiction.

3. |E(P ) ∩E(T1)| > 1: In this case, at least two edges of P have the same color c(e), hence
P is not rainbow, a contradiction. J

The purpose of our algorithm is to find a maximum Pk-free color connected coloring of a
tree, T , since by Lemma 28 it is a maximum Pk-free coloring of T .

I Definition 29 (Lv1, Lv2). For a color connected coloring c of T , we define Lv1 to be a longest
rainbow path in Tv starting from v. Moreover, let Lv2 be the longest rainbow path such that
Lv1 and Lv2 are edge disjoint and Lv1 ∪ Lv2 is also rainbow.

I Lemma 30. A color connected coloring c of T is Pk-free if and only if |E(Lv1)|+|E(Lv2)| < k,
for all v ∈ V (T ).

Proof. If there exist v ∈ V (T ) such that |E(Lv1)|+ |E(Lv2)| ≥ k, c is not a Pk-free coloring,
since Lv1 ∪ Lv2 is a rainbow path.

To prove the other direction of the lemma, first we need to prove the following claim.

B Claim 30.1. For any v ∈ V (T ), Lv1 ∪ Lv2 is a maximum length rainbow path including v
in Tv.
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Proof of Claim 30.1. We prove the claim by contradiction, suppose there is a rainbow path
which can be partitioned as L3 ∪ L4, each starting from v, such that |E(L3)|+ |E(L4)| >
|E(Lv1)|+|E(Lv2)|. Since Lv1 is a longest rainbow path we have that |E(L3)|, |E(L4)| > |E(Lv2)|.
Hence, L3 and L4 must have a common color with Lv1. We know that the incident edge of v
in each path Lv1, L3, L4 must have the same color, since c is a color connected coloring. But
we assumed that L3 ∪ L4 is rainbow, a contradiction. Hence, the claim is proved. C

Now we can prove the remaining direction of the lemma. Suppose P is a rainbow
path in Tv. Thus, P can be partitioned as P1 ∪ P2, each starting from u ∈ V (Tv). Note
that |E(Lu1 )| + |E(Lu2 )| < k by the lemma statement. Also, by the above claim, we know
|E(P )| ≤ |E(Lu1 )|+ |E(Lu2 )|. Therefore, |E(P )| < k for any arbitrary rainbow path in Tv. J

I Definition 31 (D(v, i, j)). Let i ≥ j, i+ j < k, and v ∈ V (T ), we define D(v, i, j) to be
the number of distinct colors in a color connected maximum Pk-free coloring of Tv such that
|E(Lv1)| = i and |E(Lv2)| = j.

For e = {u, v} where v is the parent of u, we define Te to be a subgraph of Tv with
E(Tu) ∪ e as its edge set, that is a subgraph of Tv that is hanging from e.

Proof of Theorem 3. By Definition 31, we know that ar(T, Pk) = max{D(rT , i, j)|i+j < k}.
We show that D(v, i, j) can be computed using the values of D(u, ·) for u ∈ V (Tv) \ {v}.
Hence, D(·) can be computed by a post-order traversal of T .

To compute D(v, i, j), if v is a leaf of T , the only valid case is D(v, 0, 0), since there is no
edge in Tv. Hence, in the remaining, we suppose that v is not a leaf. We proceed by case
distinction based on types of children of v. A child u of v is of the following types:
1. u ∈ Lv1,
2. u ∈ Lv2,
3. u /∈ Lv1 ∪ Lv2

Now for each child u of v and z ∈ [3], such that e = {v, u} ∈ E(T ), we define Au,z as the
maximum number of distinct colors in Te if u belongs to case z, such that it does not violate
the definition of D(v, i, j). Note that only one child of v belongs to the first case. Also, for
j > 0, there is only one child of v in the second case. Moreover, for j = 0 there is not any
child in the second case. All other children of v belong to the third case. Therefore, we can
compute D(v, i, j) by Equation (1) and Equation (2), for j > 0 and j = 0, respectively.

D(v, i, j) = max{Au1,1 +Au2,2 +
∑

u∈C(v)\{u1,u2}

Au,3
∣∣u1, u2 ∈ C(v), u1 6= u2}, (1)

D(v, i, 0) = max{Au1,1 +
∑

u∈C(v)\{u1}

Au,3
∣∣u1 ∈ C(v)}. (2)

In what follows, we show how to compute the value of Au,z.

a) u ∈ Lv
1. Let e = {u, v} ∈ E(T ) and u ∈ Lv1. Then we have that E(Lv1) \ {{v, u}} is

a rainbow path of length i − 1. Observe that, since c(e) is in at most one of c(E(Lu1 )) or
c(E(Lu2 )), hence by appending e to their tails, at least one of the two paths, Lu1 or Lu2 , extends
to a longer rainbow path. If Lu1 extends to a longer rainbow path, we have |E(Lu1 )| = i− 1.
Otherwise, c(e) ∈ c(E(L1

u)) and by Definition 29 every rainbow path with greater length
than L2

u starting from u in Tu has a common color with Lu1 . Moreover the common color is
c(e), since the coloring is color connected. Hence, Lu2 is the longest rainbow path in Tu that
extends to a longer rainbow path which results in |E(Lu2 )| = i− 1. Therefore, |E(Lu1 )| = i− 1
or |E(Lu2 )| = i− 1. Thus, Au,1 equals to the maximum value obtained from these two cases.
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1. |E(Lu
1 )| = i− 1: In this case, e can get a new color ce. Hence, the maximum number

of distinct colors used in Te for D(v, i, j) is maxx<iD(u, i− 1, x) + 1.
2. |E(Lu

2 )| = i− 1, |E(Lu
1 )| > i− 1 : Then c({v, u}) ∈ c(E(Lu1 )), since the length of the

longest rainbow path must not exceed i. Also, e must have the same color as the incident
edge of u in Lu1 , since the coloring is color connected. However, in this case, P := Lu2 ∪ e
forms a rainbow path, since c(e) ∈ c(E(Lu1 )) and |c(E(Lu1 )) ∩ c(E(Lu2 ))| = 0. Moreover,
P is the longest rainbow path of Tv starting with e, since every other path with longer
length has a common color with Lu1 and we are looking for a color connected coloring,
thus this color is c(e). So the maximum number of distinct colors used in Te for D(v, i, j)
in this case is maxx≥iD(u, x, i− 1).

b) u ∈ Lv
2. Au,2 can be computed similar to the previous case.

c) u /∈ Lv
1 ∪ Lv

2. In the following let e1 = {v, u1} ∈ Lv1 and e2 = {v, u2} ∈ Lv2. For every
child u of v such that u /∈ {u1, u2}, suppose that x = |E(Lu1 )|, y = |E(Lu2 )|. Also, let
e = {u, v}. Hence, Au,3 is equal to the maximum value obtained from the following cases by
iterating over all combination of x and y such that x+ y < k and x ≥ y.

1. x < j: In this case, e can get a new color ce. Therefore, the optimal solution for this case
of Te is D(u, x, y) + 1.

2. j ≤ x < i: In this case, e can not get the new color ce. For the contradiction, suppose
that e has the new color ce. Therefore, Lu1 will extend to a longer rainbow path with
length x+ 1 which starts from v. Moreover, we are looking for color connected coloring,
thus the extended path has not any common color with Lv1. Since x+ 1 > j, it leads to a
contradiction to the assumption that Lv2 is the longest path such that Lv1 ∪Lv2 is rainbow.
Thus, e cannot have a new color ce. Hence, the optimal solution for this case of Te is
at most D(u, x, y). Let c(e) = c(e1), then any rainbow path starting from e in Te has
length less than or equal to Lv1 and has a common color with Lv1. Therefore, the optimal
solution for this case of Te is exactly D(u, x, y).

3. i ≤ x and y < j: In this case, c(e) ∈ c(E(Lu1 )), otherwise the concatenation of e and Lu1
creates a rainbow path of length x+ 1 which is larger than length of Lv1. Hence, e must
have the same color as the first edge of the path Lu1 starting from u, since the coloring is
color connected. Therefore, the optimal solution for this case of Te is D(u, x, y).

4. i ≤ x and j ≤ y < i: In this case, c(e) ∈ c(E(Lu1 )), otherwise the concatenation of e and
Lu1 creates a rainbow path longer than Lv1, a contradiction. Let suppose e3 be the first
edge of the path Lu1 which is incident to u. Hence, e must have the same color as e3,
since we are looking for a color connected coloring. In addition, e must have the same
color as e1, otherwise, Lu2 extends to a rainbow path of length y + 1 which is longer that
Lv2 and it does not have any common color with Lv1, a contradiction. Hence, e, e1, and
e3 must have the same color. We have counted the color of e1 as a distinct color before.
On the other hand, we count the color of e3 in the calculation of D(u, x, y). Therefore,
we have to subtract it by one to avoid duplication. Hence, the optimal solution for this
case is at most D(u, x, y)− 1. Consider the coloring of Tu that results D(u, x, y) distinct
colors. Let us recolor all edges in Tu[c(e3)] by c(e1). Also, let c(e) = c(e1). Length of the
longest rainbow path starting from v in Te in the proposed coloring is y + 1 which is not
more than i. Furthermore, all rainbow paths starting from v in Te have a common color
with Lv1, hence they do not violate the definition of Lv2. Therefore, the optimal solution
for this case of Te is exactly D(u, x, y)− 1.
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5. i ≤ x and i ≤ y: In this case, as i < y + 1, at least one of the Lu1 ∪ {e} or Lu2 ∪ {e} is a
longer rainbow path than Lv1, a contradiction to the choice of Lv1. Therefore, this case is
not possible and does not take part in the calculation of the value of the D(v, i, j).

Notice that we only defined D(v, i, j) for i+ j < k. Hence, by Lemma 30, our coloring
for every D(v, i, j) is Pk-free color connected coloring.

B Claim 32. Let A,B,C be three arrays of length n. There is an O(n) algorithm for finding
max{As +Bt +

∑
r∈[n]\{s,t} Cr|s 6= t, {s, t} ⊆ [n]}.

According to the previous cases, we can compute Au,z for all z ∈ [3] and u ∈ C(v) in
O(k2). Moreover, by Equation (1), Equation (2), and the above claim we can compute
D(v, i, j) in O(deg(v)), if we use dynamic programming approach. Therefore, the total time
complexity of our algorithm is O(|V (T )|k4), since there are O(|V (T )|k2) values of D(·) that
we need to compute. J

6 Conclusions and Open Problems

We studied the complexity of computing the anti-Ramsey number for simple paths. We
proved that computing the ar(G,Pk) is hard for every constant integer k > 2, and for k = 3,
the problem is hard to approximate to a factor of n−1/2−ε. To analyze the exact complexity
of the problem, we provided a fine grain reduction, for a slight variation of it. It remains
unanswered whether the inapproximability result extends to all paths of length at least 3.

On the positive side, we provided a linear time algorithm for trees. Color connected
coloring does not apply to bounded treewidth graphs. However, we believe our techniques
can be extended to provide an approximation algorithm for these graphs. We covered paths
in depth, another natural class of graphs to be considered might be complete graphs or
cycles.
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Abstract
Best Fit is a well known online algorithm for the bin packing problem, where a collection of one-
dimensional items has to be packed into a minimum number of unit-sized bins. In a seminal work,
Kenyon [SODA 1996] introduced the (asymptotic) random order ratio as an alternative performance
measure for online algorithms. Here, an adversary specifies the items, but the order of arrival is
drawn uniformly at random. Kenyon’s result establishes lower and upper bounds of 1.08 and 1.5,
respectively, for the random order ratio of Best Fit. Although this type of analysis model became
increasingly popular in the field of online algorithms, no progress has been made for the Best Fit
algorithm after the result of Kenyon.

We study the random order ratio of Best Fit and tighten the long-standing gap by establishing
an improved lower bound of 1.10. For the case where all items are larger than 1/3, we show that the
random order ratio converges quickly to 1.25. It is the existence of such large items that crucially
determines the performance of Best Fit in the general case. Moreover, this case is closely related to
the classical maximum-cardinality matching problem in the fully online model. As a side product,
we show that Best Fit satisfies a monotonicity property on such instances, unlike in the general case.

In addition, we initiate the study of the absolute random order ratio for this problem. In contrast
to asymptotic ratios, absolute ratios must hold even for instances that can be packed into a small
number of bins. We show that the absolute random order ratio of Best Fit is at least 1.3. For
the case where all items are larger than 1/3, we derive upper and lower bounds of 21/16 and 1.2,
respectively.
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1 Introduction

One of the fundamental problems in combinatorial optimization is bin packing. Given a list
I = (x1, . . . , xn) of n items with sizes from (0, 1] and an infinite number of unit-sized bins,
the goal is to pack all items into the minimum number of bins. Formally, a packing is an
assignment of items to bins such that for any bin, the sum of assigned items is at most 1.
While an offline algorithm has complete information about the items in advance, in the online
variant, items are revealed one by one. Therefore, an online algorithm must pack xi without
knowing future items xi+1, . . . , xn and without modifying the packing of previous items.
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As the problem is strongly NP-complete [15], research mainly focuses on efficient approxi-
mation algorithms. The offline problem is well understood and admits even approximation
schemes [8, 18, 26]. The online variant is still a very active field in the community [6], as the
asymptotic approximation ratio of the best online algorithm is still unknown [2,3]. As one
of the first algorithms for the problem, Garey et al. proposed the algorithms Best Fit and
First Fit [14]. Johnson published the Next Fit algorithm briefly afterwards [22]. All of these
algorithms work in the online setting and attract by their simplicity: Suppose that xi is the
current item to pack. The algorithms work as follows:
Best Fit (BF) Pack xi into the fullest bin possible, open a new bin if necessary.
First Fit (FF) Maintain a list of bins ordered by the time at which they were opened. Pack

xi into the first possible bin in this list, open a new bin if necessary.
Next Fit (NF) Pack xi into the bin opened most recently if possible; open a new bin if

necessary.
Another important branch of online algorithms is based on the harmonic algorithm [29].
This approach has been massively tuned and generalized in a sequence of papers [2, 35,36].

To measure the performance of an algorithm, different metrics exist. For an algorithm A,
let A(I) and OPT(I) denote the number of bins used by A and an optimal offline algorithm,
respectively, to pack the items in I. Let I denote the set of all item lists. The most common
metric for bin packing algorithms is the asymptotic (approximation) ratio defined as

R∞A = lim sup
k→∞

sup
I∈I
{A(I)/OPT(I) | OPT(I) = k} .

Note that R∞A focuses on instances where OPT(I) is large. This avoids anomalies typically
occurring on lists that can be packed optimally into few bins. However, many bin packing
algorithms are also studied in terms of the stronger absolute (approximation) ratio

RA = sup
I∈I
{A(I)/OPT(I)} .

Here, the approximation ratio RA must hold for each possible input. An online algorithm
with (absolute or asymptotic) ratio α is also called α-competitive.

Table 1 shows the asymptotic and absolute approximation ratios of the three heuristics
Best Fit, First Fit, and Next Fit. Interestingly, for these algorithms both metrics coincide.
While the asymptotic ratios of Best Fit and Next Fit were established already in early
work [23], the absolute ratios have been settled rather recently [9, 10].

Note that the above performance measures are clearly worst-case orientated. An adversary
can choose items and present them in an order that forces the algorithm into its worst possible
behavior. In the case of Best Fit, hardness examples are typically based on lists where
small items occur before large items [14]. In contrast, it is known that Best Fit performs
significantly better if items appear in non-increasing order [23]. For real-world instances,
it seems overly pessimistic to assume adversarial order of input. Moreover, sometimes
worst-case ratios hide interesting properties of algorithms that occur in average cases. This
led to the development of alternative measures.

A natural approach that goes beyond worst-case was introduced by Kenyon [28] in 1996.
In the model of random order arrivals, the adversary can still specify the items, but the
arrival order is permuted randomly. The performance measure described in [28] is based
on the asymptotic ratio, but can be applied to absolute ratios likewise. In the resulting
performance metrics, an algorithm must satisfy its performance guarantee in expectation
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Table 1 Approximation ratios in different metrics of common bin packing heuristics. In RNF,
the symbol γ refers to the total size of items in the list.

Algorithm A Abs. ratio RA Asym. ratio R∞
A Asym. random order ratio RR∞

A

Best Fit 1.7 [10] 1.7 [23] 1.08 ≤ RR∞
BF ≤ 1.5 [28]

First Fit 1.7 [9] 1.7 [23] –
Next Fit 2− 1/dγe [4] 2 [22] 2 [24]

over all permutations. We define

RR∞A = lim sup
k→∞

sup
I∈I
{E[A(Iσ)]/OPT(I) | OPT(I) = k} and

RRA = sup
I∈I
{E[A(Iσ)]/OPT(I)}

as the asymptotic random order ratio and the absolute random order ratio of algorithm A,
respectively. Here, σ is drawn uniformly at random from Sn, the set of permutations of n
elements, and Iσ = (xσ(1), . . . , xσ(n)) is the permuted list.

1.1 Related work
The following literature review only covers results that are most relevant to our work. We
refer the reader to the article [7] by Coffman et al. for an extensive survey on (online) bin
packing. For further problems studied in the random order model, see [17].

Bin packing. Kenyon introduced the notion of asymptotic random order ratio RR∞A for
online bin packing algorithms in [28]. For the Best Fit algorithm, Kenyon proves an upper
bound of 1.5 on RR∞BF, demonstrating that random order significantly improves upon
R∞BF = 1.7. However, it is conjectured in [7,28] that the actual random order ratio is close to
1.15. The proof of the upper bound crucially relies on the following scaling property: With
high probability, the first t items of a random permutation can be packed optimally into
t
n OPT(I) + o(n) bins. On the other side, Kenyon proves that RR∞BF ≥ 1.08. This lower
bound is obtained from the weaker i.i.d-model, where item sizes are drawn independently
and identically distributed according to a fixed probability distribution.

Coffman et al. [24] analyzed next-fit in the random order model and showed thatRR∞NF = 2,
matching the asymptotic approximation ratio RR∞NF = 2 (see Table 1). Fischer and Röglin [12]
obtained analogous results for worst-fit [22] and smart next-fit [34]. Therefore, all three
algorithms fail to perform better in the random order model than in the adversarial model.

A natural property of bin packing algorithms is monotonicity, which holds if an algorithm
never uses fewer bins to pack I ′ than for I, where I ′ is obtained from I by increasing item
sizes. Murgolo [33] showed that next-fit is monotone, while Best Fit and First Fit are
not monotone in general. The concept of monotonicity also arises in related optimization
problems, such as scheduling [16] and bin covering [12].

Bin covering. The dual problem of bin packing is bin covering, where the goal is to cover
as many bins as possible. A bin is covered if it receives items of total size at least 1. Here, a
well-studied and natural algorithm is Dual Next Fit (DNF). In the adversarial setting, DNF
has asymptotic ratio R∞DNF = 1/2 which is best possible for any online algorithm [5]. Under
random arrival order, Christ et al. [5] showed that RR∞DNF ≤ 4/5. This upper bound was
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improved later by Fischer and Röglin [11] to RR∞DNF ≤ 2/3. The same group of authors
further showed that RR∞DNF ≥ 0.501, i.e., DNF performs strictly better under random order
than in the adversarial setting [12].

Matching. Online matching can be seen as the key problem in the field of online algorithms
[32]. Inspired by the seminal work of Karp, Vazirani, and Vazirani [27], who introduced the
online bipartite matching problem with one-sided arrivals, the problem has been studied in
many generalizations. Extensions include fully online models [13, 19, 20], vertex-weighted
versions [1, 21] and, most relevant to our work, random arrival order [21,31].

1.2 Our results
While several natural algorithms fail to perform better in the random order model, Best
Fit emerges as a strong candidate in this model. The existing gap between 1.08 and 1.5
clearly leaves room for improvement; closing (or even narrowing) this gap has been reported
as challenging and interesting open problem in several papers [5, 17,24].

To the best of our knowledge, our work provides the first new results on the problem
since the seminal work by Kenyon. Below we describe our results in detail. In the following
theorems, the expectation is over the permutation σ drawn uniformly at random.

Case of 1/3-large items
If all items are strictly larger than 1/3, the objective is to maximize the number of bins
containing two items. This problem is closely related to finding a maximum-cardinality
matching in a vertex-weighted graph; our setting corresponds with the fully online model
studied in [1] under random order arrival. Also in the analysis from [28], this special case
arises. There, it is sufficient to argue that BF(I) ≤ 3

2 OPT(I) + 1 under adversarial order.
We show that Best Fit performs significantly better under random arrival order:

I Theorem 1.1. For any list I of items larger than 1/3, we have E[BF(Iσ)] ≤ 5
4 OPT(I)+ 1

4 .

The proof of Theorem 1.1 is developed in Section 3 and based on several pillars. First, we
show that Best Fit is monotone in this case (Proposition 3.2), unlike in the general case [33].
This property can be used to restrict the analysis to instances with well-structured optimal
packing. The main technical ingredient is introduced in Section 3.3 with Lemma 3.5 as
the key lemma. Here, we show that Best Fit maintains some parts of the optimal packing,
depending on certain structures of the input sequence. We identify these structures and
show that they occur with constant probability for a random permutation. It seems likely
that this property can be used in a similar form to improve the bound RR∞BF ≤ 1.5 for
the general case: Under adversarial order, much hardness comes from relatively large items
of size more than 1/3; in fact, if all items have size at most 1/3, an easy argument shows
4/3-competitiveness even for adversarial arrival order [23].

Moreover, it is natural to ask for the performance in terms of absolute random order
ratio. It is a surprising and rather recent result that for Best Fit, absolute and asymptotic
ratios coincide. The result of [28] has vast additive terms and it seems that new techniques
are required for insights into the absolute random order ratio. In Section 3.4, we show an
upper bound of 21/16 for 1/3-large items, which is complemented by a lower bound of 6/5.

I Proposition 1.2. For any list I of items larger than 1/3, we have E[BF(Iσ)] ≤ 21
16 OPT(I).

I Proposition 1.3. There is a list I of items larger than 1/3 with E[BF(Iσ)] > 6
5 OPT(I).

A proof sketch of Proposition 1.3 is presented in Section 4.2.
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Lower bounds
We also make progress on the hardness side, which is presented in Section 4. First, we show
that the asymptotic random order ratio is larger than 1.10, improving the previous lower
bound of 1.08 from [28].

I Theorem 1.4. The asymptotic random order ratio of Best Fit is RR∞BF > 1.10.

As it is typically challenging to obtain lower bounds in the random order model, we exploit the
connection to the i.i.d-model. Here, items are drawn independently and identically distributed
according to a fixed probability distribution. By defining an appropriate distribution, the
problem can be analyzed using Markov chain techniques. Moreover, we present the first
lower bound on the absolute random order ratio:

I Theorem 1.5. The absolute random order ratio of Best Fit is RRBF ≥ 1.30.

Interestingly, our lower bound on the absolute random order ratio is notably larger than in
the asymptotic case (see [28] and Theorem 1.4). This suggests either

a significant discrepancy between RRBF and RR∞BF, which is in contrast to the adversarial
setting (RBF = R∞BF, see Table 1), or
a disproof of the conjecture RR∞BF ≈ 1.15 mentioned in [7, 28].

2 Notation

We consider a list I = (x1, . . . , xn) of n items throughout the paper. Due to the online
setting, I is revealed in rounds 1, . . . , n. In round t, item xt arrives and in total, the prefix list
I(t) := (x1, . . . , xt) is revealed to the algorithm. The items in I(t) are called the visible items
of round t. We use the symbol xt for the item itself and its size xt ∈ (0, 1] interchangeably.
An item xt is called large (L) if xt > 1/2, medium (M) if xt ∈

( 1
3 ,

1
2
]
, and small (S) if

xt ≤ 1/3. We also say that xt is α-large if xt > α.
Bins contain items and therefore can be represented as sets. As a bin usually can receive

further items in later rounds, the following terms refer always to a fixed round. We define
the load of a bin B as

∑
xi∈B xi. Sometimes, we classify bins by their internal structure. We

say B is of configuration LM (or B is an LM-bin) if it contains one large and one medium
item. The configurations L, MM, etc. are defined analogously. Moreover, we call B a k-bin if
it contains exactly k items. If a bin cannot receive further items in the future, it is called
closed; otherwise, it is called open.

The number of bins which Best Fit uses to pack a list I is denoted by BF(I). We slightly
abuse the notation and refer to the corresponding packing by BF(I) as well whenever the
exact meaning is clear from the context. Similarly, we denote by OPT(I) the number of bins
and the corresponding packing of an optimal offline solution.

Finally, for any natural number n we define [n] := {1, . . . , n}. Let Sn be the set of
permutations in [n]. If not stated otherwise, σ refers to a permutation drawn uniformly at
random from Sn.

3 Upper bound for 1/3-large items

In this section, we consider the case where I contains no small items, i.e., where all items are
1/3-large. In Sections 3.1 to 3.3 we develop the technical foundations. The final proofs of
Theorem 1.1 and Proposition 1.2 are presented in Section 3.4.
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3.1 Monotonicity
We first define the notion of monotone algorithms.

I Definition 3.1. We call an algorithm monotone if increasing the size of one or more items
cannot decrease the number of bins used by the algorithm.

One might suspect that any reasonable algorithm is monotone. While this property holds
for an optimal offline algorithm and some online algorithms as ext-fit [25], Best Fit is not
monotone in general [33]. As a counterexample, consider the lists

I = (0.36, 0.65, 0.34, 0.38, 0.28, 0.35, 0.62) and
I ′ = (0.36, 0.65, 0.36, 0.38, 0.28, 0.35, 0.62) .

Before arrival of the fifth item, BF(I(4)) uses two bins {0.36, 0.38} and {0.65, 0.34}, while
BF(I ′(4)) uses three bins {0.36, 0.36}, {0.65}, and {0.38}. Now, the last three items fill up
the existing bins in BF(I ′(4)) exactly. In contrast, these items open two further bins in the
packing of BF(I(4)). Therefore, BF(I) = 4 > 3 = BF(I ′).

However, we can show that Best Fit is monotone for the case of 1/3-large items. Inter-
estingly, 1/3 seems to be the threshold for the monotonicity of Best Fit: As shown in the
counterexample from the beginning of this section, it is sufficient to have one item x ∈

( 1
4 ,

1
3
]

to force Best Fit into anomalous behavior.

I Proposition 3.2. Given a list I of items larger than 1/3 and a list I ′ obtained from I by
increasing the sizes of one or more items, we have BF(I) ≤ BF(I ′).

Sketch of proof. For simplicity, first assume that both lists differ only in the i-th element.
All bins in any packing of I or I ′ contain at most two items. We call two 1-bins of BF(I) and
BF(I ′) pairwise-identical if they contain items of the same size. Moreover, we call any two
2-bins of BF(I) and BF(I ′) pairwise-closed, as neither of the two bins can receive a further
item. For ease of notation, let It = I(t) and I ′t = I ′(t). We can show that at any time t, the
packings BF(It) and BF(I ′t) are related in one of three ways:
(1) All bins are pairwise-identical or pairwise-closed.
(2) All bins are pairwise-identical or pairwise-closed, except for two 1-bins B = {b} and

B′ = {b′} in BF(It) and BF(I ′t), respectively, where b < b′.
(3) All bins are pairwise-identical or pairwise-closed, except for a 2-bin C = {c1, c2} in

BF(It) which does not exist in BF(I ′t), and two 1-bins B′1 = {b′1}, B′2 = {b′2} in BF(I ′t)
which do not exist in BF(It).

Note in all three cases, BF(It) ≤ BF(I ′t). As this property is maintained until t = n, it
implies the lemma. J

The entire proof of Proposition 3.2 will be given in the full version of this paper.

3.2 Simplifying the instance
Let I be a list of items larger than 1/3. Note that both the optimal and the Best Fit packing
use only bins of configurations L, LM, MM, and possibly one M-bin. However, we can assume
a simpler structure without substantial implications on the competitiveness of Best Fit.

I Lemma 3.3. Let I be any list that can be packed optimally into OPT(I) LM-bins. If Best
Fit has (asymptotic or absolute) approximation ratio α for I, then it has (asymptotic or
absolute) approximation ratio α for any list of items larger than 1/3 as well.
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Figure 1 Construction from Lemma 3.3 to eliminate L-, MM-, and M-bins in the optimal packing.

Proof. Let I0 be a list of items larger than 1/3 and let a, b, c, and d ≤ 1 be the number of
bins in OPT(I0) with configurations L, LM, MM, and M, respectively (see Figure 1a). In
several steps, we eliminate L-,MM-, and M-bins from OPT(I0) while making the instance
only harder for Best Fit.

First, we obtain I1 from I0 by replacing items of size 1/2 by items of size 1/2− ε. By
choosing ε > 0 small enough, i.e., ε < min{δ+−1/2, 1/2−δ−}, where δ+ = min{xi | xi > 1/2}
and δ− = max{xi | xi < 1/2}, it is ensured that Best Fit packs all items in the same bins
than before the modification. Further, the modification does not decrease the number of
bins in an optimal packing, so we have BF(I0) = BF(I1) and OPT(I0) = OPT(I1). Now, we
obtain I2 from I1 by increasing item sizes: We replace each of the a+d items packed in 1-bins
in OPT(I1) by large items of size 1. Moreover, any 2-bin (MM or LM) in OPT(I1) contains at
least one item smaller than 1/2. These items are enlarged such that they fill their respective
bin completely. Therefore, OPT(I2) has a+ d L-bins and b+ c LM-bins (see Figure 1b). We
have OPT(I2) = OPT(I1) and, by Proposition 3.2, BF(I2) ≥ BF(I1). Finally, we obtain I3
from I2 by deleting the a+ d items of size 1. As size-1 items are packed separately in any
feasible packing, OPT(I3) = OPT(I2)− (a+ d) and BF(I3) = BF(I2)− (a+ d). Note that
OPT(I3) contains only LM-bins (see Figure 1c) and, by assumption, Best Fit has (asymptotic
or absolute) approximation ratio α for such lists. Therefore, in general we have a factor
α ≥ 1 and an additive term β such that BF(I3) ≤ αOPT(I3) + β. It follows that

BF(I0) ≤ BF(I2) = BF(I3) + (a+ d) ≤ αOPT(I3) + (a+ d) + β ≤ αOPT(I0) + β . J

By Lemma 3.3, we can impose the following constraints on I without loss of generality.

Assumption. For the remainder of the section, we assume that the optimal packing of I
has k = OPT(I) LM-bins. For i ∈ [k], let li and mi denote the large item and the medium
item in the i-th bin, respectively. We call {li,mi} an LM-pair.

3.3 Good order pairs

If the adversary could control the order of items, he would send all medium items first,
followed by all large items. This way, Best Fit opens k/2 MM-bins and k L-bins and therefore
is 1.5-competitive. In a random permutation, we can identify structures with a positive
impact on the Best Fit packing. This is formalized in the following random event.

I Definition 3.4. Consider a fixed permutation π ∈ Sn. We say that an LM-pair {li,mi}
arrives in good order (or is a good order pair) if li arrives before mi in π.
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l1l2 l4 m1

m2

m3 m4

(a) Best Fit packing BF(I(7)).

l1m1

m4 l4

m2

m3

l2∗

∗

(b) Graph G7.

Figure 2 Visualization of Example 3.6. In Figure 2b, BF-edges are solid, while OPT-edges are
thin. An asterisk indicates an OPT-edge in good order.

Note that in the adversarial setting no LM-pair arrives in good order, while in a random
permutation, this holds for any LM-pair independently with probability 1/2. The next lemma
is central for the proof of Theorem 1.1. It shows that the number of LM-pairs in good order
bound the number of LM-bins in the final Best Fit packing from below.

I Lemma 3.5. Let π ∈ Sn be any permutation and let X be the number of LM-pairs arriving
in good order in Iπ. The packing BF(Iπ) has at least X LM-bins.

To prove Lemma 3.5, we model the Best Fit packing by the following bipartite graph:
Let Gt = (Mt ∪Lt, EBF

t ∪EOPT
t ), whereMt and Lt are the sets of medium and large items

in Iπ(t), respectively. The sets of edges represent the LM-matchings in the Best Fit packing
and in the optimal packing at time t, i.e.,

EBF
t =

{
{m, l} ∈ (Mt × Lt) | m and l are packed into the same bin in BF(Iπ(t))

}
EOPT
t =

{
{mi, li} ∈ (Mt × Lt) | i ∈ [k]

}
.

We distinguish OPT-edges in good and bad order, according to the corresponding LM-pair.
Note that Gt is not necessarily connected and may contain parallel edges. We illustrate the
graph representation by a small example.

I Example 3.6 (see Figure 2). Let ε > 0 be sufficiently small and define for i ∈ [4]
large items li = 1/2 + iε and medium items mi = 1/2 − iε. Consider the list Iπ =
(l2, l1,m3,m4, l4,m1,m2, l3). Figures 2a and 2b show the Best Fit packing and the corre-
sponding graph G7 before arrival of the last item. Note that Iπ has two good order pairs
({l1,m1} and {l2,m2}) and, according to Lemma 3.5, the packing has two LM-bins.

The proof of Lemma 3.5 essentially boils down to the following claim:

B Claim 3.7. In each round t and in each connected component C of Gt, the number of
BF-edges in C is at least the number of OPT-edges in good order in C.

We first show how Lemma 3.5 follows from Claim 3.7. Then, we work towards the proof of
Claim 3.7.

Proof of Lemma 3.5. Claim 3.7 implies that in Gn, the total number of BF-edges (summed
over all connected components) is at least X. Therefore, the packing has at least X LM-bins
and thus not less than the number of good order pairs X. J

Before proving Claim 3.7, it is reasonable to observe the following property of Gt.
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B Claim 3.8. Consider the graph Gt for some t ∈ [n]. Let Q = (bw, aw−1, bw−1, . . . , a1, b1)
with w ≥ 1 be a maximal alternating path such that {aj , bj} is an OPT-edge in good order
and {aj , bj+1} is a BF-edge for any j ∈ [w − 1] (i.e., a-items and b-items represent medium
and large items, respectively). It holds that bw ≥ b1.

Proof. We show the claim by induction on w. Note that the items’ indices only reflect the
position along the path, not the arrival order. For w = 1, we have Q = (bw) = (b1) and thus,
the claim holds trivially.

Now, fix w ≥ 2 and suppose that the claim holds for all paths Q′ with w′ ≤ w − 1. We
next prove bw ≥ b1. Let t′ ≤ t be the arrival time of the a-item ad that arrived latest among
all a-items in Q. We consider the graph Gt′−1, i.e., the graph immediately before arrival
of ad and its incident edges. Note that in Gt′−1, all items ai with i ∈ [w − 1] \ {d} and bi
with i ∈ [w − 1] are visible. Let Q′ = (bw, . . . , ad+1, bd+1) and Q′′ = (bd, . . . , a1, b1) be the
connected components of bw and b1 in Gt′−1. As Q′ and Q′′ are maximal alternating paths
shorter than Q, we obtain from the induction hypothesis bw ≥ bd+1 and bd ≥ b1. Note that
bd+1 and b1 were visible and packed into L-bins on arrival of ad. Further, ad and b1 would
fit together, as ad + b1 ≤ ad + bd ≤ 1. However, Best Fit packed ad with bd+1, implying
bd+1 ≥ b1. Combining the inequalities yields bw ≥ bd+1 ≥ b1, which concludes the proof.

C

Now, we are able to prove the remaining technical claim.

Proof of Claim 3.7. Note that the number of OPT-edges in good order can only increase on
arrival of a medium item mi where {mi, li} is an LM-pair in good order. Therefore, it is
sufficient to verify Claim 3.7 in rounds t1 < . . . < tj such that in round ti, item mi arrives
and li arrived previously.

Induction base. In round t1, there is one OPT-edge {m1, l1} in good order. We need to
show that there exists at least one BF-edge in Gt1 , or, alternatively, at least one LM-bin
in the packing. If the bin of l1 contains a medium item different from m1, we identified
one LM-bin. Otherwise, Best Fit packs m1 together with l1 or some other large item, again
creating an LM-bin.

Induction hypothesis. Fix i ≥ 2 and assume that Claim 3.7 holds up to round ti−1.

Induction step. We only consider the connected component of mi, as by the induction
hypothesis, the claim holds for all remaining connected components. If mi is packed into
an LM-bin, the number of BF-edges increases by one and the claim holds for round ti.
Therefore, assume that mi is packed by Best Fit in an M- or MM-bin. This means that in
Gti , vertex mi is incident to an OPT-edge in good order, but not incident to any BF-edge.
Let P = (mi, li, . . . , v) be the maximal path starting from mi alternating between OPT-edges
and BF-edges.

Case 1: v is a medium item For illustration, consider Figure 2b with mi = m2 and v = m3.
Since P begins with an OPT-edge and ends with a BF-edge, the number of BF-edges
in P equals the number of OPT-edges in P . The latter number is clearly at least the
number of OPT-edges in good order in P .

Case 2: v is a large item For illustration, consider Figure 2b with mi = m1 and v = l4.
We consider two cases. If P contains at least one OPT-edge which is not in good order,
the claim follows for the same argument as in Case 1.
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Now, suppose that all OPT-edges in P are in good order. Let P ′ be the path obtained
from P by removing the item mi. As P ′ satisfies the premises of Claim 3.8, we obtain
li ≥ v. This implies that mi and v would fit together, as mi + v ≤ mi + li ≤ 1. However,
mi is packed in an M- or MM-bin by assumption, although v is a feasible option on arrival
of mi. As this contradicts the Best Fit rule, we conclude that case 2 cannot happen. C

3.4 Final proofs
Finally, we prove the main result of this section.

Proof of Theorem 1.1. Let X be the number of good order pairs in Iσ and let Y be the
number of LM-bins in the packing BF(Iσ). We have Y ≥ X by Lemma 3.5. For the remaining
large and medium items, Best Fit uses (k − Y ) L-bins and d(k − Y )/2e MM-bins (including
possibly one M-bin), respectively. Therefore,

BF(Iσ) = Y + (k − Y ) +
⌈
k − Y

2

⌉
≤ k +

⌈
k −X

2

⌉
= 3k

2 −
X

2 + ξ(X)
2 , (1)

where ξ(X) = (k −X) mod 2. Using linearity and monotonicity of expectation, we obtain

E[BF(Iσ)] ≤ 3k
2 −

E[X]
2 + Pr[ξ(X) = 1]

2 . (2)

Since σ is uniformly distributed on Sn, each LM-pair arrives in good order with probability
1/2, independently of all other pairs. Therefore, X follows a binomial distribution with
parameters k and 1/2, implying E[X] = k/2 and Pr[ξ(X) = 1] = 1/2. Hence,

E[BF(Iσ)] ≤ 3k
2 −

k/2
2 + 1/2

2 = 5k
4 + 1

4 = 5
4 OPT(I) + 1

4 , (3)

where we used k = OPT(I). This concludes the proof. J

To obtain a slightly weaker bound on the absolute random order ratio (Proposition 1.2),
we analyze some special cases more carefully.

Proof of Proposition 1.2. For k ≥ 4 the claim follows immediately from Equation (3):

E[BF(Iπ)]
OPT(I) = (5k)/4 + 1/4

k
= 5

4 + 1
4k ≤

21
16 .

Since Best Fit is clearly optimal for k = 1, it remains to verify the cases k ∈ {2, 3}.
k = 2 It is easily verified that there are 16 out of 4! = 24 permutations where Best Fit is

optimal and that it opens at most 3 bins otherwise. Therefore,

E[BF(Iσ)] = 1
4! ·

(
16 OPT(I) + 8 · 3

2 OPT(I)
)

= 7
6 OPT(I) < 21

16 OPT(I) .

k = 3 When k is odd, there must be at least one LM-bin in the Best Fit packing: Suppose
for contradiction that all M-items are packed in MM- or M-bins. As k is odd, there must
be an item mi packed in an M-bin. If li arrives before mi, item li is packed in an L-bin,
as there is no LM-bin. Therefore, Best Fit would pack mi with li or some other L-item
instead of opening a new bin. If li arrives after mi, Best Fit would pack li with mi or
some other M-item. We have a contradiction in both cases.
Therefore, for k = 3 we have at least one LM-bin, even if no LM-pair arrives in good order.
Consider the proof of Theorem 1.1. Instead of Y ≥ X, we can use the stronger bound
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Y ≥ X ′ with X ′ := max{1, X} on the number of LM-bins. The new random variable
satisfies E[X ′] = k/2 + 1/2k and Pr[ξ(X ′) = 1] = 1/2 − 1/2k. Adapting Equations (1)
and (2) appropriately, we obtain

E[BF(Iσ)]
OPT(I) = 1

k
·
(

3k
2 −

k/2 + 1/2k

2 + 1/2− 1/2k

2

)
= 5

4 + 1
4k −

1
k2k = 31

24 <
21
16 .J

4 Lower bounds

In this section, we present the improved lower bound on RR∞BF (Theorem 1.4) and the first
lower bound on the absolute random order ratio RRBF.

4.1 Asymptotic random order ratio
Consider the i.i.d.-model, where the input is a sequence of independent and identically
distributed (i.i.d) random variables. Here, the performance measure for an algorithm A is
E[A(In(F ))]/E[OPT(In(F ))], where In(F ) := (X1, . . . , Xn) is a list of n random variables
drawn i.i.d according to F . This model is in general weaker than the random order model,
which is why lower bounds in the random order model can be obtained from the i.i.d. model.
This is formalized in the following lemma.

I Lemma 4.1. Consider any online bin packing algorithm A. Let F be a discrete distribution
and In(F ) = (X1, . . . , Xn) be a list of i.i.d. samples. There exists a list I of n items such
that for n→∞,

E[A(Iσ)]
OPT(I) ≥

E[A(In(F ))]
E[OPT(In(F ))] .

Moreover, if there exists a constant c > 0 such that Xi ≥ c for all i ∈ [n], we have
OPT(I) ≥ cn.

This technique has already been used in [28] to establish the previous bound of 1.08, however,
without a formal proof. Apparently, the only published proofs of this reduction technique
address bin covering [5,11]. We will provide a constructive proof of Lemma 4.1 in the full
version of this paper. Theorem 1.4 follows by combining Lemmas 4.1 and 4.2.

I Lemma 4.2. There exists a discrete distribution F such that for n → ∞, we have
E[A(In(F ))] > 11

10 E[OPT(In(F ))] and each sample Xi satisfies Xi ≥ 1/4.

Proof. Let F be the discrete distribution which gives an item of size 1/4 with probability p
and an item of size 1/3 with probability q := 1− p. First, we analyze the optimal packing.
Let N4 and N3 be the number of items with size 1/4 and 1/3 in In(F ), respectively. We have

E[OPT(In(F ))] ≤ E
[
N4

4 + N3

3 + 2
]

= np

4 + nq

3 + 2 = n

(
1
3 −

p

12 + 2
n

)
.

Now, we analyze the expected behavior of Best Fit for In(F ). As the only possible item
sizes are 1/4 and 1/3, we can consider each bin of load more than 3/4 as closed. Moreover,
the number of possible loads for open bins is small and Best Fit maintains at most two
open bins at any time. Therefore, we can model the Best Fit packing by a Markov chain
as follows. Let the nine states A,B, . . . , I be defined as in Figure 3b. The corresponding
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(a) Transition diagram.

State Load of
open bin(s)

A –
B 1/4
C 1/3
D 2/4
E 7/12
F 2/3
G 3/4
H 3/4, 1/3
I 3/4, 2/3

(b) Description of states.

Figure 3 Markov chain from Lemma 4.2. Bold arcs in Figure 3a indicate transitions where Best
Fit opens a new bin.

transition diagram is depicted in Figure 3a. This Markov chain converges to the stationary
distribution

ω = (ωA, . . . , ωI) = 1
λ

(
1, p, q + pqϑ, p2, 2pq + p2qϑ, q2 + 2pq2ϑ, ϑ, qϑ, q2ϑ

)
, (4)

where we defined ϑ = p3

1−q3 and λ = ϑq
(
3− q2) + ϑ + 3. A formal proof of this fact will

appear in the full version of this paper.
Let VS(t) denote the number of visits to state S ∈ {A, . . . , I} up to time t. By a basic result

from the theory of ergodic Markov chains (see [30, Sec. 4.7]), it holds that limt→∞ VS(t) = nωS .
In other words, the proportion of time spent in state S approaches its probability ωS in the
stationary distribution. This fact can be used to bound the total number of opened bins over
time. Note that Best Fit opens a new bin on the transitions A→ B, A→ C, and G→ H

(see Figure 3a). Hence, E[BF(In(F ))] = n (ωA + qωG). Setting p = 0.60, we obtain finally

lim
n→∞

E[BF(In(F ))]
E[OPT(In(F ))] ≥ lim

n→∞

ωA + qωG
1
3 −

p
12 + 2

n

= 1 + qϑ

λ ·
( 1

3 −
p
12
) > 11

10 . J

4.2 Absolute random order ratio
Theorem 1.5 follows from the following lemma.

I Lemma 4.3. There exists a list I such that E[BF(Iσ)] = 13
10 OPT(I).

Proof. Let ε > 0 be sufficiently small and let I := (a1, a2, b1, b2, c) where

a1 = a2 = 1
3 + 4ε, b1 = b2 = 1

3 + 16ε, c = 1
3 − 8ε .

An optimal packing of I needs two bins {a1, a2, c} and {b1, b2}, thus OPT(I) = 2. Best Fit
needs two or three bins depending on the order of arrival.
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Let E be the event that exactly one b-item arrives within the first two rounds. After the
second item, the first bin is closed, as its load is at least 1

3 + 16ε+ 1
3 − 8ε = 2

3 + 8ε. Among
the remaining three items, there is a b-item of size 1

3 + 16ε and at least one a-item of size
1
3 + 4ε. This implies that a third bin needs to be opened for the last item. As there are
exactly 2 · 3 · 2! · 3! = 72 permutations where E happens, we have Pr[E] = 72

5! = 3
5 .

On the other side, Best Fit needs only two bins if one of the events F and G, defined in
the following, happen. Let F be the event that both b-items arrive in the first two rounds.
Then, the remaining three items fit into one additional bin. Moreover, let G be the event
that the set of the first two items is a subset of {a1, a2, c}. Then, the first bin has load at
least 2

3 − 4ε, thus no b-item can be packed there. Again, this ensures a packing into two bins.
By counting permutations, we obtain Pr[F ] = 2!·3!

5! = 1
10 and Pr[G] = 3·2!·3!

5! = 3
10 .

As the events E, F , and G partition the probability space, we obtain

E[BF(Iσ)]
OPT(I) = Pr[E] · 3 + (Pr[F ] + Pr[G]) · 2

2 =
3
5 · 3 +

( 1
10 + 3

10
)
· 2

2 = 13
10 . J

The construction from the above proof is used in [23] to prove that Best Fit is 1.5-competitive
under adversarial arrival order if all item sizes are close to 1/3. Interestingly, it gives a strong
lower bound on the absolute random order ratio as well.

Finally, we revisit the case of 1/3-large items. To prove Proposition 1.3, we need to
construct a list I with 1/3-large items and E[BF(Iσ)] > 6

5 OPT(I). Due to space restrictions,
we only sketch the construction here and will provide the entire analysis in the full version of
this paper.

Proof sketch of Proposition 1.3. We construct a list of k = 3 LM-pairs. For sufficiently
small ε > 0 and i ∈ [k] define li = 1

2 + iε and mi = 1
2 − iε. This way, l1 < l2 < l3 and

m1 > m2 > m3. Clearly, OPT(I) = 3. We can show that Best Fit uses 4 instead of 3 bins in
at least 440 permutations. Therefore,

E[BF(Iσ)]
OPT(I) ≥

1
6! · (440 · 4 + (6!− 440) · 3)

3 = 65
54 >

6
5 . J
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Jānis Iraids
Center for Quantum Computer Science, Faculty
of Computing, University of Latvia, Riga, Latvia

Kamil Khadiev
Kazan Federal University, Russia

Vladislavs Kl,evickis
Center for Quantum Computer Science, Faculty
of Computing, University of Latvia, Riga, Latvia
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Abstract
We study the quantum query complexity of two problems.

First, we consider the problem of determining if a sequence of parentheses is a properly balanced
one (a Dyck word), with a depth of at most k. We call this the Dyckk,n problem. We prove a
lower bound of Ω(ck

√
n), showing that the complexity of this problem increases exponentially in

k. Here n is the length of the word. When k is a constant, this is interesting as a representative
example of star-free languages for which a surprising Õ(

√
n) query quantum algorithm was recently

constructed by Aaronson et al. [1]. Their proof does not give rise to a general algorithm. When k is
not a constant, Dyckk,n is not context-free. We give an algorithm with O

(√
n(log n)0.5k) quantum

queries for Dyckk,n for all k. This is better than the trival upper bound n for k = o
( log(n)

log logn

)
.

Second, we consider connectivity problems on grid graphs in 2 dimensions, if some of the edges of
the grid may be missing. By embedding the “balanced parentheses” problem into the grid, we show
a lower bound of Ω(n1.5−ε) for the directed 2D grid and Ω(n2−ε) for the undirected 2D grid. The
directed problem is interesting as a black-box model for a class of classical dynamic programming
strategies including the one that is usually used for the well-known edit distance problem. We also
show a generalization of this result to more than 2 dimensions.
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1 Introduction

We study the quantum query complexity of two problems:

Quantum complexity of regular languages. Consider the problem of recognizing whether
an n-bit string belongs to a given regular language. This models a variety of computational
tasks that can be described by regular languages. In the quantum case, the most commonly
used model for studying the complexity of various problems is the query model. For this
setting, Aaronson, Grier and Schaeffer [1] recently showed that any regular language L has
one of three possible quantum query complexities on inputs of length n: Θ(1) if the language
can be decided by looking at O(1) first or last symbols of the word; Θ̃(

√
n) if the best way to

decide L is Grover’s search (for example, for the language consisting of all words containing
at least one letter a); Θ(n) for languages in which we can embed counting modulo some
number p which has quantum query complexity Θ(n).

As shown in [1], a regular language being of complexity Õ(
√
n) (which includes the

first two cases above) is equivalent to it being star-free. Star-free languages are defined
as the languages which have regular expressions not containing the Kleene star (if it is
allowed to use the complement operation). Star-free languages are one of the most commonly
studied subclasses of regular languages and there are many equivalent characterizations of
them. One class of the star-free languages mentioned in [1] is the Dyck languages (with
one type of parenthesis) with constant height k. Dyck language with height k consists of
words with balanced number of parentheses such that in no prefix the number of opening
parentheses exceeds the number of closing parentheses by more than k; we denote the
problem of determining if an input of length n belongs to this language by Dyckk,n. In
case of unbounded height k = n

2 , the language is a fundamental example of a context-free
language that is not regular. When more types of parenthesis are allowed, the famous
Chomsky–Schützenberger representation theorem shows that any context-free language is
the homomorphic image of the intersection of a Dyck language and a regular language.

Our results. We show that an exponential dependence of the complexity on k is unavoidable.
Namely, for the balanced parentheses language, we have

there exists c > 1 such that, for all k ≤ logn, the quantum query complexity is Ω(ck
√
n);

If k = c logn for an appropriate constant c, the quantum query complexity is Ω(n1−ε).

Thus, the exponential dependence on k is unavoidable and distinguishing sequences of
balanced parentheses of length n and depth logn is almost as hard as distinguishing sequences
of length n and arbitrary depth.

Similar lower bounds have recently been independently proven by Buhrman et al. [8].
Additionally, we give an explicit algorithm (see Theorem 3) for the decision problem

Dyckk,n with O
(√
n(logn)0.5k) quantum queries. The algorithm also works when k is not a

constant and is better than the trivial upper bound of n when k = o
(

log(n)
log logn

)
.

Finding paths on a grid. The second problem that we consider is graph connectivity on
subgraphs of the 2D grid. Consider a 2D grid with vertices (i, j), i ∈ {0, 1, . . . , n}, j ∈
{0, 1, . . . , k} and edges from (i, j) to (i+ 1, j) and (i, j + 1). The grid can be either directed
(with edges in the directions of increasing coordinates) or undirected. We are given an
unknown subgraph G of the 2D grid and we can perform queries to variables xu (where u
is an edge of the grid) defined by xu = 1 if u belongs to G and 0 otherwise. The task is to
determine whether G contains a path from (0, 0) to (n, k).
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Our interest in this problem is driven by the edit distance problem. In the edit distance
problem, we are given two strings x and y and have to determine the smallest number of
operations (replacing one symbol by another, removing a symbol or inserting a new symbol)
with which one can transform x to y. If |x| ≤ n, |y| ≤ k, the edit distance is solvable in
time O(nk) by dynamic programming [13]. If n = k then, under the strong exponential time
hypothesis (SETH), there is no classical algorithm computing edit distance in time O(n2−ε)
for ε > 0 [5] and the dynamic programming algorithm is essentially optimal.

However, SETH does not apply to quantum algorithms. Namely, SETH asserts that there
is no algorithm for general instances of SAT that is substantially better than naive search.
Quantumly, a simple use of Grover’s search gives a quadratic advantage over naive search.
This leads to the question: can this quadratic advantage be extended to edit distance (and
other problems that have lower bounds based on SETH)?

Since edit distance is quite important in classical algorithms, the question about its
quantum complexity has attracted a substantial interest from various researchers. Boroujeni
et al. [7] invented a better-than-classical quantum algorithm for approximating the edit
distance which was later superseded by a better classical algorithm of [9]. However, there
has been no quantum algorithms computing the edit distance exactly (which is the most
important case).

The main idea of the classical algorithm for edit distance is as follows:
We construct a weighted version of the directed 2D grid (with edge weights 0 and 1) that
encodes the edit distance problem for strings x and y, with the edit distance being equal
to the length of the shortest directed path from (0, 0) to (n, k).
We solve the shortest path problem on this graph and obtain the edit distance.

As a first step, we can study the question of whether the shortest path is of length 0 or more
than 0. Then, we can view edges of length 0 as present and edges of length 1 as absent. The
question “Is there a path of length of 0?” then becomes “Is there a path from (0, 0) to (n, k)
in which all edges are present?”. A lower bound for this problem would imply a similar lower
bound for the shortest path problem and a quantum algorithm for it may contain ideas that
would be useful for a shortest path quantum algorithm.

Our results. We use our lower bound on the balanced parentheses language to show an
Ω(n1.5−ε) lower bound for the connectivity problem on the directed 2D grid. This shows a
limit on quantum algorithms for finding edit distance through the reduction to shortest paths.
More generally, for an n× k grid (n > k), our proof gives a lower bound of Ω((

√
nk)1−ε).

The trivial upper bound is O(nk) queries, since there are O(nk) variables. There is no
nontrivial quantum algorithm, except for the case when k is very small. Then, we show
that the connectivity problem can be solved with O(

√
n logk/2 n) quantum queries1 but this

bound becomes trivial already for k = Ω( logn
log logn ).

For the undirected 2D grid, we show a lower bound of Ω((nk)1−ε), whenever k ≥ logn.
Thus, the naive algorithm is almost optimal in this case. We also extend both of these
results to higher dimensions, obtaining a lower bound of Ω((n1n2 . . . nd)1−ε) for an undirected
n1 × n2 × . . .× nd grid in d dimensions and a lower bound of Ω(n(d+1)/2−ε) for a directed
n× n× . . .× n grid in d dimensions.

In a recent work, an Ω(n1.5) lower bound for edit distance was shown by Buhrman et al.
[8], assuming a quantum version of the Strong Exponential Time hypothesis (QSETH). As
part of this result they give an Ω(n1.5) query lower bound for a different path problem on a

1 Aaronson et al. [1] also give a bound of O(
√

n logm−1 n) but in this case m is the rank of the syntactic
monoid which can be exponentially larger than k.
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2D grid. Then QSETH is invoked to prove that no quantum algorithm can be faster than
the best algorithm for this shortest path problem. Neither of the two results follow directly
one from another, as different shortest path problems are used.

2 Definitions

For a word x ∈ Σ∗ and a symbol a ∈ Σ, let |x|a be the number of occurrences of a in x.
For two (possibly partial) Boolean functions g : G → {0, 1}, where G ⊆ {0, 1}n, and

h : H → {0, 1}, where H ⊆ {0, 1}m, we define the composed function g ◦ h : D → {0, 1},
with D ⊆ {0, 1}nm, as (g ◦ h)(x) = g

(
h(x1, . . . , xm), . . . , h(x(n−1)m+1, . . . , xnm)

)
. Given a

Boolean function f and a nonnegative integer d, we define fd recursively as f iterated d
times: fd = f ◦ fd−1 with f1 = f .

For a matrix Γ, ‖Γ‖ denotes the spectral norm of Γ: ‖Γ‖ = max−→x 6=0
‖Γ−→x ‖
‖−→x ‖ where ‖−→x ‖ is

the 2-norm of a vector.

Quantum query model. We use the standard form of the quantum query model. Let
f : D → {0, 1}, D ⊆ {0, 1}n be an n variable function we wish to compute on an input x ∈ D.
We have an oracle access to the input x – it is realized by a specific unitary transformation
usually defined as |i〉|z〉|w〉 → |i〉|z + xi (mod 2)〉|w〉 where the |i〉 register indicates the
index of the variable we are querying, |z〉 is the output register, and |w〉 is some auxiliary
work-space. An algorithm in the query model consists of alternating applications of arbitrary
unitaries independent of the input and the query unitary, and a measurement in the end.
The smallest number of queries for an algorithm that outputs f(x) with probability ≥ 2

3 on
all x is called the quantum query complexity of the function f and is denoted by Q(f).

Let a symmetric matrix Γ be called an adversary matrix for f if the rows and columns of Γ
are indexed by inputs x ∈ D and Γxy = 0 if f(x) = f(y). Let Γ(i) be a similarly sized matrix

such that Γ(i)
xy =

{
Γxy if xi 6= yi

0 otherwise
. Then let Adv±(f) = max

Γ - an adversary
matrix for f

‖Γ‖
maxi ‖Γ(i)‖

be called

the adversary bound and let Adv(f) = max
Γ - an adversary matrix for f

Γ - nonnegative

‖Γ‖
maxi ‖Γ(i)‖

be called the

positive adversary bound. The following facts will be relevant for us: Adv(f) ≤ Adv±(f);
Q(f) = Θ(Adv±(f)) [12]; Adv± composes exactly even for partial Boolean functions f and
g, meaning, Adv±(f ◦ g) = Adv±(f) ·Adv±(g) [11, Lemma 6].

Reductions. We will say that a Boolean function f is reducible to g and denote it by f 6 g

if there exists an algorithm that given an oracle Ox for an input of f transforms it into an
oracle Oy for g using at most O(1) calls of oracle Ox such that f(x) can be computed from
g(y). Therefore, from f 6 g we conclude that Q(f) ≤ Q(g) because one can compute f(x)
using the algorithm for g(y) and the reduction algorithm that maps x to y.

Dyck languages of bounded depth. Let Σ be an alphabet consisting of two symbols: ( and
). The Dyck language L consists of all x ∈ Σ∗ that represent a correct sequence of opening
and closing parentheses. We consider languages Lk consisting of all words x ∈ L where
the number of opening parentheses that are not closed yet never exceeds k. The language
Lk corresponds to a query problem Dyckk,n(x1, ..., xn) where x1, . . . , xn ∈ {0, 1} describe
a word of length n in the natural way: the ith symbol of x is ( if xi = 0 and ) if xi = 1.
Dyckk,n(x) = 1 iff the word x belongs to Lk. For all x ∈ {0, 1}n, we define f(x) = |x|0−|x|1,
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we call it the balance. We define a +k-substring (resp. −k-substring) as a substring whose
balance is equal to k (resp. equal to −k). A ±k−substring is a substring whose balance is
equal to k in absolute value. For all 0 ≤ i ≤ j ≤ n− 1, we define x[i, j] = xi, xi+1, · · · , xj .
Finally, we define h(x) = max0≤i≤n−1 f(x[0, i]) and h−(x) = min0≤i≤n−1 f(x[0, i]). A
substring x[i, j] is minimal if it does not contain a substring x[i′, j′] such that (i, j) 6= (i′, j′),
and f(x[i′, j′]) = f(x[i, j]).

Connectivity on a directed 2D grid. Let Gn,k be a directed version of an n× k grid in two
dimensions, with vertices (i, j), i ∈ {0, 1, . . . , n}, j ∈ {0, 1, . . . , k} and directed edges from
(i, j) to (i+1, j) (if i < n) and from (i, j) to (i, j+1) (if j < k). If G is a subgraph of Gn,k, we
can describe it by variables xe corresponding to edges e of Gn,k: xe = 1 if the edge e belongs
to G and xe = 0 otherwise. We consider a problem 2D-DConnectivity in which one has to
determine if G contains a path from (0, 0) to (n, k): 2D-DConnectivityn,k(x1, . . . , xm) = 1
(where m is the number of edges in Gn,k) iff such a path exists.

Connectivity on an undirected 2D grid. Let Gn,k be an undirected n × k grid and let
G be a subgraph of Gn,k. We describe G by variables xe in a similar way and define
2D-Connectivityn,k(x1, . . . , xm) = 1 iff G contains a path from (0, 0) to (n, k). We also
consider d dimensional versions of these two problems, on n1×n2×. . . nd grids. In the directed
version (dD-DConnectivity), we have a subgraph G of a directed grid (with edges directed
in the directions from (0, . . . , 0) to (n1, . . . , nd)) and dD-DConnectivity(x1, . . . , xm) = 1
iff G contains a directed path from (0, . . . , 0) to (n1, . . . , nd). The undirected version is
defined similarly, with an undirected grid instead of a directed one.

3 A quantum algorithm for membership testing of Dyckk,n

In this section, we give a quantum algorithm for Dyckk,n(x), where k can be a function of
n. The general idea is that Dyckk,n(x) = 0 if and only if one of the following conditions
holds: (i) x contains a +(k + 1)-substring; (ii) x contains a substring x[0, i] such that the
balance f(x[0, i]) = −1; (iii) the balance of the entire word f(x) 6= 0.

The main algorithm is presented in Section 3.2. It based on a subroutine presented in
Section 3.1.

3.1 ±k-Substring Search algorithm
The goal of this section is to describe a quantum algorithm which searches for a substring
x[i, j] that has a balance f(x[i, j]) ∈ {+k,−k} for some integer k. Throughout this section,
we find and consider only minimal substrings. A substring is minimal if it does not contain
a proper substring with the same balance. Throughout this section we use the following
easily verifiable facts:

For any two minimal ±k-substrings x[i, j] and x[k, l]: i < k =⇒ j < l. This induces a
natural linear order among all ±k-substrings according to their starting (or, equivalently,
ending) positions.
Minimal +k-substrings do not intersect with minimal −k-substrings.
If x[l1, r1] and x[l2, r2] with l1 < l2 are two consecutive minimal (k − 1)-substrings and
their signs are the same, then x[l1, r2] is a k-substring with this sign.

This algorithm is the basis of our algorithms for Dyckk,n. The algorithm works in a recursive
way. It searches for two consecutive minimal ±(k − 1)-substrings x[l1, r1] and x[l2, r2] such
that they either overlap or there are no ±(k− 1)-substrings between them. If both substrings

MFCS 2020



8:6 Quantum Lower and Upper Bounds for 2D-Grid and Dyck Language

x[l1, r1] and x[l2, r2] are +(k− 1)-substrings, then we get a minimal +k-substring in total. If
both substrings are −(k − 1)-substrings, then we get a minimal −k-substring in total.

Our algorithm utilizes three subroutines. The first one is FindAtLeftmostk(l, r, t, d, s)
which accepts as inputs: the borders l and r, where l and r are integers such that 0 ≤
l ≤ r ≤ n − 1; a position t ∈ {l, . . . , r}; a maximal length d for the substring, where d
is an integer such that 0 < d ≤ r − l + 1; the sign of the balance s ⊆ {+1,−1}. +1 is
used for searching for a +k-substring, −1 is used for searching for a −k-substring, {+1,−1}
is used for searching for both. It outputs a triple (i, j, σ) such that l ≤ i ≤ t ≤ j ≤ r,
j − i+ 1 ≤ d, f(x[i, j]) ∈ {+k,−k} and σ = sign(f(x[i, j])) ∈ s. The substring should be the
leftmost one that contains t, i.e. there is no other minimal x[i′, j′] such that i′ < i, t ∈ [i′, j′],
f(x[i′, j′]) = f(x[i, j]). If no such substrings have been found, the algorithm returns NULL.

The second one is FindAtRightmostk. It is similar to the FindAtLeftmostk, but
finds the rightmost ±k-substring, i.e. there is no other minimal x[i′, j′] such that j′ > j,
t ∈ [i′, j′], f(x[i′, j′]) = f(x[i, j])

The third one is FindFirstk(l, r, s, direction) and accepts as inputs: the borders l and r,
where l and r are integers such that 0 ≤ l ≤ r ≤ n− 1; the sign of the balance s ⊆ {+1,−1}.
a direction ∈ {left, right}. When the direction is right (respectively left), FindFirstk finds
the first ±k-substring from the left to the right (respectively from the right to the left) in
[l, r] of sign s.

These three subroutines are interdependent since FindAtLeftmostk uses FindFirstk−1
and FindAtRightmostk−1 as subroutines, FindFirstk uses FindAtLeftmostk and
FindAtRightmostk as subroutines. A description of FindAtLeftmostk(l, r, t, d, s) fol-
lows. The algorithm is presented in [4, Appendix A]. The description of the subroutine
FindAtRightmostk(l, r, t, d, s) is similar and is omitted.

When k = 2, the procedure FindAtLeftmost2(l, r, t, d, s) checks that xt = xt−1 and
sign(f(x[t− 1, t])) ∈ s. If yes, it has found the substring. Otherwise, it checks if xt = xt+1
and sign(f(x[t, t+ 1])) ∈ s. If both checks fail, the procedure returns NULL. For k > 2 the
procedure is the following.
Step 1. Check whether t is inside a ±(k − 1)-substring of length at most d− 1, i.e.

v = (i, j, σ) ← FindAtLeftmostk−1(l, r, t, d − 1, {+1,−1}). If v 6= NULL, then
(i1, j1, σ1)← (i, j, σ) and the algorithm goes to Step 2. Otherwise, the algorithm goes to
Step 6.

Step 2. Check whether i1−1 is inside a ±(k−1)-substring of length at most d−1 and choose
the rightmost one: v = (i, j, σ)← FindAtRightmostk−1(l, r, i1 − 1, d− 1, {+1,−1}).
If v = NULL, then the algorithm goes to Step 3. If v 6= NULL and σ = σ1, then
(i2, j2, σ2)← (i, j, σ) and go to Step 8. Otherwise, go to Step 4.

Step 3. Search for the first ±(k − 1)-substring on the left from i1 − 1 at distance at most d,
i.e. v = (i, j, σ)← FindFirstk−1(min(l, j1−d+ 1), i1−1), {+1,−1}, left). If v 6= NULL
and σ1 = σ, then (i2, j2, σ2)← (i, j, σ) and go to Step 8. Otherwise, go to Step 4.

Step 4. Check whether j1 + 1 is inside a ±(k − 1)-substring of length at most d− 1, i.e.
v = (i, j, σ)← FindAtLeftmostk−1(l, r, j1 + 1, d− 1, {+1,−1}).
If v 6= NULL, then (i2, j2, σ2)← (i, j, σ) and go to Step 8. Otherwise, go to Step 5.

Step 5. Search for the first ±(k − 1)-substring on the right from j1 + 1 at distance at most
d, i.e. v = (i, j, σ)← FindFirstk−1(j1 + 1,min(i1 + d− 1, r), {+1,−1}, right).
If v 6= NULL, then (i2, j2, σ2)← (i, j, σ), then go to Step 8. Otherwise, return NULL.

Step 6. Search for the first ±(k − 1)-substring on the right at distance at most d from t, i.e.
v = (i, j, σ)← FindFirstk−1(t,min(t+ d− 1, r), {+1,−1}, right)
If v 6= NULL, then (i1, j1, σ1)← (i, j, σ) and go to Step 7. Otherwise, returns NULL.
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Step 7. Search for the first ±(k − 1)-substring on the left from t at distance at most d, i.e.
v = (i, j, σ)← FindFirstk−1(max(l, t− d+ 1), t), {+1,−1}, left)
If v 6= NULL, then (i2, j2, σ2)← (i, j, σ) and go to Step 8. Otherwise, returns NULL.

Step 8. If σ1 = σ2, σ1 ∈ s and max(j1, j2) −min(i1, i2) + 1 ≤ d , the subroutine returns
(min(i1, i2),max(j1, j2), σ1), otherwise returns NULL.

By construction and induction on k, the two ±(k − 1)-substrings x[i1, j1] and x[i2, j2]
(if they exist) involved in the procedure FindAtLeftmostk are always consecutive and
minimal. FindAtLeftmostk thus returns a ±k-substring, if both substrings have the same
sign.

Using this basic procedure, we then search for a ±k−substring by searching for a t and
d such that FindAtLeftmostk(l, r, t, d, s) returns a non-NULL value. Unfortunately, our
algorithms have two-sided bounded error: they can, with small probability, return NULL
even if a substring exists or return a wrong substring instead of NULL. In this setting,
Grover’s search algorithm is not directly applicable and we need to use a more sophisticated
search [10]. Furthermore, simply applying the search algorithm naively does not give the
right complexity. Indeed, if we search for a substring of length roughly d (say between d and
2d), we can find one with expected running time O(

√
(r − l)/d) because at least d values of

t will work. On the other hand, if there are no such substrings, the expected running time
will be O(

√
r − l). Intuitively, we can do better because if there is a substring of length at

least d then there are at least d values of t that work. Hence, we only need to distinguish
between no solutions, or at least d. This allows to stop the Grover iteration early and make
O(
√

(r − l)/d) queries in all cases.

I Lemma 1 (Modified from [10], [4, Appendix B]). Given n algorithms, quantum or classical,
each computing some bit-value with bounded error probability, and some T > 1, there is a
quantum algorithm that uses O(

√
n/T ) queries and with constant probability: returns the

index of a “1”, if there are at least T “1s” among the n values; returns NULL if there are no
“1”; returns anything otherwise.

The algorithm that uses above ideas is presented in Algorithm 1.

Algorithm 1 FindFixedLenk(l, r, d, s). Search for any ±k-substring of length ∈ [d/2, d].

Find t such that vt ← FindAtLeftmostk(l, r, t, d, s) 6= NULL using Lemma 1 with
T = d/2.
return vt or NULL if none.

We can then write an algorithm FindAnyk(l, r, s) that searches for any ±k-substring. We
consider a randomized algorithm that uniformly chooses a of power 2 from [2dlog2 ke, (r − l)],
i.e. d ∈ {2dlog2 ke, 2dlog2 ke+1, . . . , 2dlog2(r−l)e}. For the chosen d, we run Algorithm 1. So, the
algorithm will succeed with probability at least O(1/ log(r − l)). We can apply Amplitude
amplification and ideas from Lemma 1 to this and get an algorithm that uses O(

√
log(r − l))

iterations.

Algorithm 2 FindAnyk(l, r, s). Search for any ±k-substring.

Find d ∈ {2dlog2 ke, 2dlog2 ke+1, . . . , 2dlog2(r−l)e} such that:
vd ← FindFixedLenk(l, r, d, s) 6= NULL using amplitude amplification.
return vd or NULL if none.
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Finally, we present the algorithm that finds the first ±k-substring – FindFirstk. Let
us consider the case direction = right. We first find the smallest segment from the left to
the right such that its length w is a power of 2 and it contains a ±k-substring. We do so by
doubling the length of the segment until we find a ±k-substring. We now have a segment
that contains a ±k-substring and we want to find the leftmost one. We do so by the following
variant of binary search. At each step let mid = b(lBorder + rBorder)/2c be the middle of
the search segment [lBorder, rBorder]. There are three cases:

There is a k-substring in [lBorder,mid], then the leftmost k-substring is in this segment.
There are no k-substrings in [lBorder,mid], but mid is inside a k-substring. Then the
leftmost k-substring that contains mid is the required substring.
There are no k-substrings in [lBorder,mid] and mid is not inside a k-substring. Then
the required substring is in [mid+ 1, rBorder].

Each iteration of the loop the algorithm halves the search space or finds the first k-
substring itself if it contains mid. If direction = left, we replace FindAtLeftmostk
by FindAtRightmostk that finds the rightmost ±k-substring that containts mid. A
detailed description of this algorithm is presented in [4, Appendix C].

I Proposition 2. For any ε > 0 and k, algorithms FindAtLeftmostk, FindFixedLenk,
FindAnyk and FindFirstk have two-sided error probability ε < 0.5 and return, when
correct:

If t is inside a ±k−substring of sign s of length up to d in x[l, r], then FindAtLeftmostk
will return such a substring, otherwise it returns NULL. The running time is O(

√
d(log(r−

l))0.5(k−2)).
FindFixedLenk either returns a ±k−substring of sign s and length at most d in x[l, r], or
NULL. It is only guaranteed to return a substring if there exists ±k−substring of length at
least d/2, otherwise it can return NULL. The running time is O(

√
r − l(log(r−l))0.5(k−2)).

FindAnyk returns any ±k−substring of sign s in x[l, r], otherwise it returns NULL. The
running time is O(

√
r − l(log(r − l))0.5(k−1)).

FindFirstk returns the first ±k−substring of sign s in x[l, r] in the specified direction,
otherwise it returns NULL. The running time is O(

√
r − l(log(r − l))0.5(k−1)).

Proof. We prove the result by induction on k. The base case of k = 2 is obvious because of
simplicity of FindAtLeftmost2 and FindAtRightmost2 procedures. We first prove the
correctness of all the algorithms, assuming there are no errors. At the end we explain how to
deal with the errors.

We start with FindAtLeftmostk: there are different cases to be considered when searching
for a +k-substring x[i, j] of length ≤ d.
1. Assume that there are j1 and i2 such that i < j1 < i2 < j, |f(x[i, j1])| = |f(x[i2, j])| =

k− 1 and sign(f(x[i, j1])) = sign(f(x[i2, j])) ∈ s. If t ∈ {i2, . . . , j}, then the algorithm
finds x[i2, j] in Step 1 and the first invocation of FindFirstk−1 in Step 3 finds x[i, j1].
If t ∈ {i, . . . , j1}, then the algorithm finds x[i, j1] in Step 1 and the second invocation
of FindFirstk−1 in Step 5 finds x[i2, j]. If j1 < t < i2, then the third invocation of
FindFirstk−1 in Step 6 finds x[i2, j] and the forth invocation of FindFirstk−1 in
Step 7 finds x[i, j1].

2. Assume that there are j1 and i2 such that i < i2 < j1 < j, |f(x[i, j1])| = |f(x[i2, j])| =
k − 1 and sign(f(x[i, j1])) = sign(f(x[i2, j])) ∈ s. If t ∈ {i, . . . , j1}, then the algorithm
finds x[i, j1] in Step 1. After that, it finds x[i2, j] in Step 4. If t ∈ {j1 + 1, . . . , j}, then
the algorithm finds x[i2, j] in Step 1. After that, it finds x[i, j1] in Step 2.
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By induction, the running time of each FindAtLeftmostk−1 invocation is O(
√
d(log(r−

l))0.5(k−3)), and the running time of each FindFirstk−1 invocation is O(
√
d(log(r −

l))0.5(k−2)).
We now look at FindFixedLenk: by construction and definition of

FindAtLeftmostk, if the algorithm returns a value, it is a valid substring (with high
probability). If there exists a substring of length at least d/2, then any query to
FindAtLeftmostk with a value of t in this interval will succeed, hence there are at least
d/2 solutions. Therefore, by Lemma 1, the algorithm will find one with high probability
and make O

(√
r−l
d/2

)
queries. Each query has complexity O(

√
d(log(r− l))0.5(k−2)) by the

previous paragraph, hence the running time is bounded by O(
√
r − l(log(r − l)0.5(k−2)).

We can now analyze FindAnyk: Assume that the shortest ±k-substring x[i, j] is of length
g = j − i + 1. Therefore, there is a d such that d ≤ g ≤ 2d and the FindFixedLenk
procedure returns a substring for this d with constant success probability. So, the
success probability of the randomized algorithm is at least O(1/ log(l − r)). There-
fore, the amplitude amplification does O(

√
log(r − l)) iterations. The running time of

FindFixedLenk is O(
√
r − l(log(r − l))0.5(k−2)) by induction, hence the total running

time is O(
√
r − l(log(r − l))0.5(k−2)

√
log(l − r)) = O(

√
r − l(log(r − l))0.5(k−1)).

Finally, we analyze FindFirstk: See [4, Appendix C].
We now turn to error analysis. The case of FindAtLeftmostk is easy: the algorithm

makes at most 5 recursive calls, each having a success probability of 1− ε. Hence it will
succeed with probability (1− ε)5. We can boost this probability to 1− ε by repeating
this algorithm a constant number of times. Note that this constant depends on ε.
The analysis of FindFixedLenk follows from [10] and Lemma 1: since
FindAtLeftmostk has two-sided error ε, there exists a search algorithm with two-
sided error ε. J

3.2 The Algorithm for Dyckk,n

To solve Dyckk,n, we modify the input x. As the new input we use x′ = 1kx0k. Dyckk,n(x) =
1 iff there are no ±(k + 1)-substrings in x′. This idea is presented in Algorithm 3.

Algorithm 3 Dyckk,n(x). The Quantum Algorithm for Dyckk,n.

x← 1kx0k
v = FindAny(k+1)(0, n+ 2k − 1, {+1,−1})
return v == NULL

I Theorem 3 ([4, Appendix D]). Algorithm 3 solves Dyckk,n and the running time of
Algorithm 3 is O(

√
n(logn)0.5k). The algorithm has two-side error probability ε < 0.5.

4 Lower bounds for Dyck languages

I Theorem 4. There exist constants c1, c2 > 0 such that Q
(

Dyckc1`m,c2(2m)`

)
= Ω

(
m`
)
.

Proof. We will use the partial Boolean function Exa|bm =
{

1, if |x|0 = a

0, if |x|0 = b.

We prove the theorem by a reduction
(

Exm|m+1
2m

)`
6 Dyckc1`m,c2(2m)` , with the reduc-

tion described in [4, Appendix E]. It is known that Adv±
(

Exm|m+1
2m

)
≥ Adv

(
Exm|m+1

2m

)
> m
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[2, Theorem 5.4]. The Adversary bound composes even for partial Boolean functions [11,

Lemma 1], therefore Q
((

Exm|m+1
2m

)`)
= Ω

(
m`
)
. Via the reduction the same bound applies

to Dyckc1`m,c2(2m)` . J

I Theorem 5. For any ε > 0, there exists c > 0 such that Q(Dyckc logn,n) = Ω
(
n1−ε).

Proof. For any ε > 0, there exists an m such that Adv±
(

Exm|m+1
2m

)
≥ (2m)1−ε. Without

loss of generality we may assume that (2m)` = n. From Theorem 4 with ` = log2m n

we obtain c2(2m)` = c2n and height c1m` = Θ(logn). The query complexity is at least(
(2m)1−ε

)`
=
(

(2m)`
)1−ε

= n1−ε. Therefore Q(Dyckc logn,n) = Ω
(
n1−ε). J

For constant depths the following bound can be derived:

I Theorem 6. There exists a constant c1 > 0 such that Q(Dyckc1`,n) = Ω(2 `
2
√
n).

Proof. Let m = 4 in the Theorem 4. Then, Q
(
Dyckc1`,c28`

)
= Ω

(
4`
)
for some constants

c1, c2 > 0. Consider the function And n

c28`
◦Dyckc1`,c28` with a promise that Andk has as

an input either k or k − 1 ones. Then,

Q
(

And n

c28`
◦Dyckc1`,c28`

)
= Θ

(
Adv±

(
And n

c28`
◦Dyckc1`,c28`

))
and

Adv±
(

And n

c28`
◦Dyckc1`,c28`

)
≥ Adv±

(
And n

c28`

)
Adv±

(
Dyckc1`,c28`

)
= Ω

(
2 `

2
√
n
)
,

with the second step following from the composition of Adv± for partial functions [11].
This implies the same lower bound on Dyckc1`,n because the computation of the compos-
ition And n

c28`
◦Dyckc1`,c28` can be straightforwardly reduced to Dyckc1`,n by a simple

concatenation of Dyckc1`,c28` instances. J

5 Quantum complexity of st-Connectivity in grids

5.1 Quantum complexity of 2D-DConnectivityn,k

I Theorem 7. For any n ≥ k and ε > 0, Q(2D-DConnectivityn,k) = Ω
(
(
√
nk)1−ε).

In particular, if we have a square grid then

I Corollary 8. For any ε > 0, Q(2D-DConnectivityn,n) = Ω
(
n1.5−ε).

Proof of Theorem 7. For any sequence w of m opening and closing parentheses it is possible
to plot the changes of depth, i.e., the number of opening parentheses minus the number of
closing parentheses, for all prefixes of the sequence, see Figure 1.

( ( ) ) ( ( ( ) ) ( ) )

x

y y = d = 4

(0, 0)

Figure 1 Representation of the Dyck word “(())((())())”.
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We can connect neighboring points by vectors (1, 1) and (1,−1) corresponding to opening
and closing parentheses respectively. Clearly w ∈ Ld if and only if the path starting at
the origin (0, 0) ends at (m, 0) and never crosses y = 0 and y = d. Consequently a path
corresponding to w ∈ Ld always remains within the trapezoid bounded by y = 0, y = d, y = x,
y = −x + m. This suggests a way of mapping Dyckd,m to the 2D-DConnectivityn,k
problem:
1. An opening parenthesis in position i corresponds to a “column” of upwards sloping

available edges (i − 1, l) → (i, l + 1) for all l ∈ {0, 1, . . . , d − 1} such that i − 1 + l is
even. A closing parenthesis in position i corresponds to downwards sloping available
edges (i− 1, l)→ (i, l − 1) for all l ∈ {1, . . . , d} such that i− 1 + l is even. See Figure 2.

2. The edges outside the trapezoid adjacent to the trapezoid are forbidden (see Figure 3),
i.e., it is sufficient to “insulate” the trapezoid by a single layer of forbidden edges. The
only exception are the edges adjacent to the (0, 0) and (m, 0) vertex as those will be used
in the construction (step 4).

( =⇒ ) =⇒

Figure 2 Mapping of Dyckd,m variables to 2D-DConnectivity.

( ( ) ) ( ( ( ) ) ( ) )

Available edges

Available edges
reachable from origin

Forbidden edges

Figure 3 Mapping of a complete input corresponding to Dyck word “(())((())())” to
2D-DConnectivity.

3. Rotate the trapezoid by 45 degrees counterclockwise. This isolated trapezoid can be
embedded in a directed grid and its starting and ending vertices are connected by a path
if and only if the corresponding input word is valid.

4. Finally we can lay multiple independent trapezoids side by side and connect them in
parallel forming an Ort of Dyckd,m instances; see Figure 4.
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Figure 4 Reduction
Ort ◦Dyck 6 2D-DConnectivity

Figure 5 Folding of a long Dyck instance in
an undirected grid

This concludes the reduction Ort ◦Dyckd,m 6 2D-DConnectivityn,k, where n =
(d+ 1)(t− 1) + m

2 + 1 and k = m
2 + 1. By the well known composition result of Reichardt

[12] we know that Q(Ort ◦Dyckd,m) = Θ(Q(Ort) ·Q(Dyckd,m)). All that remains is to
pick suitable t, d and m for the proof to be complete. Let k be the vertical dimension of the
grid and k ≤ n. Then we take m = Θ(k), d = logm and t = n

d . J

Constructing a non-trivial quantum algorithm appears to be difficult and we conjecture
that the actual complexity may be Ω(nk), except for the case when k is small, compared to
n. For very small k (up to k = Θ( logn

log logn )), a better quantum algorithm is possible.

I Theorem 9 ([4, Appendix F]). Q(2D-DConnectivityn,k) = O
(√

n logk/22 n
)
. Moreover,

there is a time-efficient quantum query algorithm that solves 2D-DConnectivityn,k in time
O
(√

n logk/2+O(1)
2 n

)
.

5.2 Lower bounds for 2D-Connectivityn,k

Even though it is possible to use the construction from Section 5.1 to give a lower bound
of Ω

(
(
√
nk)1−ε) for the undirected case because the paths for each instance of Dyck never

bifurcate or merge, this lower bound can be further improved to a nearly tight estimate.

I Theorem 10. For any n ≥ k, k = Ω(logn), ε > 0, Q(2D-Connectivityn,k) =
Ω
(
(nk)1−ε).

Proof. We start off by representing an input as a path in a trapezoid, see Figure 3. But now
instead of connecting multiple instances of Dyck in parallel we will embed one long instance
by folding it when it hits the boundary of the graph. To implement a fold we will use simple
gadgets depicted in Figure 5.

This way a Dyck instance of length m and depth logm can be embedded in an n×k grid
such that nk

logm = Θ(m). Using Theorem 5 we conclude that solving 2D-Connectivityn,k
requires at least Ω

(
(nk)1−ε) quantum queries. J

5.3 Lower bounds for d-dimensional grids
For undirected d-dimensional grids we give a tight bound on the number of queries required
to solve connectivity.

I Theorem 11. For any ε > 0, for undirected d-dimensional grids of size n1 × n2 × . . .× nd
that are not “almost-one-dimensional”, i.e., there exists i ∈ [d] such that

∏d

j=1
nj

ni
= Ω(logni):

Q(dD-Connectivityn1,n2,...,nd
) = Ω((n1 · n2 · . . . · nd)1−ε).
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Proof. For the purposes of this theorem, it is more convenient to refer to n1 × . . .× nd sized
grids as n′1 × . . .× n′d sized where n′i = ni + 1. Then the theorem follows from the 2D case
by iteratively using the fact that a d-dimensional grid of size n′1 × n′2 × . . . × n′d−1 × n′d
contains as a subgraph a (d − 1)-dimensional grid of size n′1 × n′2 × . . . × n′d−2 × n′d−1n

′
d.

One way to see this is to consider a bijective mapping of the vertices (x1, . . . , xd−1, xd) to
(x1, . . . , xd−2, xdn

′
d−1 +xd−1) if xd is even and to (x1, . . . , xd−2, xdn

′
d−1 +n′d−1− 1−xd−1) if

xd is odd. It is a bijection because xd and xd−1 can be recovered from xdn
′
d−1+n′d−1−1−xd−1

by computing the quotient and remainder on division by n′d−1. One can view this procedure as
“folding” where we take layers (vertices corresponding to some xd = l) and fold them into the
(d−1)-st dimension alternating the direction of the layers depending on the parity of the layer
l. For this procedure to place the starting and ending vertices the furthest apart, it requires
that n′d is an odd number. Otherwise we embed a smaller subgraph n′1× . . .×n′d−1× (n′d− 1)
and add an edge (n1, . . . , nd−1, nd − 1) to (n1, . . . , nd−1, nd). In the end we obtain a lower
bound of Ω(((((((n′d− 1)n′d−1− 1)n′d−2− 1) . . .)n′2− 1)n′1)1−ε) = Ω((n1 ·n2 · . . . ·nd)1−ε). J

For directed d-dimensional grids we can only slightly improve over the n d
2 trivial lower bound.

I Theorem 12. For directed d-dimensional grids of size n1 × n2 × . . . × nd such that
n1 ≤ n2 ≤ . . . ≤ nd and ε > 0, Q(dD-DConnectivityn1,n2,...,nd

) = Ω((nd−1
∏d
i=1 ni)

1
2−ε).

I Corollary 13. For directed d-dimensional grids of size n× n× . . .× n and ε > 0,
Q(dD-DConnectivityn,n,...,n) = Ω(n d+1

2 −ε).

Proof of Theorem 12. For each I ∈ {0, 1, . . . , n1} × {0, 1, . . . , n1} × . . . × {0, 1, . . . , nd−2}
we take take a 2-dimensional hard instance GI of 2D-DConnectivitynd−1,nd

having query
complexity Ω(n1−ε

d−1n
1
2−ε
d ). We then connect them in parallel like so:

Include the entire (d− 2)-dimensional subgrid from (0, . . . , 0) to (n1, n2, . . . , nd−2, 0, 0)
and similarly the subgrid from (0, 0, . . . , 0, nd−1, nd) to (n1, n2, . . . , nd−2, nd−1, nd);
For each I ∈ {0, 1, . . . , n1} × {0, 1, . . . , n1} × . . . × {0, 1, . . . , nd−2} embed the instance
GI in the subgrid (I, 0, 0) to (I, nd−1, nd);
Forbid all other edges.

This construction computes Or∏d−2
i=1

(ni+1) ◦ 2D-DConnectivitynd−1,nd
whose complexity

is at least Ω(
√∏d−2

i=1 (ni + 1)n1−ε
d−1n

1
2−ε
d ) = Ω((nd−1

∏d
i=1 ni)

1
2−ε). J

6 Directions for future works

Some directions for future work are:
1. Better algorithm/lower bound for the directed 2D grid? Can we find an o(n2)

query quantum algorithm or improve our lower bound? A nontrivial quantum algorithm
would be particularly interesting, as it may imply a quantum algorithm for edit distance.

2. Quantum algorithms for directed connectivity? More generally, can we come up
with better quantum algorithms for directed connectivity? The span program method
used by Belovs and Reichardt [6] for the undirected connectivity does not work in the
directed case. As a result, the quantum algorithms for directed connectivity are typically
based on Grover’s search in various forms, from simply speeding up depth-first/breadth-
first search to more sophisticated approaches [3]. Developing other methods for directed
connectivity would be very interesting.
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3. Quantum speedups for dynamic programming. Dynamic programming is a widely
used algorithmic method for classical algorithms and it would be very interesting to
speed it up quantumly. This has been the motivating question for both the connectivity
problem on the directed 2D grid studied in this paper and a similar problem for the
Boolean hypercube in [3] motivated by algoritms for Travelling Salesman Problem. There
are many more dynamic programming algorithms and exploring quantum speedups of
them would be quite interesting.
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Abstract
Dynamic Time Warping (DTW) is a well-known similarity measure for curves, i.e., sequences of
points, and especially for time series. We study several proximity problems for curves, where dynamic
time warping is the underlying similarity measure. More precisely, we focus on the variants of these
problems, in which, whenever we refer to the dynamic time warping distance between two curves,
one of them is a line segment (i.e., a sequence of length two). These variants already reveal some of
the difficulties that occur when dealing with the more general ones.

Specifically, we study the following three problems: (i) distance oracle: given a curve C in Rd,
preprocess it to accommodate distance computations between query segments and C, (ii) segment
center : given a set C of curves in Rd, find a segment s that minimizes the maximum distance
between s and a curve in C, and (iii) segment nearest neighbor : given C, construct a data structure
for segment nearest neighbor queries, i.e., return the curve in C which is closest to a query segment s.
We present solutions to these problems in any constant dimension d ≥ 1, using L∞ for inter-point
distances. We also consider the approximation version of the first problem, using L1 for inter-point
distances. That is, given a length-m curve C in Rd, we construct a data structure of size O(m log m)
that allows one to compute a 2-approximation of the distance between a query segment s and C

in O(log3 m) time.
Finally, we describe an interesting experimental study that we performed, which is related to

the first problem above.
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1 Introduction

Dynamic time warping (DTW) is a popular similarity measure for curves, first introduced
in [2]. One of its early applications was to speech recognition, and since then DTW has been
employed in a wide range of areas such as signature matching, sign language recognition, data
mining, information retrieval, signal processing, and protein sequence alignment. DTW can be
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9:2 Dynamic Time Warping-Based Proximity Problems

applied to almost any time series data, and it is often used for comparing temporal sequences
of video, audio and graphics data; see the chapter on DTW in Müller’s book [12, Chapter 4]
for further information on DTW.

Given two integers m1,m2, let τ := 〈(i1, j1), . . . , (it, jt)〉 be a sequence of pairs, such that
i1 = j1 = 1, it = m1, jt = m2, and for each 1 < k ≤ t, one of the following conditions holds:
(i) ik = ik−1 + 1 and jk = jk−1,
(ii) ik = ik−1 and jk = jk−1 + 1, or
(iii) ik = ik−1 + 1 and jk = jk−1 + 1.
We call such a sequence τ an alignment of two curves of lengths m1 and m2, respectively
(see below).

In this paper, by a curve P of length m, we mean a sequence P = 〈p1, . . . , pm〉 of m points
in Rd. Let P = 〈p1, . . . , pm1〉 and Q = 〈q1, . . . , qm2〉 be two curves of lengths m1 and m2,
respectively, in Rd. We say that an alignment τ of P and Q matches pi and qj if (i, j) ∈ τ ,
see Figure 1. The cost of an alignment τ of P and Q is σdtw(τ(P,Q)) :=

∑
(i,j)∈τ‖pi − qj‖,

Figure 1 An alignment of two curves.

where ‖·‖ denotes the inter-point metric being used; in this paper we will focus on L1 and L∞
metrics. The dynamic time warping distance between P and Q is defined as

ddtw(P,Q) := min
τ∈T

σdtw(τ(P,Q)),

with the minimum taken over the set T of all alignments τ between P and Q.
The running time of the standard dynamic-programming algorithm for computing

ddtw(P,Q) is Θ(m1m2), which has been the asymptotically fastest way to compute it,
even in the one-dimensional case. Recently, Gold and Sharir [8] managed to break the
quadratic bound in the one-dimensional case by presenting an algorithm with running time
O(m2 log log logm/ log logm), assuming m = m1 = m2. They obtain the same bound on the
running time in higher (constant) dimensions if the point-wise distance is L1 or L∞.

In this paper, we study several fundamental problems for curves, using dynamic time
warping as the similarity measure between pairs of curves. More precisely, we are interested
in variants of several important problems, in which, whenever we refer to the dynamic time
warping distance between two curves, one of them is a line segment (i.e., a sequence of
length two). Since line segments are the shortest non-trivial curves, these variants are quite
natural and, moreover, they already reveal some of the difficulties that occur in the more
general variants of the problems.

Notice that computing the dynamic time warping distance between a curve C =
〈p1, . . . , pm〉 of length m and a line segment s = ab is equivalent to finding the parti-
tion of C into two non-empty parts, a prefix and a suffix, such that each point of the prefix
is matched to a and each point of the suffix is matched to b (with no point matched to both
a and b), and the cost associated with the partition is minimum. Somewhat unsurprisingly
computing the dynamic time warping distance between a curve and a segment is an operation
requiring Θ(m) time in absence of preprocessing.
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This motivates the first problem that we consider (see Section 2). Given a curve C in Rd,
construct a distance oracle for C for line segments, which is a data structure supporting
queries of the form: given a query segment s in Rd, return ddtw(s, C). We consider two main
versions of the problem, where in the first the underlying point-wise distance is L1 and the
answers to queries are approximate, while in the second the underlying point-wise distance
is L∞ and the answers are exact.

In Section 3 we study the segment center problem for a set of curves C: Given a set
C = {C1, . . . , Cn} of n length-m curves in Rd, find a segment s in Rd that minimizes the
distance to the furthest curve, that is max{ddtw(s, C1), . . . , ddtw(s, Cn)} is minimum. Here
we assume that the point-wise distance is L∞ and present two solutions to the problem,
where the second one is more efficient when m < n.

In Section 4 we consider our last algorithmic problem. Given a collection of curves C
in Rd as above, construct a data structure for segment nearest-neighbor queries, that is, one
that returns the curve in C whose dynamic time warping distance to the query segment is
minimum. Here too we assume that the point-wise distance is L∞. (The general version
of this problem, where the queries are also length-m curves was studied by Emiris and
Psarros [6] and Filtser et al. [7] in the approximation setting.)

Finally, in Section 5 we describe an experimental study related to the first problem
mentioned above. The goal of this study was to get a better idea on the connection between
the query segments and the “correct” partition of the given curve C. In particular, is there
an underlying Voronoi-diagram–like geometric structure which is simple enough and may
prove useful in the construction of a distance oracle for C? Our experiments suggest that
the answer to this question may be positive, at least for curves on the line.

2 Distance Oracle

Let C = 〈p1, . . . , pm〉 be a curve in Rd. In this section, we study the problem of, given C,
constructing a data structure supporting queries of the form: given a query segment s, return
the dynamic time warping distance between C and s. We consider two main versions of
the problem, where in the first the underlying point-wise distance is L1 and the answers to
queries are approximate, while in the second the underlying point-wise distance is L∞ and
the answers are exact. For d = 1, L∞ = L1 = L2, of course.

2.1 Approximate queries under L1

In this section, we assume that the distance between two points x and y in Rd is ‖x− y‖1 :=∑d
i=1|xi − yi|, and we present a data structure that facilitates fast approximate queries. We

start with the one-dimensional case.

A solution for d = 1

Let s = pq be a segment. We define the functions F , G, and H for i ∈ {1, . . . ,m− 1}:

F (i) :=
i∑

j=1
‖pj − p‖ , G(i) :=

m∑
j=i+1

‖pj − q‖ , and H(i) := F (i) +G(i) .

That is, F (i) is the sum of distances between p and the first i points of C, G(i) is the sum of
distances between q and the last m− i points of C, and H(i) is the dynamic time warping
distance between C and s, assuming the first i points of C are matched to p and the last

MFCS 2020



9:4 Dynamic Time Warping-Based Proximity Problems

m− i points are matched to q. (Notice that we can assume that no point in C is matched to
both p and q, as such an alignment can be always improved by removing one or more of the
pairs.) Thus, ddtw(C, s) = min1≤i≤m−1 H(i).

Slightly abusing the notation, we view F and G as piecewise-linear functions defined
on [1,m − 1] rather than just at the values 1, 2, . . . ,m − 1. Notice that F is increasing,
namely, F (i+ 1) > F (i), while G is decreasing, that is, G(i+ 1) < G(i), for i = 1, . . .m− 2.1
This implies that, unless the graph of F is above that of G (when F (1) > G(1)) or the graph
of G is above that of F (when G(m− 1) > F (m− 1)), the two graphs intersect.

I Lemma 2.1. (i) If the graph of F is above that of G, then H(1) ≤ 2ddtw(C, s), and (ii) if
the graph of G is above that of F , then H(m− 1) ≤ 2ddtw(C, s).

Proof. We prove the first claim. The proof of the second one is symmetric. Let ` be the
index for which ddtw(C, s) = H(`). Then,

2ddtw(C, s) = 2H(`) = 2(F (`) +G(`))
≥ 2F (`) ≥ 2F (1) ≥ F (1) +G(1) = H(1) . J

Now, assume that the graphs of F and G do intersect, and let k, 1 ≤ k ≤ m− 2, be the
index for which F (k) ≤ G(k) and F (k + 1) ≥ G(k + 1).

I Lemma 2.2. If the graphs of F and G intersect,

ddtw(C, s) ≤ min(H(k), H(k + 1)) ≤ 2ddtw(C, s).

Proof. The left in inequality is obvious, since ddtw(C, s) = min1≤i≤m−1 H(i). As for the
right inequality, let ` be the index for which ddtw(C, s) = H(`). Assume first that ` ≤ k, then

2ddtw(C, s) = 2H(`) = 2(F (`) +G(`)) ≥ 2G(`)
≥ 2G(k) ≥ F (k) +G(k) = H(k) ≥ min(H(k), H(k + 1)) .

On the other hand, if ` > k, then

2ddtw(C, s) = 2H(`) = 2(F (`) +G(`)) ≥ 2F (`) ≥ 2F (k + 1)
≥ F (k + 1) +G(k + 1) = H(k + 1) ≥ min(H(k), H(k + 1)) . J

We obtain the following high-level algorithm for computing a 2-approximation for
ddtw(C, s), that is a value v such that v/2 ≤ ddtw(C, s) ≤ v:
1. If F (1) ≥ G(1) return H(1).
2. If G(m− 1) ≥ G(m− 1) return H(m− 1).
3. Perform a binary search to find the largest index k for which F (k) ≤ G(k); return

min(H(k), H(k + 1)).

Recall that s is not known in advance. To complete the description of the algorithm,
we need to show how to preprocess C, so that the values F (i) and G(i) can be computed
efficiently. We build a standard two-dimensional orthogonal range tree for the set of points
{(i, pi) | 1 ≤ i ≤ m}, where the tree of the first level, T , is built using the x-coordinates
of the points, i.e., the indices 1, . . . ,m. Each node u of T points to a second-level tree, Tu,

1 Strictly speaking, F is non-decreasing and G non-increasing, as it is possible for a point of C to coincide
with p and/or q, but hereafter we will stick with the less cumbersome terminology.
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which is built using the y-coordinates of the points whose x-coordinates are stored in the
subtree of T rooted at u. In addition, we store at each internal node v of Tu the number
and sum of the y-coordinates stored in v’s subtree. The total size of the data structure
is O(m logm).

Now, given s = pq and i, set A :=
∑
j≤i,pj≤p pj and B :=

∑
j≤i,pj>p

pj , and let t be the
number of terms in the first sum. Notice that

F (i) =
∑

j≤i,pj≤p

(p− pj) +
∑

j≤i,pj>p

(pj − p) = (2t− i)p+B −A ,

and by searching in the orthogonal range tree with (i, p), one can compute A, B, and t (and
therefore F (i)) in O(log2 m) time. Finally, G(i) can be computed similarly within the same
time bound. Therefore a single comparison in the binary search of our high-level algorithm
can be carried out in O(log2 m) time and we obtain the following theorem.

I Theorem 2.3. For any length-m curve C on the line, one can construct in O(m logm) time
a data structure of size O(m logm), which, given a query segment s, returns in O(log3 m)
time a 2-approximation of ddtw(C, s), i.e., a value v such that v/2 ≤ ddtw(C, s) ≤ v.

A solution for d ≥ 2

The high-level algorithm presented above works in any dimension, so we only need to modify
our data structure for computing the values F (i) and G(i) efficiently, given a segment s = pq

and index i.
Notice that now F (i) =

∑d
`=1 F`(i), where

F`(i) :=
∑

j≤i,p`
j
≤p`

(p` − p`j) +
∑

j≤i,p`
j
>p`

(p`j − p`) ,

which, in turn, by letting t` be the number of terms in the first sum and setting A` :=∑
j≤i,p`

j
≤p` p`j and B` :=

∑
j≤i,p`

j
>p` p`j , is equal to (2t` − i)p` +B` −A`; we use superscripts

to denote coordinates of points in Rd. We thus modify our data structure, so that each node
u of the first-level tree T points to d second-level trees, Tu,1, . . . , Tu,d, where Tu,` is built
using the `’th coordinates of the points whose indices are stored in the subtree of T rooted at
u. The size of the modified data structure is still O(m logm), assuming d is a constant, and
by searching in it with (i, p`), one can compute A`, B` and t`, for ` = 1, . . . , d, in O(log2 m)
time. We obtain the following theorem.

I Theorem 2.4. For any length-m curve C in Rd, one can construct in O(m logm) time
a data structure of size O(m logm), which, given a query segment s, returns in O(log3 m)
time a 2-approximation of ddtw(C, s), i.e., a value v such that v/2 ≤ ddtw(C, s) ≤ v.

2.2 Exact queries under L∞

We now consider the problem of computing ddtw(C, s) exactly, where, as before, C =
〈p1, . . . , pm〉 is a fixed given curve in Rd and s = pq is a query segment in Rd, and the
distance between two points x and y is ‖x − y‖∞ := maxdi=1|xi − yi|. We first describe a
solution for the one-dimensional version of the problem.

MFCS 2020



9:6 Dynamic Time Warping-Based Proximity Problems

A solution for d = 1

Let τ = 〈τ1, . . . , τm+1〉 be the partition of the real line into intervals (two of which are
unbounded), induced by the points of C (after sorting them from left to right). We denote
the left and right endpoints of τi by l(τi) and r(τi), respectively, where l(τ1) = −∞ and
r(τm+1) =∞.

For each pair of intervals (τa, τb), we construct a data structure for segment queries s = ab,
such that a ∈ τa and b ∈ τb. We now describe the data structure for a fixed pair (τa, τb).

For each j, 1 ≤ j < m, we define a bivariate function fj :

fj(a, b) :=
∑

pi≤l(τa), i≤j

(a− pi) +
∑

pi≥r(τa), i≤j

(pi − a)

+
∑

pi≤l(τb), i>j

(b− pi) +
∑

pi≥r(τb), i>j

(pi − b) .

Notice that fj(a, b) is simply the dynamic time warping distance between C and s = ab,
assuming C is split into a prefix of size j (which is matched to a) and a suffix of size m− j
(which is matched to b). Moreover, notice that fj is a linear bivariate function defined
over the rectangular range R := τa × τb, and therefore its graph is a plane in R3 (over R).
Finally, given 1 ≤ j < m and (a, b) ∈ R, one can compute the value fj(a, b) in O(1) time,
after a preprocessing stage of O(m) time. (In the preprocessing stage, we compute, for
each 1 ≤ j < m, the sums S1

j =
∑
pi≤l(τa), i≤j (l(τa)− pi), S2

j =
∑
pi≥r(τa), i≤j (pi − r(τa)),

S3
j =

∑
pi≤l(τb), i>j (l(τb)− pi), S4

j =
∑
pi≥r(τb), i>j (pi − r(τb)) and record the numbers m1

j ,
m2
j , m3

j , m4
j , wheremk

j is the number of terms in the sum Skj , for k = 1, . . . , 4. Computing the
first two sums and corresponding numbers for j = 1 requires O(1) time, and given the sums for
some 1 ≤ j < m− 1, one can compute the sums for j + 1 in O(1) time; the last two sums can
be similarly computed working backwards in total O(m) time. Now, given j and (a, b) ∈ R,
fj(a, b) = S1

j +m1
j (a− l(τa)) +S2

j +m2
j (r(τa)− a) +S3

j +m3
j (b− l(τb)) +S4

j +m4
j (r(τb)− b).)

Let S = S(a, b) := minj fj(a, b) be the lower envelope of the planes f1, . . . , fm−1 (over R).
Then, S is a piecewise-linear function of complexity O(m), and the dynamic time warping
distance between C and s is S(a, b). We thus compute S and preprocess its graph for vertical
ray-shooting queries: Given s = ab, return the plane fj containing the face of the graph
of S lying above the point (a, b) ∈ R. This can be done in O(m logm) time, after which a
ray-shooting query can be answered in O(logm) time (and then fj(a, b) can be evaluated in
O(1) time).

This completes the description of the data structure for the pair (τa, τb). Since we need
O(m2) such data structures, we obtain the following theorem.

I Theorem 2.5. For a length-m curve C on the line, one can construct in O(m3 logm) time
a data structure of size O(m3) which, given a query segment s on the line, can compute
ddtw(C, s) in O(logm) time.

A solution for d ≥ 2

We generalize our solution for d = 1 to any constant dimension d ≥ 2. Let p = (p1, . . . , pd)
be a point of C and consider the partition of space into cells that is obtained by drawing
the following 2

(
d
2
)
hyperplanes through p. For each 1 ≤ i < j ≤ d, draw the hyperplanes

xi − pi = xj − pj and xi − pi = pj − yj . Given a query point q, by the cell of the partition in
which it lies, we know the coordinate i that determines ‖q − p‖∞ and whether the distance
is qi − pi or pi − qi. We thus draw these 2

(
d
2
)
hyperplanes, for each point pi of C, to obtain

an arrangement of O(m) hyperplanes in Rd.
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Now, for each pair of cells (τa, τb) of this arrangement, we construct a data structure
for segment queries s = ab, such that a ∈ τa and b ∈ τb. As above, we define (m − 1)
2d-variate linear functions, fj(a, b), over the box B := τa × τb. The graphs of these functions
are hyperplanes in R2d+1 and we compute their lower envelope S = S(a, b) (over B). The
total complexity of S is O(mb 2d+1

2 c) = O(md) [11], it can be computed in time O(md) [4],
and we can preprocess the graph of S for logarithmic-time vertical ray-shooting queries in
O(md) time [10] (see also [3] for a more recent randomized algorithm).

Since we need O(m2d) such data structures, we obtain the following theorem.

I Theorem 2.6. For a length-m curve C in Rd, one can construct in O(m3d logm) time a
data structure of size O(m3d) which, given a query segment s in Rd, can compute ddtw(C, s)
in O(logm) time.

Proof. Given a query segment s = ab, we need to describe how the pair (τa, τb), such that
a ∈ τa and b ∈ τb, is determined. This can be done by performing 2

(
d
2
)
binary searches for

endpoint of s (after presorting the points p1, . . . , pm in the appropriate 2
(
d
2
)
directions). Each

pair (τa, τb) is associated with a unique tuple of 4
(
d
2
)
indices in these orders, so a suitable

pair can be identified using a standard search structure.2 J

3 Segment Center

Let C = {C1, . . . , Cn} be a set of n length-m curves in Rd. In this section, we consider
the segment center problem for C under L∞: Given C, find a segment s in Rd minimizing
max{ddtw(s, C1), . . . , ddtw(s, Cn)}. We present two solutions to the problem, where the
second one is more efficient when m is significantly smaller than n. For each of the solutions,
we begin with a detailed description for the one-dimensional version, which we then generalize
to higher dimensions.

3.1 First solution
The case of d = 1

Let τ = 〈τ1, . . . , τmn+1〉 be the partition of the line into intervals (of which two are unbounded),
induced by the nm points of the curves of C (after sorting them from left to right). For each
pair of intervals (τa, τb), we compute the optimal segment s = ab with a ∈ τa and b ∈ τb.
Then, we return the segment whose corresponding distance is minimum, among these optimal
segments.

We now describe how to find the optimal segment for a given pair (τa, τb).
1. Let Ci be a curve in C. For each j, 1 ≤ j < m, we define the function fj(a, b) as

in Section 2.2. Recall that fj(a, b) is the dynamic time warping distance between Ci
and s, assuming Ci is split into a prefix of size j and a suffix of size m− j. It is a bivariate
linear function, so its graph is a plane in R3 (over R := τa × τb).

2. Let Si denote the lower envelope of the planes f1, . . . , fm−1. Then, Si is a piecewise-linear
function of complexity O(m), or more precisely, its graph is the boundary of an unbounded
convex polyhedron with at most m facets whose projection to the xy-plane is R, and the
dynamic time warping distance between Ci and s is Si(a, b).

2 A similar issue arises again several times below and can be handled by analogous means; we omit the
details.
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9:8 Dynamic Time Warping-Based Proximity Problems

3. Compute the lower envelopes S1, . . . , Sn corresponding to C1, . . . , Cn. Let U denote the
upper envelope of S1, . . . , Sn. Then U(a, b) is the maximum of the dynamic time warping
distances between the curves of C and s. Since the lower envelopes Si are piecewise-linear,
so is U . As for the complexity of U , since each graph of Ci can be triangulated without
increasing its asymptotic complexity, the graph of U can be viewed as the upper envelope
of O(nm) triangles, so its complexity is bounded by O((nm)2α(nm)), where α is the
inverse of Ackermann’s function. Moreover, U , clipped to within the rectangle R, can be
computed using, e.g., divide-and-conquer in Õ(n2m2) time; see [5, 13].
A slightly more careful argument gives a better bound: In [9], it was shown that the
complexity of the upper envelope of S piecewise-linear bivariate concave functions with
a total of T facets is O(STα(ST )) and that it can be computed in time Õ(ST ). In our
case S = n and T = O(nm), so we conclude that the complexity of U over R is at most
O(n2mα(n2m)) and that it can be constructed in time Õ(n2m).

4. Finally, we observe that the minimum of U (clipped to within R) is obtained at a vertex
of U (which may occur at a point on the boundary of R), so we return the lowest vertex
v∗ = (a∗, b∗, z∗), and the optimal segment with endpoints in τa and τb is s∗ := a∗b∗ and
its corresponding distance is z∗.

Since there are O(n2m2) pairs (τa, τb), we obtain the following lemma.

I Lemma 3.1. Given a set C of n curves, where each curve consists of m points on the line,
one can find the segment center of C in Õ(n4m3) time.

A solution for d ≥ 2

We generalize our solution for d = 1 to any constant dimension d ≥ 2. We consider the
arrangement of hyperplanes obtained by drawing, through each point of each curve in C,
2
(
d
2
)
hyperplanes, as in Section 2.2. Now, for each pair of cells (τa, τb) of the arrangement,

we compute the optimal segment s = ab with a ∈ τa and b ∈ τb. The process is repeated for
every pair of cells.

For a fixed pair of cells (τa, τb) we do the following. For each curve Ci ∈ C, we compute
the lower envelope Si of the functions f1, . . . , fm−1 which correspond to hyperplanes in R2d+1.
The complexity of Si is O(md) [11] and the graph can be viewed as a union of O(md) pairwise
non-overlapping simplices, see Section 2.2. Finally, we compute the upper envelope U of
S1, . . . , Sn. We may think of U as the upper envelope of O(nmd) 2d-simplices in R2d+1, so
its complexity is O((nmd)2dα(nmd)) [13] and all its vertices can be computed in Õ(n2dm2d2)
expected time [1].

Since there are O((nm)2d) pairs (τa, τb) we obtain the following lemma.

I Lemma 3.2. Given a set C of n curves in Rd, for d ≥ 2, where each curve consists of m
points, one can find the segment center of C in Õ(n4dm2d2+2d) time.

3.2 Second solution
We describe an alternative solution, which is more efficient when m is significantly smaller
than n. Again, we first consider the one-dimensional version of the problem.

The case of d = 1

Let Ci be a curve in C, and let τ = 〈τ1, . . . , τm+1〉 be the partition of the line into intervals,
induced by the points of Ci. For each pair of intervals (τa, τb), we define the bivariate
functions f1, . . . , fm−1 as in Section 2.2 and compute their lower envelope Sτa,τb

over the
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rectangle R := τa × τb. Recall that Sτa,τb
is a piecewise-linear function of complexity O(m),

and that for any segment s = ab with a ∈ τa and b ∈ τb, the dynamic time warping distance
between Ci and s is Sτa,τb

(a, b).
Let Si be the function representing the dynamic time warping distance from s to Ci, for

an arbitrary segment s = ab. Namely, Si(a, b) := Sτa,τb
(a, b), whenever a ∈ τa and b ∈ τb.

Then Si is a piecewise-linear function of complexity O(m3).
We compute the segment center of C in three steps. In the first step, we compute the

functions Si, for all curves Ci ∈ C. In the second step, we compute the upper envelope U of
these n functions, whose complexity is bounded by O(K2α(K)), where K = O(nm3) is the
total complexity of the functions Si. Finally, we return the lowest vertex v∗ = (a∗, b∗, z∗)
of U . The segment s∗ := a∗b∗ is the desired one and its corresponding distance is z∗. We
obtain the following lemma.

I Lemma 3.3. Given a set C of n curves, where each curve consists of m points on the line,
one can find the segment center of C in Õ(n2m6) time.

A solution for d ≥ 2

We generalize our solution for d = 1 to any constant dimension d ≥ 2. Now, Si is a combina-
tion, over O(m2d) pairs of cells (τa, τb), of the functions Sτa,τb

, each of complexity O(md), so
the complexity of Si is O(m3d). We compute U , the upper envelope of S1, . . . , Sn, whose
complexity is O((nm3d)2dα(nm3d)), in Õ((nm3d)2d) time [13] (more precisely, it is sufficient
to enumerate the vertices of U by an algorithm of [1]), and return the lowest vertex of U .
We thus obtain the following lemma.

I Lemma 3.4. Given a set C of n curves in Rd, for d ≥ 2, where each curve consists of m
points, one can find the segment center of C in Õ(n2dm6d2) time.

The following theorem summarizes our segment center results.

I Theorem 3.5. Given a set C of n curves in Rd, for d ≥ 1, where each curve consists of m
points, one can find the segment center of C in time (i) Õ(n2m6), if d = 1 and m ≤ n2/3,
(ii) Õ(n3m4), if d = 1 and m ≥ n2/3, (iii) Õ(n2dm6d2), if d ≥ 2 and m ≤ n

1
2d−1 , and

(iv) Õ(n4dm2d2+2d), if d ≥ 2 and m ≥ n
1

2d−1 .

4 Nearest Neighbor

Let C = {C1, . . . , Cn} be a set of n curves in Rd, where each curve consists of m points. In
this section, we consider the nearest neighbor problem for C under L∞. That is, construct a
data structure that, given a query segment s in Rd, returns the curve C ∈ C that minimizes
the dynamic time warping distance between s and a curve of C (if there is more than one such
curve, return and arbitrary one). We begin by presenting a solution for the one-dimensional
version, which we then generalize to higher dimensions.

A solution for d = 1

Let τ = 〈τ1, . . . , τmn+1〉 be the partition of the line into intervals (and two halflines), induced
by the nm points of the curves of C (after sorting them from left to right).

For each pair of intervals (τa, τb), we construct a data structure for segment queries s = ab,
such that a ∈ τa and b ∈ τb. We now describe the data structure for a fixed pair (τa, τb).

MFCS 2020
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As in Section 3.1, let Si be the lower envelope computed for Ci, i = 1, . . . , n. Recall
that Si is a piecewise-linear function of complexity O(m), and the dynamic time warping
distance between s = ab and Ci, where a ∈ τa and b ∈ τb, is Si(a, b). Let L denote the
lower envelope of S1, . . . , Sn. Since L is the lower envelope of O(nm) facets, its complexity
is clearly bounded by O(n2m2α(nm)), where α is the inverse of Ackermann’s function, and
(as above) it can be computed in Õ(n2m2) time; see [5, 13]. The envelope L constitutes a
compact representation of the set of all answers to segment nearest neighbor queries over
τa × τb; that is, if Si is the envelope determining the face of L lying above (a, b), then the
curve of C nearest to s = ab is Ci and ddtw(s, Ci) = Si(a, b) = L(a, b).

We thus preprocess the graph of L for vertical ray-shooting queries, i.e., given s = ab,
return the envelope Si determining the face of L lying above (a, b). This can be done
in Õ(n2m2) time, after which a ray-shooting query can be answered in O(log(nm)) time.

This completes the description of the data structure for the pair (τa, τb). Since we need
O((nm)2) such data structures, we obtain the following theorem.

I Theorem 4.1. Given a set C of n curves, where each curve consists of m points on the
line, one can construct in Õ(n4m4) time a data structure of size Õ(n4m4)) that supports
nearest neighbor segment queries in O(log(nm)) time.

A solution for d ≥ 2

We generalize our solution for d = 1 to any constant dimension d ≥ 2. As in Section 3.1,
the complexity of each of the lower envelopes Si is O(md), and we compute their lower
envelope L and preprocess it for logarithmic-time vertical ray-shooting queries in Õ(n2dm2d2)
time. Since we build O((nm)2d) such data structures, we obtain the following theorem.

I Theorem 4.2. Given a set C of n curves, where each curve consists of m points in Rd, one
can construct in Õ(n4dm2d2+2d) time a data structure of size Õ(n4dm2d2+2d) that supports
nearest segment queries in O(log(nm)) time.

5 An Experimental Study

This section is related to the problem studied in Section 2.2: Given a curve C, preprocess it
for segment distance queries. We focus on the one-dimensional version, namely, given a curve
C = 〈p1, . . . , pm〉 on the line, construct a data structure that facilitates queries of the form:
given a segment s = ab on the line, return the dynamic time warping distance, ddtw(s, C),
between s and C. For a query segment, the main difficulty in computing ddtw(s, C) is to
determine the right partition of C into a prefix, which is matched to a, and a suffix, which
is matched to b. Our goal is therefore to get a better idea of the relationship between the
query segment and the right partition of C. In particular, is there an underlying geometric
structure which is simple enough and may prove useful?

To this end, we have written a program that generates a random curve C consisting of
m points in the range [0, 100], where m is a parameter of the program. Next, the program
generates a large number of random segments in the range [−50, 150]. For each such segment
s = ab, the program first finds the index j, 1 ≤ j ≤ m− 1, such that, using the notation of
Section 2.2, ddtw(s, C) = fj(a, b) =

∑j
i=1 |pi−a|+

∑m
i=j+1 |pi− b|, and then assigns the color

j to the point (a, b) of the square S := [−50, 150]× [−50, 150]. The output of the program
is thus a coloring of a large number of points in S, see Figures 2 and 3; 300,000 random
segments were generated for each diagram and thus 300,000 points are colored.
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(a) C = 〈37, 86, 62, 51, 2〉. (b) C = 〈47, 73, 11, 53, 40〉.

Figure 2 The maps obtained from two runs with m = 5.

(a) C = 〈91, 21, 34, 58, 21, 70, 42, 92, 5, 65〉. (b) C = 〈44, 69, 12, 52, 87, 30, 59, 6, 99, 13〉.

Figure 3 The maps obtained from two runs with m = 10.

Consider, for example, Figure 2a, which shows the map that was obtained for the curve
C = 〈37, 86, 62, 51, 2〉. Based on this map, it appears that for the query segment s = (25, 60)
the color that would be assigned to s is blue, which corresponds to j = 1, and indeed in this
case ddtw(s, C) = f1(25, 60).

Our experiments suggest that there may exist some underlying Voronoi-diagram–like
structure, with some nice properties, that can be used for efficient handling of segment queries.
It would therefore be interesting to continue the research in this direction. A moderately
brave conjecture would be that the complexity of the resulting diagram is near linear in m; a
much larger O(m3) bound follows from our argument in Section 2.2.
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Abstract
We explore a special case of rational identity testing and algorithmic versions of two theorems
on noncommutative polynomials, namely, Amitsur’s theorem [2] and the Brešar-Klep theorem [7]
when the input polynomial is given by an algebraic branching program (ABP). Let f be a degree-d
n-variate noncommutative polynomial in the free ring Q〈x1, x2, . . . , xn〉 over rationals.

1. We consider the following special case of rational identity testing: Given a noncommutative
ABP as white-box, whose edge labels are linear forms or inverses of linear forms, we show a
deterministic polynomial-time algorithm to decide if the rational function computed by it is
equivalent to zero in the free skew field Q⦓X⦔. Given black-box access to the ABP, we give a
deterministic quasi-polynomial time algorithm for this problem.

2. Amitsur’s theorem implies that if a noncommutative polynomial f is nonzero on k × k matrices
then, in fact, f(M1,M2, . . . ,Mn) is invertible for some matrix tuple (M1,M2, . . . ,Mn) ∈
(Mk(Q))n. While a randomized polynomial time algorithm to find such (M1,M2, . . . ,Mn)
given black-box access to f is simple, we obtain a deterministic sO(log d) time algorithm for the
problem with black-box access to f , where s is the minimum ABP size for f and d is the degree
of f .

3. The Brešar-Klep Theorem states that the span of the range of any noncommutative polynomial
f on k×k matrices over Q is one of the following: zero, scalar multiples of Ik, trace-zero matrices
in Mk(Q), or all of Mk(Q). We obtain a deterministic polynomial-time algorithm to decide which
case occurs, given white-box access to an ABP for f . We also give a deterministic sO(log d) time
algorithm given black-box access to an ABP of size s for f . Our algorithms work when k ≥ d.

Our techniques are based on some automata theory combined with known techniques for
noncommutative ABP identity testing [14, 9].
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1 Introduction

Let X = {x1, x2, . . . , xn} be a set of n free noncommuting variables and F be any scalar
field. The free noncommutative ring F〈X〉 is the ring of all noncommutative polynomials in
X-variables over the field F.

Noncommutative arithmetic complexity deals with the complexity of computing noncom-
mutative polynomials in noncommutative models of computation like circuits, formulas, and
branching programs. For instance, noncommutative arithmetic circuits have addition and
multiplication gates, and circuit inputs are either variables from X = {x1, x2, . . . , xn} or
scalars from the field F. Multiplication gates respect its input order since the variables are
noncommuting. An important research theme is polynomial identity testing (PIT) for non-
commutative models of computation. It is motivated by the hope that efficient deterministic
PIT algorithms in noncommutative models of computation should be substantially easier
than their commutative counterparts.

Bogdanov and Wee [6] showed a randomized polynomial-time PIT algorithm for noncom-
mutative circuits computing a polynomial of polynomially bounded degree, based on the
Amitsur-Levitzki theorem [1]. This theorem states that a nonzero polynomial p ∈ F〈X〉 of
degree < 2k cannot be an identity for the ring Mk(F) of k × k matrices over F.

For noncommmutative algebraic branching programs (ABPs) there is a deterministic
polynomial-time PIT algorithm in the white-box model [14]. In the black-box model, there
is a quasi-polynomial time deterministic algorithm given by a quasi-polynomial size hitting
set construction [9]. In contrast, for commutative algebraic branching programs efficient
deterministic PIT algorithms are known only in very restricted cases.

Rational Identity Testing

More recently, Hrubeš and Wigderson [11] initiated the study of noncommutative computation
with inverses which is mathematically complicated to analyze. We define noncommutative
rational formulas and noncommutative rational circuits, analogous to noncommutative circuits
computing polynomials, by allowing +, ×, and unary inversion gates. In particular, rational
formulas (equivalently, rational expressions, which we use in more mathematical contexts)
as usual have a tree-like structure with every non-output gate having a fanout of 1. These
models computes noncommutative rational functions which are elements of the free skew-field.
They introduce the rational identity testing (RIT) problem [11]: Given a noncommutative
formula, determine if it is identically zero in the free skew-field of noncommutative rational
functions. By definition, a rational expression r is identically zero in the free skew-field if
and only if r has a nonempty domain of definition and for each d ∈ N and substitution from
Md(F) (the matrix algebra of d× d matrices over the field F), the expression evaluates to
the zero matrix if it is defined. Using techniques based on operator scaling and invariant
theory, the RIT problem for noncommutative rational formulas is shown [10, 12] to be in
deterministic polynomial time in the white-box model. It is also shown to be in randomized
polynomial time in the black-box model [8].

The complexity of identity testing for noncommutative rational circuits in general remains
unclear. Nothing better than an exponential time upper bound is known. In particular, even
for rational circuits of inversion height one (inversion height of a circuit is the maximum
number of inverse gates present in any input to output path in the circuit [11]), we do not
know a sub-exponential time randomized algorithm.

Recently, we considered [3] noncommutative rational circuits that allow inverse gates
applied only to circuit inputs. Such circuits can be seen as computing free group algebra
expressions: that is, F-linear combinations of words over the free group. Free group algebra
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expressions are a special case of inversion height one rational circuits. For this special case
we could give a randomized polynomial-time algorithm for identity testing 1. We show,
analogous to the Bogdanov-Wee algorithm for noncommutative polynomials [6], that it
suffices for the algorithm to simply evaluate the given degree d free group algebra expression
on random 2d× 2d matrices over F.

In general, a noncommutative rational circuit of inversion height one can be obtained as
composition of a free group algebra expression with noncommutative polynomials. Thus, the
next case to consider for identity testing is to allow inverses on linear forms. However, even
in this case we do not have a sub-exponential time algorithm. This naturally leads us to
consider an easier case of rational identity testing for algebraic branching programs whose
multi-edges are labeled by affine linear forms or inverses of affine linear forms. Clearly, such
ABPs compute rational expressions of inversion height one in the free skew field. The rational
expression computed by the ABP is the sum over each source-to-sink path P of the ordered
product of affine linear forms or their inverses labeling P . The size of the ABP is defined as
the total number nodes and multi-edges. For this model a deterministic quasi-polynomial time
white-box algorithm and a randomized quasi-polynomial time black-box algorithm follows
respectively from [10, 12] and [8]. In this paper, we obtain deterministic polynomial time
white-box algorithm and a deterministic quasi-polynomial time algorithm for the black-box
model.

I Theorem 1. Given an ABP (in white-box) of size s where each edge is labeled by an affine
linear form or inverse of an affine linear form over Q, there is a deterministic poly(s, n) time
algorithm to decide if the rational expression computed by it is zero in Q⦓X⦔. If such an
ABP is given as a black-box then there is a deterministic (ns)O(log(ns))-time algorithm for it.

Image of Noncommutative ABPs

In the second part of the paper, we focus on the image set of noncommutative polynomials. For
matrix algebra Mk(F), the image set of a noncommutative polynomial (similarly, for rational
function) f ∈ F〈X〉 is defined as the set Imgk(f) = {f(a1, . . . , an) | a1, . . . , an ∈ Mk(F)}
for some k. There is a connection between image sets of rational expressions and rational
identity testing. Indeed, a rational expression r of inversion height i is defined at a matrix
substitution (a1, . . . , an) ∈ (Mk(F))n, precisely when for each of its subexpressions r′ of
inversion height i − 1, the matrix r′(a1, . . . , an) is invertible. This connection motivates
the following problem: Given a noncommutative ABP, find a matrix substitution such that
the output matrix is invertible. A randomized polynomial time algorithm for this problem
follows from Amitsur’s theorem [2] which promises that if f is nonzero on k × k matrices
then f has invertible matrices in its range. We obtain a deterministic quasi-polynomial time
algorithm for this problem when k ≥ d where d is the degree of the polynomial.

I Theorem 2. Given black-box access to a noncommutative polynomial f ∈ F〈X〉 of degree d,
computable by an ABP A of size s, there is a deterministic quasi-polynomial time algorithm
of run time sO(log d) that computes a matrix tuple (M1,M2, . . . ,Mn) ∈ (Md(F))n of d × d
matrices such that f(M1,M2, . . . ,Mn) is invertible. Here the ground field F could be any
field which is sufficiently large.

1 The time bound is polynomial in the maximum length d of reduced words in the expression, to be
precise. We refer to d as the degree of the expression.
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The Brešar-Klep Theorem

We next turn to another algorithmic question related to the image of noncommutative
polynomial motivated by the following interesting theorem due to Brešar and Klep [7].

I Theorem 3 (Brešar-Klep Theorem[7]). Let f ∈ F〈X〉 be any noncommutative polynomial,
where F is a field of zero characteristic. Then precisely one of the following is true:
1. Imgk(f) = 0, which means f is an identity for Mk(F).
2. The span of Imgk(f) consists of all scalar multiples of the identity matrix Ik (i.e., f is

central for Mk(F)).
3. The span of Imgk(f) is all trace zero matrices over Mk(F).
4. The span of Imgk(f) is Mk(F).

The Brešar-Klep theorem naturally raises an algorithmic question: Given a noncommut-
ative polynomial f and the matrix algebra Mk(F), to efficiently determine which of the four
cases occur.

I Proposition 4. Let f ∈ Q〈X〉 be a noncommutative polynomial of degree d over rationals
given by an arithmetic circuit of size s. For any matrix algebra Mk(Q) we can check in
randomized time poly(s, d, k) which of the four conditions of the Brešar-Klep theorem hold
for f over Mk(Q).

This is easily observed by substituting the noncommuting variables with generic k×k size
matrices and evaluating the commuting generic variables randomly. We show the following
result which yields an efficient deterministic algorithm.

I Theorem 5. Given a noncommutative ABP A of size s computing a polynomial f ∈ F〈X〉
of degree d, there is a deterministic poly(n, s, d)-time algorithm to check if Imgk(f) is trace
zero over Mk(F) for all k ≥ d. If A is given by black-box access, there is a deterministic
(ns)O(log d)-time algorithm to check if Imgk(f) is trace zero for all k ≥ d. Here the ground
field F could be any field which is sufficiently large.

The above theorem easily yields a deterministic polynomial-time algorithm to check which
of the four conditions of the Brešar-Klep theorem holds for matrix algebras of dimension
k ≥ d for a noncommutative polynomial f given by an ABP.

2 Preliminaries

Notation. The trace of a square matrix A ∈ Mt(F) is the sum of all its diagonal entries.
In symbols, Trace(A) =

∑t
i=1 A[i, i]. For an m × n matrix A and p × q matrix B, over a

field F, their tensor product A⊗B is an mp× nq (block) matrix obtained by replacing the
(i, j)th entry A[i, j] of A by the matrix A[i, j]B. For a set of noncommuting variables X, the
free noncommmutative ring of polynomials over a field F is denoted by F〈X〉. The ring of
formal power series is denoted by F⟪X⟫. For a series (or polynomial) S, the coefficient of a
monomial m ∈ X∗ in S is denoted by [m]S. Let supp(S) denote the support of the series S:
supp(S) = {m | [m]S 6= 0}.

I Definition 6 (Algebraic Branching Program). An algebraic branching program (ABP) is
a layered directed acyclic graph. The vertex set is partitioned into layers 0, 1, . . . , d, with
directed edges only between adjacent layers (i to i+ 1). There is a source vertex of in-degree
0 in layer 0, and one out-degree-0 sink vertex in layer d. Each edge is labeled by an affine
F-linear form. The polynomial computed by the ABP is the sum over all source-to-sink
directed paths of the ordered product of affine forms labeling the path edges.
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The size of the ABP is defined as the total number of nodes and multi-edges and width
is the maximum number of nodes in a layer. The ABP model is defined for computing
commutative or noncommutative polynomials. ABPs of width w can also be seen as iterated
matrix multiplication uTM1M2 . . .M`v, where u,v are w×1 vectors and each Mi is a w×w
matrix, whose entries are affine linear forms in variables X.

We also consider commutative set-multilinear polynomials. Here, the (commutative)
variable set is partitioned as Y = Y1 tY2 t · · · tYd where for each j ∈ [d], Yj = {yi,j}ni=1.
A polynomial f is set-multilinear if it is homogeneous degree d such that each nonzero
monomial m is of the form m = yi1,1yi2,2 . . . yid,d.

Given a homogeneous degree d noncommutative polynomial f , its set-multilinearization
SM(f) is the corresponding set-multilinear polynomial obtained by replacing xi in the jth
position (in a monomial) by yi,j in every monomial. Clearly, f ≡ 0 if and only if SM(f) ≡ 0.

We recall two well-known PIT results of noncommutative ABPs.

I Theorem 7 (Raz-Shpilka [14]). Given an ABP of width w and d many layers computing a
polynomial f ∈ F〈X〉, there is a deterministic poly(w, d, n) time algorithm to test whether
f ≡ 0 or not.

For black-box case, Forbes and Shpilka [9], have a shown an efficient construction of quasi-
polynomial size hitting set for noncommutative ABPs. Consider the class of noncommutative
ABPs of width w, and depth d computing polynomials in F〈X〉. The result of Forbes-Shpilka
provide an explicit construction (in quasi-polynomial time) of a set Hw,d,n contained in
Md+1(F), such that for any ABP (with parameters w and d) computing a nonzero polynomial
f , there always exists α ∈ Hw,d,n such that f(α) 6= 0.

I Theorem 8 (Forbes-Shpilka [9]). For all w, d, n ∈ N, if |F| ≥ poly(d, n, w), then there is
a hitting set Hw,d,n ⊂ Md+1(F) for noncommutative ABPs of parameters w, d, n such that
|Hw,d,n |≤ (wdn)O(log d) and there is a deterministic algorithm to output the set Hw,d,n in
time (wdn)O(log d).

There is an extension of this construction to commutative set-multilinear polynomials
computed by ABPs where layers respect the variable partition [9]. We will use this result in
Section 5.

Automata Theory. We recall some automata theory. More details can be found in the
Berstel-Reutenauer book [5].

Let K be a semiring and X be an alphabet 2. A K-weighted automaton over X is a
4-tuple, A = (Q, I,E, T ), where Q is a finite set of states, and the mappings I, T : Q→ K

are weight functions for entering and leaving a state respectively, and E : Q×X×Q→ K

is the weight of each transition. We define |Q|, the number of states, to be the size of the
automaton. A path is a sequence of edges : (q0, a1, q1)(q1, a2, q2) . . . (qt−1, at, qt). The weight
of the path is the product of the weights of the edges. The formal series S ∈ K⟪X⟫ which is
the (possibly infinite) sum of the weights over all the paths that are recognized by A. Then,
for each word w = a1a2 · · · at ∈ X∗, the contribution of all the paths for the word w is given
by [w]S =

∑
q0,...,qt∈Q I(q0) · E(q0, a1, q1) · · ·E(qt−1, at, qt) · T (qt).

AK-weighted automaton A with ε-transitions over X is defined with E modified, such that
E : Q× {X ∪ ε} ×Q→ K. Let A0 ∈M|Q|(K) be the transition matrix for the ε-transitions.

2 We interchangeably use X as a variable set of ABPs and as alphabet symbol of weighted automata.
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10:6 A Special Case of Rational Identity Testing and the Brešar-Klep Theorem

It is well-known that if
∑
k A

k
0 converges, then another automaton A′ without ε-transitions

computing the same series can be constructed [13]. By definition, such automaton is said to
be valid if

∑
k A

k
0 converges.

The following basic result by Schützenberger [15] is key to transform zeroness testing of
weighted automata to identity testing of ABPs.

I Theorem 9 (Schützenberger). Let K be a subring of a division ring and A be a K-weighted
automaton without any ε-transition with s states computing a series S in K⟪X⟫. Then S
is a nonzero series if and only if there is a word w ∈ X∗ of length at most s− 1, such that
w ∈ supp(S).

3 Identity Testing of ABPs with Inverse of Linear forms

In this section we prove Theorem 1. In the generalized ABP model we allow directed
multi-edges from nodes in layer i to layer i+ 1 (we allow multiple edges between the same
pair of nodes), where each edge is labeled by some affine linear form or the inverse of an
affine linear form. Recall that, the size s is the total number of nodes and the multi-edges
present in the ABP.

A simple fact about formal power series that we use is replacing the rational expression
(1− x)−1 by the power series x∗, which is used to convert an ABP where edges are labeled
by linear forms and its inverses to an automaton computing a formal series. 3 In general,
an affine linear form may have zero constant term. In order to apply the above, we require
a linear shift xj 7→ αj − xj , j ∈ [n], enabling power series expansion of the inverses of the
linear forms. The following lemma (proof omitted) explains the efficient finding of such linear
shifts.

I Lemma 10. Let F be a field such that |F| ≥ nr + 1. We can efficiently construct a subset
S ⊆ Fn of size nr + 1 such that for any r affine linear forms L1, . . . , Lr over X, there is a
point α ∈ S such that for all i, Li(α) 6= 0.

The following lemma shows that rational identity testing of such ABPs is efficiently
reducible to zero testing of a weighted automaton computing a formal series in F⟪X⟫.
I Lemma 11. Let A be a generalized ABP of size s with each edge labeled by either an
affine linear form or the inverse of an affine linear form, computing a rational expression f
in F⦓X⦔. Let r be the total number of multi-edges of A. Then, there is an automaton A′

without ε-transitions of size at most s+ r computing a formal series in F⟪X⟫ such that f is
an identity in F⦓X⦔ if and only if A′ computes a zero series in F⟪X⟫. Moreover, A′ can be
constructed in poly(n, s, r) time.

Proof. We present the proof in two parts. We first explain the automaton construction.
Then, we show that this construction is identity preserving.
Construction of the Automaton: Let L1, L2, . . . , Lr be all the linear forms appearing as
Li or L−1

i in A. By Lemma 10, we can efficiently compute a set S ⊆ Fn of size nr + 1 such
that there exists a point α ∈ S such that for each i ∈ [r], Li(α1 − x1, . . . , αn − xn) has a
nonzero constant term. Fix such a tuple α = (α1, α2, . . . , αn) ∈ S. We apply the linear shift
xj 7→ αj − xj to each edge label of A, and let g denote the rational expression in F⦓X⦔
computed by the resulting ABP.

3 Notice that by the Kleene expression x∗ is meant the formal power series 1 + x+ x2 + · · · instead of
the set {ε, x, x2 . . .}. In this sense, in general, we will consider weighted automaton as evaluating to a
formal power series.
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As each Li(α1 − x1, . . . , αn − xn) has a constant term, we may write it as βi(1− L̃i), for
a homogeneous linear form L̃i, where βi 6= 0. We can convert (1− L̃i)−1 to the formal power
series L̃∗i to obtain L−1

i = β−1
i L̃∗i . Thus, any edge labeled L−1

i can be labeled by a Kleene-∗
expression. From this observation, we now show that g can also be converted to a formal
series in F⟪X⟫ computed by a small automaton.

This is a standard adaptation of Kleene’s original construction. We locally substitute
each ∗-expression by a small automaton. We illustrate this with an example. Consider the
edge shown in Figure 1 having linear form and inverses. In Figure 2, we convert the linear
forms with inverses to ∗-expressions by the linear shift xj 7→ 1− xj . Finally, in Figure 3, we
show the transitions of an equivalent automaton by replacing the ∗-rational expressions by
their corresponding automata.

0 1
2x1 − x2 + (x1 − 2x2)−1 − 2(x1 + x2)−1

Figure 1 Edge Labels having linear form and inverses.

0 1
1− 2x1 + x2 − (−x1 + 2x2)∗ − ( x1

2 + x2
2 )∗

Figure 2 Edge Labels rewritten as ∗-rational expression after applying the shift xi 7→ 1− xi.

0 31

2

1− 2x1 + x2

−x1 + 2x2

−1 1
−1

(x1 + x2)/2

1

Figure 3 Edge Labels replaced by an appropriate automaton.

It is useful to consider the transition matrix M for the final automaton. In the current
example this is given by the following matrix.

M =


0 −1 −1 1− 2x1 + x2
0 −x1 + 2x2 0 1
0 0 x1+x2

2 1
0 0 0 0

 .
Clearly, applying the above transformation to each edge of the input ABP A produces an

automaton Ã of size at most s+ r, because we introduce a new node in the automaton for
each L−1 term. Moreover, Ã can be constructed in poly(n, s, r) time.

B Claim 12. Ã computes a valid formal series in F⟪X⟫.
Proof. Consider the transition matrix of the automaton A0 corresponding to the ε-transitions.
To show that Ã computes a valid formal series in F⟪X⟫, it suffices to prove that

∑
k A

k
0

converges (Proposition 2 in [13]). As the automaton introduces self-loops labeled by homo-
geneous linear forms only, and it does not have back-edges, the matrix A0 is strictly upper
triangular (see the above example). Hence, A0 is nilpotent and

∑
k A

k
0 converges. C
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10:8 A Special Case of Rational Identity Testing and the Brešar-Klep Theorem

As mentioned in Section 2, by a standard construction we can compute an automaton A′
without ε-transitions equivalent of Ã [13]. The overall time to construct A′ is bounded by
poly(n, s, r).

Identity Preserving

B Claim 13. A 6≡ 0 in F⦓X⦔ if and only if A′ does not compute a zero series in F⟪X⟫.

Proof. Let f be a nonzero rational expression in F⦓X⦔ computed by A. Then, for some t ∈ N
and matrix tuple (M1, . . . ,Mn) ∈ (Mt(F))n, we have f(M1, . . . ,Mn) 6= 0. Therefore, g =
f(α1−x1, . . . , αn−xn) is also a nonzero rational expression in F⦓X⦔ as g(M ′1, . . . ,M ′n) 6= 0,
where M ′j = αjIt −Mj for each j ∈ [n].

To prove that A′ computes a nonzero series, it suffices to show that for some matrix
substitution A′ is defined and outputs a nonzero matrix on that substitution. In g, each affine
linear form with inverse looks like βi(1− L̃i)−1 where βi is nonzero and L̃i is a homogeneous
linear form. Now, let Ni = L̃i(M ′1, . . . ,M ′n). Since g is defined and nonzero at the point
(M ′1, . . . ,M ′n), the matrix (It −Ni) is invertible for each i. But it may happen that for some
j ∈ [r], the matrix

∑
kN

k
j does not converge and hence A′ is not defined at this matrix tuple.

To avoid this problem, we can choose γ ∈ Q sufficiently small ensuring that g(γM ′1, . . . , γM ′n)
is still defined and nonzero, moreover, for each i ∈ [r], the matrix

∑
kN

k
i , thus obtained,

also converges. The following fact is classical and a proof of it is, for example, in [16].

I Fact 1. For any matrix B over Q, the Neumann series
∑
k B

k converges if the spectral
norm of B is less than 1.

I Observation 1. Let g be a rational expression in F⦓X⦔ and suppose g(M ′1, . . . ,M ′n) 6= 0 for
some t× t matrices M ′i . Then there are only finitely many γ ∈ F for which g(γM ′1, . . . , γM ′n)
is not defined or g(γM ′1, . . . , γM ′n) = 0.

Proof. Let us think the parameter γ as indeterminate and note that the output matrix
g(γM ′1, . . . , γM ′n) is a t× t matrix, where each entry is a commutative rational function of
form h1

h2
and h1 and h2 are univariate polynomials in γ. The degree of each such h1, h2 is

some finite value depending on the rational expression g. Clearly, it is not a zero matrix in
Mk(F(γ)), as for γ = 1, it is nonzero. Hence, to ensure that g(γM ′1, . . . , γM ′n) is defined and
nonzero, it suffices to avoid the roots of the univariates of each entry. J

By Observation 1, we can choose γ small enough such that, for each i ∈ [r], spectral
norm of Ni is less than 1. By Fact 1, the automaton A′ is also defined and nonzero on
(γM ′1, . . . , γM ′n). Therefore, A′ computes a nonzero series.

Conversely, suppose that A′ computes a nonzero series in F⟪X⟫. Consider any word w
such that [w]A′ 6= 0. Then consider the automaton A that accepts only the word w and let
A1, . . . , An be the transition matrices of the automaton A for the variables x1, . . . , xn. It can
be easily observed that A′(A1, . . . , An) is well-defined and a nonzero matrix whose top right-
most entry is [w]A′ [see [4] for details]. Since whenever A′ converges on a point, so does g, we
conclude that g(A1, . . . , An) 6= 0, which also implies that f(α1It −A1, . . . , αnIt −An) 6= 0.
Hence f is nonzero in F⦓X⦔. C

Now the proof of the lemma follows. J
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Proof of Theorem 1. We now present the algorithms for white-box and black-box models.

The White-Box Case Let r be the total number of linear forms or inverses of linear forms
in A. Clearly, r is bounded by s. Using Lemma 11, we reduce the problem of deciding
whether the ABP A is zero in F⦓X⦔ to the problem of deciding whether the automaton
A′ is computing a zero series or not in F⟪X⟫. From Lemma 11, A′ is of size W which is at
most 2s. Now invoking Theorem 9, we conclude that A′ 6≡ 0 if and only if there is a word
of length at most W − 1 which has nonzero coefficient in A′. Consider the corresponding
transition matrix MA′ of A′. For each ` ≤W − 1, we construct the branching program
B(`) = uTM `

A′v where u,v are the vectors corresponding to the initial states and final
states respectively. As A′ does not have any ε-transitions, B(`) computes words in A′
of length exactly `. It suffices to check for each ` ≤ W − 1, whether B(`) computes
an identically zero polynomial. The identity testing algorithm is obtained by applying
Theorem 7 on the ABPs B(`). The running time of the algorithm is clearly bounded by
poly(n, s).

The Black-Box Case We now present a deterministic quasi-polynomial time black-box
algorithm. Let r be the total number of linear forms or inverses of linear forms in A.
Clearly, r is bounded by s. Lemma 10 yields a set S of size nr + 1 such that for some
α ∈ S, the linear shift xj 7→ αj − xj ensures that for every edge label, each of the r many
L−1 in A, the linear form L has a nonzero constant term. Let us fix such α ∈ S. From
the proof of Lemma 11, we conclude that there is an automaton A′ of size at most 2s
such that A is zero in F⦓X⦔ if and only if A′ computes a zero series in F⟪X⟫.
Let A′(`) denotes the series computed by A′ truncated to the words of length at most `.
Let W = 2s. Now, by Theorem 9, A′ 6≡ 0 if and only if A′(W−1) 6≡ 0. We now discuss the
effect of HW 2,W−1,n, hitting set from Theorem 8 on A′. It is well known from the proof
of Theorem 8 that for each (h1, . . . , hn) ∈ HW 2,W−1,n, each hi is a W ×W matrix of the
following form [9]:

hi =


0 a1 0 · · · 0
0 0 a2 · · · 0
...

...
. . . . . .

...
0 0 · · · 0 aW−1
0 0 · · · 0 0

 .

Using the shape of the matrices hi, it can be easily checked that for all words w ∈ X∗

of length at least W , w(h1, . . . , hn) = 0. Hence, evaluating A′ at some (h1, . . . , hn) ∈
HW 2,W−1,n is equivalent to evaluating A′(W−1) at (h1, . . . , hn). As already discussed
in the previous section for white-box case, we can construct the branching program
B(`) = uTM `

A′v computing words of length exactly ` in A′, for each ` ≤ W − 1,
where MA′ is the corresponding transition matrix of automaton A′ and u,v are the
vectors corresponding to the initial states and final states respectively. Hence, A′(W−1)

can be computed by an ABP of width at most W 2. Therefore, A′ computes a zero
series if and only if for each (h1, . . . , hn) ∈ HW 2,W−1,n, A′(h1, . . . , hn) outputs a zero
matrix. Hence, by evaluating A on (α1IW − h1, . . . , αnIW − hn) for each α ∈ S and
(h1, . . . , hn) ∈ HW 2,W−1,n, we can decide A is zero in F⦓X⦔ or not. J

4 Invertible Image of Noncommutative ABPs

Let us first fix some notation for the subsequent sections. Sd denotes the set of permutations
{σ : [d] → [d]}. For a degree-d word m = xi1 · · ·xid ∈ X∗, we define σ-permuted word
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10:10 A Special Case of Rational Identity Testing and the Brešar-Klep Theorem

mσ = xiσ(1) · · ·xiσ(d) . For a degree-d homogeneous noncommutative polynomial g ∈ F〈X〉,
gσ is defined as gσ =

∑
m∈supp(g)[m]g ·mσ. For each j ∈ {0, 1, . . . , d− 1}, σj ∈ Sd denotes

the permutation that cyclically rotates a monomial right to left by j steps. As a permutation
σj = (j + 1, j + 2, . . . , d, 1, . . . , j).

As preparation, we show in the following lemma (proof omitted) that each cyclic shift of a
noncommutative homogeneous ABP of size s can be computed by an ABP of size polynomial
in s.

I Lemma 14. Let A be a homogeneous ABP of size s computing a noncommutative polynomial
g ∈ F〈X〉 of degree d. For each j ∈ [d− 1], there is a O(s2) size ABP computing gσj .

Proof of Theorem 2. We first explain the proof for homogenous degree d ABPs. For each
i ∈ [n] construct the following matrices

Mi =


0 yi,1 0 · · · 0
0 0 yi,2 · · · 0
...

...
...

. . .
...

0 0 0 · · · yi,(d−1)
yi,d 0 0 · · · 0


d×d

. (1)

It is possible to view these matrices as the transition matrices of a labeled auto-
maton. We observe that for a monomial m = xi1xi2 · · ·xid , the matrix m(M1, . . . ,Mn)
is a diagonal matrix. Moreover, for any j ∈ [d], the (j, j)th entry is given by
(yi1,jyi2,j+1 . . . yid−(j−1),d)(yid−(j−2),1 . . . yid,j−1). Since Y is a set of commutative variables,
the above is same as SM(mσd−(j−1)) 4.

Thus, for any homogeneous degree d polynomial f , by linearity we get that f(M1, . . . ,Mn)
is also a diagonal matrix and the (j, j)th entry is SM(fσd−(j−1)).

The image of the polynomial f is invertible on a point (M1, . . . ,Mn), if and only if
det(f(M1, . . . ,Mn)) 6= 0. Further if the shape of each Mi is as described in Equation 1, we
have det(f(M1, . . . ,Mn)) =

∏d−1
j=0 SM(fσj ). Note that, if the noncommutative polynomial f

is nonzero then for each σj ∈ Sd, fσj is also nonzero. Recall that, for any f , f is nonzero if
and only if SM(f) is nonzero. Hence, given a nonzero polynomial f , det(f(M1, . . . ,Mn)) is a
nonzero polynomial as every diagonal entry evaluates to a nonzero commutative polynomial.

Since fσ0 has an ABP of size s, each cyclic shift fσj has an ABP of size O(s2) by Lemma
14. Therefore, the set-multilinearization SM(fσ0) has an ABP of size s, and each SM(fσj )
has an ABP of size O(s2), over the same variable partition Y = Y1 t Y2 t · · · t Yd. It is
obtained by making the input ABP set-multilinear i.e. by replacing each xi variable in the
jth layer by yi,j .

Now we briefly discuss how to use a generator of Forbes-Shpilka [9] for set-multilinear
ABPs to complete the algorithm. Let G : F 7→ Fnd be the hitting set generator for the set-
multilinear algebraic branching programs of size O(s2) over the variable set Y = Y1t . . .tYd
with d layers promised by the result in [9]. The map G : z 7→ (p1,1(z), p1,2(z), . . . , pn,d(z)) is a
polynomial map where each pi,j is of degree at most D = (snd)O(log d) with the property that
SM(fσj ) ◦ G is nonzero univariate if and only if fσj 6≡ 0. Thus, to prove that f(M1, . . . ,Mn)

4 For any homogeneous noncommutative polynomial f , recall the definition of SM(f) from Section 2.
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is invertible, it suffices to show

d−1∏
j=0

(SM(fσj ) ◦ G) =

d−1∏
j=0

SM(fσj )

 ◦ G = det(f(M1, . . . ,Mn)) ◦ G 6≡ 0. (2)

Now we note that det(f(M1, . . . ,Mn)) ◦ G(z) is a univariate of degree at most d2D. Thus
to test equation (1) for identity, it suffices to go over d2D + 1 distinct values of z. More
precisely, we choose distinct field elements α1, . . . , αd2D+1 ∈ F and construct the hitting set,

H = {(p1,1(αi), . . . , pn,d(αi))|i ∈ [d2D + 1]},

In case, the given ABP of degree d is not homogeneous, then the substitution xi = tMi is
performed where t is a commutative variable. The words (monomials) of degree i produce
terms with t-degree i. Now det(f(tM1, tM2, . . . , tMn)) will have a term with t-degree d2

which is produced by the identity permutation and no other permutations can produce a
term of same t-degree 5. Thus using Forbes-Shpilka generator G, we know that for some
z = α0, the polynomial det(f(tM1, tM2, . . . , tMn)) ◦ G|z=α0 is a nonzero univariate in t of
degree d2 and hence it suffices to try the d2 + 1 distinct substitution for t such that the final
output becomes nonzero on one such substitution t = t0. J

I Remark 15. In the white-box case (when f is given by an ABP) we can find a matrix
substitution (M1,M2, . . . ,Mn) in deterministic polynomial time, applying the theory of
matrix pencils as developed in [11, 12]. The proof will appear in the full version of the paper.

5 Trace of Image of an Algebraic Branching Program

We now prove Theorem 5. By the following lemma it suffices to show it for homo-
geneous ABPs. Recall that the image of f over matrix algebra Mk(F) is defined as
Imgk(f) = {f(M1, . . . ,Mn) | (M1, . . . ,Mn) ∈ (Mk(F))n}, and Trace(Imgk(f)) is the set
of traces of the matrices in Imgk(f). Use M to denote the matrix tuple (M1, . . . ,Mn). We
say Trace(Imgk(f)) = {0} if and only if Trace(f(M)) = 0 for each M ∈ (Mk(F))n.

I Lemma 16. Let f ∈ F〈X〉 be a noncommutative polynomial of degree d, and fi be its homogen-
eous degree-i component for each i ∈ {0, 1, . . . , d}. Then for all k ∈ N, Trace(Imgk(f)) = {0}
if and only if Trace(Imgk(fi)) = {0} for each i.

Proof. Consider the substitution xi 7→ z · xi for a commuting variable z. We can write

Trace(f(zM1, . . . , zMn)) = Trace

(
d∑
i=1

fi(M)zi
)

=
d∑
i=1

Trace(fi(M))zi.

If Trace(Imgk(fi)) = {0} for each i ∈ [d], then clearly Trace(Imgk(f)) = {0}. Sup-
pose Trace(Imgk(fi)) 6= {0} for some i. Then there is a matrix tuple M such that
Trace(f(zM1, . . . , zMn)) is a nonzero univariate in z. Hence, there is a substitution z = α

for which Trace(f(αM1, . . . , αMn)) 6= 0 which shows that Trace(Imgk(f)) 6= {0}. J

Proof of Theorem 5. By Lemma 16 and the fact that homogeneous components can be
extracted efficiently both in the black-box and in the white-box setting, we can assume the
given ABP is homogeneous of degree d. First we prove that if Imgk(f) is trace zero for some
k ≥ d, then the coefficients of f have the following symmetry property.

5 Because the non-diagonal entries of the output matrix contain the terms with t degree ≤ d− 1.
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10:12 A Special Case of Rational Identity Testing and the Brešar-Klep Theorem

I Lemma 17. For a homogeneous polynomial g ∈ F〈X〉 of degree d, Trace(Imgk(g)) = {0} at
any dimension k ≥ d, if and only if for every monomial m we have

∑
σ∈Cd [mσ]g = 0, where

Cd = {σ0, σ1, . . . , σd−1} is the set of all d cyclic shift permutations.

Proof. Let Md be the set of all monomials in g. Let M ′d denote a maximal subset of Md

constructed as follows: Group the monomials in Md such that monomials in the same group
are cyclic shifts of each other. Now define M ′d by taking one monomial from each such group.
For any matrix tuple M , by the cyclic property of trace, for each σ ∈ Cd, Trace(mσ(M)) is
same. Hence, we may write,

Trace(g(M)) =
∑
m∈Md

[m]g · Trace(m(M)) =
∑
m∈M ′

d

(∑
σ∈Cd

[mσ]g
)
· Trace(m(M)).

If for every monomial m we have
∑
σ∈Cd [mσ]g = 0 then Trace(Imgk(g)) = {0} for each k.

For the converse direction, suppose there is a monomial m such that
∑
σ∈Cd [mσ]g 6= 0. Let

m = xi1xi2 . . . xid . Construct an automaton that accepts only the cyclic shifts of m. Below,
we give an illustrative example for d = 6.

1 2 3 4 5 6

xi1 xi2 xi3 xi4 xi5

xi6

Figure 4 Example of the automata when d = 6.

The permutation σ0 is the identity permutation. When the start state and final state
are both j ∈ [d], then only the word mσj−1 = xijxij+1 · · ·xidxi1xi2 · · ·xij−1 is accepted (also
note that if start state and final state are different then no word of length d is accepted). The
transition of the automata gives us d× d matrices Mxi1

, . . . ,Mxid
where Mxij

(k, `) = 1 if
k = j and ` = j+1( (mod d)) and 0 otherwise. Substituting xij = Mxij

and settingMxt = [0]
if xt 6∈ {xi1 , xi2 . . . xid}, we observe that the matrix g(Mx1 , . . . ,Mxn) is a diagonal matrix
and the (j, j)th entry is [mσj−1 ]g, and thus Trace(g(Mx1 , . . . ,Mxn)) =

∑
σ∈Cd [mσ]g 6= 0. J

As a corollary of Lemma 17, we obtain the following.

I Corollary 18. For all matrix substitution of dimension k ≥ d, Trace(Imgk(g)) = {0} if and
only if

∑
σ∈Cd g

σ ≡ 0.

Proof. Observe that gσ =
∑
m[m]g · mσ. Hence

∑
σ∈Cd g

σ =
∑
σ∈Cd

∑
m[m]g · mσ =∑

m(
∑
σ∈Cd [mσ]g) ·m. Then the proof follows from Lemma 17. J

Now we would like to check if the input polynomial f computed by the given ABP has
the above property. It turns out that if the input polynomial f is given as white-box, a
combination of Lemma 14 and Theorem 7 can easily yield a deterministic polynomial-time
algorithm.

The White-Box Case

By Lemma 14 we see that, for each σ ∈ Cd, fσ can be computed by an algebraic branching
program of size O(s2) and hence f̂ =

∑
σ∈Cd f

σ can be computed by an algebraic branching
program of size poly(s, d). Given the algebraic branching program A the algorithm computes
the algebraic branching program Â =

∑
σ∈Cd f

σ using Lemma 14 and runs the algorithm of
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Raz and Shpilka [14] on the ABP Â and outputs trace zero if Â ≡ 0. The correctness of the
algorithm follows from Lemma 17, and the run time of the algorithm is poly(n, s, d).

The Black-Box Case

The main idea is to obtain black-box access to SM(f̂) where f̂ =
∑
σ∈Cd f

σ (following notation
of Corollary 18). Thereafter, one can use the standard hitting set [9] for set-multilinear
ABPs over the variable partition Y = Y1 tY2 t · · · tYd. Now, for each i ∈ [n], we construct
the d× d matrix Mi as shown in the proof of Theorem 2 (If k > d, we adjust each Mi by
padding zeros).

I Lemma 19. Trace(f(M1, . . . ,Mn)) = SM(f̂).

The proof of the lemma follows quite easily. it will be given in the full version of the paper.
Using Lemma 14, the ABP size of f̂ is at most poly(s, d). Also we conclude that SM(f̂)

has a set-multilinear ABP of depth d in the variable partition Y1 tY2 t · · · tYd of size at
most poly(s, d). Now the algorithm substitutes yi,j from the hitting set of the set-multilinear
ABPs of size s over the variable partition Y1 t Y2 t · · · t Yd with d many layers [9] and
evaluates the polynomial on the matrices Mi and checks whether the trace of the output
matrix is always zero or not. The correctness follows from Corollary 18 and the run time
follows from Theorem 8 when applied to the set-multilinear case. J

I Corollary 20. Let f be a degree-d noncommutative polynomial in F〈X〉 computed by a
size s ABP. For k ≥ d, when f is given by an ABP (the white-box case) we can check in
deterministic polynomial time which of the four cases of the Brešar-Klep theorem holds for
f . For k ≥ d, when f is given only by black-box access, we can check all the possibilities in
deterministic quasi-polynomial time.

Proof. If k ≥ d, by the Amitsur-Levitzki theorem a nonzero f is not an identity for Mk(F).
To rule out the second case notice that if f is a central polynomial for Mk(F) then g = zf−fz
is an identity for Mk(F) where z is a new noncommutative variable. This is also not possible
by Amitsur-Levitzki theorem as degree of zf − fz is d+ 1 and as a nonzero polynomial it
cannot vanish on Mk(F) as k ≥ (d + 1)/2 + 1. If Imgk(f) is trace zero over Mk(F), then
the span of the image of f can not be Mk(F) which can be checked efficiently by Theorem
5. Otherwise, if Imgk(f) is not trace zero over Mk(F), its span must be the entire algebra
Mk(F) as promised by the Brešar-Klep theorem. J
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Abstract
An important area of combinatorial optimization is the study of packing and covering problems, such
as Bin Packing, Multiple Knapsack, and Bin Covering. Those problems have been studied
extensively from the viewpoint of approximation algorithms, but their parameterized complexity has
only been investigated barely. For problem instances containing no “small” items, classical matching
algorithms yield optimal solutions in polynomial time. In this paper we approach them by their
distance from triviality, measuring the problem complexity by the number k of small items.

Our main results are fixed-parameter algorithms for vector versions of Bin Packing, Multiple
Knapsack, and Bin Covering parameterized by k. The algorithms are randomized with one-sided
error and run in time 4k · k! · nO(1). To achieve this, we introduce a colored matching problem to
which we reduce all these packing problems. The colored matching problem is natural in itself and
we expect it to be useful for other applications. We also present a deterministic fixed-parameter
algorithm for Bin Packing with run time O((k!)2 · k · 2k · n log(n)).
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1 Introduction

An important area of combinatorial optimization is the study of packing and covering
problems. Central among those is the Bin Packing problem, which has sparked numerous
important algorithmic techniques. In Bin Packing, the goal is to pack a set of n items
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with sizes in (0, 1] into as few unit-sized bins as possible. Referring to its simplicity and
vexing intractability, this problem has been labeled as “the problem that wouldn’t go away”
more than three decades ago [11] and is still the focus of groundbreaking research today.
Regarding approximability, the best known is an additive O(logOPT)-approximation, due
to Hoberg and Rothvoß [13, 17].

A recent trend is to apply tools from parameterized complexity theory to problems from
operations research [30]. For Bin Packing, a natural parameter is the minimum number of
bins. For this parameter, Jansen et al. [19] showed that this problem is W[1]-hard, even for
instances encoded in unary. Another natural parameter is the number d of distinct item sizes.
For d = 2, a polynomial-time algorithm was discovered by McCormick et al. [28, 29] in the
1990s. The complexity for all d ≥ 3 was open for more than 15 years, until a breakthrough
result of Goemans and Rothvoß [13] showed that Bin Packing can be solved in time
(log ∆)2O(d) , where ∆ is the largest number in the input. A similar result was shown later by
Jansen and Klein [18]. Neither the algorithm by Goemans and Rothvoß nor the algorithm
by Jansen and Klein are fixed-parameter algorithms for parameter d, which would require
the algorithm to run in time f(d) · nO(1) for some computable function f1.

In light of these daunting results, we propose another natural parameter for Bin Packing.
This parameter is motivated by the classical approach of parameters measuring the distance
from triviality – a concept that was first proposed by Niedermeier [32, Sect. 5.4]. Roughly
speaking, this approach measures the distance of the given instance from an instance
which is solvable in polynomial time. This approach was already used for many different
problems such as Clique, Set Cover, Power Dominating Set, or Longest Common
Subsequence [15]. Even one of the arguably most important graph parameters – treewidth
– is often interpreted as the distance of a given graph from a tree [15]. Interestingly, the
number of special cases where Bin Packing can be solved in polynomial time is rather small
and the corresponding algorithms often rely on reductions to matching problems. In this
work, we propose as novel parameter the distance from instances without small items. If no
small item (with size at most 1/3) exists, Bin Packing becomes polynomial-time solvable
via a reduction to the matching problem as each bin can contain at most two items. If the
number of small items is unbounded, the problem becomes NP-hard.

Two related problems to Bin Packing are Bin Covering, where the number of covered
bins (containing items of total size at least 1) should be maximized, and Multiple Knapsack
– a generalization of the Knapsack problem. These problems have been studied extensively
(see the books by Gonzalez [14] and Kellerer et al. [22]). They share the Bin Packing trait
that the efficiency of exact algorithms is hindered by the existence of small objects.

In all mentioned problems, the items have a one-dimensional size requirement. As this
is too restrictive in many applications, so-called vector versions were proposed [1, 10]. In
these versions, called Vector Packing, Vector Covering, and Vector Multiple
Knapsack, each object has a d-dimensional size requirement and a set of objects can be
packed only if the size constraints are fulfilled in each dimension j = 1, . . . , d. These problems
are much harder than their 1-dimensional version, e.g., Vector Packing does not admit
an asymptotic polynomial time approximation scheme even for d = 2 [38]. For d-dimensional
problems, we use the word vectors instead of items and containers instead of bins.

1 Although the algorithm by Jansen and Klein is a fixed-parameter algorithm for the parameter |VI | – the
number of vertices of the integer hull of the underlying knapsack polytope.
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What it means to be small. In the one-dimensional version of Vector Packing, the
definition of a small item is quite natural: Every item with size less or equal than 1/3 is
considered small. As a consequence, each bin can contain at most two large items. We would
like to transfer this property from one dimension to the d-dimensional case.

The requirement for large items is that only two of them can be placed inside the same
container. We call a subset of vectors V ′ ⊆ V 3-incompatible if no selection of three distinct
vectors from V ′ may be placed in the same container, i.e., for each u, v, w ∈ V ′ there exists
an ` ∈ {1, . . . , d} such that u` + v` + w` > T `, where T ` is the capacity constraint of the
container in dimension `. Let VL ⊆ V be a largest 3-incompatible set; we call the vectors
v ∈ VL large and call the vectors from the set VS = V \ VL small. Moreover, we define the
number of small vectors in V as the cardinality of the complement of a largest 3-incompatible
set in V. Note that each 3-incompatible set V ′ contains at most two vectors where all the
entries have size of at most 1/3. Hence, for Bin Packing the largest 3-incompatible set
corresponds to the set of large items plus at most two additional items.

An important property of our definition is that the smallness of a vector is no longer an
attribute of the vector itself, but needs to be treated with regard to all other vectors. Finding
a set VS ⊆ V of small vectors of minimum cardinality might be non-trivial. We argue that
this task is fixed-parameter tractable parameterized by |VS |. To find VS , we compute the
largest 3-incompatible set in V . The complement VS = V \ VL of a largest 3-incompatible set
can be found in time f(|VS |) · nO(1) by a reduction to 3-Hitting Set. In this problem, a
collection of sets S1, . . . , Sn ⊆ T with |Si| = 3 is given, and a set H ⊆ T with H ∩ Si for all
i ∈ {1, . . . , n} is sought. In Section 3, we present a reduction from the problem of finding
the sets VL and VS to an instance of the 3-Hitting Set problem, which we can solve using:

I Fact 1 ([9, 33, 37]). 3-Hitting Set can be solved in time 2.27k · nO(1), where k is the
size of the solution. A corresponding solution can obtained within the same time.

Our results. We settle the parameterized complexity of the vector versions of Bin Packing,
Bin Covering, and Multiple Knapsack parameterized by the number k of small objects.
Our main results are randomized fixed-parameter algorithms, which solve all those problems
in time O(k!) · nO(1) with one-sided error where n is the total number of objects. Note that
Vector Multiple Knapsack is already NP-hard for d = 1 and pmax ≤ nO(1) [12, 26]
where pmax denotes the largest profit of any object.

I Theorem 2. Vector Packing and Vector Covering can be solved by a randomized
algorithm (with bounded false negative rate in n) in time 4k · k! · nO(1). Vector Multiple
Knapsack can be solved by a randomized algorithm (with bounded false negative rate in
n+ pmax) in time 4k · k! · nO(1) · (pmax)O(1) where pmax is the largest profit of any vector.

Our approach is to reduce the vector versions of packing and covering problems to a new
matching problem on edge-colored graphs, which we call Perfect Over-the-Rainbow
Matching.

In the Perfect Over-the-Rainbow Matching problem, we are given a graph G. Each
edge e ∈ E(G) is assigned a set of colors λ(e) ⊆ C and for each color, there is a non-negative
weight γ(e, c). The objective is to find a perfect matching M of G and a function ξ : M → C
such that (i) χ(e) ∈ λ(e) for all e ∈ M (we can only choose from the assigned colors),
(ii)

⋃
e∈M χ(e) = C (every color is present in the matching), and (iii)

∑
e∈M γ(e, χ(e)) is

minimized (the sum of the weights is minimized). The parameter for the problem is |C|, the
number of different colors.

MFCS 2020
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We show how to solve Perfect Over-the-Rainbow Matching by an approach that
is based on the Conjoining Matching problem. The Conjoining Matching problem
was proposed by Sorge et al. [36], who asked whether it is fixed-parameter tractable. The
question was resolved independently by Gutin et al. [16], and by Marx and Pilipczuk [27],
who both gave randomized fixed-parameter algorithms. Based on both results, we derive:

I Theorem 3. There is a randomized algorithm (with bounded false negative rate in n+ `)
that solves Perfect Over-The-Rainbow Matching in time 2|C| · nO(1) · `O(1).

This algorithm forms the backbone of our algorithms for Vector Packing, Vector
Covering, and Vector Multiple Knapsack.

Whether there is a deterministic fixed-parameter algorithm for Conjoining Matching
remains a challenging question, as also pointed out by Marx and Pilipczuk [27]. For some
of the problems that can be solved by the randomized algebraic techniques of Mulmeley,
Vazirani and Vazirani [31], no deterministic polynomial-time algorithms have been found,
despite significant efforts. The question is whether the use of such matching algorithms is
essential for Conjoining Matching, or can be avoided by a different approach.

We succeed in circumventing the randomness of our algorithm in the 1-dimensional case
of Bin Packing. Namely, we develop another, deterministic algorithm for Bin Packing, for
which we prove strong structural properties of an optimal solution; those structural insights
may be of independent interest.

I Theorem 4. Bin Packing can be solved deterministically in time O((k!)2 ·k ·2k ·n log(n)).

Due to space constraints, we relegate details and proofs to the full version of this paper
available at http://arxiv.org/abs/2007.02660.

Related Work. The class of small items, their relation to matching problems, and special
instances without small items have been extensively studied in the literature: Shor [34, 35]
studies the relation between online bin packing, where the items are uniformly randomly
chosen from (0, 1], and the matching problem on planar graphs. Those problems are closely
related as almost all bins in an optimal solution contain at most two items. Csirik et al. [5]
study the Generalized First-Fit-Decreasing heuristic for Vector Packing and show that
their strategy is optimal for instances that contain at most two small items. Kenyon [23]
studies the expected performance ratio of the Best-Fit algorithm for Bin Packing on a
worst-case instance where the items arrive in random order. To prove an upper bound on the
performance ratio, she classifies items into small items (size at most 1/3), medium items (size
at least 1/3 and at most 2/3), and large items (size at least 2/3) [23]. Kuipers [24] studies
so-called bin packing games where the goal is to share a certain profit in a fair way between
the players controlling the bins and players controlling the items. He only studies instances
without small items and shows that every such instances has a non-empty ε-core (a way of
spreading the profits relatively fair) for ε ≥ 1/7. Babel et al. [2] present an algorithm with
competitive ratio 1 + 1/

√
5 for online bin packing without small items. In another online

version of the problem, the items and a conflict graph on them are given offline and, then
online, variable-sized bins arrive. The case that the conflict graph is the union of two cliques
corresponds to instances with no small items and was studied by Epstein et al. [7]. Another
version of Bin Packing forbids to pack more then k different items into a single bin. The
special case k = 2 corresponds to instances without small items and can be solved in time
nO(1/ε2) for bins of size 1 + ε [8]. Finally, Bansal et al. [3] study approximation algorithms
for Vector Packing. To obtain their algorithms, they present a structural lemma that

http://arxiv.org/abs/2007.02660
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states that any solution with m bins can be turned into a solution with (d + 1)m/2 bins
such that each bin either contains at most two items or has empty space left in all but one
dimensions. This result is then used to reduce the problem to a multi-objective budgeted
matching problem.

From an approximation point of view, the problems considered in this work have been
studied extensively, both for the 1-dimensional variant as well as for the vector versions.
We refer to the survey of Christensen et al. [4] for an overview. Regarding parameterized
algorithms for problems from operations research, the resulting body of literature is too large
for a detailed description and we refer to the survey of Mnich and van Bevern [30]. Some of
the 1-dimensional variants of the problems considered in this work have been studied from a
parameterized perspective [18, 19, 20]. In contrast, to the best of our knowledge, there are
no such results for the vector versions of these problems.

2 Preliminaries: Parameterized and Randomized Algorithms

We give a short introduction to parameterized and randomized algorithms, and refer to
the standard textbooks for details [6, 32]. Afterwards, we introduce the packing problems
formally. Finally, we define our auxiliary matching problem.

Parameterized Algorithms. A parameterized problem is a language L ⊆ {0, 1}∗ × N where
the second element is called the parameter. Such a problem is fixed-parameter tractable if
there is an algorithm that decides whether (x, k) is in L in time f(k) · |x|c for a computable
function f and constant c. A parameterized reduction from a parameterized problem L to
another one L′ is an algorithm that transforms an instance (x, k) into (x′, k′) such that
(i) (x, k) ∈ L⇔ (x′, k′) ∈ L′, (ii) k′ ≤ f(k), and (iii) runs in time f(k) · |x|c.

Randomized Algorithms. A randomized algorithm is an algorithm that explores some of its
computational paths only with a certain probability. A randomized algorithm A for a decision
problem L has one-sided error if it either correctly detects positive or negative instances
with probability 1. It has a bounded false negative rate if Pr[A(x) = “no” | x ∈ L] ≤ 1/|x|c,
that is, it declares a “yes”-instance as a “no”-instance with probability at most 1/|x|c. All
randomized algorithms in this article have bounded false negative rate.

Packing and Covering Problems. In the Vector Packing problem we aim to pack a set
V = {v1, . . . , vn} ⊆ Qd≥0 of vectors into the smallest possible number of containers, where
all containers have a common capacity constraint T ∈ Qd≥0. Let vj ∈ V be a vector. We
use v`j to denote the `th component of vj and T ` to denote the `th constraint. A packing is
a mapping σ : V → N>0 from vectors to containers. It is feasible if all containers i ∈ N>0
meet the capacity constraint, that is, for each ` ∈ {1, . . . , d} it holds that

∑
vj∈σ−1(i) v

`
j ≤ T `.

Using as few containers as possible means to minimize max{σ(vj) | vj ∈ V}.
In the introduction we already discussed what it means to be “small”. We expect only

few small items, so we consider this quantity as parameter for Vector Packing:

Vector Packing Parameter: Number k of small vectors
Input: A set V = {v1, . . . , vn} ⊆ Qd

≥0 vectors and capacity constraints T ∈ Qd
≥0.

Task: Find a packing of V into the smallest number of containers.

MFCS 2020
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The 1-dimensional case of the problem is the Bin Packing problem. There, vectors are
called items, their single component size and the containers bins. In contrast to the multi-
dimensional case, we are now given a sequence of items, denoted as I.2

Another related problem is Vector Covering, where we aim to cover the containers.
We say a packing σ : V → N>0 covers a container i if

∑
vj∈σ−1(i) v

`
j ≥ T ` for each component

` ∈ {1, . . . , d}. The objective is to find a packing σ that maximizes the number of covered
containers, that is, we want to maximize |{i ∈ N |

∑
v∈σ−1(i) v

`
j ≥ T ` for all ` ∈ {1, . . . , d}}|.

The last problem we study is the Vector Multiple Knapsack problem: Here a packing
into a finite number of C many containers is sought. Therefore, not all vectors may fit into
them. We have to choose which vectors we pack considering that each vector vj ∈ V has an
associated profit p(vj) ∈ N≥0. A packing of the vectors is a mapping σ : V → {1, . . . , C}∪{⊥}
such that

∑
vj∈σ−1(i) v

`
j ≤ T ` holds for all i ∈ {1, . . . , C} and ` ∈ {1, . . . , d}, which means no

container is over-packed. The objective is to find a packing with a maximum total profit of
the packed items, that is, we want to maximize

∑C
i=1
∑
v∈σ−1(i) p(v).

Conjoining and Over-the-Rainbow Matchings. We introduce two useful problems to tackle
the questions mentioned above, namely Perfect Over-the-Rainbow Matching and
Conjoining Matching. A matching in a graph G describes a set of edges M ⊆ E(G)
without common nodes, that is, e1 ∩ e2 = ∅ for all distinct e1, e2 ∈M . A matching is perfect
if it covers all nodes. In the Perfect Over-the-Rainbow Matching problem, we are
given an graph G as well as a color function λ : E(G)→ 2C \ {∅} which assigns a non-empty
set of colors to each edge, and an integer `. For each edge e and each color c ∈ λ(e), there is
a non-negative weight γ(e, c). The objective is to find a perfect matching M and a surjective
function ξ : M → C with ξ(e) ∈ λ(e) for each e ∈ M such that

∑
e∈M γ(e, ξ(e)) ≤ `. The

surjectivity guarantees that each color must appear at least once. We call such a pair (M, ξ)
a perfect over-the-rainbow matching and the term

∑
e∈M γ(e, ξ(e)) denotes its weight. This

name comes from the closely related rainbow matching problem, where each color appears
exactly once [21, 25]. In contrast to our problem, a sought rainbow matching covers as many
colors as possible, but not necessarily all, and the maximum size of a rainbow matching is
bounded by the number of colors. In our variant we must cover all colors, and likely have
to cover some colors more than once to get a perfect matching. Formally, the problem is
defined as follows:

Perfect Over-the-Rainbow Matching Parameter: The number of colors |C|
Input: A graph G, a set of colors C = {1, . . . , |C|}, a function λ : E → 2C \ {∅},

edge weights γ : {(e, c) | e ∈ E(G), c ∈ λ(e)} → Q≥0, and a number `
Task: Find a perfect over-the-rainbow matching (M, ξ) in G of weight at most `.

We sometimes omit the surjective function ξ, if it is clear from the context.
Related to this problem is Conjoining Matching: We have a partition V1 ] · · · ] Vt of

the nodes of G and a pattern graph H with V (H) = {V1, . . . , Vt}. Instead of covering all
colors in a perfect matching, this problems asks to find a conjoining matching M ⊆ E(G),
which is a perfect matching such that for each {Vi, Vj} ∈ E(H) there is an edge in M with
one node in Vi and the other in Vj . Roughly speaking, each edge in H corresponds to some
edges in G of which at least one has to be taken by M . Formally, the problem is given by:

2 This is due to the fact that in the multi-dimensional setting, we can simply model multiple occurrences
of the same vector by introducing an additional dimension encoding the index of the vector. This is not
possible in the one-dimensional case.
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Conjoining Matching Parameter: The number of edges of H
Input: A weighted graph G = (V,E, γ) with γ : E → Q≥0, a node partition V1 ] · · · ] Vt,

a number `, and a graph H with V (H) = {V1, . . . , Vt}
Task: Find a perfect matching M in G of weight at most ` such that

for each edge {Vi, Vj} ∈ E(H) there is an edge {u, v} ∈M with u ∈ Vi and v ∈ Vj .

Gutin et al. [16, Theorem 7] and Marx and Pilipczuk [27] gave randomized fixed-parameter
algorithms for Conjoining Matching on loop-free graphs H. We show how a simple
reduction also solves the problem on graphs with loops.

I Lemma 5. The Conjoining Matching problem can be solved by a randomized algorithm
(with bounded false negative rate in n+ `) in time 2|E(H)| · nO(1) · `O(1), even if H contains
self-loops.

Sketch of Proof. IfH does not contain self-loops the claim is proven by Gutin et al. [16]. The
case that H does contain self-loops can be reduced to the loop-free version by a simple layering
argument: First direct the edges of H arbitrarily (for instance by using the lexicographical
order of the nodes) and then define G′ and H ′ as

V (H ′) = {h′, h′′ | h ∈ V (H) } ∪ {h∗ },
E(H ′) = { {h′i, h′′j } | {hi, hj} ∈ E(H) },
V (G′) = { v′, v′′, v∗ | v ∈ V (G) },
E(G′) = { {v′, v∗}, {v′′, v∗} | v ∈ V (G) } ∪ { {v′, w′′} | {v, w} ∈ E(G) }.

Observe that H ′ is loop-free, and |E(H)| = |E(H ′)|. Further note that, in any perfect
matching in G′, for each v ∈ V (G) either v′ or v′′ must be matched with v∗; the other node
together with its matching partner corresponds to an edge in a corresponding perfect matching
in G as it is only connected to v∗ or {w′, w′′ | {v, w} ∈ E(G)}. Finally, to preserve weights,
set γ′({v′, v∗}) = γ′({v′′, v∗}) = 0 and γ′({v′, w′′} = γ({v, w}) for all v, w ∈ V (G). J

3 Reducing Packing and Covering Problems to Finding Perfect
Over-the-Rainbow Matchings

The first phase to solve these packing and covering problems is to interpret them as Perfect
Over-the-Rainbow Matching problems. Each problem admits a similar procedure: Guess
the packing of the small vectors; guess the number of large vectors for each container; use
these guesses to pack the large vectors by formulating the problem as a matching problem
in a graph. The idea is that the nodes of this graph represent the large vectors. An edge
represents that both endpoints can be placed into the same container to satisfy the condition
of the problem, i. e., either to fit into the container or to cover it. Introducing a color and a
weight function for the edges, we manage to handle the containers already filled with some
small vectors and the overall profits of the packing. Note that the guessing also serves as a
transformation from the minimization and maximization problems to decision problems as
each guess also corresponds to some fixed number of containers and if applicable to the profit.
So we ask if there is a solution with these numbers and thus we can solve this question via a
reduction.

Identifying the Set of Small Vectors. Before we can proceed as mentioned above, we first
need to identify the sets VL and VS of large and small vectors explicitly. This can be done
via a reduction to the 3-Hitting Set problem as follows: The set of elements is given by
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the set of vectors V and we compute all sets S ⊆ V of triplets that fit together in a single
container, i. e., |S| = 3 and

∑
v∈S v ≤ T . Consider a hitting set H for this instance. Then

the set V \H is large. To see this, consider any three distinct vectors u, v, w ∈ V \H. If
we had u + v + w ≤ T , then the set {u, v, w} would be part of the computed selection of
subsets. Yet, {u, v, w} ∩H = ∅ – a contradiction. We can pick the given number of small
vectors k and use Fact 1 to obtain a hitting set H ⊆ V of size at most k. We set VL = V \H
and VS = H. As there are O(n3) sets of triplets this yields a run time of 2.27k · nO(1) (see
Fact 1).

The Case of Packing Vectors. Recall that in the Vector Packing problem we are
given n vectors of dimension d and a set of containers, each with the same size limitation
T ∈ Qd. Furthermore, we assume that the sets VS and VL are given explicitly by using
the computation explained above. Any solution needs at most |V| and at least d|VL|/2e
containers. Furthermore, if there is a solution with m ≤ |V| there is also a solution with m′
containers for any m′ ∈ {m+ 1, . . . , |V|}. Thus a binary search for the optimal number of
containers between the given bounds is possible. Let C be the current guess of the number of
containers. Now we have to decide whether there exists a solution using exactly C containers.

We guess the packing of the small vectors, that is, we try all possible partitions into at
most min{C, k} subsets. It is not hard to see that the number of such partitions is upper
bounded by the kth Bell number: The first vector is packed by itself, the second can either be
packed with the first one or also by itself, and so on. If any of the corresponding containers
is already over-packed, we discard the guess. In the following, we call the used containers
partially filled as some area is already occupied by small vectors. For these partially filled
containers, we guess which of them are finalized, i. e., which of them do not contain an
additional large vector in the optimal solution, and discard them for the following steps.
There are at most 2k such guesses. We denote the number of discarded containers as C0.
For each of the remaining partially filled containers, we introduce a new color. Furthermore,
we introduce a color > representing the empty containers if existent. Hence, the resulting set
of colors C has a cardinality of at most k + 1. For each c ∈ C, we denote by s(c) ∈ Qd the
residual size in the corresponding container.

We place the large vectors VL inside the C − C0 residual containers by reducing it to a
Perfect Over-the-Rainbow Matching problem. Note that if the current guesses are
correct, each of the C − C0 containers receives at least one and at most two large vectors.
Hence, we may assume |VL|/2 ≤ (C − C0) ≤ |VL| (and reject the current guess otherwise).
Furthermore, the number of containers receiving one or two large items, respectively, is
already determined by C and C0. We denote these numbers by C1 and C2 and remark that
C2 = |VL| − (C − C0) ≥ 0 and C1 := (C − C0)− C2 = 2(C − C0)− |VL| ≥ 0.

We now construct a graph G = (V,E) to find a feasible packing. Every large vector
v ∈ VL is represented by two nodes v and v′ in V . Let V ′L = {v′ | v ∈ VL}. Next, we define a
set B of 2 ·C2 new nodes called blocker nodes, which ensures that all vectors are placed inside
exactly (C − C0) containers. We define V := VL ∪ V ′L ∪ B. In this graph, an edge between
the nodes in VL ∪ V ′L represents a possible packing of the large vectors inside one container.
Hence, we add an edge e = {v, w} between two original vectors v, w ∈ VL and assign this edge
some color c ∈ C if these vectors fit together inside the corresponding container. Furthermore,
we add an edge between a vector v ∈ VL and its copy v′ ∈ V ′L and assign it the color c ∈ C if
the vector alone fits inside the corresponding container. More formally, we introduce the set
of edges Ec := {{u, v} |u, v ∈ VL, u + v ≤ s(c)} ∪ {{v, v′} | v ∈ VL, v ≤ s(c)} for each color
c ∈ C. Additionally, we introduce the edges of a complete bipartite graph between the copied
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0.3 0.4 0.9 VL

0.3 0.4 0.9 V ′L

b1 b2 B

{1, 2} {1, 2} {1}

{1, 2}

Figure 1 Construction of the graph G for a Bin Packing instance with sets VS = {0.1, 0.15, 0.2}
and VL = {0.3, 0.4, 0.9}. The guessed number of bins is C = 3. All small items are packed separately
and the bin containing 0.15 is finalized (C0 = 1). There is thus a bin containing 0.1 associated with
color 1 (the first value in the braces) and a bin containing 0.2 associated with color 2 (the second
value in the braces). The color ⊥ used between all nodes of V ′L and all nodes of B are omitted.

nodes V ′L on the one hand and the blocker nodes B on the other hand. More formally, we
define E⊥ := {{v′, b} | v′ ∈ V ′L, b ∈ B}. Together, we get E := E⊥ ∪

⋃
c∈C Ec. Finally, we

define the color function λ with λ : E → 2C∪{⊥}, such that each edge in Ec gets color c for
each c ∈ C′ := C ∪{⊥}. More formally, we define λ(e) := {c ∈ C ∪{⊥} | e ∈ Ec}. See Figure 1
for an example of the construction. Note that the weights on the edges are irrelevant in this
case and can be set to one, i. e. γ(e, c) = 1. To finalize the reduction, we have to define the
size ` of the matching we are looking for. We aim to find a perfect matching and hence are
searching for a matching of size ` := |VL|+ C2. Note that if C2 = 0 and therefore no blocker
nodes are introduced, we also remove the color ⊥ from the set of colors.

I Lemma 6. There is a packing of the large vectors VL inside (C −C0) containers such that
each container holds at least one large vector if and only if the above described instance for
Perfect Over-The-Rainbow-Matching is a “yes”-instance.

Proof. Assume there is a packing of the vectors VL inside (C − C0) containers such that
each container holds at least one large vector. In this case, we can construct a perfect
over-the-rainbow matching M as follows. For each pair of vectors v, w ∈ VL that is assigned
to the same container, we choose the corresponding edge {v, w} for the matching and assign
it the corresponding color c ∈ C. For each vector v ∈ VL that is the only large vector in its
container, we choose the edge {v, v′} for the matching and assign it the corresponding color
c ∈ C. To this point all the vectors in VL are covered by exactly one matching edge since
each of them is contained in exactly one container.

Note that in the given packing there have to be exactly C1 = 2(C −C0)− |VL| containers
with exactly one large vector and C2 = |VL| − (C − C0) containers with exactly two large
vectors. As a consequence, there are exactly 2 · C2 nodes in V ′L that are not yet covered by
a matching edge since their originals are covered by edges between each other. For each
of these nodes, we choose an individual node from the set B and define the edge between
these nodes as a matching edge and assign it the color ⊥. Since there are exactly 2 · C2
blocker nodes, we cover all nodes in V with matching edges and hence we have constructed a
perfect matching. Each color c ∈ C \ {>} is represented by one partially filled container and
hence each has to appear in the matching. Moreover, if the color > was introduced, that is,
there were less than C − C0 containers partially covered by small vectors, then there was a
container exclusively containing large vectors and hence > was used in the matching as well.
Therefore, we indeed constructed a perfect over-the-rainbow matching.
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Conversely, assume that we are given a perfect over-the-rainbow matching M . Con-
sequently, each vector in VL is covered by exactly one matching edge. As M contains at
most |VL|+ C2 edges, and 2 · C2 edges are needed to cover the nodes in B, there are exactly
|VL| − C2 = (C − C0) matching edges containing the nodes from VL. As in M each color is
present, we can represent each container by such a matching edge and place the corresponding
vector or vectors inside corresponding containers. If a color c ∈ C \ {>} appears more than
once, we use an empty container for the corresponding large vectors. J

To decide if there is a packing into at most C containers, we find a partition of the k
small vectors with O(k!) guesses, and the to-be-discarded containers with O(2k) guesses.
Constructing the graph G needs O(n2k) operations. By Theorem 3, a perfect over-the-rainbow
matching over k +O(1) colors with weight ` ∈ O(n) can be computed in time 2k · nO(1). To
find the correct C we call the above algorithm in binary search fashion O(log(n)) times, as
we need at most n containers. This results in a run time of 22k · k! · nO(1) = 4k · k! · nO(1).

4 Find Over-the-Rainbow Matchings with Conjoining Matchings

In the previous section, we reduced Vector Packing to the Perfect Over-the-Rainbow
Matching problem. Of course, all this effort would be in vain without the means to find such
matchings. This section presents a reduction to the task of finding a conjoining matching,
which results in a parameterized algorithm for finding perfect over-the-rainbow matchings by
applying Lemma 5. Overall, this proves Theorem 3, which is repeated below for convenience:

B Claim (Claim of Theorem 3). There is a randomized algorithm (with bounded false negative
rate in n+ `) that solves Perfect Over-The-Rainbow Matching in time 2|C| · nO(1) · `O(1).

We aim to construct graphs H ′ and G′ such that G has a perfect over-the-rainbow
matching if, and only if, G′ has a perfect conjoining matching with respect to H ′ of the same
weight. Recall that in an over-the-rainbow matching, we request an edge of every color to be
part of the matching; while in a conjoining matching, we request edges between certain sets of
nodes to be part of the matching. For the reduction, we transform G into G1, . . . , G|C| where
each Gc is a copy of G containing only edges of color c. Hence, V (Gc) = {vc | v ∈ V (G)},
i.e., vc is the copy of v ∈ V (G) in V (Gc), and Gc contains only edges e ∈ E(G) with c ∈ λ(e).
We set G′ to be the disjoint union of the Gc while setting V (H ′) = {V (Gc) | c ∈ C } and
E(H ′) = { {h, h} | h ∈ V (H ′) }. Now a conjoined matching contains an edge of every color –
however, the same edge of G could be used in multiple ways in the different copies Gc.

To address this issue, we introduce a gadget that will enforce any perfect matching in G′
to use at most one copy of every edge of G. In detail, for every node v ∈ V (G) we will
add an independent set J(v) of size |C| − 1 to G′. Furthermore, we will fully connect J(v)
to all copies of v in G′, that is, we add the edges {vc, x} for all c ∈ C and x ∈ J(v) to G′.
This construction is illustrated in Figure 2. Observe that in any perfect matching of G′ all
elements of J(v) must be matched and, thus, we “knock-out” |J(v)| = |C| − 1 copies of v
in G′ – leaving exactly one copy to be matched in one Gc. We add one more node to H ′
that represents the union of all the sets J(v) and has no connecting edge. To complete the
description of the reduction, let us describe the weight function of G′: For each e ∈ E(G′),
we define γ′(e) = γ(e, c) if there exists a c ∈ C such that e ∈ E(Gc), and γ′(e) = 0 otherwise.
Note that this definition implies that γ′(e) = 0 for each e with e∩J(v) 6= ∅ for some v ∈ V (G).
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G :

v

G′ :

v1 v2 v3 v4

J(v)

Figure 2 Reducing the problem of finding a perfect over-the-rainbow matching to the problem
of finding a perfect conjoining matching. Left: single node of the colored input graph with a thick
edge from a perfect matching. Right: |C| = 4 copies of v in G′; the corresponding subgraphs Gc

only contain edges of a single color. At the bottom, the added set J(v) which is fully connected to
all copies of v. The thick edges indicate how these nodes are paired in a perfect matching.

I Lemma 7 (?). Let
(
G,λ, γ

)
be a colored and edge-weighted graph, and let G′ and H ′ be

defined as above. There is a perfect over-the-rainbow-matching M of weight ` in G if, and
only if, there is a perfect conjoining matching M ′ of weight ` in G′.

Proof of Theorem 3. Let
(
G,λ, γ, `

)
be an instance of Perfect Over-the-Rainbow

Matching. We construct in polynomial time an instance (G′, H ′, γ′, `) of Conjoining
Matching, where the partition of V (G′) is defined as V (G1) ∪̇V (G2) ∪̇ . . . ∪̇V (G|C|) ∪̇ J
with J =

⋃
v∈V (G) J(v) and E(H ′) contains one self loop for each V (Gc), c ∈ C. By Lemma 7,

(G′, H ′, γ′, `) has a perfect conjoining matching of weight ` if, and only if
(
G,λ, γ, `

)
has a

perfect over-the-rainbow matching of weight `. We apply Lemma 5 to find such a conjoining
matching in time 2|E(H′)| · nO(1) · `O(1). Observe that |E(H ′)| = |C| and, thus, we can find
the sought perfect over-the-rainbow matching in time 2|C| · nO(1) · `O(1). J

5 A Deterministic Algorithm for Bin Packing with Few Small Items

We now present a fully-deterministic algorithm for Bin Packing. The price we have to
pay for circumventing the randomness is an increased run time as we avoid the polynomial
identity testing subroutine. On the bright side, this makes the algorithm straightforward
and a lot simpler. We anticipate that extending this algorithm for Vector Packing seems
quite challenging. The main obstacle here is to identify the maximum item size in some sets,
a task for which there does not seem to be a sensible equivalent notion for vectors.

About the Structure of Optimal Solutions. In the following, we prove the existence of an
optimal solution that admits some useful properties regarding the placement of large items
relating to small ones. These properties are utilized in the algorithm later on.

B Claim 8. There exists an optimal solution where the total size of small items on each bin
containing only small items is larger than the total size of small items on each bin containing
additionally large items.

B Claim 9. Given an optimal solution and an arbitrary order of the bins containing small
items and exactly one large item. We can repack these large items correctly using a largest
fitting approach with respect to the order of the bins. In detail, we place greedily the largest
fitting item into the current bin.

B Claim 10. Consider an optimal solution where each partially filled bin contains exactly
two items. Let is be the smallest large item and i` be the largest one and let them fit together
inside a partially filled bin. Then there exists an optimal solution, where is is positioned
inside a partially filled bin, together with the largest large item, that does fit additionally.
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B Claim 11. Consider an instance I, where the largest large item i` does not fit together
with the smallest large item is inside any partially filled bin and there is an optimal solution,
where all partially filled bins contain exactly two large items. Then there is an optimal
solution which places i` together with the largest fitting large item inside one bin, or i` is
placed alone inside a bin, if there no large item fits together with i` inside one bin.

The Complete Algorithm. In the first step of the algorithm, we sort the items regarding
their sizes in O(n log(n)). Next, we guess the distribution of the small items. Since there are
at most k small items, there are at most O(k!) possible guesses. We call the bins containing
small items partially filled bins. There are at most k of these bins.

Then, we guess a bin b1 that does not contain any additional large item. All the partially
filled bins, containing small items with a larger total size than b1 do not contain any large
item as well, see Claim 8. Thus we can discard them from the following considerations. There
are at most k possibilities for the guess of b1.

Now, we guess which of remaining partially filled bins only contain one large item. There
are at most O(2k) possibilities. We consider all partially filled bins for which we guessed
that they only contain one large item in any order and pair them with the largest fitting
item. By Claim 8, we know that an optimal packing with this structure exists. Afterwards,
we discard these bins from the following considerations.

It remains to pack the residual large items. Each residual, partially filled bin contains
exactly two large items in the optimal solution, otherwise the guess was wrong. To place the
correct large item, we proceed as follows: Iterate through the large items in non-ascending
order regarding their sizes. Let i` be the currently considered item. Further, let is be the
smallest large item from the set of large items that still need to be placed. Depending on the
relation between i` and is, we place at least one of these two items inside a bin. For the first
case, it holds that i` does not fit together with is inside a partially filled bin. Then, we place
i` together with the largest fitting item i from the set of large items that are not already
placed inside one empty bin or place it alone inside an empty bin if such an item does not
exist. The item i can be found, or its non-existence be proved, in time O(log(n)). For the
second case, it holds that i` together with is does fit inside one partially filled bin. Then,
we guess which partially filled bin contains is and place it inside this bin together with the
largest unplaced item that fits inside this bin. The largest fitting item can be found in time
O(log(n)), and there are at most O(k!) possible guesses total.

In the following, we argue that in both cases there exists an optimal solution where the
items are placed exactly as the algorithm does assuming all the guesses are correct. When
all the previous steps are correct, we can consider the residual set of items as a new instance,
where there exists an optimal solution, where all partially filled bins contain exactly two
large items (and we already know the correct distribution of small items). For this new
instance we fill one bin correctly due to Claim 11 in Case 1. Since this bin is filled correctly
with respect to an existing optimal solution, we again can consider the residual set of items
as an independent instance that needs solving. On the other hand in Case 2, we know by
Claim 10, that there exists an optimal solution for this reduced instance where is is placed
together with the largest fitting large item inside one partially filled bin. If we guess this
bin correctly, we have filled one bin correctly with regard to the considered instance. Hence
when reducing the considered instance to the residual set of items (without this just filled
bin) there exists an optimal solution for this instance with exactly one less bin.

After placing all the large items, we compare the obtained solution with the so far best
solution, save it if it uses the smallest number of bins so far, and backtrack to the last
decision. Since it iterates all possible guesses, this algorithm generates an optimal packing
and its run time is bounded by O((k!)2 · k · 2k · n log(n)).
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6 Conclusion and Further Work

We provided a randomized algorithm with one-sided error to identify perfect over-the-
rainbow matchings. Via reductions to this problem, we obtained randomized 4k · k! · nO(1)-
time algorithms for the vector versions of Bin Packing, Multiple Knapsack, and Bin
Covering parameterized by the number k of small items. We believe that studying this
parameter is a natural step towards the investigation of the stronger parameterizations by
the number of distinct item types. In that setting, the number of small items can then be
large – however, there are only few small-item-types and, thus, we may hope to adapt some
of the techniques developed in this article to this setting.

As a working horse we used a randomized algorithm to find conjoining matchings. As
mentioned by Marx and Pilipczuk, it seems challenging to find such matchings by a determ-
inistic fixed-parameter algorithm. Alternatively, we could search directly for deterministic
algorithms for the problems as presented in this article. We present such an algorithm for
Bin Packing; however, the techniques used in its design do not seem to generalize to the
vector version.
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Abstract
Many undecidable questions concerning cellular automata are known to be decidable when the
cellular automaton has a suitable algebraic structure. Typical situations include linear cellular
automata where the states come from a finite field or a finite commutative ring, and so-called
additive cellular automata in the case the states come from a finite commutative group and the
cellular automaton is a group homomorphism. In this paper we generalize the setup and consider
so-called group cellular automata whose state set is any (possibly non-commutative) finite group
and the cellular automaton is a group homomorphism. The configuration space may be any subshift
that is a subgroup of the full shift and still many properties are decidable in any dimension of the
cellular space. Decidable properties include injectivity, surjectivity, equicontinuity, sensitivity and
nilpotency. Non-transitivity is semi-decidable. It also turns out that the the trace shift and the
limit set can be effectively constructed, that injectivity always implies surjectivity, and that jointly
periodic points are dense in the limit set. Our decidability proofs are based on developing algorithms
to manipulate arbitrary group shifts, and viewing the set of space-time diagrams of group cellular
automata as multidimensional group shifts.
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1 Introduction

Algebraic group shifts and group cellular automata operate on configurations that are
colorings of the infinite grid Zd by elements of a finite group G, called the state set. The
set GZd of all configurations, called the full shift, inherits the group structure as the infinite
cartesian power of G. A subshift (a set of configurations avoiding a fixed set of forbidden
finite patterns) is a group shift if it is also a subgroup of GZd . Group shifts are known to be
of finite type, meaning that they can be defined by forbidding a finite number of patterns. A
cellular automaton is a dynamical system on a subshift, defined by a uniform local update
rule of states. A cellular automaton on a group shift is called a group cellular automaton if
it is also a group homomorphism.

The purpose of this work is to demonstrate that group shifts and group cellular automata
in arbitrarily high dimensions d are amenable to effective manipulations and algorithmic
decision procedures. This is in stark contrast to general multidimensional subshifts of finite
type and cellular automata that are plagued by undecidability. Our considerations generalize
a long line of past results – see for example [2, 3] and citations therein – on algorithms for
linear cellular automata (whose the state set is a finite commutative ring) and additive cellular
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automata (whose state set is a finite abelian group) to non-commutative group structures
and to arbitrary dimensions, and from the full shift to arbitrary group shifts. Our methods
are based on two classical results on group shifts: all group shifts – in any dimension – are of
finite type, and they have dense sets of periodic points [13, 19]. By a standard argumentation
these provide a decision procedure for the membership in the language of any group shift.
Together with other considerations, this implies an effective procedure for constructing any
lower dimensional projection of a given group shift (Corollary 10), as well as for constructing
the image of a group shift under any group cellular automaton (Corollary 11).

To establish decidability results for d-dimensional group cellular automata we then view
the set of valid space-time diagrams as a (d+1)-dimensional group shift. The local update rule
of the cellular automaton provides a representation of this group shift. The one-dimensional
projections in the temporal direction are the trace subshifts of the automaton that provide all
possible temporal evolutions for a finite domain of cells, and the d-dimensional projection in
the spatial dimensions is the limit set of the automaton. These can be effectively constructed.
From the trace subshifts – which are one-dimensional group shifts themselves – one can
analyze the dynamics of the cellular automaton and to decide, for example, whether it is
periodic (Theorem 22), equicontinuous or sensitive to initial conditions (Theorem 24). There
is a dichotomy between equicontinuity and sensitivivity (Lemma 23). We can semi-decide
negative instances of mixing properties, i.e., non-transitive and non-mixing cellular automata
(Theorem 25). The limit set reveals whether the automaton is nilpotent (Theorem 22),
surjective or injective (Theorem 21). Note that all these considerations work for group
cellular automata over arbitrary group shifts, not only over full shifts, and in all dimensions.
We also note that in our setup injectivity implies surjectivity (Corollary 20), and that in all
surjective cases jointly spatially and temporally periodic points are dense (Corollary 19).

The paper is organized as follows. We start by providing the necessary terminology
and classical results about shift spaces and cellular automata; first in the general context
of multidimensional symbolic dynamics and then in the algebraic setting in particular. In
Section 3 we define projection operations on group shifts and exhibit effective algorithms
to implement them. Then in Section 4 we apply the projections on space-time diagrams of
cellular automata to effectively construct their traces and limit sets. These are then used to
provide decision algorithms for a number of properties concerning group cellular automata.
We finish with conclusions in Section 5.

2 Preliminaries

We first give definitions related to general subshifts and cellular automata, and then discuss
concepts and properties particular to group shifts and group cellular automata.

Symbolic dynamics
A d-dimensional configuration over a finite alphabet A is an assignment of symbols of A on
the infinite grid Zd. We call the elements of A the states. For any configuration c ∈ AZd and
any cell u ∈ Zd, we denote by cu the state c(u) that c has in the cell u. For any a ∈ A we
denote by aZd the uniform configuration defined by aZd

u = a for all u ∈ Zd.
For a vector t ∈ Zd, the translation τ t shifts a configuration c so that the cell t is pulled

to the cell 0, that is, τ t(c)u = cu+t for all u ∈ Zd. We say that c is periodic if τ t(c) = c

for some non-zero t ∈ Zd. In this case t is a vector of periodicity and c is also termed
t-periodic. If there are d linearly independent vectors of periodicity then c is called totally
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periodic. We denote by ei = (0, . . . , 0, 1, 0 . . . , 0) the basic i’th unit coordinate vector, for
i = 1, . . . , d. A totally periodic c ∈ AZd has automatically, for some k > 0, vectors of
periodicity ke1, ke2, . . . , ked in the d coordinate directions.

Let D ⊆ Zd be a finite set of cells, a shape. A D-pattern is an assignment p ∈ AD of
symbols in the shape D. A (finite) pattern is a D-pattern for some shape D. We call D the
domain of the pattern. We say that a finite pattern p of shape D appears in a configuration
c if for some t ∈ Zd we have τ t(c)|D = p. We also say that c contains the pattern p. For
a fixed D, the set of D-patterns that appear in a configuration c is denoted by LD(c). We
denote by L(c) the set of all finite patterns that appear in c, i.e., the union of LD(c) over all
finite D ⊆ Zd.

Let p ∈ AD be a finite pattern of a shape D. The set [p] = {c ∈ AZd | c|D = p} of
configurations that have p in the domain D is called the cylinder determined by p. The
collection of cylinders [p] is a base of a compact topology on AZd , the prodiscrete topology.
See, for example, the first few pages of [1] for details. The topology is equivalently defined
by a metric on AZd where two configurations are close to each other if they agree with each
other on a large region around the cell 0. Cylinders are clopen in the topology: they are
both open and closed.

A subset X of AZd is called a subshift if it is closed in the topology and closed under
translations. Note that – somewhat nonstandardly – we allow X to be the empty set. By a
compactness argument one has that every configuration c that is not in X contains a finite
pattern p that prevents it from being in X: no configuration that contains p is in X. We
can then as well define subshifts using forbidden patterns: given a set P of finite patterns we
define

XP = {c ∈ AZd

| L(c) ∩ P = ∅},

the set of configurations that do not contain any of the patterns in P . The set XP is a
subshift, and every subshift is XP for some P . If X = XP for some finite P then X is a
subshift of finite type (SFT). For a subshift X ⊆ AZd we denote by LD(X) and L(X) the
sets of the D-patterns and all finite patterns that appear in elements of X, respectively. The
set L(X) is called the language of the subshift.

A continuous function F : X −→ Y between d-dimensional subshifts X ⊆ AZd and
Y ⊆ BZd is a shift homomorphism if it is translation invariant, that is, τ t

Y ◦ F = F ◦ τ t
X

for every t ∈ Zd, where we have denoted the translations τ t by a vector t with a subscript
that indicates the space. A shift homomorphism from a subshift X to itself (i.e. a shift
endomorphism) is called a cellular automaton on X. The Curtis-Hedlund-Lyndon-theorem [5]
states that shift homomorphisms are precisely the functions X −→ Y defined by a local rule
as follows. Let N ⊆ Zd be a finite neighborhood and let f : LN (X) −→ B be a local rule that
assigns a letter of B to every N -pattern that appears in X. Applying f at each cell yields a
function Ff : X −→ BZd that maps every c according to Ff (c)u = f(τu(c)|N ) for all u ∈ Zd.
Shift homomorphisms X −→ Y are precisely such functions Ff that also satisfy Ff (X) ⊆ Y .

The image F (X) of a subshift under a shift homomorphism F is clearly also a subshift.
Images of subshifts of finite type are called sofic. We refer to [14, 15] for more concepts and
results on symbolic dynamics.

Group shifts and group cellular automata
Let G be a finite (not necessarily commutative) group. There is a natural group structure on
the d-dimensional configuration space GZd where the group operation is applied cell-wise:
(ce)u = cueu for all c, e ∈ GZd and u ∈ Zd. A group shift is a subshift of GZd that is also

MFCS 2020



12:4 Group Cellular Automata

a subgroup, i.e., closed under the group operations. A cellular automaton F : X −→ X
on a group shift X ⊆ GZd is a group cellular automaton if it is a group homomorphism:
F (ce) = F (c)F (e) for all c, e ∈ X. More generally, a shift homomorphism F : X −→ Y
that is also a group homomorphism between groups shifts X and Y is called a group shift
homomorphism.

Group shifts have two important properties that are central in algorithmic decidability [12]:
every group shift is of finite type, and totally periodic configurations are dense in all group
shifts [13, 19].

I Theorem 1 ([13]). Every group shift is a subshift of finite type.

It follows from this theorem that every group shift X has a finite representation using
a finite collection P of forbidden finite patterns as X = XP . This is the representation
assumed in all algorithmic questions concerning given group shifts. Also when we say that
we effectively construct a group shift X we mean that we produce a finite set P of finite
patterns such that X = XP .

I Theorem 2 ([13]). Totally periodic configurations are dense in group shifts, i.e., for every
p ∈ L(X) there is a totally periodic c ∈ X such that p ∈ L(c).

As an immediate corollary of these two fundamental properties we get that the language
of a group shift is (uniformly) recursive.

I Corollary 3. There is an algorithm that determines, for any given group shift X ⊆ GZd

and any given finite pattern p ∈ GD whether p is in the language L(X) of X.

Proof. This is a standard argumentation by Hao Wang [20]: There is a (non-deterministic)
semi-algorithm for positive membership p ∈ L(X) that guesses a totally periodic configuration
c ∈ GZd , verifies that c contains the pattern p, and finally verifies that c does not contain
any of the forbidden patterns in the given set P that defines X = XP . Such a configuration
c exists by Theorem 2 iff p ∈ L(X). Conversely, as for any SFT, there is a semi-algorithm
for the negative cases p 6∈ L(X) that guesses a number n, makes sure that the domain D
of p ∈ GD is a subset of E = {−n, . . . , n}d, enumerates all finitely many patterns q with
domain E that satisfy q|D = p, and verifies that all such q contain a copy of a forbidden
pattern in P that defines X = XP . By compactness such a number n exists iff p 6∈ L(X). J

The representation of an SFT in terms of forbidden patterns is not unique. However, as soon
as the language is recursive, we can effectively test if given representations define the same
SFT.

I Corollary 4. There are algorithms to determine
(a) whether X1 ⊆ X2 holds for given group shifts X1,X2 ⊆ GZd ,
(b) whether X1 = X2 holds for given group shifts X1,X2 ⊆ GZd ,

Proof. To prove (a), let P = {p1, . . . , pk} be the given set of forbidden patterns that defines
X2 = XP . We have X1 ⊆ X2 if and only if p1, . . . , pk 6∈ L(X1), so (a) follows from Corollary 3.
Now (b) follows trivially from (a) and the fact that X1 = X2 iff X1 ⊆ X2 and X2 ⊆ X1. J

Another important known property is that there are no infinite strictly decreasing chains
X1 ) X2 ) X3 ) . . . of group shifts [13]. This is clear as the intersection X of such a chain
is a group shift and hence, by Theorem 1, there is a finite set P such that X = XP . If
a pattern p is in the language of all Xk in the chain then p is also in the language of the
intersection X, proving that for large enough k the language of Xk does not contain any of
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the forbidden patterns in P . This implies that Xk = X and the chain does not decrease
any further. (Note, however, that while we presented here the decreasing chain property
as a corollary to Theorem 1, in reality the proof is interweaved in the proof of Theorem 1,
see [13].)

I Theorem 5 ([13]). There does not exist an infinite chain X1 ) X2 ) X3 ) . . . of group
shifts Xi ⊆ GZd .

We also mention the obvious fact that pre-images of group shifts under group shift
homomorphisms F : X −→ HZd are group shifts and they can be effectively constructed.
In particular, this applies to the kernel ker(F ) = F−1(1Zd

H ) of F . (We denote the identity
element of any group G by 1G, or simply by 1 if the group is clear from the context.)

I Lemma 6. For any given d-dimensional group shifts X ⊆ GZd and Y ⊆ HZd , and for a
given group shift homomorphism F : X −→ HZd , the set F−1(Y) is a group shift that can be
effectively constructed. In particular, the kernel ker(F ) is a group shift that can be effectively
constructed.

Proof. The set F−1(Y) is clearly topologically closed, translation invariant, and a group, and
therefore it is a group shift. Let P and Q be the given finite sets of forbidden patterns defining
X = XP and Y = XQ. Let f : LN (X) −→ H be the given local rule with neighborhood
N ⊆ Zd that defines F = Ff . For each forbidden q ∈ HD in Q we forbid all patterns
p ∈ GD+N that the local rule maps to q. We also forbid all patterns p ∈ P . The resulting
subshift of finite type is F−1(Y). J

3 Algorithms for group shifts

To effectively manipulate group shifts we need algorithms to perform some basic operations.
The main operations we consider are taking projections, either to lower the dimension of
the space or to project into a subgroup of the state set but keeping the dimension. As a
byproduct we obtain an algorithm to compute the image of a given group shift under a
given group cellular automaton. We use derivatives of the symbol π for projections from Zd

to lower dimensional grids, and derivatives of the symbol ψ for projections that keep the
dimension of Zd but change the state set.

Notations for projections to lower dimensions
Let us first define the projection operators that cut from d-dimensional configurations (d−1)-
dimensional slices of finite width in the first dimension. Let d ≥ 1 be the dimension and
n ≥ 1 the width of the slice. For any d-dimensional configuration c ∈ AZd over alphabet A
the n-slice π(n)(c) is the (d− 1)-dimensional configuration over alphabet An that has in any
cell u ∈ Zd−1 the n-tuple (c(1,u), . . . , c(n,u)) ∈ An. The n-slice of a subshift X ⊆ AZd is
then the set π(n)(X) of the n-slices of all c ∈ X. Due to translation invariance of X, the
fact that we cut slices at first coordinate positions 1, . . . , n is irrelevant: we could use any n
consecutive first coordinate positions instead. Clearly π(n)(X) is a subshift, and if X ⊆ GZd

is a group shift then π(n)(X) is also a group shift over the group Gn = G × · · · × G, the
n-fold cartesian power of G. Note that the projection π(n)(X) of a subshift of finite type is
not necessarily of finite type – basically any effectively closed subshift can arise this way [6] –
so group shifts are particularly well behaving as their projections are of finite type.

Patterns in (d − 1)-dimensional slices of thickness n can be interpreted in a natural
way as d-dimensional patterns having the width n in the first dimension. We introduce
the notation p̂ for such an interpretation of a pattern p. More precisely, for any D ⊆ Zd−1
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and a (d− 1)-dimensional pattern p ∈ (Gn)D over the alphabet Gn we denote by p̂ ∈ GE

the corresponding d-dimensional pattern over G whose domain is E = {1, . . . , n} ×D ⊆ Zd

and p(u) = (p̂(1,u), p̂(2,u), . . . , p̂(n,u)) for every u ∈ D. For a subshift X we then have
that p ∈ L(π(n)(X)) if and only if p̂ ∈ L(X). In particular, using an algorithm for the
membership of a pattern in L(X) we can also decide the membership of any given finite
pattern in L(π(n)(X)). Based on Corollary 3 we then have immediately the following fact
for groups shifts.

I Lemma 7. One can effectively decide for any given d-dimensional group shift X ⊆ GZd ,
any given n ≥ 1 and any given (d − 1)-dimensional finite pattern p ∈ (Gn)D whether
p ∈ L(π(n)(X)).

Projections π(n)(X) are elementary slicing operations that can be composed together, as
well as with permutations of coordinates, to obtain more general projections of subshifts into
lower dimensional grids. Very generally, for any subset E ⊆ Zd we call the restriction c|E the
projection of c on E, and the projection of a subshift X on E is πE(X) = {c|E | c ∈ X}. We
mostly use operation πE with sets of type E = D×Zk for some k < d and a finite D ⊆ Zd−k,
and we mostly apply πE to group shifts X ⊆ GZd . The projection πE(X) is then viewed in
the natural manner as the k-dimensional group shift over the finite group GD. One of the
main results of this section is Corollary 10, stating that we can effectively construct πE(X)
for a given X and E = D × Zk.

Notations for projections that keep the dimension
Let G = G1 × G2 be a cartesian product of two finite groups. For any c ∈ GZd we let
ψ(1)(c) ∈ GZd

1 and ψ(2)(c) ∈ GZd

2 be the cell-wise projections to G1 and G2, respectively,
defined by cu = (ψ(1)(c)u, ψ

(2)(c)u) for all u ∈ Zd. By abuse of notation, for any c(1) ∈ GZd

1
and c(2) ∈ GZd

2 we denote by (c(1), c(2)) the configuration c ∈ (G1 × G2)Zd such that
ψ(i)(c) = c(i) for i = 1, 2. We also use the similar notation on finite patterns and implicitly
use the obvious way to identify GD

1 ×GD
2 and (G1 ×G2)D.

Clearly, for any group shift X ⊆ GZd , the sets ψ(1)(X) and ψ(2)(X) are group shifts over
G1 and G2, respectively. A pattern p ∈ (G1)D is in the language of ψ(1)(X) if and only if
there is a pattern q ∈ (G2)D such that (p, q) ∈ LD(X). Therefore we have the following
counter part of Lemma 7.

I Lemma 8. One can effectively decide for any given d-dimensional group shift X ⊆
(G1 ×G2)Zd , and any given d-dimensional finite pattern p ∈ (G1)D whether p ∈ L(ψ(1)(X)).

LetD,E be finite sets,D ⊆ E, and let X ⊆ (GE)Zd be a group shift over the finite cartesian
power GE of the group G. The group GE is isomorphic to GD ×GE\D, and ψ(1) projects
then X into (GD)Zd . We denote this projection by ψD. Notice that πD×Zk = ψD ◦ πE×Zk so
that the projection into D × Zk can be obtained as a composition of projections π(n) into
slices, permutations of coordinates, and a projection of the type ψ(1).

Effective constructions
Our main technical result is that projections of group shifts can be effectively constructed.
We state this as a two-part lemma and give a short sketch of the proof ideas. (The detailed
proof will be published elsewhere.) Corollaries 10 and 11 provide clean statements that we
use in the next section.
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I Lemma 9. Let d ≥ 1 be a dimension, and let G and G1,G2 be finite groups.
(a) For any given d-dimensional group shift X ⊆ GZd and any given n ≥ 1 one can effectively

construct the d− 1 dimensional group shift π(n)(X) ⊆ (Gn)Zd−1 .
(b) For any given d-dimensional group shift X ⊆ (G1 ×G2)Zd one can effectively construct

the d-dimensional group shift ψ(1)(X) ⊆ GZd

1 .

Proof idea. The proof is by induction on the dimension d. In the inductive step we first
prove (a) for a dimension d assuming that (b) holds in the dimension d − 1, and then we
prove (b) for a dimension d assuming (a) holds in the dimension d and that (b) holds for the
dimension d− 1. To start the induction we observe that (b) trivially holds for the dimension
d = 0: In this case group shifts over G are precisely subgroups of G.
Proving (a) for a dimension d assuming (b) holds for the dimension d− 1: To construct the
(d− 1)-dimensional projection Y = π(n)(X) we effectively enumerate patterns that are not
in the language of Y using Lemma 7. We accumulate in a set Q patterns that are not in
L(Y). At each stage, the subshift XQ is an upper approximation of the desired projection,
meaning that Y ⊆ XQ, and we can also make sure that XQ is a group shift. Since Y is a
group shift and therefore of finite type, by systematically accumulating in Q patterns in
the complement of L(Y) we eventually reach a set Q such that Y = XQ. The problem is to
identify when we have enumerated enough patterns and reached such a set Q. Fortunately
this can be detected by checking that the left and the right slices of width n− 1 of the upper
approximation XQ are identical with each other: this condition guarantees that any slice
can be completed into a valid d-dimensional configuration. The slices are projections of type
(b) of the (d− 1)-dimensional group shift XQ, so by the inductive hypotheses they can be
effectively constructed. By Corollary 4(b) we can then test whether the left and right slices
are equal, and thus determine when to stop the enumeration of patterns.
Proving (b) for a dimension d assuming that (a) holds for the dimension d and (b) holds for
the dimension d−1: To construct the d-dimensional projection Y = ψ(1)(X) we – analogously
to the proof of (a) above – use Lemma 8 to effectively enumerate patterns that are not in the
language of Y, thus obtaining upper approximations of Y by group shifts XQ. We eventually
reach a set Q such that Y = XQ, but the challenge is again to identify when we have reached
such a set Q. We establish this by proving that we can effectively compute a number n such
that Y = XQ if and only if π(n)(XQ) = π(n)(Y). The projection π(n)(XQ) can be constructed
by the inductive hypothesis that (a) holds in the dimension d. To construct the projection
π(n)(Y) we observe that operators π(n) and ψ(1) commute so that we can first execute π(n)

on X (using case (a) on the dimension d), and then ψ(1) on the result (using case (b) on the
dimension d− 1). J

The next corollary states that arbitrary projections can be effectively implemented on
group shifts.

I Corollary 10. Given a d-dimensional group shift X ⊆ GZd and given k < d and a finite
D ⊆ Zd−k we can effectively construct the k-dimensional group shift πD×Zk (X) ⊆ (GD)Zk .

Proof. By shift invariance of X we arbitrarily translate D, so we may assume without
loss of generality that D is a subset of E = {1, . . . , n}d−k for some n. By applying d − k
times Lemma 9(a), permuting the coordinates as needed, we can effectively construct
X′ = πE×Zk (X). Now πD×Zk (X) = ψD(X′), and by Lemma 9(b) the projection ψD from GE

to GD can be effectively implemented. J

The second corollary tells that images of group shifts under group cellular automata can
be also effectively constructed.

MFCS 2020



12:8 Group Cellular Automata

I Corollary 11. Given a d-dimensional group shift X ⊆ GZd and given a group shift homo-
morphism F : X −→ HZd one can effectively construct the group shift F (X) ⊆ HZd .

Proof. Let X = XP where P is the given finite set of forbidden patterns that defines X, and
let F = Ff where f : LN (X) −→ H is the given local rule of F with a neighborhood N .
We can pad symbols to patterns to grow their domains, so we can assume without loss of
generality that all patterns in P have the same domain D, that the neighborhood is the same
set N = D, and that 0 ∈ D.

We first effectively construct X′ = {(c, F (c)) | c ∈ X} ⊆ (G×H)Zd . This is a group shift
over group G×H because F is a homomorphism. It is defined by forbidding all patterns
(p, q) ∈ (G × H)D where p 6∈ LD(X), or p ∈ LD(X) but q(0) 6= f(p). So X′ can indeed
be effectively constructed. By Lemma 9(b) we can then effectively compute the second
projection F (X) = ψ(2)(X′). J

4 Algorithms for group cellular automata

In this part we apply the algorithms developed for group shifts to analyze group cellular
automata. The basic idea is to view the set of space-time diagrams as a higher dimensional
group shift and to effectively compute one-dimensional projections in the temporal direction.
This way, trace subshifts are obtained. As these are one-dimensional group shifts, and hence
of finite type, the long term dynamics can be analyzed. A projection in the spatial dimensions
provides the limit set of the cellular automaton.

We first define the central concepts of space-time diagrams, traces and limit sets, and
show that they can be effectively constructed. Then we use this to prove properties and
algorithms concerning several dynamical properties of group cellular automata. We refer
to [9, 14] for more details and known results on the dynamical properties we consider.

Space-time diagrams
Let X ⊆ GZd be a d-dimensional group shift and let F : X −→ X be a group cellular
automaton on X. A bi-infinite orbit of F is a sequence . . . c(−1), c(0), c(1), . . . of configurations
c(i) ∈ X such that c(i+1) = F (c(i)) for all i ∈ Z. Such an orbit can be viewed as the (d+ 1)-
dimensional configuration c ∈ GZd+1 by concatenating the configurations ci one after the
other along the additional dimension, that is, cu,i = c

(i)
u for all i ∈ Z and u ∈ Zd. The first d

dimensions are spatial dimensions while the (d+ 1)st dimension is the temporal dimension.
The configuration c is a space-time diagram of the cellular automaton F . Note that the
orbits and space-time-diagrams are temporally bi-infinite. The set of all space-time diagrams
of F is denoted by ST(F ). Because F is a group homomorphism we have the following.

I Lemma 12. ST(F ) ⊆ GZd+1 is a group shift.

Given X and F we can effectively construct ST(F ). Indeed, we just need to forbid in
spatial slices all the forbidden patterns that define X, and in temporally consecutive pairs
of slices patterns where the local update rule of F is violated. More precisely, let P be the
given finite set of forbidden patterns that defines X = XP , and let f : LN (X) −→ G be the
given local update rule that defines F with the finite neighborhood N ⊆ Zd. For any p ∈ P
we forbid the (d+ 1)-dimensional pattern p̂ over the domain D × {0} with p̂(u, 0) = p(u) for
all u ∈ D, i.e., the spatial slices are forced to belong to X, and for any neighborhood pattern
q ∈ LN (X) and for any a ∈ G such that a 6= f(q) we forbid the pattern q′a with the domain
N × {0} ∪ {(0, 1)} where q′a(u, 0) = q(u) for all u ∈ N and q′a(0, 1) = a, i.e. consecutive
slices are prevented from having an update error according to the local rule f . Let P ′ be the
set of all p̂ and q′a. Then clearly ST(F ) = XP ′ .
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I Lemma 13. Given X and F one can effectively construct ST(F ).

Traces
Let D ⊆ Zd be finite. For any orbit . . . , c(−1), c(0), c(1), . . . the sequence . . . , c(−1)|D, c(0)|D,
c(1)|D, . . . of consecutive views in the domain D is a D-trace. Each c(i)|D is an element of
the finite group GD, and hence the trace is a one-dimensional configuration over the group
GD. Let us denote by TrD(F ) ⊆ (GD)Z the set of all D-traces of F .

I Lemma 14. TrD(F ) is a one-dimensional group shift over GD. It is the projection of
ST(F ) on D × Z.

We call the set TrD(F ) the (D-)trace subshift of F . It can be effectively constructed:
Given X and F we can use Lemma 13 to effectively construct the group shift ST(F ) of
space-time diagrams, and then by Corollary 10 we can effectively construct the projection
TrD(F ) of ST(F ) on D × Z.

I Lemma 15. Given X and F and any finite D ⊆ Zd, one can effectively construct TrD(F ).

Limit sets
The limit set ΩF of a cellular automaton F consists of all configurations c(0) ∈ X that are
present in some bi-infinite orbit . . . c(−1), c(0), c(1), . . . In other words, ΩF is the set of the
d-dimensional slices of thickness one of ST(F ) in the d spatial dimensions. As a projection
of the group shift ST(F ), the set ΩF is a group shift.

I Lemma 16. ΩF is a d-dimensional group shift over G. It is the projection of ST(F ) on
Zd × {0}.

Using Corollary 10 we immediately get an algorithm to construct the limit set.

I Lemma 17. Given X and F , one can effectively construct ΩF .

By definition it is clear that F (ΩF ) = ΩF so that F is surjective on its limit set. By a
simple compactness argument we have that ΩF =

⋂
n∈N F

n(X), stating that any configuration
that has arbitrarily long sequences of pre-images has an infinite sequence of pre-images. Note
that X ⊇ F (X) ⊇ F 2(X) ⊇ is a decreasing chain of group shifts. By Theorem 5 there are no
infinite strictly decreasing chains of group shifts, so we have that F k+1(X) = F k(X) holds
for some k. Then F j(X) = F k(X) for all j > k so that ΩF = F k(X). So all group cellular
automata reach their limit set after a finite time:

I Lemma 18. Group cellular automata F : X −→ X are stable in the sense that there exists
k ∈ N such that F k(X) = ΩF .

Basic properties
A well-known open problem due to Blanchard and Tisseur asks whether every surjective
cellular automaton on a (one-dimensional) full shift has a dense set of temporally periodic
points. This has been proved to be the case in a number of limited setups, including additive
cellular automata on the one-dimensional full shift [2]. In fact, Theorem 2 implies the result
for all group cellular automata, for any dimension and on any group shift, not just the full
shift. Even jointly periodic configurations are dense: a configuration is called jointly periodic
for a cellular automaton if it is temporally periodic and also totally periodic in space.

MFCS 2020



12:10 Group Cellular Automata

I Corollary 19. Let F : X −→ X be a group cellular automaton on a d-dimensional group
shift X. Jointly periodic configurations are dense in ΩF . In particular, if F is surjective then
they are dense in X = ΩF .

Proof. By Lemma 12 the set ST(F ) of space-time diagrams is a (d+ 1)-dimensional group
shift, and by Theorem 2 totally periodic elements are dense in ST(F ). The projection π(c) of
a totally periodic space-time diagram c on the domain Zd × {0} is a totally periodic element
of ΩF that is also temporally periodic. The density of totally periodic space-time diagrams c
implies the density of their projections π(c) in ΩF . J

Another immediate implication of Theorem 2 is a surjunctivity property: every injective
group cellular automaton F : X −→ X is surjective.

I Corollary 20. Let F : X −→ X be a group cellular automaton on a d-dimensional group
shift X. If F is injective then it is surjective.

Proof. If F is injective then it is injective among totally periodic configurations of X. For
any fixed k > 0 there are finitely many configurations in X that are kei-periodic for all
i ∈ {1, . . . , d}. These are mapped by F injectively to each other. Any injective map on a
finite set is also surjective, so we see that F is surjective among totally periodic configurations
of X. By Theorem 2 the totally periodic configurations are dense in X so that F (X) is a
dense subset of X. By the continuity of F it is also closed which means that F (X) = X. J

We have that every injective group cellular automaton is bijective. Recall that a bijective
cellular automaton F is automatically reversible, meaning that the inverse F−1 is also a
cellular automaton. If F is a reversible group cellular automaton then clearly so is F−1.
Reversible cellular automata are of particular interest due to their relevance in modeling
microscopic physics and in other application domains [10]. While it is decidable if a given
one-dimensional cellular automaton is injective (=reversible) or surjective, the same questions
are undecidable for general two-dimensional cellular automata [8]. As expected, the situation
is different for group cellular automata.

I Theorem 21. It is decidable if a given group cellular automaton F : X −→ X over a given
d-dimensional group shift X is injective (surjective).

Proof. By Lemma 17 one can effectively construct the limit set ΩF . The CA F is surjective
if and only if ΩF = X. As equality of given group shifts is decidable (Corollary 4(b)), it
follows that surjectivity is decidable.

For injectivity, recall that a group homomorphism F is injective if and only if ker(F ) =
{1X}. Since ker(F ) is a group shift that can be effectively constructed (Lemma 6), we can
check injectivity by checking the equality of the two group shifts ker(F ) and {1X}. J

Nilpotency, equicontinuity and sensitivity
A cellular automaton is called nilpotent if there is only one configuration in the limit set ΩF .
(Clearly the limit set is never empty.) Nilpotency is undecidable even for cellular automata
over one-dimensional full shifts [7, 18]. In the case of group cellular automata the identity
configuration is a fixed point and hence automatically in the limit set. Nilpotency of group
cellular automata can be easily tested by effectively constructing the limit set (Lemma 17)
and testing equivalence with the singleton group shift {1X}.

More generally, a cellular automaton F is eventually periodic if Fn+p = Fn for some n
and p ≥ 1, and it is periodic if F p is the identity map for some p ≥ 1. Nilpotent cellular
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automata are clearly eventually periodic with p = 1. Note that eventually periodic cellular
automata are periodic on the limit set and, conversely, if F is periodic on its limit set then it
is eventually periodic on X because ΩF = Fn(X) for some n by Lemma 18.

I Theorem 22. It is decidable for a given group cellular automaton G : X −→ X on a given
d-dimensional group shift X whether F is nilpotent, periodic or eventually periodic.

Proof. We have that F is
nilpotent if and only if ΩF = {1X},
eventually periodic if and only if Tr{0}(F ) is finite,
periodic if and only if it is injective and eventually periodic.

Group shifts ΩF and Tr{0}(F ) can be effectively constructed (Lemmata 15 and 17). Equival-
ence of ΩF and {1X} can be tested (Corollary 4(b)) and finiteness of a given one-dimensional
subshift of finite type is easily checked, so nilpotency and eventual periodicity are decidable.
By Theorem 21 injectivity of F is decidable so also periodicity can be decided. J

A configuration c ∈ X is an equicontinuity point of F : X −→ X if for every finite D ⊆ Zd

there exists a finite E ⊆ Zd such that e|E = c|E implies Fn(e)|D = Fn(c)|D for all n ≥ 0.
Orbits of equicontinuity points can hence be reliably simulated even if the initial configuration
is not precisely known. Let Eq(F ) ⊆ X be the set of equicontinuity points of F . We call F
equicontinuous if Eq(F ) = X.

Cellular automaton F : X −→ X is sensitive to initial conditions, or just sensitive, if there
exists a finite observation window D ⊆ Zd such that for every configuration c ∈ X and every
finite E ⊆ Zd there is e ∈ X with e|E = c|E but Fn(e)|D 6= Fn(c)|D for some n ≥ 0. Clearly
c cannot be an equicontinuity point so for all sensitive F we have Eq(F ) = ∅. For group
cellular automata also the converse holds.

I Lemma 23. Let F : X −→ X be a group cellular automaton over a d-dimensional group
shift X 6= ∅. Then exactly one of the following two possibilities holds:

Eq(F ) = X and F is equicontinuous, or
Eq(F ) = ∅ and F is sensitive.

Proof. Assume that some c 6∈ Eq(F ) exists, which means that there exists a finite D ⊆ Zd

such that for all finite E ⊆ Zd there is e ∈ X and n ≥ 1 with e|E = c|E but Fn(e)|D 6= Fn(c)|D.
Consider an arbitrary c′ ∈ X. For c′′ = c′ec−1 ∈ X we then have that c′′|E = c′|E but
Fn(c′′)|D 6= Fn(c′)|D. This proves that c′ 6∈ Eq(F ).

We can conclude that for group cellular automata either Eq(F ) = X or Eq(F ) = ∅. By
definition, Eq(F ) = X is equivalent to equicontinuity of F .

If F is sensitive then Eq(F ) = ∅ holds. Conversely, if F is not sensitive then, by definition,
for all finite D ⊆ Zd there exists c ∈ X and a finite E ⊆ Zd such that e|E = c|E implies that
Fn(e)|D = Fn(c)|D for all n ≥ 0. As above, we can replace c by any other configuration c′,
which implies that all configurations are equicontinuity points, i.e., Eq(F ) 6= ∅. J

We can decide equicontinuity and sensitivity.

I Theorem 24. It is decidable for a given group cellular automaton G : X −→ X on a given
d-dimensional group shift X whether F is equicontinuous or sensitive to initial conditions.

Proof. By the dichotomy in Lemma 23 it is enough to decide equicontinuity. Let us show
that F is equicontinuous if and only if it is eventually periodic, after which the decidability
follows from Theorem 22.
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If F is eventually periodic then it is trivially equicontinuous since there are only finitely
many different functions F k, k ≥ 0, and all these functions are continuous. Conversely, if F
is equicontinuous then one easily sees that there are only finitely many different traces in
Tr{0}(F ). Indeed, equicontinuity at configuration c implies that there is a finite set E ⊆ Zd

such that e|E = c|E implies that Fn(e)0 = Fn(c)0 for all n ≥ 0. As in the proof of Lemma 23
we see that the same set E works for all configurations c. But then |LE(X)| is an upper
bound on the number of different traces in Tr{0}(F ) because c|E uniquely identifies the
positive trace of c (and by the translation invariance of the trace subshift any k different
traces can be shifted to provide k different positive traces.)

Finiteness of Tr{0}(F ) implies that all traces are periodic with a common period, so that
cellular automaton F is periodic on its limit set. Hence F is eventually periodic. J

Mixing properties

A cellular automaton F : X −→ X is transitive if there is an orbit from every non-empty
open set to every non-empty open set, that is, if for any finite D ⊆ Zd and all p, q ∈ LD(X)
there exists c ∈ X and n ≥ 0 such that c|D = p and Gn(c)|D = q. It is mixing if there exists
such c for every sufficiently large n, that is, if for all D, p and q as above there is m such
that for every n ≥ m there exists c ∈ X such that c|D = p and Gn(c)|D = q.

For these properties we obtain only semi-algorithms for the negative instances. Decidability
remains open.

I Theorem 25. It is semi-decidable for a given group cellular automaton G : X −→ X on a
given d-dimensional group shift X whether F is non-transitive or non-mixing.

Proof. A non-deterministic semi-algorithm guesses a finite D ⊆ Zd, forms the trace subshift
TrD(F ), and verifies that the trace subshift is not transitive (not mixing, respectively).
Clearly F is not transitive (not mixing, respectively) if and only if such a choice of D exists.
For one-dimensional subshifts of finite type, such as TrD(F ), it is easy to decide transitivity
and the mixing property [15]. J

5 Conclusions

We have demonstrated how the “swamp of undecidability” [16] of multidimensional SFTs and
cellular automata is mostly absent in the group setting. For general cellular automata nilpo-
tency [7, 18], as well as eventual periodicity, equicontinuity and sensitivity [4] are undecidable
on one-dimensional full shifts, and periodicity [11], as well as sensitivity, mixingness and
transitivity [17] are undecidable even among reversible one-dimensional cellular automata
on the full shift; injectivity and surjectivity are undecidable for two-dimensional cellular
automata on the full shift [8]. Algorithms and characterizations have been known for linear
and additive cellular automata (on full shifts, sometimes depending on the dimension [2, 3]).
Our results improve these to the greater generality of non-commutative groups and cellular
automata on higher dimensional subshifts. However, it should be noted that the existing
characterizations in the literature typically provide easy to check conditions on the local rule
of the cellular automaton for the considered properties, while algorithms extracted from our
proofs are impractical and only serve the purpose of proving decidability.
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Abstract
The Ideal Membership Problem (IMP) asks if an input polynomial f ∈ F[x1, . . . , xn] with coefficients
from a field F belongs to an input ideal I ⊆ F[x1, . . . , xn]. It is a well-known fundamental problem
with many important applications, though notoriously intractable in the general case. In this paper
we consider the IMP for polynomial ideals encoding combinatorial problems and where the input
polynomial f has degree at most d = O(1) (we call this problem IMPd). Our main interest is
in understanding when the inherent combinatorial structure of the ideals makes the IMPd “hard”
(NP-hard) or “easy” (polynomial time) to solve.

Such a dichotomy result between “hard” and “easy” IMPs was recently achieved for Constraint
Satisfaction Problems over finite domains [5, 24] (this is equivalent to IMP0) and IMPd for the Boolean
domain [16], both based on the classification of the IMP through functions called polymorphisms.
For the latter result, each polymorphism determined the complexity of the computation of a suitable
Gröbner basis.

In this paper we consider a 3-element domain and a majority polymorphism (constraints under
this polymorphism are a generalisation of the 2-SAT problem). By using properties of the majority
polymorphism and assuming graded lexicographic ordering of monomials, we show that the reduced
Gröbner basis of ideals whose varieties are closed under the majority polymorphism can be computed
in polynomial time. This proves polynomial time solvability of the IMPd for these constrained
problems. We conjecture that this result can be extended to a general finite domain of size k = O(1).
This is a first step towards the long term and challenging goal of generalizing the dichotomy results
of solvability of the IMPd for a finite domain.
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1 Introduction

A polynomial ideal is a subset of the polynomial ring F[x1, . . . , xn] with two properties: for
any two polynomials f, g in the ideal, f + g also belongs to the ideal and so does hf for any
polynomial h in F[x1, . . . , xn]. The Hilbert Basis Theorem [10] states that every ideal I is
finitely generated by a set F = {f1, . . . , fm} ⊂ I, i.e., any polynomial in I is a polynomial
combination of elements from F . The polynomial Ideal Membership Problem (IMP) is to
find out if a polynomial f belongs to an ideal I or not, given a set of generators of the ideal.
This fundamental algebraic complexity problem was first pioneered by David Hilbert [11] and
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has important applications in solving polynomial systems and polynomial identity testing
[8, 23]. The IMP is, in general, EXPSPACE-complete and Mayr and Meyer show examples
that prove the double exponential growth of degree bounds [17, 18, 19].

The vanishing ideal of a set S ⊆ Fn is the set of all polynomials in F[x1, . . . , xn] that
vanish at every point of S. This set of polynomials forms an ideal. In this paper we consider
vanishing ideals of the sets S of feasible solutions that arise from combinatorial problems. The
vanishing ideal of the solution space S is defined as its combinatorial ideal. We consider the
IMP for polynomial ideals over the field of rationals (i.e., F = Q) that encode combinatorial
problems. We call such problems where the input polynomial has degree at most d = O(1)
as IMPd. The polynomial ideals that arise from combinatorial problems frequently have
special properties: these ideals are finite domain and therefore zero-dimensional and radical.
It is important to identify restrictions (combinatorial problems) for which IMPd is tractable,
since this has applications to Sum-of-Squares (SoS) proof systems (or Lasserre relaxations)
and theta bodies [9].

The SoS proof system is an increasingly popular tool to solve combinatorial optimization
problems. Especially over the last few decades, SoS has had several applications in continuous
and discrete optimization (see, e.g., [14]). It has often been claimed in recent papers that one
can compute a degree d SoS proof (if one exists) via the Ellipsoid algorithm in nO(d) time.
In a recent work, O’Donnell [20] observed that this often repeated claim is far from true.
O’Donnell gave an example of a polynomial system and a polynomial which had degree two
proofs of non-negativity with coefficients requiring an exponential number of bits, causing
the Ellipsoid algorithm to take exponential time. O’Donnell [20] raised the open problem to
establish useful conditions under which “small” SoS proof can be guaranteed automatically.
Raghavendra and Weitz [21] provided a sufficient condition on a polynomial system that
implies bounded coefficients in SoS proofs. In particular, the work of Raghavendra and
Weitz [21] shows that the IMPd tractability for combinatorial ideals implies polynomially
bounded coefficients in SoS proofs. Therefore, the IMPd tractability yields to degree d SoS
proof (if one exists) computation via the Ellipsoid algorithm in nO(d) time. Moreover an
efficient computation of the IMPd leads to the efficient construction of theta bodies SDP
relaxations for the considered problems [9, 15]. There are only very few examples of efficiently
constructible theta bodies relaxations.

Hence the following question poses itself: which restrictions on combinatorial problems
can guarantee an efficient computation of the IMPd? In this paper we make restrictions
on the constraint language (see Section 1.1), where each constraint language Γ produces
a particular polynomial ideal membership problem denoted IMPd(Γ) (see A.2.1 of [16] for
details on Ideal-CSP correspondence). The ultimate objective is to describe the complexity of
the IMPd(Γ) for all constraint languages Γ. By placing restrictions on constraint languages,
examinations regarding the computational complexity of the decision version of the Constraint
Satisfaction Problem (CSP) over a language Γ on a finite domain (denoted by CSP(Γ)), has
yielded successful results. The complexity classification of CSP(Γ) started with the classic
dichotomy result of Schaefer [22] for CSPs over the Boolean domain. Nearly thirty years
after [22], the renowned dichotomy result for ternary domains was proven by Bulatov [4].
It took another decade to generalize the latter to any finite domain (see Bulatov [5] and
Zhuk [24]), settling the long-standing Feder-Vardi dichotomy conjecture for finite domain
CSPs. We refer to [6] for an excellent survey. Note that CSP(Γ) corresponds to the very
special case of the IMPd(Γ) with d = 0, i.e. where we are only interested in testing if the
constant polynomial “1” belongs to the combinatorial ideal (see A.2.1 of [16] for more details).
In this paper we are interested in the problem with d ≥ 1.
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By following the constraint language approach, Mastrolilli [16] recently showed that the
question of ideal membership tractability for the Boolean setting admits a very clean answer.
He presented a dichotomy result on when IMPd(Γ) is decidable in polynomial time and
when it is NP-complete. Mastrolilli’s approach is based on the celebrated dichotomy result of
Schaefer [22], the modern view of Constraint Satisfaction Problems and Gröbner basis theory
introduced by Buchberger [3]. The modern approach of satisfiability of CSP is through
functions called polymorphisms [1, 12]. Solvability of CSP in the Boolean domain has a nice
dichotomy result: it is solvable in polynomial time if all constraints are closed under one
of six polymorphisms (majority, minority, MIN, MAX, constant 0 and constant 1), else it
is NP-complete. Mastrolilli [16] proved that the IMPd generalization of the CSP for the
Boolean domain also has a nice dichotomy result: it is solvable in polynomial time if all
constraints are closed under one of four polymorphisms (majority, minority, MIN, MAX),
else it is NP-complete.

In this paper, we attempt to begin the generalization of CSP(Γ) (viz. IMP0(Γ)) by
working on the corresponding IMPd(Γ) for any d = O(1) in the ternary domain, which
expands the known set of tractable IMPd cases by providing a suitable class of combinatorial
problems. The contribution of the paper can be viewed as the first step towards a long
term and challenging goal: to extend the dichotomy results of IMP0(Γ) for finite domain
to IMPd(Γ) for any constant d ≥ 1. This would imply a very clean classification on the
applicability of the approach in [21] for SoS and it would imply a dichotomy result on
the complexity of theta bodies for any finite domain constraint language. However, this
challenging goal is fraught with several difficulties, as partially underlined by the present
paper. To some extent, this is not a surprise and reflects the fact that even the generalization
from CSP(Γ) over the Boolean domain to the more general finite domain took about forty
years to complete. We refer to Section 5 for a discussion.

Throughout this paper we assume that the reader has some basic knowledge of both,
CSPs over a constraint language and algebraic geometry, more specifically Gröbner basis. We
use notations and basic properties as in standard textbooks and literature [6, 7, 8]. However,
in order to make this article accessible to non-expert readers, the appendix in [16] provides
the essential context needed with the adopted notation. We recommend the non-expert
reader to start with that section or refer to [6, 8]. We start with some basic definitions in
Section 1.1. In Section 1.2 we formally state our results and how they are obtained. Therein
we provide an overview of the proofs whose more detailed explanations are to be found in
the remaining parts of the paper. Due to space limitations, omitted proofs can be found in
the full version of this paper.

1.1 Preliminaries
Let D denote a finite set (domain). By a k-ary relation R on a domain D we mean a subset
of the k-th cartesian power Dk; k is said to be the arity of the relation. We often use relations
and (affine) varieties interchangeably since both essentially represent a set of solutions. A
constraint language Γ over D is a set of relations over D. A constraint language is finite
if it contains finitely many relations, and is Boolean if it is over the two-element domain
{0, 1}. In this paper, D is the ternary domain {0, 1, 2}.

A constraint over a constraint language Γ is an expression of the form R(x1, . . . , xk)
where R is a relation of arity k contained in Γ, and the xi are variables. A constraint is
satisfied by a mapping φ defined on the xi if (φ(x1), . . . , φ(xk)) ∈ R.
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I Definition 1. The (nonuniform) Constraint Satisfaction Problem (CSP) associated
with language Γ over D is the problem CSP(Γ) in which: an instance is a triple C = (X,D,C)
where X = {x1, . . . , xn} is a set of n variables and C is a set of constraints over Γ with
variables from X. The goal is to decide whether or not there exists a solution, i.e. a mapping
φ : X → D satisfying all of the constraints. We will use Sol(C) to denote the set of solutions
of C.

Moreover, we follow the algebraic approach to Schaefer’s dichotomy result [22] formulated by
Jeavons [12] where each class of CSP(Γ) that is polynomial time solvable is associated with
a polymorphism of Γ.

I Definition 2. An operation f : Dm → D is a polymorphism of a relation R ⊆ Dk if
for any choice of m tuples from R (allowing repetitions), it holds that the tuple obtained
from these m tuples by applying f coordinate-wise is in R. If this is the case we also say
that f preserves R, or that R is invariant or closed with respect to f . A polymorphism of a
constraint language Γ is an operation that is a polymorphism of every R ∈ Γ.

In this paper we deal with a majority polymorphism[13, 2]: for a finite domain D, a ternary
operation f is called a majority polymorphism if f(a, a, b) = f(a, b, a) = f(b, a, a) = a for all
a, b ∈ D. There is only one majority polymorphism for the Boolean domain, but this is not
the case for larger domains. We focus on one of the majority polymorphisms in particular:

I Definition 3. The dual discriminator, denoted by ∇, is a majority polymorphism such
that ∇(a, b, c) = a for pairwise distinct a, b, c ∈ D.

We chose this particular majority polymorphism as there is a general consensus that the dual
discriminator is often used as a starting point in many CSP-related classifications [2].

I Example 4. Consider relations R1 = {(0, 1, 1), (2, 0, 2), (2, 2, 1), (2, 0, 1), (2, 1, 1)} and
R2 = {(1, 1), (2, 1)}. Observe that both R1 and R2 are ∇-closed. Consider an instance C
over Γ = {R1, R2} with constraints C1 = R1(x, y, z) and C2 = R2(x, z). The assignment φ
where φ(x) = 2, φ(y) = 0, φ(z) = 1 satisfies all constraints.

The well-known Boolean 2-SAT problem is another example of CSP closed under the majority
polymorphism.

For a given instance C of CSP(Γ), the combinatorial ideal IC is defined as the vanishing
ideal of the set Sol(C), i.e. IC = I (Sol(C)).We call polynomials of the form xi(xi− 1)(xi− 2)
domain polynomials, denoted by dom(xi), and it is easy to see that they belong to IC for
every i ∈ [n] as they describe the fact that Sol(C) ⊆ Dn. For a more detailed Ideal-CSP
correspondence we refer to A.2.1 of [16].

I Definition 5. The Ideal Membership Problem associated with language Γ is the
problem IMP(Γ) in which the input consists of a polynomial f ∈ F[X] and a CSP(Γ)
instance C = (X,D,C). The goal is to decide whether f lies in the combinatorial ideal IC.
We use IMPd(Γ) to denote IMP(Γ) when the input polynomial f has degree at most d.

1.2 Our contributions
In this paper we focus on instances C = (X = {x1, . . . , xn}, D = {0, 1, 2}, C) of CSP(Γ) where
Γ is a language that is closed under the dual discriminator. We identify certain structural
properties of the dual discriminator and exploit them in order to characterize varieties as
∇-closed or not. We claim that the reduced Gröbner basis of the combinatorial ideal IC , is a
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subset of a “well structured” set G (see Definition 17) that only depends on the number of
variables n, and is of size O(n3). We prove this by first showing that IC has a generating set
that is a subset of G. It is known that the Buchberger’s algorithm [3, 8] is one way to form a
Gröbner basis of the ideal from a generating set by computing S-polynomials for every pair
of polynomials in the generating set. We then show that polynomials in G have the property
that for any f, g ∈ G, there is a polynomial in G that divides S(f, g) and belongs to IC . Since
|G| = O(n3), we have the following main results:

I Theorem 6. The reduced Gröbner basis of a combinatorial ideal, whose variety is over
the domain {0, 1, 2} and is closed under the dual discriminator polymorphism, is a subset
of G and can be computed in polynomial time assuming the graded lexicographic ordering of
monomials.

This gives us proof of the following:

I Corollary 7. IMPd(Γ) can be solved in polynomial time for d = O(1) if the dual discrim-
inator is a polymorphism of Γ.

Overview of the proof structure of this paper: A high level description of the proof structure
is as follows. We first begin by observing in Section 2 that every ∇-closed variety V of
arity n can be written as the intersection of varieties ∩Vi,j where each Vi,j is the projection
of V onto its i-th and j-th coordinates. This implies that we can represent the vanishing
ideal of V as a sum of vanishing ideals of each of the projections as I(V ) =

∑
I(Vi,j) [8].

This prompts us to examine varieties of arity two that are ∇-closed. In Section 3, we find
a structural property of such varieties: where we say varieties of arity two are ∇-closed iff
they are L-closed (see Definition 10). This allows an easy examination of the (29 many)
possible varieties of arity two, based on the number of elements in the subset. In each case,
we produce a set of polynomials and prove that this is the reduced Gröbner basis of the
vanishing ideal of the variety. These polynomials partially make up the set G (recall that we
claim that the reduced Gröbner basis of IC can only come from G). We claim the remaining
polynomials in G can be obtained by the reduced Gröbner basis of the vanishing ideals of
certain varieties of arity three, as explained in Section 4.1.

Thus far we have that the reduced Gröbner basis of each I(Vi,j) is a subset of G. In
Section 4.2 we prove that the reduced Gröbner basis of IC = I(V ) =

∑
I(Vi,j) is also a subset

of G. Theorem 18 and Lemma 19 prove that the reduced Gröbner basis of I(Vi,j) + I(Vk,l)
is a subset of G for any i, j, k, l ∈ [n]. Since we prove that the reduced Gröbner basis of∑

I(Vi,j) is a subset of G, and |G| = O(n3), proof of Theorem 6 follows.

2 Structure of ∇-closed varieties

In this section we explain a certain geometric structure of majority closed varieties.

I Definition 8. Let V be a variety of arity n. Let the n-arity variety Vi,j (1 ≤ i < j ≤ n)
be the projection of V along its (i, j)th coordinates such that the variety along the rest of the
coordinates is Dn−2.

For example, let V = {(0, 1, 2), (1, 1, 2)}. Then V1,2 = {(0, 1, 0), (0, 1, 1), (0, 1, 2), (1, 1, 0),
(1, 1, 1), (1, 1, 2)}, V1,3 = {(0, 0, 2), (0, 1, 2), (0, 2, 2), (1, 0, 2), (1, 1, 2), (1, 2, 2)} and V2,3 =
{(0, 1, 2), (1, 1, 2), (2, 1, 2)}.

We now state a result proved in [13] which is a structural property of any majority
polymorphism.
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I Lemma 9 (Proposition 5.4 [13]). If a variety V of arity n ≥ 2 is closed under any majority
polymorphism then V =

⋂
i<j Vi,j.

Any variety Vi,j can be represented by using a two dimensional grid with |D| rows and
columns, where every point (a, b) in the grid corresponds to the tuples in Vi,j whose ith and
jth coordinates are (a, b). Note that the other coordinates take all possible values from D.
For example, Figure 1 shows two varieties {(0, 1), (0, 2), (2, 1)} and {(0, 1), (0, 2), (2, 0)}. This
allows us to introduce the following important geometric view of ∇-closed varieties.

I Definition 10. Consider D2 as a two dimensional grid with |D| rows and columns. Let V
be a variety arity 2 with at least three elements such that two of its elements have the same
row (/column) and the third is in a different row and in a column different from the first
two. We say V is L-closed if for any such three elements, V contains the element that shares
the same row (/column) as the first two and the same column (/row) as the third. Varieties
containing less than three elements are trivially L-closed.

See Figure 1 for examples.

(a) L-closed (b) Not L-closed

Figure 1 L-closedness.

I Lemma 11. A variety V of arity 2 is ∇-closed iff it is L-closed.

Proof. If V is not L-closed, then without loss of generality it contains three elements of the
form (a, 0), (a, 1), (d, 2) where a, d ∈ D, a 6= d and (a, 2) /∈ V . Then ∇((d, 2), (a, 1), (a, 0)) =
(a, 2) /∈ V (see Definition 3). Hence V is not ∇-closed. Suppose V is not ∇-closed, then it
contains three elements whose majority is not in V . If the first coordinates are all distinct and
so are the second, then the majority of the three elements is one of the three, a contradiction,
hence there are at least two elements which agree on one coordinate. Without loss of
generality, we can assume that at least two elements agree on the first coordinate. Let the
three elements be (a, b), (a, c) and (d, e) where a, b, c, d, e ∈ D and b 6= c. d 6= a else the
majority of the three elements is one of them. The first coordinate of the majority is a
considering any order of the three elements. e 6= b, else the majority is (a, b), which is in V , a
contradiction. Similarly, e 6= c, so b, c, e are distinct. Then ∇((d, e), (a, b), (a, c)) = (a, e) /∈ V
and hence V is not L-closed. J

3 Polynomials that describe ∇-closed varieties of arity two

Suppose V is a ∇-closed variety of arity two. This section provides the reduced Gröbner
basis for every possibility of I(V ) based on the number of tuples the variety can contain. Let
the first coordinate of each tuple correspond to the variable x, the second to y with x > y and
we assume graded lexicographic ordering. We provide a set of generators G = {f1, f2, . . . , fs}
such that it is easy to see that V(〈G〉) = V implies 〈G〉 ⊆ I(V ). We then prove that (i)
〈G〉 = I(V ) (i.e., 〈G〉 is a radical ideal) and (ii) G is a Gröbner basis of I(V ).
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(a) P1 (b) P2 (c) P3 (d) P4

Figure 2 Polynomials describing non-linear varieties with three tuples with no shared coordinates.

We prove this by showing that for all f ∈ I(V ), we have f |G = 0. We use f |G to denote
the normal form of f , i.e. the remainder of the division of f by polynomials of G (in any
order) such that no polynomial in G can further divide the remainder. Clearly ∀f ∈ I(V ) if
we have f |G = 0 then (i) holds because we can express f =

∑s
i=1 hifi where we obtain hi by

dividing f by the ordered tuple in G. (ii) also holds because f |G generalises S(fi, fj)|G (see
Buchberger’s criterion in [8] for more details). We let f |G = p(x, y) in the following cases.
We observe that in the set G, no leading monomial of fi should divide any term of p. Since
p ∈ I(V ), we use the fact that p(a, b) = 0 ∀(a, b) ∈ V to prove that p is the zero polynomial.
Once proved that p = 0, the reader can see that G is actually a reduced Gröbner basis as no
leading monomial of fi will divide any monomial of fj (i 6= j). In what follows below, let
Case i represent the case where the variety V contains i tuples.
Case 1: Suppose V = {(α, β)}, α, β ∈ D. We propose G = {x−α, y−β}. Clearly, p(x, y) = 0

here.
Case 2: Suppose V = {(α1, β1), (α2, β2)}, where α1, β1, α2, β2 ∈ D. If β1 = β2 then we

propose G = {y − β1, (x − α1)(x − α2)}. The leading monomials of polynomials in G
are y and x2, therefore p has to be linear in x. As p(x) = ax + b = 0 ∀x ∈ {α1, α2},
we have p = 0. If β1 6= β2 we simply take the line passing through the points of V , i.e,
G = {x − α2 − (y − β2)(α1 − α2)/(β1 − β2), (y − β1)(y − β2)}. The reasoning for the
Gröbner basis remains the same, except that p has to be linear in y.

Case 3: If the three tuples are points that are collinear, then they can be described by one of
the following lines: x−α, y−β, x− y, x+ y− 2, where α, β ∈ D. They form the reduced
Gröbner basis of the vanishing ideal along with the domain polynomial in y (except for
y−β in which case we need the domain polynomial in x): suppose the variety in question
is described by a line with x as the leading monomial. Then p must not contain x and y3.
This implies that p is a polynomial in y with degree at most 2. But since the line passes
through three points, p(y) = ay2 + by + c = 0 ∀y ∈ D implies p = 0.
Suppose the three points are non-collinear in such a way that no two points share
neither the first nor the second coordinates. Then there are 4 possibilities of such an
arrangement and all are ∇-closed (see intersection points of the polynomials in Figure 2):
V1 = {(0, 1), (1, 2), (2, 0)}, V2 = {(0, 1), (1, 0), (2, 2)}, V3 = {(0, 0), (1, 2), (2, 1)} and
V4 = {(0, 2), (1, 0), (2, 1)}.
The reduced Gröbner basis of the vanishing ideal of Vi is {Pi(x, y)} where

P1(x, y) := x2 − 5
3x+ 2

3y −
2
3 , xy − 2

3x−
4
3y + 4

3 , y2 − 2
3x−

7
3y + 4

3

P2(x, y) := x2 − 5
3x−

2
3y + 2

3 , xy − 4
3x−

4
3y + 4

3 , y2 − 2
3x−

5
3y + 2

3

P3(x, y) := x2 − 7
3x+ 2

3y, xy − 2
3x−

2
3y, y2 + 2

3x−
7
3y

P4(x, y) := P1(y, x)

In each case, the polynomial with leading monomial x2, xy, y2 is denoted by the curve in
red, black and purple respectively. It is easy to see that these are the reduced Gröbner

MFCS 2020



13:8 IMP for Majority-Closed Constraints over a Ternary Domain

basis, because p cannot contain the leading monomials x2, xy, y2, hence can only be
linear in x, y. But the fact that p is a line that has 3 non-linear solutions would imply
p(x, y) = 0.
The only case that is left to consider which is L-closed is if the three points are non-
collinear but of the form V = {(α1, β1), (α1, β2), (α2, β2)} where α1, β1, α2, β2 ∈ D. In
this case, G = {(x − α1)(x − α2), (y − β1)(y − β2), (x − α1)(y − β2)}. The reasoning
behind why G is the reduced Gröbner basis is the same as the one above. This concludes
Case 3.
In the following cases, we need to consider specifically the arrangement of points which
are ∇-closed. Let Ci (/Ri), be the set of points of the variety whose x (/y) coordinate is
i, where i ∈ D. Suppose α1, α2, α3 ∈ D and are all distinct.

Case 4: We claim that such a variety can be described by the following polynomials: (x−
α)(x− β), (x− α)(y − β), (y − α)(y − β).
1. |Cα1 | = 3, |Cα2 | = 1. Then G = {(x−α1)(x−α2), (x−α1)(y− β), dom(y)} where the

point in Cα2 has y−coordinate β. Now p can be written as p(x, y) = yp1(y) + p2(x)
where deg(p1), deg(p2) ≤ 1. We have p(x, y) = 0 ∀(x, y) ∈ V . Since (α1, 0) ∈ V ,
p2(α1) = 0. Since all points of Cα1 are in V and yp1(y) is at most quadratic in y,
we now have yp1(y) = 0 ∀y ∈ D ⇐⇒ p1 = 0. Now p(x, y) = p2(x), but both α1, α2
satisfy p2 and p2 is linear, which implies p2 = 0 and hence p(x, y) = 0.

2. |Cα1 | = 2, |Cα2 | = 2. This case is L-closed only if the elements in Cα1 and Cα2 lie
on the same rows, say β1 and β2. Then, G = {(x − α1)(x − α2), (y − β1)(y − β2)}.
Now p can be written as p(x, y) = xp1(y) + p2(y) where deg(p1), deg(p2) ≤ 1 and
p(x, y) = 0 ∀(x, y) ∈ V . Since (α1, β1), (α1, β2) ∈ V , p2(βi) = −α1p1(βi) for i =
1, 2. Since (α2, β1), (α2, β2) ∈ V , p2(βi) = −α2p1(βi) for i = 1, 2. Hence we have
(α1 − α2)p1(βi) = 0 implies p1(βi) = 0 for i = 1, 2 because α1 6= α2. Since p1 is linear,
this implies p1 = 0. Now p(x, y) = p2(y), but both β1, β2 satisfy p2 and p2 is linear,
which implies p2 = 0 and hence p(x, y) = 0.

3. |Cα1 | = 2, |Cα2 | = |Cα3 | = 1. In keeping with L-closedness, three of the points must
lie in the same row, and is hence similar to the first point.

In the following cases, since it is easy to prove, we simply state the polynomials that form
the reduced Gröbner basis for the only possible ∇-closed varieties.

Case 5: The ∇-closed varieties are specifically those whose points lie on one horizontal and
one vertical line, hence G = {(x− α)(y − β), dom(x), dom(y)}.

Case 6: The ∇-closed varieties are specifically those whose points lie on two vertical or two
horizontal lines, hence G is either {(x− α)(x− β), dom(y)} or {(y − α)(y − β), dom(x)}
for distinct α, β.

Cases 7 and 8 can similarly be examined to see that there are no arrangements that are
∇-closed. Case 9 implies I(V ) = 〈dom(x), dom(y)〉. This proves the following lemma:

I Lemma 12. The vanishing ideal of a ∇-closed variety of arity 2 has reduced Gröbner
basis which is polynomial in size. Specifically, the polynomials from the basis are of the form
xi−α, xi−α2− (xj − β2)(α1−α2)/(β1− β2) where α1 6= α2 and β1 6= β2, (xi−α)(xi− β),
(xi − α)(xj − β), xi(xi − 1)(xi − 2) or belong to Pa(xi, xj) where α, α1, α2, β, β1, β2 ∈ D and
a ∈ [4] assuming xi > xj.

We can also deduce the following corollary:

I Corollary 13. Any polynomial p in up to two variables (say xi and xj , i 6= j and xi > xj)
from the polynomials listed in the above lemma belongs to the reduced Gröbner basis of the
ideal 〈p, dom(xi), dom(xj)〉.
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The proof follows from the fact that 〈p, dom(xi), dom(xj)〉 has variety that is one of the
cases1 already considered in Lemma 12.

4 Closedness

4.1 Defining the set G
For a ∇-closed variety of arity 2, the reduced Gröbner basis of its vanishing ideal comes from
polynomials listed in Lemma 12. These polynomials define a part of the set G from Theorem 6.
Although polynomials from Lemma 12 can generate I(V ) for an arbitrary ∇-closed variety
V of arity greater than 2, they need not form the reduced Gröbner basis of I(V ). However,
we only need two more polynomials to complete the definition of G. These two polynomials
come from two particular ∇-closed varieties of arity 3. It is easy to see from our previous
proof strategy that the following holds:

I Lemma 14. Consider the ∇-closed varieties V1 = {(0, 1, 2), (1, 2, 0), (2, 0, 1)} and V2 =
{(0, 2, 1), (1, 0, 0), (2, 1, 2)} (see Tables 1a and 1c). The reduced Gröbner basis of the vanishing
ideal of V1 is {x+ y + z − 3, P1(y, z)}. Similarly that of V2 is {x+ y − z − 1, P3(y, z)} with
the ordering x > y > z.

Note that each column of V1 and V2 contains all elements of D and the projection along any
two columns xi, xj is V({Pa(xi, xj)}) for some a ∈ [4].

Table 1 Plausible varieties of x+ y + z − 3 and x+ y − z − 1.

(a) V1.

x y z

0 1 2
1 2 0
2 0 1

(b) V ′
1 .

x y z

0 2 1
1 0 2
2 1 0

(c) V2.

x y z

0 2 1
1 0 0
2 1 2

(d) V ′
2 .

x y z

0 1 0
1 2 2
2 0 1

I Lemma 15. If V is of arity 3 and ∇-closed such that x+ y + z − 3 belongs to the reduced
Gröbner basis of I(V ), then V is either V1 or V ′1 . Similarly, if x+ y − z − 1 belongs to the
reduced Gröbner basis, , then V is either V2 or V ′2 .

For the case of x + y + z − 3, the set of points in |D3| that satisfy x + y + z − 3 = 0 is
V1 ∪ V ′1 ∪ {(1, 1, 1)}. Using the fact that V is L-closed and x+ y + z − 3 is in the reduced
Gröbner basis of I(V ), it can be deduced that V is either V1 or V ′1 . We can see from
Lemmas 14 and 15 that the following is true.

I Lemma 16. If V is of arity 3 and ∇-closed such that f ∈ {x+ y + z − 3, x+ y − z − 1}
belongs to the reduced Gröbner basis of I(V ), then the reduced Gröbner basis of I(V ) is
{f, Pa(y, z)} for some a ∈ [4] assuming x > y > z.

We now define a set of polynomials G which we later prove to contain all the polynomials
that appear in the reduced Gröbner basis of vanishing ideals of ∇-closed varieties.

1 For example, considering p = x− α (where α ∈ D), the variety of 〈p, dom(x), dom(y)〉 is {(α, 0), (α, 1),
(α, 2)}. This variety having three elements implies we are in Case 3 of Lemma 12, from which we can
see that the reduced Gröbner basis of 〈p, dom(x), dom(y)〉 is {p, dom(y)}.
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I Definition 17. For distinct i, j, k ∈ [n], α, α1, α2, β, β1, β2 ∈ D, α1 6= α2 and β1 6= β2, let
G = D ∪Q ∪ L ∪ Z where

D = {xi(xi − 1)(xi − 2) : i ∈ [n]}
Q = {Pa(xi, xj) : i, j ∈ [n], a ∈ [4]} ∪ {(xi − α)(xi − β) : i ∈ [n]}∪

{(xi − α)(xj − β) : i, j ∈ [n]}
L = {xi − α : i ∈ [n]} ∪ {xi − α2 − (xj − β2)(α1 − α2)/(β1 − β2) : i, j ∈ [n]}∪

{xi + xj + xk − 3 : i, j, k ∈ [n]} ∪ {xi + xj − xk − 1 : i, j, k ∈ [n]}
Z = {0, 1}.

4.2 G contains the reduced Gröbner basis
From Lemmas 9 and 12, we know that for an instance C of CSP(Γ), where the dual
discriminator is a polymorphism of Γ, IC can be described by a set of input polynomials
which is a subset of G as defined in Definition 17. For every f, g ∈ G, if it were true that
S(f, g)|f,g ∈ G, then we would be able to find a Gröbner basis of IC by using Buchberger’s
algorithm as explained by Mastrolilli [16]. However, this is true only for the Boolean case,
and in order to generalize this to a 3-element domain, we look at IC rather than f and g
alone.

The sum of two ideals I and J is defined as the set I + J that contains f + g for every f
in I and every g in J [8] (see Ch.4, p.189). Not only is I + J the smallest ideal containing I
and J , but the union of the set of generators of I and J generates I + J . Subsequently, if
V = Sol(C), we see that

V =
⋂

1≤i<j≤n
Vi,j (see Lemma 9) =⇒ I(V ) =

∑
1≤i<j≤n

I(Vi,j) (1)

where the second equality comes from [8] (see Th.4 p.190). Thus the polynomials from
Lemma 12 can generate I(V ) = IC , but this need not mean that the reduced Gröbner basis
of IC also comes from Lemma 12.

One of the crucial elements of this paper is that, given that a polynomial p ∈ G belongs
to the reduced Gröbner basis of I(V ) for some ∇-closed variety V with arity at least two, we
can say with certainty that a few other polynomials from G belong to I(V ) as well. We list
out these polynomials in Table 2. We call p the representative polynomial and denote the
list of polynomials that accompany p as A(p) and call them accompanying polynomials. We
see that this is true for p with less than three variables from Corollary 13, and for p with
exactly three variables from Lemma 16. It also follows that not only do the accompanying
polynomials belong to I(V ), but {p,A(p)} is the reduced Gröbner basis of 〈p,A(p)〉.

I Theorem 18. Suppose f, g ∈ G and If = 〈f,A(f)〉 and Ig = 〈g,A(g)〉, then the reduced
Gröbner basis of If + Ig is contained in G.

Proof. For every pair of f, g ∈ G, we produce G ⊂ G and claim it is the reduced Gröbner
basis of If + Ig. We prove the theorem (as done similarly in section 2) by observing that
V(〈G〉) = V(If + Ig) and proving that (i) 〈G〉 = If + Ig (i.e., 〈G〉 is a radical ideal) and (ii)
G is the reduced Gröbner basis of If + Ig. We do this by fixing an order of the elements of
G and proving that for all h ∈ If + Ig, we have h|G = p is the zero polynomial.

The case when either f or g is a domain polynomial or 1 is straightforward. So we prove
the claim by distinguishing between the following cases:
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Table 2 Representative and accompanying polynomials.

Representative polynomial (p) Accompanying polynomials (A(p))
dom(x) or dom(y) dom(y) or dom(x) respectively

Any polynomial of Pa(x, y) The other two polynomials of Pa(x, y)
(x− α)(x− β) or (y − α)(y − β) dom(y) or dom(x) respectively

(x− α)(y − β) dom(x), dom(y)
x− α or y − α dom(y) or dom(x) respectively

x+ y − 2 or x− y dom(y)
Lines that pass through only (α1, β1), (α2, β2) (y − β1)(y − β2)

x+ y + z + 3 or x+ y − z − 1 Pa(y, z) for some a ∈ [4]
1 None

1. Case Q: where both f, g ∈ Q.
2. Case L: where both f, g ∈ L.
3. Case Q-L: where f ∈ Q and g ∈ L.
The proofs for these cases can be found in the full version of this paper. J

For V = Sol(C), using Theorem 18, Equation (1) and a result in [8] (see Cor.3, p.190),

I(V ) =
∑

1≤i<j≤n
I(Vi,j) =⇒ I(V ) =

s∑
i=1
〈fi〉 =

s∑
i=1
〈fi, A(fi)〉

where every fi ∈ G since we know the reduced Gröbner basis of each I(Vi,j) is a subset of G
from Lemma 12. It is to be noted that it could be possible that 〈fi, A(fi)〉 = 〈fj , A(fj)〉 for
i 6= j (this happens when fi, fj ∈ Pa(x, y) and fi 6= fj). In this case the ideals are retained
because the representative polynomials offer different leading monomials which is needed to
find the reduced Gröbner basis.

I Lemma 19. The reduced Gröbner basis of I(V ) =
∑
〈fi, A(fi)〉 is a subset of G.

Proof. Consider just 〈f1, A(f1)〉 + 〈f2, A(f2)〉. Suppose this ideal has {p1, . . . , pu} ⊂ G as
the reduced Gröbner basis (from Theorem 18). We then replace 〈f1, A(f1)〉 + 〈f2, A(f2)〉
with 〈p1, . . . , pu〉 =

∑u
i=1〈pi, A(pi)〉.

Thus, for every pair of ideals, we have two representative polynomials and their accompa-
nying polynomials which are always in G. We repeat this process of summing ideals, using
Theorem 18 and using accompanying polynomials until we have

I(V ) =
v∑
i=1
〈qi, A(qi)〉

where the reduced Gröbner basis of 〈qi, A(qi)〉+ 〈qj , A(qj)〉 is a subset of {q1, q2, . . . , qv} for
every i, j ∈ [v]. This process terminates as the degrees of the leading monomials do not
increase.

We now claim that the reduced Gröbner basis of I(V ) is {q1, . . . , qv}. We have I(V ) =
〈q1, . . . , qv, A(q1), . . . , A(qv)〉. We drop those polynomials in A(qi) that are equal to some
qj . Hence we have I(V ) = 〈q1, . . . , qv, hk1,1, hk1,2, . . . , hk2,1, hk2,2, . . . , hkr,1, hkr,2, . . . 〉 where
k1, . . . , kr ∈ [v] (r ≤ v) and hkj ,i is in A(qkj

). We now prove that hkj ,i|{q1,...,qv} = 0 for
1 ≤ j ≤ r. Since hkj ,i is not equal to any qm (m ∈ [v]), hkj ,i does not not belong to the
reduced Gröbner basis of 〈qkj

, A(qkj
)〉 + 〈qm, A(qm)〉. Let the reduced Gröbner basis of

〈qkj , A(qkj )〉+ 〈qm, A(qm)〉 be Q ⊆ {q1, . . . , qv}. Since hkj ,i belongs to the ideal, hkj ,i|Q = 0.
Hence we have I(V ) = 〈q1, . . . , qv〉, and since we have the property that qi|qj

= qi for every
distinct i, j ∈ [v], {q1, . . . , qv} is the reduced Gröbner basis of I(V ). J
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By Lemma 19 and Theorem 18, the proof the main theorem follows, which is restated below:

I Theorem. The reduced Gröbner basis of a combinatorial ideal, whose variety is over the
domain {0, 1, 2} and is closed under the dual discriminator polymorphism, is a subset of
G and can be computed in polynomial time assuming the graded lexicographic ordering of
monomials.

5 Conclusions and Future Work

It is only relatively recently that the solvability of CSP problems in ternary domain was
characterized, at least when compared to that of the Boolean domain. There are also fewer
polymorphims to deal with in the case of solvabilty of IMP in the Boolean case (for example
there is only one majority polymorphism in the Boolean domain when comapared to 36

majority polymorphisms in the ternary domain). We have dealt with the IMP of constrained
problems with respect to the dual discriminator, which we have mentioned to be a good
representative for the general majority polymorphim [2].

In the case for the 3-element domain examined in this paper, G can be constructed only by
looking at ∇-closed varieties of arity 3. We believe this should extend to a general domain as
well. So we ask, for the dual discriminator polymorphism and a domain D of size k = O(1),
do all possible polynomials in the reduced Gröbner basis of the corresponding ideal come
from that of the vanishing ideal of ∇-closed varieties of arity k? This would imply that the
combinatorial ideal of problems preserved by the dual discriminator for any finite domain has
a Gröbner basis that can be computed in polynomial time. It would certainly be unexpected
and interesting if this does not extend to majority polymorphisms in general. This is a step
in identifying the borderline of tractability, if it exists, for the general IMPd. We believe
that generalizing the dichotomy results of solvability of the IMPd for a finite domain is an
interesting and challenging goal that we leave as an open problem.
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In a fan-planar drawing of a graph an edge can cross only edges with a common end-vertex. In this
paper, we study fan-planar drawings that use h (horizontal) layers and are proper, i.e., edges connect
adjacent layers. We show that if the embedding of the graph is fixed, then testing the existence
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was already known how to test the existence of fan-planar proper 2-layer drawings for 2-connected
graphs, and we show here how to test this for trees. Along the way, we exhibit other interesting
results for graphs with a fan-planar proper h-layer drawing; in particular we bound their pathwidth
and show that they have a bar-1-visibility representation.
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1 Introduction

A proper h-layer drawing of a graph is a drawing where each vertex is on one of h distinct
horizontal lines (layers) and edges connect pairs of vertices on consecutive layers. (Detailed
definitions are in the next section.) In a seminal paper, Dujmović et al. [4] showed that
testing whether a planar graph has a planar proper h-layer drawings is fixed-parameter
tractable in h. This is of interest since finding a proper layered drawing of minimum height is
NP-hard [6]. Dujmović et al. also study some variations, such as having an overall constant
number of crossings or permitting flat edges (i.e., with endpoints on the same layer) and
long edges (i.e., with endpoints connecting non-consecutive layers).

In this paper, we aim to generalize their results to so-called beyond-planar graphs, i.e.,
non-planar graphs that admit drawings with some restrictions on how crossings may occur
(rather than how many). Such graphs have been the object of great interest in graph drawing
and graph theory in recent years (refer to [3, 8] for surveys). In particular, we study two
central families of beyond-planar graphs, namely 1-planar graphs, which can be drawn such
that every edge has at most one crossing (but the overall drawing may have linearly many
crossings), and fan-planar graphs, which can be drawn such that an edge e may have many
crossings but all the edges crossed by e have a common endpoint. Our main result is that for
a fan-planar graph G with a fixed embedding, we can test in time fixed-parameter tractable
in h whether G has an embedding-preserving proper h-layer drawing. Our approach is to
modify G to obtain a planar graph G′ that has a planar f(h)-layer drawing if and only if
G has a fan-plane h-layer drawing. We then appeal to the result by Dujmović et al. [4].
Nearly the same approach also works for short drawings where flat edges are allowed, and
for 1-planar graphs it also works for long edges when drawn as y-monotone polylines.

The above algorithms crucially rely on the given embedding. For fan-planar graphs where
the embedding can be chosen, the problem appears much harder; the only result we know
of is to test the existence of fan-planar proper 2-layer drawings for 2-connected fan-planar
graphs [2]. Based on their insights, we give here an algorithm to solve the problem for trees.

One crucial ingredient for the algorithm by Dujmović et al. [4] is that a graph with a
planar proper h-layer drawing has pathwidth at most h − 1, and this bound is tight. We
similarly can bound the pathwidth for graphs that have a fan-planar proper h-layer drawing,
and again the bound is tight. The proof uses a detour: we show that graphs with a fan-planar
proper layered drawing have a bar-1-visibility representation, a result of independent interest.

Paper organization. After reviewing definitions (Section 2), we start with the results about
bar-1-visibility representations and pathwidth (Section 3), since these are convenient warm-
ups for dealing with fan-planar proper layered drawings. We then give the reduction from
fan-plane proper h-layer drawing to planar proper f(h)-layer drawing and hence prove fixed-
parameter tractability of the existence of fan-plane proper h-layer drawing (Section 4). Finally
we turn towards fan-planar proper 2-layer drawings, and show how to test the existence of
such drawings for trees in linear time (Section 5). All our algorithms are constructive, i.e.,
give such drawings in case of a positive answer. We conclude with open problems (Section 6).

2 Preliminaries

We assume familiarity with basic graph theoretic notions. Let G = (V,E) be a graph. We
assume throughout that G is connected and simple.
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Figure 1 A fan-planar proper 2-layer drawing and its graph (a stegosaurus [2]).

A path decomposition P of G is a sequence P1, . . . , Pp of vertex sets (“bags”) that satisfies:
(1) every vertex is in at least one bag, (2) for every edge (v, w) at least one bag contains both
v and w, and (3) for every vertex v the bags containing v are contiguous in the sequence.
The width of a path decomposition is max{|Pt| − 1 : 1 ≤ t ≤ p}. The pathwidth pw(G) of G
is the minimum width of any path decomposition of G.

Embeddings and drawings that respect them. We mostly follow the notations in [9]. Let
Γ be a drawing of G, i.e., an assignment of distinct points to vertices and non-self-intersecting
curves connecting the endpoints to each edge. In what follows, we usually identify the graph-
theoretic object (vertex, edge) with the geometric object (point, curve) that represents it.
All drawings are assumed to be good: (i) No edge contains a vertex (except at its endpoints),
(ii) two edges share at most one point, which is either a common endpoint or an interior
point (called crossing) where the two edges cross transversely, and (iii) no three edges cross
at the same point. An edge-segment is a maximal (open) subset of an edge that contains no
crossing or vertex. The rotation at a vertex v in the drawing is the cyclic order in which the
incident edges end at v. (Often we list the neighbours rather than the edges.) The rotation
system of a drawing consists of the set of rotations at all vertices. A region of a drawing
Γ is a maximal connected part of R2 \ Γ; it can be identified by listing the edge-segments,
crossings and vertices on it in clockwise order. The planarization of a drawing is obtained by
replacing every crossing by a new vertex of degree 4 (called a (crossing)-dummy-vertex).

A graph is called k-planar (or simply planar for k=0) if it has a k-planar drawing where
every edge has at most k crossings. In a planar drawing the regions are called faces and
the infinite region is called the outer-face. A drawing of G is called fan-planar if it has a
fan-planar drawing where for any edge e, all edges e1, . . . , ed that are crossed by e have a
common endpoint v.1 The set {e1, . . . , ed} is also called a fan with center-vertex v.

A planar embedding of a graph G consists of the rotation system obtained from some
planar drawing of G as well as a specification of outer-face. An embedding of a graph G

consists of a graph GP with a planar embedding that is the planarization of some drawing of G.
Put differently, an embedding of G specifies the rotation system, the pairs of edges that cross,
the order in which the crossings occur along each edge, and the infinite region. A drawing of a
graph G with a specified embedding is called embedding-preserving if its planarization is GP .
We use plane/1-plane/fan-plane for a graph G together with an embedding corresponding to
a planar/1-planar/fan-planar drawing, and also for an embedding-preserving drawing of G.

Layered drawings. Let h ≥ 1 be an integer. An h-layer drawing of a graph G is a drawing
where the vertices are on one of h distinct horizontal lines L1, . . . , Lh, called layers, and
edges are drawn as y-monotone polylines for which all bends lie on layers. We enumerate the
layers top-to-bottom. Layered drawings are further distinguished by what types of edges

1 There are further restrictions, see e.g. [7]. These are automatically satisfied if the graph has a proper
layered drawing and so will not be reviewed here.
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CC

(a)

c

(b)

Figure 2 A crossing-patch in a graph that is not fan-planar, and how to contract it.

are allowed; the following notation is from [10]. An edge is called flat if its endpoints lie on
the same layer, proper if its endpoints lie on adjacent layers, and long otherwise. A proper
h-layer drawing contains only proper edges, a short h-layer drawing contains no long edges,
an upright h-layer drawing contains no flat edges, and an unconstrained h-layer drawing
permits any type of edge.2 Any graph with a planar unconstrained h-layer drawing has
pathwidth at most h [5], and at most h−1 if a planar upright h-layer drawing exists [4]. Any
graph with a fan-planar proper 2-layer drawing is a subgraph of a so-called stegosaurus (see
Fig. 1 and Section 5) [2]; those have pathwidth 2.

A key concept for us is where crossings can be in proper layered drawings and how to
group them. Let GP be the planarization of some graph G with a fixed embedding. As in
Fig. 2, a crossing-patch C is a maximal connected subgraph of GP for which all vertices are
crossing-dummy-vertices. Let EC be the edges of G that have crossings in C, let VC be the
endpoints of EC, and let GC be the graph (VC , EC). Since any edge connects two adjacent
layers, and a crossing-patch is connected, we can observe:

I Observation 1. If G has a proper embedding-preserving layered drawing Γ then all crossings
of a crossing-patch C lie strictly between two consecutive layers, and the vertices in VC lie on
those layers.

3 Bar-Visibility Representations and Pathwidth

We show that for a graph G with a fan-planar short h-layer drawing, we have pw(G) ≤ 2h−1
(and pw(G) ≤ 2h−2 if the drawing is proper). The proof uses a bar-c-visibility representation,
which assigns to every vertex a horizontal line segment (bar) and to every edge a vertical
line segment connecting the bars of its endpoints in such a way that bars are disjoint and
every edge-segment contains at most c points (excluding the endpoints) that belong to bars.

I Theorem 1. If G has fan-planar proper h-layer drawing Γ, then G has a bar-1-visibility
representation. Moreover, any vertical line intersects at most 2h−1 bars of the representation.

Proof. In the first step, make Γ maximal, i.e., insert all edges that can be added while
keeping a fan-planar proper h-layer drawing. In the resulting drawing every crossing-patch is
enclosed by two planar edges (shown thick blue in Fig. 3). The subgraph between two such
planar edges consists (if it has crossings at all) of two crossing fans; we call this a fan-subgraph.
Studying all possible positions of these two fans, we see that the two center-vertices include
exactly one of the following two vertices: the top vertex of the left planar edge, or the bottom
vertex of the right planar edge. We remove the crossed edges incident to this center-vertex in
the fan-subgraph; see Fig. 3 where removed edges are red (dashed). The remaining graph G′

2 The terminology is slightly different in [4]; for them any h-layer drawing was required to be short.
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Figure 3 A fan-planar proper 2-layer drawing; planar edges that separate fan-subgraphs are blue
(thick). [For labelling-purposes we show the planar edges as vertex-disjoint, but consecutive ones
could have vertices in common.] We show the four possible locations of center-vertices (white).
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Figure 4 Bar-1-visibility representation for different types of fan-subgraphs.

is planar and has a planar proper h-layer drawing. We can convert this into a bar-0-visibility
representation Γ′ where the layer-assignment and the order within layers is unchanged [1]; in
particular any vertical line intersects at most h bars.

Next, shift bars upward until bars of each layer lie “diagonally”, see the dark gray bars
in Fig. 4. More precisely, we process layers from bottom to top. For each layer we assign
increasing y-coordinates to the bars from left to right such that every bar has its own
y-coordinate.

Let the planar edges to the left and right of a fan-subgraph be (`i, `i+1) and (ri, ri+1),
with vertices indexed by layer. The process of removing edges ensures that all of the missing
edges are incident to ri+1 or `i. If they were incident to `i, then we extend `i to the right
until it vertically sees its diagonally opposite corner ri+1. Otherwise, we extend ri+1 to
the left until it vertically sees its diagonally opposite corner `i. This extension (shown
light blue in Fig. 4) realizes all removed edges of the fan-subgraph, since the extended bar
can see vertically all other bars of vertices of the fan-subgraph. By our construction, the
extended bars do not cross the planar edges between `i and `i+1, or between ri and ri+1.
Since for each fan-subgraph there is only one extended bar, the edges of G that belong
to G′ go through at most one extended bar. Therefore the computed representation is a
bar-1-visibility representation of G. In each fan-subgraph only one bar is extended, hence
every vertical line intersects at most h bars from the h layers and at most h− 1 bars from
the h− 1 fan-subgraphs that it traverses. J

With a minor change, we can prove a similar result for short layered drawings.

I Theorem 2. If G has a fan-planar short h-layer drawing Γ, then G has a bar-1-visibility
representation where any vertical line intersects at most 2h bars of the visibility representation.

Proof. Let G− be the graph obtained by removing all flat edges; this has a fan-planar proper
h-layer drawing and therefore a bar-1-visibility representation using Theorem 1. Let Γ′ be
the visibility representation (of some subgraph of G−) used as intermediate step in this proof.
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Lengthen the bars of Γ′ maximally so that within any layer, the bar of one vertex v ends
exactly where the bar of the next vertex w begins. (Note that no vertical edge-segment lies
between the bars of v and w since there are no long edges.) We have some choice in how
much to extend v vs. how much to extend w into the gap between them, and do this such
that no two points where bars begin/end have the same x-coordinate.

Now convert this visibility representation into a bar-1-visibility representation Γ− of
G− exactly as before. We claim that this is the desired bar-1-visibility representation of G.
Consider a flat edge e = (v, w), with (say) v left of w on their common layer. Let Xe be the
x-coordinate where the bar of v ends and the bar of w begins in the modified Γ′. To obtain
Γ−, these bars are first shifted to different y-coordinates (without changing x-coordinates
of their endpoints). Since v and w are consecutive within one layer of Γ′, they end on
consecutive layers of Γ−. Next the bars are (possibly) lengthened, but never shortened.
Therefore edge (v, w) can be inserted with x-coordinate Xe to connect the bars of v and w.

It was argued in Theorem 1 that any vertical line intersects at most 2h− 1 bars in that
construction. The only change in our construction is that sometimes endpoints of bars may
have the same x-coordinate Xe (for some flat edge e), which means that the vertical line
with x-coordinate Xe now may intersect more bars. However, we ensured that Xe 6= Xe′ for
any two flat edges e, e′, which means that even at x-coordinate Xe the vertical line intersects
at most 2h bars. J

I Corollary 3. If G has a fan-planar proper h-layer drawing, then pw(G) ≤ 2h − 2. If G
has a fan-planar short h-layer drawing, then pw(G) ≤ 2h− 1.

Proof. Take the bar-1-visibility representation of G from Theorem 1 [respectively Theorem 2]
and read a path decomposition P from it. To do so, sweep a vertical line ` from left to
right. Whenever ` reaches the x-coordinate of an edge-segment, attach a new bag P at the
right end of P and insert all vertices that are intersected by `. The properties of a path
decomposition are easily verified since bars span a contiguous set of x-coordinates, and for
every edge (v, w) the line through the edge-segment intersects both bars of v and w. Since
any vertical line intersects at most 2h− 1 [2h, respectively] bars, each bag has size at most
2h− 1 [2h] and the width of the decomposition is at most 2h− 2 [2h− 1]. J

We now show that the bounds of Corollary 3 are tight, even for trees.

I Theorem 4. For any h ≥ 1, there are trees T p2h−2 and T s2h−1 such that
T p2h−2 has a fan-planar proper h-layer drawing and pw(T p2h−2) ≥ 2h−2,
T s2h−1 has a fan-planar short h-layer drawing and pw(T s2h−1) ≥ 2h−1.

Proof. Roughly speaking, for α ∈ {s, p}, Tαi is the complete ternary tree with some (but
not all) edges subdivided. To be more precise, for h = 1, define T p0 to be a single node r0,
which can drawn on one layer and has pathwidth 0 = 2h− 2. Define T s1 to be an edge (r1, `),
which can be drawn as a flat edge on one layer and has pathwidth 1 = 2h− 1.

For α ∈ {s, p} and any i where Tαi is not yet defined, set Tαi to be a new vertex ri with
three children, and make each child a root of Tαi−1. Clearly pw(Tαi ) ≥ pw(Tαi−1) + 1, since
removing ri from T

α

i gives three components that each contain Tαi−1. To obtain Tαi from
T
α

i we subdivide the edges incident to ri. This cannot decrease the pathwidth, so using
induction one shows that pw(Tαi ) ≥ i.

Figure 5 shows that for all i where Tαi−2 is defined, Tαi has a fan-planar drawing with one
more layer than used by Tαi−2. Furthermore, ri is in the top row, and every edge is drawn
properly. Using induction therefore T p2h−2 and T s2h−1 have fan-planar h-layer drawings. J
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Figure 5 (a) The trees for h = 1. (b) Constructing Tαi from Tαi−2 and (c) drawing it using one
added layer.

ri−2

ri−1
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ri−3

Tαi−3

(a)

ri−2
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ri−1ri−2 ri−2

(b)

Figure 6 (a) Constructing Fα
i from Fα

i−3 and (b) drawing it using two added layers.

Note that the drawing in Fig. 5(c) is fan-planar, but not 1-planar. This naturally raises
the question: What is the pathwidth of a graph that has a 1-planar h-layer drawing? We
suspect that it cannot be more than ≈ 3

2h (this remains open), and can show that for the
above trees (subdivided differently) this bound would be tight. Refer to Fig. 6.

I Theorem 5 (*). For any odd h ≥ 1 (say h = 2k + 1 with k ≥ 0), there are trees F p3k and
F s3k+1 such that

F p3k has a 1-planar proper h-layer drawing and pw(F p3k)≥3k = 3
2h−

3
2 , and

F s3k+1 has a 1-planar short h-layer drawing and pw(F s3k+1) ≥ 3k+1 = 3
2h−

1
2 .

4 Testing Algorithm for Embedded Graphs

This section presents FPT-algorithms to determine whether an embedded graph G has an
embedding-preserving h-layer drawing. The first algorithm tests the existence of a proper
drawing, and can be applied to fan-planar graphs. (In fact, the algorithm works for any
embedded graph if we allow the order of crossings along an edge to change.) A minor change
allows to test the existence of short drawings instead. For the smaller class of 1-planar
graphs, yet another change allows to test the existence of an unconstrained drawing. All
algorithms require crucially that the embedding is fixed.

Recall that Dujmović et al. [4] gave an algorithm for this problem for planar graphs
where the embedding is not fixed; in the following we refer to their algorithm as PlanarDP.
The idea for our algorithm is to convert G into a planar graph G′ such that G has an
embedding-preserving h-layer drawing if and only if G′ has a plane h′-layer drawing (where
h′ = 2h−1). One might be tempted to then appeal to PlanarDP. However, it is not at
all clear whether PlanarDP could be modified to guarantee that the planar embedding is
respected. We therefore further modify G′ (in two steps) into a planar graph G′′′ that has a
planar h′′′-layer drawing (where h′′′ = 12h′+1) if and only if G′ has a plane h′-layer drawing.
Then call PlanarDP on G′′′.
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This latter step is of interest in its own right: For plane graphs, we can test the existence
of a plane h-layer drawing in time FPT in h. This improves on PlanarDP, which permitted
changes of the embedding.

To simplify the reductions, we observe that PlanarDP allows further restrictions. We
will not review all details of PlanarDP (it is quite complicated), but need a few properties.
It is a dynamic program with table-entries indexed (among other things) by the bags of a
path decomposition P and specifying (among other properties) the layer for each vertex in
the bag. Hence it is possible to impose restrictions on the layers that a vertex may be on, or
even on the layers for a group of vertices, as long as they all appear within one bag.

4.1 Proper drawings: contracting crossing patches
This section applies when we want to test the existence of a proper h-layer drawing (i.e., no
long or flat edges are allowed). Observation 1 implies:

I Lemma 6 (*). Let G be an embedded graph with a crossing-patch C, and assume G has an
embedding-preserving proper h-layer drawing Γ. Then in the embedding of GC induced by the
one of G, all vertices of VC are on the infinite region.

Note that the conclusion of Lemma 6 depends only on the embedding of G, not on Γ, and
as such can be tested given the embedding of G. In the rest of this subsection we assume
that it holds for all crossing-patches, as otherwise G has no embedding-preserving proper
layered drawing and we can stop.

As depicted in Fig. 2, the operation of contracting a crossing-patch C consists of contracting
all the edge-segments within C to obtain one vertex c that is adjacent to all of VC. Hence,
the rotation at c lists the vertices of VC in the order in which they appeared on the infinite
region of GC. As Fig. 2 suggests, we can convert a proper layered drawing Γ of G into a
layered drawing Γ′ of G′ with roughly twice as many layers. To be able to undo such a
conversion, observe that Γ′ has special properties. First, it is 2-proper, by which we mean
that for any edge (v, w) of G the vertices v and w are exactly two layers apart, and the edges
incident to a contracted vertex c are proper. It also preserves monotonicity: for any edge
(v, w) of G that had a crossing, the edges (v, c) and (c, w) are drawn such that their union is
a y-monotone curve.3 Since G′ is obtained from G by contracting all crossing-patches, and
each contracted vertex c can be placed at a dummy-layer between the two layers surrounding
the crossing-patches, we have:

I Lemma 7. Let G be an embedded graph with an embedding-preserving proper h-layer
drawing Γ. Then the graph G′ obtained from G by contracting crossing-patches has a plane
monotonicity-preserving 2-proper (2h−1)-layer drawing.

The other direction is not true. It is easy to convert a plane monotonicity-preserving
2-proper (2h−1)-layer drawing of G′ to an h-layer drawing of G with the correct rotation
system and pairs of crossing edges (the drawing is weakly isomorphic [9]). But the order of
crossings may change when connecting vertices by straight-line segments. For example, in
Fig. 2(a), moving the top left vertex much farther left would change the order of crossings
while keeping the rotation scheme unchanged. So we give the other direction only for
fan-planar graphs, where this is impossible.4

3 As discussed later these properties can be tested within PlanarDP.
4 Another resolution would be to use polylines between two layers, without requiring their bends to be on

layers. One can argue that if G had a straight-line embedding-preserving drawing, then such curves
could be made y-monotone.
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I Lemma 8. Let G be a fan-plane graph, and let G′ be the graph obtained by contracting all
crossing-patches. If G′ has a plane monotonicity-preserving 2-proper (2h−1)-layer drawing
Γ′ then G has a fan-plane proper h-layer drawing.

Proof. Consider any crossing patch C of G that was contracted into vertex c, say c is on
layer Li in Γ′. Since the drawing is 2-proper, all neighbours of c are on Li−1 or Li+1. Since
for any edge (v, w) in EC the endpoints are two layers apart, we have v ∈ Li−1 and w ∈ Li+1
or vice versa. Remove the edges incident to c and re-insert the edges in EC as straight-line
segments. Since the rotation at c is respected, the order of VC on Li−1 ∪ Li+1 reflects the
order along the infinite region of GC . Two edges e, e′ in EC crossed in G if and only if their
endpoints alternated in the order along the infinite region of GC, and so they cross in the
resulting drawing as needed.

Assume an edge e = (u,w) in EC crosses edges e1, . . . , ed in G, in this order while walking
from u to w. It suffices to argue that the same order of crossings happens in the created
drawing. Let v be the common endpoint of e1, . . . , ed, say ei = (v, wi) for i = 1, . . . , d. We
know that endpoints of e, e1, . . . , ed are on the infinite region of GC since they belong to VC .
Furthermore, their (clockwise or counter-clockwise) order along the infinite region must be
exactly v, u, w1, . . . , wd, w since we have a good drawing. Namely, for any i ∈ 1, . . . , d vertex
v must be separated from wi in the order by {u,w}, otherwise e and ei would have to cross
twice since they cross at least once. Also, for any i < j, if the order along the infinite region
is u,wj , wi, v while the order along e is u, ei, ej , v, then ej and ei would have to cross each
other between where they cross e and their endpoints wi and wj . In a good drawing no two
edges cross twice and edges with a common endpoint do not cross, so both are impossible.

Assume up to symmetry that v ∈ Li−1, which means that w1, . . . , wd are on Li+1. Since
the rotation at c contains v, u, w1, . . . , wd, w in this order, w1, . . . , wd are on layer Li+1 in
this order, and edge e crosses e1, . . . , ed in this order as desired.

Repeating this operation at all crossing patches hence gives a drawing of G that respects
the embedding. After deleting even-indexed layers (which contained no vertices of G), we
obtain a fan-plane proper h-layer drawing of G. J

4.2 Flat and long edges
We will discuss in a moment how to test whether a graph has a plane (2h−1)-layer drawing
that is monotonicity-preserving and 2-proper, but first study modifications that allow us to
test for short drawings (i.e., to allow flat edges) and unconstrained drawings.

Only minimal changes are needed when flat edges are allowed. Observation 1, and
therefore Lemma 6 continue to hold. When there are no long edges, flat edges never have
crossings. So it suffices to allow edges without crossings to be flat in G′. We say that a
layered drawing Γ′ of G′ is 2-short if for any edge (v, w) of G the vertices v, w are either
zero or two layers apart, and the edges incident to a contracted vertex c are proper. As in
Lemma 7 and 8 one shows:

I Lemma 9 (*). Let G be a fan-plane graph, and let G′ be the graph obtained by contracting
crossing-patches. Then, G has a fan-plane short h-layer drawing if and only if G′ has a plane
monotonicity-preserving 2-short (2h−1)-layer drawing.

Long edges pose difficulties because Observation 1 no longer holds. However, in a 1-plane
graph G crossing-patches are single crossings, i.e., contracting crossing-patches is simply
planarizing G. A crossing either lies between two layers or (if a long edge crosses a flat edge)
exactly on a layer. A drawing of G′ is called 2-unconstrained if every vertex of G lies on
an odd-indexed layer. The next lemma is shown almost exactly as Lemmas 7–9; we omit
the details.
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(a) (b) (c) (d)

Figure 7 (a) A very small plane graph G′. (b)-(c) Replacing a proper, flat or long edge with a
tripler-graph. (d) Graph G′′ obtained by filling all angles. Some edges from the tripler-graphs are
not shown. Filler paths are given in bold.

I Lemma 10. Let G be a 1-plane graph and let G′ be its planarization. Then G has a
1-plane unconstrained h-layer drawing if and only if G′ has a plane monotonicity-preserving
2-unconstrained (2h−1)-layer drawing.

4.3 Enforcing a planar embedding

Recall that we want a plane drawing of G′ while PlanarDP tests the existence of planar
drawings. As the next step we hence turn G′ into a graph G′′ that is a subdivision of a
3-connected planar graph (hence has a unique planar rotation scheme). There are many
ways of making a planar graph 3-connected (e.g. we could triangulate the graph or stellate
every face), but we need to use a technique here that allows to relate the height of layered
drawings of G′ and G′′, and this seems hard when using triangulation or stellation.

Instead we use a different idea, which is easier to describe from the point of view of angles
of G′, i.e., incidences between a vertex v and a region f . The operation of filling the angles of
G′ consists of two steps. First, replace every edge e of G′ by a tripler-graph H (see Fig. 7(b)).
Then connect the tripler-graphs incident to each face via filler paths of length 2. One can
argue that G′′ is a subdivision of a 3-connected planar graph, and as Fig. 7 illustrates, it can
be drawn using three times as many layers.

Recall that we had some restrictions on drawings of G′, such as being 2-proper and
monotonicity-preserving. All of them can be expressed as a subgraph-restriction, where we
are given a (connected, constant-sized) subgraph H of G′ and restrict the indices of layers
used by V (H). Such restrictions can naturally be translated to G′′, since layer-indices relate
via i↔ 3i−2 in drawings of G′ and G′′. We add as further restrictions to G′′ that vertices
of G′ can only be on every third layer and the length-2 paths that replace edges of G′ must
be drawn y-monotonically. One can then easily argue:

I Lemma 11 (*). Let G′ be a plane graph. Let G′′ be a graph obtained by filling the angles
of G′. Then G′ has a plane subgraph-restricted h-layer drawing if and only if G′′ has a plane
subgraph-restricted (3h)-layer drawing.
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Figure 8 Routing the escape-paths (thick solid) along the outer-face. For illustration purposes
we chose paths that are longer than needed.

We can enforce (see also Fig. 8) that the drawing respects a given outer-face f by inserting
a new vertex r and adding three escape-paths from r to three vertices on the face f . The
resulting graph G′′′ then can be drawn using roughly 4 times as many layers as G′′, and the
relationship goes both ways if we restrict vertices of G′′ to use only every fourth layer and r
to be on the bottommost layer.

4.4 Putting it all together
I Theorem 12. There are O(f(h) poly(n)) time algorithms to test the following:

Given a fan-plane graph G, does it have a fan-plane proper h-layer drawing?
Given a fan-plane graph G, does it have a fan-plane short h-layer drawing?
Given a 1-plane graph G, does it have a 1-plane unconstrained h-layer drawing?

Proof. First test whether the conclusion of Lemma 6 is satisfied for all crossing-patches (this
is trivially true for 1-plane graphs). If not, abort. Otherwise contract the crossing-patches
of G to obtain G′, and add the subgraph-restrictions that G′ must be drawn monotonicity-
preserving and 2-proper/2-short/2-unconstrained. Fill the angles of G′ to obtain G′′, and
add escape paths to obtain G′′′. Inherit the above subgraph-restrictions into G′′ and G′′′.
Also add the restrictions discussed when building G′′ and G′′′. We have argued that G′′′
contains a planar subgraph-restricted (24h−11)-layer drawing if and only if G has the desired
embedding-preserving h-layer drawing.

We can test for the existence of a planar (24h−11)-layer drawing of G′′′ using PlanarDP,
the algorithm from [4]. To ensure subgraph-restrictions H1, . . . ,Hd, we proceed as follows.
Observe that every edge of G′′′ belongs to a constant number of subgraph-restrictions, and
that each Hj has constant size. Let P be a path decomposition of G′′′ of width at most 24h
(this must exist, otherwise G′′′ has no (24h−11)-layer drawing). The path decomposition
P is found as part of PlanarDP. Modify P as follows: For each Hj that is not a single
vertex, and every bag P that contains at least one edge of Hj , add all vertices of Hj to
P . The result P ′ is a path decomposition since Hj is connected. Since bag P represents
O(h) edges (it induces a planar graph), and edges belong to constant number of restriction
subgraphs of constant size, the bags of P ′ have size O(h). Call the dynamic programming
algorithm PlanarDP on G′′′ using this path decomposition P ′. Recall that each table-entry
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of PlanarDP specifies the layer-assignment, and since each Hj appears in at least one bag
P of P ′, we can enforce the subgraph-restriction by permitting (among the table-entries
indexed by bag P ) only those that satisfy the restriction on Hj . J

Sadly, our results are mostly of theoretical interest. Algorithm PlanarDP is FPT in h,
but the dependency on h is a very large function. Our algorithm, where h gets replaced by
24h and then increased by another constant factor to accommodate the subgraph-restrictions,
makes this even larger.

5 Testing Algorithm for 2-Layer Fan-planarity

Finally we turn to fan-planar drawings when the embedding is not fixed.

I Theorem 13 (*). Let T be a tree with n vertices. We can test in O(n) time whether T
admits a fan-planar proper 2-layer drawing.

Proof sketch. We know that T admits a fan-planar proper 2-layer drawing if and only if it
is a subgraph of a so-called stegosaurus [2]. This imposes severe restrictions on the possible
degrees in T . In particular, if T ′ is the subtree obtained by deleting all leaves of T , and Π is
the longest path in T ′, then all vertices of T ′ have degree at most 4, and vertices of T ′ \Π
of degree 3 or more can only occur in specific places in a stegosaurus. We now parse the
vertices of Π in order and reconstruct at each vertex how this could possibly have fit into
the structure of a stegosaurus (there may be multiple ways of doing this; we find the one
that is “best” in the sense that it leaves the most space for future insertions). There are
numerous cases here, making the analysis lengthy. In all cases, we either conclude that T
was not a subgraph of a stegosaurus or we find the best-possible way in which T ′ can fit
into a stegosaurus. Then we re-insert the leaves of T while maintaining a stegosaurus (or
conclude that T was not a subgraph of a stegosaurus, since we found the best-possible one).
Finally, we obtain a fan-planar proper 2-layer drawing using the result in [2]. J

6 Summary and Future Directions

We studied layered drawings of fan-planar graphs. Motivated by the algorithm by Dujmović
et al. [4], and using it as a subroutine, we gave an algorithm that tests the existence of a
fan-plane proper h-layer drawing and is fixed-parameter tractable in h. (Variations can handle
fan-plane short or 1-plane unconstrained drawings.) For the situation where the embedding
of the graph is not fixed, we studied the existence of fan-planar proper 2-layer drawings for
trees. Along the way, we also bounded the pathwidth of graphs that have a fan-planar (short
or proper) h-layer drawing, and argued that such graphs have a bar-1-visibility representation.
Many open problems remain.

Are there FPT algorithms to test whether a graph has a fan-planar h-layer drawing for
h > 2, presuming we can change the embedding? This problem was non-trivial even for
trees, h = 2, and proper drawings.
Our FPT algorithm for fan-plane drawings only worked for proper or short drawings. Is
there an FPT algorithm if long edges are allowed?
Does every graph with a fan-planar unrestricted h-layer drawing have pathwidth O(h)?
Does it have a bar-1-visibility representation? Note that fan-planar graphs are not closed
under edge subdivision, so we cannot subdivide long edges.
Last but not least, what do we know about layered drawings of k-planar graphs for k > 1?
Note that these are not necessarily fan-planar.
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Abstract

Residential segregation is a wide-spread phenomenon that can be observed in almost every major
city. In these urban areas residents with different racial or socioeconomic background tend to form
homogeneous clusters. Schelling’s famous agent-based model for residential segregation explains how
such clusters can form even if all agents are tolerant, i.e., if they agree to live in mixed neighborhoods.
For segregation to occur, all it needs is a slight bias towards agents preferring similar neighbors.
Very recently, Schelling’s model has been investigated from a game-theoretic point of view with
selfish agents that strategically select their residential location. In these games, agents can improve
on their current location by performing a location swap with another agent who is willing to swap.

We significantly deepen these investigations by studying the influence of the underlying topology
modeling the residential area on the existence of equilibria, the Price of Anarchy and on the
dynamic properties of the resulting strategic multi-agent system. Moreover, as a new conceptual
contribution, we also consider the influence of locality, i.e., if the location swaps are restricted to
swaps of neighboring agents. We give improved almost tight bounds on the Price of Anarchy for
arbitrary underlying graphs and we present (almost) tight bounds for regular graphs, paths and
cycles. Moreover, we give almost tight bounds for grids, which are commonly used in empirical
studies. For grids we also show that locality has a severe impact on the game dynamics.
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1 Introduction

Today’s metropolitan areas are populated by a diverse set of residential groups which differ
along ethnical, socioeconomic and other traits. A common finding is that cityscapes are
not well-mixed, i.e., the different groups of agents tend to separate themselves into largely
homogeneous neighborhoods.1 This phenomenon is well-known as residential segregation and
is a subject of study in sociology, mathematics and computer science for at least five decades.
The most important scientific model addressing residential segregation was proposed by
Schelling [31, 32] who simply considered two types of residential agents who are located on a
line or on a checkerboard. Each agent is aware of the agents in her neighborhood and is
content with her location, if and only if the fraction of neighbors being of her own type is
above the tolerance parameter τ , for some 0 < τ ≤ 1. Discontent agents simply move to
another location. Using this basic model Schelling showed that starting from an initially
mixed state over time segregated neighborhoods will emerge. While this is to be expected for
high τ , Schelling’s finding was that this also happens for tolerant agents, i.e., if τ ≤ 1

2 . Thus,
only a slight bias towards favoring similar neighbors leads to the emergence of segregation.

Schelling proposed his model as a random process. This has led to an abundance of
empirical studies that simulated this process, see, e.g., [20, 13] and the references to chapter 4
in [16]. In these studies, the commonly used underlying topology for modeling the residential
area are grid graphs (often toroidal grids where vertices of borders on opposite sides are
identified), paths and cycles. A recent line of work [34, 35, 36, 21, 10, 4, 6, 5, 23, 30] rigorously
analyzed variants of this random process on paths or grid graphs and it was shown that
residential segregation occurs with high probability. However, in reality agents would not
move randomly, instead they would move to a location that maximizes their utility.

To address this selfish behavior, a very recent line of work [14, 18, 17, 1] initiated the
study of residential segregation from a game-theoretic point of view. The residential area
is modeled as a multi-agent system consisting of selfish agents who occupy vertices of an
underlying graph and try to maximize their utility, which depends on the agents’ types in
their immediate neighborhood, by strategically selecting locations. Also strategic segregation
in social network formation was considered [2].

This paper sets out to significantly improve and deepen the results on game-theoretic
residential segregation for the model investigated in [1] which allows pairs of discontent agents
of different type to swap their locations to maximize their utility. This variant of Schelling’s
model becomes more and more realistic as in many cities the percentage of vacant housing is
below 1%. In such settings, location swaps become the only way for agents to improve on
their current housing situation. For the model in [1] we consider the influence of the given
topology that models the residential area on core game-theoretic questions like the existence
of equilibria, the Price of Anarchy and the game dynamics. We thereby focus on popularly
studied topologies like grids, paths and cycles. Moreover, we follow-up on a proposal by
Schelling [32] to restrict the movement of agents locally and we investigate the influence of
this restriction. Such local swaps are realistic since people want to stay close to their working
place or important facilities like schools. This also holds when considering dynamics where
agents repeatedly perform local moves since these dynamics can be understood as a process
which happens over a long timespan and agents adapt to their new neighborhoods over time.

1 For example, see https://demographics.virginia.edu/DotMap/.

https://demographics.virginia.edu/DotMap/
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1.1 Model, Definitions and Notation
We consider a strategic game played on a given underlying connected, unweighted and
undirected graph G = (V,E), with V the set of vertices and E the set of edges. We denote
the cardinalities of V and E with n and m, respectively.

For any vertex v ∈ V we denote the neighborhood of v in G as Nv = {u ∈ V : {v, u} ∈ E}
and δv = |Nv| denotes the degree of v in G. Let ∆(G) = maxv∈V δv and δ(G) = minv∈V δv
be the maximum and minimum degree of vertices in G, respectively. We call a graph G

α-almost regular if ∆(G)− δ(G) = α and we call α-almost regular graphs regular if α = 0
and almost regular when α = 1. Grid graphs will play a prominent role. We will consider
grid graphs with 4-neighbors (4-grids) which are formed by a two-dimensional lattice with l
rows and h columns and every vertex is connected to the vertex on its left, top, right and
bottom, respectively, if they exist. In grid graphs with 8-neighbors (8-grids), vertices are
additionally also connected to their top-left, top-right, bottem-left and bottom-right vertices,
respectively, if they exist.

For a positive integer k, let [k] denote the set {1, . . . , k}, moreover, given a graph
G = (V,E), let Tk(G) denote the set of k-tuples of positive integers summing up to n = |V |.

A Swap Schelling Game with k types (k-SSG) (G, t) is defined by a graph G = (V,E)
and a k-tuple t = (t1, . . . , tk) ∈ Tk(G). There are n strategic agents that need to choose
vertices in V in such a way that every vertex is occupied by exactly one agent. Every agent
belongs to exactly one of the k types and there are ti agents of type i, for every i ∈ [k].
When |ti| = |tj | for each i, j ∈ [k], we say that the game is balanced. For convenience and in
all of our illustrations, we associate each agent type i ∈ [k] with a color. When k = 2, we
use colors blue and orange and denote by b and o = n− b the number of blue and orange
agents, respectively. Additionally, in case of a game with k = 2, we will assume that o ≤ b,
i.e., orange is the color of the minority type. For any graph G and any k-dimensional type
vector t ∈ Tk(G), let c : [n]→ [k] denote the function which maps any agent i ∈ [n] to her
color c(i) ∈ [k].

The strategy of an agent is her location on the graph, i.e., a vertex of G. A feasible
strategy profile σ is an n-dimensional vector whose i-th entry corresponds to the strategy of
the i-th agent and where all strategies are pairwise disjoint, i.e., σ is a permutation of V ,
and we will treat σ as a bijective function mapping agents to vertices, with σ−1 being its
inverse function. Thus, any feasible strategy profile σ corresponds to a coloring of G such
that for each i ∈ [k] exactly ti vertices of G are colored with the i-th color. We say that
agent i occupies vertex v in σ if the i-th entry of σ, denoted as σ(i), is v and, equivalently,
if σ−1(v) = i. It will become important to distinguish if two agents i, j occupy neighboring
vertices under σ. For this, we will use the notation 1ij(σ) with 1ij(σ) = 1 if agents i and j
occupy neighboring vertices under σ and 1ij(σ) = 0 otherwise.

For an agent i and any feasible strategy profile σ, we denote by Ci(σ) = {v ∈ V :
c(σ−1(v)) = c(i)} the set of vertices of G which are occupied by agents having the same
color as agent i. The utility of agent i in σ is defined as Ui(σ) = |Nσ(i)∩Ci(σ)|

δσ(i)
, i.e., as the

ratio of the number of agents with the same type which occupy neighboring vertices and the
total number of neighboring vertices, and each agent aims at maximizing her utility.

Agents can change their strategies only by swapping vertex occupation with another agent.
Consider two strategic agents i and j which occupy vertices σ(i) and σ(j), respectively.
After performing a swap both agents exchange their occupied vertex which yields a new
feasible strategy profile σij , which is identical to σ except that the i-th and the j-th entries
are exchanged. Thus, in the induced coloring of G, the coloring corresponding to σij is
identical to the coloring corresponding to σ except that the colors of vertices σ(i) and σ(j)
are exchanged. We say that a swap is local if the swapping agents occupy neighboring vertices,
i.e., if 1ij(σ) = 1.

MFCS 2020
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As agents are strategic and want to maximize their utility, we will only consider profitable
swaps by agents, i.e., swaps which strictly increase the utility of both agents involved in
the swap. It follows that profitable swaps can only occur between agents of different colors.
We call a feasible strategy profile σ a swap equilibrium, or simply, equilibrium, if σ does
not admit profitable swaps, that is, if for each pair of agents i, j, we have Ui(σ) ≥ Ui(σij)
or Uj(σ) ≥ Uj(σij). We call σ a local swap equilibrium, or simply local equilibrium, if no
profitable local swap exists under σ. If agents are restricted to performing only local swaps,
then we call the corresponding strategic game Local Swap Schelling Game with k types (local
k-SSG). Clearly, any swap equilibrium σ is also a local swap equilibrium but the converse is
not true. Thus the set of local swap equilibria is a superset of the set of swap equilibria.

We measure the quality of a feasible strategy profile σ by its social welfare U(σ),
which is the sum over the utilities of all agents, i.e., U(σ) =

∑n
i=1 Ui(σ). For any game

(G, t), let σ∗(G, t) denote a feasible strategy profile which maximizes the social welfare and
let SE(G, t) and LSE(G, t) denote the set of swap equilibria and local swap equilibria for
(G, t), respectively. We will study the impact of the agents’ selfishness on the obtained
social welfare for games played on a given class of underlying graphs G with k agent
types by analyzing the Price of Anarchy (PoA) [26], which is defined as PoA(G, k) =
maxG∈G maxt∈Tk(G)

U(σ∗(G,t))
minσ∈SE(G,t) U(σ) . Analogously, we define the Local Price of Anarchy

(LPoA)2 as the same ratio but with respect to local swap equilibria.3 It follows that, for any
k ≥ 2 and class of graphs G, we have PoA(G, k) ≤ LPoA(G, k).

We will also investigate the dynamic properties of the (local) k-SSG, i.e., we analyze if
the game has the finite improvement property (FIP) [29]. In our model, a game possesses
the FIP if every sequence of profitable (local) swaps is finite. Since every instance of the
(local) k-SSG has a constant minimum improvement per agent, this is equivalent to the
existence of an ordinal potential function which guarantees that sequences of profitable
(local) swaps will converge to a (local) swap equilibrium of the game. The FIP can be
disproved by showing the existence of an improving response cycle (IRC), which is a sequence
of feasible strategy profiles σ0,σ1, . . . ,σ`, with σ` = σ0, where σq+1 is obtained by a
profitable swap by two agents in σq, for q ∈ [`− 1]. For investigating the FIP, the following
function Φ mapping feasible strategy profiles to natural numbers will be important: Φ(σ) =∣∣{{u, v} ∈ E | c(σ−1(u)) = c(σ−1(v))

}∣∣ . Hence, Φ(σ) is the number of edges of G whose
endpoints are occupied by agents of the same color under the feasible strategy profile σ. We
will denote such edges as monochromatic edges and Φ(σ) as the potential of σ. We will see
that potential-preserving profitable swaps exist. For analyzing such swaps, we will consider
the extendend potential Ψ(σ) which essentially is Φ(σ) augmented with a tie-breaker. It is
defined as Ψ(σ) = (Φ(σ), n − z(σ)), where z(σ) is the number of agents having utility 0
under σ. We compare Ψ for different strategy profiles σ and σ′ lexicographically, i.e., on the
one hand we have Ψ(σ) > Ψ(σ′) if Φ(σ) > Φ(σ′) or Φ(σ) = Φ(σ′) and z(σ) < z(σ′). On
the other hand we have Ψ(σ) < Ψ(σ′) if Φ(σ) < Φ(σ′) or Φ(σ) = Φ(σ′) and z(σ) > z(σ′).
Note that any profitable swap which increases (decreases) the potential Φ also increases
(decreases) the extended potential Ψ.

2 In the literature the abreviation LPoA is sometimes also used for the Liquid Price of Anarchy. However,
the concepts of the Liquid Price of Anarchy and the Local Price of Anarchy are not related.

3 We define PoA(G, k) =∞ or LPoA(G, k) =∞ if the respective denominator is zero.
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1.2 Related Work
We focus on related work on game-theoretic segregation models.

Zhang [35, 36] was the first who introduced a game-theoretic model related to Schelling’s
original model. There, agents having a noisy single peaked utility function and preferring
to be in a balanced neighborhood were employed. Later, Chauhan et al. [14] introduced
a game-theoretic model which is much closer to Schelling’s formulation. In their model
there are two types of agents and the utility of an agent depends on the type ratio in her
neighborhood. An agent is content if the fraction of own-type neighbors is above τ ∈ (0, 1].
Additionally, agents may have a preferred location. To improve their utility, agents can
either swap with another agent who is willing to swap (Swap Schelling Game) or jump to
an unoccupied vertex (Jump Schelling Game). Their main contribution is an investigation
of the convergence properties of many variants of the model. Moreover they provide basic
properties of stable placements and their efficiency. Echzell et al. [17] strengthen these results
but omitted location preferences. Instead they extended the model to more than two agent
types and studied the computational hardness of finding optimal placements.

Elkind et al. [18] investigated a similar model with k types where agents are either
strategic or stubborn. Only strategic agents are willing to move and strive for maximizing
the fraction of own-type neighbors by jumping to a suitable unoccupied location. This
corresponds to the jump version of Chauhan et al. [14] with τ = 1. They show that equilibria
are not guaranteed to exist, they analyze the complexity of finding optimal placements and
they prove that the PoA can be unbounded. Recently, Agarwal et al. [1] considered swap
games in the model of Elkind et al. [18]. They show that on underlying trees equilibria may
not exist and that deciding equilibrium existence and the existence of a state with at least a
given social welfare is NP-hard. They also establish that the PoA is in Θ(n) on underlying
star graphs if there are at least two agents of each type and between 2.0558 and 4 for balanced
games on any graph. Moreover, for k ≥ 3 the PoA can be unbounded even in balanced
games. Additionally, they give a constant lower bound on the Price of Stability and show
that it equals 1 on regular graphs. Finally, they introduce a new benchmark for measuring
diversity by counting the number of agents having at least one neighbor of different type.
In the present paper, we focus on this recent model by Agarwal et al. [1] and extend and
improve their PoA results.

Very recently, Kanellopoulos et al. [24] investigated a novel variant of the Jump Schelling
Game where the main new aspect is that an agent is included when counting its neighborhood
size. This subtle change leads to agents preferring locations with more own-type neighbors.

Hedonic games [15, 9] are related to Schelling games. In particular, Schelling games share
a number of properties with fractional hedonic games [7, 27, 3, 12, 28], hedonic diversity
games [11] and FEN-hedonic games [22, 19, 25]. However, one of the main differences is that
in Schelling games the neighborhoods of coalitions overlap while in hedonic games agents
form disjoint coalitions with identical neighborhoods for all agents within the same coalition.

Investigating a local variant of Schelling’s model, although proposed by Schelling [32]
himself, seems to be a novel approach. To the best of our knowledge, local moves have only
been addressed briefly by Vinković and Kirnan [33] in a model which can be understood as a
continuous physical analogue of Schelling’s model.

1.3 Our Contribution
We follow the model of Agarwal et al. [1], that is, we consider Swap Schelling Games and
investigate, on the one hand, the existence of equilibria and the game dynamics and, on
the other hand, the quality of the equilibria in terms of the PoA. The novel feature of our
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analysis is our focus on the influence of the underlying graph and that we also investigate
the impact of restricting the agents to performing only local swaps. See Table 1 for a result
overview.

While in [1] it was proven that equilibria may fail to exist for arbitrary underlying graphs
and in [17] equilibrium existence was shown for regular graphs, we extend and refine these
results by investigating almost regular graphs as well as paths, 4-grids and 8-grids. We
establish equilibrium existence for all these graph classes and all our results yield polynomial
time algorithms for computing an equilibrium. Moreover, we study the PoA in-depth. Since it
was shown in [1] that the PoA can be unbounded for k ≥ 3, we focus on the PoA of the (local)
2-SSG. We give tight or almost tight bounds on the PoA for all mentioned graph classes which
in many cases are significant improvements on the Θ(n) bound proven in [1]. In particular,
we also improve the upper bound for balanced games on arbitrary graphs and we give PoA
bounds which depend on the minimum and maximum degree in the underlying graph.

Besides analyzing equilibria in the general model of Agarwal et al. [1], we introduce and
analyze a local variant of the model, which was already suggested by Schelling [32] but to the
best of our knowledge has not yet been explored for Schelling’s model. Our results indicate
that the local variant has favorable properties. For instance, equilibria are guaranteed to
exists on trees in the local version while in [1] it was shown that this is not the case for the
general model. Moreover, for many cases we can show that the PoA in the local version
deteriorates only slightly compared to the global version.

We refer to [8] for all details which were omitted due to space constraints.

2 Equilibrium Existence and Dynamics

We start by providing a precise characterization which ties equilibria in 2-SSGs with the sum
of the utilities experienced by any two agents of different colors.

I Lemma 1. A strategy profile σ for a 2-SSG is an equilibrium if and only if, for any two
agents i and j with c(i) 6= c(j) and δσ(i) ≤ δσ(j), it holds that Ui(σ) + Uj(σ) ≥ 1− 1ij(σ)

δσ(i)
.

Proof. Fix an equilibrium σ and consider two agents i and j such that c(i) 6= c(j) and
δσ(i) ≤ δσ(j). Assume w.l.o.g that i is orange and j is blue. Let oi be the number of
orange neighbors of σ(i) and bj be the number of blue neighbors of σ(j). It holds that
Ui(σ) = oi

δσ(i)
, Uj(σ) = bj

δσ(j)
and Ui(σij) = δσ(j)−bj−1ij(σ)

δσ(j)
, Uj(σij) = δσ(i)−oi−1ij(σ)

δσ(i)
.

As σ is an equilibrium, it must be either Ui(σ) ≥ Ui(σij) or Uj(σ) ≥ Uj(σij). In the first
case, we get Ui(σ)+Uj(σ) ≥ 1− 1ij(σ)

δσ(j)
, in the second one, we get Ui(σ)+Uj(σ) ≥ 1− 1ij(σ)

δσ(i)
.

Thus, given that δσ(i) ≤ δσ(j), in any case we have that Ui(σ) + Uj(σ) ≥ 1− 1ij(σ)
δσ(i)

.
Now fix a strategy profile σ such that, for any two agents i and j with c(i) 6= c(j) and

δσ(i) ≤ δσ(j), it holds that Ui(σ) + Uj(σ) ≥ 1 − 1ij(σ)
δσ(i)

. Assume, by way of contradiction,
that σ is not an equilibrium. Then, there exist an orange agent i and a blue agent j such
that Ui(σ) < Ui(σij) and Uj(σ) < Uj(σij). Let oi be the number of orange neighbors of σ(i)
and bj be the number of blue neighbors of σ(j). It holds that Ui(σ) = oi

δσ(i)
, Uj(σ) = bj

δσ(j)

and Ui(σij) = δσ(j)−bj−1ij(σ)
δσ(j)

, Uj(σij) = δσ(i)−oi−1ij(σ)
δσ(i)

.

By Ui(σ) < Ui(σij), we obtain Ui(σ)+Uj(σ) ≥ 1− 1ij(σ)
δσ(j)

. Similarly, by Uj(σ) < Uj(σij),

we obtain Ui(σ) + Uj(σ) ≥ 1− 1ij(σ)
δσ(i)

. At least one of the two derived inequalities contradicts
the assumption on σ. Thus, σ is an equilibrium. J
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By exploiting the potential Φ, Echzell et al. [17] show that, for any k ≥ 2, k-SSGs played on
regular graphs have the FIP and that any sequence of profitable swaps has length at most m.
This result can be extended to α-almost regular graphs for some values of α.

I Theorem 2. For any k ≥ 2, k-SSGs played on almost regular graphs has the FIP. Moreover,
at most m profitable swaps are sufficient to reach an equilibrium starting from any initial
strategy profile.

Theorem 2 cannot be extended beyond almost regular graphs as Agarwal et al. [1] provide a
2-SSG played on a 2-almost regular graph (more precisely, a tree) admitting no equilibria.
However, in the next theorem, we show that positive results can be still achieved in games
played on 2-almost regular graphs obeying some additional properties.

I Theorem 3. Let G be a 2-almost regular graph such that ∆(G) ≤ 4 and every vertex
of degree δ is adjacent to at most δ − 1 vertices of degree ∆(G). Then, for any k ≥ 2,
every k-SSG played on G possesses the FIP. Moreover, at most O(nm) profitable swaps are
sufficient to reach an equilibrium starting from any initial strategy profile.

As 4-grids meet the conditions required by Theorem 3, we get the following corollary.

I Corollary 4. For any k ≥ 2, every k-SSG played on a 4-grid possesses the FIP. Moreover,
at most O(nm) profitable swaps are sufficient to reach an equilibrium starting from any initial
strategy profile.

As mentioned before, Agarwal et al. [1] pointed out that 2-SSGs played on trees are not
guaranteed to admit equilibria. We show that this is no longer the case in local k-SSGs for
any value of k ≥ 2.

I Theorem 5. For any k ≥ 2, every local k-SSG played on a tree has an equilibrium which
can be computed in polynomial time.

Proof. Root the tree T at a vertex r. We will place the agents color by color, starting with
color 1 and ending with color k. Before we place an agent at an inner vertex v all of v’s
descendants in T have to be occupied. Hence, we place the agents starting from the leaves,
and the root r′ of every subtree T ′ is the last vertex in T ′ which will be occupied. Thus, we
ensure that, if the root r′ of a subtree T ′ is occupied by an agent of color i ∈ [k], T ′ contains
only agents of color i′ ≤ i. Clearly, this construction yields a feasible strategy profile, that
we denote by σ, and can be implemented in polynomial time.

Consider two agents i and j of different colors that occupy two adjacent vertices u and v,
respectively. Without loss of generality, we assume that u is the parent of v in T . Since
c(j) < c(i), the subtree of T rooted at v contains no vertex of color c(i). As a consequence
Ui(σij) = 0. Hence σ is a LSE. J

Note that, as we move from 4-grids to 8-grids, Corollary 4 does not apply any more. In fact,
for 8-grids, we show that the FIP is guaranteed to hold only for local games.

I Theorem 6. Any local 2-SSG played on an 8-grid possesses the FIP.

Proofsketch. It turns out that there are a few local swaps which are improving for both
involved agents but which can preserve or decrease Φ. For proving guaranteed convergence
we show that after such a Φ-preserving or Φ-decreasing swap a number of swaps must happen
before at the same pair of vertices another Φ-preserving or Φ-decreasing swap can occur.
This implies that in total the extended potential Ψ increases which then implies the FIP. J
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Now we will see that compared to the local k-SSG, the k-SSG on 8-grids behaves differently.
There the FIP does not hold.

I Theorem 7. There cannot exist a potential function for the k-SSG played on an 8-grid,
for any k ≥ 2.

Proofsketch. We prove the statement by providing an example of an IRC. See Figure 1 for
an illustration. J

a b

c

d

(1)

(a) Initial strategy
profile

a c

b

d
(2)

(b) Strategy profile
after the first swap

d c

b

a

(3)

(c) Strategy profile
after the second swap

d a

b

c
(4)

(d) Strategy profile
after the third swap

Figure 1 An improving response cycle for the k-SSG played on a 8-grid. The agent types are
marked orange and blue.

However, even if convergence to an equilibrium is not guaranteed for k ≥ 2, they are
guaranteed to exist for k = 2.

I Theorem 8. Every 2-SSG played on an 8-grid has an equilibrium which can be computed
in polynomial time.

Proofsketch. Assume w.l.o.g. that h ≤ l. We distinguish between two cases. If o ≥ 2h, then
an equilibrium can be obtained by filling the grid with orange agents, starting from the upper-
left corner and proceeding sequentially row by row. If o < 2h, a more involved construction is
needed. We place an orange agent in upper-left corner and proceed essentially along diagonal
lines with some careful treatment of the way incomplete diagonals are constructed. J

3 Price of Anarchy

In this section, we consider the efficiency of equilibrium assignments and bound the PoA for
different classes of underlying graphs. In particular, besides investigating general graphs,
we analyze regular graphs, cycles, paths, 4-grids and 8-grids. Agarwal et al. [1] already
proved that the PoA for the 2-SSG is in Θ(n) on underlying star graphs if there are at least
two agents of each type and between 921

448 and 4 for the balanced version, i.e., o = n
2 . We

improve this result by providing an upper bound of 3 which tends to 2 for n going to infinity.
Furthermore, the authors of [1] showed that the PoA can be unbounded for k ≥ 3. Therefore,
we concentrate on the (local) 2-SSG for several graph classes.

3.1 General Graphs
Remember that for a 2-SSG game, we assume that o is the less frequent color.

We significantly improve and generalize the results of [1] by providing a general upper
bound of no(n−o)−n

o(o−1)(n−o) for the case of o > 1. For balanced games, it yields an upper bound of
2(n+2)
n which shows that the PoA tends to 2 as the number of vertices increases. Moreover,

if bo ∈ O(1), the PoA is constant. With the help of Lemma 1, we can now prove our general
upper bound for the 2-SSG.

MFCS 2020
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I Theorem 9. The PoA of 2-SSGs with o > 1 is at most no(n−o)−n
o(o−1)(n−o) . Hence, PoA ∈ O

(
b
o

)
.

Proof. Fix a 2-SSG with o > 1 orange agents played on a graph G with n vertices. First, we
observe that the social welfare of a social optimum is at most n− 2 + o−1

o + b−1
b = n− 1

o −
1
b ,

as there must be at least one orange vertex that is adjacent to at least one blue vertex, thus
getting utility at most o−1

o , and at least one blue vertex that is adjacent to at least one
orange vertex, thus getting utility at most b−1

b .
Given a strategy profile σ′, a feasible pair is a pair of vertices (u, v) such that u and v are

occupied by agents of different colors in σ′ and {u, v} /∈ E(G), i.e., u and v are not adjacent.
Now fix a swap equilibrium σ and consider a maximum cardinality matching M of feasible
pairs. Clearly 0 ≤ |M | ≤ o. Hence, |M | = o−x for some 0 ≤ x ≤ o. If x > 0, then, there are
exactly x orange and at least x blue leftover vertices of V that do not belong to any feasible
pair in M . As M has maximum cardinality, each orange leftover vertex has to be adjacent to
all leftover blue ones and vice-versa. That is, for each leftover vertex u, we have δu(G) ≥ x.
Let T be a set of pairs of vertices obtained by matching each leftover orange vertex with a
leftover blue one. By Lemma 1, it holds for each (u, v) ∈M , Uσ−1(u)(σ) + Uσ−1(v)(σ) ≥ 1
and for each (u, v) ∈ T , Uσ−1(u)(σ) + Uσ−1(v)(σ) ≥ 1− 1

x . Thus, the social welfare of σ is
at least o− x+ x(1− 1

x ) = o− 1. J

I Corollary 10. The PoA of 2-SSGs is constant if b
o is constant.

We want to emphasize that in particular for the case where both colors are perfectly balanced,
the PoA is constant and tends to 2 which improves the bound by [1]. As for n = 2 the
2-SSG is trivial and PoA = 1, we get the following corollary.

I Corollary 11. The PoA of balanced 2-SSGs is at most min
{

3, 2(n+2)
n

}
.

We will now show that in contrast to the balanced 2-SSG, the balanced local k-SSG has a
much higher LPoA.

I Theorem 12. The LPoA of local balanced 2-SSGs with o > 1 is between 2n+ 8
n − 8 and

2n− 8
n .

If the underlying graph G does not contain leaf vertices, i.e., all vertices have at least degree 2,
we can prove a smaller LPoA. In particular, if the ratio between the maximum and minimum
degree of vertices in G is constant, we achieve a constant LPoA.

I Theorem 13. The LPoA of local 2-SSGs on a graph G with minimum degree δ ≥ 2 and
maximum degree ∆ is at most 2

(
1 + ∆+1

δ−1

)
.

Proof. Fix a local swap equilibrium σ on G with δ(G) ≥ 2. Let ρ := δ−1
2δ and let o′ and b′

be the numbers of orange and blue agents that have a utility strictly less than ρ, respectively.
Clearly, o− o′ and b− b′ are the numbers of orange and blue agents that have a utility of at
least ρ, respectively. We first prove that b− b′ ≥ δo′

∆ as well as that o− o′ ≥ δb′

∆ and show
then how these two inequalities imply the theorem statement.

We only prove the first inequality, i.e., b− b′ ≥ δo′

∆ as the proof of the other inequality
is similar. Let i and j, respectively, be a blue agent and an orange agent that occupy two
adjacent vertices in G, say σ(i) = u and σ(j) = v, and such that Uj(σ) < ρ. By Lemma 1,
we have that Ui(σ) + Uj(σ) ≥ 1− 1

δ , from which we derive Ui(σ) > 1− 1
δ −

δ−1
2δ = δ−1

2δ = ρ.
Let G′ be the subgraph of G containing all the non-monochromatic edges, i.e., each edge

of G′ connects a vertex occupied by an orange agent with a vertex occupied by a blue agent.
Clearly, G′ is bipartite. Consider the vertex-induced subgraph H of G′ in which we have
all the o′ orange agents having a utility strictly less than ρ on one side and all the b − b′
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blue agents having a utility of at least ρ on the other side. Since for each vertex v of H
occupied by an orange agent, there are at least (1− ρ)δv ≥ δ+1

2 vertices adjacent to u that
are occupied by blue agents and each such blue agent have a utility of at least ρ, the degree
of v in H is at least δ+1

2 . Therefore, |E(H)| ≥ δ+1
2 o′.

Furthermore, since each edge of H is incident to a blue agent that has a utility of at
least ρ, the degree in H of every vertex u that is occupied by a blue agent is at most
(1− ρ)δu ≤ δ+1

2δ ∆. Therefore, |E(H)| ≤ ∆(δ+1)
2δ (b− b′). Merging the two bounds of |E(H)|

and simplifying gives b− b′ ≥ δ
∆o
′.

Finally, we show how b − b′ ≥ δo′

∆ and o − o′ ≥ δb′

∆ imply the theorem statement. The
average utility of all the agents in H is at least ρ(b−b′)

o′+(b−b′) ≥
ρ δ∆

1+ δ
∆

= δ−1
2(δ+∆) . Similarly, the

average utility of the b′ blue agents whose utilities are strictly less than ρ and the o − o′
orange agents whose utilities are of at least ρ is also at least δ−1

2(δ+∆) . Therefore, the LPoA is

at most 2(δ+∆)
δ−1 = 2

(
1 + ∆+1

δ−1

)
. J

We observe that the LPoA on a graph with minimum degree δ(G) = 1 can be unbounded.
Consider the star graph with ∆ leaves and let σ be a strategy profile where the unique orange
agent occupies the star center, while all the blue agents occupy the leaves. This is clearly a
swap equilibrium of 0 social welfare. Any configuration in which a blue agent occupies the
star center has strictly positive social welfare.

However, as the following theorem shows, the LPoA can be upper bounded by a function
of ∆ if we force n ≥ ∆ + 2, i.e., we avoid the pathological star graph of ∆ + 1 vertices.

I Theorem 14. For every ε > 0, the LPoA of local 2-SSGs on a graph G with maximum
degree ∆ ≤ n− 2 is between ∆(∆−1)

2 − ε and 4(∆2 −∆ + 1).

As shown in the next corollary, the lower bound to the PoA shown in Theorem 14 holds even
for the class of trees.

I Corollary 15. For every ε > 0, the LPoA of the local 2-SSG on a tree G with ∆(G) ≤ n−2
is at least ∆(∆−1)

2 − ε.

3.2 Regular Graphs
In this section we provide upper and lower bounds to the LPoA for regular graphs, i.e., for
graphs where all vertices have the same degree. The key is the following technical lemma.

I Lemma 16. Let σ be a local swap equilibrium, and let ∆ = 2α + β, with α ∈ N and
β ∈ {0, 1}. Let X ⊆ V be a subset of vertices such that δv = ∆ for every v ∈ NX :=

⋃
x∈X Nx.

Finally, let Z ⊆ NX be the set of vertices occupied by the agents that have a utility strictly
larger than ρ := α

2α+1 . Then, the average utility of the agents that occupy the vertices in
X ∪ Z is at least ρ.

I Corollary 17. The LPoA of local 2-SSG on a regular graph G with ∆(G) = 2α+ β, with
α ≥ 1 and β ∈ {0, 1} is at most 2 + 1

α .

Proof. The corollary follows from Lemma 16 by X = V . J

The matching lower bound is provided in the following.

I Theorem 18. The LPoA of local 2-SSG on a regular graph G with ∆(G) = 2α+ β, with
α ≥ 1 and β ∈ {0, 1} is equal to 2 + 1

α .

MFCS 2020
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Proof. For a fixed degree ∆ ≥ 3, we define the ∆-regular graph G(∆) := G as follows. There
are q := t(∆ + 1) gadgets G1, . . . , Gq. For each i ∈ [q], gadget Gi is obtained from a complete
graph of ∆ + 1 vertices, denoted as v1

0 , . . . , v
i
∆, by removing edge {vi0, vi∆}. Observe that,

by construction, for any i ∈ [q], each vertex vij , with 1 ≤ j ≤ ∆ − 1, has degree ∆, while
vertices vi0 and vi∆ have degree ∆− 1. We obtain G by connecting the q gadgets through
edges {vi∆, v

i+1
0 } for each i ∈ [q − 1] and edge {vq∆, v1

0}. Call these edges extra-gadget edges.
Thus, G is connected and ∆-regular. Consider now the local 2-SSG played on G in which
there are d∆+1

2 eq blue agents and b∆+1
2 cq orange ones.

On the one hand, the social optimum is at least n− 4
∆ = q(∆ + 1)−4∆, as in the strategy

profile in which all vertices of the first d∆+1
2 et gadgets are colored blue and all vertices of

the remaining b∆+1
2 ct gadgets are colored orange there are n− 4 vertices getting utility 1

and 4 vertices getting utility ∆−1
∆ .

On the other hand, the strategy profile σ in which the first d∆+1
2 e vertices of each gadget

are colored blue and the remaining ones are colored orange is a swap equilibrium. In fact,
as extra-gadget edges connect vertices of different colors, every blue vertex is adjacent to
d∆+1

2 e − 1 blue ones, while every orange vertex is adjacent to d∆+1
2 e blue ones. If a blue

vertex swaps with an adjacent orange one, it ends up being adjacent to d∆+1
2 e − 1 blue

vertices. Thus, no profitable swap exists in σ.
As the social welfare of σ is

q

∆

(⌈
∆ + 1

2

⌉(⌈
∆ + 1

2

⌉
− 1
)

+
⌊

∆ + 1
2

⌋(⌊
∆ + 1

2

⌋
− 1
))

=


q(∆2−1)

2∆ if q is odd,
q∆
2 if q is even,

we get that the LPoA of the game is lower bounded by 2∆(q(∆+1)−4∆)
q(∆2−1) when ∆ is odd and

by 2(q(∆+1)−4∆)
q∆ when ∆ is even. By letting q going to infinity, we get 2∆

∆−1 and 2(∆+1)
∆ ,

respectively. By using ∆ = 2α+ 1 in the first case, and ∆ = 2α in the second one, we finally
obtain the lower bound of 2 + 1

α . J

Next, we provide a full characterization of the (L)PoA of cycles.

I Theorem 19. The PoA of 2-SSGs played on cycles with n ≥ 3 vertices and o = 2α+ β

orange agents, where α ∈ N, β ∈ {0, 1}, and b ≥ o, is equal to 1, if o = 1; and by n−2
b+β ,

otherwise.

Proofsketch. The social welfare of the social optimum is equal to n− 2. Let σ be a swap
equilibrium. Let ` be the number of maximal vertex-induced (sub)paths whose vertices are
occupied by orange agents only. Clearly, ` is also the number of maximal vertex-induced
(sub)paths whose vertices are occupied by blue agents only. We claim that ` ≤ α by showing
that every agent has a strictly positive utility in σ (i.e., each of the 2` maximal paths formed
by monochromatic edges contains 2 or more vertices). For the sake of contradiction, assume
w.l.o.g that there is an orange agent i such that Ui(σ) = 0.

For the matching lower bound, it is enough to consider the strategy profile in which ` = α,
i.e., there are α− 1 maximal vertex-induced paths occupied by orange (resp. blue) agents
only of length 2 each, and one maximal vertex-induced path occupied by orange (resp. blue)
agents only of length 2 + β (resp., b − 2α + 2). In this case, the social welfare is equal to
1
22α+ β + α

2 + (b− 2α) = b+ β. J

The following theorem provides almost tight upper bounds to the LPoA for cycles.
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I Theorem 20. The LPoA of local 2-SSGs played on cycles with n = 3α+ β vertices and b
blue agents, where α ∈ N, β ∈ {0, 1, 2}, and b ≥ o, is upper bounded by 1, if o = 1; by n−2

b−o ,
if o ≥ 2 and b ≥ 2o; and by n−2

α+β , otherwise, i.e., o ≥ 2 and b < 2o). The upper bounds are
tight when (i) o = 1 and (ii) o ≥ 2 and b ≥ 2o.

We prove similar results for paths which can be found in [8].

3.3 Grids
We now turn our focus to grid graphs with 4- and 8-neighbors. First, we investigate 2-SSGs
in 4-grids and start by characterizing the PoA for the case in which one type has a unique
representative.

I Theorem 21. The PoA of 2-SSGs played on a 4-grid in which one type has cardinality 1
is equal to 25

22 .

Clearly, if one type has only one representative, this agent will receive utility zero. However,
this is not possible in equilibrium assignments when there are at least two agents of each type.

I Lemma 22. In any equilibrium for a 2-SSG played on a 4-grid in which both types have
cardinality larger than 1 all agents get positive utility.

When no agent gets utility zero, the minimum possible utility is 1
4 . Thus, Lemma 22 imply

an upper bound of 4 on the PoA. However, a much better result can be shown.

I Theorem 23. The PoA of 2-SSGs played on 4-grids is at most 2.

We now show a matching lower bound.

I Theorem 24. The PoA of 2-SSGs played on 4-grids is at least 2, even when both types
have the same cardinality.

Proofsketch. Fix a 2-SSG played on an n × n grid G, with n being an even number. We
define a strategy profile σ by giving a coloring rule for any frame of G. There are n

2 frames
in G that we number from 1 to n

2 , with frame 1 corresponding to the outer one. Frame i,
whose size is ni := n− 2(i− 1), is colored as follows: all vertices in the left column and all
vertices in the right column except for the first and the last are of the basic color of i, all
other vertices take the other color. The basic color of frame i is orange if i is odd and blue
otherwise, see Figure 2 for a pictorial example. Observe that every frame evenly splits its
vertices between the two colors. We show that σ is an equilibrium. J

Figure 2 Visualization of the first three frames of G with the coloring induced by the strategy
profile defined in the proof of Theorem 24.

We now show matching upper and lower bounds on the LPoA for local 2-SSGs played on
grids. By inspecting all the possibilities, the LPoA of local 2-SSGs played on 2× 2 grids is 1.
Indeed, assuming b ≥ o, for o = 1, all the configurations are isomorphic to each other, while,
for o = 2, the unique (local) swap equilibrium – up to isomorphisms – is

[
o b
o b

]
.
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I Theorem 25. The LPoA of local 2-SSGs played on 2 × h 4-grids, with h ≥ 3 is 3.
Furthermore, for every ε > 0, there is a value h0 such that, for every h ≥ h0, the PoA of
2× h 4-grid is at least 3− ε.

I Theorem 26. The LPoA of local 2-SSG played on 3 × h 4-grids, with h ≥ 3 is 36
13 .

Furthermore, for every ε > 0, there is a value h0 such that, for every h ≥ h0, the PoA of
2× h 4-grid is at least 36

13 − ε.

I Theorem 27. For every ε > 0, the LPoA of local 2-SSG played on l × h 4-grids, with
`, h ≥ 8 + 20

ε is in the interval
( 5

2 − ε,
5
2 + ε

]
.

We prove similar results for 8-grids which can be found in [8].

4 Conclusion and Open Problems

We have shed light on the influence of the underlying graph topology on the existence of
equilibria, the game dynamics and the Price of Anarchy in Swap Schelling Games on graphs.
Moreover, we have studied the impact of restricting agents to local swaps. We present tight
or almost tight bounds for a variety of graph classes.

Clearly, improving on the non-tight bounds is an interesting challenge for future work.
Regarding the local Swap Schelling Game, we leave some interesting problems open. Among
them is the question whether local swap equilibria are guaranteed to exist for all graph
classes and if the local k-SSG always has the finite improvement property. So far, we are
not aware of any counter-examples for both questions and extensive agent-based simulations
indicate that both equilibrium existence and guaranteed convergence of improving response
dynamics may hold. Another interesting line of study is to analyze the Jump Schelling Game
with respect to varying underlying graphs and locality.
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Abstract
We develop new approximation algorithms for classical graph and set problems in the RAM model
under space constraints. As one of our main results, we devise an algorithm for d–Hitting Set that
runs in time nO(d2+(d/ε)), uses O

(
(d2 + (d/ε)) logn

)
bits of space, and achieves an approximation

ratio of O((d/ε)nε) for any positive ε ≤ 1 and any constant d ∈ N. In particular, this yields a
factor-O(d logn) approximation algorithm which uses O

(
log2 n

)
bits of space. As a corollary, we

obtain similar bounds on space and approximation ratio for Vertex Cover and several graph
deletion problems. For graphs with maximum degree ∆, one can do better. We give a factor-2
approximation algorithm for Vertex Cover which runs in time nO(∆) and uses O(∆ logn) bits of
space.

For Independent Set on graphs with average degree d, we give a factor-(2d) approximation
algorithm which runs in polynomial time and uses O(logn) bits of space. We also devise a
factor-O

(
d2) approximation algorithm for Dominating Set on d-degenerate graphs which runs

in time nO(logn) and uses O
(
log2 n

)
bits of space. For d-regular graphs, we observe that a known

randomized algorithm which achieves an approximation ratio of O(log d) can be derandomized to
run in polynomial time and use O(logn) bits of space.

Our results use a combination of ideas from the theory of kernelization, distributed algorithms
and randomized algorithms.
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1 Introduction and Motivation

This paper examines the classical approximation problems Vertex Cover, Hitting Set
and Dominating Set in the RAM model under additional polylogarithmic space constraints.
We devise approximation algorithms for these problems which use polylogarithmic space in
general and O(logn) bits of space on certain special input types.

In the absence of space constraints, the greedy heuristic is a good starting point for
many approximation algorithms. For Set Cover, it even yields optimal (under certain
complexity-theoretic assumptions) approximation ratios [2, 17]. However, the heuristic
inherently changes the input in some way. In a space-constrained setting however, this is
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asking for too much: the input is immutable, and the amount of auxiliary space available
(polylogarithmic in our case) is not sufficient to register changes to the input.

Linear programming is another tool that plays a central role in the design of approximation
algorithms. While it yields competitive approximations in polynomial time when space is
not constrained, it is known that under logarithmic-space reductions, it is P-complete to
approximate the Linear Programming problem to any constant factor [39]. Such a result
can be shown even for positive linear programming [42].

Machine Model. We use the standard RAM model with an additional polylogarithmic
space constraint. For inputs n bits in length, memory is organized as words of length
O(logn), which allows the entire input to be addressed using a single word of memory.
Integer arithmetic operations on pairs of words and single-word memory access operations
take constant time. The input (a graph or family of sets) is provided to the algorithm using
some canonical encoding, which can be read but not modified, i.e. the algorithm has read-only
access to the input.

The algorithm uses some auxiliary memory, to which it has read-write access, and in the
setting of this paper, the amount of such memory available is bounded by a polynomial in
logn. Output is written to a stream: once something is output, the algorithm cannot read it
back at a later point as it executes. We count the amount of auxiliary memory used in units
of 1 bit, and the objective is to use as little auxiliary memory as possible.

Our Results

d–Hitting Set and Vertex Deletion Problems. An instance of the d–Hitting Set problem
consists of a universe and a family of size-d subsets of the universe, and the objective is to
find a subset of the universe that has a non-empty intersection with each set in the family.

We develop a factor-O((d/ε)nε) approximation algorithm for d–Hitting Set which runs
in time nOhd2+(d/ε) and uses O

(
(d2 + (d/ε)) logn

)
bits of space (Section 3), where ε ≤ 1

is an arbitrary positive number and d is a fixed positive integer. In particular, this yields
a factor-O(d logn) approximation algorithm for the problem which uses O

(
log2 n

)
bits of

space. As an application, we show how the algorithm can be used to approximate various
deletion problems with similar space bounds. From this, we derive a factor-O((1/ε)nε)
(for arbitrary positive ε ≤ 1) approximation algorithm for Vertex Cover that runs in
time nO(1/ε)) and uses O((1/ε) logn) bits of space.
We give a simple factor-2 approximation algorithm for Vertex Cover on graphs
with maximum degree ∆ which runs in time nO(∆) and uses O(∆ logn) bits of space
(Section 3.1).

Dominating Set. In the Dominating Set problem, the objective is to find a vertex set of
minimum size in a graph such that all other vertices are adjacent to some vertex in the set.

We give a factor-O(
√
n) approximation algorithm for graphs excluding C4 (a cycle on 4

vertices) as a subgraph, which runs in polynomial time and uses O(logn) bits of space
(Section 4.1).
Graphs of bounded degeneracy form a large class which includes planar graphs, graphs of
bounded genus, graphs excluding a fixed graph H as a (topological) minor and graphs of
bounded expansion. For graphs with degeneracy d, we give a factor-O

(
d2) approximation

algorithm which uses O
(
log2 n

)
bits of space. (Section 4.2).
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Additionally, for graphs in which each vertex has degree d, i.e. d-regular graphs, we
exhibit a factor-O(log d) approximation algorithm for Dominating Set (Section 4.3)
which is an adaptation of known results to the constrained-space setting.

Independent Set. An instance of the Independent Set problem consists of a graph, and
the objective is to find an independent set of maximum size i.e. a set of vertices with
no edges between them. We show how a known factor-(2d) approximation algorithm for
Independent Set on graphs with average degree d can be implemented to run in polynomial
time and use O(logn) bits of space (Section 5).

Related Work

Small-space models such as the streaming model and the in-place model have been the subject
of much research over the last two decades (see [27, 15, 13] and references therein). In the
streaming model, in addition to the space constraint, the algorithm is also required to read
the input in a specific (possibly adversarial) sequence in one or more passes. The in-place
model, on the other hand, allows the memory used for storing the input to be modified.
The read-only RAM model we use is distinct from both these models. Historically, the
read-only model has been studied from the perspective of time–space tradeoff lower bounds,
particularly for problems like Sorting [8, 9, 5, 31, 30] and Selection [28, 20, 29, 34].

The earliest graph problems studied in this model were the undirected and directed graph
reachability problems (resp. USTCON and STCON) in connection with the complexity
classes L and NL. Savitch [38] showed that on input graphs with n vetices, STCON (and
therefore also USTCON) can be solved in O

(
log2 n

)
bits of space. This bound was gradually

whittled down over more than two decades, a process culminating in the result of Reingold [37]
which shows that USTCON can be solved using O(logn) bits of space.

Reif [36] showed that the problems of recognizing bipartite, chordal, interval and split
graphs are reducible to USTCON. Later on, Allender and Mahajan [1] showed that planarity
testing also reduces to USTCON. Thus, Reingold’s result put all these problems in L. More
recently, Elberfeld and Kawarabayashi [18] showed that the problems of recognizing and
canonizing bounded-genus graphs were in L. The model was also studied by Yamakami [44]
in relation to the complexity of search problems solvable in polynomial time, and by
Tantau [40], who studied the approximation properties of search problems that can be
solved in nondeterministic logarithmic space.

The other direction in which small-space problems and even the approximation problems
we study have been investigated previously is in the context of fast parallel algorithms. By a
known reduction, algorithms for these problems have sequential implementations that use
polylogarithmic space. The PRAM algorithm of Luby [25] for finding maximal independent
sets in a graph can be used to 2-approximate Vertex Cover (recall that a better than
2-approximate algorithm is known to be unlikely [23]). Implemented in the sequential RAM
model, it uses O

(
log2 n

)
bits of space. There have been attempts to generalize Luby’s

algorithm to hypergraphs, and to the best of our knowledge, an efficient deterministic parallel
algorithm (an NC algorithm) to find maximal independent sets in hypergraphs is not known to
exist (see [6] and references therein). Our scheme for d–Hitting Set trades approximation
factor against space used to obtain a family of algorithms that use O

(
(d2 + (d/ε)) logn)

)
bits

of space to obtain O((d/ε)nε)-approximate solutions for any positive ε ≤ 1. As a corollary, we
obtain an O(d logn)-approximation algorithm that uses O

(
log2 n

)
bits of space. On graphs

with maximum degree ∆, our approximation algorithm for Vertex Cover uses O(∆ logn)
bits of space to obtain 2-approximate solutions.

MFCS 2020
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Berger et al. [7] gave a PRAM algorithm for Set Cover which can be implemented in the
sequential RAM model to O(logn)-approximate Dominating Set in O

(
log4 n

)
bits of space.

See also [41, 26], which give parallel approximation algorithms for Linear Programming,
and see [24], which gives tight approximation ratios for CSP’s using semi-definite programming
in the PRAM model. Our algorithms for Dominating Set are simpler and more direct,
and work for a large class of graphs while using O

(
log2 n

)
bits of space.

Our Techniques

As noted earlier, the greedy heuristic causes changes to the input, which our model
does not permit. To get around this, we use a staggered greedy approach in which the
solution is constructed in a sequence of greedy steps to approximate Vertex Cover on
graphs of bounded degree (Section 3.1). By combining this with data reduction rules
from kernelization algorithms, we also obtain approximations for Vertex Cover and
more generally d–Hitting Set (Section 3), and restricted versions of Dominating Set
(Sections 4.1 and 4.2). In Sections 4 and 5, we use 2-universal hash families constructible in
logarithmic space to approximate Independent Set on graphs of bounded average degree
(Section 5) and Dominating Set on regular graphs (Section 4.3) in logarithmic space.

Full Version. Details for all items marked † can be found in the full version of this paper
at https://arxiv.org/abs/2008.04416.

2 Preliminaries

Notation. N denotes the set of natural numbers {0, 1, . . .} and Z+ denotes the set of positive
integers {1, 2, . . .}. For n ∈ Z+, [n] denotes the set {1, 2, . . . , n}. Let G be a graph. Its
vertex set is denoted by V(G), and its edge set by E(G). The degree of a vertex v is denoted
by deg(v), and for a set S ⊆ V(G) or a subraph H of G, degS(v) denotes the degree of v in
G[S] and degH(v) denotes the degree of v in H.

Known Results. We begin by considering the following result, which arises from a
logarithmic-space implementation of the Buss kernelization rule [10] for Vertex Cover
combined with the observation that the kernel produced is itself a vertex cover.

I Proposition 1 (Cai et al. [11], Theorem 2.3). There is an algorithm which takes as input
a graph G and k ∈ N, and either determines that G has no vertex cover of size at most k
or produces a vertex cover of size at most 2k2. The algorithm runs in time O

(
n2) and uses

O(logn) bits of space.

The Vertex Cover problem is a special case of d–Hitting Set (d ∈ N, a constant),
an instance of which comprises a family F of size-d subsets of a ground set. The objective
is to compute a minimum hitting set for F , i.e. a subset of the ground set which intersects
each set in F . The next proposition shows that a result similar to the one above also holds
for this generalization.

I Proposition 2 (Fafianie and Kratsch [19], Theorem 1). There is an algorithm which takes
as input a family F of d-subsets (d ∈ N, a constant) of a ground set U and k ∈ N, and either
determines that F has no hitting set of size at most k or produces an equivalent subfamily of
the original family which has size O

(
(k + 1)d

)
. The algorithm runs in time nO(d2) and uses

O
(
d2 logn

)
bits of space.

https://arxiv.org/abs/2008.04416
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2.1 Presenting modified graphs using oracles
Our algorithms repeatedly “delete” vertices or sets of vertices, but as they only have read-only
access to the graph (or family of sets), we require a way to implement these deletions using a
small amount of auxiliary space. Towards that, we prove the following theorem.

I Theorem 3. Let G = G0 = (V,E) be a graph with n vertices, and let Gi (i ∈ [k]) be
obtained from Gi−1 by deleting a set Si ⊆ V(Gi−1) consisting of all vertices v ∈ V(Gi−1)
which satisfy a property that can be checked (given access to Gi−1) using O(logn) bits of
space.

Given read-only access to G, one can, for each i ∈ [k], enumerate and answer membership
queries for Si, Vi = V(Gi) and Ei = E(Gi) in time nO(i) using O(i logn) bits of space.

Proof. For each i ∈ [k] let Checki(Gi−1, v) be the algorithmic check which, given (oracle)
access to Gi−1, determines whether v ∈ Vi−1 satisfies the condition for inclusion in Si. Note
that this condition may be something that depends on the graph Gi−1, i.e. Gi−1 must be
accessible to Checki.

To provide oracle access to Gi, Vi and Ei, it suffices to compute, for v ∈ V and uw ∈ E,
the predicates [v ∈ Vi] and [uw ∈ Ei]. A vertex is in Vi if and only if it is in Vi−1 and it is
not in Si. Similarly, an edge is in Ei if and only if it is in Ei−1 and neither of its endpoints
are in Si. Thus, we have the following relations.

[v ∈ Vi] ≡ [v ∈ Vi−1] ∧ ¬Checki(Gi−1, v) (1)
[uw ∈ Ei] ≡ [uw ∈ Ei−1] ∧ ¬(Checki(Gi−1, u) ∨ Checki(Gi−1, w)) (2)

To compute each of these predicates for Gi, we require oracle access to Gi−1, which in
turn involves computing the predicates [v ∈ Vi−1] and [uw ∈ Ei−1]. Suppose the number
of operations needed to compute Checki(Gi−1, v) is r(n), where r is a polynomial (it uses
O(logn) bits of space, so it is polynomial-time). Let pi (resp. qi) be the amount of space
used to compute the predicate [v ∈ Vi] (resp. [uw ∈ Ei]), and let si (resp. ti) be the time
needed to compute the predicate [v ∈ Vi] (resp. [uw ∈ Ei]). From Relations 1 and 2 and the
fact that Checki accesses Gi−1 at most r(n) times, we see that these quantities satisfy the
following relations.

pi = pi−1 + O(logn), qi = qi−1 + O(logn) (3)
si = si−1 + O(r(n)(si−1 + ti−1)), ti = ti−1 + O(r(n)(si−1 + ti−1)) (4)

It is easy to see that these recurrences solve to pi, qi = O(i logn) and si, ti = nO(i), so
both predicates can be computed in time nO(i) using O(i logn) bits of space.

With oracle access to Gi−1, the predicate [v ∈ Si] can be computed simply as
Checki(Gi−1, v), from which enumerating Vi (resp. Ei and Si) is straightforward: enu-
merate V (resp. E and V ) and suppress vertices v (resp. edges uw and vertices z) which fail
the predicate [v ∈ Vi] (resp. [uw ∈ Ei] and [z ∈ Si]). As the most space-hungry operations are
the membership queries, the enumeration can also be performed using O(i logn) bits of space.
The enumeration needs time nO(i) for each element of V and E, and since |V |, |E| = O

(
n2),

the total time needed is also nO(i). J

2.2 Universal Hash Families
Some of our algorithms use the trick of randomized sampling to obtain a certain structure
with good probability and then derandomize this procedure by using a 2-universal family of

MFCS 2020



16:6 Approximation in (Poly-) Logarithmic Space

hash functions. A 2-universal hash family is a family F of functions from [n] to [k] (n, k ∈ N
and k ≤ n) such that for any pair i and j of elements in [n], the number of functions from F
that map i and j to the same element in [k] is at most |F|/k.

The following proposition is a combination of a result of Carter and Wegman [12] showing
the existence of such families, and the observation that these families can be computed in
logarithmic space [43]. Later on, we use it to derandomize sampling procedures in some of
our algorithms.

I Proposition 4 (Carter and Wegman [12], Proposition 7). Let n, k ∈ N with n ≥ k. One can
compute a 2-universal hash family for [[n]→ [k]] in polynomial time using O(logn) bits of
space.

3 Hitting Sets and Π-Deletion Problems

The d–Hitting Set problem is a generalization of Vertex Cover in which an instance
consists of a family F of d-subsets of a ground set U , and the objective is to find a subset of
U of minimum size which intersects all sets in F .

Algorithms for the problem are useful as subroutines in solving various deletion problems,
where the objective is to delete the minimum possible number of vertices from a graph so
that the resulting graph satisfies a certain property. The following result is a corollary to
Proposition 2.

I Corollary 5. Let F be a family of d-subsets of a ground set U with n elements. One
can compute an O

(
dn1−1/d)-approximate minimum hitting set for F in time nO(d2) using

O
(
d2 logn

)
bits of space.

Proof. Consider the following algorithm. Starting at k = 1, run the algorithm of Proposition 2
and repeatedly increment the value of k until k = n1/d or the algorithm returns a solution
of size O

(
d(k + 1)d

)
(i.e. it does not return a NO answer) for the first time. If k is

incremented until n1/d, then simply return the entire universe as the solution. Clearly,
the approximation ratio is n1−1/d, as OPT ≥ n1/d (and so the size of the solution returned
is n = n1−1/d · n1/d ≤ n1−1/d ·OPT , where OPT is the size of the minimum hitting set).

If k < n1/d, then the size of the solution produced is O
(
d(k + 1)d

)
, and we know

that OPT ≥ k, since the algorithm had returned NO answers until this point. So
the size of the solution produced is O

(
d(k + 1)d

)
= O

(
d(k + 1)d−1 · (OPT + 1)

)
=

O
(
dn1−1/d · (OPT + 1)

)
. Thus, we have an O

(
dn1−1/d)-approximation. The bounds on

running time and space used follow from the fact that the algorithm of Proposition 2 runs in
time nO(d2) and uses O

(
d2 logn

)
bits of space. J

The next result is one of our main results en route to developing a space-efficient
approximation algorithm for d–Hitting Set.

I Lemma 6. Let ε ≤ 1 be a positive number. There is an algorithm which takes as input
a family F of d-subsets of a ground set U of n elements and k ∈ N, and either determines
F has no hitting set of size at most k or produces a hitting set of size O

(
(d/ε)k1+ε). The

algorithm runs in time nO(d2+(d/ε)) and uses O
(
(d2 + (d/ε)) logn

)
bits of space.

Proof. Let i = d(d− 1)/εe. The algorithm performs i rounds of computation, each using
O(logn) bits of space to determine a set of elements (accessible by oracle) to be removed in
the next round, or determine that F has no hitting set of size at most k.
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1. Use the algorithm of Proposition 2 to obtain a subfamily F ′ ⊆ F over the ground set
U ′ ⊆ U such that
|F ′| ≤ c(k + 1)d, |U ′| = cd(k + 1)d, and
there exists a hitting set S ⊆ U of size at most k in F if and only if there exists a
hitting set S′ ⊆ U ′ and S′ is a hitting set for F ′.

2. Set U0 = U ′ and F0 = F ′. For j = {1, 2, . . . , i− 1}, perform the following steps.
Determine Sj , the set of all elements in Uj−1 which appear in at least c(k + 1)d−1−jε

sets in Fj−1.
Let Uj = Uj−1 \ Sj and Fj = {A ∈ Fj−1 | A ∩ Sj = ∅}. If there are more than
c(k + 1)d−jε sets in Fj , then return NO.

3. Determine Si, the set of all elements in Ui−1 which are in some set in Fi−1. Output
S =

⋃i
j=1 Sj .

We now prove the correctness of the algorithm. In Step 1, the algorithm obtains the
ground set U ′ and the familyF ′, using the algorithm of Proposition 2. Let l ∈ [i− 1] such
that the algorithm answers NO in Step 2 for j = l, and otherwise let l = i if it never returns a
NO answer in Step 2.

B Claim 7. For all j ∈ [l], Fj has at most c(k + 1)d−jε sets.

Consider the case when the algorithm does not return a NO answer. Observe that the claim
holds for the base case j = 1: F0 has c(k + 1)d sets, and since the algorithm does not
return a NO answer, we have |F1| ≤ c(k + 1)d−jε. For induction, observe that whenever
|Fj | ≤ c(k + 1)d−jε, the algorithm ensures that |Fj+1| ≤ c(k + 1)d−(j+1)ε; otherwise, it
returns a NO answer.

Suppose the algorithm returns a NO answer at some value of j in Step 2, then there are
more than c(k + 1)d−jε sets in Fj , which have survived the repeated removal of sets from F0
up to this point, and they cannot be hit by any k of the elements in Uj , since each element
can hit at most c(k + 1)d−1−jε sets in Fj . Thus, the algorithm correctly infers that the input
does not have a hitting set of size at most k.

Once the algorithm has reached Step 3, the number of sets in the residual family, Fi−1
is at most (k + 1)d−(d(d−1)/εe−1)·ε

< kd−((d−1)/ε−1)·ε = k1+ε. The set Si of elements in Ui−1
that appear in some set in Fi−1 is trivially also a hitting set. Observe that the sets of
elements removed in earlier stages, i.e. S0, . . . , Si−1 together hit all sets in F not appearing
in Fi−1. Thus, the set S =

⋃i
j=0 Sj output by the algorithm is a hitting set for F .

B Claim 8. The set S output by the algorithm has at most ((d− 1)/ε+ d)k1+ε elements.

For each j ∈ [i − 1], the algorithm ensures that |Fj−1| ≤ c(k + 1)d−(j−1)ε (otherwise, it
returns a NO answer). Thus, the number of elements which appear in at least c(k + 1)d−1−jε

sets is at most
(
c(k + 1)d−(j−1)ε

)
/
(
c(k + 1)d−1−jε

)
= k1+ε, i.e. |Sj | ≤ k1+ε.

In Step 3, the algorithm ensures that |Fi−1| ≤ kd−(i−1)ε ≤ k1+ε. Each set in Fi−1 edges
and each of these edges can span at most d elements. Thus, the number of elements in Ui−1
which appear in some set in Fi−1 dk

1+ε, i.e. |Si| ≤ dk1+ε. Therefore, the total number of
elements output by the algorithm in all three phases is |S| =

∑i
j=1|Sj | ≤ (i−1)k1+ε+dk1+ε ≤

(d(d− 1)/εe+ d)k1+ε.

B Claim 9. The algorithm runs in time nO(d2+(d/ε)) and uses O
(
(d2 + (d/ε)) logn

)
bits of

space.
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Observe that in Step 1, the family F0 is obtained using the algorithm of Proposition 2, which
runs in time nO(d2) and uses O

(
d2 logn

)
bits of space (for any constant d). The output of

the algorithm can now be used as an oracle for G0.
In Step 2, each successive family Fj (j ∈ [i− 1]) is obtained from Fj−1 by deleting sets

containing elements which appear in at least k1−jε sets (this test can be performed using
O(logn)) bits of space. Thus, given oracle access to Fj−1, an oracle for Fj can be provided
which runs in polynomial time and uses O(logn) bits of space.

Step 3 involves writing out all elements in Ui−1 that appear in some set in Fi−1, which
can also be done in O(logn) bits of space given oracle access to Gi−1. Since the number
of oracles created in Step 2 is i− 1, the various oracles together run in time nO(i) and use
O(i logn) = O((d/ε) logn) bits of space (Theorem 3). Combined with the nO(d2) time and
O
(
d2 logn

)
bits of space used by the oracle of Step 1, this gives bounds of nO(d2+(d/ε)) on

the running time and O
(
(d2 + (d/ε)) logn

)
bits on the total space used by the algorithm. J

The next theorem follows from the above lemma.

I Theorem 10. Let ε ≤ 1 be a positive number. For instances (U,F) of d–Hitting Set
with |U | = n, one can compute an O((d/ε)nε)-approximate minimum hitting set in time
nO(d2+(d/ε)) using O

(
(d2 + (d/ε)) logn

)
bits of space.

Proof. Starting with k = 1, iteratively apply the algorithm of Lemma 6 and increment
k’s value until the algorithm returns a family of size O

(
(d/ε)k1+ε) or k = n1−ε. When

k = n1−ε return the entire universe as the solution. As, in this case, OPT ≥ n1−ε, the size
of the solution produced, which is n ≤ nεOPT , and so we have a factor-nε approximation
algorithm.

When the algorithm returns a family of size O
(
(d/ε)k1+ε) for some k, note that OPT ≥ k

(as the algorithm returned NO so far), and so the solution produced is of size O((d/ε)kεk),
which is O((d/ε)nεOPT ) resulting in a factor-O((d/ε)nε) approximation algorithm. As we
merely reuse the procedure of Lemma 6, the running time is O

(
(d2 + (d/ε)) logn

)
and the

amount of space used is O
(
(d2 + (d/ε)) logn

)
bits. J

The above theorem allows us to devise space-efficient approximation algorithms for a
number of graph deletion problems. Let Π be a hereditary class of graphs, i.e. a class closed
under taking induced subgraphs. Let Φ be a set of forbidden graphs for Π such that a graph
G is in Π if and only no induced subgraph of G is isomorphic to a graph in Φ. Consider
the problem Del–Π (described below), defined for classes Π with finite sets Φ of forbidden
graphs.

Instance G, a graph
Solution a set of vertices smallest size whose deletion yields a graph in Π

The next result is a combination of the fact that Del–Π can be formulated as a certain
hitting set problem and the procedure of Theorem 10.

I Lemma 11. † Let ε ≤ 1 be a positive number. On graphs with n vertices, one can compute
O((1/ε)nε)-approximate solutions for Del–Π in time nO(1/ε) using O((1/ε) logn) bits of
space.

By setting ε to a small positive constant or (1/ logn), we obtain the following corollary,
owing to the fact that for all problems appearing in it, the target graph classes are known to
be characterized by a finite set of forbidden induced subgraphs (see e.g. Cygan et al. [16])
and so the problems can be formulated as Del–Π.
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I Corollary 12. † On graphs with n vertices, one can compute
O(nε)-approximate solutions in time nO(1/ε) = nO(1) using O((1/ε) logn) = O(logn) bits
of space for any positive constant ε ≤ 1, and
O(logn)-approximate solutions in time nO(logn) using O

(
log2 n

)
bits of space

for the problems Vertex Cover, Triangle-Free Deletion, Threshold Deletion,
Cluster Deletion, Split Deletion, Cograph Deletion and Tournament FVS.

3.1 Vertex Cover on Graphs of Bounded Degree
We begin this section with the observation that in a directed graph with maximum outdegree
1, every connected component contains (as an induced subgraph or otherwise) at most one
(undirected) cycle. For such a directed graph D, consider the graph G obtained by ignoring
arc directions. Because every connected component in G also has at most one cycle, one
can find a minimum vertex cover for G in polynomial time and logarithmic space using a
modified post-order traversal procedure on the connected components. The following lemma
formalizes this discussion.

I Lemma 13. † Let D be a directed graph on n vertices with maximum outdegree 1 and
let G be the undirected graph obtained by ignoring the arc directions in D. One can find a
minimum vertex cover for G in polynomial time using O(logn) bits of space.

We now prove that by layering multiple applications of the above lemma, one can compute
a 2-approximate minimum vertex cover in a bounded-degree graph. Our approach is inspired
by a local distributed algorithm of Polishchuk and Suomela [33] which computes factor-3
approximations.

I Theorem 14. There is an algorithm which takes as input a graph G on n vertices in which
every vertex has degree at most ∆, and computes a 2-approximate minimum vertex cover for
G. The algorithm runs in time nO(∆) and uses O(∆ logn) bits of space.

Proof. Set G0 = G and V0 = V(G). The algorithm works in stages 1, . . . ,∆ as follows. In
Stage i, it enumerates the subgraph Hi−1 of Gi−1 in which each vertex of u of Gi−1 only
retains the edge to its ith neighbour v (if it exists) in G. Observe that directing every such
edge from u to v yields a directed graph R with maximum outdegree 1.

Applying the procedure of Lemma 13 with D = R and G = Hi−1, the algorithm now
computes a minimum vertex cover Si for Hi−1 in polynomial time using O(logn) bits of
space. It then produces the graph Gi by removing the vertex set Si from Gi−1 and outputs
the vertices in Si. At the end of Stage ∆, the algorithm terminates.

We now prove the bounds in the claim. Observe that the vertex set of Gi (i ∈ [∆]) is
precisely V(Gi−1) \ Si. In Stage i, the algorithm only considers the vertices in Gi−1, so the
vertex cover generated by it has no neighbours in vertex covers generated in earlier stages,
i.e. Si ∩ Sj = ∅ for j < i.

For each Hi−1, consider a maximal matching Mi in Hi−1. From the way the various
sets Si are generated, it is easy to see that S =

⋃∆
i=1 Si forms a vertex cover for G and

additionally, M =
⋃∆
i=1Mi is a maximal matching in G. Observe that the each set Si also

covers the matching Mi in Hi−1. Since Si is a minimum vertex cover for Hi−1, and the
endpoints of edges in Mi form a vertex cover for Hi−1, we have |Si| ≤ 2|Mi|.

As M is a maximal matching in G, the endpoints of edges in M form a vertex cover for
G, and we have |S| =

∑∆
i=1|Si| ≤ 2 ·

∑∆
i=1|Mi| ≤ 2 ·

∑∆
i=1 τ(G), where τ(G) is the vertex

cover number of G. Thus, the set S output by the algorithm is a 2-approximate vertex cover.
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Now observe that for all i ∈ [∆], Gi and Si satisfy the hypothesis of Theorem 3. Thus,
one can compute each of the sets Si in time nO(i) using O(i logn) bits of space. Since
the maximum value i takes on is ∆, the algorithm runs in time nO(∆) and uses a total of
O(∆ logn) bits of space. J

4 Dominating Sets

In this section, we describe approximation algorithms for Dominating Set restricted to
certain graph classes. A problem instance consists of a graph G = (V,E) and k ∈ N, and the
objective is to determine if there is a dominating set of size at most k, i.e. a set S ⊆ V of at
most k vertices such that S ∪N(S) = V .

The first result of this section concerns graphs excluding C4 (a cycle on 4 vertices) as a
subgraph. On such graphs, one can compute O(

√
n)-approximations using O(logn) bits of

space using a known kernelization algorithm [35].

4.1 C4-Free Graphs
Any vertex v ∈ V(G) of degree at least 2k + 1 must be in any dominating set of size at most
k, as any other vertex (including a neighbour of v) can dominate at most 2 vertices in the
neighbourhood (as there will be a C4 otherwise). Using this, we establish the following result.

I Lemma 15. † There is an algorithm which takes as input a C4-free graph G on n vertices
and k ∈ N, and either determines that G has no dominating set of size at most k, or outputs
a dominating set of size O

(
k2). The algorithm runs in polynomial time and uses O(logn)

bits of space.

The proof of the following corollary uses arguments very similar to those in the proof of
Theorem 10, so we omit it.

I Corollary 16. There is an algorithm which takes as input a C4-free graph G on n vertices,
and computes an O(

√
n)-approximate minimum dominating set for G. The algorithm runs

in polynomial time and uses O(logn) bits of space.

4.2 Graphs of Bounded Degeneracy
A graph is called d-degenerate if there is a vertex of degree at most d in every subgraph of
G. A graph with maximum degree d is clearly d-degenerate. Planar graphs are 5-degenerate.
There is a generalization of the polynomial kernel for Dominating Set on C4-free graphs
to Ki,j-free graphs for any fixed i, j ∈ N [32] (Ki,j is the complete bipartite graph with i
vertices in one part and j vertices in the other). The class of Ki,j-free graphs includes C4-free
graphs and for i ≤ j, (i+ 1)-degenerate graphs.

This kernel however, does not seem amenable to modifications that would allow its use in
computing approximate solutions using logarithmic or even polylogarithmic space. To design
a space-efficient approximation algorithm for d-degenerate graphs, we resort instead to the
O
(
d2)-approximation algorithm of Jones et al. [22]. To achieve an O

(
log2 n

)
bound on the

space used, several adaptations are necessary.
Let G be a d-degenerate graph on n vertices. As every subgraph of G has a vertex with

degree at most d, the number of edges in G is at most dn. It follows that

I Observation 1. In any subgraph of p vertices of a d degenerate graph, at least p/2 vertices
are of degree at most 2d.
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The algorithm starts by picking the neighbours of all vertices of degree at most 2d, and
works by repeatedly finding such vertices in smaller and smaller sugraphs of G and picking
all their neighbours in the solution. As the vertex or one of its neighbours must be in any
dominating set, this will result in an O(d) approximation if we manage to find a vertex that
dominates (at least one and) at most 2d of the undominated vertices. This may not happen
in the intermediate steps as more and more vertices are dominated by those vertices picked
earlier. So we do some careful partitioning of the vertices and find low degree vertices in
appropriate subgraphs.

Let Y be the set of vertices picked at any point, B be the set of vertices (other than
those in Y ) dominated by Y , and W be the set of vertices in V \ (Y ∪ B). The goal is
to dominate vertices in W , and we try to do so by finding (the neighbours of) low degree
vertices from B ∪W . So we start finding low degree (at most 2d) vertices in B ∪W to pick
their neighbours. First we look for such vertices in B, and so we further partition B into Bh,
those vertices of B with at least 2d+ 1 neighbours in W and Bl = B \Bh.

First, we remove (for later consideration) vertices of W that have no neighbours in
W ∪Bh, let they be Wl and focus on the induced subgraph G[Bh ∪Wh] where Wh = W \Wl.
Here, we are bound to find low degree vertices from Wh (as vertices in Bh have high degree)
as long as Wh is non-empty, and so we repeat the above procedure of picking the neighbours
of all low degree vertices from Wh. Finally, when Wh is empty, if Wl is non-empty, we simply
pick all vertices of Wl into the solution. This completes the description of the algorithm.

If we treat a round as the step where we find all vertices inWh with at most 2d neighbours
in Wh, then as at least a fraction of the vertices of Wh are dominated in each round due
to Observation 1, the number of rounds is O(logn). Each round just requires identifying
vertices based on their degrees in the resulting subgraph, the i-th round can be implemented
in O(i logn) bits using Theorem 3 resulting in an O

(
log2 n

)
bits implementation.

The approximation ratio of O
(
d2) can be proved formally using a charging argument

(see Jones et al. [22], Theorem 4.9). We give an informal explanation here. First we argue
the approximation ratio of (2d+ 1) for the base case when Wh is empty. Isolated vertices
in Wl are isolated vertices in G and hence they need to be picked in the solution. The
number of non-isolated vertices in Wl is at most 2d|Bl| as their neighbours are only in Bl
(otherwise, by definition, those vertices will be in Wh). As vertices in Bl have degree at most
2d, |Wl| ≤ 2d|Bl| and as at least one vertex of Bl ∪Wl must be picked to dominate a vertex
in Wl, we have the approximation ratio of (2d+ 1) for those vertices.

In the intermediate step, if we did not ignore vertices in Bl to dominate a vertex in Wh,
a (2d+ 1)- approximation is clear. For, a vertex or one of its at most 2d neighbours must
be picked in the dominating set. However, a vertex in Wh maybe dominated by a vertex in
Bl, but by ignoring Bl, we maybe picking 2d vertices to dominate it. As a vertex in Bl can
dominate at most 2d such vertices of Wh, we get an approximation ratio of O

(
d2).

The next theorem formalizes the above discussion.

I Theorem 17. † There is an algorithm which takes as input a d-degenerate graph G on n
vertices and computes an O

(
d2)-approximate minimum dominating for G. The algorithm

uses O
(
log2 n

)
bits of space and runs in time nO(logn).

4.3 Regular Graphs
On regular graphs, we can achieve a better approximation ratio in logarithmic space by
derandomizing a result of Alon and Spencer [3] on the size of a dominating set on graphs
with minimum degree d.

MFCS 2020
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I Proposition 18 (Alon and Spencer [3], Theorem 1.2.2). Any graph on n vertices with
minimum degree d has a dominating set of size at most n(log (d+ 1) + 1)/(d+ 1).

On a d-regular graph, because the size of any dominating set is at least n/(d+ 1), the
approximation ratio achieved is log (d+ 1) + 1.

Now we outline the proof of the above proposition to show how it can be derandomized.
Consider a d-regular graph G on n vertices. Picking each vertex of G with probability
p = log (d+ 1)/(d + 1) yields a set S with expected size E[|S|] = np. By adding in the
vertices not dominated by S, we obtain a dominating set W = S ∪ (V \ (S ∪ N(S))). The
expected size of this set is E[|W |] ≤ n(p+ (1− p)d+1), and it can be shown that this quantity
is n(log (d+ 1) + 1)/(d+ 1).

Note that the expectation bounds only need the sampling of the vertices to be
pairwise independent. Consider a 2-universal hash family F for [[n]→ [d+ 1]], and define
Sf = {v ∈ V(G) | f(v) ≤ log (d+ 1) + 1} and Wf = Sf ∪ (V \ (Sf ∪N(Sf ))). Over functions
f = F , the sampling probability P(v ∈ Sf ) is b(log (d+ 1) + 1)/(d+ 1)c. Because F is a
2-universal hash family, there is a function f ∈ F for which Wf achieves the expectation
bound for |W | above.

The sampling procedure can now be derandomized as follows. Compute F in logarithmic
space using Proposition 4 and enumerate it. For each f ∈ F , determine |Wf |, and output
Wf for the first function f for which |Wf | ≥ n(log (d+ 1) + 1)/(d+ 1).

We thus have the following result.

I Theorem 19. There is an algorithm which takes as input a d-regular graph G on n vertices,
and computes a (log (d+ 1) + 1)-approximate minimum dominating set for G. The algorithm
runs in polynomial time and uses O(logn) bits of space.

5 Independent Sets by Randomization

In this section, we consider the Independent Set problem restricted to graphs with bounded
average degree. On general graphs, the problem is unlikely to have a non-trivial (factor-(n1−ε))
approximation algorithm [21]. However, if the graph has average degree d, then an independent
set satisfying the bound of the next lemma is a (2d)-approximate solution. Note that graphs
of bounded average degree encompass planar graphs and graphs of bounded degeneracy. It
is also known that 2d is the best approximation ratio possible up to polylogarithmic factors
in d [4, 14].

I Proposition 20 (Alon and Spencer [3], Theorem 3.2.1). If a graph on n vertices has average
degree d, then it has an independent set of size at least n/(2d).

In what follows, we develop a logarithmic-space procedure that achieves the above bound.
Let G = (V,E) be a graph on n vertices with average degree d. Consider a set S ⊆ V

obtained by picking each vertex in V independently with probability p = 1/d. Let mS be the
number of edges with both endpoints in S. The following bound appears as an intermediate
claim in the proof of Proposition 20 (see Alon and Spencer [3], Theorem 3.2.1). We use it
here without proof.

I Lemma 21. E[|S| −mS ] = n/(2d).

Consider the set I obtained by arbitrarily eliminating an endpoint of each edge in
G[S]. Observe that G[I] has no edges, i.e. I is an independent set whose expected size is
E[|S| −mS ] = n/(2d).
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Derandomizing this sampling procedure is simple: simply run through the functions of
a 2-universal hash family F for [[n]→ [d]] and for each f ∈ F , pick a vertex v ∈ V into S
if and only if f(v) = 1. Because the range of the functions is [d], the sampling probability
is P(v ∈ S) = 1/d. Recall that Lemma 21 only requires the sampling procedure to be
pairwise independent, so the expectation bound remains the same: E[|S| −mS ] = n/(2d).
While going through F , select the function f ∈ F which maximizes |S| − mS , where
S = {v ∈ V | f(v) = 1} and mS is the number of edges uv ∈ E with f(u) = f(v) = 1. Using
the construction of Proposition 4, this step can be performed in polynomial time using
O(logn) bits of space and f can be used as an oracle for S at the same space cost.

The next step, in which vertices are deleted arbitrarily from each pair of adjacent vertices
in the sample S, is tricky to carry out in small space. This is because for any edge uv in G[S],
it is not possible to determine whether either of the endpoints survive the deletion procedure
without additional information about the other edges incident with u and v. However, there
is a simple fix for this: retain only those vertices in S which are the smallest vertices in their
neighbourhoods in G[S]. Using this, we prove the following lemma.

I Lemma 22. † Let T be the set of vertices v ∈ S such that v is the smallest vertex (in the
original arbitrary labelling) in its neighbourhood in G[S]. The set T is independent in G, has
size |T | ≥ |S| −mS, and one can compute S in polynomial time using O(logn) bits of space.

We now have the following theorem as a direct consequence of the above results.

I Theorem 23. There is a an algorithm which takes as input a graph G on n vertices with
average degree d, and computes a (2d)-approximate maximum independent set in G. The
algorithm runs in polynomial time and uses O(logn) bits of space.

6 Conclusion

We devised space efficient approximation algorithms for d–Hitting Set (and its restriction
Vertex Cover), Independent Set and Dominating Set in some special classes of
graphs.

We consider our contribution as simply drawing attention to a direction in the study of
approximation algorithms, and believe that it should be possible to improve the approximation
ratios and the space used for the problems considered here. Obtaining a constant-factor
or even factor-O(logn) approximation algorithm for Vertex Cover and a factor-O(logn)
approximation algorithm for Dominating Set on general graphs using O(logn) bits of
space are some specific open problems of interest.
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Abstract
Determining the exponent of matrix multiplication ω is one of the central open problems in algebraic
complexity theory. All approaches to design fast matrix multiplication algorithms follow the following
general pattern: We start with one “efficient” tensor T of fixed size and then we use a way to get a
large matrix multiplication out of a large tensor power of T . In the recent years, several so-called
barrier results have been established. A barrier result shows a lower bound on the best upper bound
for the exponent of matrix multiplication that can be obtained by a certain restriction starting with
a certain tensor.

We prove the following barrier over C: Starting with a tensor of minimal border rank satisfying
a certain genericity condition, except for the diagonal tensor, it is impossible to prove ω = 2 using
arbitrary restrictions. This is astonishing since the tensors of minimal border rank look like the most
natural candidates for designing fast matrix multiplication algorithms. We prove this by showing
that all of these tensors are irreversible, using a structural characterisation of these tensors. To
obtain our result, we relate irreversibility to asymptotic slice rank and instability of tensors and
prove that the instability of block tensors can often be decided by looking only on the sizes of
nonzero blocks.
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1 Introduction

Determining the exponent ω of matrix multiplication is one of the central open problems in
algebraic complexity theory. Since Strassen’s seminal paper [24], who showed that matrices
can be multiplied in time O(nlog2 7) = O(n2.81), more and more refined methods have been
proposed, see e.g. [5, 23, 25, 16, 17, 28, 19], yielding the currently best upper bound O(n2.373).
All of these approaches follow the following general pattern: We start with one “efficient”
tensor T of fixed size and then we use a way to get a large matrix multiplication out of a
large tensor power T⊗N of T . Efficient here means that T has small (border) rank and that
the structure of T is “close to a matrix multiplication”. Getting a large matrix multiplication
out of T⊗N means that we define an appropriate restriction. In Strassen’s algorithm, the
tensor T is simply the tensor 〈2, 2, 2〉 of 2 × 2-matrix multiplication. It becomes efficient,
since Strassen showed that its rank is 7 (opposed to the trivial upper bound of 8). Then
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Strassen observes that 〈2, 2, 2〉⊗N is a matrix multiplication of size 2N ×2N , so the restriction
is trivial. Coppersmith and Winograd [16] start with two tensors cwq and CWq, which are
now called the small and the big Coppersmith–Winograd tensors. These tensors depend
on a parameter q and have size q + 1 and q + 2, respectively. Their border ranks are both
q + 2. In particular, CWq is a tensor of minimal border rank, since for any concise tensor
of size s, s is a lower bound for the border rank. The tensors cwq and CWq have a block
structure and consist of three and six matrix multiplication tensors, respectively. To get a
matrix multiplication out of a high power of the Coppersmith–Winograd tensors, we first
degenerate a large diagonal out of the outer structure using the laser method and then apply
Schönhage’s asymptotic sum inequality [23]. The recent approaches [17, 28, 19] to fast matrix
multiplication all start with the big Coppersmith–Winograd tensor CWq, but find better
ways to to get a large matrix multiplication out of CW⊗Nq by analysing small powers of CWq.
For more details how to design fast matrix multiplication algorithms, we refer to [6].

1.1 Barrier results

As mentioned above, all previous approaches follow the following general pattern: They
start with a base tensor T . This tensor is raised to a high power T⊗N . Then a restriction
r is constructed such that r applied to T⊗N yields a large matrix multiplication, that is,
〈n, n, n〉 = r(T⊗N ). A barrier result shows a lower bound on the best upper bound that can
be obtained by a certain restriction starting with a certain tensor. In such results, typical
tensors that occur in actual upper bound constructions are considered as starting tensors.
The type of restrictions can be arbitrary restrictions or restrictions that come out of upper
bound constructions, for instance, restrictions that are constructed via the laser method.
There are three ingredients in a barrier result: the class of starting tensors, which we want to
be as large as possible, the type of restrictions, which we want to be as general as possible,
and the lower bound on ω, which we want to be as big as possible. Maximizing one of the
three parameters typically decreases the other two.

The work by Coppersmith and Winograd [15] can be viewed as the first barrier result:
They prove that it is impossible to prove ω = 2 by one application of Schönhage’s asymptotic
sum inequality to a sum of matrix multiplication tensors. Ambainis et al. [4] proved a barrier
result for the big Coppersmith–Winograd tensor and the laser method, the method used
by Coppersmith and Winograd to get their upper bound. The laser method applied to
the big Coppersmith–Winograd tensor cannot give ω = 2, and in fact not even ω ≤ 2.30.
Alman and Vassilevska Williams [2, 3] showed barrier results for more general restrictions,
namely so-called monomial restrictions, for a certain classes of tensors generalizing the big
Coppersmith–Winograd tensors. Blasiak et al. [8, 9] studied the group theoretic framework
by Umans and Cohn for fast matrix multiplication and showed that this approach cannot
prove ω = 2 using any fixed Abelian group and certain non-Abelian groups. Christandl,
Vrana, and Zuiddam [14] introduced a parameter called irreversibility. They proved that
with any starting tensor that is irreversible, one cannot prove ω = 2 using an arbitrary
restriction. Alman [1] proves a similar result formulated in terms of asymptotic slice rank of
tensors. In [14, 1], these barriers are applied to Coppersmith-Winograd tensors, generalized
Coppersmith-Winograd tensors (a class of tensors which have the same combinatorial structure
as Coppersmith-Winograd tensors), and truncated polynomial multiplication tensors.
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1.2 Our results

Previous barrier results use the notion of slice rank of tensors or related notions like subrank.
Another property of tensors was recently related to slice rank is their instability in terms
of geometric invariant theory (see [8, 12]). The first result we prove is a barrier result that
applies to the class of all unstable tensors over C. We prove that ω = 2 cannot be proven
using powers of unstable tensors of bounded dimension.

We also consider the class of structure tensors of non-semisimple algebras. These tensors
have a natural block structure. Using this block structure, we prove that these tensors are
unstable and give bounds on their asymptotic slice rank to get better barriers.

Particularly interesting are tensors of minimal border rank. These are concise tensors
t ∈ V1 ⊗ V2 ⊗ V3 with dimV1 = dimV2 = dimV3 = n which can be approximated by tensors
of rank n. A large subclass of these tensors – binding tensors (defined below) – can be
related to structure tensors of commutative algebras. Thus, the previous barrier applies
to them (except for diagonal tensors of rank n) and it is impossible to prove ω = 2 using
arbitrary restrictions from powers of one of these tensors. This is astonishing since the
tensors of minimal border rank look like the most natural candidates for designing fast matrix
multiplication algorithms, since the smaller the rank of the starting tensor, the smaller is the
possible bound on ω.

Our barriers hold true for a large class of tensors, much larger than in previous barrier
results. Furthermore, they are true for arbitrary restrictions. For example, Coppersmith-
Winograd tensors and truncated polynomial multiplication tensors belong to the smallest
class we consider – the binding tensors of minimal border rank. Of course, we have to pay a
price: the lower bounds on provable values of ω that we get are really small. Our results do
not mean that tensors of minimal border rank are useless for proving ω = 2, but that to do
this, we need to consider a sequence of tensors with increasing size.

Our proof uses the concept of irreversibility introduced by Christandl, Vrana, and Zuiddam
[14] and upper bounds on slice rank proved by Alman [1]. We prove that all binding tensors
of minimal border rank are irreversible, except for the diagonal tensors. It follows from [7],
that we can describe these tensors, which are defined by a complexity theoretical property,
in terms of their structure. Binding tensors of minimal border rank are equivalent to the
structure tensors of so-called smoothable algebras. Smoothable algebras are commutative,
therefore, the only semisimple smoothable algebras over C are Cn and are given by the
diagonal tensors 〈n〉. Thus it suffices to prove that structure tensors of algebras with nonzero
radical are irreversible.

2 Preliminaries

2.1 Notations

Binary logarithms are denoted by log, natural logarithms by ln. For a probability distribution
p on a finite set I its entropy is denoted byH(p) =

∑
i∈I −p(i) log p(i), and for two probability

distributions p, q their relative entropy is denoted by D(p‖q) =
∑
i∈I p(i) log p(i)

q(i) . For a
finite set S, the set of all probability distributions on S is denoted by P(S). The tensor
product FN1 ⊗ FN2 ⊗ FN3 is denoted by FN1×N2×N3 .
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2.2 Tensors and algebras
Let V1, V2, and V3 be finite dimensional vector spaces. Every tensor t ∈ V1 ⊗ V2 ⊗ V3 can be
presented as a sum of rank one tensors – tensors of the form v1 ⊗ v2 ⊗ v3 with vk ∈ Vk. The
rank R(t) of a tensor t is the minimum r such that t can be written as the sum of r rank one
tensors.

For a tensor t ∈ V1 ⊗ V2 ⊗ V3 and a linear form x ∈ V ∗1 , the contraction t · x is defined
as (v1 ⊗ v2 ⊗ v3) · x = x(v1)(v2 ⊗ v3) for rank one tensors and extended to arbitrary tensors
by linearity. Thus, a tensor t ∈ V1 ⊗ V2 ⊗ V3 defines a map V ∗1 → V2 ⊗ V3 sending x to t · x.
Two other maps V ∗2 → V1 ⊗ V3 and V ∗3 → V1 ⊗ V2 can be defined similarly. These maps are
called flattenings of the tensor t. A tensor is called concise if all its flattenings are injective.
Such tensor does not lie in any nontrivial subspace V ′1 ⊗ V ′2 ⊗ V ′3 with V ′k ⊂ Vk. We denote
the maximum of the three ranks of the flattenings by N(t). For a concise tensor, the ranks
of the flattenings are the dimensions of Vk, and N(t) = max{dimV1,dimV2,dimV3}.

A tensor t ∈ V1⊗V2⊗V3 is called 1V1-generic if dimV2 = dimV3 and there exists x ∈ V ∗1
such that the matrix t · x ∈ V2 ⊗ V3 has full rank. 1-genericity for the other indices is defined
analogously. We call a tensor binding if it is 1V1- and 1V2-generic.

The slice rank of a tensor is defined similarly to the rank. Here the basic building blocks
are tensors which have rank one flattenings, that is, tensors of the form s⊗v3 with s ∈ V1⊗V2
and v3 ∈ V3 and the two other symmetric forms. The slice rank SR(t) is now the minimum
number r such that t can be written as the sum of r such basic building blocks. Note that
the slice rank of a tensor in FN1×N2×N3 is at most min{N1, N2, N3}.

To design asymptotically fast matrix multiplication algorithms, it suffices to bound the
asymptotic rank R̃(t), which is defined by limn→∞R(t⊗n)1/n. The asymptotic slice rank
S̃R(t) is defined as limn→∞ SR(t⊗n)1/n. Unlike the limit in the definition of the asymptotic
rank, the existence of this limit is a nontrivial fact, proven for tensors over C by Christandl,
Vrana and Zuiddam [13].

Let t′ ∈ V ′1 ⊗ V ′2 ⊗ V ′3 for vector spaces V ′1 , V ′2 , and V ′3 . Let Ai : Vi → V ′i be linear
maps. The linear map A1 ⊗A2 ⊗A3 : V1 ⊗ V2 ⊗ V3 → V ′1 ⊗ V ′2 ⊗ V ′3 is defined on the rank
one elements by A1 ⊗ A2 ⊗ A3(v1 ⊗ v2 ⊗ v3) = A1(v1) ⊗ A2(v2) ⊗ A3(v3) and extends to
arbitrary tensors by linear continuation. We call t′ a restriction of t if there are linear maps
Ak : Vk → V ′k, k = 1, 2, 3 such that t′ = (A1 ⊗A2 ⊗A3)t. We write t′ ≤ t in this case. Two
tensors t and t′ are called equivalent if t′ ≤ t and t ≤ t′ A tensor t′ is a degeneration of t if t′
lies in the (Zariski) closure of the set of all restrictions of t. We write t′ E t in this case.

It is well known that R(t) ≤ r iff t ≤ 〈r〉. Here 〈r〉 denotes the diagonal tensor of size
r given by

∑r
i=1 ei ⊗ ei ⊗ ei. We define the subrank Q(t) to be the maximum r such that

〈r〉 ≤ t. The asymptotic subrank Q̃(t) is limn→∞Q(t⊗n)1/n. The border rank R(t) is defined
as the minimal r such that t E 〈r〉, that is, t can be approximated by tensors of rank r. A
tensor t is called a tensor of minimal border rank if R(t) = N(t).

The slice rank of the diagonal tensor 〈r〉 is r [26]. Given a slice rank decomposition of t,
we can write down a decomposition with the same number of summands for every tensor
t′ ≤ t by applying a restriction operator A1 ⊗A2 ⊗A3 to both sides. Thus SR is monotone
with respect to restriction of tensors. If q = Q(t) and r = R(t), then 〈q〉 ≤ t ≤ 〈r〉. Therefore,
Q(t) ≤ SR(t) ≤ R(t) and, consequently, Q̃(t) ≤ S̃R(t) ≤ R̃(t).

In this work, the term algebra always means a finite dimensional associative algebra with
unity 1 over some field k. If we speak of a basis of an algebra, we always mean a basis of the
underlying vector space. A left ideal I (and in the same way, a right ideal or twosided ideal)
is called nilpotent, if In = {0} for some positive integer n. For all finite dimensional algebras
A, the sum of all nilpotent left ideals of A is a nilpotent twosided ideal, which contains every
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nilpotent right ideal of A. This twosided ideal is called the radical of A. We call an algebra
A semisimple, if radA = {0}. The quotient algebra A/ radA is semisimple. An algebra A
is called simple, if there are no twosided ideals in A except for the zero ideal and A itself.
Wedderburn’s theorem states that every semisimple algebra A is isomorphic to a product of
simple algebras and every simple algebra is of the form Dn×n for some division algebra D
over k. If k is algebraically closed, then the only such division algebra is k itself. For more
background on associative algebras, the reader is referred to [18].

The multiplication map A×A→ A is bilinear map. With a bilinear map, we can associate
its structure tensor tA ∈ A∗ ⊗ A∗ ⊗ A in a canonical way – a rank one tensor f ⊗ g ⊗ w
corresponds to a bilinear map (x, y) 7→ f(x)g(y)w and a sum of rank one tensors corresponds
to a sum of these elementary maps. We define the rank R(A) of A as R(tA). The same is
done for the other measures above. If A = kn×n, then R(A) is simply the rank of the matrix
multiplication map.

Note that structure tensors of algebras are concise [25]. Indeed, injectivity of the first
flattening means that for each nonzero element x ∈ A its left multiplication operator
Lx : y 7→ xy is nonzero. This always holds (recall that we consider only unital algebras).
Injectivity of the second flattening is connected to right multiplication operators in the
same way. Injectivity of the third flattening is equivalent to surjectivity of the dual map
x⊗ y 7→ xy, which also holds for every algebra.

Smoothable algebras are a subset of commutative algebras defined in algebraic geometry
with relation to deformations of 0-dimensional schemes. In [7], these algebras are connected
to tensors of minimal border rank.

I Theorem 1 ([7, Cor. 3.6]). A binding tensor has minimal border rank if and only if it is
equivalent to the structure tensor of a smoothable algebra.

2.3 Instability and entanglement polytopes
The notion of instability comes from geometric invariant theory, where it can be defined
in high generality (the standard reference is [22]). We are interested only in the action of
the groups GL(V1)×GL(V2)×GL(V3) and SL(V1)× SL(V2)× SL(V3) on the tensor space
V1 ⊗ V2 ⊗ V3 over C, and will give definitions for this case.

I Definition 2. A tensor t ∈ V1⊗V2⊗V3 is called unstable if 0 is contained in the (Zariski)
closure of the SL(V1) × SL(V2) × SL(V3) orbit of t, and semistable otherwise. The set of
all unstable tensors in V1 ⊗ V2 ⊗ V3 is a Zariski closed cone. It is called the nullcone of the
action of SL(V1)× SL(V2)× SL(V3) on V1 ⊗ V2 ⊗ V3.

The Hilbert-Mumford criterion says that a tensor t is unstable if and only if there is
a 1-parameter subgroup g of SL(V1) × SL(V2) × SL(V3) (that is, a group homomorphism
g : C× → SL(V1)× SL(V2)× SL(V3)) such that limε→0 g(ε)t = 0. This criterion can be used
to give a more combinatorial definition of instability and relate it to slice rank, see [8] for
details.

I Theorem 3 ([12, Cor. 6.5]). A tensor t ∈ CN×N×N is unstable iff S̃R(t) < N .

We will also use some notions related to entanglement polytopes. These are special cases
of moment polytopes, the existence of which for actions of nonabelian groups was established
by Kirwan [20].

Entanglement polytope ∆(t) of a tensor t ∈ CN1×N2×N3 is a convex polytope in
RN1+N2+N3 that contains information about representation-theoretic and analytic prop-
erties of the orbit closure of this tensor. We refer to [27, 11] for precise definitions. We do
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not use entanglement polytopes directly, we only need their properties such as connection to
slice rank via quantum functionals from [13], the finiteness of the set of moment polytopes,
and bounds on the distance to entanglement polytopes from [11].

I Theorem 4 ([13]). For a tensor t ∈ CN1×N2×N3 , its asymptotic slice rank can be computed
from the entanglement polytope:

log S̃R(t) = min
θ∈P({1,2,3})

max
pk∈RNk

(p1,p2,p3)∈∆(t)

θ(1)H(p1) + θ(2)H(p2) + θ(3)H(p3).

I Theorem 5 ([10]). For each N1, N2, N3, the set of all entanglement polytopes of tensors
in CN1×N2×N3 is finite.

2.4 Irreversibility barrier

I Definition 6 ([14]). The irreversibility of a tensor t is defined as the ratio i(t) = log R̃(t)
log Q̃(t) .

A tensor t is called reversible if i(t) = 1 and irreversible otherwise.

I Theorem 7 ([14, Thm. 9]). Using arbitrary restrictions from powers of a tensor t, it is
impossible to prove an upper bound on ω better than 2i(t).

3 Block tensors

In this section, we will introduce some terminology for dealing with block tensors. Block
tensors (more specifically, block tensors with tight support) are important for our goals for
two reasons. First, this is the class of tensors for which the laser method works (see for
example [19, Thm. 4.1]). Second, structure tensors of algebras with radical have a natural
block structure, and for graded algebras, this block structure has a tight support. And most
tensors of minimal border rank are structure tensors of algebras.

I Definition 8. A block tensor is specified by the following data:
a triple of finite-dimensional vector spaces V1, V2, V3;
a triple of index sets I1, I2, I3;
a triple of direct sum decompositions

V1 =
⊕
i∈I1

V1,i, V2 =
⊕
i∈I2

V2,i, V3 =
⊕
i∈I3

V3,i;

a tensor t ∈ V1 ⊗ V2 ⊗ V3.

We will often say that t is a block tensor, assuming that all the other data are implicit or
given by context.

The decompositions of each Vk induce a decomposition of the tensor space

V1 ⊗ V2 ⊗ V3 =
⊕

(i1,i2,i3)∈I1×I2×I3

V1,i1 ⊗ V2,i2 ⊗ V3,i3 .

For a block tensor t, we denote by ti1i2i3 its projection onto V1,i1 ⊗ V2,i2 ⊗ V3,i3 .

I Definition 9. The support of a block tensor t is defined as

supp t = {(i1, i2, i3) ∈ I1 × I2 × I3 | ti1i2i3 6= 0}.



M. Bläser and V. Lysikov 17:7

I Definition 10. The block format of a block tensor is a triple (n1, n2, n3) of maps nk : Ik →
N defined as nk(i) = dimVk,i, k = 1, 2, 3. The relative block format is a triple (f1, f2, f3) of
probability distributions fk on Ik defined as fk(i) = nk(i)

Nk
where Nk = dimVk.

The following bound on the asymptotic subrank of block tensors was proven by Alman.

I Theorem 11 ([1, Thm. 18]). Let t be a block tensor with block format (n1, n2, n3). Then

S̃R(t) ≤ sup
p∈P(supp t)

min
k∈{1,2,3}

∏
i∈Ik

(
nk(i)
µk[p](i)

)µk[p](i)

where µk[p] denotes the marginal distribution of p on Ik.

We will need this statement in a slightly different form.

I Corollary 12. For every block tensor t ∈ CN1×N2×N3 with relative block format (f1, f2, f3)
the following bounds hold:

log S̃R(t) ≤ max
p∈P(supp t)

min
k∈{1,2,3}

(logNk −D(µk[p]‖fk))

and

log S̃R(t) ≤ max
p∈P(supp t)

3∑
k=1

θ(k) (logNk −D(µk[p]‖fk))

for every θ ∈ P({1, 2, 3}).

Proof. The first bound is Alman’s bound from the previous theorem after taking logarithms.
The supremum can be changed to maximum since we optimize a continuous function over
the set of probability distributions, which is compact. The second bound follows from the
fact that θ1m1 + θ2m2 + θ3m3 ≥ min{m1,m2,m3} for θ ∈ P({1, 2, 3}). J

The second bound of Corollary 12 can be seen as a generalization to block tensors
of Theorem 2.11 from [13], which relates asymptotic slice rank and Strassen’s support
functionals.

Of special interest are block tensors with tight and subtight supports, defined as follows.

I Definition 13. A subset S ⊂ I1 × I2 × I3 is called s-tight (or s-subtight) with numbering
given by three maps ak : Ik → Z if for each (i1, i2, i3) ∈ S we have a1(i1) +a2(i2) +a3(i3) = s

(or a1(i1) + a2(i2) + a3(i3) ≤ s, respectively).

I Example 14. Consider an algebra A. It is filtered by the powers of the radical: we have
A = (radA)0 ⊃ radA ⊃ (radA)2 ⊃ . . . . Let d be minimal such that (radA)d = {0} and
choose for each i < d a subspace Ri ⊂ (radA)i such that (radA)i = Ri ⊕ (radA)i+1. We
have A =

⊕d−1
i=0 Ri and (radA)j =

⊕d−1
i=j Ri. Consider the corresponding decomposition

A∗ =
⊕d−1

i=0 R
∗
i .

The structure tensor tA ∈ A∗ ⊗ A∗ ⊗ A is a block tensor with 0-subtight support with
respect to these decompositions and numbering given by a1(i) = a2(i) = i, a3(i) = −i. Indeed,
if x1 ∈ Ri1 ⊂ (radA)i1 and x2 ∈ Ri2 ⊂ (radA)i2 , then x1x2 ∈ (radA)i1+i2 =

⊕
i≥i1+i2 Ri,

which means that tA,i1i2i3 is zero if i1 + i2 > i3, that is, a1(i1) + a2(i2) + a3(i3) > 0.
Similarly, if an algebra is graded, that is, A =

⊕d−1
i=0 Ai such that AiAj ⊂ Ai+j , then its

structure tensor is a block tensor with tight support.
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4 Irreversibility and instability

In the definition of irreversibility (Definition 6) both the numerator and the denominator are
mysterious quantities: we do not know of any effective method to compute either of them for
general tensors.

There are no general lower bounds for the asymptotic rank except for the trivial lower
bound R̃(t) ≥ N(t), and upper bounds mostly come from ad hoc degenerations constructed
for specific tensors or simple tensor families. In some sense, understanding the asymptotic
rank is the main goal of the complexity theory of bilinear maps.

More is known about the asymptotic subrank. It can be computed explicitly for a large
class of tensors – the tight tensors. Lower bounds for Q̃ can be obtained for some structured
tensors, such as block tensors with tight support. We also have the upper bound Q̃(t) ≤ S̃R(t).
In fact, slice rank was first introduced by Tao [26] in order to bound the subrank. The
asymptotic slice rank S̃R(t) can in principle be computed (though not efficiently) for a given
tensor t over C by constructing the entanglement polytope and using Theorem 4.

Taken together, the bounds R̃(t) ≥ N(t) and Q̃(t) ≤ S̃R(t) prove the following Proposi-
tion.

I Proposition 15. For the irreversibility of a tensor t, the following bound holds:

i(t) ≥ logN(t)
log S̃R(t)

.

As a consequence, every unstable concise tensor is irreversible.

This means that powers of one unstable tensor cannot be used to prove ω = 2. In fact,
even if we allow a sequence of unstable tensors, we need their size to be unbounded, as the
following theorem shows.

I Theorem 16. Over C, it is impossible to prove ω = 2 from powers of unstable concise
tensors t with bounded N(t) using arbitrary restrictions.

Proof. From Theorem 5 and Theorem 4 it follows that the set of possible values of S̃R(t)
for tensors in Cn×n×n is finite. Therefore, the set of possible ratios logN(t)

log S̃R(t)
is also finite. If

we let

B(n) := min
{

logN(t)
log S̃R(t)

| t ∈ Cn×n×n, N(t) 6= S̃R(t)
}
,

then by Proposition 15 the irreversibility of any unstable concise tensor with N(t) ≤ n

is bounded from below by B(n), and by Theorem 7 the best bound on ω we can get is
2B(n) > 2. J

Using the results of Bürgisser et al. [11] for moment polytopes, we can give an explicit
bound on irreversibility.

I Theorem 17. The irreversibility of an unstable concise tensor in Cn×n×n is at least(
1− 3−3n

18n4 lnn

)−1

.
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Proof. Bürgisser et al. [11] introduced a quantity γ called the weight margin characterizing
a representation of a reductive algebraic group, and Theorems 6.4 and 6.8 from their paper
give a lower bound γ ≥

√
3−3n(3n)−1 on γ for the standard action of GLn ×GLn ×GLn on

Cn×n×n. Denote by u the vector ( 1
n , . . . ,

1
n ) ∈ Qn. By Theorem 3.30 from the same paper,

the distance from the point (u, u, u) to the entanglement polytope of a tensor t is at least γ
n ,

if the entanglement polytope does not contain this point, that is, t is unstable. Let (p1, p2, p3)
be the point of the entanglement polytope closest to (u, u, u).

The entropy function on the set of probability distributions is strongly concave with
parameter log e and the uniform distribution u has maximal entropy logn, so

1
3(H(p1) +H(p2) +H(p3)) ≤ logn− log e‖(p1, p2, p3)− (u, u, u)‖2

2 ≤ logn− log e γ
2

2n2 ,

and log S̃R(t), which is bounded by the maximum of 1
3 (H(p1) +H(p2) +H(p3)), is also at

most logn− log e γ
2

2n2 . For the irreversibility, we have a lower bound

logn
log S̃R(t)

= logn
logn− log e γ2

2n2

=
(

1− γ2

2n2 lnn

)−1

=
(

1− 3−3n

18n4 lnn

)−1

. J

This explicit barrier is minuscule and it is likely that it can be improved. Even for n = 2,
it gives a value less than 1 + 10−5, which is far from the actual irreversibility value of the
only nontrivial unstable 2× 2× 2 tensor W = e0⊗ e0⊗ e1 + e0⊗ e1⊗ e0 + e1⊗ e0⊗ e0, which
has R̃(W ) = 2 and Q̃(W ) = 3

22/3 . On the other hand, there is evidence that the difference
between minimal irreversibility and 1 is exponential: Bürgisser et al. [11] note that from
the results of Kravtsov in combinatorics [21], it follows that γ for the trilinear tensor action
decreases exponentially in n.

At a first glance, these results suggest that one should use semistable tensors to construct
algorithms for matrix multiplication. Nevertheless, we need to remember that our reasoning
is based on the approximation by Proposition 15, and to actually use a tensor we need to at
least bound its asymptotic rank. Known examples of semisimple tensors (except, of course,
the diagonal ones) seem to resist this as much as matrix multiplication tensors do. For
example, already Coppersmith and Winograd [15] note that it is possible to prove ω = 2 by
proving that the tensor cw2 (which is a semistable 3× 3× 3 tensor) has asymptotic rank 3.

5 Instability of block tensors

In this section we will prove a bound on the slice rank for block tensors which implies a
better barrier for block tensors with subtight support, including structure tensors of algebras
with radical. We do this by extending some of the techniques for dealing with slice rank
introduced in [8, 13] to block tensors.

On a qualitative level, we study the stability of block tensors with fixed support. It may
so happen that all such block tensors are unstable.

I Definition 18. A set S ⊂ I1 × I2 × I3 is an unstable support in block format (n1, n2, n3)
if all block tensors t ∈ V1 ⊗ V2 ⊗ V3 with index sets I1, I2, I3 having support S and block
format (n1, n2, n3) are unstable under the action of SL(V1)× SL(V2)× SL(V3).

Sometimes the instability of support can be certified by a 1-parameter subgroup in SL
which acts as scalar multiplication on each block V1,i1⊗V2,i2⊗V3,i3 . This can be alternatively
expressed in combinatorial terms as follows.
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I Definition 19. A set S ⊂ I1 × I2 × I3 is a combinatorially unstable support in block
format (n1, n2, n3) if there exist exponents uk : Ik → R such that

∑
i∈Ik

nk(i)uk(i) = 0 for
each k and u1(i1) + u2(i2) + u3(i3) > 0 for each (i1, i2, i3) ∈ S.

I Proposition 20. Every combinatorially unstable support is unstable.

Proof. Note that the notion of combinatorial instability does not change if we restrict the
exponents to be rationals or integers. If uk are integer exponents, consider the 1-parameter
subgroup (g1(ε), g2(ε), g3(ε)) where the operators gk(ε) on Vk are defined on the direct
summands Vk,i by gk(ε)v = εuk(i)v.

The condition
∑
i∈Ik

nk(i)uk(i) = 0 ensures that gk(ε) ∈ SL(Vk) for all ε 6= 0. For every
block tensors t with support S, we have

(g1(ε), g2(ε), g3(ε))t =
∑

(i1,i2,i3)∈S

εu1(i1)+u2(i2)+u3(i3)ti1i2i3 → 0 as ε→ 0,

so t is unstable. J

I Theorem 21. Suppose S ⊂ I1× I2× I3 is a s-subtight set with numbering (a1, a2, a3). Let
āk =

∑
i∈Ik

fk(i)ak(i). If ā1 + ā2 + ā3 > s, then S is combinatorially unstable for any block
format with relative block format (f1, f2, f3).

Proof. Combinatorial instability is certified by exponents uk(i) = āk − ak(i). Indeed,

∑
i∈Ik

nk(i)uk(i) = Nk
∑
i∈Ik

fk(i)uk(i) = Nk

(
(
∑
i∈Ik

fk(i))āk −
∑
i∈Ik

fk(i)ak(i)
)

= 0,

and for (i1, i2, i3) ∈ S

u1(i1) +u2(i2) +u3(i3) = ā1 + ā2 + ā3− (a1(i1) +a2(i2) +a3(i3)) ≥ ā1 + ā2 + ā3− s > 0.J

A quantitative measure of the instability of a support can be given by an uniform upper
bound on the slice rank of tensors with this support. Such bounds can be given using the
techniques of [8, 1].

I Theorem 22. Suppose S ⊂ I1 × I2 × I3 is a s-subtight set with numbering (a1, a2, a3). As
in Theorem 21, let āk =

∑
i∈Ik

fk(i)ak(i).
The following bounds on the asymptotic slice rank of every block tensor t ∈ CN×N×N

with support S and relative block format (f1, f2, f3) hold:

S̃R(t) ≤ N m−s/3

3
√∏3

k=1
∑
ik∈Ik

fk(ik)mak(ik)

where m is the solution of the equation

3∑
k=1

∑
ik∈Ik

fk(ik)mak(ik)ak(ik)∑
ik∈Ik

fk(ik)mak(ik) = s, (1)

and

S̃R(t) ≤ N exp
(
− (ā1 + ā2 + ā3 − s)2

6
∑3
k=1

∑
ik∈Ik

a2
k

)
.
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Proof. To bound the asymptotic slice rank, we use the second bound of Corollary 12 with
θ(1) = θ(2) = θ(3) = 1

3 . To obtain the bound, we need to solve the following optimization
problem:

logN − 1
3

3∑
k=1

(D(pk‖fk))→ max

where p1, p2, p3 are the marginals of p ∈ P(S).

This is a convex optimization problem, but the polytope of all marginals of probability
distributions on S is unwieldy. Instead we optimize with relaxed requirements on p1, p2, p3.
Note that for any p ∈ P(S) we have∑

i=(i1,i2,i3)∈S

p(i)(a1(i1) + a2(i2) + a3(i3)) ≤ s

On the other hand, if the marginals of p are p1, p2, p3, then this expression can be rewritten
as ∑

i1∈I1

p1(i1)a1(i1) +
∑
i2∈I2

p2(i2)a2(i2) +
∑
i3∈I3

p3(i3)a3(i3).

Consider the relaxed optimization problem

logN − 1
3

3∑
k=1

(D(pk‖fk))→ max

where
∑
ik∈Ik

pk(ik) = 1,

∑
i1∈I1

p1(i1)a1(i1) +
∑
i2∈I2

p2(i2)a2(i2) +
∑
i3∈I3

p3(i3)a3(i3) ≤ s.

This is still a convex optimization problem. If µ is the Lagrange multiplier for the inequality
restriction and λk are multipliers for the three equality restrictions, then the KKT conditions
for this problem are

1
3(− ln pk(ik) + ln fk(ik)− 1)− µak(ik)− λk = 0,

µ ≥ 0,∑
ik∈Ik

pk(ik) = 1,

∑
i1∈I1

p1(i1)a1(i1) +
∑
i2∈I2

p2(i2)a2(i2) +
∑
i3∈I3

p3(i3)a3(i3) ≤ s,

µ(
∑
i1∈I1

p1(i1)a1(i1) +
∑
i2∈I2

p2(i2)a2(i2) +
∑
i3∈I3

p3(i3)a3(i3)− s) = 0.

The solution is obtained on the boundary∑
i1∈I1

p1(i1)a1(i1) +
∑
i2∈I2

p2(i2)a2(i2) +
∑
i3∈I3

p3(i3)a3(i3) = s,

because if µ = 0, then the only probability distributions pk satisfying the stationary condition
are pk = fk, but this is incompatible with the inequality ā1 + ā2 + ā3 > s. Denoting
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lk = exp(−3λk − 1) and m = exp(−3µ), we have pk(ik) = fk(ik)lkmak(ik). From the
feasibility conditions we obtain lk = (

∑
ik∈Ik

fk(ik)mak(ik))−1 and the required restriction (1)
on m.

Multiplying each component of the stationary condition by its variable pk(ik) and summing
the obtained equalities we get

−1
3

3∑
k=1

D(pk‖fk) = 1
3

3∑
k=1

∑
ik∈Ik

(−pk(ik) log pk(ik) + pk(ik) log fk(ik))

= log e
(

1 + λ1 + λ2 + λ3 + µ

3∑
k=1

∑
ik∈Ik

pk(ik)ak(ik)
)

= log e(1 + λ1 + λ2 + λ3 + µs) = 1
3 log 1

l1l2l3ms
,

from which we get the required bound on S̃R(t).
The second bound follows from the estimate of the distance between triples of distributions

p = (p1, p2, p3) and f = (f1, f2, f3) in the Euclidean metric. Consider these triples and the
triple a = (a1, a2, a3) as vectors in the Euclidean space of dimension |I1|+ |I2|+ |I3|. We
have 〈p, a〉 = s and 〈f, a〉 = s+ z for z = ā1 + ā2 + ā3 − s. Therefore, ‖p− f‖ ≥ z

‖a‖ . Since
on the space of probability distributions the functions D(pk‖fk) are strongly convex with
parameter log e and minimum 0 attained at pk = fk, we have

1
3(D(p1‖f1) +D(p2‖f2) +D(p3‖f3)) ≥ log e z2

6‖a‖2 ,

which gives the required upper bound on the asymptotic slice rank. J

The first bound of Theorem 22 is better, but requires the solution of an algebraic equation
possibly of high degree. The second (coarser) bound is similar to the upper bound from [8]
in terms of instability.

I Corollary 23. Suppose A is a non-semisimple associative algebra. Then its structure tensor
is unstable and irreversible. Moreover, the irreversibility of the structure tensor is at least(

1−
(

(
∑d−1
i=0 iri)2

18N2 lnN
∑d−1
i=0 r

2
i

))−1

where N = dimA, d is minimal such that (radA)d = 0 and ri = dim(radA)i/(radA)i+1.

Proof. We apply the previous theorems to the block structure with subtight support explained
in Example 14. Since A is non-semisimple, it has a nontrivial radical (r1 > 0) and

ā1 + ā2 + ā3 − s =
∑d−1
i=0 iri
N

> 0,

so the structure tensor is unstable. We have S̃R(tA) ≤ N exp
(
−

(
∑d−1

i=0
iri)2

18N2
∑d−1

i=0
r2

i

)
.

Recall that the structure tensor of an algebra is always concise. Thus, from Proposition 15
it follows that it is irreversible and

i(tA) ≥ logN
log S̃R(A)

≥

(
1−

(
(
∑d−1
i=0 iri)2

18N2 lnN
∑d−1
i=0 r

2
i

))−1

. J
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I Corollary 24. It is impossible to prove ω = 2 using powers of structure tensors of non-
semisimple algebras with bounded dimension.

I Corollary 25. Denote by XN the set of all binding tensors t ∈ CN×N×N with R(t) = N

and R(t) > N . It is impossible to prove ω = 2 using powers of binding tensors from XN with
bounded N .

Proof. By Theorem 1 every tensor from XN is equivalent to a structure tensor of some
commutative algebra. The only semisimple commutative algebra of dimension N is CN .
It has rank N , so tensors equivalent to its structure tensor and equivalent tensors are not
contained in XN . Thus, the previous corollary applies. J

We conjecture that not only binding tensors, but all concise tensors of minimal border
rank (except tensors equivalent to 〈N〉) are unstable.

I Remark 26. The results of Section 4 use properties of entanglement polytopes, which
are defined only over C. But the results on block tensors and associative algebras are
combinatorial and hold over arbitrary field. The result on tensors of minimal border rank
applies over algebraically closed fields.
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Abstract
We consider the problem of computing a Steiner tree of minimum cost under a k-hop constraint
which requires the depth of the tree to be at most k. Our main result is an exact algorithm for
metrics induced by graphs of bounded treewidth that runs in time nO(k). For the special case of a
path, we give a simple algorithm that solves the problem in polynomial time, even if k is part of the
input. The main result can be used to obtain, in quasi-polynomial time, a near-optimal solution
that violates the k-hop constraint by at most one hop for more general metrics induced by graphs of
bounded highway dimension and bounded doubling dimension.
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1 Introduction

We are given a finite metric space (V,d) with a set of n points V and a distance function
d : V × V → Q+, a set of terminals X ⊆ V , a root r ∈ X , and an integer k ≥ 1. A k-hop
Steiner tree is a tree Š = (VŠ , EŠ) rooted at r that spans all points in X and has a depth
of at most k. That is, X ⊆ VŠ ⊆ V and for v ∈ VŠ , the number of edges in the r-v path
in Š is at most k. The cost of a Steiner tree is the sum of edge costs

∑
{u,v}∈EŠ

d(u, v), with
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edge costs given by d. We consider the minimum-cost k-hop Steiner tree problem (k-hop
MŠT problem1) that asks for a k-hop Steiner tree of minimum cost. When X = V , this is
equivalent to the minimum-cost k-hop spanning tree (k-hop MST) problem.

The k-hop MŠT problem is highly relevant for many applications, e.g., in the design
of transportation and communication networks, particularly regarding the efficiency and
reliability of routing. A restriction on the hop distances aims at reducing transmission
delays, avoids flooding the network when routing, reduces packet loss and increases reliability
of networks by limiting the amplifying effect of link failures. There exists a multitude of
applications; see, e.g., [7, 11,15,18,19,22,31,32].

In this work, we show how to solve the k-hop MŠT problem in certain tree-like metrics.
That is, we consider metrics which are represented by graphs from certain tree-like graph
classes using the natural correspondence between metric spaces and weighted complete graphs
via the shortest path metric. We say a weighted graph G = (V,E) induces a metric (V, d) if
for any two vertices u, v ∈ V the length of the shortest u-v path in G equals d(u, v). A metric
is called a tree (resp. path) metric if there is a tree (resp. path) inducing it, and it is called a
metric of bounded treewidth if it is induced by some graph with bounded treewidth. For a
given metric, it can be decided in polynomial time if it is a path metric, a tree metric, or a
metric of constant treewidth ω; details are outlined in Section 2. For convenience, we may
not always distinguish between a metric and the graph inducing it.

Previous work. Hop-constrained problems have been studied since the 1980s. Various
well-studied problems are in fact special cases of the k-hop MŠT problem, most notably, the
k-hop MST problem, where X = V , the Minimum Steiner Tree problem, where k ≥ n, and
the Uncapacitated Facility Location problem, where k = 2. Hardness and inapproximability
results are therefore valid for k-hop MŠT as well. In particular, k-hop MŠT is NP-hard [4],
even for graph metrics, while the Minimum Steiner Tree problem is polynomial-time solvable
on graphs of bounded treewidth [12].

When considering metrics more general than those of bounded treewidth, several hardness
results are known. Bern and Plassmann [9] show that the Steiner tree problem on a metric
induced by a complete graph with edge weights 1 or 2 is MaxSNP-hard. The same is shown
for metric 2-hop MST by Alfandari and Paschos [3]. Thus, these problems do not admit a
PTAS, unless P = NP. Manyem and Stallmann [30] show that k-hop MŠT on a graph with
unit-weight edges and 2-hop MST cannot admit a constant-factor approximation algorithm.
They also show that k-hop MST on a graph with edge weights 1 or 2 cannot admit a PTAS.
For general non-metric graphs, Alfandari and Paschos [3] prove that even for 2-hop MST
no (1− ε) log(n)-approximation can exist unless NP ⊆ DTIME[nO(log logn)].

The following works, while conceptually closest to our paper, focus on approximation
algorithms. Kortsarz and Peleg [27] consider k-hop MŠT on non-metric graphs obtaining a
approximation factor O(logn) for constant k and O(nε) otherwise. Althaus et al. [4] give
a O(logn)-approximation for arbitrary k for metric k-hop MST that first uses a randomized
embedding of the given metric into a hierarchically-separated tree and then solves this
problem optimally. For constant k, Laue and Matijević [28] derive a PTAS for k-hop MŠT
in the plane. Their algorithm implies a QPTAS for Euclidean spaces of higher dimensions.
While the first constant-factor approximation algorithm for metric k-hop MŠT is due to

1 For brevity and as homage to the work of Jarník and Kössler [24, 26], we use the Czech letter Š to
distinguish Steiner trees from spanning trees in MŠT resp. MST. The pronunciation of Š is 〈 sh 〉, the
same as the German pronunciation of the letter S in Steiner.
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Kantor and Peleg [25], the factor 1.52·9k−2 is prohibitively high. For k = 2, a nearly optimal
algorithm is known. The best known approximation ratio of 1.488 for metric Uncapacitated
Facility Location [29] and lower bound of 1.463 [20] are valid for metric 2-hop MST as well.

The bounded-diameter minimum Steiner tree problem [19, 25] is also closely related
to our bounded-hop problem, yet neither a generalization, nor a special case. Here, for
given d we look for a minimum-cost Steiner tree with diameter at most d. For constant d,
an O(1)-approximation algorithm is known for graph metrics [25]. For non-metric cost
functions, an o(logn)-approximation algorithm has been ruled out, assuming P 6=NP [8].

Furthermore, shallow-light and buy-at-bulk Steiner trees [6,13,16,23,27] are conceptually
similar to k-hop MŠTs. However, a key difference is that, here, lengths of paths in the tree
are bounded w.r.t. metric distance instead of the number of edges on the path. Elkin and
Solomon [16] additionally bound the number of hops, but do so by O(logn) to bound other
measures of interest. Chimani and Spoerhase [13] consider two different measures for distance
and weight and achieve an nε-approximation, violating the distance by a factor of 1 + ε.

Minimum-cost k-hop spanning and Steiner trees have been studied in the context of
random graphs as well. There, the goal is to give estimates on the weight of an optimal tree.
In this setting, sharp threshold for k are known [5].

Our Results. In Section 3, we give a quite simple exact algorithm for the path metric which
runs in polynomial time, even when k is part of the input.

I Theorem 1. On path metrics, k-hop MŠT can be solved exactly in time O(kn5).

Our main result is a dynamic program (DP) for metrics with bounded treewidth. In Section 4,
we first consider the special case of tree metrics. Here, cells are indexed by a vertex v as well
as 2k additional vertices. The latter represent possible parents of v at different depths in
a k-hop MŠT. Specifically, for each depth in this Steiner tree, there is one possible parent
in T [v] and one outside, where T [v] denotes the subtree (w.r.t. the tree metric) rooted at v.

Our DP is substantially different from that in [4] which is tailored to hierarchically-
separated trees. While the DP for planar graphs in [28] has similarities to our construction
for tree metrics, a notable difference lies in the indexing of their cells by distances. In our
case, such a strategy does not carry enough information; hence, we resort to indexing by
vertices, as explained above, and retain more structure.

In Section 5, we extend the approach to metrics of bounded treewidth.

I Theorem 2. On metrics of treewidth ω, k-hop MŠT can be solved exactly in time nO(ωk).

This result also facilitates a quasi-polynomial time approximation algorithm for more general
metrics induced by graphs of bounded highway dimension. This graph class was introduced
in [2] to model transportation networks. Intuitively, in graphs of bounded highway dimension,
locally, there exists a small set of transit vertices such that the shortest paths between two
distant vertices pass through some transit vertex; details in Section 6.

Using a framework from [17], we show in Section 6 that Theorem 2 and the constant-factor
approximation designed in [25] lead to the following result.

I Theorem 3. For a metric induced by a graph of bounded highway dimension and a
constant k, let OPTk be the cost of a k-hop MŠT. A (k + 1)-hop Steiner tree of cost at most
(1 + ε)OPTk, for ε > 0, can be computed in quasi-polynomial time.

This seems to be the first result with resource augmentation in the context of hop-constrained
network design. This research direction was proposed in [4].

MFCS 2020
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There is a close relation between the highway dimension and the well-known concept of
doubling dimension [21]. A metric space has doubling dimension d if every ball of radius r
can be covered by 2d balls of radius r/2. Abraham et al. [1] discuss the relation between these
two concepts and show that constant doubling dimension does not imply constant highway
dimension but that the converse is true. Hence, Theorem 3 directly implies the following.

I Corollary 4. For a metric of bounded doubling dimension and a constant k, let OPTk be
the cost of a k-hop MŠT. A (k + 1)-hop Steiner tree of cost at most (1 + ε)OPTk, for ε > 0,
can be computed in quasi-polynomial time.

2 Preliminaries

Let (V,d) be a metric induced by the graph G = (V,E). We assume that G is the minimal
graph inducing (V,d), that is, there is no edge in G that can be removed without changing
some shortest path. In order to break ties consistently, we assume shortest paths in G to be
unique. This can be achieved by adding some sufficiently small noise to the input by slightly
moving each point. A k-hop MŠT for the modified instance is also optimal for the original
instance. Furthermore, the minimal graph G inducing (V,d) is unique.

Given a metric (resp. the inducing graph), we can decide in polynomial time whether it
is a path metric, a tree metric, or a metric of treewidth ω for some constant ω ≥ 1. To do so,
we determine G efficiently by computing all-pair shortest paths and keeping only those edges
in G that are part of some shortest path. To verify that G is a path or a tree, we simply
run a depth-first search. Moreover, for constant ω, it can be decided in polynomial time
whether G has treewidth ω by computing a treewidth decomposition [10].

We give two alternative representations of Steiner trees that are useful when working with
partial solutions. Let Š be a Steiner tree on (V,d) with terminals X ⊆ V and root r ∈ X .
Let VŠ ⊆ V with X ⊆ VŠ be the set of vertices in Š. The tree Š can be viewed as a function
mapping a vertex of VŠ \{r} to its immediate predecessor, i.e., its parent in Š. More generally,
for U ⊆ V , call a function α : U \{r} −→ V an anchoring on U . The anchor α(v) of vertex v
represents its parent in Š, and we set α(w) = w if w /∈ VŠ .

If Š is of minimum cost, this additionally allows for the following representation. Consider
a function assigning to each vertex v ∈ VŠ its depth, i.e. the number of edges on the r-v path
in Š. Since a vertex v ∈ VŠ \ {r} of depth x is anchored to the (uniquely determined) vertex
of depth x−1 that is of minimum distance to v w.r.t. d, this yields a complete representation
of Š. Generalizing again to subsets U ⊆ V , we call a function ` : U −→ {0, 1, . . . , k} ∪ {∞}
a labeling on U . We call `(w) the label of w and set `(w) = ∞ if w /∈ VŠ . Note that this
representation automatically enforces the k-hop condition. See Figure 1 for an example of
a k-hop MŠT with the corresponding anchoring and labeling.

When Š is of minimum cost and U = V , we can easily compute an anchoring from a
labeling or vice versa. However, when considering partial solutions, i.e., when U  V , this
may not be possible. Thus, to retain the essential structural information, we utilize both
representations simultaneously in this case. This motivates the following definition.

I Definition 5. A pair (`, α) is called a labeling-anchoring pair (LAP) on U if the labeling `
and anchoring α are consistent, i.e. for every u ∈ U \ {r} for which α(u) ∈ U and `(u) 6=∞,
we have `(u) = `(α(u)) + 1. Moreover, if `(u) =∞ then u /∈ X and α−1(u) = {u}.

The cost of a LAP (`, α) is given by
∑
u∈U\{r} d(u, α(u)). In this sum, the term d(u, α(u))

is called the cost to anchor u. When U ( V , we may say partial LAP to emphasize that the
LAP only represents a portion of Š, namely the edges between U and its anchors.
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r

u3

u

u1

u2

w
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w2

v α(v) `(v)
r − 0
u r 1
u1 u 2
u2 u 2
u3 u 2
w r 1
w1 w 2
w2 w 2
w3 w 2
x x ∞

Figure 1 A 2-hop MŠT (green) with root r and terminals u1, u2, u3, r, w,w1, w2 on a tree metric
(black) with unit-weight edges. Its cost is 11. The table on the right describes the corresponding
labeling ` and anchoring α, where x symbolizes vertices not used by the MŠT.

Furthermore, we use the representation as LAP to avoid the ambiguity that arises from
simultaneously considering a Steiner tree Š and the tree-like graph G that induces the
underlying metric space. For example, in Section 4, both Š and G are trees. Throughout
the paper, we represent Steiner trees as LAPs. Hence, we use the term anchor to refer to a
predecessor in Š instead of parent. Additionally, when talking about distances or closeness,
we always refer to distances in G. Given a point v and a set U ⊆ V , denote by closestv(U)
the (unique) element of U with minimum distance to v. For simplicity, we write closestv(u,w)
instead of closestv({u,w}).

In Sections 4 and 5, when querying a DP cell, a vertex with a desired label may not exist.
To make these queries technically simple, we extend the vertex set of the metric to contain
an auxiliary vertex, denoted by v∅. It is defined to have distance ∞ to all other vertices. In
order to avoid the use of k auxiliary vertices (one per label), we slightly abuse notation and
assume that the equality `(v∅) = i is correct for all i ∈ [k] where [k] = {1, 2, . . . , k}. Note
that anchoring v∅ incurs an infinite cost, so it will never be used in a k-hop Steiner tree.

3 The k-hop MŠT Problem in Path Metrics

Our first result is an efficient algorithm for k-hop MŠT on path metrics. We view a path
metric as a set of vertices V = {v1, v2, . . . , vn} placed on the real line from left to right, such
that edges in the path correspond to consecutive vertices. In this special case, there exists a
(uniquely defined) minimum-cost k-hop MŠT OPT = (`, α) rooted at r ∈ V that only uses
terminals. Indeed, if OPT contains a non-terminal vertex v, we may simply replace it by the
next vertex on the line in the direction in which v has the most edges (break ties arbitrarily).
This removes a non-terminal vertex without increasing the cost of OPT or violating the
k-hop condition. In this section, we therefore assume X = V .

We give a recursive procedure which computes the k-hop MST, and discuss the complexity
of computing it via dynamic programming. The goal is to first compute the internal (non-leaf)
vertices of the k-hop MST, and then add the cost of anchoring the leaves to the closest
internal vertices.

A key observation is the following. Fix an internal vertex s of depth `(s) < k. It partitions
the remaining vertex set into the vertices on the left of s, and those on the right of s. If a
vertex i to the left of s is of depth `(i) > `(s), then in OPT, the vertex i is never adjacent to
a vertex to the right of s, see Figure 2. This follows from the fact that such a vertex could
be attached to s directly, decreasing the overall cost of OPT without using more hops.

MFCS 2020
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i
s

j
G

Steiner tree

Figure 2 The optimal k-hop MŠT never attaches j to i if `(i) > `(s).

a c s′ b s

A[p, s, a, c−1] A[p−1, s′, c, s′−1] A[p−1, s′, s′ +1, b]

G

Steiner tree

Figure 3 Computation of A[p, s, a, b] with three recursive calls.

We define a recursive expression A[p, s, a, b] for p ∈ N and s, a, b ∈ [n]. Intuitively, it
yields the minimum cost p-hop spanning tree Š rooted at vs that contains all vertices vi
with i ∈ [a, b] and satisfies s /∈ [a, b]. If a > b, let [a, b] = ∅.

For p ∈ N and s, a, b ∈ [n], define A[p, s, a, b] as follows.
1. If a > b, then A[p, s, a, b] = 0.
2. If a = b, then A[p, s, a, a] = d(vs, va).
3. If p = 1, then A[1, s, a, b] =

∑
x∈[a,b]d(vs, vx) (all vertices anchored to vs).

4. If p > 1, consider the right-most child vs′ of vs in Š such that s′ ∈ [a, b]. The sub-tree
of Š rooted at vs′ covers all vertices vi with i ∈ [c, b] for some c ∈ [a, s′]. Thus A[p, s, a, b]
is the sum of the cost of this subtree and that of all remaining subtrees of vs in [a, c− 1].
That is, A[p, s, a, b] is defined as

min
s′∈[a,b], c∈[a,s′−1]

d(vs′ , vs) +A[p, s, a, c− 1] +A[p− 1, s′, c, s′ − 1] +A[p− 1, s′, s′ + 1, b] .

See Figure 3 for an illustration where b < s. Note that in the last case, any recursive call
can refer to an empty interval and incur zero cost.

Proof of Theorem 1. Due to the key observation above, A[p, s, a, b] correctly computes the
minimum cost of a p-hop spanning tree Š with root vs and vertices vi with i ∈ [a, b]: For s′
and c as in OPT, there are no edges in OPT between [a, c − 1], [c, s′ − 1] and [s′ + 1, b].
Also, the recursive procedure only queries intervals [a, b] with s /∈ [a, b]. The cost of OPT
is A[k, r, 0, r − 1] +A[k, r, r + 1, n].

We dynamically compute the values A[p, s, a, b] by iterating in an increasing manner over p
in an outer loop and the set of intervals [a, b] in an inner loop, with shorter intervals having
precedence. This is feasible, as a call of A[p, s, a, b] recursively only queries values A[p′, s′, a′, b′]
with p′ < p or (b′− a′)+ < (b− a)+. Assuming that all previous values are precomputed, the
value of a cell A[p, s, a, b] can be computed in time O(n2). Since there are only kn3 possible
values of (p, s, a, b) to be queried, the total running time is bounded by O(kn5). J

4 The k-hop MŠT Problem in Tree Metrics

I Theorem 6. In tree metrics, k-hop MŠT can be solved exactly in time nO(k).

In this section, we construct a dynamic program for the k-hop MŠT problem on tree
metrics. Consider an instance of k-hop MŠT with root r ∈ X and metric (V,d) induced by
a tree T = (V,E). Without loss of generality, we consider T to be rooted at r. For v ∈ V ,
denote by T [v] the set of vertices in the subtree of T rooted at v.
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r=ρ0(v)

v

v1 v2

φ1(v)

v3 =φ2(v)

φ4(v)

φ3(v)

ρ1(v)

ρ3(v)

ρ2(v)
T [v]

Figure 4 Possible anchoring guarantees ρ(v), φ(v) for vertex v. Its subtree T [v] with respect
to the underlying metric (black) is highlighted in green. To satisfy the anchoring guarantees, in a
Steiner tree, v must be anchored to either φ2(v) or ρ2(v). Note that k = 4 and ρ4(v) = v∅.

We start by giving a high-level overview of our approach for computing the minimum cost k-
hop Steiner tree OPT = (`, α). We use a dynamic program with cells Ā[v, ρ, φ] indexed by a
node v ∈ V and vectors ρ and φ of k vertices each. Intuitively, ρ and φ represent anchoring
guarantees that convey information about the structure of OPT in relation to v and serve as
possible points to which v is anchored in α. Specifically, for each possible label i, there are two
anchoring guarantees φi ∈ T [v] and ρi ∈ V \T [v] with `(φi) = `(ρi) = i that act as candidates
for anchoring v in OPT to a vertex of depth i. If `(v) = i+1, then α(v) = closestv(φi, ρi). We
show that a cell Ā[v, ρ, φ] computes a partial labeling-anchoring pair (LAP, recall Definition 5)
on T [v] that is of minimum cost and respects the given anchoring guarantees. The cells are
filled up in a bottom-to-top manner, starting at the leaves of the underlying tree T . Doing
this consistently, while filling in correct anchoring guarantees, finally yields OPT.

Anchoring guarantees. Fix a vertex v∈V \ {r}. Formally, its anchoring guarantees are
given by φ(v) =

(
φ1(v), . . . , φk−1(v)

)
and ρ(v) =

(
ρ1(v), . . . , ρk−1(v)

)
such that φi(v) ∈ T [v]

and ρi(v) ∈ V \ T [v] for all i ∈ [k − 1]. Additionally, we allow the φi(v) and ρi(v) to take
the value v∅ and let ρ0(v) = r and φ0(v) = v∅; see Figure 4.

In our search for partial solutions, we are interested in partial LAPs on T [v]. Given a
LAP, denote by λi(v) the vertex in T [v] of label i closest to v (or v∅ if no such vertex exists).
Let P(v, ρ(v), φ(v)) be the (possibly empty) set of LAPs on T [v] respecting the anchoring
guarantees. That is, its elements (`, α) satisfy:
(i) For all i, we have φi(v)=λi(v). In particular, if φi(v)=φj(v) and i 6=j, then φi(v)=v∅.
(ii) A vertex w ∈ T [v] with `(w) 6=∞ is anchored to a vertex of T [v] with label `(w)− 1 or

to ρ`(w)−1(v). Recall that `(w) =∞ implies α(w) = w (and w /∈ X ).

Intuitively, P(v, ρ(v), φ(v)) represents all relevant ways to extend a partial LAP (`′, α′)
on V \ T [v] to V while respecting the anchoring guarantees. Note that vertices of T [v] are
anchored either to another vertex in T [v] or to some ρi(v). Therefore, if ρi(v) is used, it
should be the closest vertex to v outside of T [v] for which `′(ρi(v)) = i. Assume (`′, α′) is
extended with minimum cost and consider the subtree T [vj ] of a child vj of v. Its vertices are
anchored either to a vertex of T [vj ], or to a φi(v) (which may be in the subtree of a different
child), or to a ρi(v). The anchoring guarantees φi(v) are then necessary to determine the
anchoring guarantees ρi(vj) for the children of v. Note that when defining P, we do not
require any constraint on the values of ρ.

The dynamic program. For v 6= r, let A[v, ρ(v), φ(v)] be the minimum cost of a LAP
on T [v] in P(v, ρ(v), φ(v)), or ∞ if none exists. Denote by v1, v2, . . . , vp the children of v
in T . We fill the cells Ā[v, ρ(v), φ(v)] of our dynamic programming table according to the
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following recursive relation. For a vertex v that is a leaf of T , we define

Ā[v, ρ(v), φ(v)] :=


0, if v /∈ X and φi(v) = v∅ for all i;
d(v, ρiv−1(v)), if ∃ unique iv, s.t. φiv (v) = v ;
∞, otherwise.

(1)

For non-leaf vertices, we define

Ā[v, ρ(v), φ(v)] := cv +
p∑
j=1

min
φi(vj)∈Φi(vj),∀i

Ā[vj ,ρ(vj), φ(vj)] . (2)

Here, cv is the cost of anchoring v while Φi(vj) and ρ(vj) encode which of the n2k−2 possible
anchoring guarantees of vj are consistent with that of v. The cells of each child are queried
independently. Precise definitions of Φi(vj), ρ(vj) and cv follow.

Let Φi(vj) be the subset of T [vj ] consisting of all feasible choices for φi(vj). Specifically,
if φi(v) ∈ T [vj ], then Φi(vj) = {φi(v)}. Indeed, as the shortest v-φi(v) path passes
through vj , node φi(v) must be the closest vertex to vj in T [vj ] with (already guaranteed)
label i. If φi(v) = v∅, we must have Φi(vj) = {v∅} or contradict Property (i). Otherwise,
if v∅ 6= φi(v) /∈ T [vj ], then Φi(vj) contains all w ∈ T [vj ] with d(v, w) ≥ d(v, φi(v)) and the
auxiliary vertex v∅. A distance d(v, w) < d(v, φi(v)) would contradict the choice of φi(v) as
the vertex in T [v] of label i closest to v.

As for ρi(vj), we define it to be the feasible choice for ρi(vj), which is (uniquely)
determined as follows. If φi(v) ∈ T [vj ], then ρi(vj) = ρi(v) since the shortest vj-ρi(vj) path
passes through v. Otherwise, we have ρi(vj) = closestv(ρi(v), φi(v)).

We now define cv. If v /∈ X and no φi(v) equals v, then cv := 0. Next, if there exists a
unique iv such that φiv (v) = v, let cv := d(v, closestv(ρiv−1(v), φiv−1(v))). In all other cases
set cv :=∞, as the values of φ(v) are contradictory.

Proof of Theorem 6. By mathematical induction, we prove that Ā[v, ρ(v), φ(v)], as defined
in Equations (1) and (2), is equal to A[v, ρ(v), φ(v)], for v 6= r and every ρ(v), φ(v).

For the base step, i.e. when v is a leaf of T , we consider the three cases of Equation (1).
If v /∈ X and φi(v) = v∅ for all i, then clearly Properties (i) and (ii) are satisfied for
the LAP that excludes v from the Steiner tree, so Ā[v, ρ(v), φ(v)] = A[v, ρ(v), φ(v)] = 0.
Otherwise, there is at most one LAP that satisfies (i) and (ii), namely the one that anchors v
to ρiv−1(v) if iv is defined. It incurs a cost of d(v, ρiv−1(v)), as desired. If no such LAP
exists, P(v, ρ(v), φ(v)) = ∅ and both A[v, ρ(v), φ(v)] and Ā[v, ρ(v), φ(v)] are infinite. This
concludes the base step.

Our induction hypothesis is that

Ā[v′, ρ(v′), φ(v′)] = A[v′, ρ(v′), φ(v′)], for all v′ 6= r, ρ(v′), and φ(v′) . (IH)

Now, for some non-leaf v, we assume that (IH) holds for all children v′ ∈ T [v] \ {v} of v
and prove that (IH) holds for v as well. For v, the recursive equation (2) becomes

Ā[v, ρ(v), φ(v)] := cv +
p∑
j=1

min
φi(vj)∈Φi(vj),∀i

A[vj ,ρ(vj), φ(vj)] .

If cv = ∞, then P(v, ρ(v), φ(v)) = ∅, so both A[v, ρ(v), φ(v)] = ∞ = Ā[v, ρ(v), φ(v)].
From now on, assume that cv is finite. We prove (IH) for v by showing the two inequalities
A[v, ρ(v), φ(v)] ≥ Ā[v, ρ(v), φ(v)] and A[v, ρ(v), φ(v)] ≤ Ā[v, ρ(v), φ(v)].
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First direction, A[v, ρ(v), φ(v)] ≥ Ā[v, ρ(v), φ(v)]. Consider the LAP (`, α) which
yields the value A[v, ρ(v), φ(v)]. In particular, Properties (i) and (ii) are satisfied. If no such
LAP exists, then A[v, ρ(v), φ(v)] =∞ and the inequality holds. For each child vj of v, set
φi(vj) = λi(vj), which respects φi(vj) ∈ Φi(vj). Also, set ρ(vj) = ρ(vj) as defined above. We
show that for each vj , the restriction of the LAP (`, α) to T [vj ] belongs to P(vj , ρ(vj), φ(vj)).

Property (i) follows directly from the choice of φi(vj) = λi(vj).
For Property (ii), consider a vertex w ∈ T [vj ] which is not anchored to a vertex of T [vj ].

We show that α anchors w to ρ`w
(vj), with `w := `(w)− 1. Note that by definition of ρ(vj),

we have that ρ`w (vj) is equal to ρ`w (v) or φ`w (v), so `(ρ`w (vj)) = `w. Since α is an
anchoring of minimal cost (with respect to the given guarantees), w is anchored to the
vertex α(w) = closestw{x ∈ T [v]∪{ρ`w

(v)} | `(x) = `w}, so α(w) = closestvj
(ρ`w

(v), φ`w
(v)).

If φ`w
(v) ∈ T [vj ], then ρ`w

(vj) = ρ`w
(v) = α(w) since w is not anchored to a vertex in T [vj ].

If φ`w
(v) /∈ T [vj ], then ρ`w

(vj) = closestvj
(ρ`w

(v), φ`w
(v)) = α(w), by definition of ρ(vj).

Therefore, the LAP (`, α) restricted to T [vj ] belongs to P(vj , ρ(vj), φ(vj)), so its cost is at
least A[vj , ρ(vj), φ(vj)]. If `(v) 6=∞, then α(v) = closestv(ρiv−1(v), φiv−1(v)) with cost cv,
since the anchoring cost is minimized. If `(v) =∞, then cv = 0, so

A[v, ρ(v), φ(v)] = cv +
p∑
j=1

A[vj , ρ(vj), φ(vj)] ≥ Ā[v, ρ(v), φ(v)] .

Second direction, A[v, ρ(v), φ(v)] ≤ Ā[v, ρ(v), φ(v)]. We assume Ā[v, ρ(v), φ(v)] to be
finite, otherwise the inequality trivially holds. Consider the LAPs corresponding to the values
A[vj , ρ(vj), φ(vj)] for which the value Ā[v, ρ(v), φ(v)] is attained. We extend these LAPs on
the subtrees T [vj ] to (`, α) on T [v] in the following way. If v /∈ X and no φi(v) equals v, we
let `(v) = ∞ and α(v) = v. Otherwise, as cv 6= ∞ by our assumption at the start of the
proof, there exists a unique iv such that φiv (v) = v. We then let `(v) = iv and anchor v to
closestv(ρiv−1(v), φiv−1(v)). We show that this yields an element of P(v, ρ(v), φ(v)).

We first show Property (i). If iv is defined, φiv (v) = v = λiv (v) since `(v) = iv.
Consider φi(v) for i 6= iv. If φi(v) = v∅, then all φi(vj) = v∅ too by definition of Φi(vj).
Thus, λi(vj) = v∅ for all j and `(v) 6= i, so λi(v) = v∅ = φi(v). Otherwise, if φi(v) 6= v∅,
there exists a ji with φi(v) ∈ T [vji

]. Then, we have λi(vji
) = φi(v), and for all j, we have

d(v, λi(vj)) = d(v, φi(vj)) ≥ d(v, φi(v)). Since `(v) 6= i, we obtain λi(v) = φi(v).
It is easy to see that Property (ii) holds as well. If we set α(v) = v, then v /∈ X and

`(v) =∞. Otherwise, we define α(v) to be either ρiv−1(v) or φiv−1(v) ∈ T [v]. Furthermore,
any vertex w of T [vj ] is anchored either to a vertex in T [vj ] ⊆ T [v] or to ρ`(w)−1(vj), since
the partial anchorings fulfill Property (ii). That means w is either anchored to a vertex
of T [v] or, by definition of ρ(vj), to ρ`(w)−1(v).

In conclusion, (`, α) ∈ P(v, ρ(v), φ(v)), so its cost is at least A[v, ρ(v), φ(v)].

By mathematical induction, this proves that A[v, ρ(v), φ(v)] = Ā[v, ρ(v), φ(v)], for all
v 6= r, ρ(v) and φ(v). Therefore, the cells A[v, ρ(v), φ(v)] can be computed in time nO(k).
Define A[r], with v1, v2, . . . , vp being the children of r and ρ∅ := {r, v∅, . . . , v∅}, as

A[r] =
p∑
j=1

min
φi(vj)∈T [vj ], ∀i∈[k−1]

A[vj , ρ∅, φ(vj)] .

Indeed, A[vj , ρ∅, φ(vj)] represents the minimum cost of a k-hop Steiner tree over T [vj ] ∪ {r}
that is rooted at r and respects λi(vj) = φ(vj). Restricting to ρ∅ prevents nodes from being
anchored to other subtrees, but this is more expensive than anchoring directly to the root.
Thus, A[r] gives the cost of a k-hop MŠT. The complexity to compute A[r] is linear in the
size of the table, i.e. nO(k).
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Sb1 = SbSb2 = Sb
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Figure 5 Types of bag nodes in a nice tree decomposition and possible edges in G.

5 Metrics of Bounded Treewidth

In this section, we extend the dynamic program from Section 4 to metrics of bounded
treewidth. A graph G = (V,E) is said to have treewidth ω, if there exists a tree TG = (B,EB)
whose nodes b ∈ B are identified with subsets Sb ⊆ V , called bags, satisfying: (i) for each
edge in E, there is a bag containing both endpoints, (ii) for each vertex in V , the bags
containing it form a connected subtree of TG, and (iii) each bag contains at most ω + 1
vertices. The tree TG is called a tree decomposition of G. It is a nice tree decomposition [14]
if w.r.t. a designated root br, every node b has one of the following four types, see Figure 5.

Leaf : Its bag is empty, that is, Sb = ∅.
Join node: It has two children b1 and b2 with Sb = Sb1 = Sb2 .
Forget node of v: It has one child b1 with Sb1 = Sb ∪ {v} and v /∈ Sb.
Introduce node of v: It has one child b1 with Sb1 = Sb \ {v} and v ∈ Sb.

By (ii), a vertex in V may have several introduce nodes but at most one forget node. Let Cb
be the union of the bags Sb′ for all descendants b′ of b, excluding vertices in Sb. Property (ii)
implies that there is no edge between Cb and V \ (Sb ∪ Cb), see Figure 5, and that, for a join
node, Cb1 ∩Cb2 = ∅. Given a graph of treewidth ω, we can compute a nice tree decomposition
with |B| = O(nω) in polynomial time [14]. W.l.o.g. our input is a nice tree decomposition TG.

The dynamic program. Choose a root node br whose bag contains the root r of the k-hop
MŠT which we aim to compute. To extend the dynamic programming approach from
Section 4 to nice tree decompositions, we again compute cells in a bottom-up fashion, now
in TG. A key difference lies in the fact that, here, a node b in TG corresponds to several
vertices in G, so we require anchoring guarantees for every vertex in Sb. A DP cell, indexed
by a bag b and O(nωk) anchoring guarantees, computes a minimum cost LAP on Cb that
respects these guarantees. Thankfully, the structure of the nice tree decomposition enables us
to recurse in an organized manner and construct the cells consistently. Join nodes combine
previous results. Forget nodes decide the label and anchoring of the corresponding vertex
and possibly new anchoring guarantees needed due to forgetting it. Introduce nodes deduce
anchoring guarantees about the introduced vertex from previous knowledge.
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V \ (Sb ∪ Cb) Sb Cb

u = ρu2 = ρw2

w = ρw3

ρu3

ρw1
ρu1

ρu0 = ρw0 = r
φu1

φu2 = φw2

φw1

Figure 6 Possible values of ρi and φi for two vertices u and w. Note that φu
3 = φw

3 = v∅.

Fix a bag b ∈ B. Its anchoring guarantees are given by φ(b) = {φui (b) | i ∈ [k−1]∧u ∈ Sb}
and ρ(b) = {ρui (b) | i ∈ [k−1]∧u ∈ Sb}, with all φui (b) ∈ {v∅}∪Cb and ρui (b) ∈ {v∅}∪V \Cb.
We additionally set φu0 (b) = v∅ and ρu0 (b) = r for all u, see Figure 6. We use these anchoring
guarantees to define a subset of partial LAPs on Cb. Specifically, let P(b, ρ(b), φ(b)) be the
(possibly empty) set of partial LAPs on Cb respecting the anchoring guarantees. That is, its
elements (`, α) satisfy:
(i′) φui (b) is the closest vertex to u in Cb of label i (or v∅ if no such vertex exists);
(ii′) Each vertex u of Cb with `(u) 6=∞ is anchored either to a vertex of Cb of label `(u)− 1

or to ρw`(u)−1(b) for some w ∈ Sb.
(iii′) For all i and u,w ∈ Sb, we have d(u, ρui (b)) ≤ d(u, ρwi (b)).

Intuitively, P(b, ρ(b), φ(b)) represents all relevant ways to extend a partial LAP on V \Cb
to V : vertices of Cb are anchored either to a vertex of Cb or to some ρui (b). Let A[b, ρ(b), φ(b)]
be the minimum cost of a partial LAP on Cb in P(b, ρ(b), φ(b)), or ∞ if this set is empty.
Note that if Property (iii’) is satisfied and b is a leaf, then A[b, ρ(b), φ(b)] = 0.

In the following, we define in a recursive procedure how to fill the cells Ā[b, ρ(b), φ(b)] of
our dynamic programming table Ā for each node b ∈ B. The goal will be to again show that
Ā = A. First, as an easy special case, if Property (iii’) is not respected by ρ(b), we set Ā to
infinity, which matches with the fact that P(b, ρ(b), φ(b)) is empty and A = ∞. Next, we
describe how to compute Ā depending on the type of the node b when (iii’) is respected.

Leaves: Node b has no child and Sb = ∅. We set Ā[b, ρ(b), φ(b)] = 0.

Join nodes: Node b has children b1, b2 with Sb1 = Sb2 = Sb and Cb1 ∪ Cb2 = Cb
and Cb1 ∩ Cb2 = ∅. Intuitively, the objective is to independently query partial solutions
on each Cbj

. We compute sets of possible values for ρui (bj) and φui (bj) which define sets of
partial LAPs on each Cbj

respecting such guarantees. These possible values are determined
such that the minimum cost of a combination of any two partial LAPs on Cb1 and Cb2 in
these sets equals A[b, ρ(b), φ(b)]. Here, the ρui (bj) need to be equal to the closest anchoring
guarantee outside of Cbj

. The φui (bj) may take any value not contradicting φ(b). Specifically,
for both j ∈ {1, 2}, i ∈ [k − 1] and u ∈ Sb:

We set ρui (bj) = closestu{{ρui (b)} ∪ {φwi (b) | w ∈ Sb ∧ φwi (b) /∈ Cbj
}}.

If φui (b) ∈ Cbj , then we set Φu
i (bj) = {φui (b)}. Otherwise, we set

Φu
i (bj) = {x ∈ Cbj

∪ {v∅} | for all z ∈ Sb, we have d(z, φzi (b)) ≤ d(z, x) (?)} .

where (?) ensures that φzi (b) is the vertex in Cb that is closest to z.
We then define

Ā[b, ρ(b), φ(b)] =
∑

j∈{1,2}

min
φu

i
(bj)∈Φu

i
(bj), ∀i∈[k−1], u∈Sbj

Ā[bj ,ρ(bj), φ(bj)] . (3)
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Forget node of v: We have Sb1 = Sb ∪ {v} and Cb1 = Cb \ {v}. There is no edge between
v and V \ (Cb ∪ Sb). In this node, we want to define the label iv of v and the corresponding
anchoring of v. However, φ(b) may not contain sufficient information for deciding iv, since v
can be far away from Sb. We therefore need to consider all possible values for iv, that is all
values that are consistent with the guarantees φ(b). We first define the set Iv of possible
labels of v that do not contradict φ(b), then proceed to define possible values of φ(b1), ρ(b1),
and finally, we express the cost to anchor v.

Let Iv be the set of labels i such that for all u ∈ Sb, we have d(u, v) ≥ d(u, φui (b)) and for
all i′ 6= i, we have φui′(b) 6= v. In other words, if there is a label i and u ∈ Sb with φui (b) = v,
then Iv cannot contain any other label: In order to respect the guarantee φui (b) = v, we must
have iv = i. Moreover, if there exists some u ∈ Sb and i such that φui (b) is further from u

than v, then Iv cannot contain i as it would contradict the definition of φui (b). If v /∈ X
and no φui (b) equals v, we include ∞ in Iv as v does not need to have a finite label in order
to respect the guarantees φi(b). If Iv is empty, set Ā[b, ρ(b), φ(b)] to be infinite since it is
impossible to label v while respecting the guarantees φi(b). Assume now that Iv is not empty.

The values φui (b1) can take any value in Cb1 not contradicting φ(b). Specifically, for u ∈ Sb,
if φui (b) 6= v let Φu

i (b1) = {φui (b)}, and if φui (b) = v, let

Φu
i (b1) = {x ∈ Cb1 ∪ {v∅} | d(u, v) ≤ d(u, x)} .

Indeed, if φui (b) = v, then we need to provide a new guarantee for φui (b1), as v ∈ Sb1 , which
must be further from u than v. We also define

Φv
i (b1) = {x ∈ Cb1 ∪ {v∅} | for all u ∈ Sb, we have d(u, φui (b)) ≤ d(u, x) (?)}.

Again, (?) must be satisfied since φui (b) is the vertex in Cb which is closest to u.
For the remainder, fix some iv ∈ Iv. In the case where iv =∞, we need not consider ρiv ’s.

Otherwise, any path from v to a vertex in V \ Cb passes through Sb. Therefore, ρvi (b1) is
determined by ρvi (b1) = closestv{ρui (b) | u ∈ Sb} for i 6= iv, and ρviv (b1) = v. Similarly,
for u ∈ Sb, let ρui (b1) = ρui (b) for i 6= iv, and ρuiv (b1) = closestu{ρuiv (b), v}.

Additionally, we charge a cost of civ for anchoring v. If iv = ∞ then set civ := 0.
Otherwise, set civ := d(v, closestv{φviv−1(b1), ρviv−1(b1)}).

We then define, with ρ(b1) depending on iv and civ depending on φui (b1),

Ā[b, ρ(b), φ(b)] = min
iv∈Iv

min
φu

i
(b1)∈Φu

i
(b1), ∀i∈[k−1], u∈Sbj

(
civ + Ā[b1,ρ(b1), φ(b1)]

)
. (4)

Introduce node of v: In this case, b has one child b1 with Sb1 = Sb \ {v} and Cb1 = Cb.
There is no edge between v and Cb = Cb1 as v /∈ Sb1 ∪ Cb1 , see Figure 5. If there is an i with
φvi (b) 6= closestv{φui (b) | u ∈ Sb1} then Ā[b, ρ(b), φ(b)] is infinite since the shortest v-φvi (b)
path has to pass through a vertex of Sb by the above observation. Otherwise, the guarantees
do not change, so we define ρ(b1) = ρ(b), φ(b1) = φ(b), and we set

Ā[b, ρ(b), φ(b)] = Ā[b1, ρ(b1), φ(b1)] . (5)

One can check that the running time to compute Ā is nO(ωk). The correctness of this
dynamic program, i.e., the proof of the equality A = Ā and the specification of the final
queries on the root bag cells are discussed in the full version of the paper.
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6 The k-hop MŠT Problem in Metrics of Bounded Highway
Dimension

In this section, we consider k-hop MŠT in metrics of bounded highway dimension an give the
proof of Theorem 3. Denoting Br(v) = {u ∈ V | d(u, v) ≤ r}, the highway dimension of a
graph is defined as follows in [17]. Given a universal constant c > 4, the highway dimension
of a graph G is the smallest integer h such that for every r ≥ 0 and v ∈ V , there is a set
of h vertices in Bcr(v) that hits all shortest paths of length more than r that lie entirely
in Bcr(v). Before stating the results, we first define a δ-net of a graph, which is informally a
subset of vertices which are far from each other, while every vertex in the graph is close to
this subset. Formally, a δ-net of a graph G, is a subset U of V such that for all u ∈ V , there
exists v ∈ U with d(u, v) ≤ δ and for all u, v ∈ U , we have d(u, v) > δ.

Feldmann et al. [17] proved the following result, which gives sufficient conditions for a
problem to admit a QPTAS on graphs of constant highway dimension.

I Theorem 7 (Reformulation of [17, Theorem 8.1]). For a graph G of constant highway
dimension and a problem P satisfying conditions 1-6 below, a (1 + ε)-approximation can be
computed in quasi-polynomial time.
1. An optimum solution of P can be computed in time nO(ω) for a graph of treewidth ω;
2. A constant-approximation of P on metric graphs can be computed in polynomial time;
3. The diameter of the graph can be assumed to be O(n ·OPTG), where OPTG is the cost

of an optimal solution in G;
4. An optimum solution for P on a δ-net U has cost at most OPTG +O(nδ);
5. The objective function of P is linear in the edge cost;
6. A solution for P on a δ-net U can be converted to a solution on V for a cost of O(nδ).
We now show that our main result, Theorem 2, together with a previously known result,
leads to Theorem 3, by using a slight variation of Theorem 7 to allow resource augmentation.

Proof of Theorem 3. Applying Theorem 7, it remains to verify that the k-hop MŠT problem
satisfies its six conditions, for k constant, if we allow the algorithm to use one more hop (i.e.,
computing a (k + 1)-hop Steiner tree) than the optimal solution of cost OPTk to which we
compare it. The conditions and the explanation of why they are fulfilled are detailed below.
1. Theorem 2 states precisely this condition for k-hop MŠT.
2. For k-hop MŠT in metric graphs, there exists a (1.52·9k−2)-approximative algorithm [25].
3. The diameter of G can be assumed to be O(n · OPTk) since edges of cost larger than

1.52 · 9k−2 ·OPTk can be deleted after computing the approximation of OPTk from [25].
4. Consider an optimum k-hop MŠT on V and move each vertex not in U to the closest

vertex in U . This induces an extra cost of O(nδ) and is a solution on U .
5. The objective function of k-hop MŠT is indeed linear in the edge cost.
6. This condition requires an additional hop. We claim that a solution for k-hop MŠT on

a δ-net U can be converted to a (k + 1)-hop Steiner tree on V for an additional cost of
O(nδ). Indeed, given a k-hop Steiner tree on U , we can anchor all vertices from V \ U to
their closest vertex in U for an additional cost of O(nδ) and obtain a (k + 1)-hop Steiner
tree. This procedure of extending a solution is performed exactly once in the underlying
algorithm. Therefore we can allow the algorithm to use one more hop on G than the
solution on U . Note that this property is not stated explicitly in [17]. J
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Abstract
We study the following decision problem: given two mso transductions that input and output graphs
of bounded treewidth, decide if they are equivalent, i.e. isomorphic inputs give isomorphic outputs.
We do not know how to decide it, but we propose an approach that uses automata manipulating
elements of a ring extended with division. The approach works for a variant of the problem, where
isomorphism on output graphs is replaced by a relaxation of isomorphism.
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1 Introduction

Monadic second-order transductions (mso transductions) are transformations which input
structures and output structures such as words, trees or graphs. The idea is that the output
structure is defined in terms of the input structure by using mso logic. mso transductions
were originally introduced to describe graph-to-graph transformations, see [4, p. 43], [15,
Definition 6], [10, Defintion 2.2], and it is graph transformations that are the principal topic
of the current paper. Nevertheless, mso transductions have also recently seen a lot interest for
simpler structures such as strings or trees. In [16, Theorem 13], Engelfriet and Hoogeboom
proved a seminal result which says that functional mso transductions define exactly the
same string-to-string functions as two-way deterministic transducers. This result made a
connection between mso transductions and the well-established literature on transducers.

In the transducer literature, a central problem is equivalence: given two transducers,
decide if they represent that same function. The equivalence problem is known to be
decidable for two-way deterministic transducers [17, Theorem 1]. Putting this together with
the theorem of Engelfriet and Hoogeboom, we see that equivalence is also decidable for
string-to-string mso transductions. Similar decidability results for the equivalence problem
have been obtained for tree-to-tree and tree-to-string transductions. The tree-to-string case
is at least as general as the tree-to-tree case, because an output tree can be injectively
represented as a string using pre-order traversal, and injectivity of this encoding guarantees
that the representation does not affect equivalence of transductions. In [23, Corollary 8.2],
Seidl, Maneth and Kemper show that equivalence is decidable for tree-to-string streaming
transducers; the latter are shown by Alur and D’Antoni to be equivalent to mso transductions
in [1, Theorem 4.6]. Putting these results together, we see that equivalence is decidable for
tree-to-tree (and tree-to-string) mso transductions.
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The equivalence problem often becomes harder and more interesting when the output
structures have more (but not too many) automorphisms. Here is an example of this
phenomenon: compare binary trees that have a sibling order with binary trees that do
not have a sibling order. A binary tree with sibling order can be encoded (via an mso
transduction) in a tree without sibling order, by using labels (or the tree structure if labels
are not allowed) to differentiate between left and right children. The other direction does
not work: there is no mso transduction that injectively maps unordered trees to ordered
trees. For these reasons, the equivalence problem for tree-to-tree transductions becomes
harder when considering trees without a sibling order. Nevertheless, the latter problem is
still decidable [6, Section 6], which is shown by encoding trees without a sibling order as
polynomials in Z[x], and then applying the “Hilbert method”, which is an algorithm using
Hilbert’s Basis Theorem that is described in [7] and based on [23].

Since the equivalence problem gets more interesting for structures with more automor-
phism, we propose in this paper to study the equivalence problem for transductions that
operate on (finite) graphs, where automorphism are as general as they can be. Since we
use mso as our transduction formalism, and mso is undecidable on graphs of unbounded
treewidth [22, Theorem 8], we consider mso transductions for graphs of bounded treewidth.

We do not know if the equivalence problem is decidable for mso graph-to-graph trans-
ductions of bounded treewidth. We propose an approach to the problem – which uses the
Hilbert method of encoding combinatorial objects (graphs, trees, strings, etc.) as algebraic
objects (numbers, polynomials, rational functions, etc.) In our specific case, we get some
limited success by representing graphs as rational power series. This, together with a recent
result of Grohe, Dell and Rattan [13, Theorem 2], which describes a certain relaxation of
isomorphism in terms of counting walks, gives us our main result, Theorem 13, which says
that equivalence is decidable for graph-to-graph transductions of bounded treewidth, where
output graphs are equivalent modulo the relaxation of isomorphism from [13].

We only scratch the surface of the equivalence problem for graph-to-graph transductions.
We view this paper mainly as invitation to study the problem, together with some basic
infrastructure for its potential solution, such as register transducers and encodings that use
algebra. It remains to be seen how helpful this infrastructure will be. We also highlight some
special cases of the problem, which seem approachable, but are nevertheless still open.

2 Graphs, treewidth, and logic on graphs

The graphs in this paper are finite and undirected, with parallel edges, and possible self-loops.
Formally, a graph consists of: a set of vertices, a set of edges and a function that associates
to each edge a set of at most two endpoints. We call distinct edges parallel if their sets of
endpoints are equal.

2.1 Treewidth
As mentioned in the introduction, we work with graphs of bounded treewidth to avoid
undecidability for mso transductions. For treewidth, we use Courcelle’s approach via universal
algebra [3]. (Later, we also use algebra in the classical sense: rings, fields, polynomials, etc.)

Algebras and terms operations We begin by introducing some terminology from universal
algebra. By an algebra, we mean an underlying set equipped with some operations, e.g. the
ring of integers (Z,+,×, 0, 1) or the free monoid (Σ∗, ·, ε). We write A,B, . . . for algebras.
By abuse of notation, we write a ∈ A if a belongs to the underlying set in the algebra A.
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We use the name basic operations for the operations that are given in the algebra. This is
to distinguish them from the more general term operations, which are defined below. For
a finite set of variables X and an algebra A, a function f : AX → A, is called a term
operation if it is induced by a term constructed using the basic operations of the algebra
and variables from X. If the set X is {0, . . . , k − 1} then we talk about term operations of
type Ak → A. For example, the polynomial 3x2 − 2x+ 1 can be viewed as a term in the
algebra (R,+,×,−1, 0, 1), and it induces a term operation of type R→ R. Polynomials with
non-integer coefficients such as 0.5 are not term operations in the algebra from the above
example; for this the coefficients would need to be added as constants to the algebra. We will
also allow term operations that are vectorial: a function f : AX → AY is a term operation if
for every y ∈ Y , the composition of f with the projection to coordinate y is a term operation.

3

1

sources

The algebra of k-sourced graphs To define treewidth, we consider graphs with distin-
guished vertices and equip them with an algebraic structure. For k ∈ {1, 2, . . .}, define a
k-sourced graph to be a graph together with a k-tuple of pairwise distinct vertices called
sources. We allow sources to be undefined, for example the 3-sourced graph in the picture to
the right has source 2 undefined. We view k-sourced graphs as an algebra, in the following
sense.

I Definition 1 (Algebra of k-sourced graphs). Let k ∈ {1, 2, . . .}. The algebra of k-sourced
graphs has as its underlying set the k-sourced graphs, with the following basic operations:

Constants. There is a constant for every k-sourced graph where all vertices are sources
and there is at most one edge.
Forget. For every i ∈ {1, . . . , k} there is a unary operation, which inputs a k-sourced
graph and outputs the same k-sourced graph, except that the i-th source is undefined.
Fuse. There is one binary operation, called fusion, which inputs two k-sourced graphs,
and connects them along same-numbered sources, as explained in the following picture
(note that fusion of graphs with no parallel edges might contain parallel edges):
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Terms in this algebra correspond to tree decompositions in the original sense of Robertson
and Seymour [14, Section 12.3]. More precisely, a graph has treewidth ≤ k if and only if it
can be produced using the operations of the algebra of (k+ 1)-sourced graphs [3, Proposition
4.1]. This justifies the following definition.

I Definition 2 (Treewidth). For k ∈ {1, 2, . . .}, we say that a graph has treewidth ≤ k if it is
the value of some term in the algebra of (k + 1)-sourced graphs.
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2.2 Monadic second-order logic
We use logic, especially monadic second-order logic, to define properties and transformations
of graphs.

Transductions A vocabulary is defined to be a set of relation names, each one with an
associated arity. A model over vocabulary τ consists of a set, called the universe of the
model, together with an interpretation, that maps the relation names from the vocabulary
τ to relations over the universe of same arity. To define properties of such models, we use
mainly monadic second-order logic mso, which is the extension of first-order logic that allows
quantification over sets of elements (but not sets of pairs, or triples, etc.). We assume that
the reader is familiar with mso, for an introduction see [25, Section 2].

The central topic of this paper is mso transductions, which are graph transformations
definable in mso (when talking about mso on graphs, we use the mso2 representation of
graphs as models that will be described below). The transductions can be nondeterministic,
in which case they represent binary relations and not functions. A transduction, with input
vocabulary τ and output vocabulary σ is defined to be a set of pairs

(model over τ︸ ︷︷ ︸
input model

, model over σ︸ ︷︷ ︸
output model

),

which is isomorphism invariant, in the sense that membership in the transduction is not
affected by changing a model – on either the input or output coordinate – to an isomorphic
one. The central topic of this paper is transductions that can be defined using mso, as
described in the following definition, whose phrasing is based on [8, p. 9–10].

I Definition 3 (mso transduction). An mso transduction is any transduction that can be
obtained by composing a finite number of transductions of the following kinds. Kind 1 is a
partial function, kinds 2, 3, 4 are functions, and kind 5 is a relation.
1. Filtering. For every mso sentence ϕ over the input vocabulary there is a transduction

that filters out models where ϕ is violated. Formally, the transduction is the partial
identity – with input and output vocabularies being equal – whose domain consists of the
models that satisfy the sentence.

2. Universe restriction. For every mso formula ϕ(x) over the input vocabulary with one
free first-order variable, there is a transduction, which restricts the universe of the input
model to those elements that satisfy ϕ. The input and output vocabularies are the same,
the interpretation of each relation in the output model is defined as the restriction of its
interpretation in the input model to tuples of elements that remain in the universe.

3. Mso interpretation. This kind of transduction changes the vocabulary of the model
while keeping the universe intact. To specify an mso interpretation, for for every relation
name R of the output vocabulary, one gives an mso formula ϕR(x1, . . . , xk) over the input
vocabulary which has as many free first-order variables as the arity of R. The output
model is obtained from the input model by keeping the same universe, and interpreting
each relation R of the output vocabulary as the set of tuples satisfying ϕR.

4. Copying. For k ∈ {1, 2, . . .}, define k-copying to be the transduction which inputs a
model and outputs a model consisting of k disjoint copies of the input, with an additional
relation that ties the copies together. Formally, the output universe consists of k copies of
the input universe. The output vocabulary is the input vocabulary enriched with a binary
predicate copy which selects pairs which originate from the same element, and unary
predicates layer1, layer2, . . . , layerk which select elements belonging to the first, second, etc.
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copies of the universe. In the output model, a relation name R of the input vocabulary is
interpreted as the set of all those tuples over the output model, which are in the same
layer, and where the original elements of the copies were in relation R in the input model.

5. Colouring. Colouring adds a new unary predicate to the input model, and interprets it
nondeterministically. Formally, the universe as well as the interpretations of all relation
names of the input vocabulary stay intact, but the output vocabulary has one more unary
predicate. For every possible interpretation of this unary predicate, there is a different
output with this interpretation implemented.

Logic and transductions on graphs To define properties and transductions for graphs in
mso, we represent graphs as models. There are at least two ways to do this, called mso1
and mso2 following Courcelle [11, Definition 1.7]. In this paper, we use the more expressive
mso2 model: the universe is the disjoint union of vertices and edges, and there is a binary
incidence relation that consists of pairs (v, e) such that vertex v participates in edge e. We
present our results for monadic second-order logic without modulo counting, but all of our
results can be easily extended to include modulo counting.

Define a graph-to-graph mso transduction to be an mso transduction, where the input
and output vocabularies are the same, namely the vocabulary of graphs (one binary relation
for incidence), and which only contains pairs of graphs (more formally, pairs of mso2 models
of graphs). By abuse of notation, when T is a graph-to-graph mso transduction, and G,H
are graphs, we write (G,H) ∈ T instead of saying that T contains the pair (mso2 model of
G, mso2 model of H). If T is functional, which means that for every input graph there is at
most one output graph up to isomorphism, then we write T (G) for the (isomorphism type of
the) resulting graph (which may be undefined, because T might be a partial function).

I Example 4. Consider the partial function which maps a clique of size n2 to an n× n grid,
and is undefined for other inputs. This is an mso transduction: (1) nondeterministically
colour the edges to select those that participate in the grid; (2) remove the other edges; (3)
check that the result is indeed a grid. For this example it is important that we use the mso2
representation, which enables colouring edges. Also note different sets of edges might be
removed in steps (2), but the result is always the same up to isomorphism.

The equivalence problem The topic of this paper is the following decision problem for
functional mso graph-to-graph transductions.

Name: equivalence for functional graph-to-graph mso transductions of bounded treewidth
Instance: `, k ∈ {1, 2, . . .} and two functional graph-to-graph mso transductions T1, T2.
Question: is it the case that for every input G of treewidth at most `, the two outputs
T1(G), T2(G) are isomorphic and have treewidth at most k?

If the transductions in the instance are not functional, then there are no requirements on
the answer to the algorithm. This motivates the following problem:

Name: functionality for graph-to-graph mso transductions of bounded treewidth.
Instance: `, k ∈ {1, 2, . . .} and a graph-to-graph mso transduction, not necessarily functional.
Question: is it the case that for every input of treewidth at most `, there is at most one

output, and this output – if defined – has treewidth at most k?

We do not know how to solve any of the above problems, but at least we know that they
are equi-decidable, i.e. if one is decidable then the other is decidable.
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I Fact 5. The equivalence and functionality problems described above are equi-decidable.

Proof. In both problems we require that: (*) if the output has treewidth at most `, then
every output has treewidth at most k. This is a decidable property, because the graphs of
treewidth strictly bigger than k are definable in mso (as a complement of a minor closed
class), mso definable languages are closed under inverse images of mso transductions [12,
Backwards Translation Theorem], and satisfiability of mso is decidable on graphs of treewidth
at most ` [12, Theorem 5.80].

We can therefore assume that the transductions at hand satisfy (*). Equivalence reduces
to functionality, because two transductions are equivalent if and only if they have the same
domains when restricted to treewidth at most `, and their union is functional. The domain
equivalence can be checked in the same way as (*).

Consider now the converse reduction: from functionality to equivalence. Suppose that T
is an mso transduction, and we want to check if T is functional for inputs of treewidth at
most ` and outputs of treewidth at most k. Because colourings can be pushed to the head of
an mso transduction, see [12, Section 1.7], we can decompose T as T = F ◦ S, where:
C is a colouring, i.e. a composition of transductions as in item 5 of Definition 3.
F is a composition of transductions from items 1-4 of Definition 3.

In particular, since items 1-4 of Definition 3 describe partial functions, F is a partial function.
There is some finite set of colours C (if F is a composition of n copying transductions, then
C = 2n) such that the transduction C inputs a graph, and nondeterministically outputs a
C-coloured graph (i.e. a graph with vertices labelled by colours from C). For i ∈ {1, 2},
define Fi to be the mso transduction which inputs a (C × C)-coloured graph, projects the
colours to the i-th coordinate, and then applies F . The transduction T is functional if and
only if the transductions F1 and F2 are equivalent (and the same statement is true if we
restrict inputs and outputs to have given treewidth). Therefore, the functionality problem
reduces to the equivalence problem for coloured graphs. Finally, colours can be simulated by
the graph structure without affecting treewidth, as explained in the following picture:

every edge is sub-divided
with an extra vertex

coloured graph its representation as
an un-coloured graph

to each
vertex with colour i, 
we attach 
i extra vertices

Let T be the mso transduction from coloured graphs to uncoloured graphs, and let T −1

be its one-sided inverse, which is a partial function from uncoloured graphs to coloured
graphs. Both T and T −1 do not change treewidth. Two functional mso transductions F1
and F2 from coloured graphs to coloured graphs are equivalent if and only if the functional
graph-to-graph mso transductions T ◦ F1 ◦ T −1 and T ◦ F2 ◦ T −1 are equivalent. Therefore,
the functionality and equivalence problems for coloured graphs reduce to the same problems
for un-coloured graphs. J

The rest of this paper is devoted to a discussion of the above two problems, including a
solution for a variant where output graphs are identified up to a relaxation of isomorphism. We
begin with two examples which illustrate the fact that equivalence problem for graph-to-graph
transductions is unsolved even for very restricted instances.
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Example: treewidth 1. Consider the case where both input and output graphs have
treewidth 1. (As we will see in Lemma 10, it is the output treewidth that is important, since
the input treewidth can always be reduced to 1 without making the problem any easier.)
This is a very special case of the equivalence problem, but even this special case we do not
know how to solve.

Let us compare this with a very similar problem that is already known to be decidable.
There are three kinds of trees that can be considered, listed in order of increasing rigidity:
(a) without a distinguished root and without sibling order, (b) with a distinguished root
and without sibling order, (c) with a distinguished root and with sibling order. The (a)
variant is the equivalence problem for graphs of treewidth 1. As discussed in the introduction,
the equivalence problem for mso transductions is harder in variant (b) than in variant
(c), and for similar reasons (a) is harder than (b). Variant (b) is known to be decidable,
but variant (a) remains open. One idea would be to reduce variant (a) to variant (b) by
transforming an un-rooted tree into the rooted forest of all possible ways of choosing a
root; this transformation has quadratic size outputs, and therefore it cannot be an mso
transduction.

Example: strings modulo cyclic shift. Here is another special case of our problem, which
seems entertaining and is also open. Define cyclic equivalence to be the equivalence relation
∼ on strings which identifies two strings modulo cyclic shifts (for example abcd ∼ cdab).
Consider the following problem: given two functional string-to-string mso transductions [16,

the i-th letter
is depicted
as path of
length i

a

a

b

ab

c

Definition 1], decide if for every input string, the two output strings are equal modulo cyclic
equivalence. It is a special case of the graph-to-graph equivalence problem, since strings
modulo cyclic equivalence can be represented as graphs of treewidth at most 2, as explained
in the picture. (The cycle is directed, which can be encoded using gadgets in undirected
graphs.)

3 Register transducers

To approach the equivalence problem for graph-to-graph transductions, we use register
transducers that input trees. The idea is that graphs are given by tree decompositions.
This leads to yet another notion of trees, as compared to the three notions described in the
example at the end of the previous section, namely trees over a ranked alphabet (which are
roughly the same thing as terms without variables).

In this paper, when transducers input trees, then these trees are ranked trees over a
ranked alphabet (every letter has an arity in {0, 1, . . .}), as described in the following picture.
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arity 2arity 1arity 0

a ranked alphabet Σ a tree over Σ
this node has a 
label of arity 2,
and therefore it has 
2 children

this node is 
child 2
(children are 
ordered)

We use standard tree terminology, such as descendant, ancestor or parent. From now on,
when talking about trees, we mean the ranked trees described above, and not any of the
other trees discussed in the previous section.

We now describe the transducer model that will be used in the paper. The idea is that the
transducer processes an input tree bottom-up, and uses registers to stores elements of some
output algebra. This idea has its roots in the synthesized attributes of attribute grammars
of Knuth [18], and can also be found in the cost register automata of Alur et al. [2, p. 15].
Our definition is based on terminology of universal algebra that was discussed in Section 2.1.
For a short definition, we omit states from the model. They would make some constructions
easier, but they do not add expressive power, because they can be simulated using extra
registers.

I Definition 6 (Register transducer). The syntax of a (implicitly, nondeterministic) register
transducer consists of:
1. an output algebra A, which is an algebra in the sense described in Section 2.1;
2. an input alphabet Σ, which is a finite ranked set;
3. a finite set R of register names, with a distinguished output register r ∈ R;
4. an initial register valuation, of type AR;
5. for every letter a ∈ Σ of the input alphabet, of arity n ∈ {0, 1, . . .}, a finite set of associated

register updates, which are term operations of type A{1,...,n}×R → AR.
If for each input letter there is exactly one associated register update, then the register
transducer is called deterministic.

A register transducer with output algebra A is also called a register transducer over A.
A register transducer computes a binary relation, which consists of pairs (tree over the input
alphabet, element of the output algebra). Pairs in this relation are obtained by executing the
register updates on the input tree in a bottom-up way, and then returning the value of the first
register. Here is a more detailed explanation. For an input tree t over the input alphabet Σ,
define the reachable register valuation on t to be the subset of AR that is defined as follows by
induction on the size of t. Consider a tree which has root label a and child subtrees t1, . . . , tn.
(The induction base of the construction is when a has arity n = 0 and there are no child
subtrees, in this case only reachable valuation is initial valuation.) Let v1, . . . , vn ∈ AR be reg-
ister valuations that are reachable, respectively, for the child subtrees, as defined by induction
assumption. Combine these register valuations into a register valuation from A{1,...,n}×R, and
apply to this tuple any register update corresponding to a. The resulting register valuation is
reachable from for the tree t. The binary relation computed by a register transducer consists
of pairs (t, value of output register in some register valuation reachable in t). If the register
transducer is deterministic, then the binary relation is a function.

I Example 7. Consider nondeterministic register transducers over the Boolean algebra

A = ({0, 1},∨,∧,¬, 0, 1).
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A valuation of the registers can be seen as a state from a finite set of bit vectors. Since
every operation on bit vectors can be described by a term of Boolean algebra, it follows
that register transducers with this output algebra are the same thing as nondeterministic
bottom-up tree automata, which define exactly the regular tree languages [24, Section 2].

For register transducers over a fixed output algebra, we will study the functionality and
equivalence problems. The functionality problem is defined as follows.
Name: functionality for nondeterministic register transducers over algebra A.
Instance: a nondeterministic register transducer over algebra A.
Question: is the transducer functional, i.e. for every input there is exactly one output?
The equivalence problem is defined similarly, except that the input is two deterministic
register transducers, and the question is if they produce equal outputs for all inputs.

I Fact 8. For every output algebra, functionality and equivalence are equi-decidable.

Proof. Same reasoning as in Fact 5, with the following differences: (1) the domain of a
register transducer is always a regular tree language, which can be computed effectively;
and (2) there is no need to encode colours in the input graph, since the model of register
transducers allows for coloured inputs. J

I Example 9. In [23], Maneth, Seidl and Kemper study the equivalence problem for
deterministic register transducers where the output algebra is Σ∗, equipped with concatenation
and constants for all letters and the empty string. Using Hilbert’s Basis Theorem, checking
equivalence of tree-to-string transducers is shown decidable [23, Corollary 8.2]. We will use
the same method in the proof of Theorem 13.

Connection with graph-to-graph transductions We now show how register transducers
can be used to compute functional graph-to-graph mso transductions of bounded treewidth.
We are mainly interested in the case when the input trees are tree decompositions. In the
context of this paper, a tree decomposition of width < k is defined to be a tree, where the
input alphabet is the set of operations in the algebra of k-sourced graphs.

I Lemma 10. Let `, k ∈ {1, 2, . . .}, and let T be an mso transduction where all output graphs
have treewidth at most k. One can compute a nondeterministic register transducer A over
the algebra of 2k-sourced graphs, which makes the following diagram commute (arrows in the
diagram are binary relations):

tree decompositions of width < `

underlying graph

tt

A

**
graphs of treewidth < ` T

// graphs of treewidth < k

The proof of the above lemma uses ideas from [9, 5, 1], and is relegated to the appendix.

I Corollary 11. For every k ∈ {1, 2, . . .} there is some ` ∈ {1, 2, . . .} such that equivalence of
functional graph-to-graph mso transductions of treewidth at most k reduces to the equivalence
problem for deterministic register transducers over `-sourced graphs.

4 Equivalence modulo a certain equivalence relation

In this section, we present our main result, which says that equivalence is decidable for
graph-to-graph transductions of bounded treewidth, modulo a certain equivalence on the
output graphs.
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Counting homomorphisms The equivalence on output graphs is based on a paper by Grohe,
Dell and Rattan [13], which gives examples of how various relaxations of isomorphism on
graphs, notably Weisfeiler-Leman equivalence, can be characterised in terms of counting
homomorphisms. Define a homomorphism from a graph G to a graph H to be function
h which maps vertices of G to vertices of H and edges of G to edges of H, which is
consistent with the incidence relation in the natural way. We write Hom(G,H) for the set of
homomorphisms from G to H. A seminal result of Lovász [19, p. 326] says that two graphs
are isomorphic if and only if they admit the same number of homomorphisms from every
graph:

G ' H︸ ︷︷ ︸
isomorphism

iff |Hom(F,G)| = |Hom(F,H)| for every graph F .

In [13], Grohe, Dell and Rattan show that if one restricts the class of graphs from which F is
taken, then one gets various well-studied relaxations of isomorphism. For example, if we only
count homomorphisms from graphs F of treewidth at most k, then the arising equivalence
relation on graphs is Weisfeiler-Leman equivalence of dimension k. The result of [13] that we
use in this paper, stated below1, counts homomorphisms from paths.

I Theorem 12. ([13, Theorem 2]) For all graphs G1, G2, the following are equivalent:
1. for every i ∈ {0, 1, . . .}, if Pi is the path of length n then

|Hom(Pi, G1)| = |Hom(Pi, G2)|.

2. G1 and G2 have the same number of vertices, say n, and there is an n× n square matrix
X with real coefficients such that:
a. each row in X sums up to 1
b. each column in X sums up to 1
c. A1X = XA2, where Ai is the adjacency matrix of graph Gi.

Note that a homomorphism from a path of length n is the same thing as a walk of length n
i.e. a sequence of n + 1 vertices (possibly with repetitions) interleaved with n connecting
edges. When counting walks, we distinguish walks that use different parallel edges. We call
a walk empty if it contains no edges. In other words, condition 1 above says that for every n,
the two graphs have the same number of walks of length n. In particular, if we take n = 0, it
implies that the graphs have the same number of vertices.

Condition 2 in the above theorem can be seen as a relaxation of isomorphism in the
following sense. If in condition 2 we add the requirement that all coefficients in X are non-
negative (real or rational, does not make a difference), then we get fractional isomorphism,
which is characterised by homomorphisms from trees [13, Theorem 1]. If we add the
requirement that all coefficients in X are non-negative integers, then we get isomorphism.

Decidable equivalence, modulo counting homomorphisms from paths In the follow-
ing theorem, we show that equivalence for graph-to-graph mso transductions of bounded
treewidth is decidable, when output graphs are identified modulo the equivalence relation
from Theorem 12.

I Theorem 13. Let ∼ be the equivalence relation on graphs described in Theorem 12. The
following problem is decidable:

1 The paper [13] uses graphs without parallel edges, but the authors remark in the Preliminary Section
that the results work with parallel edges as well.
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Name: ∼-equivalence for graph-to-graph mso transductions of bounded treewidth.
Instance: `, k ∈ {1, 2, . . .} and two functional graph-to-graph mso transductions T1 and T2.
Question: is it the case that for every input G of treewidth at most `, the two outputs
T1(G), T2(G) are equivalent under ∼ and have treewidth at most k?

For the same reasons as in Fact 5, the above problem is equi-decidable with the ∼-
functionality problem, where one asks if a nondeterministic transduction can produce two
∼-inequivalent outputs on some input, under assumption of bounded treewidth.

The rest of this section is devoted to showing decidability for the ∼-equivalence problem.
We first show how a register transducer can compute a representation of the output graph
modulo ∼ in terms of a power series. Then we show that equivalence is decidable for register
transducers which manipulate such power series. Combining this with the reduction to
register transducers from Lemma 10, we get the theorem.

Walk series. An infinite sequence a0, a1, . . . ∈ N can be visualised as an infinite polynomial

A = a0 + a1x
1 + a2x

2 + · · ·

with one variable x. We use the name power series for such polynomials, and write N[[x]]
for the set of power series. We use the name i-th term for ai; and we call a0 the constant
term. The power series form a semiring, with addition defined coordinatewise, and product
being Cauchy product (see [20, part III] for more on rational power series). Among all power
series, we are particularly interested in the rational ones: a power series is called rational if
it can be generated from finite power series (a finite power series is one where all but finitely
many terms are zero) using the semiring operations + and × of power series, as well as the
unary Kleene plus operation, which maps A to A+ = A+A2 +A3 + · · · . The Kleene plus is
defined only if the power series is proper (i.e. its constant term is zero), which ensures that
the infinite sum in A+ is well defined. If A were not proper, then its Kleene plus would need
to have the divergent value a0 + a2

0 + a3
0 + · · · as its constant term.

For a graph G, define its shifted walk series to be the proper power series

a0x
1 + a1x

2 + · · · where ai is the number of walks in G of length i.

(This is a shift of walk series
∑

n=0 anx
n, with an defined as above; we use the shifted one to

avoid technicalities, like e.g. sorted algebras.) By definition, two graphs are ∼-equivalent if
and only if they have the same shifted walk series. The first step in the proof of Theorem 13
is the following lemma, which says that the shifted walk series is always a rational power
series, and can be computed by a register transducer.

I Lemma 14. Define A to be the algebra where
Domain: proper rational power series in N[[x]];
Operations: +, ×, Kleene plus and constant x.
Given k ∈ {1, 2, . . .} and a nondeterministic register transducer A over the algebra of k-
sourced graphs, one can compute a nondeterministic register transducer B over the algebra A
defined above which makes the following diagram commute (arrows are binary relations):

treesΣ
B

**

A

tt
graphs of treewidth < k G 7→walk series of G

// A
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Proof sketch. The main idea in the proof is the compositionality of walk series which is
explained below. An inner walk in a k-sourced graph is defined to be a walk that does
not visit sources, with the possible exception of the first and last vertex in the walk. For
i, j ∈ {1, . . . , k} define ϕij(G) to be the (non-shifted) proper power series where the n-th
term is the number of nonempty inner walks of length n that begin in the i-th source and
end in the j-th source. In this proof sketch, we show how the series described above can
be maintained compositionally while applying the operations from the algebra of k-sourced
graphs. Using variations on this compositionality principle, which take into account some
minor technical details, the lemma is proved in the appendix.

Consider first the fusion of two k-sourced graphs: an inner walk in the fusion is the same
thing as an inner walk in either the first or second component of the fusion, and these cases
are disjoint (because of parallel edges). Therefore, we have:

ϕij(fusion of G and H) = ϕij(G) + ϕij(H).

The more interesting case is the forget operation. Suppose that G is a k-sourced graph and
G` is the result of forgetting source ` ∈ {1, . . . , k}. An inner walk in G` is either an inner
walk in G, or it can be decomposed as a composition of: first go to source `, then take a
finite number of loops around source `, and then leave source `. Since composing walks
corresponds to Cauchy product of power series, we get the following equation:

ϕij(forget source ` in G) = ϕij(G) + ϕi`(G)× (1 + (ϕ``(G))+)× ϕ`j(G). J

Equivalence for transducers over rational power series. Thanks to the above lemma, in
order to prove Theorem 13, it remains to show that equivalence is decidable for register
transducers over the algebra A of rational power series that is used in the above lemma. For
this decidability result, we use the embedding of rational power series into rational functions.
Recall that a rational function with variable x is a fraction P (x)/Q(x) where the numerator
P (x) and denominator Q(x) are polynomials in Z[x], modulo equality defined by

P1(x)/Q1(x) = P2(x)/Q2(x) iff P1(x)×Q2(x) = P2(x)×Q1(x).

The denominator must be nonzero. We write Z(x) for the rational functions; this is a field.
Let A be a proper series. Then A+ × (1− A) = A, hence A+ can be seen as a fraction of
polynomials of A; by induction, all proper rational power series are fractions of finite power
series, which yields the embedding of the algebra A into the field Z(x).

Consider a register transducer over the ring Z[x]. Such a register transducer can store
a proper rational function using two registers: one for the numerator and one for the
denominator. The field operations on rational functions can be simulated by term operations
using this representation, including division2. (The field Z(x) with division is not an algebra
in the sense used in this paper, since we require all basic operations to be total.) Therefore
the equivalence problem for register transducers over the algebra A reduces to the equivalence
problem for register transducers over Z[x]. It remains to show that the latter problem is
decidable. This follows from a more general result.

I Theorem 15. Let K be a commutative ring which is computable (its elements can be
enumerated so that the ring operations are computable) and has no zero divisors (if a, b are
nonzero, then so is a× b). Then equivalence is decidable for register transducers over K.

2 The idea to use division, although simple, seems to be new and of independent interest.
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This result is proved in the appendix, by adapting a proof for the special case of the
ring of integers that was given in [23, Theorem 6.6]. Applying the above result to the ring
Z[x], and then the encoding of A in Z[x], we see that equivalence is decidable for register
transducers over A. Combining this with Lemma 14, we finish the proof of Theorem 13.

Perspectives. Our approach in Theorem 13 is based on mapping a graph to an algebraic
object (a polynomial, rational function, power series, etc.). The mapping should be composi-
tional (the algebraic objects can be synthesised by a register transducer that inputs a tree
decomposition) and have high distinguishing power (ideally, non-isomorphic inputs should
give different algebraic objects). Finding the right combination seems to be challenging,
and so far we have been unsuccessful with adapting our techniques to known algebraic
invariants, either because of distinguishing power (e.g. all trees with m edges have the same
Tutte polynomial xm, while the characteristic polynomial does not a distinguish trees almost
surely [21, Theorem 8]), or compositionality (e.g. counting homomorphisms from graphs of
bounded treewidth has enough distinguishing power for bounded treewidth [13, Theorem 4],
but the proper notion of power series seems elusive), or both.
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Abstract
We consider homomorphisms of signed graphs from a computational perspective. In particular, we
study the list homomorphism problem seeking a homomorphism of an input signed graph (G, σ),
equipped with lists L(v) ⊆ V (H), v ∈ V (G), of allowed images, to a fixed target signed graph (H,π).
The complexity of the similar homomorphism problem without lists (corresponding to all lists being
L(v) = V (H)) has been previously classified by Brewster and Siggers, but the list version remains
open and appears difficult. Both versions (with lists or without lists) can be formulated as constraint
satisfaction problems, and hence enjoy the algebraic dichotomy classification recently verified by
Bulatov and Zhuk. By contrast, we seek a combinatorial classification for the list version, akin to
the combinatorial classification for the version without lists completed by Brewster and Siggers. We
illustrate the possible complications by classifying the complexity of the list homomorphism problem
when H is a (reflexive or irreflexive) signed tree. It turns out that the problems are polynomial-time
solvable for certain caterpillar-like trees, and are NP-complete otherwise. The tools we develop will
be useful for classifications of other classes of signed graphs, and we mention some follow-up research
of this kind; those classifications are surprisingly complex.
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1 Motivation

We investigate a problem at the confluence of two popular topics – graph homomorphisms
and signed graphs. Their interplay was first considered in an unpublished manuscript of
Guenin [12], and has since become an established field of study [19].
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We now introduce the two topics separately. In the study of computational aspects of
graph homomorphisms, the central problem is one of existence – does an input graph G admit
a homomorphism to a fixed target graph H? This is known as the graph homomorphism
problem. It was shown in [15] that this problem is polynomial-time solvable when H has
a loop or is bipartite, and is NP-complete otherwise. This is known as the dichotomy of
graph homomorphisms (see [16]). Now suppose the input graph G is equipped with lists,
L(v) ⊆ V (H), v ∈ V (G), and we ask if there is a homomorphism f of G to H such that each
f(v) ∈ L(v). This is known as the graph list homomorphism problem. This problem also
has a dichotomy of possible complexities [9] – it is polynomial-time solvable when H is a
so-called bi-arc graph and is NP-complete otherwise. Bi-arc graphs have turned out to be an
interesting class of graphs; for instance, when H is a reflexive graph (each vertex has a loop),
H is a bi-arc graph if and only if it is an interval graph [8].

These kinds of complexity questions found their most general formulation in the context
of constraint satisfaction problems. The Feder-Vardi dichotomy conjecture [10] claimed that
every constraint satisfaction problem with a fixed template H is polynomial-time solvable
or NP-complete. After a quarter century of concerted effort by researchers in theoretical
computer science, universal algebra, logic, and graph theory, the conjecture was proved
in 2017, independently by Bulatov [7] and Zhuk [25]. This exciting development focused
research attention on additional homomorphism type dichotomies, including ones for signed
graphs [4, 6, 11].

The study of signed graphs goes back to [13, 14], and has been most notably investigated
in [20, 21, 22, 23, 24], from the point of view of colourings, matroids, or embeddings.
Following Guenin, homomorphisms of signed graphs have been pioneered in [5] and [18]. The
computational aspects of existence of homomorphisms in signed graphs – given a fixed signed
graph (H,π), does an input signed graph (G, σ) admit a homomorphism to (H,π) – were
studied in [4, 11], and eventually a complete dichotomy classification was obtained in [6].
Although typically homomorphism problems tend to be easier to classify with lists than
without lists (lists allow for recursion to subgraphs), the complexity of the list homomorphism
problem for signed graphs appears difficult to classify [2, 6]. If the analogy to (unsigned)
graphs holds again, then the tractable cases of the problem should identify an interesting class
of signed graphs, generalizing bi-arc graphs. In this paper, we begin the exploration of this
concept. It turns out that even for signed trees the classification is complex. We illustrate
this by classifying the complexity of the list homomorphism problem when H is a (irreflexive,
Theorem 9, or reflexive, Theorem 11) signed tree. The problems are polynomial-time solvable
for certain caterpillar-like trees, and are NP-complete otherwise. The tools we develop will
be useful for classifications of other classes of signed graphs, and we mention some follow-up
research of this kind.

2 Terminology and notation

A signed graph is a graph G, with possible loops and multiple edges (at most two loops
per vertex and at most two edges between a pair of vertices), together with a mapping
σ : E(G)→ {+,−}, assigning a sign (+ or −) to each edge of G, so that different loops at a
vertex have different signs, and similarly for multiple edges between the same two vertices.
We denote such a signed graph by (G, σ), and call G its underlying graph and σ its signature.
When the signature name is not needed, we denote the signed graph (G, σ) by Ĝ to emphasize
that it has a signature even though we do not give it a name.
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We remark that we view a loop as a special case of an edge (in which the two endpoints
coincide). If we need to distinguish an edge other than a loop, we call it a non-loop edge.

We will usually view signs of edges as colours, and call positive edges blue, and negative
edges red. It will be convenient to call a red-blue pair of edges with the same endpoint(s) a
bicoloured edge; however, it is important to keep in mind that formally they are two distinct
edges. By contrast, we call edges that are not part of such a pair unicoloured; moreover,
when we refer to an edge as blue or red we shall always mean the edge is unicoloured blue or
red. The sign of a closed walk consisting of unicoloured edges in Ĝ is the product of the signs
of its edges. Thus a closed walk of unicoloured edges is negative if it has an odd number
of negative (red) edges, and positive if it has an even number of negative (red) edges; in
the case of cycles, we also call a positive cycle balanced. We call a signed graph balanced if
all of its cycles are balanced; we also call a signed graph anti-balanced if each cycle has an
even number of positive edges. A bicoloured edge can be viewed as a trivial cycle with one
red and one blue edge, and hence is neither balanced nor anti-balanced; for us a balanced
or anti-balanced signed graph does not have bicoloured edges. There is a symmetry to
viewing the signs as colours, in particular Ĝ is balanced if and only if Ĝ′, obtained from Ĝ

by exchanging the colour of each edge, is anti-balanced.
We call a signed graph Ĥ connected if the underlying graph H is connected. We call Ĥ

reflexive is each vertex of H has a loop, and irreflexive if no vertex has a loop. We call Ĥ a
tree if H, with loops removed, is a tree.

We now define the switching operation. This operation can be applied to any vertex of a
signed graph and it negates the signs of all its incident non-loop edges. (The signs of loops
are unchanged by switching.) We say that two signatures σ1, σ2 of a graph G are switching
equivalent if we can obtain (G, σ2) from (G, σ1) by a sequence of switchings. In that case we
also say that the two signed graphs (G, σ1) and (G, σ2) are switching equivalent. In a very
formal way, a signed graph is an equivalence class under the switching equivalence, and we
sometimes use the notation Ĝ to mean the entire class. It was proved by Zaslavsky [21] that
two signatures of G are switching equivalent if and only if they define exactly the same set
of negative (or positive) cycles. Thus a balanced signed graph is switching equivalent to a
signed graph with all edges blue, and an anti-balanced signed graph is switching equivalent
to a signed graph with all edges red.

We now consider homomorphisms of signed graphs. Since signed graphs Ĝ, Ĥ can be
viewed as equivalence classes, a homomorphism of signed graphs Ĝ to Ĥ should be a
homomorphism of one representative (G, σ) of Ĝ to one representative (H,π) of Ĥ. It is
easy to see that this definition can be simplified by prescribing any fixed representative
(H,π) of Ĥ. In other words, we now consider mapping all possible representatives (G, σ′)
to one fixed representative (H,π) of Ĥ. At this point, a homomorphism f of one concrete
(G, σ′) to (H,π) is just a homomorphism of the underlying graphs G to H preserving the
edge colours. Since there are multiple edges, we can either consider f to be a mapping of
vertices to vertices and edges to edges, preserving vertex-edge incidences and edge-colours,
as in [19], or simply state that blue edges map to blue or bicoloured edges, red edges map to
red or bicoloured edges, and bicoloured edges map to bicoloured edges. We follow the second
convention.

I Definition 1. We say that a mapping f : V (G)→ V (H) is a homomorphism of the signed
graph (G, σ) to the signed graph (H,π), written as f : (G, σ) → (H,π), if there exists a
signed graph (G, σ′), switching equivalent to (G, σ), such that whenever uv is a positive edge
in (G, σ′), then (H,π) contains a positive edge joining f(u) and f(v), and whenever uv is a
negative edge in (G, σ′), then (H,π) contains a negative edge joining f(u) and f(v).
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There is an equivalent alternate definition (see [19]). A homomorphism of the signed
graph (G, σ) to the signed graph (H,π) is a homomorphism f of the underlying graphs G
to H, such that for any closed walk W in (G, σ) with only unicoloured edges for which the
image walk f(W ) has also only unicoloured edges, the sign of f(W ) in (H,π) is the same as
the sign of W in (G, σ). This definition does not require switching the input graph before
mapping it. The equivalence of the two definitions follows from the theorem of Zaslavsky [21]
cited above. That result is constructive, and the actual switching required to produce the
switching equivalent signed graph (G, σ′) can be found in polynomial time [19].

I Lemma 2. Suppose (G, σ) and (H,π) are signed graphs, and f is a mapping of the vertices
of G to the vertices of H. Then f is a homomorphism of the signed graph (G, σ) to the
signed graph (H,π) if and only if f is a homomorphism of the underlying graph G to the
underlying graph H, which moreover maps bicoloured edges of (G, σ) to bicoloured edges of
(H,π), and for any closed walk W in (G, σ) with only unicoloured edges for which the image
walk f(W ) has also only unicoloured edges, the signs of W and f(W ) are the same.

Note that each negative closed walk contains a negative cycle, and in particular an
irreflexive tree (H,π) has no negative closed walks. Thus if (H,π) is an irreflexive tree, then
the condition simplifies to having no negative cycle of (G, σ) mapped to unicoloured edges in
(H,π). For reflexive trees, the condition requires that no negative cycle of (G, σ) maps to a
positive closed walk in (H,π), and no positive cycle of (G, σ) maps to a negative closed walk.

Let Ĥ be a fixed signed graph. The homomorphism problem S-Hom(Ĥ) takes as input
a signed graph Ĝ and asks whether there exists a homomorphism of Ĝ to Ĥ. The formal
definition of the list homomorphism problems for signed graphs is very similar.

I Definition 3. Let Ĥ be a fixed signed graph. The list homomorphism problem List-S-
Hom(Ĥ) takes as input a signed graph Ĝ with lists L(v) ⊆ V (H) for every v ∈ V (G), and
asks whether there exists a homomorphism f of Ĝ to Ĥ such that f(v) ∈ L(v) for every
v ∈ V (G).

We note that when Ĥ and Ĥ ′ are switching equivalent signed graphs, then any homo-
morphism of an input signed graph Ĝ to Ĥ is also a homomorphism to Ĥ ′, and therefore
the problems S-Hom(Ĥ) and S-Hom(Ĥ ′), as well as the problems List-S-Hom(Ĥ) and
List-S-Hom(Ĥ ′), are equivalent.

3 More background and connections to constraint satisfaction

We now briefly introduce the constraint satisfaction problems, in the format used in [10]. A
relational system G consists of a set V (G) of vertices and a family of relations R1, R2, . . . , Rk

on V (G). Assume G is a relational system with relations R1, R2, . . . , Rk and H a relational
system with relations S1, S2, . . . , Sk, where the arity of the corresponding relations Ri and Si

is the same for all i = 1, 2, . . . , k. A homomorphism of G to H is a mapping f : V (G)→ V (H)
that preserves all relations, i.e., satisfies (v1, v2, . . . ) ∈ Ri =⇒ (f(v1), f(v2), . . . ) ∈ Si, for
all i = 1, 2, . . . , k. The constraint satisfaction problem with fixed template H asks whether
or not an input relational system G, with the same arities of corresponding relations as H,
admits a homomorphism to H.

Note that when H has a single relation S, which is binary and symmetric, then we obtain
the graph homomorphism problem referred to at the beginning of Section 1. When H has a
single relation S, which is an arbitrary binary relation, we obtain the digraph homomorphism
problem [1] which is in a certain sense [10] as difficult to classify as the general constraint



J. Bok, R. Brewster, T. Feder, P. Hell, and N. Jedličková 20:5

satisfaction problem. When H has two relations +,−, then we obtain a problem that is
superficially similar to the homomorphism problem for signed graphs, except that switching
is not allowed. This problem is called the edge-coloured graph homomorphism problem [3],
and it turns out to be similar to the digraph homomorphism problem in that it is difficult to
classify [4]. On the other hand, the homomorphism problem for signed graphs [4, 6, 11], seems
easier to classify, and exhibits a dichotomy similar to the graph dichotomy classification, see
Theorem 5.

For homomorphism of signed graphs, Brewster and Graves introduced a useful construction.
The switching graph (H+, π+) of (H,π) is an edge-coloured graph, which has two vertices
v1, v2 for each vertex v of (H,π), and in which each edge vw of (H,π) gives rise to edges
v1w1, v2w2 of colour π(vw) and edges v1w2, v2w1 of the opposite colour. The same definition
applies also for loops, using v = w. Then each homomorphism of the signed graph (G, σ)
to the signed graph (H,π) corresponds to a homomorphism of (G, σ), this time viewed
as an edge-coloured graph, to the edge-coloured graph (H+, π+) and conversely. Indeed,
mapping a vertex x of G to v1 corresponds to mapping x to v without first switching at x,
and mapping x to v2 corresponds to first switching at x and then mapping it to v. (Recall
that we agreed to only switch in G, in the definition of a homomorphism of signed graphs.)
For list homomorphisms of signed graphs, we can use the same transformation, modifying
the lists of the input signed graph. If (G, σ) has lists L(v), v ∈ V (G), then the new lists
L+(v), v ∈ V (G), are defined as follows: for any x ∈ L(v) for x ∈ V (H), v ∈ V (G), we
place both x1 and x2 in L+(v). It is easy to see that the signed graph (G, σ) has a list
homomorphism to the signed graph (H,π) with respect to the lists L if and only if the
edge-coloured graph (G, σ) has a list homomorphism to the edge-coloured graph (H+, π+)
with respect to the lists L+. The new lists L+ are symmetric sets in H+, meaning that for
any x ∈ V (G), v ∈ V (H), we have x1 ∈ L+(v) if and only if we have x2 ∈ L+(v). Thus we
obtain the list homomorphism problem for the edge-coloured graph (H+, π+), restricted
to input instances (G, σ) with lists L that are symmetric in H+. It is well known that list
homomorphism problems can be modeled by constraint satisfaction problems if we replace
lists by unary relations. (Each subset X ⊆ V (H) gives rise to a unary relation RX = X

in the fixed system H and imposing the corresponding relation SX on a vertex v of the
input system G causes v to map to X, i.e., it is the same as setting the list L(v) = X.) We
can similarly transform the above list homomorphism problem for the edge-coloured graph
(H+, π+), to a constraint satisfaction problem with the template H∗ obtained by adding
unary relations RX = X, for sets X ⊆ V (H+) that are symmetric in H+. We conclude that
our problems List-S-Hom(Ĥ) fit into the general constraint satisfaction framework, and
therefore it follows from [7, 25] that dichotomy holds for problems List-S-Hom(Ĥ). We
therefore ask which problems List-S-Hom(Ĥ) are polynomial-time solvable and which are
NP-complete.

The solution of the Feder-Vardi dichotomy conjecture involved an algebraic classification
of the complexity pioneered by Jeavons [17]. A key role in this is played by the notion of a
polymorphism of a relational structure H. If H is a digraph, then a polymorphism of H is a
homomorphism f of some powerHt toH, i.e., a function f that assigns to each ordered t-tuple
(v1, v2, . . . , vt) of vertices of H a vertex f(v1, v2, . . . , vt) such that two coordinatewise adjacent
tuples obtain adjacent images. For general templates, all relations must be similarly preserved.
A polymorphism of order t = 3 is a majority if f(v, v, w) = f(v, w, v) = f(w, v, v) = v for all
v, w. A Siggers polymorphism is a polymorphism of order t = 4, if f(a, r, e, a) = f(r, a, r, e)
for all a, r, e. One formulation of the dichotomy theorem proved by Bulatov [7] and Zhuk [25]
states that the constraint satisfaction problem for the template H is polynomial-time solvable

MFCS 2020



20:6 List Homomorphism Problems for Signed Graphs

if H admits a Siggers polymorphism, and is NP-complete otherwise. Majority polymorphisms
are less powerful, but it is known [10] that if H admits a majority then the constraint
satisfaction problem for the template H is polynomial-time solvable. Moreover, we have
shown in [9] that a graph H is a bi-arc graph if and only if the associated relational system
H∗ admits a majority polymorphism. Thus the list homomorphism problem for a graph
H with possible loops is polynomial-time solvable if H∗ admits a majority polymorphism,
and is NP-complete otherwise. A similar result may hold for signed graphs. Since List-S-
Hom(H,π) is polynomial-time if (H,π)∗ admits a majority polymorphism, we ask if it is true
that List-S-Hom(H,π) is NP-complete if (H,π)∗ does not admit a majority polymorphism.

There is a convenient way to think of polymorphisms f of the relational system (H,π)∗. A
mapping f is a polymorphism of (H,π)∗ if and only if it is a polymorphism of the edge-coloured
graph (H+, π+) and if, for any symmetric set X ⊆ V (H+), we have v1, v2, . . . , vt ∈ X then
also f(v1, v2, . . . , vt) ∈ X. We call such polymorphisms of (H+, π+) semi-conservative.

We can apply the dichotomy result of [7, 25] to obtain an algebraic classification.

I Theorem 4. For any signed graph (H,π), the problem List-S-Hom(H,π) is polynomial-
time solvable if (H+, π+) admits a semi-conservative Siggers polymorphism, and is NP-
complete otherwise.

As mentioned above, we ask whether in the theorem one can replace the semi-conservative
Siggers polymorphism by a semi-conservative majority polymorphism.

In this paper we focus on seeking a graph theoretic classification, at least for some classes
of signed graphs.

One of the reasons that, unlike in other contexts, combinatorial dichotomy classification
for list homomorphisms of signed graphs appears harder to obtain than for homomorphisms
without lists, may be the fact that in the proofs we have to deal with the switching graph of the
input signed graph. Indeed, while for graphs the NP-completeness of the list homomorphism
problem for an induced subgraph implies the NP-completeness for the whole graph, this is
not true for induced subgraphs of the switching graph (because of the required symmetry of
the lists).

4 Basic facts

First we record the fact that when Ĥ is a simple signed graph, i.e., Ĥ contains no bicoloured
loops or edges, a dichotomy classification of the complexity of the problems List-S-Hom(Ĥ)
is given in [2].

We also mention the dichotomy classification of the problems S-Hom(Ĥ) from [6]. We
recall that a signed graph Ĝ is the s-core of a signed graph Ĥ if there is a homomorphism
f : Ĥ → Ĝ, and every homomorphism Ĝ→ Ĝ is a bijection on V (G). (We also remind the
reader that a loop counts as an edge.)

I Theorem 5. [6] The problem S-Hom(Ĥ) is polynomial-time solvable if the s-core of Ĥ
has at most two edges, and is NP-complete otherwise.

Observe that an instance of the problem S-Hom(Ĥ) can be also viewed as an instance
of List-S-Hom(Ĥ) with all lists L(v) = V (H), therefore if S-Hom(Ĥ) is NP-complete,
then so is List-S-Hom(Ĥ). Moreover, if Ĥ ′ is an induced subgraph of Ĥ, then any in-
stance of List-S-Hom(Ĥ ′) can be viewed as an instance of List-S-Hom(Ĥ) (with the same
lists), therefore if the problem List-S-Hom(Ĥ ′) is NP-complete, then so is the problem
List-S-Hom(Ĥ). This yields the NP-completeness of List-S-Hom(Ĥ) for all signed graphs
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Ĥ that contain an induced subgraph Ĥ ′ whose s-core has more than two edges. Furthermore,
when the signed graph (H,π) is balanced, then we may assume π is positive on all edges, and
therefore if the list homomorphism problem for H is NP-complete, then so is the problem
List-S-Hom(H,π). In particular, this means that List-S-Hom(H,π) is NP-complete if
(H,π) is a balanced signed graph and H is not a bi-arc graph [9].

We have observed that List-S-Hom(Ĥ) is NP-complete if the s-core of Ĥ has more
than two edges. Thus we will focus on signed graphs Ĥ whose s-cores have at most two
edges. There are, however, many complex signed graphs with this property, including, for
example, all irreflexive bipartite signed graphs that contain a bicoloured edge, and all signed
graphs that contain a bicoloured loop. In this paper we focus on List-S-Hom(Ĥ) when the
underlying graph of Ĥ is a reflexive or irreflexive tree. We also study an additional class of
irreflexive bipartite signed graphs Ĥ in which the unicoloured edges span a Hamiltonian path.
We classify the complexity of these graphs; the classification turns out to be surprisingly
complex.

We now introduce our basic tool for proving NP-completeness.

I Definition 6. Let (U,D) be two walks in Ĥ of equal length, say k, with vertices u =
u0, u1, . . . , uk = v and D, with vertices u = d0, d1, . . . , dk = v. We say that (U,D) is a chain,
provided uu1, dk−1v are unicoloured edges and ud1, uk−1v are bicoloured edges, and for each i,
1 ≤ i ≤ k − 2, we have
1. both uiui+1 and didi+1 are edges of Ĥ while diui+1 is not an edge of Ĥ, or
2. both uiui+1 and didi+1 are bicoloured edges of Ĥ while diui+1 is not a bicoloured edge

of Ĥ.

I Theorem 7. If a signed graph Ĥ contains a chain, then List-S-Hom(Ĥ) is NP-complete.

5 Irreflexive trees

In this section, Ĥ will always be an irreflexive tree. As trees do not have any cycles, they
are balanced, and hence we may assume that all edges are either blue or bicoloured.

I Lemma 8. Let Ĥ be an irreflexive tree. If the underlying graph H contains the graph F1
in Figure 1, or Ĥ contains one of the signed graphs in family F from Figure 3 as an induced
subgraph, then List-S-Hom(Ĥ) is NP-complete.

Proof. If the underlying graph H contains the graph F1 in Figure 1, then H is not a bi-arc
graph by [9], whence List-S-Hom(Ĥ) is NP-complete by the remarks following Theorem 5.
If Ĥ contains one of the signed graphs in family F as an induced subgraph, then in each
case we apply Theorem 7. The figure lists a chain for each of these forbidden subgraphs. J

An irreflexive tree H is a 2-caterpillar if it contains a path P = v1v2 . . . vk, such that
each vertex of H is either on P , or is a child of P , i.e., is adjacent to a vertex on P , or is a
grandchild of P , i.e., is adjacent to a child of P . We also say that H is a 2-caterpillar with

Figure 1 The subgraph F1. Figure 2 An example of a good 2-caterpillar.
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U = 2− 3− . . .− k − (k − 1)
D = 2− 1− 2− . . .− (k − 1)

U = 3− 2− 1− 2− . . . . . . . . . . . . . . .− (k − 2)
D = 3− . . .− (k − 1)− k − (k − 1)− (k − 2)

U = 4− 8− 9− 8− 4− 5− 6− 7− 6− 5− 4
D = 4− 3− 2− 1− 2− 3− 4− 8− 9− 8− 4

U = 4− 3− 2− 1− 2− 3− 4− 8− 4
D = 4− 8− 4− 5− 6− 7− 6− 5− 4

U = 8− 4− 5− 6− 7− 6− 5− 4− 8− 9− 8
D = 8− 9− 8− 4− 3− 2− 1− 2− 3− 4− 8

Figure 3 The family F of signed graphs yielding NP-complete problems, and a chain in each.

respect to the spine P . (Note that the same tree H can be a 2-caterpillar with respect to
different spines P .) In such a situation, let T1, T2, . . . , T` be the connected components of
H \ P . Each Ti is a star adjacent to a unique vertex vj on P . The tree Ti together with
the edge joining it to vj is called a rooted subtree of H (with respect to the spine P ), and is
considered to be rooted at vj . Note that there can be several rooted subtrees with the same
root vertex vj on the spine, but each rooted subtree at vj contains a unique child of P (and
possibly no grandchildren, or possibly several grandchildren).

If H is a 2-caterpillar with respect to the spine P , and additionally the bicoloured edges
of Ĥ form a connected subgraph, and there exists an integer d, with 1 ≤ d ≤ k, such that:

all edges on the path v1v2 . . . vd are bicoloured, and all edges on the path vdvd+1 . . . vk

are blue,
the edges of all subtrees rooted at v1, v2, . . . , vd−1 are bicoloured, except possibly edges
incident to leaves, and
the edges of all subtrees rooted at vd+1, . . . , vk are all blue,

then we call Ĥ a good 2-caterpillar with respect to P = v1v2 . . . vk.
The vertex vd is called the dividing vertex of Ĥ. Note that the subtrees rooted at vd

are not limited by any condition except the connectivity of the subgraph formed by the
bicoloured edges. A typical example of a good 2-caterpillar is depicted in Figure 2.

I Theorem 9. Let Ĥ be an irreflexive tree. If Ĥ is a good 2-caterpillar, then List-S-Hom(Ĥ)
is polynomial-time solvable. Otherwise, H contains a copy of F1, or Ĥ contains one of the
signed graphs in family F as an induced subgraph, and the problem is NP-complete.

6 Reflexive trees

We now turn to reflexive trees, and hence in this section, Ĥ will always be a reflexive tree.
We may have red, blue, or bicoloured loops, but we will assume that all non-loop unicoloured
edges are of the same colour (blue or red).
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I Lemma 10. Let Ĥ be a reflexive tree. If the underlying graph H contains the graph F2
in Figure 4, or Ĥ contains one of the signed graphs in family G depicted in Figure 6 as an
induced subgraph, then List-S-Hom(Ĥ) is NP-complete.

Deciding if there exists a list homomorphism (of unsigned graphs) to the graph F2 is
NP-complete [8]. A direct reduction of List-Hom(F2) to List-S-Hom(Ĥ) as in the proof
of Lemma 8 is complicated by the fact that the loops in Ĥ can be red, blue, or bicoloured.
However, the proof from [8] can itself be adapted to our setting; we skip the details.

A reflexive tree H is a caterpillar if it contains a path P = v1 . . . vk such that each vertex
of H is on P or is adjacent to P . Note that the path P , which we again call the spine of
H, is not unique, and we sometimes make it explicit by saying that H is a caterpillar with
spine P . A vertex x not on P is adjacent to a unique neighbour vi on P , and we call the
edge vix (with the loop at x) the subtree rooted at vi. A vertex on the spine can have more
than one subtree rooted at it. We say that Ĥ is a good caterpillar with respect to the spine
v1 . . . vk if the bicoloured edges of Ĥ form a connected subgraph, the unicoloured non-loop
edges all have the same colour c, and there exists an integer d, with 1 ≤ d ≤ k, such that

all edges on the path v1v2 . . . vd are bicoloured, and all edges on the path vdvd+1 . . . vk

are unicoloured with colour c,
all loops at the vertices v1, . . . , vd−1 and all non-loop edges of the subtrees rooted at these
vertices are bicoloured,
all loops at the vertices vd+1, . . . , vk and all edges and loops of the subtrees rooted at
these vertices are unicoloured with colour c,
if vd has a bicoloured loop, then all children of vd with bicoloured loops are adjacent to
vd by bicoloured edges,
if vd has a unicoloured loop of colour c, then all children of vd have unicoloured loops of
colour c, and are adjacent to vd by unicoloured edges, and
if d < k, then the loops of all children of vd adjacent to vd by unicoloured edges also have
colour c.

The vertex vd will again be called the dividing vertex. We also say that Ĥ is a good caterpillar
with preferred colour c. Figure 5 shows an example of good caterpillar with preferred colour
blue. We emphasize that in the case d = k (not depicted), it is possible (if vd has a bicoloured
loop) that vd has some children with red loops and some with blue loops, adjacent to vd by
unicoloured edges.

Let G be the family of signed graphs depicted in Figure 6, together with the family of
complementary signed graphs where all unicoloured edges are red, rather than blue, and
vice versa. Note that the complementary signed graphs are not switching equivalent to the
original signed graphs because switching does not change the colour of loops.

I Theorem 11. Let Ĥ be a reflexive tree. If Ĥ is a good caterpillar, then the problem
List-S-Hom(Ĥ) is polynomial-time solvable. Otherwise, H contains F2 from Figure 4, or
Ĥ contains one of the signed graphs in family G as an induced subgraph, and the problem is
NP-complete.

Figure 4 The subgraph F2.
Figure 5 An example of a good caterpillar with preferred

colour blue.
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Figure 6 A family G of signed graphs yielding NP-complete problems. (The solid edges/loops
are blue, the dashed edges/loops are red. The dotted loops can be either blue, red or bicoloured.)

We prove the first statement. Thus assume that Ĥ is a good caterpillar, with spine
v1 . . . vk and dividing vertex vd. By symmetry, we may assume it is a good caterpillar with
preferred colour blue. We distinguish three types of rooted subtrees.

Type T1: a bicoloured edge vix with a bicoloured loop on x;
Type T2: a bicoloured edge vix with a unicoloured loop on x;
Type T3: a blue edge vix with a unicoloured loop on x.

A min ordering of a graph H is a linear ordering < of the vertices of H, such that for
vertices x < x′, y < y′, if xy′, x′y are both edges in H, then xy is also an edge in H. If a
graph H admits a min ordering, then the list homomorphism problem for H can be solved in
polynomial time by applying the arc consistency test, which repeatedly visits edges xy and
removes from L(x) any vertex of H not adjacent to some vertex of L(y), and similarly removes
from L(y) any vertex of H not adjacent to some vertex of L(x). After the arc consistency
test, if there is an empty list, no list homomorphism exists, and if all lists are non-empty,
choosing the minimum element of each list, according to <, defines a list homomorphism as
required [10]. Now suppose Ĥ is a good caterpillar with spine v1 . . . vk and preferred colour
blue. A special min ordering of Ĥ is a min ordering of the underlying graph H such that for
any vertices vi, x, x

′ with non-loop edges vix, vix
′ we have x < x′ whenever (i) the edge vix

is bicoloured and the edge vix
′ is blue, or (ii) x has a bicoloured loop and x′ a unicoloured

loop, or (iii) x has a blue loop and x′ has a red loop. It is not hard to see that a good
caterpillar has a special min ordering.

We now describe our polynomial-time algorithm. We first perform the arc consistency test
to check for the existence of a homomorphism of the underlying graphs (G to H), using the
special min ordering <. Then we also perform the arc consistency test using the bicoloured
edges. (Visit bicoloured edges xy of G, remove from L(x) any vertex without a bicoloured
edge to some vertex of L(y), and similarly for L(y).) If we get an empty list, there is no list
homomorphism. Otherwise, taking again the minima of all lists defines a list homomorphism
f : G→ H of the underlying graphs, which now also ensures that f maps bicoloured edges
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of Ĝ to bicoloured edges of Ĥ. Therefore, by Lemma 2 and the remarks following it, f is
also a list homomorphism of signed graphs Ĝ→ Ĥ, unless a negative cycle C of unicoloured
edges of Ĝ maps to a positive closed walk f(C) of unicoloured edges in Ĥ, or a positive
cycle C of unicoloured edges of Ĝ maps to a negative closed walk f(C) of unicoloured edges
in Ĥ. The minimum choices in all lists imply that no vertex x of C can be mapped to an
image y with y < f(x). We proceed to modify the images of such cycles C one by one, in
the order of increasing smallest vertex in f(C) (in the ordering <), until we either obtain a
homomorphism of the signed graphs, or we find that no such homomorphism exists.

Let w be the leaf of the last subtree of type T2 rooted at vd. We note that if d < k, then
all edges and loops amongst the vertices that follow w in < are blue, by the properties of a
special min ordering. We distinguish three possible cases.

At least one vertex y of f(C) satisfies y ≤ w:
The only unicoloured closed walks including y are (red or blue) loops, so f maps the
entire cycle C to y. We may remove y from all lists of vertices of C and continue seeking
a better homomorphism of the underlying graphs (G to H).
All vertices of f(C) follow w in the order < and d < k:
In this case C is a negative cycle of unicoloured edges. The subgraph of Ĥ induced by
vertices after w in the order < has only blue edges. Thus there is no homomorphism of
signed graphs mapping Ĝ→ Ĥ.
All vertices of f(C) follow w in the order < and d = k:
In this case a fairly complex situation may arise because f(C) can be a closed walk using
both red and blue loops, along with blue edges; see below.

We now consider the final case in detail. Since f chooses minimum possible values of images
(under <), we could only modify f by mapping some vertices of C that were taken by f to a
vertex with a blue loop, to vertex with a red loop instead, if lists allow it. We show how
to reduce this problem to solving a system of linear equations modulo two, which can then
be solved in polynomial time by (say) Gaussian elimination. We begin by considering the
pre-image (under f) of all vertices in the subtrees of type T3 rooted at vd. We denote by P
the set of vertices v ∈ V (G) with f(v) equal to a vertex with a blue loop and by N the set
of vertices v ∈ V (G) with f(v) equal to a vertex with a red loop. We say that a vertex x of
G is a boundary point if f(x) = vd. The set of boundary points is denoted by B. Thus the
pre-image of the subtrees of type T3 rooted at vd is the disjoint union B ∪ P ∪N . We now
focus on the subgraph Ĝ′ of Ĝ induced by B ∪ P ∪N . A region is a connected component of
Ĝ′ \ B together with all its boundary points, i.e. between any pair of vertices in a region
there is a path with no boundary point as an internal vertex.

Given a region r and boundary points x and y (not necessarily distinct), we construct
(possibly several) boolean equations on the corresponding variables, using the same symbols
x, y, and r. The variables x, y indicate whether or not the corresponding boundary vertices
x and y should be switched before mapping them with f (true corresponds to switching),
and the variable r indicates whether the region r will be mapped by f to a blue loop or a
red loop (true corresponds to a blue loop). The equations depend of the parity and the sign
of walks between the two vertices. If c and d denote parities (even or odd), we say a walk W
from x to y in Ĝ′ is a (c, d)-walk if it contains no boundary points other than x and y, the
parity of the number of blue edges in W is c, and the parity of the number of red edges in W
is d. The equations generated by the (c, d)-walks are as follows. (We indicate the reasoning
only in the first case; the other cases are similar.)

(odd,odd)-walk: We add the equation x = y + 1. This ensures that exactly one of the
boundary vertices has to be switched, in particular x and y must be distinct. The image
of the walk must be balanced or anti-balanced (as the whole walk maps to exactly one
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subtree of type T3). An even length walk with an odd number of red edges is neither.
However, if we switch at exactly one of the endpoints, we can freely map all of the
non-boundary points to a blue loop or a red loop.
(even,even)-walk: We add the equation x = y.
(odd,even)-walk: We add the equation x = y + r + 1.
(even,odd)-walk: We add the equation x = y + r.

It is possible that there are several kinds of walks between the same x, y, but we only need
to list one of each kind, so the number of equations is polynomial in the size of G. A
simple labelling procedure can be used for determining which kinds of walks exist, for given
boundary points x and y and a region r. We start at the vertex x, and label its neighbours
nx by the appropriate pairs (c, d), determined by the signs of the edges xnx. Once a vertex
is labelled by a pair (c, d), we correspondingly label its neighbours; a vertex is only given
a label (c, d) once even if it is reached with that label several times. Thus a vertex has at
most four labels. Any time a vertex receives a new label its neighbours are checked again.
The process ends in polynomial time (in the size of the region) as each edge of the region is
traversed at most four times. The result is inherent in the labels obtained by y.

Finally, for each region we examine the connected component of the non-boundary vertices.
Since the arc consistency procedure was done in the first step of the algorithm, all lists of
non-boundary points for a given region are the same. Also, by the ordering <, these lists
must only contain leaves of vd. Thus, the non-boundary vertices of the region must map to a
single loop. We ensure the choice of the loop is consistent with the lists of each region. If
the lists of vertices of some region do not contain a vertex with a red loop, then we add the
equation r = 1 for the region. Similarly, if the lists do not contain a blue loop, then we add
the equation r = 0.

Such a system of boolean linear equations can be solved in polynomial time. Also, the
system itself is of polynomial size measured by the size of Ĝ. This completes the proof.

7 Conclusions and future directions

It follows from the dichotomy of constraint satisfaction problems ([7, 25]) that each signed
graph Ĥ yields a problem List-S-Hom(Ĥ) that is polynomial-time solvable or NP-complete.
We have given explicit graph theoretic dichotomy classifications in the case when Ĥ is a
reflexive or irreflexive tree. The case of general trees (where some vertices have loops and
others don’t) is a bit more technical, and we will return to it in a journal version of this
paper. There we will also illustrate other cases of the classification; even in the irreflexive
case the situation is complex, and the tools that we developed here are helpful. In particular,
we focus there on graphs in which the unicoloured edges form simple structures, such as
spanning cycles, paths, or trees. For an illustration, we state here the results in the case of
paths. In this case we may again assume all unicoloured edges are blue.

We say that an irreflexive signed graph Ĥ is path-separable if the unicoloured edges of Ĥ
form a Hamiltonian path P in the underlying graph H. In other words, all the edges of the
Hamiltonian path P are unicoloured, and all the other edges of Ĥ are bicoloured. Recall
that the distinction between unicoloured and bicoloured edges is independent of switching,
and the Hamiltonian path P = v1v2 . . . vn is unique, if it exists. A block in a path-separable
signed graph Ĥ is a subpath vivi+1vi+2vi+3 of P , with the bicoloured edge vivi+3. A segment
in Ĥ is a maximal subpath vivi+1 . . . vi+2j+1 of P with j ≥ 1, which has all bicoloured edges
vi+evi+e+o where e is even, 0 ≤ e ≤ 2j − 2, and o is odd, 3 ≤ o ≤ 2j + 1 − e. (Such a
subpath is maximal if no such subpath properly contains it.) Note that a segment can be
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Figure 7 An example of a segmented signed graph of the third kind. The additional bicoloured
edges from all white vertices before v12 to all black vertices after v15 are not shown.

just one block. We say that segments vivi+1 . . . vi+2j+1 and vi′vi′+1 . . . vi′+2j′+1 with i < i′

avoid each other if i′ ≥ i+ 2j + 1. We say that a segment vivi+1 . . . vi+2j+1 is right-leaning if
vi+evi+e+o is a bicoloured edge for all e is even, 0 ≤ e ≤ 2j−2, and all odd o ≥ 3; and we say
it is left-leaning if vi+2j+1−evi+2j+1−e−o is a bicoloured edge for all e even, 0 ≤ e ≤ 2j − 2
and all odd o ≥ 3. We say that a path-separable signed graph Ĥ is segmented if all segments
avoid each other, and one of the following three cases occurs:
1. all segments are left-leaning, or
2. all segments are right-leaning, or
3. a unique segment vivi+1 . . . vi+2j+1 is both left-leaning and right-leaning, all segments

preceding it are left-leaning, all segments following it are right-leaning, and there are
additional bicoloured edges vi−evi+2j+o with even e ≥ 2 and odd o ≥ 3.

See Figure 7: there are three segments, the left-leaning segment v5v6v7v8v9v10, the left- and
right-leaning segment v12v13v14v15, and the right-leaning segment v15v16v17v18v19v20.

I Theorem 12. Let Ĥ be a path-separable signed graph. Then List-S-Hom(Ĥ) is polynomial-
time solvable if Ĥ is switching equivalent to a segmented signed graph Ĥ. Otherwise, the
problem is NP-complete.

References
1 Jørgen Bang-Jensen, Pavol Hell, and Gary MacGillivray. The complexity of colouring by

semicomplete digraphs. SIAM J. Discrete Math., 1(3):281–298, 1988.
2 Jan Bok, Richard C. Brewster, Pavol Hell, and Nikola Jedličková. List homomorphisms of

signed graphs. In Bordeaux Graph Workshop, pages 81–84, 2019.
3 Richard C. Brewster. Vertex colourings of edge-coloured graphs. ProQuest LLC, Ann Arbor,

MI, 1993. Thesis (Ph.D.)–Simon Fraser University (Canada).
4 Richard C. Brewster, Florent Foucaud, Pavol Hell, and Reza Naserasr. The complexity of

signed graph and edge-coloured graph homomorphisms. Discrete Mathematics, 340(2):223–235,
2017.

5 Richard C. Brewster and Timothy Graves. Edge-switching homomorphisms of edge-coloured
graphs. Discrete Math., 309(18):5540–5546, 2009.

6 Richard C. Brewster and Mark Siggers. A complexity dichotomy for signed h-colouring.
Discrete Mathematics, 341(10):2768–2773, 2018.

7 Andrei A. Bulatov. A dichotomy theorem for nonuniform CSPs. In 58th Annual IEEE
Symposium on Foundations of Computer Science—FOCS 2017, pages 319–330. IEEE Computer
Soc., Los Alamitos, CA, 2017.

8 Tomás Feder and Pavol Hell. List homomorphisms to reflexive graphs. Journal of Combinatorial
Theory, Series B, 72(2):236–250, 1998.

9 Tomás Feder, Pavol Hell, and Jing Huang. Bi-arc graphs and the complexity of list homo-
morphisms. Journal of Graph Theory, 42(1):61–80, 2003.

MFCS 2020



20:14 List Homomorphism Problems for Signed Graphs

10 Tomás Feder and Moshe Y. Vardi. The computational structure of monotone monadic SNP
and constraint satisfaction: a study through Datalog and group theory. In STOC, pages
612–622, 1993.

11 Florent Foucaud and Reza Naserasr. The complexity of homomorphisms of signed graphs
and signed constraint satisfaction. In Latin American Symposium on Theoretical Informatics,
pages 526–537. Springer, 2014.

12 Bertrand Guenin. Packing odd circuit covers: A conjecture. Manuscript, 2005.
13 Frank Harary. On the notion of balance of a signed graph. Michigan Math. J., 2:143–146

(1955), 1953/54.
14 Frank Harary and Jerald A. Kabell. A simple algorithm to detect balance in signed graphs.

Math. Social Sci., 1(1):131–136, 1980/81.
15 Pavol Hell and Jaroslav Nešetřil. On the complexity of H-coloring. J. Combin. Theory Ser. B,

48(1):92–110, 1990.
16 Pavol Hell and Jaroslav Nešetřil. Graphs and homomorphisms, volume 28 of Oxford Lecture

Series in Mathematics and its Applications. Oxford University Press, Oxford, 2004.
17 Peter Jeavons. On the algebraic structure of combinatorial problems. Theoret. Comput. Sci.,

200(1-2):185–204, 1998.
18 Reza Naserasr, Edita Rollová, and Éric Sopena. Homomorphisms of signed graphs. J. Graph

Theory, 79(3):178–212, 2015.
19 Reza Naserasr, Éric Sopena, and Thomas Zaslavsky. Homomorphisms of signed graphs: An

update, 2019. arXiv:1909.05982.
20 Thomas Zaslavsky. Characterizations of signed graphs. J. Graph Theory, 5(4):401–406, 1981.
21 Thomas Zaslavsky. Signed graph coloring. Discrete Math., 39(2):215–228, 1982.
22 Thomas Zaslavsky. Signed graphs. Discrete Appl. Math., 4(1):47–74, 1982.
23 Thomas Zaslavsky. Is there a matroid theory of signed graph embedding? Ars Combin.,

45:129–141, 1997.
24 Thomas Zaslavsky. A mathematical bibliography of signed and gain graphs and allied areas.

Electron. J. Combin., 5:Dynamic Surveys 8, 124, 1998. Manuscript prepared with Marge Pratt.
25 Dmitriy Zhuk. A proof of CSP dichotomy conjecture. In 58th Annual IEEE Symposium on

Foundations of Computer Science—FOCS 2017, pages 331–342. IEEE Computer Soc., Los
Alamitos, CA, 2017.

http://arxiv.org/abs/1909.05982


On a Temporal Logic of Prefixes and Infixes
Laura Bozzelli
Department of Electric Engineering and Information Technology,
University Federico II, Naples, Italy
lr.bozzelli@gmail.com

Angelo Montanari
Department of Computer Science, Mathematics, and Physics, University of Udine, Italy
angelo.montanari@uniud.it

Adriano Peron
Department of Electric Engineering and Information Technology,
University Federico II, Naples, Italy
adriano.peron2@unina.it

Pietro Sala
Department of Computer Science, University of Verona, Italy
pietro.sala@univr.it

Abstract
A classic result by Stockmeyer [16] gives a non-elementary lower bound to the emptiness problem
for star-free generalized regular expressions. This result is intimately connected to the satisfiability
problem for interval temporal logic, notably for formulas that make use of the so-called chop operator.
Such an operator can indeed be interpreted as the inverse of the concatenation operation on regular
languages, and this correspondence enables reductions between non-emptiness of star-free generalized
regular expressions and satisfiability of formulas of the interval temporal logic of the chop operator
under the homogeneity assumption [5]. In this paper, we study the complexity of the satisfiability
problem for a suitable weakening of the chop interval temporal logic, that can be equivalently
viewed as a fragment of Halpern and Shoham interval logic featuring the operators B, for “begins”,
corresponding to the prefix relation on pairs of intervals, and D, for “during”, corresponding to the
infix relation. The homogeneous models of the considered logic naturally correspond to languages
defined by restricted forms of regular expressions, that use union, complementation, and the inverses
of the prefix and infix relations.
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1 Introduction

A classic result in formal languages proved by Stockmeyer states that the emptiness problem
for star-free generalized regular expressions is non-elementarily decidable (tower-complete) for
unbounded nesting of negation [15, 16] (it is in (k-1)-EXPSPACE-complete for expressions
where the nesting of negation is at most k ∈ N+). Such a problem can be easily turned into
the satisfiability problem for the logic C of the chop modality over finite domains [7, 13, 17],
under the homogeneity assumption [14], and vice versa. C has one binary modality only, the
so-called chop operator, that allows one to split the current interval in two parts and to state
what is true over the first part and what over the second one. The homogeneity assumption
forces a proposition letter to hold over an interval if and only if it holds over all of its points.
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It can be easily shown that there is a LOGSPACE reduction of the emptiness problem for
star-free generalized regular expressions to the satisfiability problem for C with unbounded
nesting of the chop operator, and vice versa.

The close relationships between formal languages and interval temporal logics have been
already pointed out in [11, 12], where the interval temporal logic counterparts of regular
languages, ω-regular languages, and extensions of them (ωB- and ωS-regular languages)
have been provided. In this paper, we focus on some meaningful fragments of C (under the
homogeneity assumption). Modalities for the prefix, the suffix, and the infix relations over
(finite) intervals can be defined in C in a straightforward way. We have that a formula holds
over a prefix of the current interval if and only if it is possible to split the interval in such a
way that the formula holds over the first part and the second part contains at least two points.
The case of suffixes is completely symmetric. As for infixes, a proper sub-interval of the
current interval is a suffix of one of its prefixes or, equivalently, a prefix of one of its suffixes,
that is, infixes can be defined in terms of prefixes and suffixes. The satisfiability problem
for the logic D of the infix relation has been recently shown to be PSPACE-complete by a
suitable contraction method [1]. Moreover, in [2], it has been proved that the problem for
the logic BE of prefixes and suffixes is EXPSPACE-hard by a polynomial-time reduction
from a domino-tiling problem for grids with rows of single exponential length. As for the
upper bound, the only available one is given by the non-elementary decision procedure for
full Halpern and Shoham’s interval temporal logic HS [6] under the homogeneity assumption
[10] (BE is a small fragment of it). Despite several attempts, no progress has been done in
the reduction/closure of such a very large gap.1

Here, we study the satisfiability problem for the logic BD of prefixes and infixes that
lies (strictly) in between D and BE. The addition of a modality for prefixes makes the
satisfiability checking procedure for BD much more complex than the one for D, as the
two relations/modalities may interact in a non-trivial way. In particular, while PSPACE
membership of the satisfiability problem for D was established by a reduction to the emptiness
problem for a certain class of automata, we will prove EXPSPACE membership of the
problem for BD by means of a suitable small model theorem.

The rest of the paper is organised as follows. In Section 2, we introduce syntax and
semantics of BD under the homogeneity assumption, and point out some interesting connec-
tions between BD formulas and restricted forms of star-free generalized regular expressions.
Next, in Section 3, we introduce the notion of homogeneous compass structure, that provides
a particularly useful representation for models of BD formulas. In Section 4, we give an
EXPSPACE decision procedure for checking the satisfiability of BD formulas. Finally, in
Section 5, we provide an assessment of the work done and outline future research directions.

2 The logic BD of prefixes and infixes

In this section, we introduce the logic BD of prefixes and infixes, we formally state the
homogeneity assumption, and we define the satisfiability relation under such an assumption.
We conclude the section with a short analysis of the relationships between BD and a suitable
restriction of star-free generalized regular expressions.

1 In fact, the only achieved result was a negative one showing that there is no hope in trying to tailor the
proof techniques exploited for HS, which are based on the notion of BE-descriptor, to BE, as it is not
possible to give an elementary upper bound on the size of BE-descriptors (in the case of BE) [3].
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Figure 1 A homogeneous model (a - left) vs. a general one (b - right).

BD formulas are built up from a countable set Prop of proposition letters according to
the following grammar: ϕ ::= p | ¬ψ | ψ ∨ ψ | 〈B〉ψ | 〈D〉ψ, where p ∈ Prop and 〈B〉 and
〈D〉 are the modalities for Allen’s relations Begins and During, respectively.

Let N ∈ N be a natural number and let IN = {[x, y] : 0 ≤ x ≤ y ≤ N} be the set of all
intervals over the prefix 0 . . . N of N. A (finite) model for BD formulas is a pair M = (IN ,V),
where V : IN → 2Prop is a valuation that maps intervals in IN to sets of proposition letters.
Let M be a model and [x, y] an interval. The semantics of a BD formula is defined as follows:

M, [x, y] |= p iff p ∈ V([x, y]);
M, [x, y] |= ¬ψ iff M, [x, y] 6|= ψ;
M, [x, y] |= ψ1 ∨ ψ2 iff M, [x, y] |= ψ1 or M, [x, y] |= ψ2;
M, [x, y] |= 〈B〉ψ iff there is y′, with x ≤ y′ < y, such that M, [x, y′] |= ψ;
M, [x, y] |= 〈D〉ψ iff there are x′ and y′, with x < x′ ≤ y′ < y, such that M, [x′, y′] |= ψ.

The logical constants > (true) and ⊥ (false), the Boolean operators ∧,→, and ↔, and the
(universal) dual modalities [B] and [D] can be derived in the standard way. We say that a
BD formula ϕ is satisfiable if and only if there exist a model M and an interval [x, y] such
that M, [x, y] |= ϕ (w.l.o.g., [x, y] can be assumed to be the maximal interval [0, N ]).

We say that a model M = (IN ,V) is homogeneous if V satisfies the following property:

∀p ∈ Prop ∀[x, y] ∈ IN

(
p ∈ V([x, y]) ⇔ ∀z ∈ [x, y] p ∈ V([z, z])

)
.

In Fig. 1, we show a homogeneous model (a) and a non-homogeneous one (b). In
homogeneous models, for any proposition letter, the labelling of point-intervals determines
that of arbitrary intervals. This is not the case with arbitrary models (see, e.g., [4, 6]). One of
the consequences of this fact is that, in homogeneous models, the labelling of the intersection
of two intervals contains the labellings of the two intervals (this is the case with intervals
[1, 6] and [4, 7] in Fig. 1 (a), whose intersection is the interval [4, 6]). Once again, this is not
the case with arbitrary models (see the very same intervals in Fig. 1 (b)).

Satisfiability can be relativized to homogeneous models. We say that a BD formula ϕ is
satisfiable under homogeneity if there is a homogeneous model M such that M, [0, N ] |= ϕ.

Satisfiability under homogeneity is clearly more restricted than plain satisfiability. We
know from [8, 9] that dropping the homogeneity assumption makes D undecidable. This is
not the case with the fragment B that, being extremely weak in terms of expressive power,
remains decidable [4]. Hereafter, we always refer to BD under the homogeneity assumption.

We conclude the section with a short account of the relationships between BD and
star-free generalized regular expressions. Let Σ be a finite alphabet. A star-free generalized
regular expression (hereafter, simply expression) e over Σ is a term of the form: e ::=
∅ | a | ¬e | e+ e | e · e, for any a ∈ Σ. We exclude the empty word ε from the syntax, as
it makes the correspondence between finite words and finite models of BD formulas easier
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(such a simplification is quite common in the literature). An expression e defines a language
Lang(e) ⊆ Σ+, which is inductively defined as follows:

Lang(∅) = ∅;
Lang(a) = {a}, for every a ∈ Σ;
Lang(¬e) = Σ+ \ Lang(e);
Lang(e1 + e2) = Lang(e1) ∪ Lang(e2);
Lang(e1 · e2) = {w1w2 : w1 ∈ Lang(e1), w2 ∈ Lang(e2)}.

In [16], Stockmeyer proves that the problem of deciding the emptiness of Lang(e), for a given
expression e, is non-elementary hard. Let us now consider the logic C of the chop operator
(under the homogeneity assumption). C features one binary modality, the “chop” operator 〈C〉,
plus the modal constant π. For any model M and any interval [x, y], M, [x, y] |= ψ1〈C〉ψ2
if and only if there exists z ∈ [x, y] such that M, [x, z] |= ψ1 and M, [z, y] |= ψ2, and
M, [x, y] |= π if and only if x = y. Modalities 〈B〉 and 〈D〉 of BD can be easily encoded in C
as follows: 〈B〉ψ = ψ〈C〉¬π and 〈D〉ψ = ¬π〈C〉(ψ〈C〉¬π).

It can be shown that, for any expression e over Σ, there exists a formula ϕe of C whose set
of models is the language Lang(e), that is, Lang(e) = {V(0, 0) . . .V(N,N) : (IN ,V) |= ψe}.
Such a formula is the conjunction of two sub-formulas ψΣ and ψe, where ψΣ guarantees that
each unitary interval of the model is labelled by exactly one proposition letter from Σ, and
ψe constrains the valuation on the basis of the inductive structure of (the translation of) e.
As an example, if e = e1 · e2, then ψe = ψe1〈C〉((¬π ∧¬(¬π〈C〉¬π))〈C〉ψe2). Thanks to such
a mapping of expressions in C formulas, we can conclude that the satisfiability problem for C
is non-elementary hard (its non-elementary decidability follows from the opposite mapping).

A careful look at the expression-to-formula mapping reveals that the chop modality only
comes into play in the translation of expressions featuring the operator of concatenation. In
view of that, it is worth looking for subclasses of star-free generalized regular expressions
where the concatenation operation is used in a very restricted manner, so as to avoid the
need of the chop operator in the translation. Let us focus our attention on the following
class of restricted expressions: e ::= ∅ | a | ¬e | e + e | Pre(e) | Inf(e), for any a ∈ Σ,
where Pre(e) and Inf(e) are respectively a shorthand for e · (¬∅) (thus defining the language
Lang(Pre(e)) = {wv : w ∈ Lang(e), v ∈ Σ+}), and (¬∅) · e · (¬∅) (thus defining the language
Lang(Inf(e)) = {uwv : u, v ∈ Σ+, w ∈ Lang(e)}). Every restricted expression e of the
above form can be mapped into an equivalent formula ϕe of BD by applying the usual
constructions for empty language, letters, negation, and union, plus the following two rules:
(i) ϕPre(e) = 〈B〉ψe, and (ii) ϕInf(e) = 〈D〉ψe.

In the following, we show that the satisfiability problem for BD belongs to EXPSPACE.
From the above mapping, it immediately follows that the emptiness problem for the considered
subclass of expressions, that only uses prefixes and infixes, can be decided in exponential
space (rather than in non-elementary time).

3 Homogeneous compass structures

In this section, we introduce a spatial representation of homogeneous models, called homo-
geneous compass structures, that will considerably ease the proofs.

Let ϕ be a BD formula. We define the closure of ϕ, denoted by Cl(ϕ), as the set of all its
subformulas and of their negations, plus formulas 〈B〉> and [B]⊥. For every BD formula ϕ,
it holds that Cl(ϕ) ≤ 2|ϕ|+ 2. A ϕ-atom (atom for short) is a maximal subset F of Cl(ϕ)
that, for all ψ ∈ Cl(ϕ), satisfies the following two conditions: (i) ψ ∈ F if and only if ¬ψ /∈ F ,
and (ii) if ψ = ψ1 ∨ ψ2, then ψ ∈ F if and only if {ψ1, ψ2} ∩ F 6= ∅. Let At(ϕ) be the set
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of all ϕ-atoms. We have that |At(ϕ)| ≤ 2|ϕ|+1, where |ϕ| = |Cl(ϕ)|/2. For all R ∈ {B,D},
we introduce the functions ReqR, ObsR, and BoxR, that map each atom F ∈ At(ϕ) to the
following subsets of Cl(ϕ):

ReqR(F ) = {ψ ∈ Cl(ϕ) : 〈R〉ψ ∈ F};
ObsR(F ) = {ψ ∈ Cl(ϕ) : 〈R〉ψ ∈ Cl(ϕ), ψ ∈ F};
BoxR(F ) = {ψ ∈ Cl(ϕ) : [R]ψ ∈ F}.

Note that, for each F ∈ At(ϕ) and each formula ψ, with ψ ∈ {ψ′ : 〈B〉ψ′ ∈ Cl(ϕ)}, either
ψ ∈ ReqB(F ) or ¬ψ ∈ BoxB(F ); the same for D (this means that, per se, BoxB(·) and
BoxD(·) are not strictly necessary; we introduce them to simplify some proofs). By means of
the above functions, we define two binary relations →B and →D over At(ϕ) as follows.

For all F,G ∈ At(ϕ) we let:
F →B G iff ReqB(F ) = ReqB(G) ∪ObsB(G);
F →D G iff ReqD(F ) ⊇ ReqD(G) ∪ObsD(G).

Notice that from the definition of →B (resp., →D), it easily follows that BoxB(F ) ⊆ G

(resp., BoxD(F ) ⊆ G). Notice also that →D is transitive (by definition of atom, from
ReqR(F ) ⊇ ReqR(G), it immediately follows that BoxR(F ) ⊆ BoxR(G)), while →B is not.

I Proposition 1. For each pair of atoms F,G ∈ At(ϕ), we have that F = G iff ReqB(F ) =
ReqB(G), ReqD(F ) = ReqD(G), and F ∩ Prop = G ∩ Prop.

Given a formula ϕ, a ϕ-compass structure (compass structure, when ϕ is clear from
the context) is a pair G = (GN ,L), where N ∈ N, GN = {(x, y) : 0 ≤ x ≤ y ≤ N}, and
L : GN → At(ϕ) is a labelling function that satisfies the following properties:

(initial formula) ϕ ∈ L(0, N);
(B-consistency) for all 0 ≤ x ≤ y < N , L(x, y + 1) →B L(x, y), and for all 0 ≤ x ≤ N ,
ReqB(L(x, x)) = ∅;
(D-consistency) for all 0 ≤ x < x′ ≤ y′ < y ≤ N , L(x, y)→D L(x′, y′);
(D-fulfilment) for all 0 ≤ x ≤ y ≤ N and all ψ ∈ ReqD(L(x, y)), there exist x < x′ ≤
y′ < y such that ψ ∈ L(x′, y′).

Observe that the definition of →B and B-consistency guarantee that all the existential
requests via the relation B (hereafter B-requests) are fulfilled in a compass structure.

We say that an atom F ∈ At(ϕ) is B-reflexive (resp., D-reflexive) if F →B F (resp.,
F →D F ). If F is not B-reflexive (resp., D-reflexive), it is B-irreflexive (resp., D-irreflexive).

Let G = (GN ,L) be a compass structure. We define the function P : GN → 2Prop

such that P(x, y) = {p ∈ Prop : p ∈ L(x′, x′) for all x ≤ x′ ≤ y}. We say that a ϕ-compass
structure G = (GN ,L) is homogeneous if for all (x, y) ∈ GN , L(x, y) ∩ Prop = P(x, y). The
proof of the following theorem is straightforward and thus omitted.

I Theorem 2. A BD formula ϕ is satisfiable iff there is a homogeneous ϕ-compass structure.

Hereafter, we will often write compass structure for homogeneous ϕ-compass structure.
In Figure 2, we depict the homogeneous model M = (I7,V) of Figure 1 (a) with the

corresponding compass structure G = (G7,L), for a given formula ϕ. We assume that
Cl(ϕ) ∩ Prop = {p, q}, {〈B〉ψ ∈ Cl(ϕ)} = {〈B〉>, 〈B〉¬p}, and {〈D〉ψ ∈ Cl(ϕ)} = {〈D〉¬q}.
We know that, by the homogeneity assumption, the valuation of proposition letters at
point-intervals determines that at non-point ones. As an example, if an interval [x, y]
contains time point 3, as, e.g., the interval [1, 6], then {p, q} ∩ V([x, y]) = ∅. Similarly, if an
interval [x, y] contains time point 7 (resp., 0), then it must satisfy {p} ∩ V([x, y]) = ∅ (resp.,
{q} ∩ V([x, y]) = ∅). As for the compass structure G, we first observe that each interval [x, y]
in M is mapped to a point in the second octant of the N×N grid (in Figure 2, we depict the
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Figure 2 A homogeneous model and the corresponding compass structure.

first quadrant of such a grid, where the first octant is shaded). Thanks to such a mapping,
interval relations are mapped into special relations between points (by a slight abuse of
terminology, we borrow the names of the interval relations). As an example, in Figure 2
point (0, 2) begins (0, 3). Similarly, as enlightened by the hatched triangle, point (1, 6) has
points (2, 2), (2, 3), (3, 3), (2, 4), (3, 4), (4, 4), (2, 5), (3, 5), (4, 5), and (5, 5) as sub-intervals.

In general, all points (x, x) are labelled with irreflexive atoms containing [B]⊥, while all
points (x, y), with x < y, are labelled with atoms containing 〈B〉>. The variety of atoms is
exemplified by the following cases. Atom L(0, 3) is both B-irreflexive and D-irreflexive, atom
L(4, 6) is both B-reflexive and D-reflexive, atom L(4, 7) is B-irreflexive (BoxB(L(4, 7)) = {p}
and ¬p ∈ L(4, 7)) and D-reflexive (BoxD(L(4, 7)) = {q} and q ∈ L(4, 7)), and atom L(0, 2)
is B-reflexive (BoxB(L(0, 2)) = {p} and p ∈ L(0, 2)) and D-irreflexive (BoxD(L(0, 2)) = {q}
and ¬q ∈ L(0, 2)). Finally, it holds that L(4, 7) →B L(4, 6) (BoxB(L(4, 7)) = {p, q} and
p, q ∈ L(4, 6)) and L(3, 0)→D L(1, 2) (BoxD(L(3, 0)) = {q} and q ∈ L(1, 2)).

4 The satisfiability problem for BD is decidable in EXPSPACE

In this section, we show that the problem of checking whether a BD formula ϕ is satisfied by
some homogeneous model can be decided in exponential space. We first prove that either ϕ
is unsatisfiable or it is satisfied by a model of at most doubly-exponential size in |ϕ|; then, we
show that this model of doubly-exponential size can be guessed in single exponential space.

I Theorem 3. Let ϕ be a BD formula. The problem of deciding whether or not it is satisfiable
belongs to EXPSPACE.

The proof consists of the following four main steps, that will be detailed in the next sections
(proofs will be given in an extended version of the paper).
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1. We first show that for any compass structure and any of its X-axis coordinate x, the
sequence L(x, 0) . . .L(x,N) is monotonic, i.e., for any triplet 0 ≤ y1 < y2 < y3 ≤ N , it
cannot be the case that L(x, y1) = L(x, y3) and L(x, y1) 6= L(x, y2). Such a property
allows us to represent relevant information associated with any column x in space
(polynomially) bounded in |ϕ|.

2. Next, we define an equivalence relation over columns such that two columns are equivalent
if they feature the same set of atoms. It is easy to verify that such an equivalence
relation is of finite index and its index is exponentially bounded in |ϕ|. By exploiting the
representation of step 1, we define a partial order over equivalent columns, and then we
prove that, in a compass structure, such a relation totally orders equivalent columns.

3. By exploiting the total order of the elements of each equivalence class, we show a crucial
property of the rows of a compass structure, which is the cornerstone of the proof. First,
we associate with each point (x, y) on row y, with 0 ≤ x ≤ y, a tuple consisting of: (i)
L(x, y), (ii) the equivalence class ∼x of column x, and (iii) the set of pairs (L(x′, y),∼x′),
for all x < x′ ≤ y, and then we prove that, for every pair of points (x, y), (x′, y) that
feature the same tuple, L(x, y′) = L(x′, y′) for all y′ > y, that is, columns x and x′ behave
the same way (i.e., exhibit the same labelling) from y to the upper end.

4. Thanks to the property proved at step 3, for every row y, there is a finite set of columns
Cy = {x1, . . . , xn} that behave pairwise differently for the portion of the compass structure
above y. This means that each column 0 ≤ x ≤ y, with x /∈ Cy, behaves exactly as some
xi ∈ Cy above y, that is, for all y′ > y, L(x, y′) = L(xi, y

′). We prove that n is bounded
by |ϕ|, from which it immediately follows that, in any large enough model, there are
two rows y and y′, with y < y′, Cy = {x1, . . . , xn}, and Cy′ = {x′1, . . . , x′n}, such that,
for all 1 ≤ i ≤ n, xi and x′i agree on conditions (i),(ii), and (iii) of step 3. Then, we
can suitably contract the model into one whose Y -size is y′ − y shorter. By (possibly)
repeatedly applying such a contraction, we obtain a model whose Y -size satisfies a doubly
exponential bound. To complete the proof, it suffices to show that there exists a procedure
that checks whether or not such a model exists in exponential space.

4.1 A finite characterisation of columns and of their relationships

In this section, we first show that, in every compass structure, the atoms that appear in a
column x must respect a certain order, that is, they cannot be interleaved. Let F,G, and H
be three pairwise distinct atoms. In Figure 3.(a), we give a graphical account of the property
that we are going to prove, while, in Figure 3.(b), we show a violation of it (atom H appears
before and after atom G moving upward along the column).

We preliminarily prove a fundamental property of B-irreflexive atoms.

I Lemma 4. Let G = (GN ,L) be a compass structure. For all x ≤ y < N , if ReqB(L(x, y)) ⊂
ReqB(L(x, y + 1)), then L(x, y) is B-irreflexive.

Let us now provide a bound on the number of distinct atoms that can be placed above
a given atom F in a column, that takes into account B-requests, D-requests, and negative
literals in F . Formally, we define a function ∆↑ : At(ϕ)→ N as follows:

∆↑(F ) = (2|{〈B〉ψ ∈ Cl(ϕ)}| − 2|ReqB(F )| − |ObsB(F ) \ ReqB(F )|)+
(|{〈D〉ψ ∈ Cl(ϕ)}| − |ReqD(F )|)+
(|{¬p : p ∈ Cl(ϕ) ∩ Prop}| − |{¬p : p ∈ Cl(ϕ) ∩ Prop ∧ ¬p ∈ F}|)
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To understand why a factor 2 comes into play in the case of B-requestes, notice that to move
down from an atom including 〈B〉ψ to an atom including ¬ψ, [B]¬ψ one must pass through
an atom including ψ, [B]¬ψ.

It can be easily checked that, for each F ∈ At(ϕ), 0 ≤ ∆↑(F ) ≤ 4|ϕ| + 1. To explain
how ∆↑ works, we give a simple example. Let {ψ : 〈B〉ψ ∈ Cl(ϕ)} = {ψ1} and let
F3 →B F2 →B F1, with ReqB(F3) = {ψ1} and ReqB(F2) = ReqB(F1) = ∅. For simplicity,
let {ψ : 〈D〉ψ ∈ Cl(ϕ)} = ∅, and thus ReqD(F3) = ReqD(F2) = ReqD(F1) = ∅, and
(F3∩F2∩F1)∩Prop = Prop = {p}. It holds that ∆↑(F1) = (2·1−2·0−0)+(0−0)+(1−0) = 3,
∆↑(F2) = (2·1−2·0−1)+(0−0)+(1−0) = 2, and ∆↑(F3) = (2·1−2·1−0)+(0−0)+(1−0) = 1.

We say that an atom F is initial if and only if ReqB(F ) = ∅. A B-sequence is a sequence
of atoms ShB = F0 . . . Fn such that F0 is initial and for all 0 < i ≤ n we have Fi →B Fi−1,
ReqD(Fi) ⊇ ReqD(Fi−1), and Fi ∩ Prop ⊆ Fi−1 ∩ Prop. It is worth pointing out that atoms
in a B-sequence are monotonically non-increasing in ∆↑, that is, ∆↑(F0) ≥ . . . ≥ ∆↑(Fn).

We say that a B-sequence F0 . . . Fn is flat if and only if it can be written as a sequence
F

k0
0 . . . F

km

m , where ki > 0, for all 1 ≤ i ≤ m, and F i 6= F j , for all 1 ≤ i < j ≤ m. Moreover,
we say that a flat B-sequence F k0

0 . . . F
km

m is decreasing if and only if ∆↑(F 0) > . . . > ∆↑(Fm).
Let G = (GN ,L) be a compass structure for ϕ and 0 ≤ x ≤ N . We define the shading of x
in G, written Sh(G)(x), as the sequence of atoms L(x, x) . . .L(x,N). The next lemma easily
follows from the definitions of B-sequence and shading (proof omitted).
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Figure 3 (a) Monotonicity of atoms along a column in a compass structure, together with a
graphical account of the corresponding intervals and of how proposition letters and B/D requests
must behave. (b) An example of a violation of monotonicity.

I Lemma 5. Let G = (GN ,L) be a compass structure and 0 ≤ x ≤ N . It holds that Sh(G)(x)
is a B-sequence.

The following lemma allows us to restrict our attention to decreasing flat B-sequences.

I Lemma 6. Let G = (GN ,L) be a compass structure (for a formula ϕ). For every x ≤ y < N ,
we have that L(x, y) = L(x, y + 1) iff L(x, y) is B-reflexive, P(x, y) = P(x, y + 1), and
ReqD(x, y) = ReqD(x, y + 1).

The next corollary immediately follows from Lemma 6. It states that the shading of each
column x in G is a decreasing flat B-sequence, and gives a polynomial bound on the number
of distinct atoms occurring in it.

I Corollary 7. Let G = (GN ,L) be a compass structure (for a formula ϕ). Then, for all
0 ≤ x ≤ N , Sh(G)(x) is a decreasing flat B-sequence F k0

0 . . . F
km

m , with 0 ≤ m ≤ 4|ϕ|+ 1.
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By exploiting the above (finite) characterisation of columns, we can define a natural
equivalence relation of finite index over columns: we say that two columns x, x′ are equivalent
if and only if they feature the same set of atoms. Thanks to Corollary 7, if multiple copies
of the same atom are present in a column, their occurrences are consecutive, and thus can
be represented as blocks. Moreover, these blocks appear in the same order in equivalent
columns because of the monotonicity of ReqB , ReqD, and Prop, the latter being forced by
the homogeneity assumption (see Fig. 3.(a)).

In the following, we prove that equivalent columns can be totally ordered according to a
given partial order relation over their shadings. Formally, for any two equivalent columns
x and x′, Sh(G)(x) < Sh(G)(x′) if and only if for every row y the atom L(x′, y) is equal to
atom L(x, y′) for some row y′, with 0 ≤ y′ ≤ y. Intuitively, this means that moving upward
column x′ an atom cannot appear until it has appeared on column x. In Fig. 4.(a), we
depict two equivalent columns that satisfy such a condition. In general, when moving upward,
atoms on x′ are often “delayed” with respect to atoms in x, the limit case being when atoms
on the same row are equal. In Fig. 4.(b), a violation of the condition (boxed atoms) is shown.
We are going to prove that this latter situation never occurs in a compass structure.

Let us now define an equivalence relation ∼ over decreasing flat B-sequences. Two
decreasing flat B-sequences ShB = F

k0
0 . . . F

km

m and Sh′B = G
h0
0 . . . G

hm′
m′ are equivalent,

written ShB ∼ Sh′B, if and only if m = m′ and, for all 0 ≤ i ≤ m, F i = Gi. This
amounts to say that two decreasing flat B-sequences are equivalent if and only if they feature
exactly the same sequence of atoms regardless of their exponents. Then, we can represent
equivalence classes as decreasing flat B-sequences where each exponent is equal to one,
e.g., the B-sequence F k0

0 . . . F
km

m belongs to the equivalence class [F 0 . . . Fm]∼. Given an
equivalence class [F 0 . . . Fm]∼ and 0 ≤ i ≤ m, we denote by [F 0 . . . Fm]i∼ the ith atom in
its sequence, i.e., [F 0 . . . Fm]i∼ = F i for all 0 ≤ i ≤ m. We also define a function next that,
given an equivalence class [F 0 . . . Fm]∼ and one of its atom F i, returns the successor of
F i in the sequence [F 0 . . . Fm]∼ (for i = n, it is undefined). It can be easily checked that
∼ is of finite index. From Corollary 7, it follows that its index is (roughly) bounded by
|At(ϕ)|4|ϕ|+2 = 2(|ϕ|+1)(4|ϕ|+2) = 24|ϕ|2+6|ϕ|+2 (remember that, for all atoms F , ∆↑(F ) can
take 4 |ϕ|+ 2 distinct values).

F1
x

F2

F3

F3

F3

F4

F4

...

F1
x′

F2

F3

F3

F4

...

(a) (b)
F1

x

F2

F3

F3

F3

F3

F4

...

F1
x′

F2

F3

F4

F4

...

Figure 4 Two equivalent columns that respect the order (a) and two equivalent columns that
violates it (b).

Let ShB = F
k0
0 . . . F

km

m be a decreasing flat B-sequence. We define the length of ShB,
written |ShB |, as

∑
0≤i≤m km. A partial order < over the elements of each equivalence

class [ShB]∼ can be defined as follows. Let ShB = F
k0
0 . . . F

km

m and Sh′B = F
h0
0 . . . F

hm

m

be two equivalent decreasing flat B-sequences. We say that ShB is dominated by Sh′B,
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written ShB < Sh′B, if and only if |ShB | > |Sh′B | and, for all 0 ≤ i ≤ m, Σ0≤j≤ikj ≤
(|ShB | − |Sh′B |) + Σ0≤j≤ihj . Finally, we introduce a notation for atom retrieval. Let
ShB = F

k0
0 . . . F

km

m be a decreasing flat B-sequence and 0 ≤ i ≤ |ShB |. We denote by
ShB [i] = F j , where j is such that

∑
0≤j′<j kj′ < i ≤

∑
0≤j′≤j kj′ . The next lemma constrains

the relationships between pairs of equivalent shadings (decreasing flat B-sequences) appearing
in a compass structure.

I Lemma 8. Let G = (GN ,L) be a compass structure. For every pair of columns 0 ≤ x <
x′ ≤ N such that Sh(G)(x) ∼ Sh(G)(x′), it holds that Sh(G)(x) < Sh(G)(x′).

4.2 A spatial property of columns in homogeneous compass structures
In this section, we provide a very strong characterization of the rows of a compass structure
by making use of a covering property, depicted in Fig. 5, stating that the sequences of atoms
on two equivalent columns x < x′ must respect a certain order. To start with, we define the
intersection of row y and column x, with 0 ≤ x ≤ y, as the pair consisting of the equivalence
class of x and the labelling of (x, y). We associate with each point (x, y) its intersection as
well as the set S→(x, y) of intersections of row y with columns x′, for all x < x′ ≤ y. Let us
denote by fp(x, y) (fp stands for fingerprint) the triplet associated with point (x, y).

We prove that if a point (x, y) has n+ 1 columns (x <) x0 < . . . < xn ≤ y on its right
(with n large enough, but polynomially bounded by |ϕ|) such that, for all 0 ≤ i ≤ n, fp(xi, y)
is equal to fp(x, y), then the sequence of atoms that goes from (x, y) to (x,N) is exactly the
same as the sequence of atoms that goes from (x0, y) to (x0, N).

Let G = (GN ,L) be a compass structure and let 0 ≤ x ≤ y. We define S→(x, y) as
the set {([Sh(G)(x′)]∼,L(x′, y)) : x′ > x}. S→(x, y) collects the equivalence classes of ∼
which are witnessed to the right of x on row y plus a “pointer” to the “current atom”,
that is, the atom they are exposing on y. If G = (GN ,L) is homogeneous (as in our
setting), for all 0 ≤ x ≤ y ≤ N , the number of possible sets S→(x, y) is bounded by
224|ϕ|2+6|ϕ|+2·2|ϕ|+1 = 224|ϕ|2+7|ϕ|+3 , that is, it is doubly exponential in the size of |ϕ|.

The next lemma constrains the way in which two columns x, x′, with x < x′ and
Sh(G)(x) ∼ Sh(G)(x′), evolve from a given row y on when S→(x, y) = S→(x′, y).

· · ·

y

y′

··
·

N
x

··
·

x0

··
·

xn

··
·

∼ ∼ . . . ∼

F . . .F

L(x, y′) = L(x0, y
′)

F

S→(xn, y)

S→(xi, y)

S→(x0, y)

S→(x, y)

S→(x, y) = S→(x0, y) = . . . = S→(xi, y) = . . . = S→(xn, y)

Figure 5 A graphical account of the behaviour of covered points. We have that x is covered by
x0 < . . . < xn on row y and thus the labelling of points on column x above (x, y) is exactly the
same of the correspondent points on column x0 above (x0, y), that is, L(x, y′) = L(x0, y′), for all
y ≤ y′ ≤ N .

I Lemma 9. Let G = (GN ,L) be a compass structure and let 0 ≤ x < x′ ≤ y ≤ N . If
fp(x, y) = fp(x′, y) and y′ is the smallest point greater than y such that L(x, y′) 6= L(x, y),
if any, and N otherwise, then, for all y ≤ y′′ ≤ y′, L(x, y′′) = L(x′, y′′).
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From Lemma 9, the next corollary follows.

I Corollary 10. Let G = (GN ,L) be a compass structure and let 0 ≤ x < x′ ≤ y ≤ N . If
fp(x, y) = fp(x′, y) and y′ is the smallest point greater than y such that L(x, y′) 6= L(x, y),
if any, and N otherwise, then, for every pair of points x, x′, with x < x < x′ < x′, with
L(x, y) = L(x′, y) and Sh(G)(x) ∼ Sh(G)(x′) 6∼ Sh(G)(x), it holds that L(x, y′′) = L(x′, y′′),
for all y ≤ y′′ ≤ y′.

The above results lead us to the identification of those points (x, y) whose behaviour
perfectly reproduces that of a number of points (x′, y) on their right with fp(x, y) = fp(x′, y).
These points (x, y), like all points “above” them, are useless with respect to fulfilment in a
compass structure. We call them covered points.

I Definition 11. Let G = (GN ,L) be a compass structure and 0 ≤ x ≤ y ≤ N . We say that
(x, y) is covered iff there exist n+ 1 = ∆↑(L(x, y)) distinct points x0 < . . . < xn ≤ y, with
x < x0, such that for all 0 ≤ i ≤ n, fp(x, y) = fp(xi, y). In such a case, we say that x is
covered by x0 < . . . < xn on y.

I Lemma 12. Let G = (GN ,L) be a compass structure and let x, y, with 0 ≤ x ≤ y ≤ N , be
two points such that x is covered by points x0 < . . . < xn on y. Then, for all y ≤ y′ ≤ N , it
holds that Sh(G)(x)[y′] = Sh(G)(x0)[y′].

In Figure 6, we give an intuitive account of the notion of covered point and of the statement
of Lemma 12. First of all, we observe that, since S→(x, y) = S→(x0, y) = . . . = S→(xn, y)
and, for all 0 ≤ j, j′ ≤ n, it holds that (Sh(G)(xj),L(xj , y)) = (Sh(G)(xj′),L(xj′ , y)), there
exists xn < x̂ ≤ y such that (Sh(G)(xn),L(xn, y)) = (Sh(G)(x̂), L(x̂, y)), and x̂ is the
smallest point greater than xn that satisfies such a condition. Now, it may happen that
S→(xn, y) ⊃ S→(x̂, y), and all points x′ > xn with (Sh(G)(x′),L(x′, y)) = (Sh(G)(x),L(x, y)),
for some x < x < xn, are such that xn < x′ < x̂. Then, it can be the case that, for all
0 ≤ i ≤ n, L(xi, y

′) = Fi+1, as all points (xi, y
′) satisfy some D-request ψ that only belongs

to L(x′, y′ − 1). In such a case, as shown in Figure 6, L(x̂, y′) = Fi, because for all points
(x̂′, ŷ′), with x̂ < x̂′ ≤ ŷ′ < y′, ψ /∈ L(x̂′, ŷ′). Hence, (Sh(G)(xn), Fi+1) ∈ S→(xj , y

′) for all
0 ≤ j < n, but (Sh(G)(xn), Fi+1) /∈ S→(xn, y

′). Then, by applying Corollary 10, we have that
S→(x0, y

′) = S→(xn−1, y
′). Since ∆↑(Fi+1) < ∆↑(Fi)(= n), it holds that ∆↑(Fi+1) ≤ n− 1

The same argument can then be applied to x, x0, . . . , xn−1 on y′, and so on.

4.3 A contraction method for homogeneous compass structures
In this section, we complete the proof of Theorem 3 by providing a small model theorem
for compass structures. By exploiting Lemma 12, we can show that, for each row y, the
cardinality of the set of columns x1, . . . , xm which are not covered on y is exponential in |ϕ|.
Then, the sequence of triplets for non-covered points that appear on y is bounded by an
exponential value on |ϕ|. It follows that, in a compass structure of size more than doubly
exponential in |ϕ|, there exist two rows y, y′, with y < y′, such that the sequences of the
triplets for non-covered points that appear on y and y′ are exactly the same. This allows us
to apply a “contraction” between y and y′ on the compass structure.

An example of how contraction works is given in Figure 7.
First of all, notice that rows 7 and 11 feature the same sequences for triplets of non-covered

points, and that, on any row, each covered point is connected by an edge to the non-covered
point that “behaves” in the same way. More precisely, we have that column 2 behaves as
column 4 between y = 7 and y′ = 15, columns 3, 5, and 7 behave as column 8 between y = 11
and y′ = 15, and column 4 behaves as column 6 between y = 11 and y′ = 15.
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y

y′

y′ − 1

x

Fi

x

Gj

x0

Fi . . .
xn−1

Fi

...

Fi+1

Fi

xn

Fi

x′

Gj

x̂

Fi

Fi

...

Gj+k

Gj+k−1

Gj+1

...

Fi

...

. . .

. . .
Fi

...
Gj+1Gj+1

...

Gj+k−1

Gj+k Fi

...

Fi+1 Fi+1 Fi+1 Fi

Figure 6 An intuitive account of the statement of Lemma 12.

The compass structure in Figure 7.(a) can thus be shrinked into the compass structure
in Figure 7.(b), where each column of non-covered points x on y′ is copied above the
corresponding non-covered point x′ on y. Moreover, the column of a non-covered point x on
y′ is copied over all the points which are covered by the non-covered point x′ corresponding
to x on y. This is the case with point 2 in Figure 7.(b) which takes the new column of its
“covering” point 4. The resulting compass structure is y′ − y shorter than the original one,
and we can repeatedly apply such a contraction until we achieve the desired bound.

The next corollary, which easily follows from Lemma 12 , turns out to be crucial for the
proof of the EXPSPACE membership of the satisfiability problem for BD. Roughly speaking,
it states that the property of “being covered” propagates upward.

I Corollary 13. Let G = (GN ,L) be a compass structure. Then, for every covered point
(x, y), it holds that, for all y ≤ y′ ≤ N , point (x, y′) is covered as well.

From Corollary 13, it immediately follows that, for every covered point (x, y) and every
y ≤ y′ ≤ N , there exists x′ > x such that L(x′, y′) = L(x, y′). Hence, for all x, y, with
x < x ≤ y′ < y, and any D-request ψ ∈ ReqD(L(x, y)) ∩ ObsD(L(x, y)), we have that
ψ ∈ L(x′, y), with x′ > x. This allows us to conclude that if (x, y) is covered, then all points
(x, y′), with y′ ≥ y, are “useless” from the point of view of D-requests.

Let G = (GN ,L) be a compass structure and 0 ≤ y ≤ N . We define the set of witnesses
of y as the set WitG(y) = {x : (x, y) is not covered}. Corollary 13 guarantees that, for any
row y, the shading Sh(G)(x) and the labelling L(x, y) of witnesses x ∈WitG(y) are sufficient,
bounded, and unambiguous pieces of information that one needs to maintain about y.

Given a compass structure G = (GN ,L) and 0 ≤ y ≤ N , we define the row blueprint of y
in G, written RowG(y), as the sequence RowG(y) = ([Sh0

B]∼, F0) . . . ([Shm
B ]∼, Fm) such that

m+ 1 = |WitG(y)| and there exists a bijection b : WitG(y)→ {0, . . . ,m} such that, for every
x ∈WitG(y), it holds that Sh(G)(x) ∈ [Shb(x)

B ]∼ and Fb(x) = L(x, y), and for every x, x′ in
WitG(y), b(x) < b(x′)↔ x < x′.

Now, we are ready to prove the following small model theorem.

I Theorem 14. Let G = (GN ,L) be a compass structure. If there exist two points y, y′,
with 0 ≤ y < y′ ≤ N , such that RowG(y) = RowG(y′), then there exists a compass structure
G′ = (GN ′ ,L′) with N ′ = N − (y′ − y).
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Figure 7 An example of contraction, where compass structure (a) is contracted into compass
structure (b).

To conclude the proof of Theorem 3, it suffices to show that if a BD formula is satisfiable,
then it is satisfied by a doubly exponential compass structure, whose existence can be checked
in exponential space.

I Theorem 15. Let ϕ be a BD formula. It holds that ϕ is satisfiable iff there is a compass
structure G = (GN ,L) for it such that N ≤ 22(|ϕ|+1)(4|ϕ|2+7|ϕ|+3)28|ϕ|2+14|ϕ|+6 , whose existence
can be checked in EXPSPACE.

5 Conclusions

In this paper, we proved that the satisfiability problem for BD over homogeneous compass
structures is in EXPSPACE. This result improves the previously-known non-elementary
upper bound [10]. The problem of determining the exact complexity of the fragment BE,
which is known to be EXPSPACE-hard and subsumes BD, [2], remains open.

As already pointed out, as a by-product, we obtained a better complexity bound to the
problem of checking the emptiness of the fragment of star-free generalized regular expressions
that replaces concatenation by prefix and infix relations.

In a similar way, a precise characterization of the complexity of the satisfiability problem
for BE would be immediately transferable to the emptiness problem for languages in the
fragment of star-free generalized regular expressions that replaces concatenation by prefix
and suffix relations.
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Abstract
Game of Life is a simple and elegant model to study dynamical system over networks. The model
consists of a graph where every vertex has one of two types, namely, dead or alive. A configuration
is a mapping of the vertices to the types. An update rule describes how the type of a vertex is
updated given the types of its neighbors. In every round, all vertices are updated synchronously,
which leads to a configuration update. While in general, Game of Life allows a broad range of update
rules, we focus on two simple families of update rules, namely, underpopulation and overpopulation,
that model several interesting dynamics studied in the literature. In both settings, a dead vertex
requires at least a desired number of live neighbors to become alive. For underpopulation (resp.,
overpopulation), a live vertex requires at least (resp. at most) a desired number of live neighbors to
remain alive. We study the basic computation problems, e.g., configuration reachability, for these
two families of rules. For underpopulation rules, we show that these problems can be solved in
polynomial time, whereas for overpopulation rules they are PSPACE-complete.
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1 Introduction

Game of Life is a well-known model to study dynamics over networks. We consider the
classical model of Game of Life and study two simple update rules for which we establish
algorithms and computational complexity. We start with a description of dynamical systems,
then explain Game of Life and our simplified rules, and finally state our main results.

Dynamical systems. A dynamical system describes a set of rules updating the state of the
system. The study of dynamical systems and computational questions related to them is
a core problem in computer science. Some classic examples of dynamical systems are the
following: (a) a set of matrices that determine the update of the state of the dynamical
system [4, 14]; (b) a stochastic transition matrix that determines the state update (the
classical model of Markov chains) [11]; (c) dynamical systems that allows stochastic and
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non-deterministic behavior (aka Markov decision processes) [9, 15, 1]; and so on. To study
dynamics over networks the two classical models are Game of Life [10, 3] and cellular
automata [20].

Game of Life. Game of Life is a simple yet elegant model to study dynamical systems
over networks. The network is modeled as a graph where every vertex has one of two types,
namely, dead or alive. A configuration (or state of the system) is a mapping of the vertices to
the types. An update rule describes how the type of a vertex is updated given the types of its
neighbors. In every round, all vertices are updated synchronously, leading to a configuration
update. In Game of Life, the update rules are deterministic, hence the configuration graph is
deterministic. In other words, from each starting configuration, the updates lead to a finite
path followed by a cycle in the configuration graph. While in Game of Life the successor of a
state only depends on its number of neighbors of each type, in the more general model of
cellular automata the update rule can also distinguish among the positions of the neighbors.

Simplified rules. While the update rules in Game of Life are quite general, in this work,
we focus on two simplified rules, namely, underpopulation rules and overpopulation rules:

Underpopulation rule. According to an underpopulation rule, a dead vertex becomes alive
if it has at least i0 live neighbors, and remains dead otherwise; a live vertex remains alive
if it has at least i1 live neighbors, and becomes dead otherwise.
Overpopulation rule. According to an overpopulation rule, a dead vertex becomes alive if
it has at least i0 live neighbors, and remains dead otherwise; a live vertex remains alive if
it has at most i1 live neighbors, and becomes dead otherwise.

See Section 2 for the formal details of the definition, and a detailed comparison of our setting
with cellular automata, and Conway’s original Game of Life.

Motivation. While we consider simpler rules, we study their effect on any type of graph,
contrary to cellular automata that focus on grids. This allows us to model several complex
situations studied in the literature. For example, the underpopulation rule models the spread
of ideas, where a person adopts a new idea only if sufficiently many neighbors adopt it, or
study bandwagon effects where an item is considered useful if sufficiently many neighbors
use it. In contrast, the overpopulation rule models anti-coordination effects where the goal
is to avoid a popular pub, or model snob effects where individuals discard a fashion if too
many neighbors have adopted it. See Section 3 for further details.

Basic computational problems. We study two basic computational problems for the un-
derpopulation and overpopulation rule. The first computational problem is the configuration
reachability question which asks, given an initial configuration and a target configuration,
whether the target configuration is reachable from the initial configuration. The second
computational problem is the long-run average question, which asks, given an initial con-
figuration, what is the long-run average of the number of live vertices. Note that in the
configuration graph, any initial configuration is the source of a finite path followed by a cycle.
The long-run average question asks about the average number of live vertices in the cycle.

Our contributions. Our main contributions are algorithms and complexity results for the
two families of rules. First, for the underpopulation rules, we present polynomial time
algorithms for both computational problems for all graphs. Thus, we identify a simple update
rule in Game of Life, that can model several interesting scenarios, for which we present
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efficient algorithms. Second, for the overpopulation rules, we show that both computational
problems are PSPACE-complete. Note that the PSPACE upper bound holds for general
update rules for Game of Life, hence the main contribution is the PSPACE hardness proof.
Moreover, we show that the PSPACE hardness even holds for regular graphs with a constant
degree. Note that the difference between underpopulation and overpopulation is minimal (one
inequality reversed), yet we show that while efficient algorithms exist for underpopulation
rules, the computational problems for overpopulation rules are intractable.

2 Preliminaries

Given a finite alphabet A, we denote by A∗ the set of finite sequences of elements of A,
and by Aω the set of infinite sequences of elements of A. The elements of A∗ and Aω are
called words over A. The length of a word w = a1a2a3 . . . ∈ A∗ ∪Aω is its number of letters,
denoted |w| ∈ N ∪ {+∞}. A factor of w is a sequence of consecutive letters of w. For every
0 ≤ i ≤ j ≤ |w|, we denote by w[i, j] the factor ai+1ai+2 . . . aj of w.

A (finite) graph is a pair G = (V,E) composed of a finite set of vertices V and a set of edges
E ⊆ V × V that are pairs of vertices. A walk of G is a sequence ρ = s1, s2, s3 . . . ∈ V ∗ ∪ V ω

such that each pair of consecutive vertices is an edge: (si, si+1) ∈ E for every 1 ≤ i < |ρ|. A
(simple) path is a walk whose vertices are all distinct. A (simple) cycle is a walk in which
the first and last vertices are identical, and all the other vertices are distinct. A graph is
called undirected if its set of edges is symmetric: (s, t) ∈ E ⇔ (t, s) ∈ E. Two vertices of an
undirected graph are called neighbors if they are linked by an edge.

2.1 Configurations and update rules
A configuration of a graph is a mapping of its vertices into the set of states {0, 1}. We say
that a vertex is dead if it is in state 0, and alive if it is in state 1. An update rule R is a
set of deterministic, time-independant, and local constraints determining the evolution of
configurations of a graph: the successor state of each vertex is determined by its current state
and the states of its neighbors. We define an update rule formally as a pair of functions: for
each q ∈ {0, 1}, the state update function φq maps any possible neighborhood configuration to
a state in {0, 1}. The successor state of a vertex in state q with neighborhood in configuration
cn is then defined as φq(cn) ∈ {0, 1}.

In this work, we study the effect on undirected graphs of update rules definable by state
update functions that are symmetric and monotonic (configurations are partially ordered by
comparing through inclusion their subsets of live vertices). In this setting, a vertex is not
able to differentiate its neighbors, and has to determine its successor state by comparing the
number of its live neighbors with a threshold. These restrictions give rise to four families of
rules, depending on whether φ0 and φ1 are monotonic increasing or decreasing. We study
the two families corresponding to increasing φ0, the two others can be dealt with by using
symmetric arguments.

Underpopulation. An underpopulation (update) rule R+(i0, i1) is defined by two thresholds:
i0 ∈ N is the minimal number of live neighbors needed for the birth of a dead vertex, and
i1 ∈ N is the minimal number of live neighbors needed for a live vertex to stay alive. Formally,
the successor φq(m) of a vertex currently in state q ∈ {0, 1} with m ∈ N live neighbors is

φ0(m) =
{

0 if m < i0;
1 if m ≥ i0.

φ1(m) =
{

0 if m < i1;
1 if m ≥ i1.

This update rule is symmetric and monotonic.
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Overpopulation. An overpopulation (update) rule R−(i0, i1) is defined by two thresholds:
i0 ∈ N is the minimal number of live neighbors needed for the birth of a dead vertex, and
i1 ∈ N is the maximal number of live neighbors allowing a live vertex to stay alive. Formally,
the successor φq(m) of a vertex currently in state q ∈ {0, 1} with m ∈ N live neighbors is

φ0(m) =
{

0 if m < i0;
1 if m ≥ i0.

φ1(m) =
{

0 if m > i1;
1 if m ≤ i1.

This update rule is symmetric and monotonic.

Basic computational problems. To gauge the complexity of an update rule, we study two
corresponding computational problems. Formally, given an update rule R and a graph G,
the configuration graph C(G,R) is the (directed) graph whose vertices are the configurations
of G, and whose edges are the pairs (c, c′) such that the configuration c′ is successor of c
according to the update rule R. Note that C(G,R) is finite since G is finite. Moreover, since
the update rule R is deterministic, every vertex of the configuration graph is the source of a
single infinite walk composed of a finite path followed by a cycle.

The configuration reachability problem, denoted Reach, asks, given a graph G, an initial
configuration cI , and a final configuration cF , whether the walk in C(G,R) starting from
cI eventually visits cF .
The long-run average problem, denoted Avg, asks, given a threshold δ ∈ [0, 1], a graph G,
and an initial configuration cI , whether δ is strictly smaller than the average ratio of live
vertices in the configurations that are part of the cycle in C(G,R) reached from cI .

2.2 Comparison to other models
We show similarities and differences between our update rules and similar models.

Cellular automata. Cellular automata study update rules defined on (usually infinite) grid
graphs [20]. Compared to the setting studied in this paper, more rules are allowed since
neither symmetry nor monotonicity is required, yet underpopulation and overpopulation
rules are not subcases of cellular automata, as they are defined for any type of graph, not
only grids. To provide an easy comparison between the update rules studied in this paper
and some well-studied cellular automata, we now define Rule 54 and Rule 110 (according to
the numbering scheme presented in [19]) using the formalism of this paper.
1. Rule 54 [5, 13] coincides with the overpopulation rule R−(1, 0) applied to the infinite

unidimensional linear graph. A dead vertex becomes alive if one of its neighbors is alive,
and a live vertex stays alive only if both its neighbors are dead. Formally, the successor
φq(m) of a vertex currently in state q ∈ {0, 1} with m ∈ {0, 1, 2} live neighbors is

φ0(m) =
{

0 if m = 0;
1 if m ≥ 1. φ1(m) =

{
0 if m ≥ 1;
1 if m = 0.

This update rule is symmetric and monotonic. It can be used to model logical gates [13],
and is conjectured to be Turing complete.

2. Rule 110 [8] is defined over the infinite unidimensional linear graph. A dead vertex copies
the state of its right neighbor, and a live vertex stays alive as long as at least one of its
neighbors is alive. Formally, the successor φq(`, r) of a vertex currently in state q ∈ {0, 1}
with left neighbor in state ` ∈ {0, 1} and right neighbor in state r ∈ {0, 1} is

φ0(`, r) = r; φ1(`, r) =
{

0 if ` = r = 0;
1 otherwise.

This update rule is monotonic, but not symmetric. It is known to be Turing complete.
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Game of Life. Game of Life requires update rules that are symmetric, but not necessarily
monotonic. The most well known example is Conway’s Game of Life [10, 3], that has been
adapted in various ways, for example as 3-D Life [2], or the beehive rule [21]. Conway’s
game of life studies the evolution of the infinite two-dimensional square grid according to the
following update rule: a dead vertex becomes alive if it has exactly three live neighbors, and
a live vertex stays alive if it has two or three live neighbors. Formally, the successor φq(m)
of a vertex currently in state q ∈ {0, 1} with m ∈ N live neighbors is

φ0(m) =
{

0 if m 6= 3;
1 if m = 3. φ1(m) =

{
0 if m /∈ {2, 3};
1 if m ∈ {2, 3}.

This update rule is symmetric, but not monotonic. It is known to be Turing complete [3].

3 Motivating Examples

Our dynamics can represent situations where an individual (a vertex) adopts a behavior (or
a strategy) only if the behavior is shared by sufficiently many neighboring individuals. Then,
the underpopulation setting corresponds to behaviors that are abandoned if not enough
neighbors keep on using it, while the overpopulation setting models behaviors that are
dropped once they are adopted by too many. We present several examples.

3.1 Underpopulation
Innovation. The problem of spreading innovation is considered in [16, 17]. Initially, a small
group of people starts using a new product and if others see it used, they adopt the innovation.
In our setting this corresponds to the underpopulation model. The question of determining
whether the innovation gets to some key people can be formalised as the configuration
reachability problem Reach, and predicting how many people will eventually be using the
innovation amounts to solve the long-run average problem Avg. Similar questions are asked
in [18], where the authors study how opinions form.

Positive feedback. In the paper [12], the bandwagon and Veblen effects are described.
These consider a fact that the demand for an item increases with the number of people using
that item. Under this hypothesis, determining the demand corresponds to solve Avg for an
underpopulation rule. Many more examples, for example, how people behave depending on
what their friends do, can be found in [7]. Anything from emotions to obesity can spread
through a network, usually following small modifications of the underpopulation rule.

3.2 Overpopulation
Anticoordination. Imagine that you want to go mushroom hunting. You enjoy the peaceful
walk in the forest and love the taste of fried wild mushrooms, or mushroom soup. Mushrooming
is a solitary activity and if too many of your neighbors decide to go mushrooming too, they
annoy you, and you find fewer mushrooms in already searched forest. So, if you were not
mushrooming the day before you can get convinced that the mushrooms are growing by some
neighbors that show you baskets full of delicious mushrooms. However, if you decide to go
and see too many people there, you get discouraged and do not go the next day.

This behavior is called anticoordination and was described in [6], it more generally
describes optimal exploitation of resources. The questions here are: does some set of people
go mushroom hunting, how many people will be mushroom hunting? The overpopulation
closely corresponds to this with Reach and Avg answering the questions.
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Figure 1 Evolution of a graph under the underpopulation rule R+(2, 2). Live vertices are gray.

Snob effect. Many items are desirable because they are expensive, or unique. This behavior
was observed in [12]. People start doing something, but if too many people do it, it loses
appeal. For instance fashion works this way for all of us: People get inspired by what they
see, but if too many people wear the same outfit, they change it.

4 Underpopulation: PTIME Algorithm

In this section, we study underpopulation rules: a vertex comes to life if it has sufficiently
many living neighbours, and then still requires enough living neighbours to stay alive. Our
main result is as follows:

I Theorem 1. For every underpopulation rule, the reachability and long-run average problems
are decidable in polynomial time.

The above result depends on two key propositions. Let us start by having a look at an
example. Figure 1 presents successive configurations of a graph where each vertex requires
at least 2 living neighbours in order to be alive in the next step. The resulting behaviour is
quite simple: after the initial step, the graph keeps on oscillating between two configurations:
the middle vertex has reached a stable state, and the other vertices alternate between being
dead and alive. We show that the behaviour of graphs following underpopulation rules can
actually never be much more complicated than this. First, no huge cycle of configurations
can happen.

I Proposition 2. For every i0, i1 ∈ N and every undirected graph G, the configuration graph
C(G,R+(i0, i1)) admits no simple cycle of length bigger than two.

Moreover, a cycle is always reached early in the process.

I Proposition 3. For every i0, i1 ∈ N and every undirected graph G, the configuration graph
C(G,R+(i0, i1)) admits no simple path of length 2|E|+ 2(i0 + i1 + 1)|V |+ 4 or more.

We now present the proof of Theorem 1, by showing that Proposition 3 yields a polynomial
time algorithm for both Reach and Avg.

Proof of Theorem 1. Since underpopulation rules are deterministic, once a vertex is repeated
in a walk in C(G,R+(i0, i1)), no new configuration can be visited. Therefore, Proposition 3
bounds polynomially the number of configurations reachable from an initial configuration.
Since computing the successor of a configuration and checking the equality of configurations
can both be done in polynomial time, we obtain the following polynomial time algorithms
solving Reach and Avg: first, we list all the configurations reachable from the initial
configuration, then we check if the final configuration is part of it, respectively if the rate of
live vertices in the reached loop is higher than the required threshold. J

The remainder of this section is devoted to the proof of Propositions 2 and 3. Let us
fix an underpopulation rule R+(i0, i1), a graph G = (V,E), and an initial configuration of
G. Our proofs rely on a key lemma that sets a bound on the number of times a vertex of
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G switches its state between two configurations separated by two time steps. We begin by
introducing some technical concepts and notations, then we state our key lemma (Subsection
4.1). Afterwards, we proceed with the formal proofs of Propositions 2 and 3 (Subsection 4.2).

4.1 Key Lemma
We begin by introducing some auxiliary notation, and then we state our key lemma.

Histories. The history of a vertex s ∈ V is the infinite word τs ∈ {0, 1}ω whose letters are
the successive states of s. For instance, in the setting depicted in Figure 1, the histories are:

τ1 = 1(10)ω τ2 = (10)ω τ3 = 01ω τ4 = (10)ω τ5 = (01)ω

The state of vertex 3 stabilises after the first step, and the other four vertices end up
oscillating between two states. The proofs of this section rely on counting, in the histories
of G, the number of factors (sequence of consecutive letters) matching some basic regular
expressions. In order to easily refer to these numbers, we introduce the following notations.
Let us consider the alphabet {0, 1, ?}, where ? is a wildcard symbol matching both 0 and 1.
Given an integer m ∈ N and a word y ∈ {0, 1, ?}∗ of size n ≤ m, we denote by [y]m ∈ N the
number of factors of the prefixes τs[0,m], s ∈ V , that match the expression y. Formally,

[y]m =
∣∣{(s, i) ∈ V × N|i+ n ≤ m, τs[i, i+ n] = y}

∣∣.
Key Lemma. We show that we can bound the number of state switches of the vertices of
G between two configurations separated by two time steps.

I Lemma 4. For every m ≥ 3, the equation [1?0]m + [0?1]m ≤ 2|E|+ 2(i0 + i1 + 1)|V | holds.

Proof sketch. The basic idea is that the current state of a vertex s ∈ V indirectly contributes
to s having the same state two steps in the future: let us suppose that s is alive at time
i ∈ N. Then s contributes towards making its neighbours alive at time i+ 1, which in turn
contribute towards making their own neighbours, including s, alive at time i+ 2. This idea
can be formalised by studying in details the number of occurrences of diverse factors in the
histories of G.

4.2 Proof of Proposition 2 and Proposition 3
Using Lemma 4, we are finally able to demonstrate the two results left unproven at the
beginning of this section. First, we prove Proposition 2. Note that the proof only uses the
fact that [1?0]m + [0?1]m is bounded, and not the precise bound.

I Proposition 2. For every i0, i1 ∈ N and every undirected graph G, the configuration graph
C(G,R+(i0, i1)) admits no simple cycle of length bigger than two.

Proof. Since Lemma 4 bounds the value of [1?0]m + [0?1]m for every m ∈ N, then for
every vertex s ∈ V , factors of the form 1?0 or 0?1 only appear in a bounded prefix of τs.
Therefore, the corresponding infinite suffix only contains factors of the form 1?1 or 0?0, which
immediately yields that the periodic part of τs is of size either 1 or 2. Since this is verified by
every vertex, this shows that under the underpopulation rule R+(i0, i1), the graph G either
reaches a stable configuration, or ends up alternating between two configurations. J
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Finally, we prove Proposition 3. This time, we actually need the precise bound exposed
by Lemma 4.

I Proposition 3. For every i0, i1 ∈ N and every undirected graph G, the configuration graph
C(G,R+(i0, i1)) admits no simple path of length 2|E|+ 2(i0 + i1 + 1)|V |+ 4 or more.

Proof. We prove that if no cycle is completed in the first 2i steps of the process for some
0 < i ∈ N, then the histories of G admit at least 2i− 2 factors of the form 1?0 or 0?1. Since
[1?0]2i+2 + [0?1]2i+2 is smaller than 2|E|+ 2(i0 + i1 + 1)|V | by Lemma 4, this implies that
2i ≤ 2|E|+ 2(i0 + i1 + 1)|V |+ 2, which proves the lemma.

Let i ∈ N be a strictly positive integer, and let us suppose that no configuration is
repeated amongst the first 2i steps of the process. Let us first focus on the sequence of i odd
configurations c1, c3, c5, . . . , c2i−1 of G. By supposition, no configuration is repeated, hence
for every 1 ≤ j ≤ i − 1, at least one vertex has distinct states in the configurations c2j−1
and c2j+1. These i− 1 changes either consist in the death of a live vertex, counting towards
the value [1?0]2i+2, or in the birth of a dead vertex, counting towards the value [0?1]2i+2.
Similarly, focusing on the sequence of i even configurations c2, c4, c6, . . . , c2i yields i−1 distinct
occurrences of vertices changing state between two successive positions of even parity, counting
towards the value [1?0]2i+2 + [0?1]2i+2. As a consequence, 2i − 2 ≤ [1?0]2i+2 + [0?1]2i+2,
hence, by Lemma 4, 2i ≤ 2|E|+ 2(i0 + i1 + 1)|V |+ 2, which concludes the proof. J

5 Overpopulation: PSPACE completeness

In this section, we study overpopulation rules: a vertex comes to life if it has sufficiently many
living neighbors, and dies if it has too many living neighbors. Our result is in opposition to
the result of the previous section:

I Theorem 5. The following assertions hold:
For every overpopulation rule, the reachability and long-run average problems are in
PSPACE.
For the specific case R−(2, 1), the reachability and long-run average are PSPACE-hard.

I Remark 6. The first item of Theorem 5 (the PSPACE upper bound) is straightforward.
Our main contribution is item 2 (PSPACE hardness). We present a graph construction
simulating a Turing machine. In addition, our basic construction can be modified to ensure
that we obtain a regular graph of degree 10.

5.1 General idea for hardness

We create a graph and an initial position simulating a polynomial-space Turing machine.
The graph is mostly composed of dead vertices, with some live vertices that carry signals
and store data. The graph is regular and consists of blobs of vertices. One blob corresponds
to one cell of the tape and stores a tape alphabet symbol. Blobs are connected in a row, and
at most a single blob is active at every point in time. The active blob receives a signal that
corresponds to the state of the Turing machine. It computes the transition function using
the received signal and its stored value. The result of the transition function is then used to
(1) modify the content of the blob and (2) send the resulting state to the neighboring blob,
activating it.
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Figure 2 Signal going throught two con-
nected wires (We suppose its left end is output
of some gadget).

I1{
I2{

O1}
Figure 3 Gate computing AND.

I1{
I2{

O1}

Figure 4 Storage Unit, signal at I1 toggles
state of four vertices to the left of O1. Signal
at I2 gets to O1 only if these four vertices are
alive.

5.2 Basic gadgets
We describe the gadgets used in the construction. Each gadget g has a constant number of
inputs I1, I2, . . . , Ic and outputs O1, O2, . . . , Od that receive, respectively send, signals. Each
input Ii (output Oi) is composed of four vertices that always share the same state. We view
live cells as true and dead cells as false, and denote by Ii,t ∈ {0, 1} (Oi,t ∈ {0, 1}) the value
of the input Ii (output Oi) at time t. Each one of our basic gadgets g has an evaluation
time tg, and is determined to realise a function fg : {0, 1}c → {0, 1}d. Starting from the
inert state (i.e, all the vertices are dead), if the c inputs receive some signal (and no new
parasite signal is received during the next tg steps of the process), it computes fg in tg steps,
broadcast the result through the d outputs, and then goes back to the inert state. We say
that g computes the function

fg : {0, 1}c → {0, 1}d,

(I1,t, I2,t, . . . , Ic,t) 7→ (O1,t+tg
, O2,t+tg

, . . . , Od,t+tg
).

Moreover, for each gadget we suppose that the input is erased after one step, and in turn the
gadget is responsible for erasing its output after one step. Here are the basic gadgets:

The wire transmits a signal. It is evaluated in 2 time steps, has one input I1, and one
output O1 satisfying O1,t+2 = I1,t. Several wires can be connected to create a longer
wire. Figure 2 illustrates the inner workings of the wire.
The splitter duplicates a signal. It is evaluated in 2 time steps, has one input I1, and two
outputs O1, O2 satisfying O1,t+2 = I1,t and O2,t+2 = I1,t.
The OR gate computes the logical disjunction. It is evaluated in 4 time steps, has two
inputs I1, I2, and one output O1 satisfying O1,t+4 = I1,i ∨ I2,i.
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The AND gate (Figure 3) computes the logical conjunction. It is evaluated in 4 time
steps, has two inputs I1, I2, and one output O1 satisfying O1,t+4 = I1,t ∧ I2,t.
The NOT gate computes the logical negation. It is evaluated in 4 time steps, has two
inputs (a clock signal is required to activate the gate), and one output O1 satisfying
O1,t+4 = ¬I2,t ∧ I1,t.

To create a Turing machine, we use one more gadget: the storage unit (Figure 4). Contrary
to the previous gadgets, it does not necessarily erase itself after use, and can store one bit of
information that can be sent upon request. Formally, a storage unit has a state S ∈ {0, 1},
two inputs I1, I2, and one output O1. The first input is used to modify the current state: if
I1,t is true, then the storage unit changes its state in four steps. The second input is used to
make the storage unit broadcast its current state: O1,t+4 = S ∧ I2,t.

Note that every gadget has a fixed number of vertices.

5.3 Functions
Our basic gadgets compute the basic logical operators. We show that combining them yields
bigger gadgets that can compute any binary function, with a small restriction: it is not
possible to produce a positive signal out of a negative signal. For example, our NOT gate
needs a clock signal to be activated. Therefore, we only consider binary functions that map
to 0 all the tuples starting with a 0.

I Lemma 7. Let c ∈ N. For every function f : {0, 1}c → {0, 1} mapping to 0 every tuple
whose first component is 0, we can construct a gadget computing f that is composed of O(2c)
basic gadgets, and is evaluated in O(c) steps.

5.4 Simulating the Turing machine
We now show how to simulate a Turing machine with a graph following R−(2, 1).

I Lemma 8. Let T be a Turing machine. For every input u evaluated by T using C ∈ N
cells of the tape, there exists a bounded degree graph G on O(C) vertices and an initial
configuration c0 of G such that T stops over the input u if and only if updating c0 with the
overpopulation rule R−(2, 1) eventually yields the configuration with only dead vertices

Proof. We suppose that the Turing machine T has a single final state, which can only be
accessed after clearing the tape. We present the construction of the graph G simulating T
through the following steps. First, we encode the states of T , the tape alphabet, and the
transition function in binary. Then, we introduce the notion of blob, the building blocks
of G, and we show that blobs are able to accurately simulate the transition function of T .
Afterwards, we approximate the size of a blob, and finally we define G.

Binary encoding. Let Ts ∈ N be the number of states of T , and Ta ∈ N be the size of its
tape alphabet. We pick two small integers s and n satisfying Ts ≤ 2s−1 and Ta ≤ 2n−1.
We encode the states of T as elements of {0, 1}s, and the alphabet symbols as elements of
{0, 1}n, while respecting the following three conditions: the blank symbol is mapped to 0n,
the final state of T is mapped to 0s, and all the other states are mapped to strings starting
with 1. Then, with respect to these mappings, we modify the transition function of T to:

F : {0, 1}s × {0, 1}n → {0, 1}s × {0, 1}s × {0, 1}n.
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Instead of using one bit to denote the movement, we use 2s bits to store the state and signify
the movement: if the first s bits are zero, the head is moving right; if the second s bits are
zero, the head is moving left; if the first 2s bits are zero, the computation ended. Moreover,
the last n bits of the image of F do not encode the new symbol, but the symmetric difference
between the previous and the next symbol: if the i-th bit of the tape symbol goes from yi to
zi, then F outputs di = yi ⊕ zi (XOR of these two).

Constructing blobs. As we said at the beginning, the graph G is obtained by simulating
each cell of the tape with a blob, which is a gadget storing a tape symbol, and that is able,
when receiving a signal corresponding to a state of T , to compute the corresponding result
of the transition function. The main components of a blob are as follows.

Memory: n storage units (s1, s2, . . . , sn) are used to keep in memory a tape symbol
a ∈ {0, 1}n of T .
Receptor: 2s inputs (I1, I2, . . . , I2s) are used to receive states q ∈ {0, 1}s of T either
from the left or from the right.
Transmitter: 2s outputs (O1, O2, . . . , O2s) are used to send states q ∈ {0, 1}s of T either
to the right or to the left.
Transition gadget: using Lemma 7, we create a gadget computing each of the 2s + n

output bits of F . These gadgets are then combined into a bigger gadget gF that evaluates
them all separately in parallel, and computes the transition function F . Note that gF is
composed of O((n+ s)2n+s) basic gadgets, and its evaluation time is O(n+ s).

Blobs are connected in a row to act as a tape: for every 1 ≤ i ≤ s, the output Oi of
each blob is connected to the input Ii of the blob to its right, and the output Os+i of each
blob is connected to the input Is+i of the blob to its left. When receiving a signal, the blob
transmits the received state and the tape symbol stored in memory to the transition gadget
gF , which computes the corresponding transition, and then apply its results. We now detail
this inner behavior. Note that when a gadget is supposed to receive simultaneously a set of
signals coming from different sources, it is always possible to add wires of adapted length to
ensure that all the signals end up synchronized.

Simulating the transition function. In order to simulate the transition function of T , a
blob acts according to the three following steps:
1. Transmission of the state. A blob can receive a state either from the left (through inputs

I1, I2, . . . , Is) or from the right (through inputs Is+1, Is+2, . . . , I2s), but not from both
sides at the same time, since at every point in time there is at most one active state.
Therefore, if for every 1 ≤ i ≤ s we denote by xi the disjunction of the signals received
by Ii and Is+i, then the resulting tuple (x1, x2, . . . , xs) is equal to the state received as
signal (either from the left or the right), which can be fed to the gadget gF . Formally, the
blob connects, for all 1 ≤ i ≤ s, the pair Ii, Is+i to an OR gate whose output is linked to
the input Ii of gF .

2. Transmission of the tape symbol. Since the first component of any state apart from the
final state is always 1, whenever a blob receives a state, the component x1 defined in the
previous paragraph has value 1. The tape symbol (y1, y2, . . . , yn) currently stored in the
blob can be obtained by sending, for every 1 ≤ i ≤ n, a copy of x1 to the input I2 of the
storage unit si, causing it to broadcast its stored state yi. The tuple can then be fed to
the gadget gF . Formally, the blob uses n splitters to transmit the result of the OR gate
between I1 and Is+1 to the input I1 of each storage unit. Then, for every 1 ≤ i ≤ n, the
output O1 of the storage unit si is connected to the input Is+i of gF .
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3. Application of the transition. Upon receiving a state and a tape symbol, gF computes the
result of the transition function, yielding a tuple (r1, r2, . . . , rs+n). The blob now needs
to do two things: send a state to the successor blob, and update the element of the tape.
Connecting the output Oi of gF to the output Oi of the blob for every 1 ≤ i ≤ 2s ensures
that the state is sent to the correct neighbor: the values (r1, r2, . . . , rs) are nonzero if the
head is supposed to move to the right, and the outputs O1, O2, . . . , Os of the blob are
connected to the right. Conversely, (rs+1, rs+2, . . . , r2s) is nonzero if the head is supposed
to move to the left, and the outputs Os+1, Os+2, . . . , O2s of the blob are connected to the
left.
Finally, connecting the output O2s+i of gF to the input I1 of si for all 1 ≤ i ≤ n ensures
that the state is correctly updated: this sends the signal di to the input I1 of the storage
unit si. Since di is the difference between the current bit and the next, the state of si

will change only if it has to.

Size of a blob. To prepare the signal for the transition function and to send the signal to
another blob, only O(n + s) basic gadgets and O(n) steps are needed. As a consequence,
the size of a blob is mainly determined by the size of the transition gadget gF : one blob
is composed of O((n+ s)2n+s) basic gadgets of constant size, and evaluating a transition
requires O(n + s) steps. Since n and s are constants (they depend on T , and not on the
input u), the blob has constant size. Moreover, all the basic gadgets used in the construction
have bounded degree, so the blob also has bounded degree.

Constructing G. Now that we have blobs that accurately simulate the transition function
of T , constructing the graph G simulating the behavior of T over the input u is easy: we
simply take a row of C blobs (remember that C ∈ N is the number of tape cells used by
T to process u). Since the size of a blob is constant, G is polynomial in C. We define the
initial configuration of G by setting the states of the |u| blobs on the left of the row to the
letters of u, and setting the inputs I1 to Is of the leftmost blob to the signal corresponding
to the initial state of T as if it was already in the process. As explained earlier, the blobs
then evolve by following the run of T . If the Turing machine stops, then its tape is empty
and the final state is sent. Since in G the final state is encoded by 0s and the blank symbol
is encoded by 0n, this results in G reaching the configuration where all the vertices are dead.
Conversely, if T runs forever starting from the input u, there will always be some live vertices
in G to transmit the signal corresponding to the state of T . J

Proof of Theorem 5. By Lemma 8, we can reduce any problem solvable by a polynomially
bounded Turing machine into Reach, asking whether the configuration with only dead
vertices is reached, or into Avg, asking whether the long-run average is strictly above 0. J

6 Conclusion

In this work, we identify two simple update rules for Game of Life. We show (in Section 3)
that these simple rules can model several well-studied dynamics in the literature. While we
show that efficient algorithms exist for the underpopulation rule, the computational problems
are PSPACE-hard for the overpopulation rule. An interesting direction for future work would
be to consider whether for certain special classes of graphs (e.g., grids) efficient algorithms
can be obtained for the overpopulation rule.
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Abstract
Semidefinite programming (SDP) is a central topic in mathematical optimization with extensive
studies on its efficient solvers. In this paper, we present a proof-of-principle sublinear-time algorithm
for solving SDPs with low-rank constraints; specifically, given an SDP with m constraint matrices,
each of dimension n and rank r, our algorithm can compute any entry and efficient descriptions of the
spectral decomposition of the solution matrix. The algorithm runs in time O(m · poly(logn, r, 1/ε))
given access to a sampling-based low-overhead data structure for the constraint matrices, where ε is
the precision of the solution. In addition, we apply our algorithm to a quantum state learning task
as an application.

Technically, our approach aligns with 1) SDP solvers based on the matrix multiplicative weight
(MMW) framework by Arora and Kale [TOC ’12]; 2) sampling-based dequantizing framework
pioneered by Tang [STOC ’19]. In order to compute the matrix exponential required in the MMW
framework, we introduce two new techniques that may be of independent interest:

Weighted sampling: assuming sampling access to each individual constraint matrix A1, . . . , Aτ ,
we propose a procedure that gives a good approximation of A = A1 + · · ·+Aτ .
Symmetric approximation: we propose a sampling procedure that gives the spectral decomposition
of a low-rank Hermitian matrix A. To the best of our knowledge, this is the first sampling-based
algorithm for spectral decomposition, as previous works only give singular values and vectors.
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1 Introduction

Semidefinite programming (SDP) is a central topic in the studies of mathematical optimization
and theoretical computer science, with a wide range of applications including algorithm
design, machine learning, operations research, etc. The importance of SDP comes from both
its generality that contains the better-known linear programming (LP) and the fact that it
admits polynomial-time solvers. Mathematically, an SDP is defined as follows:

max Tr[CX] (1)
s.t. Tr[AiX] ≤ bi ∀ i ∈ [m]; (2)

X � 0, (3)

where m is the number of constraints, A1, . . . , Am, C are n × n Hermitian matrices, and
b1, . . . , bm ∈ R; Eq. (3) restricts the variable matrix X to be positive semidefinite (PSD),
i.e., X is an n× n Hermitian matrix with non-negative eigenvalues (more generally, X � Y
means that X − Y is a PSD matrix). An ε-approximate solution of this SDP is an X∗ that
satisfies Eqns. (2) and (3) while Tr[CX∗] ≥ OPT− ε (OPT being the optimum of the SDP).

There is rich literature on solving SDPs. Ellipsoid method gave the first polynomial-time
SDP solvers [29, 19], and the complexities of the SDP solvers had been subsequently improved
by the interior-point method [34] and the cutting-plane method [3, 33]; see also the survey
paper [38]. The current state-of-the-art SDP solver [31, 24] runs in time Õ(m(m2 + nω +
mn2)poly(log 1/ε)), where ω < 2.373 is the exponent of matrix multiplication.1 On the other
hand, if we tolerate polynomial dependence in 1/ε, Arora and Kale [7] gave an SDP solver
with better complexities in m and n: Õ(mn2(RpRd/ε)4 + n2(RpRd/ε)7), where Rp, Rd are
given upper bounds on the `1-norm of the optimal primal and dual solutions, respectively
(see more details in [5]). This is subsequently improved to Õ(m/ε2 + n2/ε2.5) by Garber and
Hazan [16, 17] when Rp, Rd = 1 and bi = 0 in Eq. (2) for all i ∈ [m]; as a complement, [16]
also established a lower bound Ω(m/ε2 + n2/ε2) under the same assumption.

The SDP solvers mentioned above all use the standard entry-wise access to matrices
A1, . . . , Am, and C. In contrast, a common methodology in algorithm design is to assume a
certain natural preprocessed data structure such that the problem can be solved in sublinear
time, perhaps even in poly-logarithmic time, given queries to the preprocessed data structure
(e.g., see the examples discussed in Section 1.3). Such methodology is extensively exploited
in quantum algorithms, where we are given a unitary oracle to access entries of matrices
in superposition, a fundamental feature in quantum mechanics and the essence of quantum
speedups. In particular, quantum SDP solvers in the case that matrices are sparse have
been studied in [10, 5, 9, 4] and culminate in a quantum algorithm that runs in time
Õ
(
(
√
m +

√
nRpRd/ε)n(RpRd/ε)4) [4], which achieve polynomial speedup comparing to

existing classical algorithms in m and n. Based on an oracle that can prepare the quantum
state corresponding to the positive semidefinite part of Hermitian matrices,2 quantum
exponential speedup in n has been achieved for matrices with rank r = poly(logn) by [9, 4],
whose algorithms run in time Õ(

√
m) · poly(logm, logn, r, 1/ε). Considering this, SDP was

previously believed to be a strong candidate for exponential quantum speedups in the low-rank
setting (see e.g. [35]).

1 Throughout the paper, Õ(f(·)) denotes O (f(·)polylog(f(·))).
2 Ref. [4] called this the quantum state input model. Their complexity is expressed in terms of a parameter
B, which is basically the trace norm of the constraint and cost matrices, which then is basically the
rank for matrices with spectral norm 1.
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Mutually inspired by both classical and quantum SDP solvers, and the series of “dequant-
ization” results [36, 12] lead by Tang’s breakthrough result [37], in this work we strive to
match the exponential speedup of [9, 4] with a classical algorithm, with the same low-rank
requirement on constraint and cost matrices.

1.1 Main results
We show that when the constraint and cost matrices are low-rank, with a low-overhead data
structure that supports the following sampling access, there exists a classical algorithm whose
runtime is logarithmic in the dimension n of the matrices.

I Definition 1 (Sampling and query access). Let M ∈ Cn×n. Denote ‖·‖ to be the `2 norm
and ‖·‖F to be the Frobenius norm. We say that we have the sampling access to M if we can
1. sample a row index i ∈ [n] of M where the probability of row i being chosen is

‖M(i, ·)‖2∥∥M∥∥2
F

;

2. for all i ∈ [n], sample an index j ∈ [n] where the probability of j being chosen is

|M(i, j)|2

‖M(i, ·)‖2 ;

3. query the entry M(i, j) for any i, j ∈ [n]; and
4. evaluate norms of ‖M‖F and ‖M(i, ·)‖ for i ∈ [n],
with time complexity O(poly(logn)) for each sampling and norm access.

A low-overhead data structure that allows for this sampling access is shown in Section 2.2.
Our main result is as follows.

I Theorem 2 (informal; see Theorems 6 and 12 and Algorithm 7). Let C,A1, . . . , Am ∈ Cn×n
be an SDP instance as in Eqns. (1) to (3). Suppose rank(C),maxi∈[n] rank(Ai) ≤ r. Given
sampling access to A1, . . . , Am, C in Definition 1, there is an algorithm that gives any specific
entry of an ε-approximate solution of the SDP with probability at least 2/3; the algorithm
runs in time O(m · poly(logn, r,RpRd/ε)), where Rp, Rd are given upper bounds on the
`1-norm of the optimal primal and dual solutions.

Comparing our results to existing classical randomized algorithms for solving SDP
(e.g., [7, 16, 17]), our algorithm outperforms existing classical SDP solvers given sampling
access to the constraint matrices (which can be realized with a low-overhead data structure).
Specifically, the running time of our algorithm is O(m · poly(logn, r,RpRd/ε)) according
to Theorem 2, which achieves exponential speedup in terms of n with the data structure
given in Theorem 5. It is worth noting that there are other ways to implement the sampling
and query access. For example, Drineas, Kannan, and Mahoney [14, Lemma 2] showed
that the sampling access in Definition 1 can be achieved with poly-logarithmic space if the
matrix elements are streamed. Therefore, Theorem 2 also implies that there exists a one-pass
poly-logarithmic space algorithm for low-rank SDP in the data-streaming model.

Compared to quantum algorithms, our algorithm has comparable running time. It is
because existing quantum SDP solvers that achieve exponential speed up in terms of n all
basically have polynomial dependence on the rank r [9, 4], so they also have poly(logn, r)
complexity. It is worth noting that the quantum SDP solvers require additional assumptions

MFCS 2020



23:4 Quantum-Inspired Sublinear Alg. for Solving Low-Rank Semidefinite Programming

on the way the matrices are given. Furthermore, we give query access to the solution matrix
which was not achieved by existing quantum SDP solvers, as they only give sampling access
to the solution matrix. In this regard, it is easy to obtain the sampling access of the solution
matrix from our algorithm by extending the rejection sampling techniques of [37] as pointed
out by Tang3.

Our result aligns with the studies of sampling-based algorithms for solving linear algebraic
problems. In particular, [15] gave low-rank approximations of a matrix in poly-logarithmic
time with sampling access to the matrix as in Definition 1. Recently, Tang extended the idea
of [15] to give a poly-logarithmic time algorithm for solving recommendation systems [37].
Subsequently, still under the same sampling assumption, Tang [36] sketched poly-logarithmic
algorithms for principal component analysis and clustering assignments, and two follow-up
papers [18, 12] gave poly-logarithmic algorithms for solving low-rank linear systems. All
these sampling-based sublinear algorithms directly exploit the sampling approach in [15]
(see Section 1.2 for details); to solve SDPs, we derive an augmented sampling toolbox which
includes two novel techniques: weighted sampling and symmetric approximation.

As a corollary, our SDP solver can be applied to learning quantum states4 efficiently. A
particular task of learning quantum states is shadow tomography [1], where we are asked to
find a description of an unknown quantum state ρ such that we can approximate Tr[ρEi]
up to error ε for a specific collection of Hermitian matrices E1, . . . , Em where 0 � Ei � I

and Ei ∈ Cn×n for all i ∈ [m] (such Ei can also be viewed as a measurement operator in a
two-outcome POVM in quantum computing). Mathematically, shadow tomography can be
formulated as the following SDP feasibility problem:

Find σ such that |Tr[σEi]− Tr[ρEi]| ≤ ε ∀ i ∈ [m]; (4)
σ � 0, Tr[σ] = 1. (5)

Under a quantum model proposed by [9] where ρ,E1, . . . , Em are stored as quantum
states, the state-of-the-art quantum algorithm [4] solves shadow tomography with time
O
(
(
√
m+min{

√
n/ε, r2.5/ε3.5})r/ε4

)
where r = maxi∈[m] rank(Ei); in other words, quantum

algorithms achieve poly-logarithmic complexity in n for low-rank shadow tomography. We
observe the same phenomenon under our sampling-based model:

I Corollary 3 (informal; see Corollary 15). Given sampling access of matrices E1, . . . , Em ∈
Cn×n as in Definition 1 and real numbers Tr[ρE1], . . . ,Tr[ρEm], there is an algorithm that
gives a succinct description as in Remark 13 and any entry of an ε-approximate solution σ
of the shadow tomography problem defined as Eqns. (4) and (5) with probability at least 2/3;
the algorithm runs in time O(m · poly(logn, r, 1/ε)).

1.2 Techniques

Matrix multiplicative weight method (MMW). We study a normalized SDP feasibility
testing problem defined as follows:

3 Personal communication.
4 A quantum state ρ is a PSD matrix with trace one.
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I Definition 4 (Feasibility of SDP). Given an ε > 0, m real numbers a1, . . . , am ∈ R, and
Hermitian n× n matrices A1, . . . , Am where −I � Ai � I, ∀j ∈ [m], define Sε as the set of
all X such that

Tr[AiX] ≤ ai + ε ∀ i ∈ [m]; (6)
X � 0; (7)

Tr[X] = 1. (8)

For ε-approximate feasibility testing of the SDP, we require that:
If Sε = ∅, output “infeasible”;
If S0 6= ∅, output an X ∈ Sε.5

It is well-known that one can use binary search to reduce ε-approximation of the SDP in
Eqns. (1) to (3) to O(log(RpRd/ε)) calls of the feasibility problem in Definition 4 with
ε = ε/(RpRd).6 Therefore, in this paper we focus on solving feasibility testing of SDPs.

To solve the feasibility testing problem in Definition 4, we follow the matrix multiplicative
weight (MMW) framework [6]. To be more specific, we follow the approach of regarding
MMW as a zero-sum game with two players (see, e.g., [21, 39, 20, 30, 9]), where the first
player wants to provide a feasible X ∈ Sε, and the second player wants to find any violation
j ∈ [m] of any proposed X, i.e., Tr[AjX] > aj + ε. At the tth round of the game, if the
second player points out a violation jt for the current proposed solution Xt, the first player
proposes a new solution

Xt+1 ← exp[−(Aj1 + · · ·+Ajt)] (9)

(up to normalization); such a solution by matrix exponentiation is formally named as a Gibbs
state. A feasible solution is actually an equilibrium point of the zero-sum game, which can
also be approximated by the MMW method [6]; formal discussions are given in Section 2.3.

Improved sampling tools. Before describing our improved sampling tools, let us give a brief
review of the techniques introduced by [15]. The basic idea of [15] comes from the fact that
a low-rank matrix A can be well-approximated by sampling a small number of rows. More
precisely, suppose that A is an n× n matrix with rank r, where n� r. Because n is large,
it is preferable to obtain a “description” of A without using poly(n) resources. If we have
the sampling access to A in the form of Definition 1, we can sample rows from A according
to statement 1 of Definition 1. Suppose S is the p× n submatrix of A formed by sampling
p = poly(r) rows from A with some normalization. It can be shown that S†S ≈ A†A in the
Frobenius norm. Furthermore, we can apply the similar sampling techniques to sampling p
columns of S with some normalization to form a p × p matrix W such that WW † ≈ SS†.
Then the singular values and singular vectors of W , which are easy to compute because p is
small, together with the row indices that form S, can be viewed as a succinct description
of some matrix V ∈ Cn×r satisfying A ≈ AV V †, which gives a low-rank projection of A.
In [12], this method was extended to approximating the spectral decomposition of AA†, i.e.,
calculating a small diagonal matrix D and finding a succinct description of V such that
V D2V † ≈ AA†.

5 If Sε 6= ∅ and S0 = ∅, either output is acceptable.
6 For the normalized case RpRd = 1, we first guess a candidate value c1 = 0 for the objective function,
and add that as a constraint Tr[CX] ≥ c1 to the optimization problem. If this problem is feasible,
the optimum is larger than c1 and we accordingly take c2 = c1 + 1

2 ; if this problem is infeasible, the
optimum is smaller than c1 and we accordingly take c2 = c1 − 1

2 ; we proceed similarly for all ci. As a
result, we could solve the optimization problem with precision ε using dlog2

1
ε e calls to the feasibility

problem in Definition 4. For renormalization, it suffices to take ε = ε/(RpRd). See also [9].

MFCS 2020



23:6 Quantum-Inspired Sublinear Alg. for Solving Low-Rank Semidefinite Programming

To implement the MMW framework, we need an approximate description of the matrix
exponentiation Xt+1 := exp[−

∑t
τ=1 Ajτ ] in Eq. (9). We achieve this in two steps. First,

we get an approximate description of the spectral decomposition of A :=
∑t
τ=1 Ajτ as

A ≈ V̂ D̂V̂ †, where V̂ is an n× r matrix and D̂ is an r × r real diagonal matrix. Then, we
approximate the matrix exponentiation e−A by V̂ e−DV̂ †.

There are two main technical difficulties that we overcome with new tools while following
the above strategy. First, since A changes dynamically throughout the MMW method, we
cannot assume the sampling access to A; a more reasonable assumption is to have sampling
access to each individual constraint matrix Ajτ , but it is hard to directly sample from A by
sampling from each individual Ajτ .7 In Section 3.1, we sidestep this difficulty by devising the
weighted sampling procedure which gives a succinct description of a low-rank approximation
of A =

∑
τ Ajτ by sampling each individual Ajτ . In other words, we cannot sample according

to A, but we can still find a succinct description of a low-rank approximation of A.
Second, the original sampling procedure of [15] and the extension by [12] give V D2V † ≈

A†A instead of a spectral decomposition V̂ D̂V̂ † ≈ A, even if A is Hermitian. For our purpose
of matrix exponentiation, singular value decomposition is problematic because the singular
values ignore the signs of the eigenvalues; specifically, we get a large error if we approximate
e−A by naively exponentiating the singular value decomposition: e−A 6≈ V e−DV †. Note that
this issue of missing negative signs is intrinsic to the tools in [15] because they are built upon
the approximation S†S ≈ A†A; Suppose that A has the decomposition A = UDV †, where
D is a diagonal matrix, and U and V are isometries. Then A†A = V D†DV †, cancelling
out any phase on D. We resolve this issue by a novel approximation procedure, symmetric
approximation. Symmetric approximation is based on the result A ≈ AV V † shown by [15]. It
then holds that A ≈ V (V †AV )V † because the symmetry of A implies that V V † acts roughly
as the identity on the image of A. Since (V †AV ) is a small matrix of size r × r, we can
calculate it explicitly and diagonalize it, getting approximate eigenvalues of A. Together
with the description of V , we get the desired description of the spectral decomposition of A.
See Section 3.2 for more details.

1.3 Related work
As we have mentioned earlier, many SDP solvers use cutting-plane methods or interior-point
methods with complexity poly(log(1/ε)) but larger complexities in m and n. In contrast,
our SDP solver follows the MMW framework, and we briefly summarize such SDP solvers in
existing literature. They mainly fall into two categories as follows.

First, MMW is adopted in solvers for positive SDPs, i.e., A1, . . . , Am, C � 0. In this case,
the power of MMW lies in its efficiency of having only Õ(poly(1/ε)) iterations (i.e., poly-
logarithmic in m,n) and the fact that it admits width-independent solvers whose complexities
are independent of Rp and Rd. Ref. [32] first gave a width-independent positive LP solver
that runs in O(log2(mn)/ε4) iterations, and [22] subsequently generalized this result to give
the first width-independent positive SDP solver.The state-of-the-art positive SDP solver was
proposed by [2] with only O(log2(mn)/ε3) iterations.

Second, as far as we know, the vast majority of quantum SDP solvers use the MMW
framework. The first quantum SDP solver was proposed by [10] with worst-case running time
Õ(
√
mns2(RpRd/ε)32), where s is the sparsity of input matrices, i.e., every row or column

7 For example, assume we have A = A1 +A2 such that A2 = −A1 + ε, where ε is a matrix with small
entries. In this case, A1 and A2 mostly cancel out each other and leave A = ε. Since ε can be arbitrarily
small compared to A1 and A2, it is hard to sample from ε by sampling from A1 and A2.
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of A1, . . . , Am, C has at most s nonzero elements. Subsequently, the quantum complexity of
solving SDPs was improved by [5, 9], and the state-of-the-art quantum SDP solver runs in
time Õ

(
(
√
m+

√
nRpRd/ε)s(RpRd/ε)4) [4]. This is optimal in the dependence of m and n

because [10] proved a quantum lower bound of Ω(
√
m+

√
n) for constant Rp, Rd, s, and ε.

The authors, along with Gilyén and Tang [11], further generalized the techniques to
singular value transformation8 and proposed a quantum-inspired framework to dequantize
almost all known quantum machine learning algorithms with claimed exponential speedups.
The low-rank SDP problem also fits in that framework and a better time complexity has been
achieved in [11] due to a more efficient sampling method. However, the results in this paper
remain its own interest: our techniques are specially crafted for approximating matrices in
the form of e−εA and hence provide additional insights for this line of research.

1.4 Open questions
Our paper raises a few natural open questions for future work. For example:

Can we give faster sampling-based algorithms for solving LPs? Note that recent break-
throughs by [13, 25] solve LPs with complexity Õ(nω) where ω ≈ 2.373, significantly
faster than the state-of-the-art SDP solver [31] with complexity Õ(m(m2 + nω +mn2)).
What is the empirical performance of our sampling-based method? Admittedly, the
exponents of our poly-logarithmic factors are large; nevertheless, it is common that
numerical experiments perform better than theoretical guarantees, and we wonder if this
phenomenon can be observed when applying our method.

2 Preliminaries

2.1 Notations
Throughout the paper, we denote by m and n the number of constraints and the dimension
of constraint matrices in SDPs, respectively. We use ε to denote the precision of the solution
of the SDP feasibility problem in Eq. (6) of Definition 4. We use r to denote an upper bound
on the rank of matrices, i.e., maxi∈[n]{rank(Ai), rank(C)} ≤ r (we denote [n] := {1, . . . , n}).

For a vector v ∈ Cn, we use Dv to denote the probability distribution on [n] where the
probability of i being chosen is Dv(i) = |v(i)|2/ ‖v‖2 for all i ∈ [n]. When it is clear from the
context, a sample from Dv is often referred to as a sample from v. For a matrix A ∈ Cn×n,
we use ‖A‖ and ‖A‖F to denote its spectral norm and Frobenius norm, respectively; we
use A(i, ·) and A(·, j) to denote the ith row and jth column of A, respectively. We use
rows(A) to denote the n-dimensional vector formed by the norms of its row vectors, i.e.,
rows(A)(i) = ‖A(i, ·)‖, for all i ∈ [n].

2.2 Data structure for sampling and query access
As we develop sublinear-time algorithms for solving SDP in this paper, the whole constraint
matrices cannot be loaded into memory since storing them requires at least linear space
and time. Instead, we assume the sampling access of each constraint matrix as defined in
Definition 1. This sampling access relies on a natural probability distribution that arises in
many machine learning applications [15, 12, 18, 27, 28, 37, 36] (also see a survey by Kannan
and Vempala [26]).

8 Similar results were simultaneously obtained by Jethwani, Le Gall, and Singh [23].
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Technically, Ref. [15] used this sampling assumption to develop a sublinear algorithm for
approximating low-rank projection of matrices. It is well-known (as pointed out by [27] and
also used in [12, 18, 28, 37, 36]) that there exist low-overhead preprocessed data structures
that allow for the sampling access. More precisely, the existence of the data structures for
the sampling access defined in Definition 1 is stated as follows.

I Theorem 5 ([27]). Given a matrix M ∈ Cn×n with s non-zero entries, there exists a data
structure storing M in space O(s logn), which supports the following:
1. Read and write M(i, j) in O(logn) time.
2. Evaluate ‖M(i, ·)‖ in O(logn) time.
3. Evaluate

∥∥M∥∥2
F

in O(1) time.
4. Sample a row index of M according to statement 1 of Definition 1 in O(logn) time.
5. For each row, sample an index according to statement 2 of Definition 1 in O(logn) time.

Readers may refer to [27, Theorem A.1] for the proof of Theorem 5. In the following, we
give the intuition of the data structure, which is demonstrated in Figure 1. We show how to
sample from a row vector: we use a binary tree to store the data of each row. The square of
the absolute values of all entries, along with their original values are stored in the leaf nodes.
Each internode contains the sum of the values of its two immediate children. It is easy to
see that the root node contains the square of the norm of this row vector. To sample an
index and to query an entry from this row, logarithmic steps suffice. To fulfill statement 1 of
Definition 1, we treat the norms of rows as a vector (‖M(1, ·)‖ , . . . , ‖M(n, ·)‖) and organize
the data of this vector in a binary tree.

Figure 1 Illustration of a data structure that allows for sampling access to a row of M ∈ C4×4.

2.3 Feasibility testing of SDPs
We adopt the MMW framework to solve SDPs under the zero-sum approach [21, 39, 20, 30, 9].
This is formulated as the following theorem:

I Theorem 6 (Master algorithm). Feasibility of the SDP in Eqns. (6) to (8) can be tested by
Algorithm 1.

This theorem is proved in [9, Theorem 2.3]; note that the weight matrix therein is
Wt+1 = exp[ ε2

∑t
i=1 Mi] where Mi = 1

2 (In −Aji), and this gives the same Gibbs state as in
Line 1 since for any Hermitian matrix W ∈ Cn×n and real number c ∈ R,

eW+cI

Tr[eW+cI ] = eW ecI

Tr[eW ecI] = eW

Tr[eW ] . (10)

It should also be understood that this master algorithm is not the final algorithm; the step
of trace estimation with respect to the Gibbs state (in Line 1 and Line 1) will be fulfilled by
our sampling-based approach.
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Algorithm 1 MMW for testing feasibility of SDPs.

1 Set the initial Gibbs state ρ1 = In
n , and number of iterations T = 16 lnn

ε2 ;
2 for t = 1, . . . , T do
3 Find a jt ∈ [m] such that Tr[Ajtρt] > ajt + ε. If we cannot find such jt, claim

that ρt ∈ Sε (the SDP is feasible) and terminate the algorithm;
4 Define the new weight matrix Wt+1 := exp[− ε

4
∑t
i=1 Aji ] and Gibbs state

ρt+1 := Wt+1
Tr[Wt+1] ;

5 end
6 Claim that the SDP is infeasible and terminate the algorithm;

3 The main algorithm

Our main algorithm is Algorithm 7, it depends on several building blocks. To begin with, we
introduce a useful claim from [18, Lemma 11].

B Claim 7 (Trace inner product estimation [18]). Let A ∈ Cn×n and B ∈ Cn×n be two
Hermitian matrices. Given sampling and query access to A and query access to B. Then
one can estimate Tr[AB] with the additive error εs with probability at least 1− δ by using

O
(‖A‖2

F ‖B‖2
F

ε2s

(
Q(A) +Q(B) + S(A) +N(A)

)
log 1

δ

)
(11)

time and queries, where Q(B) is the cost of query access to B, and Q(A), S(A), N(A) are
the cost for query access, sampling access and row norm access to A.

Due to space constraints, the proofs of the theorems and lemmas in this section can be
found in the full version of this paper.

3.1 Weighted sampling
Given sample and query access to A1, . . . , Aτ , the objective of this section is to provide an
algorithm to give sample and query access to a matrix V , which approximates the eigenvectors
of A := A1 + · · ·+Aτ . Specifically, we will show that ‖V V †AV V † −A‖F can be bounded.

Note that trivially invoking the standard FKV sampling method [15] is not capable of
this task. In this paper, we propose the weighted sampling method. The intuition is to assign
each A` a different weight when computing the probability distribution, and then sampling
a row/column index of A according to this probability distribution. The main theorem we
prove in this section is as follows.

We first give the method for sampling row indices of A in Procedure 2. The objective of
this procedure is to sample a submatrix S such that S†S ≈ A†A.

After applying Procedure 2, we obtain the row indices i1, . . . , ip. Let S1, . . . , Sτ be
matrices such that S`(t, ·) = A`(it, ·)/

√
pPit for all t ∈ [p] and ` ∈ [τ ]. Define S as

S = S1 + · · ·+ Sτ . (12)

Next, we give the method for sampling column indices of S as in Procedure 3: we need to
sample a submatrix W from S such that WW † ≈ SS†.

Now, we obtained column indices j1, . . . , jp. Let W1, . . . ,Wτ be matrices such that
W`(·, t) = S`(·, jt)/

√
pP ′jt ∀ t ∈ [p], ` ∈ [τ ], where P ′j = 1

p

∑p
t=1 Qj|it for j ∈ [n]. Define W as

W = W1 + · · ·+Wτ . (13)
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Procedure 2 Weighted sampling of rows.
Input: The sampling and query access to each A` as in Definition 1 for

A =
∑τ
l=1 A`; integer p.

1 Sample p indices i1, . . . , ip from [n] according to the probability distribution
{P1, . . . , Pn} where Pi =

∑τ
j=1Drows(Aj)(i)

∥∥Aj∥∥2
F
/
(∑τ

`=1
∥∥A`∥∥2

F

)
by sampling j

according to
∥∥Aj∥∥2

F
/
(∑τ

`=1
∥∥A`∥∥2

F

)
then sample according to Drows(Aj);

Procedure 3 Weighted sampling of columns.
Input: The sampling and query access to each A` as in Definition 1 for

A =
∑τ
l=1 A`; i1, . . . , ip obtained in Procedure 2; integer p.

1 Do the following p times independently to obtain samples j1, . . . , jp. begin
2 Sample a row index t ∈ [p] uniformly at random;
3 Sample a column index j ∈ [n] from the probability distribution {Q1|it , . . . , Qn|it}

where Qj|it =
∑τ
k=1DAk(it,·)(j) ‖Ak(it, ·)‖2

/
(∑τ

`=1 ‖A`(it, ·)‖
2
)
;

4 end

With the weighted sampling method, we obtained a small submatrix W from A. Now,
we use the singular values and singular vectors of W to approximate the ones of A. This is
shown in Algorithm 4. The main consequence of Algorithm 4 is summarized in Theorem 8.

I Theorem 8. Let A = A1 + · · ·+Aτ ∈ Cn×n be a Hermitian matrix where A` ∈ Cn×n is
Hermitian, ‖A`‖ ≤ 1, and rank(A`) ≤ r for all ` ∈ [τ ]. The sampling and query access to
each A` is given as in Definition 1. Take the error parameter ε as the input of Algorithm 4
to obtain the singular values σ1, . . . , σr̃ ∈ R and singular vectors u1, . . . , ur̃ ∈ Cp for p
specified in Line 4 of Algorithm 4. Let V ∈ Cn×r̃ be the matrix such that V (·, j) = S†

σj
uj for

j ∈ {1, . . . , r̃}, where S is defined in Line 4 in Algorithm 4. Then with probability at least
9/10, it holds that

∥∥V V †AV V † −A∥∥
F
≤ ε

300r2 (2 + ε
300r2(τ+1) ).

3.2 Symmetric approximation of low-rank Hermitian matrices
Now we show that the spectral decomposition of the sum of low-rank Hermitian matrices
can be approximated in time logarithmic in the dimension with the given data structure.
We call this technique symmetric approximation.

Briefly speaking, suppose we are given the approximated left singular vectors V of A
outputted by Algorithm 4 such that

∥∥V V †AV V † −A∥∥
F
is bounded as in Theorem 8, then

we can approximately do spectral decomposition of A as follows. First, we approximate
the matrix V †AV by sampling. Then, since V †AV is a matrix with low dimension, we can
do spectral decomposition of the matrix efficiently as UDU† (see Lemma 9). Finally, we
show that V U is close to an isometry. Therefore, (V U)D(V U)† is an approximation to the
spectral decomposition of A.

I Lemma 9. Let V ∈ Cn×r̃ and A =
∑τ
` A` ∈ Cn×n be a Hermitian matrix. Given query

access and sampling access to A` for ` ∈ [τ ], where each query and sample take O(logn) time
, and query access to V , where each query takes O(p) time. Let r be some integer such that
r ≥ r̃, and let εs = ε

400r2 . Then, one can output a Hermitian matrix B̃ ∈ Cr̃×r̃ such that
‖V †AV − B̃‖F ≤ εs with probability 1− δ by using O

(
(p+ logn) r

5τ3

ε2 log 1
δ

)
time.
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Algorithm 4 Approximation of singular vectors.

Input: The sampling and query access to each A` as in Definition 1 for
A =

∑τ
l=1 A` with rank(A`) ≤ r; error parameter ε.

1 Set p = 2 · 1020 τ12r19

ε6 , γ = ε2

3×106τ2r6 ;
2 Use Procedure 2 to obtain row indices i1, . . . , ip;
3 Let S1, . . . , Sτ be matrices such that S`(t, ·) = A`(it, ·)/

√
pPit for all t ∈ [p] and

` ∈ [τ ], where Pi is defined in Line 2 in Procedure 2. Let S = S1 + · · ·+ Sτ ;
4 Use Procedure 3 to obtain column indices j1, . . . , jp;
5 Let W1, . . . ,Wτ be matrices such that W`(·, t) = S`(·, jt)/

√
pP ′jt for all t ∈ [p] and

` ∈ [τ ], where P ′j = 1
p

∑p
t=1 Qj|it for j ∈ [n] and Qj|i is defined in Line 3 in

Procedure 3. Let W = W1 + · · ·+Wτ ;
6 (Assume the rank of A is r̂.) Compute the top r̂ singular values σ1, . . . , σr̂ of W and

their corresponding left singular vectors u1, . . . , ur̂;
7 Discard the singular values and their corresponding singular vectors satisfying

σ2
j < γ

∑τ
`=1
∥∥W`

∥∥2
F
. Let the remaining number of singular values be r̃;

8 Output i1, . . . , ip, Pi1 , . . . , Pip , σ1, . . . , σr̃ and u1, . . . , ur̃ ;

The algorithm for approximating the spectral decomposition of A is described in Al-
gorithm 5, and the effectiveness of Algorithm 5 is summarized in Lemma 10:

Algorithm 5 Approximation of the spectral decomposition of A.

Input: The sampling and query access to each A` as in Definition 1 for
A =

∑τ
l=1 A` and query access to V ∈ Cn×r̃ (obtained from Algorithm 4,

also see Theorem 8); error parameter ε.
1 Compute a matrix B̃ ∈ Cr̃×r̃ whose spectrum approximates that of A (this is

achieved by Lemma 9);
2 Compute the spectral decomposition UDU† of matrix B̃;
3 Output an isometry U ∈ Cr̃×r̃ and a diagonal matrix D ∈ Cr̃×r̃ such that UDU† is

the spectral decomposition of B̃.

I Lemma 10. Algorithm 5 outputs a Hermitian matrix B̃ ∈ Cr̃×r̃ with probability at least
1− δ with time and query complexity O((p+ logn) r

5τ3

ε2 log 1
δ ) such that

‖V B̃V † −A‖ ≤
(

1 + ε

300r2(τ + 1)

)2 ε

400r2 +
(

2 + ε

300r2(τ + 1)

) ε

300r2 . (14)

3.3 Approximating Gibbs states
In this subsection, we combine our techniques from Section 3.1 and Section 3.2 to give
a sampling-based estimator of the traces of a Gibbs state times a constraint A`. This is
formulated as Algorithm 6.

We show that the output of Algorithm 6 ε-approximates Tr[A`ρ] for ρ = e−
ε
2A/Tr[e− ε2A].

Let Ã = V V †AV V †. Let U and D be outputs of Algorithm 5, which will be used in
Algorithm 6. We suppose

∥∥Ã−A∥∥
F
≤ (2 + ε

300r2(τ+1) ) ε
300r2 as in Theorem 8.
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Algorithm 6 Approximation of the trace.

Input: The sampling and query access to each A` as in Definition 1 for A =
∑τ
l=1 A`;

query access to V ∈ Cn×r̃ (obtained from Algorithm 4, also see Theorem 8);
matrices U and D (obtained from Algorithm 5) such that (V U)D(V U)† is
an approximated spectral decomposition of A as in Lemma 10.

1 Compute η = Tr[e− ε2D];
2 Approximate Tr[A`(V U)(e− ε2D/Tr[e− ε2D])(V U)†] by ζ according to Claim 7;
3 Output ζ, η.

I Lemma 11. Let ρ = e−
ε
2A

Tre−
ε
2A

and ρ̂ = (V U)e−
ε
2D(V U)†

Tre−
ε
2D

. Suppose ‖A − Ã‖F ≤ (2 +
ε

300r2(τ+1) ) ε
300r2 . Let A` be a Hermitian matrix with the promise that ‖A`‖ ≤ 1 and

rank(A`) ≤ r. Then Algorithm 6 outputs ζ such that

|Tr[A`ρ]− ζ| ≤ ε (15)

with probability 1− δ in time O( 4
ε2 (logn+ τpr) log 1

δ ).

3.4 Proof of the main algorithm
We finally state our main result on solving SDPs via sampling.

I Theorem 12. Given Hermitian matrices {A1, . . . , Am} with the promise that each of
them has rank at most r, spectral norm at most 1, and the sampling access of each Ai is given
by Definition 1. Also given a1, . . . , am ∈ R and ε > 0. Then Algorithm 7 gives a succinct
description and any entry (see Remark 13) of the solution of the SDP feasibility problem

Tr[AiX] ≤ ai + ε ∀ i ∈ [m]; X � 0; Tr[X] = 1 (16)

with probability at least 2/3 in O(mr
57 ln37 n
ε92 ) time.

Algorithm 7 Feasibility testing of SDPs by our sampling-based approach.

1 Set the initial Gibbs state ρ1 = In
n , and number of iterations T = 16 lnn

ε2 ;
2 for t = 1, . . . , T do
3 Find a jt ∈ [m] such that Tr[Ajtρt] > ajt + ε using Algorithm 6. If we cannot find

such jt, claim that ρt ∈ Sε and terminate the algorithm. Output
ρt(`, j) =

∑r̃
k=1 V (`, k)eσkε/2V (j, k)∗/η, where V (`, j) =

∑p
s=1

A∗(is,`)uj(t)√
Pisσj

,
i1, . . . , ip, P11 , . . . , Pip , σ1, . . . , σr̃ and u1, . . . , ur̃ are obtained from Algorithm 4
and η is obtained from Algorithm 6;

4 Define the new weight matrix Wt+1 := exp[− ε
4
∑t
i=1 Aji ] and Gibbs state

ρt+1 := Wt+1
Tr[Wt+1] ;

5 end
6 Claim that the SDP is infeasible and terminate the algorithm;

The algorithm follows the master algorithm in Theorem 6. The main challenge is to
estimate Tr[Ajtρt] where ρt is the Gibbs state at iteration t; this is achieved by Lemma 11
in Section 3.3.
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Proof. Correctness: The correctness of Algorithm 7 directly follows from Lemma 11. Spe-
cifically, we have shown that one can estimate the quantity Tr[Ajtρt] with precision ε with
high probability by applying Algorithms 4 to 6.

Time complexity: First, we show that given the data structure in Theorem 5, Algorithm 4
can be computed in time O(p3 + pτ log τ logn). Procedure 2 and Procedure 3 both can be
done in time O(pτ log τ logn). There are many ways to implement Procedure 2. For example,
build a binary tree as in Theorem 5 for ‖A1‖F , . . . , ‖Aτ‖F to sample j ∈ [τ ] according
to ‖Aj‖2

F /(
∑τ
`=1 ‖A`‖

2
F ), and then use the data structures in Theorem 5 to sample from

Drows(Aj). The time complexity is O(τ log τ logn). Similarly, we can implement Procedure 3
in time O(τ log τ logn). Hence, the time complexity to construct the matrix W and compute
its SVD is O(pτ log τ logn+ p3). Algorithm 4 succeeds with probability 9/10.

Then, by Lemma 10 and Lemma 11, Algorithms 5 and 6 takes time O((p+logn) r
5τ3

ε2 log 1
δ )

and O( 4
ε2 (logn+τpr) log 1

δ ) respectively to succeed with probability at least 1−δ. Recall from
the previous paragraph, Algorithm 4 takes time O(pτ log τ logn+ p3). In total, Algorithms 4
to 6 are each called Tm = 16m lnn

ε2 times. We specify that
τ = T = 16 lnn

ε2 , and
p = 2 · 1020 τ12r19

ε6

(see also Algorithm 4). By setting δ as a small enough constant (say δ = 1/6) and noticing
the p dominates other terms, Algorithm 7 succeeds with probability at least 2/3 in time
O(Tmp3) = O

(
mr57 ln37 n

ε92

)
. J

I Remark 13. Theorem 12 solves the SDP feasibility problem, i.e., to decide S0 = ∅ or Sε 6= ∅.
For the SDP optimization problem in Eqns. (1) to (3), an approximation to the optimal
value can be found by a binary search with feasibility subroutines. (see Footnote 6); however,
writing down the approximate solution would take n2 space, ruining the poly-logarithmic
complexity in n. Nevertheless,

we have its succinct representation i1, . . . , ip, Pi1 , . . . , Pip , σ1, . . . , σr̃, u1, . . . , ur̃, and η;
we can compute any entry of the solution matrix according to this succinct description as
in Step 3 of Algorithm 7.

With the succinct description given in the first statement, one can perform other operations
on the solution matrix using the similar sampling-based methods.
I Remark 14. The large polynomial overhead in Theorem 12 may not be necessary in practice
and can potentially be reduced by more fine-grained analysis. This is also suggested by
numerics in practice (see [8]).

Application to shadow tomography. As a direct corollary of Theorem 12, we have:

I Corollary 15. Given Hermitian matrices {E1, . . . , Em} with the promise that each of
E1, . . . , Em has rank at most r, 0 � Ei � I and the sampling access to Ei is given as in
Definition 1 for all i ∈ [m]. Also given p1, . . . , pm ∈ R. Then for any ε > 0, the shadow
tomography problem

Find σ such that |Tr[σEi]− pi| ≤ ε ∀ i ∈ [m] subject to σ � 0, Tr[σ] = 1 (17)

can be solved with probability 1− δ with cost O(m · poly(logn, 1/ε, log(1/δ), r)).

I Remark 16. Similar to Remark 13, σ can be stored as a succinct representation because we
can have σ = exp[ ε2

∑t

τ=1
(−1)iτAjτ ]

Tr
[

exp[ ε2
∑t

τ=1
(−1)iτAjτ ]

] in Corollary 15, where t ≤ T and iτ ∈ {0, 1}, jτ ∈ [m]

for all τ ∈ [t]. Storing all iτ , jτ takes t(log2 m+ 1) = O(logm logn/ε2) bits.
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Abstract
We introduce the PBS-calculus to represent and reason on quantum computations involving coherent
control of quantum operations. Coherent control, and in particular indefinite causal order, is known
to enable multiple computational and communication advantages over classically ordered models
like quantum circuits. The PBS-calculus is inspired by quantum optics, in particular the polarising
beam splitter (PBS for short). We formalise the syntax and the semantics of the PBS-diagrams,
and we equip the language with an equational theory, which is proved to be sound and complete:
two diagrams are representing the same quantum evolution if and only if one can be transformed
into the other using the rules of the PBS-calculus. Moreover, we show that the equational theory is
minimal. Finally, we consider applications like the implementation of controlled permutations and
the unrolling of loops.
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1 Introduction

Quantum computers can solve problems which are out of reach of classical computers [28, 19].
One of the resources offered by quantum mechanics to speed up algorithms is the superposition
phenomenon which allows a quantum memory to be in several possible classical states at
the same time, in superposition. Less explored in quantum computing models, one can also
consider a superposition of processes. Called coherent control or simply quantum control,
it can be illustrated with the following example called quantum switch: the order in which
two unitary evolutions U and V are applied is controlled by the state of a control qubit. In
particular, if the control qubit is in superposition, then both UV and V U are applied, in
superposition.

Coherent control is loosely represented in usual formalisms of quantum computing. For
instance, in the quantum circuit model, the only available quantum control is the controlled
gate mechanism: a gate U is applied or not depending on the state of a control qubit. The
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|↑〉 |→〉
QS[U, V ] :=

U

V

Figure 1 (a) Intuitive behaviour of a polarising beam splitter: vertical polarisation goes through,
horizontal polarisation is reflected; (b) Quantum switch of two matrices U and V .

quantum switch cannot be implemented with a single copy of U and a single copy of V in
the quantum circuit model, and more generally using any language with a fixed or classically
controlled order of operations. Quantum switch has however been realised experimentally
[24, 25]. Moreover, such a quantum control has been proved to enable various computational
and communication advantages over classically ordered models [3, 15, 16, 17, 1], for instance
for deciding whether two unitary transformations are commuting or anti-commuting [8] (see
Example 12).

Notice that other models of quantum computations (e.g. Quantum Turing Machines) or
programming languages (e.g. Lineal [13] or QML [2]), allow for arbitrary coherent control of
quantum evolutions, the price to pay is, however, the presence of non-trivial well-formedness
conditions to ensure that the represented evolution is valid. Indeed, the superposition (i.e.
linear combination) of two unitary evolutions is not necessarily a unitary evolution.

We introduce a graphical language, the PBS-calculus, for representing coherent control of
quantum computations, where arbitrary gates can be coherently controlled. Our goal is to
provide the foundations of a formal framework which will be further developed to explore the
power and limits of the coherent control of quantum evolutions. Contrary to the quantum
circuit model, the PBS-calculus allows a representation of the quantum switch with a single
copy of each gate to be controlled. Moreover, any PBS-diagram is valid by construction
(no side nor well-formedness condition). The syntax of the PBS-diagrams is inspired by
quantum optics and is actually already used in several papers dealing with coherent control
of quantum evolutions [1, 3]. Our contribution is to provide formal syntax and semantics
(both operational and denotational) for these diagrams, and also to introduce an equational
theory which allows one to transform diagrams. Our main technical contribution is the proof
that the equational theory is complete (if two diagrams have the same semantics then one
can be transformed into the other using the equational theory) and minimal (in the sense
that each of the equations is necessary for the completeness of the language).

The syntax of the PBS-calculus is inspired by linear optics, and in particular by the
peculiar behaviour of the polarising beam splitter. A polarising beam splitter transforms a
superposition of polarisations into a superposition of positions: if the polarisation is vertical
the photon is transmitted whereas it is reflected when the polarisation is horizontal (see
Figure 1.a). As a consequence a photon can be routed in different parts of a scheme, this
routing being quantumly controlled by the polarisation of the photon. This is a unique
behaviour which has no counterpart in the quantum circuit model for instance. Polarising
beam splitters can be used to perform a quantum switch, as depicted as a PBS-diagram in
Figure 1.b.

Related works. In the context of categorical quantum mechanics several graphical languages
have already been introduced: ZX-calculus [10, 20], ZW-calculus [18], ZH-calculus [4] and
their variants. Notice in particular a proposal for representing fermionic (non polarising)
beam splitters in the ZW-calculus [12]. An apparent difference between the PBS-calculus
and these languages, is that the category of PBS-diagrams is traced but not compact closed.
This difference is probably not fundamental, as for any traced monoidal category there is a
completion of it to a compact closed category [21]. The fundamental difference is the parallel



A. Clément and S. Perdrix 24:3

composition: in the PBS-calculus two parallel wires correspond to two possible positions of a
single particle (i.e. a direct sum in terms of semantics), whereas, in the other languages it
corresponds to two particles (i.e. a tensor product).

The parallel composition makes the PBS-calculus closer to the graphical linear algebra
approach [7, 6, 5], however the generators and the fundamental structures (e.g. Frobenius
algebra, Hopf algebra) are a priori unrelated to those of the PBS-calculus.

In the context of quantum programming languages, there are a few proposals for represent-
ing quantum control [13, 2, 29, 26]. Colnaghi et al. [11] have introduced a graphical language
with programmable connections. The language uses the quantum switch as a generator,
but does not aim to describe schemes with polarising beam splitters. Notice also that the
inputs/outputs of the language are quantum channels.

Structure of the paper. In Section 2, the syntax of the PBS-diagrams is introduced. The
PBS-diagrams are considered up to a structural congruence which allows one to deform the
diagrams at will. Section 3 is dedicated to the semantics of the language: two semantics, a
path semantics and a denotational semantics, are introduced. The denotational semantics is
proved to be adequate with respect to the path semantics. In Section 4, the axiomatisation
of the PBS-calculus is introduced, and our main result, the soundness and completeness of
the language, is proved. The axiomatisation is also proved to be minimal in the sense that
none of the axioms can be derived from the others. Finally, in Section 5, we consider the
application of the PBS-calculus to the problem of loop unrolling. We show in particular that
any PBS-diagram involving unitary matrices can be transformed into a trace-free diagram.
The paper is written such that the reader does not need any particular knowledge in category
theory. Basic definitions, in particular of Traced PROP, are however given for completeness
in the full version of the paper [9], as well as all omitted proofs.

2 Syntax

A PBS-diagram is made of polarising beam splitters , polarisation flips ¬ , and
gates U for any matrix U ∈ Cq×q, where q is a fixed positive integer. One can also
use wires like the identity or the swap . Diagrams can be combined by means
of sequential composition ◦, parallel composition ⊗, and trace Tr(·). The trace consists in
connecting the last output of a diagram to its last input, like a feedback loop. The symbol

represents the empty diagram. Any diagram has a type n→ n which corresponds to the
numbers of input/output wires. The syntax of the language is the following:

I Definition 1. Given q ∈ N \ {0}, a PBSq-diagram D : n→ n is inductively defined as:

: 0→ 0 : 1→ 1 ¬ : 1→ 1 : 2→ 2 : 2→ 2

U ∈ Cq×q

U : 1→1
D1 : n→n D2 : n→n

D2 ◦D1 : n→n
D1 : n→n D2 : m→m
D1 ⊗D2 : n+m→ n+m

D : n+1→ n+1
Tr(D) : n→ n

Sequential composition D2 ◦D1, parallel composition D1 ⊗D2, and trace Tr(D) are respect-
ively depicted as follows:

D1 D2··· ··· ···
· D1
·· ···

·· ·· ·· D2

·· ·· ·· D

In the following, the positive integer q will be omitted when it is useless or clear form the
context.

MFCS 2020
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Notice that two distinct terms, like ¬ ◦ ( U ◦ ¬ ) and ( ¬ ◦ U )◦ ¬ , can lead
to the same graphical representation: ¬ U ¬ . To avoid ambiguity, we define diagrams
modulo a structural congruence detailed in the full version of the paper [9]. Roughly speaking
the structural congruence guarantees that (i) two terms leading to the same graphical
representation are equivalent, and (ii) a diagram can be deformed at will, e.g.:

=
D2

D1

=
D1

D2

= D2
D1 = D2

D1

In the categorical framework of PROP [23, 30], PBS-diagrams modulo the structural
congruence form a Traced PROP, i.e. they are morphisms of a traced strict symmetric
monoidal category whose objects are natural numbers. It is known (Theorem 201 of [27])
that two diagrams are equivalent according to the axioms of a traced PROP if and only if
they are isomorphic in a graph-theoretical sense, that is, if one can be obtained from the
other by moving, stretching and reorganising the wires in any way, while keeping their two
ends fixed.

3 Semantics

In this section, we introduce the semantics of the PBS-diagrams. First, we introduce an
operational semantics for PBS-diagrams with a classical control. The operational semantics,
called path semantics is based on the graphical intuition of a routed particle. Then we
introduce a denotational semantics for the general case, with a quantum control. We show the
adequacy between the two semantics, providing a graphical way to compute the denotational
semantics of a PBS-diagram.

In this paper, we only consider the case where a single particle, say a photon, is present
in the diagram. The particle is made of a polarisation and an additional data register. The
particle has: an initial polarisation, which is an arbitrary superposition of the horizontal
(→) and vertical (↑) polarisations (that we call classical polarisations in the following); an
arbitrary position, which is a superposition of the possible input wires of the diagram; and
an input data state, which is a vector ϕ ∈ Cq.

3.1 Classical control – Path semantics
Classical control. We first consider input particles with a classical polarisation and a
classical position. Roughly speaking, the particle is initially located on one of the input
wires with a given polarisation in {→, ↑}, and moves through the diagram depending on its
polarisation. The action of a PBS-diagram can be informally described as follows using a
token made of the current polarisation c of the particle and a matrix U representing the
matrix applied so far to the data register:

The particle is either reflected or transmitted by a beam splitter, depending on its
polarisation:

(→, U) → (→, U) (→, U) → (→, U)

1 Notice that in [27], the author points out that this result relies on a result by Kelly and Laplaza (Theorem
8.2, [22]) which is only proven for simple signatures – which is not the case for the PBS-diagrams. The
general case does not appear in the literature.



A. Clément and S. Perdrix 24:5

(↑, U) → (↑, U) (↑, U) → (↑, U)

The polarisation may vary but remains classical (that is, in {→, ↑}) as the polarisation
flip – the only one which acts on the polarisation – interchanges horizontal and vertical
polarisations:

¬
(→, U)

→ ¬
(↑, U)

¬
(↑, U)

→ ¬
(→, U)

V acts on the data register, transforming the state ϕ into V ϕ:

V
(c, U)

→ V
(c, V U)

The particle can freely move through wires, e.g.:

(c, U) → (c, U)
(c, U)

→
(c, U)

Thus the token follows a path from the input to the output and accumulates a matrix
along the path. We formalise this intuitive behaviour as a big-step operational semantics
that we call path semantics in this context. A configuration is a triplet (D, c, p), where
D : n → n is a PBS-diagram, c ∈ {→, ↑} is the input polarisation of the particle, and
p ∈ [n] := {0, . . . , n− 1} its input position: 0 means that the particle is located on the first
upper input wire, 1 on the second one and so on. The result is made of the final polarisation
c′ and position p′, and of the matrix U representing the overall action of D on the data
register.

I Definition 2 (Path semantics). Given a PBS-diagram D : n→ n, a polarisation c ∈ {→, ↑}
and a position p ∈ [n], let (D, c, p) U=⇒ (c′, p′) (or simply (D, c, p) ⇒ (c′, p′) when U is the
identity) be inductively defined as follows:

( , c, 0)⇒ (c, 0)
(
¬ , ↑, 0

)
⇒ (→, 0)

(
¬ ,→, 0

)
⇒ (↑, 0)

(
U , c, 0

) U=⇒ (c, 0)

(
, c, p

)
⇒(c, 1− p) (D1, c, p) U=⇒ (c′, p′) (D2, c′, p′) V=⇒ (c′′, p′′)

(D2 ◦D1, c, p) V U==⇒ (c′′, p′′)
(◦)

(
,→, p

)
⇒(→, p) D1 : n→ n p < n (D1, c, p) U=⇒ (c′, p′)

(D1 ⊗D2, c, p) U=⇒ (c′, p′)
(⊗1)

(
, ↑ , p

)
⇒(↑, 1− p) D1 : n→ n p ≥ n (D2, c, p− n) U=⇒ (c′, p′)

(D1 ⊗D2, c, p) U=⇒ (c′, p′ + n)
(⊗2)

D : n→ n ∀i ∈ {0, . . . , k}, (D, ci, pi)
Ui=⇒ (ci+1, pi+1) (pi+1 = n)⇔(i < k)

(T r(D), c0, p0) Uk···U0=====⇒ (ck+1, pk+1)
(Tk)

with k ∈ {0, 1, 2}.

MFCS 2020



24:6 A Graphical Language for Coherent Control of QC

I Example 3. As expected, the path semantics of the quantum switch QS[U, V ] :=
Tr ( ◦ ◦ ( U ⊗ V ) ◦ ) (see Figure 1.b) is (QS[U, V ], ↑, 0) UV==⇒ (↑, 0) and
(QS[U, V ],→, 0) V U==⇒ (→, 0).

I Example 4. PBS-diagrams implementing a controlled permutation are given in Figure 2.

¬ ¬

U1 U2 U3

U1

U1

U2U3

U2

U3

U1

U2

U3 U1

U2

U3 U1

U2

U3

Figure 2 Two diagrams having the same semantics, that implement a controlled permutation of
3 unitary maps. Given a permutation (xyz) of (123), we have (D, c, x)

UzUyUx=====⇒ (c, x), where D is
any of the two diagrams and c =→ if the signature of (xyz) is 1, c =↑ otherwise. A generalisation
to the controlled permutation of n unitary maps is given in the full version of the paper [9].

Notice that the path semantics does not need to be defined for the empty diagram .
Indeed, for any diagram D : 0 → 0 there is no valid configuration (D, c, p) as p should be
one of the input wires of D.

The (Tk)-rule is parametrised by an integer k. Intuitively, this parameter is the number
of times the photon goes through the corresponding trace. We show in the following that
roughly speaking, a particle can never go through a given trace more than twice. In other
words, the path semantics which assumes k ≤ 2, is well-defined for any valid configuration:

I Proposition 5. For any diagram D : n → n and any (c, p) ∈ {→, ↑} × [n], there exist
unique (c′, p′) ∈ {→, ↑} × [n] and U ∈ Cq×q such that (D, c, p) U=⇒ (c′, p′).

In the previous proposition, uniqueness means that the path semantics is deterministic:
since diagrams are considered modulo structural congruence (i.e. up to deformation), it
implies that these deformations preserve the path semantics.

Moreover, all PBS-diagrams are invertible in the following sense:

I Proposition 6. For any diagram D : n → n and any (c, p) ∈ {→, ↑} × [n], there exist
unique (c′, p′) ∈ {→, ↑} × [n] and U ∈ Cq×q such that (D, c′, p′) U=⇒ (c, p).

As a consequence, any diagramD : n→ n essentially acts as a permutation on {→, ↑}×[n],
if one ignores its action on the data register. We introduce dedicated notations for representing
the corresponding permutation, as well as the actions on the data register:

I Definition 7. For any diagram D : n→ n, we call τD the permutation of {→, ↑}× [n] and
for any c, p ∈ {→, ↑}× [n], we call [D]c,p ∈ Cq×q the matrix such that (D, c, p)

[D]c,p===⇒ τD(c, p).

In a PBS-diagram, the particle can go through each wire at most twice, otherwise, roughly
speaking, it would go back to the same position with the same polarisation and thus will
come back again and again to this same configuration and thus enter an infinite loop – which
is prevented by Proposition 5. In particular, each gate of the diagram is visited at most
twice:
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I Proposition 8. Any gate U of a diagram D contributes to at most two paths [D]c0,p0 and
[D]c1,p1 , i.e. given D′ the diagram D where one occurrence of U has been replaced by an
arbitrary matrix V , ∀(c, p) /∈ {(p0, c0), (p1, c1)}, [D]c,p = [D′]c,p.
Proof. The proof is straightforward by induction on D. J

As a consequence the diagrams of Figure 2 are optimal in the number of uses of each
Ui: since each of the 6 paths must depend on each Ui, at least three copies of each Ui are
required in a diagram which solves the permutation problem of 3 unitaries.

3.2 Quantum control – Denotational semantics
A crucial property of PBS-diagram is to offer the ability to have a quantum control, i.e. a
particle whose input state is a superposition of polarisations, positions, or both. To encounter
the quantum control, we introduce in this section a denotational semantics which associates
with any diagram a map acting on the state space Hn := C{→,↑} ⊗ Cn ⊗ Cq. Using Dirac
notations, {|→〉 , |↑〉} (resp. {|x〉 | x ∈ {0 . . . k−1}}) is an orthonormal basis of C{→,↑} (resp.
Ck). Thus {|c, p, x〉 | c ∈ {→, ↑}, p ∈ [n], x ∈ [q]} is an orthonormal basis of Hn.

I Definition 9. The denotational semantics of a PBS-diagram D : n→ n is the linear map
JDK : Hn → Hn inductively defined as follows:

q y
= 0 J K = |c, 0, x〉 7→ |c, 0, x〉

r z
= |c, p, x〉 7→ |c, 1− p, x〉

r
U

z
= |c, 0, x〉 7→ |c, 0〉 ⊗ U |x〉

q
¬

y
=

{
|→, 0, x〉 7→ | ↑ , 0, x〉
| ↑ , 0, x〉 7→ |→, 0, x〉

r z
=

{
|→, p, x〉 7→ |→, p, x〉
| ↑ , p, x〉 7→ | ↑ , 1− p, x〉

JD2 ◦D1K = JD2K ◦ JD1K JD1 ⊗D2K = JD1K� JD2K JT r(D)K = T (JDK)

where:
f � g := ϕ ◦ (f ⊕ g) ◦ ϕ−1 with ϕ : Hn ⊕ Hm → Hn+m the isomorphism defined as
(|c, p, x〉 , |c′, p′, x′〉) 7→ |c, p, x〉+ |c′, p′ + n, x′〉.
T (f) :=

∑
k∈N

π1◦(f◦π0)k◦f◦ι with ι : Hn→Hn+1 :: |c, x, y〉 7→ |c, x, y〉, π0 : Hn+1→Hn+1 ::

|c, x, y〉 7→

{
0 if x < n

|c, n, y〉 if x = n
, and π1 : Hn+1→Hn :: |c, x, y〉 7→

{
|c, x, y〉 if x < n

0 if x = n.
.

Notice that while the semantics of the trace is defined by means of an infinite sum, this
sum is actually made of a finite number of nonzero elements, which guarantees that the
denotational semantics is well-defined:

I Proposition 10. For any diagram D : n→ n, JDK ∈ SLPn, where SLPn is the monoid of
the linear maps f : Hn → Hn such that f |c, p, x〉 = |τ(c, p)〉 ⊗ Uc,p |x〉 for some permutation
τ on {→, ↑} × [n] and matrices Uc,p ∈ Cq×q.

The denotational semantics is adequate with respect to the path semantics:

I Theorem 11 (Adequacy). For any D : n→ n, JDK = |c, p, x〉 7→ |τD(c, p)〉 ⊗ [D]c,p |x〉,
where τD and [D]c,p are such that (D, c, p)

[D]c,p===⇒ τD(c, p)

The adequacy theorem implies that two diagrams have the same denotational semantics
if and only if they have the same path semantics. As a consequence, it provides a graphical
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characterisation of the denotational semantics. Indeed, for any diagram D : n → n, JDK
is, by linearity, entirely defined by τD and {[D]c,p}c∈{→,↑},p∈[n]. Since τD and [D]c,p have a
nice graphical interpretation as paths from the inputs to the outputs, the adequacy theorem
provides a graphical way to compute the denotational semantics of any PBS-diagram.

I Example 12. The quantum switch (Figure 1.b and Example 3) can be used to decide
whether U and V are commuting or anti-commuting [8]. The semantics of the quantum switch

is JQS[U, V ]K =
{
|→, 0, x〉 7→ |→, 0〉 ⊗ V U |x〉
|↑, 0, x〉 7→ |↑, 0〉 ⊗ UV |x〉

. We assume that UV = (−1)kV U and call

the quantum switch with a control qubit in a uniform superposition: JQS[U, V ]K |→〉+|↑〉√
2 ⊗

|0, x〉 = |→,0〉⊗V U |x〉+|↑,0〉⊗UV |x〉√
2 = |→,0〉⊗V U |x〉+(−1)k|↑,0〉⊗V U |x〉√

2 =
|→〉+(−1)k|↑〉√

2 ⊗V U |0, x〉. Thus, by measuring the control qubit in the { |→〉+|↑〉√
2 , |→〉−|↑〉√

2 }-basis,
one can decide whether U and V are commuting or anti-commuting.

4 Equational theory – PBS-calculus

The representation of a quantum computation using PBS-diagrams is not unique, in the
sense that two distinct PBS-diagrams may have the same semantics (e.g. diagrams of Figure
2). In this section, we introduce 10 equations on PBS-diagrams (see Figure 3) as the
axioms of a language that we call the PBS-calculus. We prove that the PBS-calculus is
sound (that is, consistent with the semantics), complete (that is, it captures entirely the
semantic equivalence) and minimal (that is, all axioms are necessary to have completeness).
Completeness is proved by means of a normal form.

4.1 Axiomatisation
I Definition 13 (PBS-calculus). Two PBS-diagrams D1, D2 are equivalent according to the
rules of the PBS-calculus, denoted PBS ` D1 = D2, if one can transform D1 into D2 using
the equations given in Figure 3. More precisely, PBS ` · = · is defined as the smallest
congruence2 which satisfies the equations of Figure 3.

Equations (1) and (6) in Figure 3 reflect the monoidal structure of the matrices, with
the identity element (Equation (1)) and the associative binary operation (Equation (6)).
Equations (2) and (3) mean that both the polarising beam splitter and the polarisation flip
commute with a gate. Moreover, the polarising beam splitter is self inverse (Equation (8)).
Notice that the negation is also self-inverse and that this is a consequence of the axioms (see
Example 14). Equation (5) translates the fact that flipping the control state before and after
performing a control of the position results in flipping the final position. To give a meaning
to Equation (10), it is useful to flip it upside down, and to remark that in a two-wire diagram,
polarising beam splitters and negations on the bottom wire each perform a CNOT on the
qubits representing the polarisation and the position, in opposite ways, so that each side of
the equation combines 3 CNOTs and thus performs a swap between these two qubits. In
Equation (4), there are essentially two steps: first, the wire with the gate V is a dead code,
as no photon can go to the wire, so it can be discarded; the second step consists in merging
the two polarising beam splitters. Equation (9) is the only equation acting on three wires:

2 see the full version of the paper [9] for a formal definition of congruence in this context. Notice that any
congruence has to be consistent with the structural congruence in order to be well-defined.
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= I (1)

¬ U = ¬U (2)

U

U
=

U

U
(3)

U V
=

U
(4)

¬

¬

¬

¬
= (5)

U V = V U (6)

U = (7)

= (8)

= (9)

¬
=

¬ ¬
(10)

Figure 3 Axioms of the PBS-calculus. Given q a positive integer, U, V ∈ Cq×q are arbitrary
matrices, I ∈ Cq×q is the identity.

in this particular configuration given by the left hand side of the equation, two polarising
beam splitters can be replaced by swaps. Equation (7) reflects the fact that isolated parts of
a diagram have no effect on the rest.

I Example 14. The fact that the negation is self inverse can be derived in the PBS-calculus:
PBS ` ¬ ¬ = . A more sophisticated example is the proof that the two diagrams of
Figure 2 are equivalent. The derivations are given in the full version of the paper [9].

All these equations preserve the semantics of the PBS-diagrams:

I Proposition 15 (Soundness). For any two diagrams D1 and D2, if PBS ` D1 = D2 then
JD1K = JD2K.

4.2 Normal forms
In this section, we introduce a notion of diagrams in normal form which is used in the next
sections to prove both the universality and the completeness of the PBS-calculus. They
are made of two parts: the first one corresponds to a superposition of linear maps, and the
second one corresponds to a permutation of the polarisations and positions, written in a way
that is convenient here.

I Definition 16 (Normal Form). Diagrams in normal form are inductively defined as: is
in normal form, and for any N : n→ n in normal form,

· · ·· ·
·

· · ·N σj

?U

V

,and, if n > 0, · · ·· · ·· · ·N σj

?

?

···σk

U

V

,

are in normal form, where ? denotes either or ¬ , and σ` : m→ m =
···

··· ···
`

00

m−1

.
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I Remark 17. For any U, V ∈ Cq×q let E(U, V ) :=
U

V

. A diagram in normal

form can be written in the form P ◦E, where E is of the form E(U0, V0)⊗· · ·⊗E(Un−1, Vn−1),
and P is built using only , ¬ , , , ◦ and ⊗.

In the following we show that any diagram is equivalent to a diagram in normal form.

I Lemma 18. If N1 and N2 are in normal form then N1 ⊗N2 is in normal form.

Proof. By definition of the normal forms. J

I Lemma 19. If N1 : n→ n and N2 : n→ n are in normal form then there exists N ′ : n→ n

in normal form such that PBS ` N2 ◦N1 = N ′.

Proof. Notice that using the axioms of PROP, N2 = g` ◦ . . . ◦ g0 where each gk consists of
either E(U, V ), , ¬ , or acting on any one or two consecutive positions, in
parallel with the identity on the other positions. We show that every gk can be successively
integrated to the normal form (see the full version of the paper [9] for details). J

I Lemma 20. If N : n+1→ n+1 is in normal form then there exists N ′ : n→ n in normal
form such that PBS ` Tr(N) = N ′.

We are now ready to prove that any PBS-diagram can be put in normal form:

I Proposition 21. For any D : n → n, there exists a PBS-diagram N : n → n in normal
form such that PBS ` D = N .

Proof. Combining the previous three lemmas, it remains to prove that any generator of the
language can be put in normal form. We do so in the full version of the paper [9]. J

I Remark 22. By unfolding the proof of Proposition 21, one can obtain a deterministic
procedure to transform any diagram into its normal form. Its complexity, defined as the
number of transformations by one of Equations (1) to (10), is O

(
tm2), where m is the

number of generators ( , ¬ , and U ), and t the number of traces in the diagram.
Notice that this procedure has probably not the best possible complexity.

4.3 Completeness
The main application of the normal forms is the proof of completeness:

I Theorem 23 (Completeness). For any D,D′ : n→ n, if JDK = JD′K then PBS ` D = D′.

Proof. There exist N,N ′ in normal form such that PBS ` D = N and PBS ` D′ = N ′.
Moreover, by soundness, JNK = JDK = JD′K = JN ′K. Finally, one can show that JNK = JN ′K
implies that N = N ′. In particular, one can show inductively that the normal form is entirely
determined by its semantics by considering the path semantics for a particle located on the
last input wire. J

4.4 Minimality of the set of axioms
In the following we show that each of the ten equations of Figure 3 is necessary for the
completeness of the PBS-calculus:

I Theorem 24 (Minimality). None of Equations (1) to (10) is a consequence of the others.
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Notice that all equations involving matrices, except Equation (1), are schemes of equations
i.e. one equation for each possible matrix (or matrices). In Theorem 24, we show that each
of these equations, for most of the matrices, cannot be derived from the other axioms. More
precisely, Equation (4) (resp. (7)) is not a consequence of the nine others for any U (resp.
any U, V ); Equation (2) (resp. (6) ) is not a consequence of the others for any U 6= I (resp.
any U, V 6= I). Finally, if det(U) 6= 1, then Equation (3) is not a consequence of the others.
We conjecture that the condition det(U) 6= 1 can be relaxed to U 6= I.

4.5 Universality

A PBS-diagram represents a superposition of linear maps together with a permutation
of polarisations and positions. Indeed, Proposition 10 shows that for any diagram D :
n → n, JDK ∈ SLPn, where SLPn is the monoid of the linear maps f : Hn → Hn such
that f |c, p, x〉 = |τ(c, p)〉 ⊗ Uc,p |x〉 for some permutation τ on {→, ↑} × [n] and matrices
Uc,p ∈ Cq×q. We show in the following that the PBS-calculus is universal, in the sense that
any linear map in SLPn can be represented by a PBS-diagram:

I Theorem 25. The PBS-calculus is universal: for any f ∈ SLPn, ∃D : n→ n, JDK = f .

Proof. The proof relies on the normal forms: given a linear map f ∈ SLPn one can
inductively construct a diagram in normal form, by considering the image of f when the
particle is located on the last position (p = n− 1). J

Notice that SLPn is strictly included in the set of linear maps from Hn to Hn. Thus
while being universal for SLPn the PBS-diagrams are not expressive enough to represent a
(non-polarising) beam splitter for instance.

5 Removing the trace – Loop unrolling

We consider in this section an application of the PBS-calculus. The semantics of the language
points out that each trace, or feedback loop, is used at most twice. As a consequence, a
natural question is to decide whether all loops can be unrolled, in order to transform any
PBS-diagram into a trace-free PBS-diagram. Such a transformation is possible when all
matrices are invertible:

I Proposition 26. Let D : n → n with n ≥ 2 be a PBS-diagram such that all matrices
appearing in some gate U in D are invertible. Then there exists a trace-free PBS-diagram
D′ such that PBS ` D = D′.

Notice that Proposition 26 is not true for PBS-diagrams with a single input/output.
Indeed a trace-free diagram of type 1→ 1 is made of generators acting on 1 wire only, so in
particular it has no polarising beam splitter and as a consequence cannot have a behaviour
which depends on the polarisation. For instance, the diagram E(U, V ) used in the normal
forms (see Remark 17) cannot be transformed into a trace-free diagram unless U = V .

On the other hand, PBS-diagrams involving at least one non-invertible matrix are not
necessarily equivalent to a trace-free one. Indeed, we have the following property:

I Lemma 27. For any trace-free PBS-diagram D, either all [D]c,p are invertible or at least
two of them are not.

This prevents the following diagram from being equivalent to a trace-free one:
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I Example 28. If U is not invertible, then the diagram DU : 2→ 2 = U is not

equivalent, according to the rules of the PBS-calculus, to any trace-free diagram. Indeed, for
any (c, p) 6= (→, 1) we have [DU ]c,p = Iq, which is invertible, whereas [DU ]→,1 = U .

Another interesting property is that loop unrolling, when it is possible, requires the use of
matrices that were not present in the original diagram. This is a consequence of the following
lemma:

I Lemma 29. Given any diagram D : n→ n, let us define |D| :=
∏

c∈{→,↑},p∈[n]

det ([D]c,p).

Then for any trace-free diagram D, we have |D| =
∏

G gate in D

det (U(G))2 where U(G) denotes

the matrix with which G is labelled.

Proof. Intuitively, due to the invertibility of the PBS-diagrams (Proposition 6), for each
wire of a trace-free diagram D, there are exactly two initial configurations which are going
through this particular wire. As a consequence each gate of D contributes twice to |D| (see
the full version of a paper [9] for a formal proof). J

I Example 30. Unless det(U) is a kth root of unity for some odd integer k, the following
diagram DU does not have the same semantics as any trace-free diagram in which all gates

are labelled by U : U . Indeed, we have |DU | = det(U), and by Lemma 29, if

DU is equivalent through PBS to a trace-free diagram D′U in which all gates are labelled
by U , then we have |DU | = det(U) = det(U)2N , where N is the number of gates in D′U . By
Lemma 27, we have det(U) 6= 0, so that det(U)2N−1 = 1, that is, det(U) is a kth root of
unity with k = 2N − 1 odd (if N = 0 then det(U) = 1 so the result is still true).

6 Conclusion and Perspectives

In this paper, we have introduced a rigorous framework to reason on quantum computations
involving coherent control, which are sometimes informally represented by schemes involving
polarising beam splitters and black boxes. The main result is the introduction of an equational
theory which makes the PBS-calculus sound and complete. We have also proved that the
axiomatisation is minimal in the sense that each axiom is necessary for the completeness.
Moreover, we have demonstrated for instance that the PBS-calculus can be used for loop
unrolling.

So we have introduced the foundations of a formal framework, that we believe will be
a useful tool to study the power and the limits of computations and protocols involving
coherent control. We mention here three perspectives in the development of the PBS-calculus.

First, the expressivity of the language can be increased by adding, for instance, a (not
polarising) beam splitter as a generator of the language, or by allowing more than one particle
in the diagrams. Both are necessary for the representation of Boson sampling for instance.

Another perspective is to allow the gates to be arbitrary quantum channels. Indeed
recent results [14, 1] point out interesting and unexpected behaviours of coherently controlled
quantum channels. Our objective is to make the PBS-calculus a formal framework to explore
and study such phenomena.

Finally, the calculus can be made more resource-sensitive, by allowing only the equations
for which the number of occurrences of each gate (or black box) is preserved. For instance,
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we have seen examples in which loop unrolling requires to introduce new gates that were
not present in the initial diagram. Transforming a diagram into its normal form is another
example that does not, in general, preserve the number of occurrences of each gate.
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Abstract
Temporal graphs are graphs in which arcs have temporal labels, specifying at which time they can be
traversed. Motivated by recent results concerning the reliability analysis of a temporal graph through
the enumeration of minimal cutsets in the corresponding line graph, in this paper we attack the
problem of enumerating minimal s-d separators in s-d directed acyclic graphs (in short, s-d DAGs),
also known as 2-terminal DAGs or s-t digraphs. Our main result is an algorithm for enumerating all
the minimal s-d separators in a DAG with O(nm) delay, where n and m are respectively the number
of nodes and arcs, and the delay is the time between the output of two consecutive solutions. To this
aim, we give a characterization of the minimal s-d separators in a DAG through vertex cuts of an
expanded version of the DAG itself. As a consequence of our main result, we provide an algorithm
for enumerating all the minimal s-d cutsets in a temporal graph with delay O(m3), where m is the
number of temporal arcs.
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1 Introduction

A fundamental task to be accomplished while analysing the reliability of a network consists of
designing, analysing, and implementing efficient algorithms for the extraction of all minimal
cutsets [22]. Formally, given a (directed) graph G = (V,A) and two nodes s, d ∈ V , a
minimal s-d cutset S ⊆ A is a minimal set of arcs whose removal disconnects s from d. The
enumeration of minimal cutsets in graphs has been a very active research area since the end
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of the sixties [11]. It is now known that listing minimal cutsets can be done, with O(m)
delay, both in undirected [25] and directed graphs [21] (thanks to the characterization given
in [24]), where m denotes the number of arcs of the graph and the delay is the time between
the output of a minimal cutset and the successive one (reporting all the results obtained in
this field is clearly out of the scope of this paper).

Recently [7, 12], the minimal cutset technique for determining the reliability of a complex
system has been also applied to the case of temporal graphs (in particular, to the case of
delay tolerant networks [9, 13]). Several definitions of temporal graphs have been introduced
in the literature, even with different notation and terminology (see, for example, [5, 6, 15]):
here, we mostly refer to the definitions of [18]. A temporal graph is a pair G = (V,A),
where V is the set of n nodes and E is the set of m temporal arcs. A temporal arc a ∈ A
is a triple (u, v, λ), where u, v ∈ V are the tail and head nodes of the arc, respectively,
and λ ∈ N is its appearing time. For example, the temporal graph G in the left part of
Figure 1 has five nodes and nine temporal arcs (which are listed below the graph). A
temporal u-v path in a temporal graph G = (V,A) from a node u ∈ V to a node v ∈ V
is a sequence 〈(u, x1, λ1), (x1, x2, λ2), . . . , (xk−1, v, λk)〉 of temporal arcs in A such that,
for each i with 1 < i ≤ k, λi > λi−1. For example, the temporal graph G in the left
part of Figure 1 contains the following four temporal s-d paths: π1 = 〈(s, a, 1), (a, d, 4)〉,
π2 = 〈(s, a, 1), (a, c, 2), (c, d, 3)〉, π3 = 〈(s, b, 2), (b, d, 4)〉, and π4 = 〈(s, b, 2), (b, a, 3), (a, d, 4)〉.
We can now adapt the definition of minimal cutset to the case of temporal graphs. Given an
s-d temporal graph G = (V,A), a minimal s-d cutset is a minimal set S ⊆ A of temporal
arcs of G, whose removal breaks all temporal s-d paths. For example, with respect to the
temporal graph G in the left part of Figure 1, we have that S = {(s, a, 1), (b, a, 3), (b, d, 4)}
is a minimal s-d cutset.

In [12], the authors propose to enumerate all minimal s-d cutset in a temporal graph G,
by first transforming G into the corresponding s-d line graph (as suggested in [16]). Given a
temporal graph G = (V,A) and two nodes s, d ∈ V , its corresponding (static) s-d line graph
contains a node for each temporal arc a ∈ A, and, for any two nodes a1 = (u1, v1, λ1) and
a2 = (u2, v2, λ2), contains the arc (a1, a2) if and only if v1 = u2 and λ2 > λ1 (with a little
abuse of notation, we denote by the same symbol the temporal arc of the temporal graph
and the corresponding node of the corresponding static line graph). Moreover, the line graph
contains two nodes s and d, and, for any arc a = (s, u, λ) ∈ A (respectively, a = (u, d, λ) ∈ A),
it contains the arc (s, a) (respectively, (a, d)). In the middle part of Figure 1, we show the
s-d line graph corresponding to the temporal graph in the left part of the figure. It is easy to
verify that the s-d line graph of a temporal graph is an s-d directed acyclic graph (in short,
s-d DAG) (also called, in the literature, st-digraph [4] or 2-terminal DAG [8]).

Given a (directed) graph G = (V,A) and two nodes s, d ∈ V , a minimal s-d separator
S ⊆ V is a minimal set of nodes which disconnects s from d. From the definition of line
graph, it follows that there is a one-to-one correspondence between the minimal s-d cutsets
in a temporal graph and the minimal s-d separators in the corresponding s-d line graph. For
example, the s-d line graph in the center of Figure 1 contains the following seven minimal
s-d separators: {a1, a2}, {a1, a4, a8}, {a1, a7, a8}, {a2, a3, a7}, {a2, a6, a7}, {a3, a7, a8}, and
{a6, a7, a8}. By using the list of arcs, it is easy to find the seven corresponding minimal
cutsets in the temporal graph in the left part of the figure: for example, the minimal s-d
separator {a1, a4, a8} corresponds to the minimal cutset {(s, a, 1), (b, a, 3), (b, d, 4)}. The
problem of enumerating the minimal s-d cutsets in a temporal graph has thus been reduced
to the problem of enumerating the minimal s-d separators in a DAG. In [12], the
authors solve this problem by enumerating all minimal cutsets in the DAG and by then
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Figure 1 A temporal graph with 5 nodes and 9 temporal arcs (left), its corresponding line graph
(center), which is an s-d DAG, and its corresponding expanded s-d DAG (right), without the node
a9 (which cannot participate to any s-d separator).

transforming each cutset into a separator, possibly discarding cutsets that do not correspond
to any minimal separator, or that correspond to a minimal separator already listed. This
approach, however, does not guarantee any polynomial bound on the delay of the enumeration
algorithm. On the other hand, even if there are many results concerning the enumeration of
minimal s-d separators in undirected graphs (see [23] for the best delay bound, that is, O(n2)
where n is the number of nodes), as far as we know, no explicit results have been published
concerning the enumeration of minimal s-d separators in directed graphs or, more specifically,
in DAGs. The techniques of [23] seem to be tailored to undirected graphs and difficult to be
applied to directed graphs. It might be that the lattice-based techniques of [3] combined
with the algorithm for building lattices described in [20] could be applied to the case of
DAGs, but the space complexity of the enumeration algorithm would be exponential in the
number of nodes. Moreover, the lattice techniques have been used to enumerate all minimal
separators (not just the minimal s-d separators): indeed, in [3], the authors themselves pose
as an open problem whether the complexity of the two problems is the same.

Our main result is an algorithm for enumerating all the minimal s-d separators
in a DAG with O(nm) delay, where m is the number of arcs and n is the number of
nodes. To this aim, we basically reduce the problem of enumerating all the minimal s-d
separators in a DAG to the problem of enumerating all the minimal s-d cutsets in a DAG,
with the additional constraint that the cutsets have to be subsets of a specific set of arcs.
More precisely, the enumeration algorithm makes use of a characterization of the minimal
s-d separators in a DAG through vertex cuts of an expanded version of the DAG itself. This
characterization is similar to the one provided in [24] for enumerating all minimal cutsets in
a directed graph.

As a consequence of our main result, we provide an algorithm for enumerating all
the minimal s-d cutsets in a temporal graph with delay O(m3), where m is the
number of temporal arcs. We also mention that other papers have been devoted to studying
other aspects of cuts in temporal graphs, as the complexity of finding one minimum, i.e.
bounded size, separator [27] and one minimum cutset [2]. Our algorithm for enumerating
minimal cutsets in temporal graphs contributes to the general field of the enumeration
of topological structures in temporal graphs, such as temporal cliques [10, 26], temporal
k-plexes [1], temporal paths [14], and bicriteria temporal paths [19].

MFCS 2020
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Notations, definitions, and preliminary results
A directed graph is a pair G = (V,A), where V is the set of n nodes and A is the set of
m arcs. An arc a ∈ A is a pair (u, v), where u, v ∈ V are the tail and head nodes of the
arc, respectively (in the following, we will denote by τ(a) and η(a) the tail and the head
of the arc a, respectively). The out-neighbor N+

G (u) (respectively, in-neighbor N−G (u)) of a
node u ∈ V is the set of nodes v such that (u, v) ∈ A (respectively, (v, u) ∈ A). Given a
set U ⊆ V , we will denote by G[U ] the graph induced by U in G, that is G[U ] = (U,A[U ]),
where A[U ] ⊆ A and, for any a ∈ A, a ∈ A[U ] if and only if τ(a) ∈ U and η(a) ∈ U . A
u-v walk W from a node u ∈ V to a node v ∈ V is a sequence of arcs 〈a1, a2, . . . , ak〉 such
that u = τ(a1), v = η(ak), and, for each i with 1 < i ≤ k, τ(ai) = η(ai−1). A u-v path
P is a u-v walk with pairwise distinct nodes. A directed acyclic graph (in short, DAG)
is a directed graph which does not contain any u-u walk, for any node u. Given a DAG
G = (V,A) and a node u ∈ V , we will denote by succG(u) (respectively, predG(u)) the set
of successors (respectively, predecessors) of u, that is, the set of nodes v such that G contains
a u-v (respectively, v-u) path (note that succG(u) ∩ predG(u) = ∅).
s-d DAGs and s-d separators. An s-d DAG is a DAG G = (V,A) along with two specified
nodes s, d ∈ V such that (1) there is no arc a ∈ A such that η(a) = s or τ(a) = d, (2)
(s, d) 6∈ A, and (3) for any node u ∈ V , there exists an s-u path and a u-d path in G. By
applying standard graph visits, given a DAG and two nodes s and d, we can easily compute
the corresponding s-d DAG in time O(m). Indeed, after possibly deleting the arc (s, d), it
suffices to execute a “forward” traversal from s and a “backward” traversal from d, and to
then remove the nodes not “touched” in both traversals. For example, in the case of the
DAG of the center part of Figure 1, we have that the node a9 can be removed, since there is
no s-a9 path in the DAG. Given an s-d DAG G = (V,A) and a subset S ⊆ V of nodes of G,
G \ S denotes the DAG obtained by removing all nodes in S and all arcs a ∈ A such that
{τ(a), η(a)} ∩ S 6= ∅. A subset S ⊆ V is an s-d separator of G if {s, d} ∩ S = ∅ and there
is no s-d path in G \ S. An s-d separator S is minimal if no proper subset of S is an s-d
separator. For example, with respect to the s-d DAG G in the center part of Figure 1, we
have that S = {a1, a4, a7, a8} is an s-d separator, but it is not minimal, since S \ {a4} and
S \ {a7} are also s-d separators.
Expanded s-d DAGs. Given an s-d DAG G = (V,A), the expanded s-d DAG E(G) =
(E(V ),E(A)) contains, for each node u ∈ V , two nodes ut and uh connected by the arc
(ut, uh) and, for any arc (u, v) ∈ A, it contains the arc (uh, vt) (in the following, the nodes of
type ut will be called tail nodes, while the others will be called head nodes). For example,
in the right part of Figure 1 we show the expanded s-d DAG corresponding to the s-d
DAG in the center part of the figure. Given a set U ⊆ V of nodes of G, Uh ⊆ E(V ) is the
corresponding set of head nodes in E(G), that is, Uh = {uh : u ∈ U}. The following result
can be easily proved (in the following, given a set Q and a subset P ⊆ Q, we will denote by
P the set Q \ P ).

I Lemma 1. Given an s-d DAG G = (V,A), let E(G) = (E(V ),E(A)) be the corresponding
expanded s-d DAG, and let U ⊆ V . For any v ∈ V , v ∈ succG[U ](s) if and only if
vh ∈ succE(G)[Uh](s

t).

2 Minimal s-d separator characterization through vertex cuts

Our algorithm for enumerating the minimal s-d separators of an s-d DAG G is based on the
recursive construction of a set X of nodes of the corresponding expanded s-d DAG E(G).
Such a set X will induce an s-d cut set in E(G) consisting of all arcs whose tail node is in



A. Conte, P. Crescenzi, A. Marino, and G. Punzi 25:5

X and whose head node is not in X. In order to guarantee that this cut set corresponds
to a minimal s-d separator in G, the set X has to satisfy some specific properties: the
goal of this section is to formally state these properties and to give a characterization of
the minimal s-d separators of an s-d DAG G. To this aim, we will refer to the concept of
vertex cut, similarly to what has been done in [24] for listing minimal cut sets. Given an
s-d DAG G = (V,A) and its corresponding expanded s-d DAG E(G) = (E(V ),E(A)), let
X ⊆ E(V ). The vertex cut 〈X,X〉 in G is defined as 〈X,X〉 = {u ∈ V : ut ∈ X ∧ uh ∈ X}.
For example, with respect to the expanded s-d DAG in the right part of Figure 1, if we choose
X = {at

1, a
t
4, a

t
7, a

t
8}, the corresponding vertex cut in the s-d DAG in the center of the figure

is given by 〈X,X〉 = {a1, a4, a7, a8}, which is an s-d separator. Clearly, not all vertex cuts
〈X,X〉 are also s-d separators: for instance, if we choose X = {at

1, a
t
8}, the corresponding

vertex cut is 〈X,X〉 = {a1, a8}, which is not an s-d separator since, after removing a1 and
a8, there is still an s-d path passing through nodes a2, a4, and a7.

I Definition 2. Given an s-d DAG G = (V,A) and its corresponding expanded s-d DAG
E(G) = (E(V ),E(A)), a subset X ⊆ E(V ) is said to be good if
G1 {st, sh} ⊆ X;
G2 {dt, dh} ⊆ X; and
G3 for any uh ∈ X, N+

E(G)(u
h) ⊆ X.

I Lemma 3. Given an s-d DAG G = (V,A) and its corresponding expanded s-d DAG
E(G) = (E(V ),E(A)), let X ⊆ E(V ) be good. Then S = 〈X,X〉 is an s-d separator in G.

Proof. Since {st, sh} ⊆ X and {dt, dh} ⊆ X, we have that {s, d}∩S = ∅. Let us suppose, by
contradiction, that there exists an s-d path inG\S. Let 〈(s, u1),(u1, u2),. . . ,(uk−1, uk),(uk, d)〉
be such a path, where, for each i with 1 ≤ i ≤ k, ui 6∈ S. From the definition of expanded s-d
DAG, it follows that any arc (x, y) in G corresponds to a pair (xt, xh)(xh, yt) of arcs in E(E).
Hence, 〈(st, sh)(sh, ut

1), (ut
1, u

h
1 ), (uh

1 , u
t
2), (ut

2, u
h
2 ), . . . , (uh

k−1, u
t
k), (ut

k, u
h
k), (uh

k , d
t)(dt, dh)〉 is

a path in E(G). Because of property G1 of the goodness definition, we have that sh ∈ X.
Because of property G3 and since ut

1 ∈ N+
E(G)(s

h), we have that ut
1 ∈ X. Since u1 6∈ S, we

have that uh
1 ∈ X. By iterating this process, we can conclude that uh

k ∈ X. Because of
property G3 and since dt ∈ N+

E(G)(u
h
k), we have that dt ∈ X, contradicting property G2. We

can thus conclude that there exists no s-d path in G\S, and the lemma has been proved. J

Note that, for a vertex setX, being good is not a necessary condition, for the corresponding
vertex cut 〈X,X〉, for being an s-d separator. For example, with respect to the expanded
s-d DAG in the right part of Figure 1, we have already seen that the set X = {at

1, a
t
4, a

t
7, a

t
8}

corresponds to an s-d separator in the s-d DAG in the center of the figure. However, X is
not good, since, for example, it contains neither st nor sh and, hence, it does not satisfy
property G1 of the goodness definition. The next result shows that, by adding a few more
hypotheses, we can obtain a full characterization of minimal s-d separators in terms of
good vertex sets (in the following, Γ(X) denotes the “neighborhood” of X in X, that is,
Γ(X) = {uh ∈ X : ut ∈ X}).

I Theorem 4. Given an s-d DAG G = (V,A), S ⊆ V is a minimal s-d separator if and only
if there exists an X ⊆ E(V ) such that the following conditions are satisfied.
1. S = 〈X,X〉 and X is good.
2. succE(G)[X](st) ∪ {st} = X (that is, the set of the successors of st in the graph induced

by X in E(G) is equal to X).
3. Γ(X) ⊆ predE(G)[X](d

h) ∪ {dh} (that is, the set of the predecessors of dh in the graph
induced by X in E(G) includes Γ(X)).

MFCS 2020
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Figure 2 The proof of the necessity in Theorem 4: the gray nodes are in the minimal separator
S, the red diamond nodes are in Sh, and the green rectangle nodes are in X (hence, X consists of
the white circle and red diamond nodes).

Proof. Let us first prove the necessity. To this aim, let S ⊆ V be a minimal s-d separator.
We then define X = {st} ∪ succE(G)[Sh](s

t), where Sh = {uh : u ∈ S} (see Figure 2). We
will now prove that this vertex set satisfies the required conditions.

X is good. Since s 6∈ S, we have that sh 6∈ Sh: since (st, sh) ∈ E(A), it follows that
sh ∈ succE(G)[Sh](s

t). Hence, both st and sh belongs to X and property G1 is satisfied.
Since d 6∈ S, we have that {dt, dh} ∩ Sh = ∅: if by contradiction dt ∈ succE(G)[Sh](s

t),
then dh ∈ succE(G)[Sh](s

t) (since (dt, dh) ∈ E(A)). From Lemma 1, it follows that d ∈
succE(G)[V \S](s), contradicting the fact that S is an s-d separator. Hence, neither dt nor dh

belongs to X, and property G2 is satisfied. Finally, if uh ∈ X, then uh ∈ succE(G)[Sh](s
t).

From the definition of Sh and since all out-neighbors of a head node are tail nodes, we
have that, for any uh ∈ X, N+

E(G)(u
h) ∩ Sh = ∅. Hence, for any vt ∈ N+

E(G)(u
h), we have

that vt ∈ succE(G)[Sh](s
t): that is, vt ∈ X. Hence, N+

E(G)(u
h) ⊆ X and property G3 is

also satisfied. We can conclude that X is good.
S = 〈X,X〉. First, we show that S ⊆ 〈X,X〉. Let u ∈ S, and, by contradiction, suppose
that u 6∈ 〈X,X〉. Note that by definition of Sh, we have that uh ∈ Sh and, hence, that
uh 6∈ succE(G)[Sh](s

t), that is, uh ∈ X. Since u 6∈ 〈X,X〉, this implies that ut 6∈ X, that
is, ut 6∈ succE(G)[Sh](s

t). Since E(G) is a DAG, there is no uh-ut path in E(G): hence, we
have that ut 6∈ succE(G)[Sh∪{uh}](s

t). Since ut is the only in-neighbor of uh, this implies
that uh 6∈ succE(G)[Sh∪{uh}](s

t). From Lemma 1, it follows that u 6∈ succG[(V \S)∪{u}](s),
that is, reintegrating u in G does not produce any s-d path (since u is not a successor of
s in G[(V \ S) ∪ {u}]). This contradicts the minimality of S. Hence, u must belong to
〈X,X〉: we have thus proved that S ⊆ 〈X,X〉. In order to prove the opposite inclusion,
let u ∈ 〈X,X〉, that is, ut ∈ X and uh ∈ X. By contradiction, suppose that u 6∈ S, which
implies that uh ∈ Sh. Since ut ∈ X, we have that ut ∈ succE(G)[Sh](s

t). By using the
arc (ut, uh), we have that uh ∈ succE(G)[Sh](s

h): that is, uh ∈ X, which contradicts the
fact that uh ∈ X. Thus, we have that 〈X,X〉 ⊆ S, and, hence, that S = 〈X,X〉.
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Figure 3 The proof of the sufficiency in Theorem 4.

succE(G)[X](st) ∪ {st} = X. Clearly, succE(G)[X](st) ⊆ X. Let us show the opposite
inclusion. By contradiction, suppose that there exists x ∈ X \ succE(G)[X](st). By
definition of X, there is an st-x path in E(G)[Sh]. Since x 6∈ succE(G)[X](st), this path
must contain a node of X: let y the first such node. We have then found a node y ∈ X
such that y ∈ succE(G)[Sh](s

t) ⊆ X, which is a contradiction.

Γ(X) ⊆ predE(G)[X](d
h) ∪ {dh}. Suppose, by contradiction, that there exists uh ∈ Γ(X)

such that dh 6∈ succE(G)[X](u
h). We now show that T = S \ {u} is an s-d separator,

thus contradicting the minimality of S. Suppose, by contradiction, that T is not an s-d
separator: that is, d ∈ succG[T ](s). From Lemma 1, it follows that there is an st-dh path
π in E(G)[Th], where Th = Sh\{uh}. On the other hand, since S is an s-d separator, from
Lemma 1 it also follows that dh 6∈ succE(G)[Sh](s

t). This implies that π must pass through
the node uh. All the nodes following uh in π have to be in Sh and they cannot be in X,
since otherwise they would reachable from st in E(G)[Sh] thus contradicting the fact that
dh 6∈ succE(G)[Sh](s

t). Hence, there exists an uh-dh path in E(G)[X], contradicting the
fact that dh 6∈ succE(G)[X](u

h). This implies that all uh ∈ Γ(X) are in predE(G)[X](d
h).

We have thus concluded the proof of the necessity. Let us now prove the sufficiency (see
Figure 3). By Lemma 3, we have that S is an s-d separator. We only need to show that it
is minimal: to this aim, we now prove that, for any node u ∈ S = 〈X,X〉, d ∈ succG[T ](s),
where T = S \ {u}. From the definition of vertex cut, we have that ut ∈ X and uh ∈ X, that
is, uh ∈ Γ(X). Since ut ∈ X, condition 2 implies that ut ∈ succE(G)[X](st): note that, for
any v ∈ S, vh ∈ X, so that ut ∈ succE(G)[Sh](s

t). Since uh ∈ Γ(X), condition 3 implies that
dh ∈ succE(G)[X](u

h): note that, for any v ∈ S, vt ∈ X and vt is the only in-neighbor of vh,
so that dh ∈ succE(G)[Sh](u

h). In summary, by using the arc (ut, uh) we then obtain an st-dh

path in E(G)[Th], where Th = Sh \ {uh}. From Lemma 1, it follows that d ∈ succG[T ](s).
The minimality of S has thus been proved, and the proof of theorem is complete. J
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Algorithm 1 Enumeration of all vertex cuts 〈X, X〉 satisfying conditions 1-3 of Theorem 4.

1 Function cuts(X,F )
2 if Γ(X) ⊆ F then output 〈X,X〉
3 else
4 uh ← arbitrary element in Γ(X) \ F
5 cuts(X,F ∪ {uh})
6 Z ← closure(X ∪ {uh}, F )
7 if Γ(Z) ⊆ predE(G)[Z](d

h) ∪ {dh} then cuts(Z,F )

8 Function closure(X,F )
9 C ← haugG(taugG(X), F )

10 while C 6= X do
11 X ← C; C ← haugG(taugG(X), F )
12 return X

13 Function main(G = (V,E), s, d)
14 F ← {dh} ∪N−E(G)(d

t); X ← closure({st, sh}, F )
15 cuts(X,F )

3 Minimal s-d separator enumeration

In this section, we will provide an algorithm for the enumeration of minimal s-d separators
in a given s-d DAG G = (V,A). The algorithm (see Algorithm 1) will employ a binary
partition scheme (see, for example, [17]), and its correctness proof will be based on the
characterization of Theorem 4. Before explicitly describing the algorithm, we need a few
preliminary definitions.

Given X,F ⊆ E(V ) with X ∩ F = ∅, we define the following two operations.

Tail augmentation: taugG(X) = X ∪
⋃

uh∈X N+
E(G)(u

h).

Head augmentation: haugG(X,F ) = X ∪
(

Γ(X) \ (predE(G)[X](d
h) ∪ F )

)
.

Intuitively, the tail augmentation enforces property G3 of the definition of goodness, while
the head augmentation identifies nodes in Γ(X) \ F that do not have valid paths to d in
E(G)[X], and that must, hence, be added to X in order to satisfy condition 3 of Theorem 4.
With this in mind, we define the closure CG(X,F ) of X ⊆ E(V ), for a fixed set F ⊆ E(V ),
as the smallest set containing X closed with respect to the two operations taugG(·) and
haugG(·, ·) (that is, taugG(CG(X,F )) = CG(X,F ) and haugG(CG(X,F ), F ) = CG(X,F )). A
direct computation of the closure of X is shown in function closure of Algorithm 1 (a
significantly more efficient implementation can be made).

We are now ready to describe our algorithm to enumerate all vertex cuts 〈X,X〉 satisfying
conditions 1-3 of Theorem 4 (see Algorithm 1). The algorithm maintains both the set
X and a set of forbidden head nodes F ⊆ E(V ), such that X ∩ F = ∅. We start with
F = {dh}∪N−E(G)(d

t) and X = CG({st, sh}, F ). The algorithm makes X grow by considering
the possible choices in Γ(X) \ F . Specifically, for each uh in Γ(X) \ F , it applies the binary
partition technique, by partitioning the set of vertex cuts between the ones in which uh ∈ X
and the ones in which uh ∈ X. In the first case, uh is added to F and the recursion continues.
In the second case, uh is added to X, the closure of the new set is performed, and the
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recursion proceeds only if condition 3 of Theorem 4 is satisfied (indeed, it is not difficult to
show that the closure operation can invalidate this condition). In both cases, the recursion
(if executed) continues generating all the vertex cuts 〈Y, Y 〉 such that X ⊆ Y and F ⊆ Y .
The invariant is that in any branch of the algorithm, 〈X,X〉 is always a solution (that is, it
is a vertex cut satisfying conditions 1-3 of Theorem 4), so that there are no dead-ends in the
recursion (that is, any branch will produce at least one solution).

Figure 4 shows one subtree of the execution of the algorithm with input the expanded
s-d DAG in the right part of Figure 1, while the other subtree is shown in Figure 5 (see the
caption for the semantics of the colors). Note that the leaves of the execution tree correspond
to the seven minimal s-d separators of the s-d DAG in the center part of Figure 1, that we
already listed in the introduction.

uh

uh

uh

add uh to F add uh to F

add uh to F

add uh to X and
compute closure

add uh to X and
compute closure

add uh to X and
compute closure

see next figure

Figure 4 The recursion tree of our algorithm for the expanded s-d DAG in the right part of
Figure 1 (left subtree is shown in Figure 5). Green rectangle nodes are in X while red diamond
nodes are in F : hence, X includes white circle and red diamond nodes. A solution 〈X, X〉 is reached
when no green rectangle node is connected to a white circle node: the corresponding minimal s-d
separator for the s-d DAG in the center part of Figure 1 includes all nodes ai such that at

i is a green
rectangle node and ah

i is a red diamond node.
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Recall that X = E(V ) \X and that, for 〈X,X〉 to be a solution, the three conditions of
Theorem 4 must be satisfied. We will show in the proof of Theorem 6 that these conditions
hold at the beginning of the computation, and that they are preserved when making the
recursive calls. To this aim, let us first notice that, from the definition of Algorithm 1,
it follows that, at any invocation of the function cuts, X ∩ F = ∅, X = CG(X,F ), and
Γ(X) ⊆ predE(G)[X](d

h)∪{dh}. In order to prove Theorem 6, we first show that the goodness
of the set X is preserved by the closure operation.

uh

uh

uh

add uh to F add uh to F

add uh to F

add uh to X and
compute closure

add uh to X and
compute closure

add uh to X and
compute closure

Figure 5 The left subtree of the recursion tree of our algorithm for the expanded s-d DAG in the
right part of Figure 1.
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I Lemma 5. If {dh} ∪N−E(G)(d
t) ⊆ F , and if either X = {st, sh} or X is good, then, for

any uh ∈ Γ(X) \ F , CG(X ∪ {uh}, F ) is also good.

Proof. Note first that dt 6∈ CG(X ∪ {uh}, F ). Indeed, dt can never be added by a head
augmentation (which adds only head nodes). Moreover, dt can never be added by a tail
augmentation since all its in-neighbors are in F and, hence, they will never be added
to X. Let us now prove that CG(X ∪ {uh}, F ) is good. Condition G1 is satisfied either
because X = {st, sh}, or because X is good and adding nodes cannot break condition G1.
Furthermore, because of the assumption on F and because dt 6∈ CG(X∪{uh}, F ), condition G2
is also satisfied. Finally, note that condition G3 is satisfied whenever X = taugG(X) (that
is, whenever X already contains all neighbors of its head nodes), and, thus, it is guaranteed
by the fact that CG(X ∪ {uh}, F ) is closed with respect to the operation taugG(·). J

I Theorem 6 (Correctness). At any invocation of function cuts of Algorithm 1, 〈X,X〉 is a
solution.

Proof. At the beginning of the computation, the call cuts(X,F ) is performed with X =
CG({st, sh}, F ) and F = {dh} ∪ N−E(G)(d

t). Note that CG({st, sh}, F ) = taugG({st, sh}),
since the graph is acyclic. From Lemma 5, it follows that X is good (that is, condition 1 is
satisfied). Moreover, since the tail augmentation only adds neighbors of sh, which is the only
neighbor of st, we have that X = succE(G)[X](st) ∪ {st}: hence, condition 2 is also satisfied.
Finally, Γ(X) ⊆ predE(G)[X](d

h) ∪ {dh}, since otherwise the graph would contain a cycle.
Let us now consider a generic call of function cuts, and assume that the corresponding

X satisfies all conditions of Theorem 4. Let uh ∈ Γ(X) \ F be the node chosen for the two
recursive calls. We will show that the properties are kept in the recursive calls. In the call
cuts(X,F ∪ {uh}), the properties trivially hold since we do not change X. Let us then
consider the call cuts(Z,F ) with Z = CG(X ∪ {uh}, F ). This invocation is executed only if
Γ(Z) ⊆ predE(G)[Z](d

h) ∪ {dh} (line 7 of Algorithm 1): hence, condition 3 of Theorem 4 is
satisfied. By Lemma 5, it follows that Z is good: hence, also condition 1 of Theorem 4 is
satisfied. Moreover, since the two augmentation operations add only neighbors of nodes which
are already in their argument, and since st ∈ {st, sh}, we have thatX ⊆ succE(G)[X](st)∪{st}.
The opposite inclusion is trivial, thus implying that succE(G)[X](st) ∪ {st} = X and, hence,
that condition 2 is also satisfied. The theorem is thus proved. J

I Theorem 7 (Completeness). Algorithm 1 outputs all solutions without duplicates.

Proof. Recall that 〈Y, Y 〉 is a solution if and only if it satisfies the three conditions of
Theorem 4. We will show that, for any solution 〈Y, Y 〉, there is a path in the recursion
tree which outputs 〈Y, Y 〉 such that, at each node of the path corresponding to some call
cuts(X,F ), the two conditions X ⊆ Y and F ⊆ Y hold.

At the beginning of the algorithm, it is easy to show that both inclusions hold because of
the goodness of Y : conditions G1 and G3 imply X = C({st, sh}, F ) = taugG(st, sh) ⊆ Y ,
while F = {dh} ∪ N−E(G)(d

t) ⊆ Y since, by conditions G2 and G3, Y cannot contain the
in-neighbors of dt. We now show that if the inclusions hold at one given call cuts(X,F ) (that
is, X ⊆ Y and F ⊆ Y ), then they also hold in exactly one of the two subsequent recursive
calls. Indeed, let uh ∈ Γ(X) \ F be the node considered for the recursive calls. We have two
possibilities: either uh ∈ Y , or not. If uh 6∈ Y , then the two inclusions still hold for the call
cuts(X,F ∪ {uh}), since we did not modify X, and the element added to F is in Y . On the
other hand, if uh ∈ Y , we show that the call cuts(Z,F ) for Z = CG(X ∪ {uh}, F ) is indeed
performed, and retains the inclusions. Note first that by definition of closure, and since
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X ∪{uh} ⊆ Y , we have the inclusion Z = CG(X ∪{uh}, F ) ⊆ CG(Y, F ) = Y . Assume now by
contradiction that Γ(Z) 6⊆ predE(G)[Z](d

h)∪{dh}, thus failing the check on line 7. We remark
that such a check can only fail for nodes in Γ(Z)∩ F , as nodes not belonging to F with such
a property would have been included in Z by the closure, by definition. By contradiction
hypothesis, we are assuming that there exists at least one vh in Γ(Z)\predE(G)[Z](d

h)∪{dh}.
Since Γ(Y ) ⊆ predE(G)[Y ](d

h)∪{dh} ⊆ predE(G)[Z](d
h)∪{dh}. This implies that vh 6∈ Γ(Y ):

vt, vh are either both in Y , or in Y . Since vh ∈ Γ(Z), we have vt ∈ Z ⊆ Y , meaning that
vh ∈ Y . Recall now that we remarked that vh ∈ F ⊆ Y , leading us to a contradiction.
Therefore, as uh ∈ Y , the check at line 7 gives a positive response, and the subsequent call
retains the inclusions (we showed that Z ⊆ Y ; while F is clearly still contained in Y ).

It remains to prove that the execution path arrives at outputting the solution 〈Y, Y 〉. To
this aim, we show that, at each invocation of the function cuts, either X = Y , or there is
uh ∈ Γ(X) belonging to Y . If X 6= Y , let y ∈ Y \X. By condition 2 of Theorem 4, there
exists an st-y path in E(G)[Y ]: let u be the first node in this path which does not belong to
X. Note that u cannot be a tail node, because of property G3 of the goodness definition
(recall that X is good). Hence, u is a head node in Γ(X) ∩ Y . This implies the algorithm
eventually reaches a recursion node where X = Y and F ⊆ Y . From this, 〈Y, Ȳ 〉 can be
found by recursively taking the call on Line 5 until we reach a leaf, as X is not modified and
eventually F will contain Γ(X).

Finally, absence of duplication is guaranteed by the fact that, on a recursive call considering
a certain uh, all solutions in one recursive subtree will have uh ∈ X, while all the ones in the
other subtree will have uh 6∈ X. J

I Theorem 8 (Complexity). Given a DAG G with n nodes and m arcs, Algorithm 1 has
O(nm) delay and O(m) space.

Proof. Since each leaf of the recursion tree outputs a solution, because of Theorem 6, the
delay between two consecutive solutions is bounded by the cost of a root-to-leaf path in
the recursion tree. The depth of the tree is O(n) as at each step a node is added to either
X or F . Thus, the cost per solution is equal to O(n) times the cost of one recursive call.
This latter cost depends on the execution time of the function closure. If we use the naive
implementation shown in Algorithm 1, this execution takes O(m2) time and O(m) space.
A more efficient implementation whose time and space are both bounded by O(m) can be
easily given. Furthermore, the space to store the recursion stack amortizes to O(m) if we
store just the differences of X and F with respect to their parent recursive call. The theorem
thus follows. J

4 Application to temporal graphs and conclusion

In the introduction we have seen how the problem of enumerating all minimal s-d cutsets in
a temporal graph can be reduced to the problem of enumerating all minimal s-d separators
in the corresponding s-d line graph. It is easy to verify that the number nodes and arcs in
the line graph are respectively O(m) and O(m2), where m is the number of temporal arcs.
This observation along with Theorems 6-8 gives us the following result.

I Theorem 9. Given a temporal graph G with m temporal arcs and given two nodes s and
d, all minimal s-d cutsets in G can be computed with O(m3) delay and O(m2) space.

A natural open problem is whether the cost per solution for enumerating all minimal
s-d separators in a DAG in Theorem 8 can be reduced to O(m) in order to improve also
Theorem 9.
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Abstract
Span programs are an important model of quantum computation due to their correspondence with
quantum query and space complexity. While the query complexity of quantum algorithms obtained
from span programs is well-understood, it is not generally clear how to implement certain query-
independent operations in a time-efficient manner. In this work, we prove an analogous connection for
quantum time complexity. In particular, we show how to convert a sufficiently-structured quantum
algorithm for f with time complexity T into a span program for f such that it compiles back into a
quantum algorithm for f with time complexity Õ(T ). This shows that for span programs derived
from algorithms with a time-efficient implementation, we can preserve the time efficiency when
implementing the span program, which means that span programs capture time, query and space
complexities and are a complete model of quantum algorithms.

One practical advantage of being able to convert quantum algorithms to span programs in a way
that preserves time complexity is that span programs compose very nicely. We demonstrate this by
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when Reichardt showed that span programs are equivalent to dual solutions to the adversary
bound, proving that the adversary bound is a tight lower bound on quantum query complexity,
and span program complexity is a tight upper bound [17]. In particular, this means that for
any decision problem, it is possible to design a query-optimal quantum algorithm using the
span program framework, although finding such an algorithm is generally hard in practice.
Later work connecting quantum space complexity to span programs enriched this connection
further, showing that span program algorithms can also have optimal space complexity [13],
although again, there is no prescriptive recipe for finding such algorithms.

While finding optimal span programs is difficult in general, span programs have been used
to design quantum algorithms for a variety of problems, including st-connectivity [7], cycle
detection and bipartiteness testing [3, 9], subgraph detection [6, 16], maximum bipartite
matching [4], graph connectivity [12], k-distinctness [5], and formula evaluation [18, 17, 14],
some of which have optimal query complexity. Given a span program P that decides a
function f and has complexity C(P ), there is a generic transformation that compiles the
span program into a quantum query algorithm with query complexity O(C(P )).

The resulting algorithm does phase estimation to precision C(P )−1 on a certain unitary
U associated with the span program (for details, see Section 3). While it is clear that this
unitary can be implemented using O(1) quantum queries to the input, it is not at all clear
how to efficiently implement the query-independent parts of U . There has been some success
in designing time-efficient span program algorithms for certain graph problems [7], but for
other algorithms, perhaps most notably the span program algorithm for k-distinctness [5],
no time-efficient implementation is known. This difficulty in analyzing the time complexity
of span program algorithms represents a major drawback to the framework.

In this work, we make progress in understanding the relationship between span programs
and quantum time complexity. We provide an explicit construction that turns any quantum
algorithm that has sufficient structure (i.e., that allows for the construction of an efficient
uniform access oracle) into a span program that compiles back to a quantum algorithm with
essentially the same query, time and space complexity. This means that the span program
framework is capable of producing time-efficient, well-structured quantum algorithms. The
main result is stated in Theorem 9. We also exemplify how one might use our construction
by improving Ambainis’s variable time search result, in Theorem 13.

2 Preliminaries

2.1 Quantum query algorithms
Let n ∈ N, X ⊆ {0, 1}n and f : X → {0, 1} be a (partial) Boolean function. We study
quantum algorithms that compute (or decide) the value of f(x) given quantum query access
to individual bits of the input x ∈ X.

Let A be a quantum algorithm that acts on a state space C[n]×W , where [n] := {1, . . . , n}
and W is a finite set that labels the workspace states. We denote the initial state of A by
|Ψ0〉 ∈ C[n]×W and the unitary transformations that A applies at respective time steps by
U1, . . . , UT ∈ U(C[n]×W), where T ∈ N is the total number of time steps and the unitary
tranformations are either oracle queries or efficiently implementable unitaries.

The algorithm A makes queries to an input string x ∈ {0, 1}n by having a subset of the
unitaries be (controlled) calls to an oracle Ox ∈ U(C[n]×W) defined as

∀i ∈ [n],∀j ∈ W, Ox : |i, j〉 7→ (−1)xi |i, j〉, (1)

where the two registers correspond to the input bit index and the workspace, respectively.
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We denote by Q ⊂ [T ] the set that contains all t ∈ Q, such that Ut = Ox. Then Q = |Q| is
the query complexity of A. We assume that U1 and UT are not queries.

For every x ∈ {0, 1}n we define the state of the algorithm at time t ∈ [T ]0 := {0, . . . , T}
on input x as

|Ψt(x)〉 := UtUt−1 · · ·U1|Ψ0〉, (2)

where the initial state |Ψ0〉 ∈ C[n]×W is a computational basis state. Note that the right-hand
side of Equation (2) has an implicit dependence on x since Ut = Ox for some t.

We can assume that there is a single-qubit answer register used to indicate the output of
the computation. If Πb denotes the orthogonal projector onto states with |b〉 in the answer
register, for b ∈ {0, 1}, then pb(x) := ‖Πb|ΨT (x)〉‖2 is the probability that the algorithm
outputs b on input x. We say that A computes a function f : X → {0, 1} with error
probability ε ∈ [0, 1/2) if p1−f(x)(x) ≤ ε for all x ∈ X.

We require all quantum query algorithms to have additional structure, which can be
assumed without loss of generality (see [10]). We call such algorithms clean.

I Definition 1 (Clean quantum algorithm). Let A be a quantum query algorithm acting on
C[n]×W = C[n]×W′×{0,1} with the last register being the answer register. Suppose that the
time complexity of A is T , the query complexity is Q, and the initial state has |0〉 in the
answer register, so it can be expressed as |Ψ0〉 = |ψ0〉|0〉 for some |ψ0〉 ∈ C[n]×W′ . Define the
final accepting state as |ΨT 〉 := |ψ0〉|1〉. A is a clean quantum algorithm if it satisfies the
following properties.
1. Consistency: For all inputs x ∈ {0, 1}n, 〈ΨT |ΨT (x)〉 = p1(x) and 〈ΨT |(I ⊗X)|ΨT (x)〉 =

p0(x), where pb(x) = ‖(I ⊗ |b〉〈b|)|ΨT (x)〉‖2 is the probability that A outputs b on input
x, and X denotes the Pauli matrix implementing the logical NOT.

2. Commutation: (I ⊗X) commutes with every unitary Ut of the algorithm, where X acts
on the answer register.

3. Query-uniformity: Two consecutive queries are not more than b3T/Qc time steps apart,
and the first and last queries are separated by at most b3T/Qc time steps from the start
and the end of the algorithm, respectively.

2.2 Accessing an algorithm as input

Throughout the rest of the paper, we will consider algorithms that, among other things, take
other algorithms as input. This section concerns how we model this through several oracles.
The model is essentially a generalization of the one used in [2].

Let m ∈ N and let A = {A(1), . . . ,A(m)} be a set of quantum query algorithms. For every
k ∈ [m], let T (k) be the time complexity of A(k), let Q(k) ⊆ [T (k)] be the set of time steps
at which A(k) performs queries to the input, let U (k)

1 , . . . , U
(k)
T (k) be the sequence of unitaries

in A(k), and suppose that A(k) evaluates a function fk : X(k) ⊆ {0, 1}n(k) → {0, 1} with
bounded error. For convenience we define Tmax = maxk∈[m] T

(k) and nmax = maxk∈[m] n
(k),

and we assume that all unitaries U (k)
t act on some common space C[nmax]×W , where the first

register is large enough to hold the input bit label for any of the Boolean functions fk.
We define three different oracles associated with A. First, the algorithm oracle, sometimes

referred to as “select” [8], acts on C[m]×[Tmax]×[nmax]×W as

OA : |k〉|t〉|ψ〉 7→ |k〉|t〉U (k)
t |ψ〉, ∀k ∈ [m], t ∈ [T (k)] \ Q(k), |ψ〉 ∈ C[nmax]×W .
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Second, the query time step oracle, which allows us to determine whether a given algorithm
A(k) performs a query at a given time step t, acts on C[m]×[Tmax] as

∀k ∈ [m], t ∈ [T (k)], OQ : |k〉|t〉 7→
{
−|k〉|t〉, if t ∈ Q(k),

|k〉|t〉, otherwise.

Finally, given a list of inputs x = (x(1), . . . , x(m)), where x(k) ∈ {0, 1}n(k) is the input to
function fk, the input oracle to x acts on C[m]×[nmax] as

∀k ∈ [m], Ox =
m∑

k=1
|k〉〈k|⊗Ox(k) , where ∀i ∈ [nk], Ox(k) : |i〉 7→ (−1)x

(k)
i |i〉.

On other states, the behavior of the three oracles can be arbitrary.
We say that we have uniform access to a set of algorithms A if we have access to the three

oracles OA, OQ and Ox defined above. Moreover, if the time complexity of implementing
the oracles OA and OQ is polylogarithmic in Tmax = maxk∈[m] T

(k) and m, then we say that
we have efficient uniform access to A.

These oracles fully capture the set A and provide an interface for the higher-level
algorithms to execute the algorithms in A as subroutines. For very unstructured algorithms,
the implementation cost of the oracles would be large and one would need to have the
algorithms stored in QRAM or have access to them as quantum random access stored-program
machines [19]. However, quantum query algorithms that we encounter in practice can usually
be described very succinctly, meaning that efficient uniform access to the oracles OA and
OQ is possible. To illustrate this, observe that if we measure the implementation cost of
these oracles in terms of the number of gates, then the implementation of the uniform access
oracles OA and OQ cost only O(poly(n)) gates, even though it costs O(n

√
2n) gates to

implement Grover’s algorithm that evaluates the function OR : {0, 1}2n → {0, 1}. See [10]
for more details.

2.3 Span programs
Following [11], we define a span program for evaluating a Boolean function as follows.

I Definition 2 (Span program). A span program P = (H,V, A, |τ〉) on {0, 1}n consists of
1. a finite-dimensional Hilbert space H that decomposes as H = H1⊕· · ·⊕Hn⊕Htrue⊕Hfalse

where each Hi, i ∈ [n], decomposes further as Hi = Hi,0 ⊕Hi,1,
2. a finite-dimensional Hilbert space V,
3. a linear operator A : H → V, and
4. a target vector |τ〉 ∈ V.

With each string x ∈ {0, 1}n, we associate the subspaceH(x) = H1,x1⊕· · ·⊕Hn,xn⊕Htrue.
For any subspace H′ ⊆ H, we write ΠH′ to denote the projector onto H′ ⊆ H.

Intuitively, a span program encodes the decision problem “Is |τ〉 ∈ AH(x)?”. To answer
this question in the affirmative, it is sufficient to provide a preimage of |τ〉 under A in H(x),
called a positive witness. In the negative case, one would like to find an object, called a
negative witness, that precludes the existence of such a positive witness.

I Definition 3 (Positive and negative witnesses). Fix a span program P = (H,V, A, |τ〉) and
an input x ∈ {0, 1}n. We call a vector |w〉 ∈ H a positive witness for x if |w〉 ∈ H(x), and
A|w〉 = |τ〉. The positive witness size of x is

w+(x, P ) = w+(x) := min
|w〉∈H(x)

{‖|w〉‖2 : A|w〉 = |τ〉},
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if there exists a positive witness for x, and w+(x) =∞ otherwise. We say that |ω〉 ∈ V is a
negative witness for x if 〈ω|AΠH(x) = 0 and 〈ω|τ〉 = 1. The negative witness size of x is

w−(x, P ) = w−(x) := min
|ω〉∈V

{‖〈ω|A‖2 : 〈ω|AΠH(x) = 0, 〈ω|τ〉 = 1},

if there exists a negative witness, and w−(x) =∞ otherwise. We define the set of positive
and negative inputs of P , respectively, as

P1 := {x ∈ X : w+(x) <∞}, P0 := {x ∈ X : w−(x) <∞}.

One can think of a span program as a puzzle in which several pieces are supplied (the
space H(x)) together with assembly instructions (the map A) and a contour of a shape to be
constructed (the target vector |τ〉). The larger the number of pieces required to construct the
target, the harder it is to solve the puzzle. Alternatively, the larger the number of missing
pieces required to declare the problem unsolvable, the harder it is to do so. This justifies the
notion that larger witness sizes are indicative of harder span programs.

I Definition 4 (Span program complexity). Let P be a span program, f : X ⊆ {0, 1}n → {0, 1}
a Boolean function, and λ ∈ [0, 1). The positive and approximate negative complexity of P
(w.r.t. f) are, respectively,

W+(f, P ) = W+(P ) := max
x∈f−1(1)

w+(x, P ), W̃−(f, P ) = W̃−(P ) := max
x∈f−1(0)

w̃−(x, P ),

where w̃−(x, P ) is the following minimization over all approximate negative witnesses
|ω̃〉 ∈ V:

w̃−(x, P ) := min
|ω̃〉∈V

{
‖〈ω̃|A‖2 : 〈ω̃|τ〉 = 1,

∥∥〈ω̃|AΠH(x)
∥∥2 ≤ λ/W+(f, P )

}
.

We say that P positively λ-approximates f if f−1(1) ⊆ P1 and w̃−(x, P ) < ∞ for all
x ∈ f−1(0). The complexity of P with respect to f is

C(P ) :=
√
W+(f, P )W̃−(f, P ),

We say that P decides f exactly if it 0-approximates f .

3 The time complexity of implementing a span program

Span programs by themselves are not quantum objects. Nevertheless, the elements that
define a span program can be combined to form a quantum algorithm. In this section,
we describe such an algorithm and consider its implementation and time complexity in a
general setting. We express its time complexity in terms of the time complexities of several
subroutines derived from the span program. We do not show how to implement these in
general – such details will depend on the specific construction of the span program.

3.1 The span program algorithm
Let P be a span program that positively λ-approximates f . We call |w0〉 = A+|τ〉 the
minimal positive witness of P , where A+ is the Moore-Penrose pseudoinverse of A. Suppose
that P is normalized, i.e., ‖|w0〉‖ = 1, and that W+(P ) ≤ 2. The span program unitary of P
on input x ∈ {0, 1}n is

U = U(P, x) = (2ΠH(x) − I)
(

2
(
Πker A + |w0〉〈w0|

)
− I
)
. (3)
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The span program algorithm of [11] works by doing phase estimation of U on the initial state
|w0〉 to precision Θ and error probability at most ε, and then estimating the amplitude of
this process on a 0 in the phase register using precision Θ′ where

Θ = Ω
(√

1− λ
W̃−(P )

)
, ε = Ω (1− λ) , and Θ′ = Ω (1− λ) .

This algorithm requires constructing the state |w0〉, and then making O( 1
Θ′

1
Θ log 1

ε ) controlled
calls to U . Note that

1
Θ′

1
Θ log 1

ε
= O


√
W̃−(P )

(1− λ)3/2 log 1
1− λ

 ,

where the big-O-notation corresponds to λ ↑ 1 and W̃−(P ) → ∞. For a more detailed
description of this algorithm, see [11].

In [10], we show that if P is not normalized or does not satisfy W+(P ) ≤ 2, then we
can turn it into a normalized span program P ′ that 2λ-approximates f with W+(P ′) ≤ 2
and W̃−(P ′) ≤W+(P )W−(P ). The resulting number of calls to the span program unitary
U(P ′, x) is then

O


√
W+(P )W̃−(P )
(1− 2λ)3/2 log 1

1− 2λ

 , (4)

where the big-O-notation corresponds to λ ↑ 1/2 and W+(P ), W̃−(P )→∞. We refer to this
algorithm as the algorithm compiled from P , or the span program algorithm for P .

3.2 Time complexity of the span program algorithm
We now turn our attention to the time complexity of the span program algorithm for P .
We express it in Theorem 6 in terms of the number of calls to certain black-box operations
defined directly from the span program P . In principle, the time complexity of any span
program algorithm can be analyzed using this theorem, and we expect that its relevance is
not restricted to the application we present in subsequent sections.

In our analysis of span program time complexity we introduce a central concept of an
implementing subspace. This subspace depends on the particular input x ∈ {0, 1}n, and it is
often much smaller than the ambient Hilbert space H. Throughout the execution of the span
program algorithm the state vector remains in this subspace, so all operations in the span
program algorithm need only be defined in this subspace to ensure successful computation of
the span program.

I Definition 5 (Implementing subspace). Let λ ∈ [0, 1) and let P = (H,V, A, |τ〉) be a span
program that positively λ-approximates a Boolean function f : X ⊆ {0, 1}n → {0, 1}. Let
x ∈ X and let Hx be a subspace of H such that:
1. Πker(A)Hx ⊆ Hx.
2. ΠH(x)Hx ⊆ Hx.
3. |0〉 ∈ Hx, where |0〉 is the all-zeros computational basis state.
4. |w0〉 ∈ Hx, where |w0〉 = A+|τ〉 is the minimal witness for P .
Then we refer to Hx as an implementing subspace of P for x.
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For example, for any x ∈ X, a valid implementing subspace Hx of P for input x is H
itself. Now, we can state the main result of this section.

I Theorem 6. Fix λ ∈ [0, 1/2). Suppose P = (H,V, A, |τ〉) is a span program that positively
λ-approximates a function f : X ⊆ {0, 1}n → {0, 1}. For all x ∈ X, let Hx be an imple-
menting subspace for P . Suppose that we have access to the following subroutines and their
controlled versions:
1. A subroutine Rker(A) that acts on Hx as 2Πker(A) − I.
2. A subroutine C|w0〉 that leaves Hx invariant and maps |0〉 to |w0〉/ ‖|w0〉‖.
3. A subroutine RH(x) that acts on Hx as 2ΠH(x) − I.
4. A subroutine R|0〉 that acts on Hx as 2|0〉〈0| − I.
Then we can implement the span program algorithm for P using a number of calls to the
previous subroutines that satisfies

O


√
W+(P )W̃−(P )
(1− 2λ)3/2 log 1

1− 2λ

 ,

where the big-O-notation refers to the limit where λ ↑ 1/2 and W+(P ), W̃−(P ) → ∞.
Moreover, the number of extra gates and auxiliary qubits used is O(polylog(C(P ), 1/(1−2λ))).1
Finally, it suffices to merely use upper bounds on W+(P ), W−(P ) and λ, if one substitutes
these upper bounds in the relevant complexities.

The benefit implementing subspaces becomes clear from Theorem 6. If we take Hx = H,
then implementing R|0〉 takes Θ(log dimH) gates, as we must simply check that every qubit
is in the state |0〉. However, for algorithms with large space complexity, such as the element
distinctness algorithm [1], this is very costly, especially if we have to do it many times.
In some cases, as in our main result Theorem 9 in Section 4, we can show that the span
program has an implementing subspace with much smaller dimension, thus circumventing an
undesired log(dimH) overhead in the time complexity of the span program algorithm.

4 From algorithms to span programs

Let A be a clean quantum algorithm that evaluates a function f : X ⊆ {0, 1}n → {0, 1}
with error probability 0 ≤ ε < 1/2, as in Definition 1. Based on this algorithm, one can
construct a span program that approximates the same function and whose complexity is
equal to the query complexity of A, up to a multiplicative constant. This construction was
first introduced by Reichardt [17] in the case where the algorithm has one-sided error, and
extended to the case of bounded (two-sided) error in [13].

Our contribution is to extend this construction so that it not only preserves the query
complexity of A but also the time complexity. Starting with a quantum algorithm A whose
query complexity is Q and time complexity is T , we construct a corresponding span program
PA. If the span program is compiled back to a quantum algorithm, the resulting algorithm
still solves the same problem, its query complexity is Õ(Q) and its time complexity remains
Õ(T ). This requires modifications to the span program construction, but more importantly,
an additional highly non-trivial analysis of the time complexity of the span program algorithm.

1 By f(x, y) = O(polylog(x, y)), we mean that there exist constants C1, C2 > 0 such that f(x, y) =
O(logC1 (x) logC2 (y)), in the limit where x, y →∞.
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4.1 The span program of an algorithm
Recall from Section 2.2 that we can assume without loss of generality that there are no two
consecutive queries in the algorithm A, and that the first and last unitaries are not queries.
We label the time steps where the algorithm queries the inputs by

Q = {q1, . . . , qQ} ⊆ [T ], (5)

where T is the total time complexity and Q is the total number of queries. For convenience,
we also define q0 = 0, qQ+1 = T + 1. We denote the `-th block of contiguous non-query time
steps by B` ⊆ [T ], with ` ∈ [Q+ 1]. See Fig. 1 for an overview of this notation.

Time step

Type

Label

0 1 2 3 4 5 6 7 · · ·

· · ·

T−1T−2 T+1T

q0 q1 q2 qQ qQ+1B1 B2 BQ+1

Figure 1 Synopsis of our notation. The cells indexed from 1 to T denote time steps of the
algorithm A where time progresses to the right. The hatched cells denote time steps in which a
query to the input x is performed. In all other time steps t a unitary Ut independent of x is applied.

Recall that W is a finite set that labels the basis of the workspace of A. Let [T ]0 :=
{0, . . . , T}. We define the following objects:

∀i ∈ [n], b ∈ {0, 1}, Hi,b = span{|t, b, i, j〉 : t+ 1 ∈ Q, j ∈ W},
Hfalse = {0}, Htrue = span{|t, 0, i, j〉 : t+ 1 ∈ [T + 1] \ Q, i ∈ [n], j ∈ W}, (6)

|τ〉 = |0〉|Ψ0〉 − |T 〉|ΨT 〉, V = span{|t, i, j〉 : t ∈ [T ]0, i ∈ [n], j ∈ W}.

where |Ψ0〉 is the initial state of A (see Equation (2)) and |ΨT 〉 is the final accepting state
(see Definition 1). As usual, the spaces H(x) and H are defined from these as:

∀x ∈ {0, 1}n, H(x) =
( n⊕

i=1
Hi,xi

)
⊕Htrue ; H =

( ⊕
i∈[n],b∈{0,1}

Hi,b

)
⊕Htrue⊕Hfalse. (7)

For better intuition, we provide a graphical depiction of H, Htrue, H(x) and Hi,b in Fig. 2.
Recall that Q denotes the total number of queries and ε is the error probability of A. Let

a =
√

ε

2Q+ 1 and M = max
`∈[Q+1]

√
|B`|, (8)

where B` ⊆ [T ] is the `-th contiguous block of non-query gates (see Fig. 1). Since any
quantum algorithm can be made clean as in Definition 1, without loss of generality we can
assume that M ≤

√
3T/Q. For all computational basis vectors |t, b, i, j〉 in H, we define the

action of the span program operator A : H → V as follows:

A|t, b, i, j〉 =


a|T, i, j〉 if t = T,

M(|t, i, j〉 − |t+ 1〉Ut+1|i, j〉) if ∃` ∈ [Q+ 1] : t+ 1 ∈ B`,

|t, i, j〉 − (−1)b|t+ 1, i, j〉 if ∃` ∈ [Q] : t+ 1 = q`.

(9)

The unitary Ut+1 is the (t + 1)-th unitary of algorithm A as defined in Section 2.1. The
weights a and M are the main difference between our construction and that of [13], and will
enable the time-efficient implementation of the span program.
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0
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H
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1

0

1
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j
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=

1
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3
4

1 2 3
j

i

=

1
2
3
4

1 2 3
j

i

=

H(x)

Figure 2 Graphical depiction of the relevant spaces when T = 8, Q = {2, 5, 7}, n = 4, |W| = 3
and x = 0110. The total space H is a direct sum of all blocks on the left, where the block at position
(t, b) ∈ [T ]0 × {0, 1} denotes the subspace spanned by all computational basis states of the form
|t, b, ·, ·〉. Every block is of one of three types, white, 0 or 1, shown on the right. The subspace
Htrue is the direct sum of all white blocks. Each block further decomposes as a direct sum over
computational basis states |i, j〉, i ∈ [n], j ∈ W. The gray cells of all blocks together span the space
H(x). Finally, for a given i ∈ [n], the subspaces Hi,0 and Hi,1 consist of the i-th row within all 0
and 1 blocks, respectively.

I Definition 7 (Span program of an algorithm). The span program of a quantum algorithm
A is PA = (H,V, A, |τ〉), where H, V, |τ〉, and A are defined in Equations (6), (7) and (9).

This newly-defined span program evaluates the same function as the algorithm A, as
shown by the following lemma.

I Lemma 8. Let A be a clean quantum algorithm for f with error probability 0 ≤ ε < 1/5,
making Q queries, and let PA the span program for A from Definition 7. Then PA positively
5ε-approximates f with complexities W+(PA) ≤ 3(2Q+ 1) = O(Q) and W̃−(PA) = O(Q).

We prove this lemma by finding explicit positive and negative witnesses for different
inputs x ∈ X (see [10]).

4.2 Time complexity of algorithms compiled from span programs of
algorithms

We can now analyze the time complexity of the algorithm compiled from PA. Our main
result is summarized below.

I Theorem 9. Let A be a clean quantum query algorithm that acts on S qubits, has query
complexity Q, time complexity T , and evaluates a function f : X ⊆ {0, 1}n → {0, 1} with
bounded error. Let PA be the span program for this algorithm, as in Definition 7. Then we
can implement the algorithm compiled from PA with:
1. O(Q log(Q)) calls to Ox.
2. O(T log(Q)) calls to OA and OQ, as defined in Section 2.2.
3. O(Tpolylog(T )) additional gates.
4. O(polylog(T ) + So(1)) auxiliary qubits.
If we additionally require that the error probability of A is o(1/Q2), then the log(Q) factors
and the So(1) term can be removed. We can also drop So(1) if we assume that T = S1+Ω(1).

The proof leans on the structure of Theorem 6. This theorem says that every quantum
query algorithm can be converted into a span program and back into a quantum algorithm
while keeping the query and time complexity unaffected up to polylogarithmic factors. This
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implies that span programs fully capture both query, time and space complexity up to
polylogarithmic factors, which establishes an equivalence between quantum algorithms and
span programs, and strengthens the motivation for considering the latter as an important
formalism from which to derive quantum algorithms.

We define a suitable implementing subspace that allows for efficient implementations of
the four subroutines that are required.

I Definition 10 (Implemeting subspace for A). Let x ∈ X and for all t ∈ [T − 1]0, let
|Ψ̃t(x)〉 = U†t+1 · · ·U

†
T |ΨT 〉. Furthermore, let |Ψ̃T (x)〉 = |ΨT 〉. We define two subspaces of H

as follows, where we let t range over {0, . . . , T}:

Hx = span{|t〉|0〉|Ψt(x)〉 : t+ 1 6∈ Q} ⊕ span{|t〉|+〉|Ψt(x)〉, |t〉|−〉|Ψt+1(x)〉 : t+ 1 ∈ Q},

H̃x = span{|t〉|0〉|Ψ̃t(x)〉 : t+ 1 6∈ Q} ⊕ span{|t〉|+〉|Ψ̃t(x)〉, |t〉|−〉|Ψ̃t+1(x)〉 : t+ 1 ∈ Q}.

Next, we let Hx = Hx if f(x) = 1 and Hx = Hx + H̃x if f(x) = 0.

The intuition behind our use of implementing subspaces is that, for a given input x ∈ X,
the state of the algorithm moves through the Hilbert space in a simple, one-dimensional path.
So, given a time step t ∈ [T ]0 and an input x ∈ X, we can deduce what the corresponding
state in algorithm A must be at that time step, and hence we can deduce the state in the
last register of H. The only difficulty arises at the query time steps, where we use the state
before the query when the first two registers are in state |t〉|+〉, and the state after the query
when the first two registers are in state |t〉|−〉.

Note that Hx and H̃x are very close to one another when x is a positive instance. This is
because |ΨT (x)〉 is very close to |ΨT 〉 when f(x) = 1. Hence, in this case it makes sense to
only take one of the spaces as the implementing subspace. On the other hand, if f(x) = 0,
the two spaces Hx and H̃x are almost orthogonal, and hence we take both.

The main benefit of this implementing subspace is that we reduce the cost of reflecting
around the state |0〉|0〉|Ψ0〉 significantly. Such a reflection is in principle very simple because
we can assume that |Ψ0〉 = |0〉⊗ log(n)+log(|W|). However, in general, the time complexity of
this reflection is Θ(log(T ) + log(n) + log(|W|)), since it is necessary to check that every qubit
is in the |0〉 state.2 As |W| can be exponentially large in T , this incurs significant overhead
on the resulting time complexity of the algorithm. Using our implementing subspace, we get
the number of gates down to Θ(log(T )).

5 Application to variable time search

In the previous section, we described a construction that turns a quantum algorithm into
a span program. One advantage of the latter is that span programs compose very nicely
(see [17] for a number of examples). We illustrate this by describing a construction that,
given span programs for n functions {fk : {0, 1}mk → {0, 1}}n

k=1, outputs a span program
for the logical OR of their output: f(x(1), . . . , x(n)) =

∨n
k=1 fk(x(k)). In short, we show that

given query-, time- and space-efficient quantum implementations for each fk, the resulting
algorithm compiled from the OR span program can also be implemented query-, time- and

2 This detail has been neglected in previous work. For example, efficient implementation of such a
reflection is not discussed in [2]. While this is not inconsistent with the stated results, since the result
only claims to count oracle calls to Ox and OA, this is not true of subsequent work that uses the
results of [2]. We suspect that an argument like ours could also be made in previous work, but feel it is
sufficiently non-trivial that it should not be taken for granted.
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space-efficiently. Throughout this section we write fk as functions on {0, 1}mk for the sake
of simplicity, even though the results also hold for partial Boolean functions with arbitrary
domains Xk ⊆ {0, 1}mk .

5.1 The OR of span programs
Fix λ ∈ (0, 1/n). For k ∈ [n], let P (k) = (H(k),V(k), A(k), |τ (k)〉) be a span program on
{0, 1}mk that positively λ-approximates fk : {0, 1}mk → {0, 1}.3 Let W (k)

+ and W (k)
− be some

upper bounds on W+(P (k)) and W̃−(P (k)) respectively, and assume that every x ∈ f−1
k (0)

has an approximate negative witness |ω̃(k)〉 ∈ V(k) with
∥∥〈ω̃(k)|A(k)ΠH(k)(x)

∥∥2 ≤ λ/W (k)
+ and∥∥〈ω̃(k)|A(k)

∥∥2 ≤W (k)
− . Let Ck =

√
W

(k)
+ W

(k)
− .

Assume, by applying an appropriate basis change, that |τ (k)〉 = |0〉 for every k ∈ [n]. For
each k, extend |τ (k)〉 = |0〉 to an orthonormal basis {|0〉, |k, 1〉, . . . , |k, dim(V(k))−1〉} for V(k)

so that, aside from the single overlapping dimension |0〉, the subspaces V(k) are orthogonal to
one another. Let V(k) = span{|k, 1〉, . . . , |k,dim(V(k))− 1〉}, so that V(k) = span{|0〉} ⊕ V(k).

Let f : {0, 1}m1+···+mn → {0, 1} be defined by f(x(1), . . . , x(n)) =
∨n

k=1 fk(x(k)). We can
define a span program P on {0, 1}m1+···+mn that decides f as follows:

∀k ∈ [n], ` ∈ [mk], b ∈ {0, 1}, Hk,`,b = span{|k〉} ⊗ H(k)
`,b , Htrue =

n⊕
k=1
H(k)

true,

Hfalse = span{|0, 0〉}, V = span{|0〉} ⊕
n⊕

k=1
V(k)

, A =
n∑

k=1

√
W

(k)
+ 〈k| ⊗A(k). (10)

Above, we are indexing into an input x ∈ {0, 1}m1+···+mn by using a pair of indices, k ∈ [n]
and ` ∈ [mk], in the obvious way. From this definition of P , we get:

H(x) =
⊕

k∈[n]

span{|k〉} ⊗ H(k)(x(k)), where ∀k ∈ [n],H(k)(x(k)) =
⊕

`∈[mk]

H(k)
`,x

(k)
`

. (11)

IDefinition 11. Let {P (k)}n
k=1 be a set of span programs, where P (k) =(H(k),V(k), A(k),|τ (k)〉).

Then we let P = (H,V, A, |0〉) be the OR span program of these span programs, where H, V
and A are defined in Equation (10).

We prove that the OR span program P indeed evaluates f (see [10] for proof).

I Lemma 12. P positively nλ-approximates f with complexity C(P ) ≤
√∑n

k=1 C
2
k .

5.2 Implementation of the OR span program
We are now in position to state the main theorem of this section.

I Theorem 13 (Variable-time quantum search). Let A = {A(k)}n
k=1 be a finite set of quantum

algorithms, where A(k) acts on Sk ≤ Smax qubits and decides fk : {0, 1}mk → {0, 1} with
bounded error with query complexity Qk and time complexity Tk ≤ Tmax. Suppose that we
have uniform access to the algorithms in A through the oracles OA, OQ and Ox, as elaborated
upon in Section 2.2. Then we can implement a quantum algorithm that decides f =

∨n
k=1 fk

with bounded error, with the following properties:

3 We require λ to be quite small here. One way to achieve this from an arbitrary span program is to
convert it to an algorithm, reduce the error to O(1/n) at the expense of a O(logn) multiplicative factor,
and then convert that back to a span program using the construction in Section 4.1. Furthermore, we
can just as well use partial functions here, but we don’t for notational simplicity.
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1. The number of calls to Ox is O
(√∑n

k=1Q
2
k · log

(∑n
k=1Q

2
k

))
.

2. The number of calls to OA and OQ is O
(√∑n

k=1 T
2
k · log

(∑n
k=1Q

2
k

))
.

3. The number of extra gates is O
(√∑n

k=1 T
2
k · polylog(Tmax, n)

)
.

4. The number of auxiliary qubits is O
(

polylog(Tmax, n) + S
o(1)
max

)
.

If we additionally require that the error probabilities of the A(k)’s are all o(1/
∑n

k=1Q
2
k),

then the log(
∑n

k=1Q
2
k) factors and the So(1)

max term can be dropped. We can also drop the term
S

o(1)
max if Tk = S

1+Ω(1)
k for all k ∈ [n].

The proof of this theorem follows from converting the algorithms A(k) into span programs
using the construction in Section 4, applying Theorem 6 to their OR span program defined
in Definition 11, and subsequently providing sufficiently efficient implementations of RkerA,
C|w0〉, RH(x) and R|0〉. Further details can be found in [10].

A similar result was reached by Ambainis in [2]. Let us discuss how our result compares
to that of Ambainis.

The uniform access model described in Section 2.2 is a slight generalization of the model
considered by Ambainis, as explained in [2, Appendix A]. Unlike Ambainis, we differentiate
between query and non-query time steps in the algorithms A(k). Therefore, Ambainis only
considers the algorithm oracle OA and includes the queries to x as part of this oracle, whereas
we also assume to have explicit access to the oracles OQ and Ox.

One can obtain the same number of calls to Ox or to OA and OQ separately using
Ambainis’s construction. If one counts every query to x in the original algorithms as having
unit cost, then Ambainis’s construction yields an algorithm that evaluates f =

∨n
k=1 fk

with O(
√∑n

k=1Q
2
k) queries to Ox. Similarly, if one assigns a unit cost to every gate in the

original algorithms, then the algorithm that follows from Ambainis’s construction performs
O(
√∑n

k=1 T
2
k ) calls to OA, OQ and Ox. We show that one can attain both desired scalings

in the number of calls to Ox, OQ and OA simultaneously, up to a single logarithmic factor.
Moreover, our construction is also efficient with respect to the time and space complexities,
as we show that we only suffer from polylogarithmic overhead in the number of extra gates
and auxiliary qubits. As our construction goes via a rather simple composition of span
programs, this exemplifies the power of the span program framework.

There are, however, some aspects to Ambainis’s work that we did not reproduce. Ambainis
proved a version of his theorem for the search problem whereas we only consider a decision
version. By a standard reduction from the search version to the decision version, we also
recover the analogous search result, but with an extra factor of log(n) overhead in the query
and time complexities. Ambainis also gives a result for the case where the costs of the
original algorithms are unknown. We leave modifying our approach to reproduce this result
for future research.

From Theorem 13 we easily deduce that if we have efficient uniform access to a set of
algorithms, i.e., the oracles OA and OQ can be implemented in time logarithmic in Tmax
and n, then the algorithm compiled from P has query complexity Õ(

√∑n
k=1Q

2
k) and time

complexity Õ(
√∑n

k=1 T
2
k ).

6 Open problems

There remain several open problems related to our results. The main question that arises
from Theorem 9 is whether it is possible to remove the logarithmic factors in the number of
calls to Ox, OQ and OA.
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On the other hand, Theorem 13 leaves several open ends for further research. The most
interesting direction that we foresee is whether the relative ease with which span programs
can be composed can be exploited to obtain more composition results. The variable time
search result composes a set of arbitrary functions with the OR function and obtains a
Grover-like speed-up in the query and time complexity of the resulting algorithm. A natural
next step would be to investigate if similar types of speed-ups can be obtained when one
composes some arbitrary functions with threshold functions.
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Abstract
In this paper we consider the following total functional problem: Given a cubic Hamiltonian graph G
and a Hamiltonian cycle C0 of G, how can we compute a second Hamiltonian cycle C1 6= C0 of G?
Cedric Smith and William Tutte proved in 1946, using a non-constructive parity argument, that
such a second Hamiltonian cycle always exists. Our main result is a deterministic algorithm which
computes the second Hamiltonian cycle in O(n ·20.299862744n) = O(1.23103n) time and in linear space,
thus improving the state of the art running time of O∗(20.3n) = O(1.2312n) for solving this problem
(among deterministic algorithms running in polynomial space). Whenever the input graph G does not
contain any induced cycle C6 on 6 vertices, the running time becomes O(n·20.2971925n) = O(1.22876n).
Our algorithm is based on a fundamental structural property of Thomason’s lollipop algorithm,
which we prove here for the first time. In the direction of approximating the length of a second
cycle in a (not necessarily cubic) Hamiltonian graph G with a given Hamiltonian cycle C0 (where we
may not have guarantees on the existence of a second Hamiltonian cycle), we provide a linear-time
algorithm computing a second cycle with length at least n− 4α(

√
n+ 2α) + 8, where α = ∆−2

δ−2 and
δ,∆ are the minimum and the maximum degree of the graph, respectively. This approximation
result also improves the state of the art.
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1 Introduction

Graph Hamiltonicity problems are among the most fundamental problems in theoretical
computer science. Problems related to Hamiltonian paths and Hamiltonian cycles have
attracted a tremendous amount of work over the years, see for example the recent survey of
Gould [14] and the references therein. Deciding whether a given graph has a Hamiltonian
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cycle, i.e. a cycle that contains each vertex once, was among Karp’s 21 NP-hard problems [16].
On the other hand, there are several exponential-time algorithms for computing a Hamiltonian
cycle or a solution to the Traveling Salesman Problem (TSP), which is a direct generalization
of the Hamiltonian cycle problem. The first algorithms for the problem were based on dynamic
programming and required O(n22n) time [2, 15]. One of the next major improvements came
decades later by Eppstein [11] who showed that a Hamiltonian cycle in a graph of degree at
most three with n vertices can be computed in O(2 n

3 ) ≈ 1.26n time and linear space; at the
same time the algorithm can also compute an optimum solution for TSP on such graphs.
The algorithm of Eppstein works by forcing specific edges of the graph which must be part
of any generated cycle; a variation of this algorithm can also enumerate all Hamiltonian
cycles in a graph of degree at most three in O(2 3n

8 ) time [11]. After that, there has been
a series of improvements on the running time for TSP and the Hamiltonian cycle problem
in degree-three graphs. In this direction there are two different lines of research, one for
algorithms using polynomial space and one for algorithms using exponential space. With
respect to algorithms using polynomial space, the most recent results are an O(1.2553n)-time
algorithm by Liśkiewicz and Schuster [18] and an O∗(20.3n) = O(1.2312n)-time algorithm by
Xiao and Nagamochi [23], where O∗(·) suppresses polynomial factors. For bounded-degree
graphs, it is known by Björklund et al. [5] that TSP can be solved in O∗((2 − ε)n) time,
where ε > 0 only depends on the maximum degree of the input graph. Furthermore, for
general graphs there exists a Monte Carlo algorithm for computing a Hamiltonian cycle with
running time O∗(1.657n), given by Björklund [3]. By allowing exponential space, the running
time for solving TSP on degree-three graphs can be improved further to O∗(1.2186n) [6],
while a Hamiltonian cycle can also be detected in O∗(1.1583n) time using a Monte Carlo
algorithm [8]. In our paper we focus on algorithms running in polynomial space.

On the other hand, using a non-constructive parity argument, Cedric Smith and William
Tutte [21] proved in 1946 that, for any fixed edge in a cubic (i.e. 3-regular) graph G, there
exists an even (potentially zero) number of Hamiltonian cycles through this edge. Thus, the
existence of a first Hamiltonian cycle guarantees the existence of a second one too, and this
allows us to define the following total functional problem [19].

Smith
Input: A cubic Hamiltonian graph G and a Hamiltonian cycle C0 of G.
Task: Compute a second Hamiltonian cycle C1 6= C0 of G.

It is easy to see that any algorithm A for the Hamiltonian cycle (decision) problem on
graphs with maximum degree three can be trivially adapted to solve Smith as follows: for
every edge e of the initial Hamiltonian cycle C0, run A on G\ e, i.e. on the graph obtained by
removing e from G. Then, as a second Hamiltonian cycle C1 6= C0 always exists, at least one
of these n calls of A will return such a cycle C1. That is, Smith can be solved in n ·T (A) time,
where T (A) is the worst-case running time of A on input graphs with n vertices. Similarly,
any algorithm A′ which computes the parity of the number of Hamiltonian cycles in a given
graph can be also used as a subroutine to solve Smith. Such an algorithm A′, which runs
in time O(1.619n) and in polynomial space, was given by Björklund and Husfeldt [4] for
directed graphs, but the result carries over to undirected graphs as well.

Thomason [20] was the first one who provided an algorithm, known as the lollipop
algorithm, for Smith. This algorithm starts from the given Hamiltonian cycle C0 of G
and creates a sequence of distinct Hamiltonian paths where the last of these Hamiltonian
paths trivially augments to a different Hamiltonian cycle of G. This algorithm was actually
used by Papadimitriou to place Smith within the complexity class PPA [19]. Although
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Thomason’s lollipop algorithm is well-known for decades, the internal structure of the
algorithm’s execution on cubic Hamiltonian graphs remains so far mostly unclear and not
well understood. In an attempt to construct worst-case instances for the lollipop algorithm,
Cameron proved in 2001 [7] that on a specific family of cubic graphs (which is a variation
of the family introduced by Krawczyk [17]) the lollipop algorithm runs in time at least 2cn,
for some constant c. Thus, the state of the art running time (using polynomial space) for
computing a second Hamiltonian cycle in Smith is to use the best known algorithm for
the Hamiltonian cycle problem in cubic graphs which runs in O∗(20.3n) [23]. However, a
tantalizing longstanding question is whether the knowledge of the first Hamiltonian cycle C0
strictly helps to reduce the running time for computing a second Hamiltonian cycle C1. In
this paper we provide evidence for the affirmative answer to this question.

A relaxation of Smith is, given a Hamiltonian cycle C0, to efficiently compute a second
cycle (different than C0) that is large enough. This relaxed problem becomes more meaningful
for graphs with degrees larger than three, as it is well known that uniquely Hamiltonian
graphs (i.e. graphs with a unique Hamiltonian cycle) exist, even when all vertices have degree
three except two vertices which have degree four [10, 12]. For cubic Hamiltonian graphs,
Bazgan, Santha, and Tuza [1] showed that the knowledge of the first Hamiltonian cycle C0
algorithmically strictly helps to approximate the length of a second cycle. In fact, if C0 is
not given along with the input, there is no polynomial-time constant-factor approximation
algorithm for finding a long cycle in cubic graphs, unless P=NP. In contrast, if C0 is given,
then for every ε > 0 a cycle C ′ 6= C0 of length at least (1− ε)n can be found in 2O(1/ε2) · n
time, i.e. there is a linear-time PTAS for approximating the second Hamiltonian cycle [1].
The main ingredient in the proof of the latter result is an O(n 3

2 logn)-time algorithm which,
given G and C0, computes a cycle C ′ 6= C0 of length at least n− 4

√
n [1]. In wide contrast to

cubic graphs, for graphs of minimum degree at least three, only existential proofs are known
for a second large cycle. In particular, Girão, Kittipassorn, and Narayanan recently proved
with a non-constructive argument that any n-vertex Hamiltonian graph with minimum degree
at least 3 contains another cycle of length at least n− o(n) [13].

Our contribution. In this paper we do the first attempt to understand the internal structure
of the lollipop algorithm of Thomason [20]. Our main result in this direction embarks from
the following trivial observation, which is not specific to Thomason’s algorithm or to cubic
graphs.

I Observation 1. Let G be a cubic Hamiltonian graph and let C0, C1 be any two different
Hamiltonian cycles of G. Then the symmetric difference C0 ∆ C1 of the edges of the two
cycles is a 2-factor, i.e. a collection of cycles in G.

Although Observation 1 determines that the symmetric difference of any two Hamiltonian
cycles C0 and C1 is a collection of cycles in G, it does not rule out the possibility that
C0 ∆ C1 contains more than one cycle. Our first technical contribution is that, for any
given Hamiltonian cycle C0, there exists at least one other Hamiltonian cycle C1 such that
C0 ∆ C1 is connected, i.e. it contains exactly one cycle. More specifically, we prove that
this holds for the particular Hamiltonian cycle C1 that is computed by Thomason’s lollipop
algorithm when starting from the cycle C0. For our proof we simulate the execution of the
lollipop algorithm by simultaneously assigning to every edge one of four distinct colors in a
specific way such that four coloring invariants are maintained. Using this coloring procedure,
an alternating red-blue path is maintained during the execution of the algorithm, which
becomes an alternating red-blue cycle at the end of the execution. As it turns out, this
alternating cycle coincides with the symmetric difference C0 ∆ C1.

MFCS 2020
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This fundamental structural property of the lollipop algorithm (see Theorem 3 in Section 3)
has never been revealed so far, and it enables us to design a novel and more efficient algorithm
for detecting a second Hamiltonian cycle of G. This improves the current state of the art in the
computational complexity of Smith among deterministic algorithms running in polynomial
space (see Section 4). Instead of trying to generate the second Hamiltonian cycle C1 directly
from C0 (as Thomason’s lollipop algorithm does), our new algorithm enumerates –almost– all
alternating red-blue cycles, until it finds one alternating cycle D such that the symmetric
difference C0 ∆ D is a Hamiltonian cycle of G (and not just a collection of cycles that
collectively contain all vertices of G). During its execution, this algorithm iteratively has
a choice between two different options for the next edge to be colored red, in which cases
it branches to create two new instances. However, in order for the algorithm to achieve a
strictly better worst-case running time than O∗(20.3n), it has to refrain from just always
blindly branching to new instances. We are able to do this by identifying appropriate disjoint
quadruples of edges, which we call ambivalent quadruples, and by deferring the choice for
the colors of each of these quadruples until the very end. Then, at the last step of the
algorithm we are able to choose their colors in linear time. That is, using the ambivalent
quadruples we do not generate all possible alternating red-blue cycles but only a succinct
representation of them. The running time of the algorithm that we eventually achieve is
O(n ·20.299862744n) = O(1.23103n), while our algorithms runs in linear space. In the particular
case where the input graph G contains no induced cycle C6 on 6 vertices, the running time
becomes O(n · 20.2971925n) = O(1.22876n).

In the direction of approximating the length of a second cycle on graphs with minimum
degree δ and maximum degree ∆, we provide in Section 5 a linear-time algorithm for
computing a cycle C ′ 6= C0 of length at least n− 4a(

√
n+ 2α) + 8, where α = ∆−2

δ−2 . On the
one hand, this improves the results of [1] in two ways. First, it provides a direct generalization
to arbitrary Hamiltonian graphs of degree at least 3. Second, our algorithm works in linear
time in n for all constant-degree regular graphs; in particular it works in time O(n) on cubic
graphs (see Corollary 14). On the other hand, we complement the results of [13] as we
provide a constructive proof for their result in case where the ∆ and δ are o(

√
n)-factor away

from each other. Formally, our algorithm constructs in linear time another cycle of length
n− o(n) whenever ∆

δ = o(
√
n) (see Corollary 15).

Due to space constraints, the missing proofs can be found in the full version of the
paper [9].

2 Preliminaries

Given a graph G = (V,E), an edge between two vertices u and v is denoted by uv ∈ E, and
in this case u and v are said to be adjacent in G. The neighborhood of a vertex v ∈ V is the
set N(v) = {u ∈ V : uv ∈ E} of its adjacent vertices. A graph G is cubic if |N(v)| = 3 for
every vertex v ∈ V . Given a path P = (v1, v2, . . . , vk) (resp. a cycle C = (v1, v2, . . . , vk, v1))
of G, the length of P (resp. C) is the number of its edges. Furthermore, E(P ) (resp. E(C))
denotes the set of edges of the path P (resp. of the cycle C). A path P (resp. cycle C) in G
is a Hamiltonian path (resp. Hamiltonian cycle) if it contains each vertex of G exactly once.
Every cubic Hamiltonian graph is referred to as a Smith graph. Given a Smith graph G and
a Hamiltonian cycle C0 of G, an edge of G which does not belong to C0 is called a chord
of C0, or simply a chord. The next theorem allows us to assume without loss of generality
that the input Smith graph G is triangle-free.
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I Theorem 1. Let G = (V,E) be a Smith graph with n vertices that contains at least one
triangle, and let C0 be a Hamiltonian cycle of G. In linear time we can compute either a
second Hamiltonian cycle C1 of G or a triangle-free Smith graph G′ with fewer vertices such
that every Hamiltonian cycle in G bijectively corresponds to a Hamiltonian cycle in G′.

Now we define the auxiliary notion of an X-certificate which is a pair of chords forming
the shape of an “X” in a given Hamiltonian cycle. If an X-certificate exists then a second
Hamiltonian cycle can be immediately computed.

I Definition 2. Let G = (V,E) be a Smith graph with n vertices and let C0 = (v1, v2, . . . , vn)
be a given Hamiltonian cycle of G. Let i, k ∈ {1, 2, . . . , n}, where k /∈ {i− 1, i, i+ 1} (here we
consider all indices modulo n), such that vivk, vi+1vk+1 ∈ E. Then the pair {vivk, vi+1vk+1}
of chords is an X-certificate of G.

I Observation 2. Let G be a Smith graph with n vertices, let C0 = (v1, v2, . . . , vn) be a
Hamiltonian cycle of G, and let the pair {vivk, vi+1vk+1} of chords be an X-certificate of G,
where i < k. Then C1 = (v1, v2, . . . , vi, vk, vk−1, . . . , vi+1, vk+1, vk+2, . . . , vn) is a second
Hamiltonian cycle of G.

3 A connected symmetric difference of the two Hamiltonian cycles

In this section we present the fundamental structural property of Thomason’s lollipop
algorithm that the symmetric difference of the two involved Hamiltonian cycles is connected.
For the sake of presentation, in this section we simulate Thomason’s lollipop algorithm [20]
on an arbitrary given Smith graph G and, during this simulation, we assign colors to some of
the edges of G. In particular, we assign to some edges of G one of the colors red, blue, black,
and yellow. Note that the colors of the edges change in every step of the lollipop algorithm.
Furthermore, every such (partial) edge-coloring of G uniquely determines one step of the
lollipop algorithm on G that starts at a specific initial configuration.

Thomason’s lollipop algorithm starts (at Step 0) with a Hamiltonian cycle C0 =
(v1, v2, . . . , vn, v1); at this step we color all n edges of C0 black, while all other edges are
colored yellow. Any Step i ≥ 1 of the lollipop algorithm is called non-final if the Hamiltonian
path at this step does not correspond to a Hamiltonian cycle, i.e. v1 is not connected in G to
the last vertex of this Hamiltonian path.

Step 1 is derived from Step 0 by removing the edge v1vn from the cycle C0, thus obtaining
the Hamiltonian path P1 = (v1, v2, . . . , vn). We color this removed edge v1vn red. Let
N(vn) = {v1, vn−1, vk}. At Step 2, the lollipop algorithm continues by adding to the current
Hamiltonian path P1 the edge vnvk, thus obtaining a “lollipop” in which vk keeps all its three
incident edges, v1 keeps only the incident edge v1v2, and every other vertex keeps exactly two
of its incident edges. Step 2 is completed by removing the edge vkvk+1 from P1, thus “breaking”
the lollipop and obtaining the next Hamiltonian path P2 = (v1, v2, . . . , vk, vn, . . . , vk+1). It
is important to note here that vk+1 is the vertex immediately after vertex vk in the path
Pi−1, where we consider that the path starts at v1. At Step 2 we color the newly added edge
vnvk blue and the removed edge vkvk+1 red, while the last vertex of the path P2 is vk+1. The
algorithm continues towards Step 3 by adding to P2 the third edge incident to vk+1 (i.e. the
unique incident edge vk+1v` different from the edges vkvk+1 and vk+1vk+2 that belonged to
the previous path P1) and by removing again the other incident edge of v` that “breaks” the
lollipop. Similarly to Step 2, in Step 3 we color the newly added edge vk+1v` blue and the
newly removed incident edge of v` red.
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As the lollipop algorithm progresses, the (partial) coloring of the edges of G continues,
according to the following rules at Step i ≥ 1. Recall that the Hamiltonian path at Step i ≥ 1
is denoted by Pi. Furthermore, assume that during Step i, the path Pi is obtained by adding
to Pi−1 the edge vxvy (where vx is the last vertex of Pi−1, thus building a lollipop) and by
subsequently removing from Pi−1 the edge vyvz, thus breaking the constructed lollipop.

The description of the edge-coloring procedure that we apply at every step of the lollipop
algorithm can be formally given by four coloring rules, which are intuitively described as
follows. At every step, the black edges are those edges of the initial cycle C0 which are still
contained in the current Hamiltonian path, while the red edges are all the remaining edges
of C0, i.e. those edges which do not belong to the current Hamiltonian path. The blue edges
are those chords of C0 that belong to the current Hamiltonian path. Finally, the yellow
edges are all the remaining chords of C0, i.e. those chords that do not belong to the current
Hamiltonian path. Initially we start with the cycle C0 that contains n black edges and we
remove one of them (the edge v1vn) which becomes red. At every step of the algorithm we
build the new lollipop when all three incident edges of some vertex vy become either black or
blue. This can happen either by adding a new (previously yellow) chord (thus coloring it
blue) or by adding a new (previously colored red) C0-edge (thus coloring it black). Once we
have build the new lollipop, we break it within the same step of the lollipop algorithm, either
by removing a (previously colored black) C0-edge (thus coloring it red) or by removing a
(previously colored blue) chord (thus coloring it yellow).

As we prove in our main technical contribution in this section (see Theorem 3), the
coloring of the edges proceeds such that the following main invariant is maintained:

I Main Invariant. When the lollipop is built during any non-final Step i ≥ 2, the set of all
red and blue edges form an alternating path of even length in G, starting at v1 with a red
edge. Furthermore, at the final step (i.e. when we build a second Hamiltonian cycle instead
of a lollipop) the set of all red and blue edges form an alternating cycle D in G.

I Theorem 3. The Main Invariant is maintained at every (final or non-final) Step i ≥ 1 of
Thomason’s lollipop algorithm. Thus, after the final step of the algorithm, the symmetric
difference C0 ∆ C1 of C0 with the produced Hamiltonian cycle C1 is the alternating red-blue
cycle D.

The next corollary follows by the proof of Theorem 3, and will allow us to reduce the
asymptotic running time of our algorithm in Section 4 by a factor of n.

I Corollary 4. Let C0 be a given Hamiltonian cycle of a Smith graph G. Let (vi, vj , vk) be
three consecutive vertices of C0. Then there exists a second Hamiltonian cycle C1 of G such
that (i) C0 ∆ C1 is a cycle in G and (ii) either the edge vivj or the edge vjvk does not belong
to C1.

4 The alternating cycles’ exploration algorithm

In this section we present our O(n · 2(0.3−ε)n)-time algorithm for Smith, where ε > 0 is a
strictly positive constant. This algorithm improves the state of the art, as it is asymptotically
faster than all known algorithms for detecting a second Hamiltonian cycle in cubic graphs
(among algorithms running in polynomial space). Our algorithm is inspired by the structural
property of Theorem 3. It starts from a designated vertex v1 and constructs an alternating
cycle D of red-blue edges (with respect to C0, in the terminology of Section 3) such that the
symmetric difference C0 ∆ D is a Hamiltonian cycle C1 of G. Equivalently, the algorithm
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constructs a second Hamiltonian cycle C1 such that the symmetric difference D = C0 ∆ C1
is connected, i.e. one single cycle D of G in which every edge alternately belongs to C0 and
to C1, respectively.

Before we present and analyze our algorithm, we first present some necessary definitions
and notation. Let G be a Smith graph and C0 = (v1, v2, . . . , vn) be the initial Hamiltonian
cycle of G. For every vertex vi of G, we denote by v∗i the unique vertex that is connected to
vi through a chord. That is, whenever vivj is a chord, we have that vj = v∗i and vi = v∗j .
Furthermore, every vertex vi is incident to exactly two C0-edges vi−1vi and vivi+1, where we
consider all indices modulo n. The algorithm iteratively forces specific edges to be colored
red (C0-edges not belonging to C1), black (C0-edges belonging to C1), blue (chords belonging
to C1), and yellow (chords not belonging to C1). Initially, the algorithm starts by coloring
the C0-edge v1vt red, where vt ∈ {v2, vn}, the chord vtv∗t blue, and the two C0-edges adjacent
to the edge vtv1 black. That is, if vt = v2 (resp. if vt = vn) then the edges v1vn and v2v3
(resp. v1v2 and vn−1vn) are initially black. During its execution, the algorithm maintains
an alternating red-blue path D of even length (starting with the red edge v1vt and ending
with a blue edge), until D eventually becomes an alternating cycle. Note that D can only
become a cycle when we color the chord v1v

∗
1 blue. At every iteration the algorithm has

(at most) two choices for the next red edge to be added to D, and thus it branches to (at
most) two new instances of the problem, inheriting to both of them the choices of the forced
(i.e. previously colored) edges made so far. At an arbitrary non-final step, let vy be the last
vertex of the alternating path D, and let vxvy be the last (blue) edge of D. For each of the
two C0-edges vy−1vy and vyvy+1 that are incident to vy, this edge is called eligible if it has
not been forced (i.e. colored) at a previous iteration; otherwise it is called non-eligible. Here
the term “eligible” stands for “eligible for branching”. We define the following operations;
note that, once an edge has been assigned a color, it can never be forced to change its color.

Blue-Branch: Whenever a chord vxvy is colored blue (where vy is the last vertex of the
current red-blue alternating path D) and both C0-edges vyvy+1, vyvy−1 are eligible, we
create two new instances I1 and I2, where I1 (resp. I2) has the edge vyvy+1 (resp. vyvy−1)
colored red and the edge vyvy−1 (resp. vyvy+1) colored black.
Blue-Force: Whenever a chord vxvy is colored blue (where vy is the last vertex of the
current red-blue alternating path D) and exactly one of the two C0-edges vyvy+1, vyvy−1
is eligible, we color this eligible C0-edge red.
Red-Force: Assume that a C0-edge is colored red; note that this edge must be incident
to a blue chord (i.e. its previous edge in the alternating path D). If its other incident
chord is uncolored, we color it blue. Otherwise, if it has been previously colored yellow,
we announce “contradiction”. Moreover, if this new red edge is incident to a C0-edge that
is uncolored, we color this edge black.
Black-Force: Assume that a C0-edge vivi+1 is colored black, where this edge is adjacent
to the (previously colored) black C0-edge vi−1vi (resp. vi+1vi+2). If their commonly
incident chord viv∗i (resp. vi+1v

∗
i+1) is so far uncolored, we color it yellow. Otherwise, if

it has been previously colored blue, we announce “contradiction”.
Yellow-Force: Assume that a chord viv∗i is colored yellow by the operation Black-Force
(i.e. once both C0-edges vi−1vi, vivi+1 become black); furthermore let vk = v∗i . If at
least one of the C0-edges vk−1vk, vkvk+1 has been previously colored red, we announce
“contradiction”. Otherwise, for each of the C0-edges vk−1vk, vkvk+1, if this edge is
uncolored, we color it black. (Note that, if the Yellow-Force operation does not announce
“contradiction”, at the end of the operation all four C0-edges vi−1vi, vivi+1, vk−1vk, vkvk+1
that are incident to the chord viv∗i are colored black.)
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The main idea of the algorithm is as follows. If both edges vyvy+1, vyvy−1 are eligible,
the algorithm branches (in most cases) to two new instances I1 and I2, where I1 (resp. I2)
has the eligible edge vyvy+1 (resp. vyvy−1) colored red. After the algorithm has branched
to these two new instances I1 and I2, it exhaustively applies the four forcing operations
Blue-Force, Red-Force, Black-Force, and Yellow-Force, until none of them is applicable any
more. The correctness of these forcing operations becomes straightforward by recalling our
interpretation of the four colors, i.e. that the C0-edges belonging (resp. not belonging) to
C1 are colored black (resp. red), while the chords belonging (resp. not belonging) to C1 are
colored blue (resp. yellow).

In some cases, the exhaustive application of the forcing rules in the two new instances
I1, I2 may only force very few edges, which results in a large running time of the algorithm
before we reach a state where D becomes an alternating red-blue cycle. To circumvent this
problem, we refrain from just always applying the operation Blue-Branch. Instead, in some
cases we are able to defer the choice of the forced color of specific edges until the very end.
More specifically, in some cases we are able to determine specific sets of four edges (each
containing three C0-edges and one chord) which build a C4 in G (i.e. a cycle of length 4)
such that all colored edges in the two different instances I1, I2 are identical, apart from the
colors of these four edges. Therefore all forcing operations in the subsequent iterations of
the algorithm are identical in both these instances I1, I2, regardless of the specific colors
of these four edges. Furthermore, as it turns out, every such a quadruple of edges can
receive forced colors in exactly two alternative ways. We call every such a set an ambivalent
quadruple of edges. In these few cases, where an ambivalent quadruple occurs, we do not
apply the operation Blue-Branch; instead we continue our forcing and branching operations
in the subsequent iterations of the algorithm by only starting from one of these instances
(instead of starting from both instances). Then, at the final step of the algorithm, i.e. when
D becomes an alternating red-blue cycle, we are able to decide which of the two alternative
edge colorings is correct for each ambivalent quadruple of edges.

The above crucial trick of not always applying the operation Blue-Branch allows us
to avoid generating all possible red-blue alternating cycles, thus obtaining an exponential
speed-up of the algorithm and beating the state of the art running time of O∗(20.3n) which is
implied by the TSP-algorithm of [23]. For example, in one of the cases where an ambivalent
quadruple occurs, if we would branch to two new instances we would only force 5 new
edges. Thus, since G has 3

2n edges (as a cubic graph), forcing 5 edges at a time would
imply the generation of at most O∗

(
2 3

2 ·
1
5n
)

= O∗
(
20.3n) instances in the worst case, each

of them corresponding to a different red-blue alternating cycle. However, by deferring the
exact coloring of all ambivalent quadruples until the end of the algorithm, we bypass this
problem: instead of generating all possible red-blue alternating cycles, we create a succinct
representation of them by only generating O

(
2(0.3−ε)n) alternating cycles (for some constant

ε > 0), and then we determine from them the desired alternating cycle, i.e. the one which gives
us a second Hamiltonian cycle as its symmetric difference with the given first Hamiltonian
cycle C0. Now we define the operation Ambivalent-Flip, which appropriately changes at the
end of the algorithm the already chosen colors of an ambivalent quadruple. Recall here that
every ambivalent quadruple q contains exactly three C0-edges and one chord.

Ambivalent-Flip: Let q be an ambivalent quadruple of (already colored) edges. For
every C0-edge of q, if it has been colored red (resp. black), change its color to black
(resp. red). Also, if the (unique) chord of q has been colored yellow (resp. blue), change
its color to blue (resp. yellow).
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Before we proceed with the proof of our main technical lemmas in this section (see
Lemmas 6 and 7), we first need to define the notions of a forcing path and a forcing cycle.
Intuitively, a forcing path consists of a sequence of edges of G such that, during the execution
of the algorithm, once the first edge is forced to receive a specific color, every other edge of
the path is also forced to receive some other specific color.

I Definition 5 (forcing path and cycle). Let G be a Smith graph. At an arbitrary iteration of
the algorithm, a path P = (vi1 , vi2 , . . . , vik ) of G is a forcing path starting at vertex vi1 if:

each of its edges vi1vi2 , . . . , vik−1vik is yet uncolored and
each of its first k− 1 vertices vi1 , . . . , vik−1 is incident to exactly one already colored edge,
while its last vertex vik is incident to three yet uncolored edges.

Similarly, a cycle C = (vi1 , vi2 , . . . , vik , vi1) of G is a forcing cycle if:
each of its edges vi1vi2 , . . . , vik−1vik , vikvi1 is yet uncolored and
each of its k vertices vi1 , . . . , vik is incident to exactly one already colored edge.

In the next lemma (Lemma 6) we prove the correctness of our algorithm, and after
that we prove our crucial technical Lemma 7 which specifies how the current instance
is transformed in one iteration of the algorithm. The input instance I of the algorithm
consists of a Smith graph G = (V,E), a Hamiltonian cycle C0 of G, the set Q of all
ambivalent quadruples, and four disjoint sets of forced (i.e. colored) edges Red, Blue,
Black, Y ellow. Initially the four sets of uncolored edges as well as the set Q are all
empty. Given such an instance I = (G,C0, Q,Red,Blue,Black, Y ellow), we denote by
U(I) = E \ {Red ∪Blue ∪Black ∪ Y ellow} be the set of all unforced (i.e. uncolored) edges
in this instance. Furthermore we denote by W (I) the set of vertices which are not incident
to any edge of Red∪Black in I; we refer to the vertices of W (I) as biased vertices, while all
other vertices in V −W (I) are referred to as unbiased vertices.

I Lemma 6. Let G = (V,E) be a Smith graph and C0 be a Hamiltonian cycle of G.
Then, the algorithm correctly computes a second Hamiltonian cycle C1 of G on the input
I = (G,C0, ∅, ∅, ∅, ∅, ∅).

I Lemma 7. Let I = (G,C0, Q,Red,Blue,Black, Y ellow) be the instance at some iteration
of the algorithm, where G = (V,E) is a Smith graph, and let D = Red ∪Blue be the current
alternating red-blue path of even length. Then, within a constant number of iterations, either
a “contradiction” is announced or the algorithm transforms the instance I either to a single
instance I ′, where |U(I ′)| ≤ |U(I)| − 2, or to two instances I1 and I2, where one of the
following is satisfied:
1. |W (I1)|, |W (I2)| ≤ |W (I)| − 2 and |U(I1)|, |U(I2)| ≤ |U(I)| − 7,
2. |W (I1)|, |W (I2)| ≤ |W (I)| − 2 and |U(I1)|, |U(I2)| ≤ |U(I)| − 9,
3. |W (I1)|, |W (I2)| ≤ |W (I)| − 4 and |U(I1)|, |U(I2)| ≤ |U(I)| − 4,
4. |W (I1)| ≤ |W (I)|−4, |U(I1)| ≤ |U(I)|−4, and |W (I2)| ≤ |W (I)|−4, |U(I2)| ≤ |U(I)|−6,
5. |W (I1)| ≤ |W (I)|−2, |U(I1)| ≤ |U(I)|−9, and |W (I2)| ≤ |W (I)|−4, |U(I2)| ≤ |U(I)|−6,
6. |W (I1)| ≤ |W (I)|−2, |U(I1)| ≤ |U(I)|−5, and |W (I2)| ≤ |W (I)|−4, |U(I2)| ≤ |U(I)|−8,
7. |W (I1)| ≤ |W (I)|−2, |U(I1)| ≤ |U(I)|−3, and |W (I2)| ≤ |W (I)|−6, |U(I2)| ≤ |U(I)|−7,
8. |W (I1)| ≤ |W (I)| − 2, |U(I1)| ≤ |U(I)| − 3, and
|W (I2)| ≤ |W (I)| − 4, |U(I2)| ≤ |U(I)| − 10,

9. |W (I1)| ≤ |W (I)|−2, |U(I1)| ≤ |U(I)|−3, and |W (I2)| ≤ |W (I)|−5, |U(I2)| ≤ |U(I)|−9.

We are now ready to use the results of our technical Lemma 7 to derive an upper bound
for the running time of the algorithm.
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I Theorem 8. Let G be a Smith graph on n vertices with a given Hamiltonian cycle C0.
Then the algorithm runs in O(n · 20.299862744n) = O(1.23103n) time and in linear space.
If G does not contain any induced cycle C6 on 6 vertices, then the running time becomes
O(n · 20.2971925n) = O(1.22876n).

5 Efficiently computing another long cycle in a Hamiltonian graph

In this section we prove our results on approximating the length of a second cycle on graphs
with minimum degree δ ≥ 3 and maximum degree ∆. In [1], Bazgan, Santha, and Tuza
considered the optimization problem of efficiently (i.e. in polynomial time) constructing a
large second cycle different than the given Hamiltonian cycle C0 in a given Hamiltonian
graph G. In particular they proved the following results.

I Theorem 9 ([1]). Let G be an n-vertex cubic Hamiltonian graph and let C0 be a Hamiltonian
cycle of G. Given G and C0, for every ε > 0, a cycle C ′ 6= C0 of length at least (1− ε)n can
be found in time 2O(1/ε2) × n.

I Theorem 10 ([1]). Let G be an n-vertex cubic Hamiltonian graph and let C0 be a Hamilto-
nian cycle of G. There is an algorithm which, given G and C0, computes a cycle C ′ 6= C0 of
length at least n− 4

√
n in time O(n3/2 logn).

5.1 Notation and preliminary results
Before we proceed to the main result of the section, we introduce some necessary notation
and state preliminary results. Let G = (V,E) be a graph with a designated Hamiltonian
cycle C0 = (v1, v2, . . . , vn, v1). Two chords of C0 are independent if they do not share an
endpoint. The length of a chord vivj , with i < j, is defined as min{j − i, n+ i− j}. We say
that two vertices u, v ∈ V are chord-adjacent if they are connected by a chord of G. Two
independent chords e1 and e2 are called crossing if their endpoints appear in an alternating
order around C0; otherwise e1 and e2 are called parallel.

For x, y ∈ V , we denote by d(x, y) the length of the path from x to y around C0. Note
that, in general, d(x, y) 6= d(y, x). We define the distance between two independent chords
xy and ab as follows:
1. if xy and ab are crossing, such that a lies on the path from x to y around C0, then

dist(xy, ab) = min{d(x, a) + d(y, b), d(b, x) + d(a, y)};
2. if xy and ab are parallel such that neither y nor b lie on the path from x to a around C0,

then dist(xy, ab) = d(x, a) + d(b, y).

In the proof of our main result of this section (see Theorem 13) we use the following two
lemmas. The first one is a basic fact from graph theory and the second one is straightforward
to check (see Figure 1 for an illustration).

I Lemma 11. [[22], Exercise 3.1.29] Let G = (V,E) be a bipartite graph of maximum
degree ∆. Then G has a matching of size at least |E|∆ .

I Lemma 12. Let G = (V,E) be an n-vertex graph with a Hamiltonian cycle C0.
(1) If G has a chord of length `, then G contains a cycle C ′ 6= C0 of length at least n− `+ 1.
(2) If G has two crossing chords e1, e2 and dist(e1, e2) = d, then G contains a cycle C ′ 6= C0

of length at least n− d+ 2.
(3) If G has four pairwise independent chords e1, e2, f1, and f2 such that

a. e1, e2 are parallel and f1, f2 are parallel,
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b. ei and fj are crossing for every i, j ∈ {1, 2},
c. dist(e1, e2) = d1 and dist(f1, f2) = d2,
then G contains a cycle C ′ 6= C0 of length at least n− d1 − d2 + 4.

(a) A short chord. (b) A pair of
crossing chords.

(c) Crossing pairs of
parallel chords.

Figure 1 An illustration of Lemma 12.

5.2 Long cycles in Hamiltonian graphs
I Theorem 13. Let G = (V,E) be an n-vertex Hamiltonian graph of minimum degree δ ≥ 3.
Let C0 = (v1, v2, . . . , vn, v1) be a Hamiltonian cycle in G and let ∆ denote the maximum
degree of G. Then G has a cycle C ′ 6= C0 of length at least n − 4α(

√
n + 2α) + 8, where

α = ∆−2
δ−2 . Moreover, given C0, such a cycle C ′ can be computed in O(m) time, where

m = |E|.

Proof. We start by showing the existence of the desired cycle C ′. Without loss of generality
we assume that α <

√
n

2 , as otherwise any cycle C ′ 6= C0 in G satisfies the theorem.
Furthermore, we assume that the length of every chord in G is at least 4α(

√
n+ 2α)− 6, as

otherwise the existence of C ′ follows from Lemma 12 (1).
Let q = α

√
n. We arbitrarily partition the vertices1 of the Hamiltonian cycle C0 into r

consecutive intervals B0, B1, . . . , Br−1, such that r ∈
{⌊√

n
α

⌋
,
⌊√

n
α

⌋
+ 1
}
and bqc ≤ |Bi| ≤

bqc+ 2α2 for every i ∈ {0, 1, . . . , r − 1}. It is a routine task to check that such a partition
exists.

For every i ∈ {0, 1, . . . , r− 1} we denote by Wi the set of vertices that are chord-adjacent
to a vertex in Bi, and by Ei we denote the set of chords that are incident to a vertex in
Bi. Furthermore, we denote by Hi the graph with vertex set Bi ∪Wi and edge set Ei.
Since the length of every chord in G is at least 4α(

√
n + 2α) − 6, observe that for every

i ∈ {0, 1, . . . , r − 1}, the set Wi is disjoint from Bi−1 ∪ Bi ∪ Bi+1 (where the arithmetic
operations with indices are modulo r). The latter, in particular, implies that Hi is a bipartite
graph with color classes Bi and Wi.

Let i, j ∈ {0, 1, . . . , r − 1} be two distinct indices, we say that the intervals Bi and Bj
are matched if there exist two independent chords such that each of them has one endpoint
in Bi and the other endpoint in Bj . We claim that every interval Bi is matched to another
interval Bj for some j ∈ {0, 1, . . . , r − 1} \ {i− 1, i, i+ 1}. Indeed, by Lemma 11, graph Hi

has a matching Mi of size at least

bqc(δ − 2)
∆− 2 = bα

√
nc

α
>
α
√
n− 1
α

≥
√
n− 1 >

⌊√n
α

⌋
− 2 ≥ r − 3,

1 More formally, we partition the interval [1, n] into the consecutive intervals B0, B1, . . . , Br−1, which
immediately implies a partition of the vertices of the Hamiltonian cycle C0.
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and therefore, by the pigeonhole principle, there exists j ∈ {0, 1, . . . , r − 1} \ {i− 1, i, i+ 1}
such that at least two edges in Mi have their endpoints in Bj , meaning that Bi is matched
to Bj .

Let σ : {0, 1, . . . , r− 1} → {0, 1, . . . , r− 1} be a function such that Bi is matched to Bσ(i),
and denote by fi,1 and fi,2 some fixed pair of independent chords between Bi and Bσ(i). We
observe that dist(fi,1, fi,2) ≤ 2

(
bqc+ 2α2 − 1

)
≤ 2α(

√
n+ 2α)− 2, as the endpoints of fi,1

and fi,2 lie in the intervals Bi and Bσ(i) each of length at most bqc+ 2α2.
Let now R be an auxiliary graph with a Hamiltonian cycle (x0, x1, . . . , xr−1) and the

chord set being {xixσ(i) : i = 0, 1, . . . , r − 1}. Let xixj be a chord in R of the minimum
length, where j = σ(i). Without loss of generality, we assume that i < j and j− i ≤ r+ i− j.
Let xk be a vertex of R such that i < k < j and let s = σ(k). Since xixj is of minimum
length, the chords xixj and xkxs are crossing, and hence each of fi,1 and fi,2 crosses both
fk,1 and fk,2.

Finally, if fi,1, fi,2 or fk,1, fk,2 are crossing, then by Lemma 12 (2) there exists a cycle
C ′ 6= C0 of length at least n−2α(

√
n+ 2α) + 4. Otherwise, fi,1, fi,2 are parallel and fk,1, fk,2

are parallel, and hence by Lemma 12 (3) there exists a cycle C ′ 6= C0 of length at least
n− 4α(

√
n+ 2α) + 8, which proves the first part of the theorem.

The above proof is constructive. We now explain at a high level how the proof can be
turned into the desired algorithm. First, if α ≥

√
n

2 , then we output any cycle formed by
a chord and the longer path of C0 connecting the endpoints of the chord. Otherwise, we
partition the vertices of C0 into the intervals B1, . . . , Br−1 and we assign to each vertex the
index of its interval. Clearly, this can be done in O(n) time. Next, we traverse the vertices
of G along the cycle C0 and for every vertex v of an interval Bi we check the chords incident
to v. If we encounter a chord f of length less than 4α(

√
n + 2α) − 6, then we output the

cycle formed by f and the longer path of C0 connecting the endpoints of f . Otherwise, for
the interval Bi we keep the information of how many and which vertices of Wi belong to
other intervals Bj for j ∈ {0, 1, . . . , r− 1} \ {i− 1, i, i+ 1}. When we find an interval Bj that
has at least two elements from Wi, we set σ(i) to j and proceed to the first vertex of the
next interval Bi+1. By doing this, we also keep the information of the current shortest chord
in the graph R (defined in the proof above). After finishing this procedure: (1) we have a
function σ(·); (2) for every i ∈ {0, 1, . . . , r− 1} we know a pair fi,1, fi,2 of independent edges
between Bi and Bσ(i); and (3) we know k such that xkxσ(k) is a minimum length chord in R.
Clearly, this information is enough to identify the desired cycle in constant time. In total,
we spent O(n) time to compute the partition of the vertices into the intervals and we visited
every chord at most twice, which implies the claimed O(m) running time. J

The next two corollaries are implied as immediate consequences of Theorem 13, and they
provide immediate extensions of the results of [1] and [13], respectively.

I Corollary 14. Let G = (V,E) be an n-vertex Hamiltonian δ-regular graph with δ ≥ 3, and
let C0 be a Hamiltonian cycle of G. Then G has a cycle C ′ 6= C0 of length at least n− 4

√
n,

which can be computed in O(δn) time.

I Corollary 15. Let G = (V,E) be an n-vertex Hamiltonian graph of minimum degree
δ ≥ 3. Let C0 be a Hamiltonian cycle of G and let ∆ denote the maximum degree of G. If
∆
δ = o(

√
n), then G has a cycle C ′ 6= C0 of length at least n− o(n), which can be computed

in O(m) time.
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Abstract
We consider the bit-probe complexity of the set membership problem: represent an n-element subset
S of an m-element universe as a succinct bit vector so that membership queries of the form “Is x ∈ S”
can be answered using at most t probes into the bit vector. Let s(m, n, t) (resp. sN (m, n, t)) denote
the minimum number of bits of storage needed when the probes are adaptive (resp. non-adaptive).
Lewenstein, Munro, Nicholson, and Raman (ESA 2014) obtain fully-explicit schemes that show that

s(m, n, t) = O((2t − 1)m1/(t−min{2blog nc,n−3/2}))

for n ≥ 2, t ≥ blog nc+ 1 .
In this work, we improve this bound when the probes are allowed to be superlinear in n, i.e.,

when t ≥ Ω(n log n), n ≥ 2, we design fully-explicit schemes that show that

s(m, n, t) = O((2t − 1)m1/(t− n−1
2t/(2(n−1)) )),

asymptotically (in the exponent of m) close to the non-explicit upper bound on s(m, n, t) derived by
Radhakrishan, Shah, and Shannigrahi (ESA 2010), for constant n.

In the non-adaptive setting, it was shown by Garg and Radhakrishnan (STACS 2017) that for
a large constant n0, for n ≥ n0, sN (m, n, 3) ≥

√
mn. We improve this result by showing that the

same lower bound holds even for storing sets of size 2, i.e., sN (m, 2, 3) ≥ Ω(
√

m).
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28:2 Fully-Explicit Data Structures in the Bit-Probe Model

1 Introduction

In this paper, we consider the classical static set membership problem: given an n-element
subset S of the universe [m], represent it succinctly in memory as a sequence of bits, so that
membership queries of the form “Is x in S?” can be answered efficiently. How succinct can
such a data structure be? The number of subsets is

(
m
n

)
and clearly, each set must have a

different representation, so the data structure must use at least log
(
m
n

)
= Θ(n log(m/n))

bits (we assume n� m). Note that the standard data structure which stores the set as a
sorted table and uses binary search to answer queries uses not much more space than this
lower bound (ignoring constant factors). This data structure reads about (logn)(logm) bits
to answer membership queries. Can the membership queries be more efficient?

Several works have addressed this question. E.g., Fredman, Komlós and Szemerédi [6],
Brodnik, and Munro [4], Pagh [17] and Patrascu [18] construct data structures that use close
to log

(
m
n

)
bits of memory organized in (logm)-bit words and yet need to read only a constant

number of words (i.e., O(logm) bits in all) to answer membership queries. It can also be
shown that Ω(logm) bits must be read to answer queries if the data structure is restricted to
use O(n log(m/n)) space. Thus, the problem is well settled in the realistic cell probe model.

The trade-off between the space needed and the number of probes is not completely
settled in the bit probe model. The problem originated in the work of Minsky and Papert [15],
who considered representations of sets as a sequence of bits so that membership can be
determined by reading a small number of bits on average. The recent interest in the problem
can be traced to Buhrman, Miltersen, Radhakrishnan, and Venkatesh [5], who showed that
there exist randomized schemes that answer membership queries with just one bit probe
(while erring with some small probability). The survey article of Nicholson, Raman, and
Rao [16] describes several other data structure problems that have been addressed in the bit
probe model.

The set membership problem can also be viewed as a problem of data compression. An
n-element subset of [m] can be viewed as a sparse binary string of length m. The trade-off
that we have in the set membership problem then corresponds to the relationship between
compression that can be achieved and the number of bits of the compressed string that need
to be read to recover a bit of the original sparse string. For recent work in the information-
theoretic literature related to this, see Makhdoumi, Huang, Médard, Polyanskiy [14]. In
practice, Bloom filters [2] offer a solution for the set membership problem: with a small
number of bit probes they determine if an element is in the set; however, they do not
guarantee correct answers always, for they allow a small number of false positives. In this
paper, we are looking for solutions that allow no errors.

To place the contributions of this paper in the context of previous work on the set
membership problem, we let s(m,n, t) denote the minimum number of bits needed to
represent set S of size at most n from the universe [m] so that membership queries of the
form “Is x in S?” can be answered using at most t bit probes. We will be interested in the
setting where n � m. Buhrman et al. [5] showed that s(m,n, t) = Ω(tn1−1/tm1/t). The
current best general upper bound, due to Garg and Radhakrishnan [9], gives s(m,n, t) =
O(exp(e2t)n1−2/(t+1)m2/(t+1) logm) (assuming n = m1−ε for ε > 0 and t ≥ 3 and t ≤
(log logm)/10). We restrict attention to situations where n and t are small (large constants),
in which case the most significant difference between the lower and upper bounds is the
exponent of m: we have 1/t in the lower bound and 2/(t+ 1) in the upper bound.

For n = 1, it is straightforward to show that s(m, 1, t) = O(m1/t). We do not, however,
have tight bounds for larger t. The best bounds we know for the case n = 2 and t = 2 are

c1m
4/7 ≤ s(m, 2, 2) ≤ c2m

2/3,
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where c1 and c2 are constants [23, 22]. Remarkably, it is known that s(m, 3, 2) = θ(m2/3): the
upper bound was shown by Baig and Kesh [1] and the lower bound was shown by Kesh [12].

The works of Radhakrishnan, Shannigrahi, and Shah [23] and Lewenstein, Munro,
Nicholson, and Raman [13] address the question by constructing schemes showing that for
a certain range of parameters (t � n), the exponent of m in s(m,n, t) comes close to 1/t.
Radhakrishnan et al. used a probabilistic argument to show that

s(m,n, t) = O(ntm1/(t−nt2−t+1)), (1)

for t > n ≥ 2.
Later, Lewenstein et al. built fully-explicit schemes that show that

s(m,n, t) = O((2t − 1)m1/(t−min{2blognc,n−3/2})), (2)

for n ≥ 2 and t ≥ 2dlogne+ 1. A scheme is fully-explicit if the locations of the probes to
be made are computable in time polynomial in t and logm given the query, and the bits
to be stored in the data structure are computable in time polynomial of its size, given the
subset to be stored [5]. Though the bound in (2) is weaker than the bound in (1) for t� n,
it is based on fully-explicit constructions. They obtained an explicit scheme showing that
s(m, 2, 3) = O(m2/5) (the same bound was shown by Radhakrishnan et al., but the proof
was based on non-explicit existence arguments [23]). Note that in this bound the exponent
of m is of the form 1/t+ Θ(logn/t2) when t� logn. We construct a fully-explicit scheme
with better space complexity than Equation (2).

I Theorem 1 (Result 1). s(m,n, t) = O((2t − 1)m1/(t− n−1
2t/(2(n−1)) ))

The exponent of m in our bound has the form 1/t+ (n− 1) · 2−t/(2(n−1))/t2. (For example, if
we set t = n2 log logm, we get that s(m,n, t) = O(m1/t), whereas the RHS of (2) is ω(m1/t).)
For n = 2, however, Lewenstein et al. obtain a bound of the form

s(m,n, t) = O((2t − 1)m1/(t−22−t) (3)

However, they do not present a comparable generalization for larger n. Our Theorem 1 can
be seen as an analog of (3) for n > 2. We now describe at a high level the relationship
between our work and that of Lewenstein et al. [13]. If only about t bit probes are allowed,
it is natural to split the universe into blocks of size approximately m1/t and build a tree over
them, with each internal node having degree approximately m1/t. At each internal node,
an array of size m1/t helps determine which path down the tree a particular query must
take. While deriving (3), Lewenstein et al. observed that there is some choice available in
the way the various arrays are populated. This redundancy can be used to provide some
more information to the query algorithm. They further used the fact that if exactly one of
several bits is 1, then their parity is also 1, that is, one parity bit is enough to detect one
error. All this points to the possibility that error-correcting codes may have a role to play in
the design of such data structures. Our construction makes direct use of error correcting
codes to exploit the freedom available.

Apart from the above general results, we focus attention on query schemes that make
three non-adaptive probes, i.e., the probes are made in parallel. It is not known if such
schemes can give significant savings over the characteristic vector for large sets (if n� logn).
Let sN (m,n, t) denote the minimum number of bits needed to represent sets S of size at
most n from the universe [m] so that membership queries of the form “Is x in S?” can be
answered using at most t non-adaptive bit probes. The most efficient schemes we know for
small n are obtained using the inequality sN (m,n, 3) ≤ s(m,n, 2) and appealing to the fact
that any two-probe adaptive scheme can be implemented as a three-probe non-adaptive
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28:4 Fully-Explicit Data Structures in the Bit-Probe Model

scheme. It was shown by Garg and Radhakrishnan [8] that for a large constant n0, for n ≥ n0,
we have sN (m,n, 3) ≥

√
mn (In fact, they considered how the non-adaptive complexity

depended on the type of query function used; they obtained a lower bound of the form
sN (m,n, t) = Ω(m1−1/(cn)), for a constant c and n ≥ 4, for all but two of the twenty-two
possible classes of functions. Their methods yield a lower bound of

√
m provided n ≥ 4.)

We show the following.

I Theorem 2 (Result 2). sN (m, 2, 3) = Ω(
√
m)

We follow the method of Garg and Radhakrishnan [8], who classified all three input query
functions into a small number of equivalence classes and provided either combinatorial or
algebraic arguments for each class.

In the rest of this paper, we provide detailed proofs for the above results.

2 Fully-Explicit Adaptive Set Membership scheme

I Theorem 3. For every n ≥ 2 and t ≥ cn logn for some sufficiently large constant c,
there exists a fully explicit adaptive (n,m, (2t − 1)m1/(t− n−1

2t/(2(n−1)) )
, t) scheme for the set

membership problem.

We will use letters x, y, . . . to refer to elements of [m], but view them as strings of length
L = logm. We will use the following notation in connection with strings. For a string z, we
use z[i] to refer to its i-th component and z[1, i] to refer to the substring z[1]z[2] . . . z[i]. For
a sequence of indices B ⊆ [L], we use x[B] to refer to the substring (x[i] : i ∈ B).

On query “Is x ∈ S?”, we will probe locations of our data structure using parts of the
bit string x as address. For this, we partition the set of indices into t blocks: B1, B2, . . . , Bt,
where each Bi is a set/sequence of indices from [L]. Notice that the number of blocks is
equal to the number of bit probes into the data structure that will be needed to answer
membership queries. For i = 1, 2, . . . , t− 1 (every block except the last is of equal length),
each such block Bi will be further partitioned into t′ sub-blocks: Bi1, . . .Bit′ , of equal length.
See the example in Figure 1. We denote the length of each of the first t− 1 blocks by lb, the
length of the final block by lf , and the length of each sub-block within the first t− 1 blocks
by ls. The parameters t′, lb, ls, and lf will be fixed later.

B1 B2 B3 B4

B11 B12 B21 B22 B31 B32

Figure 1 Address of an element divided into blocks (colored blue, t = 4, lb = 2, lf = 1) and
sub-blocks (t′ = 2, ls = 1), where the universe is of size 128.

The data structure must be able to distinguish elements in the set from those not in the
set. For this, we will identify some blocks and sub-blocks which will be used to differentiate
the elements. In the following definition, we assume that the set S ⊆ [m] that we wish to
represent in the data structure has been fixed. For x ∈ S, we will designate some blocks as
branching blocks. Simultaneously, we will construct and associate a string in {0, 1}t−1 with
x, which we refer to as AuxPathx (the auxiliary path of x). The strings AuxPathx can be
thought of as paths leading from a root to a leaf in a binary tree. The pattern of left and
right turns that the element x takes down the tree will be closely related to the paths that
the corresponding query take in a tree-like data structure.
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[Branching block, branching sub-block, AuxPath]

For i = 1, 2, . . . , t− 1, we will determine inductively for each x ∈ S if Bi is a branching block
for x and the value of the bit AuxPathx[i]. We will later extend these definitions to z 6∈ S.
Assume AuxPathx[1, i] has been determined for all x ∈ S. We say that the block Bi is a
branching block for x ∈ S if there exists a y ∈ S, such that

AuxPathx[1, i− 1] = AuxPathy[1, i− 1];
x[Bi] 6= y[Bi].

If Bi is a branching block for x, then we will designate one of its sub-blocks as a branching
sub-block for x. See the example in Figure 2. A sub-block Bij is a branching sub-block of
the branching block Bi for x if j is the smallest index (in [t′]) such that there exists y ∈ S
such that

AuxPathx[1, i− 1] = AuxPathy[1, i− 1];
x[Bij ] 6= y[Bij ].

x 0 1 1 0 1 1 0

y 0 1 1 0 0 1 1

Figure 2 Data structure to store x = 0110110 and y = 0110011: Branching block (colored blue)
is B3 and branching sub-block (colored red) is B31.

We now define AuxPathx[i].
If Bi is not a branching block for x, then AuxPathx[i] = 0.
If Bi is a branching block for x, and x[Bij ] is the lexicographically first string in the set

{y[Bij ] : y ∈ S and AuxPathy[1, i− 1] = AuxPathx[1, i− 1]},

then AuxPathx[i] = 0, otherwise AuxPathx[i] = 1.
We now extend the definition of AuxPath to z 6∈ S. Again we define AuxPathz[i] inductively
for i = 1, 2, . . .. Suppose AuxPathz[1], . . . ,AuxPathz[i− 1] have been determined.

If z[Bi] = x[Bi] for some some x ∈ S, where AuxPathx[1, i− 1] = AuxPathz[1, i− 1], then
AuxPathz[i] = AuxPathx[i].
If Bi is not a branching block for any x ∈ S, where AuxPathx[1, i−1] = AuxPathz[1, i−1],
then AuxPathz[i] = 1. (Note that if Bi is a branching block for some x ∈ S such that
AuxPathx[1, i− 1] = AuxPathz[1, i− 1], then it is a branching block for all such x ∈ S.)
Otherwise, let Bij be the branching sub-block of the branching block Bi for some x ∈ S
with AuxPathx[1, i − 1] = AuxPathz[1, i − 1]. (Note that Bij does not depend on the
choice of x.) Then AuxPathz[i] = 1 iff z[Bij ] is the lexicographically first string in
{y[Bij ] : y ∈ S and AuxPathy[1, i− 1] = AuxPathz[1, i− 1]}. Note that z 6∈ S are treated
differently compared to x ∈ S here: AuxPathz[i] is set 1 precisely when AuxPathx[i] would
be set to 0 for an x ∈ S in the same situation. This fact will be exploited later. See
Figure 4 for an example.

I Proposition 4. There are at most n−1 branching blocks and hence at most n−1 branching
sub-blocks. (Recall that n = |S|)

I Remark. Note that AuxPathx[i] depends only on x[B1 ∪ · · · ∪Bi]; that is, if x, y ∈ S and
x[B1 ∪ · · · ∪Bi] = y[B1 ∪ · · · ∪Bi], then AuxPathx[i] = AuxPathy[i].
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2.1 The storage scheme
The data structure is organized in the form of a binary tree of depth t− 1. Thus, the tree
has t levels of nodes; the root is at level 1 and the leaf is at level t. We will use binary strings
as names for the nodes of this binary tree. The root is named by the empty string λ; the left
child of the root is named 0 and the right child is named 1. In general, the left child of the
node with name σ is named σ0, and its right child is named σ1. Thus, there is one leaf for
each binary string in {0, 1}t−1.

At node σ of the tree we place an array Aσ that can store 2lb bits. The storage scheme
determines the values of Aσ as follows. First, based on the set S, we compute a message
M of t − 1 bits. We describe the construction of the string M and its properties below.
For each x, we let TruePathx[i] = AuxPathx[i] +M [i] (mod 2). Now we wish to arrange the
contents of the various arrays at levels 1 to t− 1 in our tree so that TruePathx can be read
off from their contents. For all x, we set ATruePath[1,i−1][x[Bi]] = TruePathx[i]. Note that the
above description assigns values to arrays that reside in our tree at levels 1 to t− 1. Now,
we describe how the bits in Aσ are set, where σ ∈ {0, 1}t−1 (this array resides at level t).
For each x ∈ S, let

Ix = {(i, j) : Bij is a branching sub-block for x}.

Then, let ax, the address of the final probe, be obtained by concatenating x[Bt] in the end
with the strings (x[Bij ] : (i, j) ∈ Ix) (note that x[Bt] has not been used in the previous
probes), adding 0’s at the end if necessary so that ax has exactly lb bits. Then, set
ATruePathx[1,t−1][ax] = 1. Finally, set all bits whose values are not specified above to 0. An
example is illustrated in Figure 3. To complete the description of the storage scheme, we
need to specify how the string M ∈ {0, 1}t−1 is obtained and fix the parameters lb, lf , ls
and t′.

The message M

When we answer a query, the message M will help us identify the branching sub-blocks on
the query element’s auxiliary path. Note that the true path and the message differ in at
most n − 1 positions. Thus, if M can be recovered even when up to n − 1 of its bits are
flipped, then we can extract M from the path (i.e., TruePathx) the element takes down the
tree. The values in the arrays are so arranged that they simultaneously achieve two goals: (i)
they ensure elements in the set and those outside are sent to different leaves; (ii) if despite
(i) an element in the set and an element outside reach the same leaf, the path allows us to
extract the message M , using which we ensure that these two elements read different bits on
their last probe.

As observed above, the total number of branching sub-blocks is at most n − 1. The
address of all these sub-blocks put together will be encoded using an error-correcting code
of length t − 1. The resulting codeword will be the string M . The main property of this
codeword that we need now is that it is has a distance greater than 2(n− 1), so that up to
n− 1 errors can be corrected.

Fixing the parameters of the data-structure

Since there are t′ sub-blocks within each block, we have

t′ · ls = lb. (4)
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The length of the final address is (n− 1)ls + lf . Since the array at each node stores 2lb bits,
we have

lb = (n− 1)ls + lf . (5)

Finally, since the entire address of x ∈ [m] is partitioned into blocks B1, B2, . . . , Bt, we have

(t− 1)lb + lf = L. (6)

Solving Equations (4) to (6) while fixing t and t′, we get lb = L
t−n−1

t′
, lf = L − L(t−1)

t−n−1
t′

and ls = L
tt′−(n−1) . Therefore, the size of the data structure that we constructed is (2t −

1)m1/(t−(n−1)/2t′ ). Observe that, asymptotically, the size of the data-structure increases
as we increase t′. Later, we will show that for the existence of error-correcting codes with
properties described in 2.1, we need t′ ≥ t/(2(n − 1)). Therefore, the optimal choice of t′
that minimizes the size of the data-structure is t′ = t/(2(n− 1)).

2.2 The query scheme
In this section, we describe how given an element x ∈ [m], we can make t probes to the data
structure and determine with certainty if x ∈ S. The first t− 1 probes are easy to anticipate
based on the description of the storage scheme above: Having read b1, b2, . . . , bi−1 in the first
i− 1 probes, we set the i-th bit bi = Ab[1,i−1][x[Bi]], probing the data structure once more.
After t− 1 such probes have been made, the query scheme obtains b[1, t− 1]. Note that this
string corresponds to TruePath[x] defined above. In some cases, we will be able to answer
the query based on just b[1, i− 1]. In other cases, the final probe will be made, as expected,
into the array Ab[1,t−1]. Some care is needed in determining the location. The bit read in
this location will be the answer to the query “Is x in S?”.

If b[1, t− 1] is not within distance n− 1 of any codeword, then we declare that x is not
in S. Else, we decode b[1, t − 1] to obtain M . Note that for x ∈ S, TruePathx[i] 6= M [i]
iff AuxPathx[i] = 1 (and Bi is a branching block). Therefore, ∆(TruePath[x],M) ≤ n − 1,
where ∆(·) is the Hamming distance function. Since the code we chose has distance at least
2(n− 1), we can decode TruePath[x] to obtain M and hence, all the branching sub-blocks,
say, Bi1j1 , Bi2j2 , . . . , Birjr

, where r is at most n− 1. The location for the final probe will be
obtained by concatenating these strings as follows: x[Bi1j1 ] · · ·x[Birjr ]x[Bt].

2.3 Proof of correctness
In this section, we show that the above scheme answers every query correctly: for every
element z ∈ [m], we show that the bit read in the final probe is 1 iff z ∈ S. Let az denote
the address of the final probe corresponding to z.

For x ∈ S, our storage scheme ensures that ATruePathx[1,t−1][ax] = 1. Now, fix z /∈ S.
From the definition of the storage scheme, it follows that if ATruePathz [1,t−1][az] = 1, then
∃x ∈ S such that TruePathz[1, t − 1] = TruePathx[1, t − 1] and az = ax. Fix x such that
TruePathz[1, t− 1] = TruePathx[1, t− 1]; we will argue that for az 6= ax. Let i ∈ [t] such that
z[Bi] 6= x[Bi]. If i = t, then clearly az 6= ax, and we are done. Hence assume that i < t.
Since TruePathz[1, t−1] = TruePathx[1, t−1], we have AuxPathz[1, t−1] = AuxPathx[1, t−1].
In particular, since AuxPathz[1, i− 1] = AuxPathx[1, i− 1] and AuxPathz[i] = AuxPathx[i], it
follows from the definition of the storage scheme that Bi is a branching block. Let Bij be the
branching sub-block of Bi. Observe that AuxPathz[i] = 1 iff z[Bij ] is the lexicographically
first string in {y[Bij ] : y ∈ S and AuxPathy[1, i − 1] = AuxPathz[1, i − 1]}. On the other
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hand, AuxPathx[i] = 1 iff x[Bij ] is the NOT the lexicographically first string in {y[Bij ] : y ∈
S and AuxPathy[1, i− 1] = AuxPathx[1, i− 1]}. Therefore, AuxPathz[i] = AuxPathx[i] only if
z[Bij ] 6= x[Bij ]. Since z[Bij ] is a substring of az and x[Bij ] is a substring of ax (they occupy
identical locations), it follows that az 6= ax. See Figure 4 for an example.

B1
00 01 10 11
0 1 0 0

0 1
B2 0 0 0 0

0
B3 0 0 0 0

0
B31||B4 0 0 0 0

0 0 1 0
1

1 0 0 1

0 1

0 0 1 0

0
0 0 0 0

0
0 0 0 0

0 1 0 0B31||B4

Figure 3 Data structure to store x = 0110110 and y = 0110011: AuxPathx = 001 and AuxPathy =
000 and M = 110 (not encoded in this example, for simplicity), where 11 indicates the branching
block and 0 is the branching sub-block; TruePathx = 111 (colored blue) and TruePathy = 110 (colored

green); last bit read is 1.

B1
00 01 10 11
0 1 0 0

0 1
B2 0 0 0 0

0
B3 0 0 0 0

0
B31||B4 0 0 0 0

0 0 1 0
1

1 0 0 1

0 1

0 0 1 0

0
0 0 0 0

0
0 0 0 0

0 1 0 0B31||B4

Figure 4 Verifying correctness: paths taken by elements which resemble x and y, i.e., differ only
in one bit and agree on the branching sub-block B31; z1 = 0110100 (colored red) and z2 = 0110001

(colored violet); the last bit read is 0.

Existence of error-correcting codes

Let C[N,K,D] denote a binary code of block length N , dimension K, and distance D. The
following proposition gives sufficient conditions for the existence of such a code.

I Proposition 5. For N, k,D ∈ N such that 2N ≥ 2K
(
N
D−1

)
D and N > 2(D − 1), there

exists a C[N,K,D] code.

Proof. Consider the vector space FN2 . The volume of a Hamming ball of radius D − 1
centered at any point in FN2 is

∑D−1
i=0

(
N
i

)
. When N > 2(D − 1), this volume is at most

2
(
N
D−1

)
D. Since 2N ≥ 2K

(
N
D−1

)
D, we can greedily pick a code C ⊆ FN2 of size 2K such that

the distance between any two codewords in C is at least D. J
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The message that we want to encode consists of the addresses of all branching sub-blocks,
padded with 0’s in the end, if necessary, to maintain uniform length. Let K denote the
length of this message to be encoded. Since each sub-block is indexed by log(t− 1) + log t′
bits and there are at most n− 1 branching sub-blocks, we take K = (n− 1)[log(t− 1) + log t′].
The desired length of the codeword is N = t − 1 (equal to the number of bits read until
the final probe) and we need the distance D ≥ 2(n− 1) + 1. It follows from Proposition 5
that for t′ = 2t/(2(n−1)) and t ≥ cn logn, for a sufficiently large constant c, there exists a
C[t− 1, (n− 1)[log(t− 1) + log t′], 2(n− 1) + 1] code.

Note that we may also explicitly construct the desired error-correcting code as a linear
BCH code [3, 11], which is an [N,K,D] code with K ≥ N − 1

2 (D − 1) log(N + 1) (this bound
appears, e.g., in the lecture notes of Guruswami [10, Notes 6, Lemma 5]). Substituting
N = t− 1 and D = 2(n− 1) + 1, we obtain a code with message length

K ≥ (t− 1)− (n− 1) log t ≥ (n− 1)[log(t− 1) + log t′],

for t ≥ cn logn, for a sufficiently large constant c. This explicit use of BCH codes will enable
us to use their efficient encoding and decoding algorithms [3, 11]. In particular, the running
time of these algorithms is bounded by a polynomial in n and t. In our application, we have
n, t � logm; so the running time of the query algorithm is bounded by a polynomial in
logm.

3 Non-adaptive Set Membership

In this section, we discuss our result on deterministic query schemes with three non-adaptive
probes. Theorem 8 is an improvement of the lower bound proved by Garg and Radhakrishnan
[8].

In principle, there can be different query functions for different elements. But since there
are only a finite number (256) of boolean functions on three variables, by the pigeon-hole
principle, some set of at least m/256 elements of the universe use a common query function.
We may thus restrict our attention to this part of the universe, and assume that the query
function is the same for every element.

I Definition 6 (Equivalence). A boolean function f(x1, x2, . . . , xk) : {0, 1}k → {0, 1} is said
to be equivalent to a boolean function g(x1, x2, . . . , xk) : {0, 1}k → {0, 1} if f can be obtained
from g through a sequence of negations and permutations of the variables in g.

I Proposition 7. Let f, g : {0, 1}k → {0, 1} be equivalent. If s1 and s2 are the minimum bits
of space required for non-adaptive (m,n, s1, t) and (m,n, s2, t)-schemes with query functions
f and g respectively, then s1 = s2.

For three-variable boolean functions, Polýa counting yields that there are twenty-two
equivalence classes [24, 20]; they are listed explicitly on this page [19]. We prove Theorem
8 for each of these equivalence classes separately. We omit the proofs for certain classes of
functions when the argument is essentially the one given by Garg and Radhakrishnan [7]
and refer the reader to that paper for more details.

I Theorem 8. sN (m,n = 2, t = 3) = Ω(
√
m).

Proof. We focus on the function that the query algorithm applies to the three bits read
to answer the query. Since there are only a finite number of such three-variable boolean
functions, we may restrict ourselves to a constant fraction of the universe for which the query
function is the same, which we denote by f . We also assume that the memory consists of
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three arrays A1, A2, A3, each of size s, and each probe is made on a different array. We
will show that s ≥

√
m/3. Let us assume to the contrary that s <

√
m/3. To arrive at a

contradiction, we will show that there exists a set S ⊆ [m] of size at most 2 that cannot be
stored in the data structure. We need to cover all possible query functions f . As observed by
Garg and Radhakrishnan [7], these functions fall into a small number of equivalence classes.
For most classes, their arguments already yield the result.

If there is a polynomial (which we may assume is multilinear) of degree at most two (in
variables (x, y, z) over any field) that is 0 whenever the function f evaluates to 0, then there
will be a set of size at most 2 that cannot be stored in the data structure [21]. This covers
the following functions (the first column lists a representative from the equivalence class).
In the second column, the polynomials listed are over the field F2 except when the query
function is x+ y + z = 1.

Table 1 Polynomial representation of query functions.

Query function Polynomial
CONSTANT 0, 1

x x

x + y + z 6= 1 x + y + z − 1
x + y + z = 1 x + y + z + xy + yz + zx (over F3)

x ∧ y xy

¬x ∨ ¬y 1 + xy

(x ∧ y) ∨ (¬x ∧ z) z + xy + xz

(x ∧ y) ∨ (¬x ∧ ¬y) 1 + x + y

MAJORITY(x, y, z) xy + yz + zx

PARITY(x, y, z) x + y + z

(x ∧ y)⊕ z z + xy

(x⊕ y) ∧ z yz + zx

¬[(x⊕ y) ∧ z] 1 + yz + zx

ALL-EQUAL(x, y, z) 1 + x + y + z + xy + yz + zx

NOT ALL-EQUAL(x, y, z) x + y + z + xy + yz + zx

The remaining query functions are equivalent to one of the following six functions.
f(x, y, z) = (x ∨ y) ∧ z or its complement.
f(x, y, z) = x ∧ y ∧ z or its complement.
f(x, y, z) = (x ∧ y ∧ z) ∨ (¬y ∧ ¬z) or its complement.

Using the fact that dense graphs have short cycles, Garg and Radhakrishnan show that
when the query function is equivalent to f(x, y, z) = (x ∧ y ∧ z) ∨ (¬y ∧ ¬z), the size of the
data structure is at least (1/7)m1−1/(bn/4c+1), which implies a lower bound of Ω(

√
m) only

if n ≥ 4. For the functions equivalent to f(x, y, z) = (x ∨ y) ∧ z, f(x, y, z) = (x ∧ y ∧ z)
and their complements, they proved a linear lower bound for n ≥ 3. Their proof crucially
relied on the notion of a private vertex : a private vertex for an element u ∈ [m] is a memory
location that is probed only for the query corresponding to u and for no other query. These
arguments do not seem to be directly applicable when n = 2. We define a closely related
notion of private edge and use it to prove an Ω(

√
m) lower bound for the remaining six

classes of functions mentioned above.
We say that an element u has a private edge if |{l1(u), l2(u), l3(u)}∩{l1(v), l2(v), l3(v)}| ≤ 1

for all v ∈ [m] \ {u}; that is, no pair of locations probed for query element u is probed also
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for a different query element v. At most 3s2 elements have private edges. Since s ≤
√
m/3,

we infer that U = {u ∈ [m] : u has no private edge} has at least 2m/3 elements.
Now suppose the query function is f(x, y, z) = (x ∧ y ∧ z) ∨ (¬y ∧ ¬z). Fix distinct

u, v ∈ U such that (l2(u), l3(u)) = (l2(v), l3(v)) (then l1(u) 6= l1(v)). Since v has no private
edge, there exists w ∈ [m] \ {u, v} such that (l1(v), l3(v)) = (l1(w), l3(w)). That is, u and v
make their second and third probes to identical locations, and v and w make their first and
third probes to identical locations. We claim that any assignment under which the queries
for both u and w evaluate to 1, the query for the element v also evaluates to 1; thus the set
{u,w} cannot be stored by this data structure. Since u ∈ S and v 6∈ S, the nature of our
function implies that A1[l1(u)], A2[l2(u)], A3[l3(u)] = 1, implying that A2[l2(v)], A3[l3(v)] = 1.
But then, A3[l3(w)] = 1, and again the form of our function implies that A1[l1(w)] = 1. But
l1(w) = l1(v); so all together we have that A1[l1(v)], A2[l2(v)], A3[l3(v)] = 1, but then the
query for v will return 1, as claimed. For the complement of f(x, y, z) = (x∨y∨z)∧(¬y∨¬z),
note that an analogous argument shows that whenever the query function returns 0 for u
and w then it returns 0 on v as well, that is, no such scheme can store the set {v} – a
contradiction.

Next, suppose the query function is f(x, y, z) = (x ∨ y) ∧ z. Consider an element u ∈ U .
Since u does not have a private edge, there exist distinct elements v, w ∈ [m] \ {u} such
that (l1(u), l3(u)) = (l1(v), l3(v)) and (l2(u), l3(u)) = (l2(w), l3(w)). Let S = {u} be the
set stored in the data structure. Since u ∈ S, it must be the case that A3[l3(u)] = 1 and,
A1[l1(u)] = 1 or A2[l2(u)] = 1. It follows that A3[l3(v)] = A3[l3(w)] = 1 and, A1[l1(v)] = 1
or A2[l2(w)] = 1 and hence the query function returns value 1 for at least one of v and w;
but neither of them is in S – a contradiction. The argument for the complement of this
function is analogous: the set {v, w} cannot be stored.

Finally, suppose the query function is f(x, y, z) = (x ∧ y ∧ z). There exist two distinct
elements u, v ∈ U such that (l2(u), l3(u)) = (l2(v), l3(v)). Since v has no private edge, there
exists w ∈ [m] \ {u, v} such that (l1(v), l3(v)) = (l1(w), l3(w)). Let S = {u,w} be the set
stored in the data structure. Then, A1[l1(v)], A2[l2(v)], A3[l3(v)] = 1. But then the query
function for v will also return 1, but v is not in S – a contradiction. The argument for the
complement of this function is analogous: the set S = {v} cannot be stored.

Thus, we have an Ω(
√
m) lower bound on sN (m, 2, 3) for all query functions. J
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Abstract
Deterministic two-way transducers define the class of regular functions from words to words. Alur
and Cerný introduced an equivalent model of transducers with registers called copyless streaming
string transducers. In this paper, we drop the “copyless” restriction on these machines and show
that they are equivalent to two-way transducers enhanced with the ability to drop marks, named
“marbles”, on the input. We relate the maximal number of marbles used with the amount of register
copies performed by the streaming string transducer. Finally, we show that the class membership
problems associated with these models are decidable. Our results can be interpreted in terms of
program optimization for simple recursive and iterative programs.
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1 Introduction

Regular languages have been a cornerstone of theoretical computer science since the 1950’s.
They can be described by several equivalent models such as deterministic, non-deterministic,
or two-way (the reading head can move in two directions) finite automata [16].

A natural extension consists in adding an output mechanism to finite automata. Such
machines, called transducers, describe functions from words to words (or relations when
non-deterministic). In this case, the landscape generally becomes more complex, as noted in
1967 by D. Scott: « the functions computed by the various machines are more important - or
at least more basic - than the sets accepted by these device » [15]. Furthermore, transducers
provide a natural way to model simple programs that produce outputs.

Regular functions and copyless register transducers. The particular model of two-way
transducer consists in a two-way automaton enhanced with an output function. It describes
the class of regular functions which has been intensively studied for its natural properties:
closure under composition [4], logical characterization by monadic second-order transductions
[8], decidable equivalence problem [11], etc.

In [1], the equivalent model of copyless streaming string transducer (SST) is described.
This machine processes its input in a one-way fashion, while storing pieces of their output in
a finite set of registers: it is at the same time simpler (since it reads the input only once) and
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more complex (since it needs registers) than a two-way transducer. Registers are updated by
simple concatenation operations. However, the content of a register can never be duplicated
(“copyless”), which allows one to implement the model efficiently for a streaming use.

Copyful register transducers. Regular functions remain quite limited in terms of express-
iveness, since the size of the output can be at most linear in the input’s. In this paper, we
study the class of functions computed by copyful SSTs, i.e. register transducers that can
duplicate their registers. With this model, it becomes possible to produce outputs that have
a polynomial, or even exponential, size in the input’s. Meanwhile, it preserves many “good
properties” of regular functions, such as decidability of the equivalence problem [10].

Marble transducers. Our first objective is to extend the aforementioned correspondence
between copyless SSTs and two-way transducers, by providing a model of transducer without
registers that is equivalent to copyful SSTs. For this, we define marble transducers (introduced
for trees in [9]) and show equivalence. This model consists in a two-way transducer that
can drop several marks (“marbles”) on its input, following a stack discipline. Indeed, new
marbles can only be dropped on the left of the positions already marked. Informally, our
result shows that copyful SSTs correspond to some recursive algorithms (hence the stack).

A very natural way to restrict the power of marble transducers is to bound the number
of marks that can be used. We define k-marble transducer that can use at most k marks.
Intuitively, it corresponds to iterative algorithms with “for” loops, such that the maximal
depth of nested loops is k + 1. In particular, 0-marble transducers are exactly two-way
transducers (since they use no marbles). Whereas marble transducers in general can have an
exponential execution time, a k-marble transducer runs in polynomial time, more precisely
O(nk+1) when n is the input’s length. Hence, it produces outputs of size O(nk+1).

As a second main result, we show that k-marble transducers are equivalent to a model
of k-layered SSTs, i.e. SSTs with hierarchical restrictions on their copies. In particular for
k = 0, we recover the correspondence between two-way transducers and copyless SSTs.

Optimization and class membership problems. As evoked above, our models of marble
transducers have at most an exponential complexity (or “execution time”), but it becomes
polynomial if we restrict the number of marks used. In practice, a natural question is that
of optimization: can we transform an exponential algorithm in a polynomial equivalent
one? Can we reach the smallest possible complexity? Having a tool to optimize programs
is of foremost interest since it allows to write naive algorithms without worrying about
the complexity. Due to well-known undecidability statements, optimizing any algorithm is
hopeless in theory, thus having results for a “regular” kernel is already interesting.

From a theoretical point of view, the optimization problem is known as (effective) class
membership problem. It instantiates as follows: given a function computed by a marble
transducer, can it be computed by a k-marble transducer? An easy lower bound is given by
the size of the output, since for instance we cannot produce a string of size Ω(n2) with a
two-way transducer. As shown in our third main result, it is in fact a sufficient criterion to
decide membership: a function from our class is computable with k marbles if and only if it
grows in O(nk+1) (and this property is decidable). This result shows the robustness of our
k-marble model, since a simple syntactical restriction is sufficient to describe a semantical
property. Its proof is the most involved of this paper; it uses the correspondence with SSTs.



G. Douéneau-Tabot, E. Filiot, and P. Gastin 29:3

Similar optimization results have recently been obtained in [13] for the class of polyregular
functions, defined using k-pebble transducers [3] (an extension of k-marble). Interestingly,
their conclusion is very similar to ours, that is: an output of size O(nk) can always be
produced using k nested loops. We shall discuss in conclusion how our results both refine
and extend theirs. Contrary to us, the equivalence problem is an open problem for their
model. Furthermore, pebble transducers have never been related to a class of streaming
algorithms, contrary to what we show for marbles.

Outline. After recalling in Section 2 the basic definitions of two-way transducers and SSTs,
we present in Section 3 the model of marble transducer and show equivalence. We then
study in Section 4 the case of k-marble transducers and relate them to specific SSTs. Finally,
we solve in Section 5 the class membership problems associated with these models. Due to
space constraints, several proofs are only sketched; we chose to focus on the proofs of the
last section since they describe an algorithm for program optimization.

2 Preliminaries

We denote by N the set of nonnegative integers. Capital letters A and B are used to denote
alphabets, i.e. finite sets of letters. If w ∈ A∗ is a word, let |w| ∈ N be its length, and for
1 ≤ m ≤ |w| let w[m] be its m-th letter. The empty word is denoted ε. If 1 ≤ m ≤ n ≤ |w|,
let w[m:n] = w[m]w[m+ 1] · · ·w[n]. We assume that the reader is familiar with the basics
of automata theory, and in particular the notions of one-way and two-way deterministic
automata (see e.g. [16]).

Two-way transducers. A deterministic two-way transducer is a deterministic two-way
automaton enhanced with the ability to produce outputs along its run. The class of functions
described by these machines is known as “regular functions” [4, 8].

I Definition 1. A (deterministic) two-way transducer T = (A,B,Q, q0, δ, λ, F ) consists of:
an input alphabet A, an output alphabet B;
a finite set of states Q, with an initial state q0 ∈ Q and a set of final states F ⊆ Q ;
a (partial) transition function δ : Q× (A ] {`,a)→ Q× {/, .};
a (partial) output function λ : Q× (A ] {`,a})→ B∗ with same domain as δ.

When given as input a word w ∈ A∗, the two-way transducer disposes of a read-only
input tape containing ` w a. The marks ` and a are used to detect the borders of the tape,
by convention we denote them as positions 0 and |w|+ 1 of w.

Formally, a configuration over ` w a is a tuple (q,m) where q ∈ Q is the current state
and 0 ≤ m ≤ |w|+ 1 is the position of the reading head. The transition relation → is defined
as follows. Given a configuration (q,m), let (q′, ?) := δ(q, w[m]). Then (q,m) → (q′,m′)
whenever either ? = / and m′ = m− 1 (move left), or ? = . and m′ = m+ 1 (move right),
with 0 ≤ m′ ≤ |w|+ 1. A run is a sequence of configurations following →. Accepting runs
are those that begin in (q0, 0) and end in a configuration of the form (q, |w|+ 1) with q ∈ F .

The (partial) function f : A∗ → B∗ computed by the machine is defined as follows. If
there exists an accepting run on ` w a, then it is unique and f(w) is the concatenation of all
the λ(q, w[m]) along the transitions of this run. Otherwise f(w) is undefined.

I Example 2. Let reverse : A∗ → A∗ be the function that maps a word abac to its mirror
image caba. It can be performed by a two-way transducer that first goes to the right symbol
a, and then reads w from right to left while outputting the letters.

MFCS 2020
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Streaming string transducers. Informally, a streaming string transducer [1] is a one-way
deterministic automaton with a finite set X of registers that store strings over the output
alphabet B. These registers are modified using substitutions, i.e. mappings X→ (B ] X)∗.
We denote by SB

X the set of these substitutions. They can be extended morphically from
(B ] X)∗ to (B ] X)∗ by preserving the elements of B. As explained in Example 3, they can
be composed by setting (s1 ◦ s2)(x) := s1(s2(x)) for x ∈ X.

I Example 3. Let X = {x, y} and B = {b}. Consider the substitutions s1 := x 7→ b, y 7→ bxyb

and s2 := x 7→ xb, y 7→ xy, then s1 ◦ s2(x) = s1(xb) = bb and s1 ◦ s2(y) = s1(xy) = bbxyb.

I Definition 4. A streaming string transducer (SST) T = (A,B,Q,X, q0, ι, δ, λ, F ) is:
an input alphabet A and an output alphabet B;
a finite set of states Q with an initial state q0 ∈ Q;
a finite set X of registers;
an initial function ι : X→ B∗;
a (partial) transition function δ : Q×A→ Q;
a (partial) register update function λ : Q×A→ SB

X with same domain as δ;
a (partial) output function F : Q→ (X ∪B)∗.

This machine defines a (partial) function f : A∗ → B∗ as follows. Let us fix w ∈ A∗. If
there is no accepting run of the one-way automaton (A,Q, q0, δ,dom(F )) over w, then f(w)
is undefined. Otherwise, let qm := δ(q0, w[1:m]) be the m-th state of this run. We define for
0 ≤ m ≤ |w|, T w[1:m] ∈ SB

X (“the values of the registers after reading w[1:m]”) as follows:
T w[1:0](x) = ι(x) for all x ∈ X;
for 1 ≤ m ≤ |w|, T w[1:m] := T w[1:(m−1)] ◦ λ(qm, w[m]). This formula e.g. means that if
T w[1:(m−1)](x) = ab and λ(qm, w[m])(x) = xx, then T w[1:m](x) = abab.

In this case, we set f(w) := T w(F (q|w|)) ∈ B∗. In other words, we combine the final values
of the registers following the output function.

I Example 5. The reverse of Example 2 can be computed by an SST with one state and
one register x. When seeing a letter a, the SST updates x 7→ ax (a is added in front of x).

I Example 6. Consider the function exp : an 7→ a2n . It is computed by an SST with one
register x initialized to a and updated x 7→ xx at each transition.

The function exp of Example 6 cannot be computed by a deterministic two-way trans-
ducer. Indeed, a two-way transducer computing a function f has only |Q|(|w|+ 2) possible
configurations on input w, therefore we must have |f(w)| = O(|w|).

In order to make two-way transducers and SSTs coincide, the solution of [1] is to forbid
duplications of registers. A substitution σ ∈ SB

X is said to be copyless if each register x ∈ X

appears at most once in the whole set of words {σ(x) | x ∈ X}. The substitution s1 of
Example 3 is copyless whereas s2 is not. An SST is said to be copyless whenever it uses only
copyless substitutions for the λ(q, a); the SST of Example 5 is so.

I Theorem 7 ([1, 5]). Two-way transducers and copyless SSTs describe the same class of
functions (“regular functions”). The right to left conversion is effective in PTIME, and the
converse one in EXPTIME.

I Remark 8. For the complexities, the “size” of the machines is that of a reasonable
representation. For a two-way transducer, it is roughly the total size of the outputs that
label its transitions. For an SST, it is the total size of its substitutions.
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3 Marble transducers and streaming string transducers

As evoked in the introduction, our first goal is to extend Theorem 7 by describing a machine
without registers that captures the expressiveness of SSTs with copies. For this purpose, we
shall use a variant of two-way transducers that can drop/lift several marks on their input.
However, the use of marks has to be strongly restricted so that the machine is not too
expressive (see e.g. [12]). The model we propose here, named marble transducer after [9],
can drop marks (“marbles”) of different colors and the reading head has to stay on the left of
marbles: a stack of marks is stored on the input and if the machine wants to move forward
from a position where there is a marble, it has to remove it first.

I Definition 9. A (deterministic) marble transducer T = (A,B,Q,C, q0, δ, λ, F ) consists of:
an input alphabet A;
a finite set of states Q with an initial state q0 ∈ Q and a set F ⊆ Q of final states;
a finite set of marble colors C;
a transition function δ : Q× (A]{`,a})× (C ]{∅})→ Q× ({/, ., lift}]{dropc | c ∈ C})
such that ∀q ∈ Q, a ∈ A, c ∈ C we have δ(q, a, c) ∈ Q × {/, lift} (we cannot move right
nor drop another marble when we see a marble).
an output function λ : Q× (A ] {`,a})× (C ] {∅})→ B∗ with same domain as δ.

As for two-way transducers, the symbols ` and a are used to denote the borders of the
input. A configuration over ` w a is a tuple (q,m, π) where q ∈ Q is the current state, m is
the position of the reading head, and π = (c`,m`) · · · (c1,m1) is the stack of the positions
and colors of the ` marbles dropped (hence ` ≥ 0 and 0 ≤ m ≤ m` < · · · < m1 ≤ |w|+ 1 and
ci ∈ C). An example of configuration is depicted in Figure 1.

Input word ` b a b b b a a

Reading head

Control state q

Figure 1 Configuration (q, 2, (•, 2)(•, 5)(•, 6)) of a marble transducer over babbba. Note that
allowed transitions starting from this configuration are either lift or /.

The transition relation → of T is defined as follows. Given a configuration (q,m, π), let
k := c if π = (c,m) · · · (marble c in position m) and k := ∅ otherwise (no marble in m). Let
(q′, ?) := δ(q, w[m], k). Then (q,m, π)→ (q′,m′, π′) whenever one of the following holds:

move left: ? = /, m′ = m− 1 ≥ 0 and π = π′;
move right: ? = ., m′ = m+ 1 ≤ |w|+ 1 and π = π′ (only when k = ∅);
lift a pebble: ? = lift, m = m′ and π = (c,m)π′ (only when k 6= ∅);
drop a pebble: ? = dropc, m = m′, π′ = (c,m)π (only when k = ∅).

The notion of run is defined as usual with →. Accepting runs are finite runs that begin in
(q0, 0, ε) and end in a configuration of the form (q, |w|+ 1, ε) with q ∈ F .

The partial function f : A∗ → B∗ computed by the machine is defined as follows. If there
exists an accepting run on ` w a, then it is unique and f(w) is the concatenation of all the
λ(q, w[m], k) along the transitions of this run. Otherwise f(w) is undefined.
I Remark 10. In case no marbles are used, the machine is simply a two-way transducer.

MFCS 2020
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As they can have an exponential number of configurations, marble transducers can
produce outputs of exponential size, like SSTs (see Example 11).

I Example 11. The function exp : an 7→ a2n of Example 6 is computed by a marble transducer
with C = {0, 1}. The idea is to use marbles to count in binary on the input an. We first
write 0n on the input, then we increment it to 10n−1, then 010n−2, 110n−2, . . . , 1n (there
are 2n numbers). These increments can be done while preserving the stack discipline of the
marbles: we move right and lift while we see 1’s, when a 0 is met we replace it by 1, then we
move left dropping 0’s. Initially and after each increment, we output an a to produce a2n .

We are now ready to state our first generalization of Theorem 7. For the complexity, the
size of a marble transducer is that of its output labels plus its number of marbles.

I Theorem 12. Marble transducers and SSTs describe the same class of functions. The
right to left conversion is effective in PTIME, and the converse one in EXPTIME.

Proof sketch. Let T = (A,B,Q,C, q0, δ, λ, F ) be a marble transducer. We simulate it with
an SST by adapting the classical reduction from two-way automata to one-way automata
via crossing sequences [16]. In position m of input w ∈ A∗, the SST keeps track of the
right-to-right runs of the marble transducer on the prefix w[1:m], see Figure 2. This is stored
as a function f : Q→ Q ] {⊥} such that when T starts in configuration (m, q, ε), the first
time it reaches position m+ 1, T is in state f(q) (with ⊥ if T never reaches m+ 1, blocking
or looping on the prefix w[1:m]). Hence, we have (m, q, ε)→∗ (m+ 1, f(q), ε). We also store
the state reached after the left-to-right run on the prefix w[1:m]: (0, q0, ε)→∗ (m+ 1,first, ε).
This abstraction is updated at each new letter by considering the transitions it induces.

Input word
q0 first

q

f(q)

q′ f(q′) = ⊥deadlock

` b a b b b a a

Figure 2 Crossing sequences in a marble transducer.

For instance, suppose that after the prefix w[1:m] the abstraction f is such that f(q2) 6=
⊥. Assume also that δ(q, a,∅) = (q1, dropc), δ(q1, a, c) = (q2, /), δ(f(q2), a, c) = (q3, lift),
δ(q3, a,∅) = (q2, /) and δ(f(q2), a,∅) = (q′, .). Then, after the prefix w[1:m]a the abstraction
f ′ is such that f ′(q) = q′, see Figure 3. Notice that the right-to-right run from q2 to f(q2)
on the prefix w[1:m] is used twice, first with marble c dropped on position m+ 1 and then
without any marble on position m+ 1.

For each state q ∈ Q, we also use a register xq to store the output produced by the
right-to-right run (m, q, ε)→∗ (m+ 1, f(q), ε) of T on the prefix w[1:m] (provided f(q) 6= ⊥).
Due to the presence of marbles, the same right-to-right run can be executed multiple times,
but with different stack of marbles (thus avoiding looping behaviors). These multiple similar
executions are handled using copies in the SST model when updating the registers (xq)q∈Q.
Continuing the example above, the update of register xq is given by

xq 7→ λ(q, a,∅)λ(q1, a, c)xq2λ(f(q2), a, c)λ(q3, a,∅)xq2λ(f(q2), a,∅) .
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q

q1, c

dropc
q2

f(q2), c

q3

lift
q2

f(q2) q′

· · · w[m] a · · ·

Figure 3 Example of run starting from configuration (q, m + 1, ε).

There is also a register x storing the output of the left-to-right run (0, q0, ε)→∗ (m+1,first, ε)
and x is updated similarly. When the whole word is read, we can recombine all pieces of
information in order to obtain the output of the marble transducer (when it accepts). The
construction is similar to that of the update, by stitching the different pieces of the run.

From SSTs to marble transducers, we execute a recursive algorithm to compute the
contents of the registers, and implement it with a marble transducer using the marbles to
code the stack of calls (recursive calls are done from right to left, which corresponds to the
orientation of the marble stack). J

I Remark 13. Considering the domains, we note that marble automata (transducers without
the output) recognize exactly regular languages. Indeed an SST is easily seen to have a
regular domain, since it is an extended one-way automaton. See [9] for another proof of this
fact.

4 Bounded number of marbles

A natural restriction of our marble transducers is to bound the number of marbles that can
be simultaneously present in the stack. Indeed, if a machine uses at most k marbles, it has
O(|w|k+1) possible configurations on input w. As a consequence, it performs its computation
in polynomial time, and the function f it computes is such that |f(w)| = O(|w|k+1). In
particular, the exponential behaviors of Example 11 are no longer possible.

I Definition 14. A k-marble transducer is a marble transducer such that every accessible
configuration (i.e. reachable from the initial configuration) has a stack of at most k marbles.

This definition is semantical, but it can easily be described in a syntactical way by storing
the (bounded) number of marbles that are currently dropped on the input.
I Remark 15. 0-marble transducers are exactly two-way transducers.

As special instances of 1-marble transducers we get programs with 2 nested for loops of
shape for i in {1,...,|w|} ( for j in {1,...,i} (...) ). Indeed, the outer index
i corresponds to the marble, and the inner j to the reading head that cannot move on the
right of i. However, this interpretation does not take the two-way moves into account.

I Example 16. Consider the function mul : w#0n 7→ (w#)n that produces n copies of w#.
It can be realized by a 1-marble transducer that successively drops the marble from first to
last 0, and each time scans and outputs w#.

MFCS 2020
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I Remark 17. For a k-marble transducer, it is enough to have one marble color. Indeed, the
colors of the marbles dropped form a finite information that can be encoded in the states.

The correspondence given by Theorem 12 does not take the number of marbles into
account. In particular, it does not produce a copyless SST if we begin with a 0-marble
transducer. We shall now give a more precise statement that relates the maximal number of
marbles to the number of “copy layers” in the SST, as defined below.

I Definition 18. An SST (A,B,Q,X, q0, ι, δ, λ, F ) is said to be k-layered if X has a partition
of the form X0, . . . ,Xk, such that ∀q ∈ Q, ∀a ∈ A, the following are true:
∀0 ≤ i ≤ k, only registers from X0, . . . ,Xi appear in {λ(q, a)(x) | x ∈ Xi};
∀0 ≤ i ≤ k, each register y ∈ Xi appears at most once in {λ(q, a)(x) | x ∈ Xi}.

Note that 0-layered SSTs are exactly copyless SSTs (only the second condition is useful).
For k ≥ 1, Definition 18 forces each layer Xi to be “copyless in itself”, but it can do many
copies of deeper layers (Xj for j < i). This update mechanism is depicted in Figure 4; it
mainly avoids copying twice a register in itself.

Input word b a b b b a

X2

X1

X0

X2

X1

X0

Figure 4 Update of the registers in a 2-layered SST.

I Example 19. The function mul : w#0n 7→ (w#)n (Example 16) can be computed by a
1-layered SST with X0 = {x} and X1 = {y} as follows. First, when reading w#, it stores
w# in x, while keeping ε in y. Then, each time it sees a 0, it applies x 7→ x, y 7→ xy.

We now provide a fine-grained correspondence between marbles and registers. Our result
indeed extends Theorem 7, which corresponds to the case k = 0.

I Theorem 20. For all k ≥ 0, k-marble transducers and k-layered SSTs describe the same
class of functions. The right to left conversion is effective in PTIME.

Proof sketch. To convert a k-layered SST in a k-marble transducer, we adapt the trans-
formation of Theorem 12 in order to use no more than k marbles. The idea is to write only
the recursive calls that correspond to the copy of a register, the others being kept implicitly.
The PTIME complexity is obtained by adapting the construction of [5]. For the converse
implication, we first transform the k-marble transducer in an SST using Theorem 12. Since
the function f computed by this SST is such that |f(w)| = O(|w|k+1), we use Lemmas 34
and 36 in order to build a k-layered SST for f . A large amount of additional work is required
to obtain these results, and it is the purpose of Section 5. J

5 Membership problems

It is clear that a k-marble transducer is a particular case of (k+ 1)-marble transducer, which
is a particular case of marble transducer (without restrictions). In other words, the classes
of functions they define are included in each other. More precisely, these classes describe a
strict hierarchy of increasing expressiveness, since k-marble transducers can only describe
functions such that |f(w)| = O(|w|k+1) (see Examples 11 and 21 for separation).
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I Example 21. The function powk : an 7→ an
k can be computed with k marbles, but not

less (since | powk(w)| is Ω(|w|k)). Let us explain the computation of pow2 with 1 marble on
input an. We first drop the marble on position n− 1, go to 1, and move forward from 1 to
n− 1 while outputting aa at each transition. Then we lift the marble and drop it on n− 2,
and perform the same outputs from 1 to n− 2, etc. At the end of this procedure, we have
output a2((n−1)+···+1) = an

2−n. It remains to output an by reading the input once.

I Remark 22. Generalizing the construction of Example 21, we can show that if P ∈ N[X] is
a polynomial of degree k ≥ 0, then an 7→ aP (n) is computable with k marbles (but not less).

A natural problem when considering a hierarchy is that of membership: given a function
in some class, does it belong to a smaller one? The objective of this section is to provide a
positive answer by showing Theorem 23 below.

I Theorem 23. Given a function f described by a marble transducer, it is decidable in
EXPTIME whether f can be computed by a k-marble transducer for some k ≥ 0. In that case,
we can compute the least possible k ≥ 0 and build a k-marble transducer for f .

Proposition 25 below is the key element for the proof, and is also interesting in itself.
Indeed, it states that a polynomial-growth function can always be computed in polynomial
time! In other words, f described by a marble transducer is computable with k marbles if
and only if |f(w)| = O(|w|k+1). Given f : A∗ → B∗, let |f | : A∗ → N, w 7→ |f(w)|.

I Definition 24. Let g : A∗ → N, we say that g has:
exponential growth, if g(w) = O(2O(|w|)) and there exists an infinite set L ⊆ A∗ such
that g(w) = 2Ω(|w|) when w ∈ L;
k-polynomial growth for k ≥ 0, if g(w) = O(|w|k) and there exists an infinite set L ⊆ A∗
such that g(w) = Ω(|w|k) when w ∈ L;

I Proposition 25. Let f : A∗ → B∗ be a total function computed by a marble transducer.
Then exactly one of the following is true:
|f | has exponential growth, and f is not computable with k marbles for any k ≥ 0;
|f | has (k + 1)-polynomial growth for some k ≥ 0, and f is computable with k marbles
and k is the least possible number of marbles;
|f | has 0-polynomial growth (i.e. a finite image), and f is computable with 0 marbles.

Moreover, these three properties are decidable in EXPTIME.

I Remark 26. If f has a finite image, it is a trivial “step function”: dom(f) is a finite union⋃
i Li of regular languages such that f is constant on each Li.
The rest of this section is devoted to the proof of these results. By Theorem 12, we first

convert our marble transducer in an SST (in EXPTIME), and only reason about SSTs in the
sequel. In fact, considering SSTs is crucial: contrary to a marble transducer, an SST performs
only one pass on its input, which makes it possible to apply pumping-like arguments for
understanding the asymptotic growth of the outputs. Some proof techniques used below are
inspired from [10] which only considers deciding 1-polynomial growth of SSTs.

5.1 Simplification of SST
An SST is said to be total whenever its transition, update and output functions are total.
We shall assume that our machine is so. Indeed, it can be completed like a finite automaton,
by outputting ε when out of the domain. Furthermore, this operation does not modify the
asymptotic growth of the computed function.
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We say that an SST is simple if it is total, it has a single state (i.e. Q = {q0}), and
its substitutions and output do not use letters (i.e. λ : Q×A→ S∅

X and F : Q→ X∗). To
simplify the notations, we write (A,B,X, ι, λ, F ) for a simple SST, where λ : A→ S∅

X and
F ∈ X∗. Indeed, states and the transition function are useless.

I Lemma 27. Given a total SST, we can build an equivalent simple SST in PTIME.

Proof. Let T = (A,B,Q,X, q0, ι, δ, λ, F ) be the original SST. We can assume that it uses no
letters in the substitutions by storing them in constant registers (using the initial function).
To remove the states, we let X′ := Q × X be our new register set. In our new machine,
register (q, x) will contain the value of x if q is the current state of T , and ε otherwise. The
update function λ′ : A→ SB

X′ and output F ′ ∈ X′∗ are defined as follows:

λ′(a)(q, x) =
∏

p|δ(p,a)=q

µp(λ(p, a)(x)) and F ′ =
∏

q∈dom(F )

µp(F (q))

where µp replaces y ∈ X by (p, y) ∈ X′. During a run, at most one term of the concatenation
defining λ′(a)(q, x) is nonempty, the one which corresponds to the true state p of T . J

I Remark 28. However, this construction does not preserve copylessness nor k-layeredness.

5.2 Asymptotic behavior of N-automata and SSTs
Given a simple SST, we first build an N-automaton that “computes” the size of the words
stored in the registers along a run of the SST. As we shall see, the growth of functions
produced by N-automata exactly matches the case disjunction of Proposition 25.

I Definition 29. An N-automaton A = (A,Q, α, µ, β) consists in:
an input alphabet A;
a finite set Q of states;
an initial row vector α ∈ NQ and a final column vector β ∈ NQ;
a monoid morphism µ : A∗ → NQ×Q (weight function).

The automaton A computes the total function A∗ → N, w 7→ αµ(w)β. We say that it is
trim if ∀q ∈ Q, ∃u, v ∈ A∗ such that (αµ(u))(q) ≥ 1 and (µ(v)β)(q) ≥ 1.

Let T = (A,B,X, ι, λ, F ) be a simple SST, we define its flow automaton T̃ :=(A,X, α, µ, β)
as the N-automaton with input A, states X, and:

for all x ∈ X, α(x) = |ι(x)| (number of letters initialized in x);
for all x ∈ X, β(x) is the number of occurrences of x in F ;
for all a ∈ A, x, x′ ∈ X, µ(a)(x, x′) is the number of occurrences of x in λ(a)(x′).

Recall that T w(x) is “the value of x after reading w in T ”; the flow automaton indeed
computes the size of these values. We get the following by induction.

B Claim 30. For all w ∈ A∗ and x ∈ X, we have (αµ(w))(x) = |T w(x)|. In particular, if f
is the function computed by T , then T̃ computes |f |.

Without loss of generality, we can assume that T̃ is trim. Indeed, if x ∈ X is such that
(αµ(u))(x) = 0 for all u ∈ A∗, then x always has value ε and can be erased everywhere in T .
Similarly, if (µ(v)β)(x) = 0 for all v ∈ A∗, x is never used in the output.

Let us now study in detail the asymptotic behavior of N-automata.
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I Lemma 31. Let A = (A,Q, α, µ, β) be a trim N-automaton that computes a function
g : A∗ → N. Then one of the following holds, and it can be decided in PTIME:

g has an exponential growth;
g has k-polynomial growth for some k ≥ 0 and Q =

⊎
0≤i≤k Si is such that:

∀q, q′ ∈ Q, if ∃w ∈ A∗ such that µ(w)(q, q′) ≥ 1 then q ∈ Si, q′ ∈ Sj for some i ≤ j;
∃B ≥ 0 such that ∀0 ≤ i ≤ k, ∀q, q′ ∈ Si,∀w ∈ A∗, µ(w)(q, q′) ≤ B;
∀q ∈ Si, (αµ(w))(q) = O(|w|i).

Furthermore, k and S0, . . . , Sk are computable in PTIME.

I Remark 32. An upper bound B can be described explicitly, see e.g. [14].

Proof sktech. Very similar results are obtained in [17] for computing ambiguity of finite
automata (which corresponds to N-automata with weights in {0, 1} only).

Mainly, we look for the presence of the two patterns from [14] in the weights of A:
heavy cycles (∃q ∈ Q, v ∈ A∗ such that µ(v)(q, q) ≥ 2), that creates exponential growth ;
barbells (∃q 6= q′, v ∈ A+, such that µ(v)(q, q) ≥ 1, µ(v)(q, q′) ≥ 1 and µ(v)(q′, q′) ≥ 1)
such that a chain of k barbells induces k-polynomial growth. J

As a consequence, if f is computed by an SST, then |f | has either exponential growth or
k-polynomial growth for some k ≥ 0. Furthermore, we can decide it in PTIME.

It remains to show that if |f | has a (k + 1)-polynomial growth, then f is computable
by a k-layered SST. For this, we shall use the partition of Lemma 31 that splits the simple
SST (via the states of its flow automaton) in a somehow k-layered way. However, the layers
obtained are not directly copyless, and another transformation is necessary.

5.3 Construction of k-layered SST in the polynomial case
If |f | has (k + 1)-polynomial growth, then Lemma 31 partitions the simple SST in k + 2
layers. Our first concern is to get k + 1 layers only, since we want a k-layered SST. In the
next definition, λ(p, w) denotes the substitution applied when reading w ∈ A∗ from p ∈ Q,
that is λ(p, w[1]) ◦ · · ·λ(δ(p, w[1:(i− 1)]), w[i]) ◦ · · · ◦ λ(δ(p, w[1:(|w| − 1)]), w[|w|]).

I Definition 33. We say that an SST (A,B,Q,X, q0, ι, δ, λ, F ) is (k,B)-bounded if there
exists a partition X0,X1, . . . ,Xk of X such that ∀q ∈ Q, a ∈ A,w ∈ A∗:
∀0 ≤ i ≤ k, only registers from X0, . . . ,Xi appear in {λ(q, a)(x) | x ∈ Xi};
∀0 ≤ i ≤ k, each y ∈ Xi appears at most B times in {λ(q, w)(x) | x ∈ Xi}.

For k = 0, Definition 33 means that at most B copies of y are “useful” during a run.
The (0, B)-bounded SSTs are known as B-bounded (copy) SSTs in [6] (however, contrary to
what is said in [6, 10], it is not the same definition as the “bounded copy” of [2]). For some
k ≥ 1, a (k,B)-bounded SST is similar to a k-layered SST, except that each layer is no longer
“copyless in itself” but “B-bounded in itself”. In particular, we note that (k, 1)-bounded SSTs
exactly correspond to k-layered SSTs.

I Lemma 34. Given a simple SST that computes a function f such that |f | has (k + 1)-
polynomial growth, we can build an equivalent (k,B)-bounded SST for some B ≥ 0.

Proof sketch. Let S0, . . . , Sk+1 be the partition of the registers given by Lemma 31. During
a run, note that the registers in S0 can only store strings of a bounded size. The idea is to
remove S0 and hardcode the content of each x ∈ S0 in a finite set of states. The transition
function is defined following their former updates. The new update function is defined by
replacing the mention of x ∈ S0 by its explicit content (given by the current state). J
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I Remark 35. As for weighted automata above, an upper bound B can effectively be
computed.

It is known that a (0, B)-bounded SST can be transformed in a copyless SST. The proof
requires rather complex constructions, that we generalize for a (k,B)-bounded SST.

I Lemma 36. Given a (k,B)-bounded SST, we can build an equivalent k-layered SST.

Proof sketch. The proof is done by induction on k ≥ 0. Indeed a (k,B)-bounded (resp.
k-layered) SST is somehow a B-bounded (resp. copyless) SST, that can also “call” registers
from the lower layers. Hence we only need to focus on transforming one layer. The difficulty
is to take into account copies coming from the lower layers. This is done by introducing an
intermediate model of SST with external functions (SST-F), which corresponds to an SST
with a set of functions F that can be called in an oracle-like style.

Thus our proof roughly consists in showing that a B-bounded SST-F (in the sense of
Definition 33) can be transformed in a copyless SST-F. This is done in two steps. First,
we transform the B-bounded SST-F in a copyless non-deterministic SST-F, following the
ideas of [6] for SST. Non-deterministic transducers usually compute relations between words,
but we in fact obtain an unambiguous machine (i.e. that has at most one accepting run on
each input), hence describing a function. Second, we show that a copyless unambiguous
non-deterministic SST-F can be converted in a copyless SST-F. This transformation relies
on the techniques of [2] (developped for SST over infinite words). J

Proof of Theorem 23. We first transform an SST into a simple SST (Lemma 27) and build
its flow automaton. Using this machine, one can decide what is the growth of |f | (Lemma
31). If |f | has (k+ 1)-polynomial growth, we then build a (k,B)-bounded SST that computes
it (Lemma 34) and finally a k-layered SST (Lemma 36). J

6 Conclusion and outlook

We presented in this paper a new correspondence between SSTs and marble transducers.
Showing that two models are equivalent is always interesting in itself, but our result also
provides a deeper understanding of their behaviors. Indeed, it relates recursive and iterative
programs (marbles) to streaming algorithms (SSTs), which are suitable for program optimiz-
ation problems. Since the equivalence problem is decidable for SSTs [10], we also obtain for
free that it is the case for marble transducers (which was not previously known).

Note that our model is not closed under composition. It is the case for obvious asymptotic
growth reasons, since marble transducers can compute one exponential (exp : an 7→ a2n) but
not two of them (exp ◦ exp). More surprisingly, there exist polynomial-size compositions that
cannot be expressed by our transducers, as shown below.

B Claim 37. mul : w#0n 7→ (w#)n is computable by an SST, but not 0n#w 7→ (w#)n.

This result mainly comes because marbles and SSTs give an orientation on the input: we
stack marbles “on the right”, and the SST is a streaming process “from left to right”.

Marbles and pebbles. A non-oriented generalization of k-marbles, named k-pebble trans-
ducers [3], has recently been investigated in detail. In this case, the reading head is allowed to
move on the right of a mark without lifting it, while keeping a stack discipline. The typical ex-
ample of function computable with 1 pebble is square : A→ A]{a | a ∈ A}, abc 7→ abcabcabc,
which associates to w the concatenation with |w| copies of itself, the i-th copy having its i-th
letter overlined. This function cannot be computed by a marble transducer.
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In [13], the membership problem is solved for the classes of k-pebble transducers. Despite
their similarity, neither their result (Theorem 38 below) nor our Proposition 25 imply each
other, and the proof techniques are significantly different. Indeed we consider different
classes of functions, ours being designed for streaming implementations, but not theirs. The
relationship between marbles and pebbles is depicted in Figure 5.
I Theorem 38 ([13]). A function f described by a k-pebble transducer is computable by an
`-pebble transducer if and only if |f(w)| = O(|w|`+1) (and this property is decidable).

Contrary to us, they do not obtain tight asymptotic bounds. Furthermore, they only
consider machines with a bounded number of marks, i.e. no exponential growths.

0-pebble
=

0-marble
=

0-layered SST

1-marble
=

1-layered SST
1-pebble

O(n)

O(n2)

O(n3)

∪kO(nk)

2-marble
=

2-layered SST
2-pebble

⋃
k
k-pebble ⋃

k
k-marble

marbles
=

SST

2O(n)

reverse : abac 7→ caba

mul : w#0n 7→ (w#)n

square : abc 7→ abcabcabc

pow3 : an 7→ an3

exp : an 7→ a2n

Figure 5 Classes of functions studied in this paper (red) and in [13] (blue).

Future work. Our work opens the way to a finer study of the classes of functions described
by marble and pebble transducers. The membership problem from k-pebble to k-marble is
worth being studied to complete the decidability picture. It reformulates as follows: given
a function computed by a pebble transducer, can we implement it in streaming way? The
answer seems to rely on combinatorial properties of the output. Another perspective is to
define a logical description of our transducers, which allows to specify their behavior in a
non-operational fashion. No formalism is known for marble transducers, but it is known
since [8] that two-way transducers correspond to monadic-second-order transductions. On
the other hand, [7] studies in detail a weighted logics which describes the functions computed
by weighted automata. Using proof techniques which are similar to ours, they relate the
asymptotic growth of the function to the logical connectors required to describe it.
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Abstract
The non-uniform version of Turing machines with an extra advice input tape that depends on
the length of the input but not the input itself is a well-studied model in complexity theory. We
investigate the same notion of non-uniformity in weaker models, namely one-way finite automata.
In particular, we are interested in the power of two-sided bounded-error randomization, and how it
compares to determinism and non-determinism. We show that for unlimited advice, randomization
is strictly stronger than determinism, and strictly weaker than non-determinism. However, when the
advice is restricted to polynomial length, the landscape changes: the expressive power of determinism
and randomization does not change, but the power of non-determinism is reduced to the extent that
it becomes incomparable with randomization.
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1 Introduction

Computational models traditionally employed in algorithmics and formal language theory
(e. g. Turing machines, automata, ...) are usually uniform in the sense that a single, finitely
described, device is used to process an infinite number of words in a given language L. On
the other hand, complexity theory often studies non-uniform models (e. g. circuits) where a
separate device is considered for each slice L ∩ Σn.

Since the uniformity of the model seems to have a significant impact on the complexity
of computational problems, there has been a lot of effort in comparing the uniform and
non-uniform classes. For one way, the inherently non-uniform models can be made uniform
by requiring that, for each n, the device used to process the slice L ∩ Σn must be generated
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by some resource-constrained Turing machine on input 1n (see e. g. [2]). For the other way,
one can consider non-uniform versions of models that are inherently uniform by allowing
a family of devices, each used to process a single slice L ∩ Σn. Since the Turing machine
model is powerful enough to contain the universal machine, this is equivalent to the standard
definition of Karp and Lipton [11], where the input word is prefixed with an advice string
that depends only on the length of the input (which may be the description of the TM used
to process this particular slice). Note that since every slice is a finite language, non-uniform
Turing machines can recognize, with sufficient advice, all languages. One then studies which
languages can be recognized with advice of limited size.

We are interested in non-uniform versions of simpler models, namely finite automata.
Since finite automata are much more limited when compared to Turing machines (in particular,
they don’t possess a universal machine), the way how the non-uniform version is defined
matters, and the various definitions are not equivalent.

Ibarra and Ravikumar [9] considered families of finite automata with bounded rate of
growth of their state complexity. Damm and Holzer [3] used a definition analogous to [11]
where the input word is prefixed by an advice string. Obviously, in this model only advice of
constant size is relevant, but there still is a hierarchy with increasing advice size (e. g. unary
languages are trivially recognized with 1-bit advice). In order to utilize non-constant advice,
the advice string must be made accessible to the automaton during various moments in the
computation. Tadaki et al. [16] considered the advice written in a separate track (i. e., one
advice symbol was assigned to every symbol of the input word). Freivalds [7] introduced
a model where the advice may be split into several tapes (and the measure is the sum of
the lengths of all advice tapes) with a prefix property, i. e., on each tape the string used as
advice for words of length n must be a valid advice for all words of lengths up to n. Finally,
Küçük et al. [13] introduced the model we use, with the advice written on a dedicated tape.

The introduction of non-uniformity into finite automata dramatically changes their
expressive power, and non-uniform versions of different types of automata which are equivalent
in the uniform version have different expressiveness. For example, one-way non-deterministic
automata (NFA) can recognize any language with sufficient advice, and the same holds also
for two-way deterministic automata (DFA), or one-way deterministic automata with two
advice tapes [13]. On the other hand, the language Lww = {ww | w ∈ {a, b}?} cannot be
recognized by a one-way DFA with any advice [4]. It has also been known [4] that for any
growing function f , there is a language that can be recognized by a one-way NFA with advice
O(f(n)), but cannot be recognized by one-way DFA regardless of advice.

In [13] it has been shown that one-way DFA with advice nk+1 recognize strictly more
languages than the one-way DFA with advice nk. A similar hierarchy was proved in [4]
for non-deterministic automata: one-way NFA with advice g(n) recognize strictly more
languages that one-way NFA with advice f(n) for any two functions f(·), g(·) such that
f(n) log(f(n)) = o(g(n)) and g(n) ≤ n2 n

2 .

The relation between determinism and randomization is a central question in complexity
theory, and it seems that uniformity plays an important role here. For example, it is not known
whether randomization increases the power of polynomial-time Turing machines, i.e., whether
BPP ) P, but for the non-uniform case the answer is negative, since BPP/poly = P/poly
[1]. For space bounded classes it is known that randomized Turing machines with space
complexity f(n) can be simulated by deterministic ones with space complexity f(n)2 [10].
On the other hand, [8] non-deterministic Turing machines can be simulated by randomized
ones in the same space complexity.
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When considering simpler models of finite automata, Rabin [15] proved that a one-way
finite automaton with bounded error can recognize only regular languages. On the other
hand, Freivalds [6] showed that the non-regular language {anbn | n ∈ N} can be accepted by
a 2-way finite automaton with bounded error.

Very little has been known so far for non-uniform randomized automata. Notably, Küçük
[13] mentions that the language Leq3 = {w ∈ {a, b, c}? | |w|a = |w|b = |w|c} can be recognized
with linear advice by a 1-sided-error randomized automaton, but cannot be recognized with
linear advice by a deterministic automaton.

2 Our contribution

We focus on one-way automata only. It has been known that the expressive power of NFA
increases with increased advice size up to n2 n

2 , which is essentially a tight bound, since an
advice of size O(n2n) is sufficient to recognize all languages. For DFA, a similar hierarchy has
been only known for polynomials. We prove that this is in fact the best possible result, since
a DFA cannot utilize more than polynomial-sized advice (Theorem 4): every language can
either be recognized by a DFA with polynomial advice, or cannot be recognized by a DFA with
any advice. Using this fact, we prove the same statement for PFA (Theorem 5). We further
investigate the relationship between determinism, randomization, and non-determinism. We
show that Leq3 cannot be recognized by a DFA with any advice (Theorem 7), from which we
conclude that both randomization, and non-determinism require only linear advice in order
to recognize languages that cannot be recognized deterministically at all.

Since non-determinism with unlimited advice can recognize all languages, we have a strict
separation between determinism, randomization, and non-determinism.

We then focus on advice of polynomial length. From Theorems 4 and 5 we know that the
power of determinism and randomization does not change. To consider the non-determinism,
it has been known [4] that the language of repeated words, Lww, cannot be recognized by a
NFA with polynomial advice. We show (Lemma 11) that Lww can be recognized by a PFA
with cubic advice. For the other direction, we show (Corollary 15) that there is a language
that cannot be recognized by a PFA, but can be recognized by a NFA with linear advice.

Some technical proofs have been omitted due to space constraints.

3 Model and preliminaries

We briefly summarize some standard notions from automata theory we shall use; for more
detailed definitions see the respective references. We use the model of multi-tape automata
(see e. g. [5]): a non-deterministic two-tape one-way automaton (NFA) A is a tuple A =
(Q,Σ1,Σ2, δ, q0, F ), where Q is a finite set of states, Σ1, Σ2 are finite alphabets of the two
tapes, q0 is the initial state, F ⊆ S is the set of accepting states, and the transition function
is δ : Q × (Σ1 ∪ {/}) × (Σ2 ∪ {/}) 7→ 2OUT where OUT = Q × {→,⊥} × {→,⊥}. The
meaning is the usual one: the transition is based on the current state of the automaton, and
the symbols scanned by both heads (or end-delimiter / 6∈ Σ1 ∪ Σ2, if the head is already
past the end of the input word). The transition results in an action that changes the state,
and possibly moves each of the heads independently to the next symbol. The automaton A
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accepts a word (w1, w2) ∈ Σ1 × Σ2 if there is an accepting computation of A starting from
(q0, w1/, w2/). If |δ(q, a, b)| = 1 for all q ∈ Q, a ∈ Σ1 ∪ {/}, b ∈ Σ2 ∪ {/} the automaton is
called deterministic (DFA).

We focus our attention on randomized computation, in particular on two-sided bounded-
error computations. A probabilistic automaton (PFA) is an extension of a NFA in the sense
that the action OUT = R×Q× {→,⊥} × {→,⊥} contains also a real number, and for all
fixed a ∈ Σ1∪{/}, b ∈ Σ2∪{/}, q ∈ Q, the respective numbers in δ(q, a, b) form a probability
distribution. For (p, q′, d1, d2) ∈ δ(q, a, b) we say that p is the probability of action (q′, d1, d2).

Since the introduction of probabilistic finite automata by Rabin [15], the standard way of
defining their acceptance is in terms of isolated cut-point λ: a PFA A accepts a language LA
if there exists an ε > 0 such that for each w ∈ LA the probability of accepting w is at least
λ+ ε, and for each w 6∈ LA the probability of accepting w is at most λ− ε. In this paper we
assume λ = 1/2.

For any automaton A, the recognized language is denoted by L (A). The symbol X
denotes any class of considered automata: DFA, NFA or PFA. The non-uniformity is
modelled according to [4, 13], the class of languages recognized by automata of type X with
advice of size f(n) is denoted by L (X )/f(n):

I Definition 1. Let X be a class of automata. Let α : N 7→ Σ?
2 be a function such that

∀n, |α(n)| = f(n). Let Σ?α
1 = {(w,α(n)) | w ∈ Σ?

1, n = |w|} ⊆ (Σ?
1 × Σ?

2). For a language
L ⊆ Σ?1, let Lα = {(w,α(n)) | w ∈ L, n = |w|} ⊆ (Σ?1×Σ?2). Then a language L is recognized
by an X automaton A with advice α, if each word (w1, w2) ∈ Lα is accepted, and each word
(w1, w2) ∈ Σ?α1 − Lα is rejected. The class of recognized languages is

L (X )/f(n) := {L ⊆ Σ?1 | ∃α, and an X automaton A which recognizes L with advice α}

We write L (X )/? if the size of the advice is unlimited, L (X )/exp if it is at most exponential,
and L (X )/poly if it is at most polynomial in the input length.

Often it will be useful to consider the advice tape to be real-time, i. e., the automaton
advances the advice head in every step. We show that we can assume this without loss of
generality (note that real-time input head severely reduces the expressive power, since only
advice of linear length can be effectively used).

I Lemma 2. Let A be an X automaton. Then there exists an X automaton B such that
B advances the head on the advice tape in every step, and L (B) = L (A). Moreover, if A
works with advice α, B works with advice β where |β(n)| = O(n |α(n)|).

Proof. Let A = (Q,Σ1,Σ2, δ, q0, F ). We distinguish three cases. First, let A be a DFA with
k = |Q| states. Clearly, A can perform at most k steps without moving any of its heads.
Fix n, and let the A’s advice be α(n) = a1a2 · · · . Let b be a new symbol. Let the advice be
β(n) = a1b

kna2b
kn · · · . Construct a DFA B that uses advice β, and simulates A in rounds.

At the beginning of each round, B’s advice head is positioned on a symbol ai. B scans the
symbol on the advice tape, and remembers it in its state. Then it simulates A until A moves
the advice head, with the difference that B moves the advice head in each step (the head
is positioned on a b symbol). A may perform at most kn steps before moving its advice
head, so B can simulate A with its advice head in the block of b’s. Once A moves the advice
head, B remembers A’s state, and moves the advice head to the next ai+1, and a new round
begins.
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If A is an NFA then the situation is similar: there may be some computations of A that
perform more than k steps without moving any head, however, for each accepted word there
is an accepting computation that makes at most k steps without moving any head. Hence,
the same simulation as in the deterministic case works with one exception: if B encounters
the end of the block of b’s before the simulated computation of A moves the advice head, B
rejects.

Finally, let A be a PFA. This case requires more care than the NFA since all accepting
computations contribute to the probability of acceptance. We first transform A into a PFA
A′ that always moves at least one head, i. e., contains no actions of the form (p, q,⊥,⊥), and
then use the padding technique from the DFA case. J

For some of the proofs we shall use a normal form of automata with real-time advice tape
which doesn’t scan the input tape when the input head is not moved, as follows:

I Lemma 3. Let A = (QA,Σ1,Σ2, δA, q0, FA) be a DFA (or NFA) with real-time advice tape.
There exists a DFA (or NFA) B = (QB ,Σ1,Σ2, δB , q0, FB) with real-time advice tape using
the same advice as A such that L (A) = L (B) and the following holds: The states QB can
be partitioned into QB = Q→B ∪QεB such that

1. if (q′,⊥,→) ∈ δB(q, a, b) for some q ∈ QB, a ∈ Σ1, b ∈ Σ2 then q′ ∈ QεB, and
2. for any q ∈ QεB, b ∈ Σ2 it holds δB(q, a, b) = δB(q, a′, b) for all a, a′ ∈ Σ1.

4 Upper bound on advice for DFA and PFA

Our first contribution is an upper bound on the advice that can be utilized by DFA and
PFA. It has been proven in [4] that there are languages that cannot be recognized by DFA
with any amount of advice, which is in contrast with NFA that can recognize all languages
with advice O(n2n). Here we show that DFA cannot utilize more than polynomial advice.

I Theorem 4. L (DFA)/poly = L (DFA)/ ? .

Proof. Consider a DFA A with the form of Lemma 3 with k = |Q| states, working with
advice a1, . . . , a`. A pair (i, q), 1 ≤ i ≤ `, q ∈ Q is called a point. We say a point (i, q) is
active, if q ∈ Q→A , and passive otherwise. The computation on any input word of length n
defines a trace, which is a sequence of points containing exactly n active points 1. Altogether,
there are 2n traces. Let P be the set of points that are included in some trace.

We prove that there may be at most 2k(n + 1)k active points in P . In particular, we
prove by induction on m the following claim:

Consider an interval j1, . . . , j2 of positions on the advice tape. Suppose that for some m,
1 ≤ m ≤ k, there are at least m traces that are point-wise disjoint on the interval j1, . . . , j2,
i. e., they don’t share any point of the form (i, q), j1 ≤ i ≤ j2. Moreover, suppose that none
of these m traces contain an active point of the form (i, q) for j1 < i < j2. Then there are at
most 2k(n+ 1)k−m active points from P of the form (i, q), j1 ≤ i ≤ j2.

1 We assume without loss of generality that A reads the whole input.
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Figure 1 The trace τ1 has no active point (square) in the interior of the ji, . . . , j2 interval. The
trace τ2 splits the interval into n+ 1 sub-intervals; each of them apart from the last one has two
point-wise disjoint traces.

First note that there are k points of the form (i, q) for a fixed i, so in any interval there
may be at most k point-wise disjoint traces. For the base of the induction, assume that
m = k. Then each point of the j1, . . . , j2 interval belongs to exactly one of the k disjoint
traces. Since the interior points are not active, there are at most 2k active points in the
interval.

For the induction step consider an interval j1, . . . , j2 with m point-wise disjoint traces. If
there are no active points in the interval, the claim holds. Otherwise, take the trace τ that
contains the right-most active point of the form (i, q) for j1 < i < j2. The trace τ contains at
most n active points in the interval, so it splits the interval into at most n+ 1 sub-intervals.
By the choice of τ , the last sub-interval does not contain any active points. Note that, since
the automaton is deterministic, once two traces share a point, they follow the same sequence
of points until an active point is reached, at which they may diverge. Since none of the m
traces contain an active point in the interior of the interval, τ is disjoint with all of them on
all but the last sub-interval. Hence, the last sub-interval does not contain any active points,
and each of the remaining sub-intervals contains at least m+ 1 disjoint traces. Applying the
induction hypothesis on all but the last sub-interval, we get the claim.

Now we have proved that there are only polynomially many active points. To finish the
proof consider an interval j1, . . . , j2 of positions on the advice tape that does not contain an
active point. This means that no computation on any word queries the input tape in this
window; the automaton only considers the state and the advice symbol. Hence, the advice in
this window can be replaced by an advice of constant length specifying the state-to-state
transition relation. J

We have just proved that a DFA cannot utilize more than polynomial advice. We use
this fact, and show that the same is true also for PFA.

I Theorem 5. L (PFA)/? ⊆ L (PFA)/poly

Proof. Consider a PFA A with real-time advice tape, working with advice α. Let Σ1, Σ2 be
the input, and advice alphabet, respectively. We first construct a DFA B with input alphabet
Σ1, and advice alphabet Σ2. Also, for each n we construct a probability distribution πn over
strings Σ|α(n)|

2 such that for each w ∈ Σn1 the probability that A accepts w with advice α(n)
is the same as the probability that B accepts w with an advice that is selected at random
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from πn. The overall idea is that B’s advice contains an encoding of the choices made by
A. Since A has real-time advice tape, it makes one probabilistic decision per advice symbol
in every computation. B shall use a two-track advice tape, with the second track used to
simulate the random decisions of A. However, A may read a given advice symbol in different
states and different positions on the input tape in each of its computations. For our purposes
we need to encode the probabilistic decisions is a uniform way. Consider a particular q ∈ QA,
a ∈ Σ1, b ∈ Σ2. Let p1, . . . , pz be the probabilities of actions in δA(q, a, b). Let Sq,a,b be a
subdivision of the unit interval (0, p1), (p1, p1+p2), (p1+p2, p1+p2+p3), . . . , (

∑z−1
i=1 pi, 1). Let

S = (s0, s1), (s1, s2), . . . , (sc−1, sc) for some c, with s0 = 0, sc = 1 be a common subdivision
of all Sq,a,b’s. Let Σ2 = Σ2 ×Zc. A string from πn is obtained by first taking α(n), and then
adding to each symbol a value i ∈ Zc such that each i is taken with probability si+1 − si.

s0 s1 s2 s3 s4 s5 si si+1 sc−1 sc

p1 p2 p3 p4

i

Figure 2 Specifying the transition probabilities of A. If the current advice symbol contains
i ∈ Zc, which corresponds to the random choice of interval (si, si+1), B selects the third action in
δA(q, a, b). If each i ∈ Zc is selected with probability si+1 − si, the probability of choosing the third
action is p3.

B uses the advice from πn to simulate A with the advice α(n) as follows (see Figure 2):
in each step when A is in state q, and symbols a ∈ Σ1, b ∈ Σ2 are on the input, and advice
tapes, respectively, B considers also the symbol i ∈ Zc from the advice tape, and based upon
where the interval (si, si+1) is located within the subdivision Sq,a,b selects the appropriate
action from δA(q, a, b).

Consider a computation ξ of A. The overall probability of ξ is p =
∏
pi where pi is the

probability of choosing the corresponding action from δA(q, a, b). Since the probability that
B chooses the same action as A in the i-th step is pi, the probability that B simulates ξ with
random advice is p. Hence, for any word w the probability of acceptance of w is the same
for A with advice α(n), and B with random advice from πn.

The distribution πn is defined over an exponential set of strings from Σ2, each of them of
possibly super-polynomial length. We can use the construction from the proof of Theorem 4 to
shorten each of them to polynomial length without affecting B’s behavior. Note that the proof
modifies the automaton (when an interval of the advice without active points is removed, it
is replaced by a state-to-state transition for this interval; the modified automaton has to read
this specification, and change the state accordingly), but the modification to the automaton
does not depend on the content of the advice tape. Hence, we can consider a modified
automaton B′ working with a shortened advice, selected randomly from a distribution that
ranges over the shortened strings, and maintains the probabilities from πn (we shall abuse
the notation and refer to this distribution by πn).

Now we have an exponential number of polynomially-sized advice strings, such that for
each input word, an advice string randomly chosen from πn is good (i. e., if the word is in the
language, B′ accepts, and if not then B′ rejects) with probability 1/2 + ε for some constant ε.
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Consider a set of (not necessarily distinct) κ advice strings sampled from πn. Let w be
a fixed input word, and let Xi be the selector random variable indicating whether the i-th
advice string from the set is good for w. Since Pr [Xi = 1] ≥ 1/2 + ε, we can use Chernoff
bound to conclude that with probability 1− c−κ for some c > 1, at least κ(1/2 + ε′) of the
advice strings are good for w for an arbitrary ε′ < ε.

Using union bound we can argue that the probability that at least κ(1/2 + ε′) strings
from the set are good for any of the 2n input words is at least 1− 2nc−κ. For κ > n

log2 c
this

probability is non-zero, so we can conclude that for any κ > n
log2 c

there exists a set of at
most κ advice strings such that for any input word w, at least κ(1/2 + ε′) of them are good.

Finally, consider a PFA C that works as follows. The advice string is formed by the κ
strings from the set described above, divided by a sequence of log2 κ delimiters. C selects
one of the strings uniformly at random, and simulates B′ on that string. C can select one of
the strings uniformly at random by making a random choice on each of the delimiters: the
probability of the event that all choices are positive is 1/κ. Since for any input word w, at
least a fraction 1/2 + ε′ of the strings are good, simulating B′ on a randomly selected advice
string yields a probability 1/2 + ε′ of the computation to be good. J

I Corollary 6. PFA with unlimited advice have a normal form where the advice consists of
polynomially many blocks of polynomial size. The automaton simulates a fixed DFA on a
block of advice chosen uniformly at random.

5 Separation of L (DFA), L (PFA), and L (NFA)

In this section we develop results that separate various classes. We start with determinism.
Our first aim is to show that L (DFA)/? is strictly contained in both L (PFA)/poly and
L (NFA)/poly. From Theorem 4 we know that L (DFA)/? ⊆ L (PFA)/poly, and similarly
L (DFA)/? ⊆ L (NFA)/poly. There have been known examples of languages than cannot be
recognized by DFA (with any advice), e. g. Lc

ww ∈ L (NFA)/O(n2)−L (DFA)/?, see [4]2,
however, it was not clear whether they are accepted by a PFA.

We not only ask the question whether L (DFA)/? ( L (PFA)/?, but more precisely, we
ask what is the smallest advice a PFA or NFA needs to be able to recognize a language that
is not in L (DFA)/?. We can prove the following 3:

I Theorem 7. Leq3 ∈ L (PFA)/O(n)−L (DFA)/?.

Let an (i, j)-class of n-letter words be [i, j]n = {w ∈ {a, b, c}n | |w|a = n−j, |w|b = n−i, },
i. e., the set of n-letter words w such that |w|a − |w|c = i and |w|b − |w|c = j. Suppose that
some DFA recognizes Leq3. Then, after reading the first k symbols, it must be in different
configurations (i. e., different pair state, and position on the advice tape) for prefixes from
different classes [i, j]k. In the proof we shall consider intervals of positions on the advice
tape, and we shall argue that the automaton must represent a growing number of classes in
configurations with positions within this interval. To achieve this we use the following lemma

2 recall that Lww = {ww | w ∈ {a, b}?}
3 recall that Leq3 = {w ∈ {a, b, c}? | |w|a = |w|b = |w|c}
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concerning the growth of sets of classes: consider a set S of (i, j)-classes of n-letter words.
Let S′ (called the boundary of S) be the set of classes formed by words wx for each word
w ∈ [i, j]n ∈ S, and x ∈ Σ. Hence, for a set of classes S the boundary is (see Figure 3a):

S′ =
{

[i, j]n+1 | [i− 1, j]n ∈ S ∨ [i, j − 1]n ∈ S ∨ [i+ 1, j + 1]n ∈ S
}

We argue that S′ must be large enough:

I Lemma 8. For a fixed n, let S be a set of classes of n-letter words, and let S′ be the
boundary of S. Then |S′| ≥ |S|+

√
|S|/3.

Proof. Let I = {i | ∃j : [i, j]n ∈ S}, and J = {j | ∃i : [i, j]n ∈ S}. Clearly at least one of
|I|, |J | is at least

√
|S|. Without loss of generality, let |I| ≥

√
|S|. Each class in [i, j]n ∈ S

contributes to three classes in S′, and each class [i, j]n+1 can receive contributions from at
most three classes from S. Let C ⊆ S′ be the classes from S′ that receive contribution from at
most two classes from S. Hence, for the overall contribution of S it holds 3|S| ≤ 2|C|+3|S′−C|
from which |S′| ≥ |S|+ |C|/3. We show that |C| ≥ |I| ≥

√
|S| thus completing the proof.

We say that class the [i, j]n is located in column i and row j. Consider each i ∈ I in
decreasing order, and for each of them we find a unique class ci ∈ C. The ci will be located
either in column i or i− 1. Let ji be the smallest number such that [i, ji]n ∈ S, or ∞ if no
such class is in S. When considering a column i, we distinguish two cases: If ji−1 ≥ ji−1 (see
Figure 3b), we assign ci = [i− 1, ji − 1]n+1. Now suppose that ji−1 < ji − 1 (see Figure 3c).
The class [i, ji−1]n+1 ∈ S′ because [i− 1, ji−1]n ∈ S, and has at most two neighbors because
[i, ji−1 − 1]n 6∈ S, so we would like to assign ci = [i, ji1 ]n+1. However, it may happen that
this class has already been assigned as ci+1. In the latter case let ki be the maximum j such
that [i, ki]n ∈ S, and distinguish two sub-cases. If ki−1 ≤ k+ i (see Figure 3d) we can assign
ci = [i, ki + 1]n+1, since there is only one ci+1. Finally, if ki−1 > k + i (see Figure 3e) we
can assign ci = [i− 1, ki−1 + 1]n+1.

S
S′

S′

S′

S′
S

S
S

i

j

(a)

i

S ji

Sji−1

S′

·

(b)

i

S ji

Sji−1
·
S′

(c)

i

S ji

Sji−1

Ski−1

S ki
S′

S′

·

(d)

i

S ji

Sji−1

Ski−1

S ki

S′

S′

·

(e)

Figure 3 (a) A class [i, j]n ∈ S contributes to the border S′ with classes [i+ 1, j]n+1, [i, j + 1]n+1,
[i− 1, j − 1]n+1. Hence, a class in S′ receives contributions from the three classes in S. (b) The
case ji−1 ≥ ji − 1. The class [i− 1, ji − 1]n+1 is in S′ because of [i, ji]n ∈ S, and has at most two
neighbors, since [i− 1, ji − 2]n 6∈ S. (c) The basic case ji−1 < ji − 1. (d) The sub-case ji−1 < ji − 1,
and ki−1 ≥ ki. (e) The sub-case ji−1 < ji − 1, and ki−1 > ki.

J

Now we are able to prove the theorem.
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Proof of Theorem 7. The fact that Leq3 ∈ L (PFA)/O(n) comes from [13]. We show that
Leq3 6∈ L (DFA)/?. For the sake of contradiction, let us suppose that a DFA A in the normal
form from Lemma 3 recognizes Leq3, and fix some n. Note that each word u ∈ Σ∗, |u| < n/3
is the prefix of some word from Leq3. Consider all computations of A on all words from Leq3
of length n. For a given `, consider the moment when A has just read a prefix u, |u| = `,
i. e., the step when A for the first time moves the input head beyond u; we say that this is
the situation after ` rounds.

A configuration of A is the pair containing the state and the position on the advice tape.
For two words u, u′, |u| = |u′| = ` < n/3, if A is in the same configuration after reading
u and u′ in the first ` rounds, then u,u′ belong to the same (i, j)-class; otherwise there
would be some word of the form uz that is not recognized correctly by A. Hence, for each
` ≤ n/3, each configuration belongs to at most one class [i, j]`, and each position on the
advice tape belongs to at most k such classes, where k is the number of states of A. There
are

∑`
i=0(`− i) =

(
`+1

2
)
classes of `-letter words, and for ` < n/3 all of them contain prefixes

of some n-letter words from Leq3.

Now consider the situation after ` rounds. Fix some interval I = x1, . . . , x2 of positions
on the advice tape. Suppose that the configurations with the advice head in I after ` rounds
belong to more than 9k2 distinct classes [i, j]`, i. e., for each such class c there is a word
u ∈ c such that A has the advice head in I when the input head is being moved beyond u.
We say that I is full after ` rounds. Note that whenever an interval I is full after ` < n/3− 1
rounds, the number of classes it contains grows in the next round. To see this, note that for
each class c = [i, j]` that is contained in I, there is a word u ∈ c such that A has its advice
head in I after reading u. Since ua, ub, uc are all prefixes of some words from Leq3 belonging
to distinct classes, the respective classes must be represented by A after `+ 1 rounds. Due
to Lemma 8 if I contained p > 9k2 classes after ` rounds, more than p + k classes must
be represented by A after `+ 1 rounds. However, words from at most k classes may have
computations in which the advice head ends outside of I: since A is in the normal form from
Lemma 3, if two computations pass through the same configuration, they must continue
together. Hence, the number of classes that must be contained in I after ` + 1 rounds is
more than p.

Since the number of classes belonging to a full interval grows, if an interval I is full
after ` rounds, after `+ 9k2 + k rounds I = x1, . . . , x2 contains more than 18k2 + k distinct
classes. Let i be the first index in I such that the interval x1, . . . , i is full. Since the interval
x1, . . . , i− 1 contained at most 9k2 classes, and at most k classes can share the advice-head
position i, the interval i+ 1, . . . , x2 is full, too.

Finally, a simple induction yields that after t(9k2 + k) < n/3 steps, the advice tape
contains at least 2t−1 disjoint full intervals. Since k is constant, the length of the advice tape
of A must be super-polynomial, which is a contradiction due to Theorem 4. J

From Theorem 4 and Theorem 7 we get

I Corollary 9. L (DFA)/? ( L (PFA)/poly.

We show analogous result for NFA.

I Theorem 10. Lc
eq3 ∈ L (NFA)/O(n)−L (DFA)/?.
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Proof. Note that since for each F , L (DFA)/F is closed under complement, the fact that
Lc

eq3 6∈ L (DFA)/? comes directly from Theorem 7.

To show that Lc
eq3 ∈ L (NFA)/O(n), note that Lc

eq3 = {w ∈ Σ? | ∃x ∈ Σ : |w|x > |w|/3}.
The following NFA A with real-time advice tape can recognize Lc

eq3 with linear advice: A
checks in state that |w| = 3m, and rejects otherwise. In parallel, A guesses x ∈ Σ, and moves
the advice head twice if the scanned symbol is x, and once otherwise. The length of the
advice is 4n/3. If the length of the advice tape is reached before the end of the input, it
holds that |w|x > n/3. J

In the rest of this section we deal with the relationship of randomization and non-
determinism. For the following results, we use standard notions from communication
complexity; for a general primer see e. g. [14]. In particular, we use the notation from [12]:
for a boolean function f : X × Y 7→ {0, 1}, we denote RA→Bε (f) the randomized private-coin
one-round communication complexity of f with two-sided error probability ε. When speaking
about protocols, we always mean this type of protocols. It is easy to see using Chernoff bound
that running some constant number of copies of the protocol and then deciding based upon
majority reduces the error probability below an arbitrary constant. Since we are interested
only in O(RA→Bε (f)), we can leave the ε out and write only RA→B(f). We start by showing
how a PFA can accept Lww.

I Lemma 11. Lww ∈ L (PFA)/O(n3).

Proof idea. The proof follows from standard communication complexity ideas (compare e. g.
[14], example 3.13). A randomized protocol for equality function with public random bits
can be transformed into a PFA. J

Since Lww 6∈ L (NFA)/poly, we have

I Corollary 12. L (PFA)/O(n3) 6⊆ L (NFA)/poly

On the other hand, we present a language that can be recognized non-deterministically,
but not probabilistically. The following simple observation states that it is possible to use a
PFA to construct a communication protocol:

I Lemma 13. Let ` : N 7→ N, and {fn}n∈N be a family of functions fn : Σn×Σ`(n) 7→ {0, 1}.
Let L = {u#v | ∃n : fn(u, v) = 1}. If L ∈ L (PFA)/s(n), then RA→B(f) = O(log s(n)).

Proof. Let A be the PFA that recognizes L with advice α(n). The protocol works as follows:
The first party receives u, computes n = |u| + `(|u|) + 1, and starts to simulate A on the
(prefix of the) input tape u# with advice α(n). When the # is reached in the input tape,
the state of A, and the position on the advice tape are encoded in O(log |α(n)|) bits, and
transmitted to the second party that finishes the simulation. J

I Theorem 14 ([12]). For x, y ⊆ {1, . . . , n}, DISJ(x, y) is defined to be 1 if and only if
x ∩ y = ∅. The communication complexity is RA→B(DISJ) = Ω(n).

I Corollary 15. L (NFA)/O(n) 6⊆ L (PFA)/?

MFCS 2020
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Proof. For x, y ⊆ {1, . . . , n}, DISJ(x, y) is defined to be 1 if and only if x ∩ y 6= ∅. Due
to symmetry, we have from Theorem 14 that RA→B(DISJ) = Ω(n). Consider a language
L = {u#v | u, v ∈ Z?2, |u| = |v| ∧ ∃i : ui 6= vi}. If L ∈ L (PFA)/poly, then Lemma 13
would yield RA→B(DISJ) = O(logn) – a contradiction. Hence, L 6∈ L (PFA)/poly.

On the other hand, it is easy to see that L ∈ L (NFA)/O(n): the advice α(n) = anbnan.
The automaton (with real-time advice tape) first moves the advice and input heads in
synchrony, and non-deterministically decides to check a given position. It remembers the
current input symbol, moves the advice head to the beginning of the block of b’s, and moves
both heads in synchrony for the next n times (until the advice head encounters an a). Finally,
it checks whether the input symbols on the corresponding positions are the same. J

6 Conclusion

We presented the first systematic attempt at mapping the power of randomization in non-
uniform finite automata. First, we showed the strict separation L (DFA)/? ( L (PFA)/? (
L (NFA)/?. We also showed that both PFA and NFA need only linear advice to be able to
recognize languages not in L (DFA)/?. Finally, we showed that if the advice is restricted
to polynomial size, the power of determinism and randomization does not change. How-
ever, L (DFA)/? ( L (NFA)/poly ( L (NFA)/?, and L (NFA)/poly is incomparable to
L (PFA)/poly.

L (DFA)/poly = L (DFA)/?

L (PFA)/poly = L (PFA)/?
)

L (NFA)/poly

(

=

L (NFA)/?
( )

Figure 4 Relationship of the classes of non-uniform one-way finite automata.

Since there is a significant gap between L (NFA)/? and L (NFA)/poly, it might be
beneficial to investigate the impact of advice size to the power of non-determinism in a more
fine-grained way. In particular, we have shown that linear advice is sufficient for NFA to
recognize languages outside of L (PFA)/?, and cubic advice is sufficient for PFA to recognize
languages outside of L (NFA)/poly. It would be interesting to know where are the precise
boundaries when L (PFA)/f(n) 6⊆ L (NFA)/g(n) and vice-versa.

Also, our results hold for one-way automata. We expect that the situation for two-way
automata would be significantly different. Since the relation of one-way versus two-way is in
general important, we believe it would be beneficial to investigate it also in the non-uniform
case.

References

1 Leonard M. Adleman. Two theorems on random polynomial time. In 19th Annual Symposium
on Foundations of Computer Science, Ann Arbor, Michigan, USA, 16-18 October 1978, pages
75–83. IEEE Computer Society, 1978. doi:10.1109/SFCS.1978.37.

https://doi.org/10.1109/SFCS.1978.37


P. Ďuriš, R. Královič, R. Královič, D. Pardubská, M. Pašen, and P. Rossmanith 30:13

2 Allan Borodin. On relating time and space to size and depth. SIAM J. Comput., 6(4):733–744,
1977. doi:10.1137/0206054.

3 Carsten Damm and Markus Holzer. Automata that take advice. In Jirí Wiedermann and
Petr Hájek, editors, Mathematical Foundations of Computer Science 1995, 20th International
Symposium, MFCS’95, Prague, Czech Republic, August 28 - September 1, 1995, Proceedings,
volume 969 of Lecture Notes in Computer Science, pages 149–158. Springer, 1995. doi:
10.1007/3-540-60246-1_121.

4 Pavol Duris, Rafael Korbas, Rastislav Královic, and Richard Královic. Determinism and
nondeterminism in finite automata with advice. In Hans-Joachim Böckenhauer, Dennis Komm,
and Walter Unger, editors, Adventures Between Lower Bounds and Higher Altitudes - Essays
Dedicated to Juraj Hromkovič on the Occasion of His 60th Birthday, volume 11011 of Lecture
Notes in Computer Science, pages 3–16. Springer, 2018. doi:10.1007/978-3-319-98355-4_1.

5 Patrick C. Fischer and Arnold L. Rosenberg. Multitape one-way nonwriting automata. J.
Comput. Syst. Sci., 2(1):88–101, 1968. doi:10.1016/S0022-0000(68)80006-6.

6 Rusins Freivalds. Probabilistic two-way machines. In Jozef Gruska and Michal Chytil, editors,
Mathematical Foundations of Computer Science 1981, Strbske Pleso, Czechoslovakia, August
31 - September 4, 1981, Proceedings, volume 118 of Lecture Notes in Computer Science, pages
33–45. Springer, 1981. doi:10.1007/3-540-10856-4_72.

7 Rusins Freivalds. Amount of nonconstructivity in deterministic finite automata. Theor.
Comput. Sci., 411(38-39):3436–3443, 2010. doi:10.1016/j.tcs.2010.05.038.

8 John Gill. Computational complexity of probabilistic turing machines. SIAM J. Comput.,
6(4):675–695, 1977. doi:10.1137/0206049.

9 Oscar H. Ibarra and Bala Ravikumar. Sublogarithmic-space turing machines, nonuniform
space complexity, and closure properties. Mathematical Systems Theory, 21(1):1–17, 1988.
doi:10.1007/BF02088003.

10 H. Jung. Relationships between probabilistic and deterministic tape complexity. In Jozef Gruska
and Michal Chytil, editors, Mathematical Foundations of Computer Science 1981, Strbske
Pleso, Czechoslovakia, August 31 - September 4, 1981, Proceedings, volume 118 of Lecture Notes
in Computer Science, pages 339–346. Springer, 1981. doi:10.1007/3-540-10856-4_101.

11 Richard M. Karp and Richard J. Lipton. Turing machines that take advice. Enseignement
Mathématique, 28(2):191–209, 1982.

12 Ilan Kremer, Noam Nisan, and Dana Ron. On randomized one-round communication com-
plexity. Comput. Complex., 8(1):21–49, 1999. doi:10.1007/s000370050018.

13 Ugur Küçük, A. C. Cem Say, and Abuzer Yakaryilmaz. Finite automata with advice tapes.
Int. J. Found. Comput. Sci., 25(8):987–1000, 2014. doi:10.1142/S012905411440019X.

14 Eyal Kushilevitz and Noam Nisan. Communication complexity. Cambridge University Press,
1997.

15 Michael O. Rabin. Probabilistic automata. Information and Control, 6(3):230–245, 1963.
doi:10.1016/S0019-9958(63)90290-0.

16 Kohtaro Tadaki, Tomoyuki Yamakami, and Jack C. H. Lin. Theory of one-tape linear-time
turing machines. Theor. Comput. Sci., 411(1):22–43, 2010. doi:10.1016/j.tcs.2009.08.031.

MFCS 2020

https://doi.org/10.1137/0206054
https://doi.org/10.1007/3-540-60246-1_121
https://doi.org/10.1007/3-540-60246-1_121
https://doi.org/10.1007/978-3-319-98355-4_1
https://doi.org/10.1016/S0022-0000(68)80006-6
https://doi.org/10.1007/3-540-10856-4_72
https://doi.org/10.1016/j.tcs.2010.05.038
https://doi.org/10.1137/0206049
https://doi.org/10.1007/BF02088003
https://doi.org/10.1007/3-540-10856-4_101
https://doi.org/10.1007/s000370050018
https://doi.org/10.1142/S012905411440019X
https://doi.org/10.1016/S0019-9958(63)90290-0
https://doi.org/10.1016/j.tcs.2009.08.031




Extending Nearly Complete 1-Planar Drawings in
Polynomial Time
Eduard Eiben
Department of Computer Science, Royal Holloway, University of London, Egham, UK
eduard.eiben@rhul.ac.uk

Robert Ganian
Algorithms and Complexity Group, TU Wien, Austria
rganian@ac.tuwien.ac.at

Thekla Hamm
Algorithms and Complexity Group, TU Wien, Austria
thamm@ac.tuwien.ac.at

Fabian Klute
Department of Information and Computing Sciences, Utrecht University, The Netherlands
f.m.klute@uu.nl

Martin Nöllenburg
Algorithms and Complexity Group, TU Wien, Austria
noellenburg@ac.tuwien.ac.at

Abstract
The problem of extending partial geometric graph representations such as plane graphs has received
considerable attention in recent years. In particular, given a graph G, a connected subgraph H of G

and a drawing H of H, the extension problem asks whether H can be extended into a drawing of G

while maintaining some desired property of the drawing (e.g., planarity).
In their breakthrough result, Angelini et al. [ACM TALG 2015] showed that the extension

problem is polynomial-time solvable when the aim is to preserve planarity. Very recently we
considered this problem for partial 1-planar drawings [ICALP 2020], which are drawings in the plane
that allow each edge to have at most one crossing. The most important question identified and left
open in that work is whether the problem can be solved in polynomial time when H can be obtained
from G by deleting a bounded number of vertices and edges. In this work, we answer this question
positively by providing a constructive polynomial-time decision algorithm.
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1 Introduction

Planarity is a fundamental concept in graph theory and especially in graph drawing, where
planar graphs are exactly those graphs that admit a crossing-free node-link drawing in
the plane. It is well known that testing whether a graph is planar can be carried out in
polynomial time, and in the positive case one can also construct a plane drawing [16,38]. But
what if we are given a more refined question: given a graph G where some subgraph H of G
already has a fixed plane drawing H, is it possible to extend H to a full plane drawing of G?
The corresponding problem is an example of so-called drawing extension problems, which
are motivated (among others) from network visualization applications: there, important
patterns (subgraphs) might be required to have a special layout, or new vertices and edges
in a dynamic graph may need to be inserted into an existing (partial) connected drawing
which must remain stable in order to preserve the mental map [33].

The problem of extending partial planar drawings was solved thanks to the breakthrough
result of Angelini, Di Battista, Frati, Jelinek, Kratochvil, Patrignani and Rutter [2], who
provided a linear-time algorithm that answers the above question as well as constructs the
desired planar drawing of G (if it exists). Unfortunately, it is often the case that we cannot
hope for a plane drawing of G extending H – either because G itself is not planar, or because
the partial drawing H cannot be extended to a plane one. A natural way to deal with this
situation is to relax the restriction from planarity to a more general class of graphs. In our
very recent work [20], we investigated the extension problem of partial 1-planar drawings,
one of the most natural and most studied generalizations of planarity [17,29,37]. A graph
is 1-planar if it admits a drawing in the plane with at most one crossing per edge. Unlike
planar graphs, recognizing 1-planar graphs is NP-complete [22, 30], even if the graph is a
planar graph plus a single edge [7] – and hence the extension problem of 1-planar drawings
is also NP-complete [20].

In spite of this initial observation, we showed that the extension problem for 1-planar
drawings is polynomial-time solvable when the edge deletion distance between H and G is
bounded [20]. However, already in that paper it was pointed out that requiring the edge
deletion distance to be bounded is rather restrictive: after all, the deletion of a vertex
(including all of its incident edges) from a graph is often considered an atomic operation
and yet could have an arbitrarily large impact on the edge deletion measure. That is why
that article proposed to measure the distance between H and G in terms of the edge+vertex
deletion distance, i.e., the minimum number of vertex- and edge-deletion operations required
to obtain H from G. Yet – in spite of providing partial results exploring this notion – the
existence of a polynomial-time algorithm for extending partial 1-planar drawings of connected
graphs with bounded edge+vertex deletion distance was left as a prominent open question.
In this paper, we resolve this open question as follows.

I Theorem 1. Let κ be a fixed non-negative integer. Given a graph G, a connected subgraph
H of G and a 1-planar drawing H of H such that H can be obtained from G by a sequence
of at most κ vertex and edge deletions, it is possible to determine whether H can be extended
to a 1-planar drawing of G in polynomial time, and if so to compute such an extension.

Proof Techniques. As the first ingredient for our proof, we use the connectedness of H to
obtain a bound on the number of edges in E(G) \ E(H) which are pairwise crossing. This
allows us to perform exhaustive branching to reduce to the case where all that remains is
to insert (a possibly large number of) missing edges incident to at most κ vertices (notably
those in V (G) \ V (H)) and where we can assume that these remaining missing edges are



E. Eiben, R. Ganian, T. Hamm, F. Klute, and M. Nöllenburg 31:3

pairwise non-crossing. While this step would seem to represent a significant simplification
of the problem, it in fact merely exposes its most challenging part. This reduction step is
described in Section 3.

Next, in Section 4 we analyze the structure of a hypothetical solution in order to partition
each cell1 containing at least one missing vertex into base regions. Intuitively, base regions
correspond to a part of a cell which “belongs” to a certain missing vertex, in the sense that
edges incident to other missing vertices may only interact with a base region in a limited
way (but may still be present). We show that every solution has at most O(κ3) many base
regions, whose boundaries are each determined by the drawing of at most two edges. This
allows us to apply a further branching step to identify the boundaries of such base regions.

Third, we show how to subdivide and mark base regions as well as other cells as reserved
for drawings of edges that are incident to one of at most two specific added vertices in
Section 5. The marked cells can be appropriately grouped together into a bounded number
of independent subinstances of a restricted problem, where each such subinstance has the
crucial property that it only contains missing edges that are incident to its two assigned
vertices and must be routed via the subdivided base regions allocated to the subinstance.

To complete the proof, Section 6 provides an algorithm that can solve the independent
subinstances obtained as above. The algorithm expands on the previously developed algorithm
for the case of κ = 2 [20, Section 6] to deal with some added difficulties arising from the fact
that the subinstances may geometrically interfere with one another in the plane.

Related Work. The definition of 1-planarity dates back to Ringel (1965) [37] and since then
the class of 1-planar graphs has been of considerable interest in graph theory, graph drawing
and (geometric) graph algorithms, see the recent annotated bibliography on 1-planarity by
Kobourov et al. [29] collecting 143 references. More generally speaking, interest in various
classes of beyond-planar graphs (not limited to, but including 1-planar graphs) has steadily
been on the rise [17,24] in the last decade.

Our recent work on the extension problem for 1-planar graphs [20] established the
fixed-parameter tractability [14, 19] of the problem when parameterized by the edge deletion
distance between H and G. The proof of that result heavily relied on the fact that the total
number of edge crossings introduced by adding the missing edges was upper-bounded by
the number of added edges. In particular, this made it possible to define an auxiliary graph
H ′ of bounded treewidth that captured information about the partial drawing H, whereas
the extension problem could then be encoded as a formula in Monadic Second Order Logic
over H ′. At that point, the problem could be solved by invoking Courcelle’s Theorem [13].

The same paper used an extension of this idea to solve the extension problem for the more
restrictive IC-planar graphs [1, 5, 31] with respect to the vertex+edge deletion distance – the
key distinction here is that while adding κ vertices to an incomplete IC-planar drawing can
only create κ new crossings, adding just two vertices to an incomplete 1-planar drawing may
require an arbitrarily large number of new crossings. As a final result, the paper provided
a polynomial-time algorithm that resolved the special case of adding two vertices into a
1-planar drawing; the core of this algorithm relied on dynamic programming and case analysis.
A slightly generalized version of this algorithm is also used as a subroutine in the last part of
our proof in this paper.

Other related work also studied extension problems of partial representations (other than
drawings) for specific graph classes [3, 4, 6, 8–12,15,25–28,32,36].

1 Cells can be viewed as the analogue of faces in 1-planar drawings.
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2 Preliminaries

Graphs and Drawings in the Plane. We refer to the standard book by Diestel for basic
graph terminology [18]. For a simple graph G, let V (G) be the set of its vertices and E(G)
the set of its edges.

A drawing G of G in the plane R2 is a function that maps each vertex v ∈ V (G) to a
distinct point G(v) ∈ R2 and each edge e = uv ∈ E(G) to a simple open curve G(e) ⊂ R2

with endpoints G(u) and G(v). For ease of notation we often identify a vertex v and its
drawing G(v) as well as an edge e and its drawing G(e). Throughout the paper we will
assume that: (i) no edge passes through a vertex other than its endpoints, (ii) any two edges
intersect in at most one point, which is either a common endpoint or a proper crossing (i.e.,
edges cannot touch), and (iii) no three edges cross in a single point. For a drawing G of
G and e ∈ E(G), we use G − e to denote the drawing of G − e obtained by removing the
drawing of e from G, and for J ⊆ E(G) we define G − J analogously.

We say that G is planar if no two edges e1, e2 ∈ E(G) cross in G; if the graph G admits
a planar drawing, we say that G is planar. A planar drawing G subdivides the plane
into connected regions called faces, where exactly one face, the outer (or external) face is
unbounded. The boundary of a face is the set of edges and vertices whose drawings delimit
the face. Further, G induces for each vertex v ∈ V (G) a cyclic order of its neighbors by using
the clockwise order of its incident edges. This set of cyclic orders is called a rotation scheme.
Two planar drawings G1 and G2 of the same graph G are equivalent if they have the same
rotation scheme and the same outer face; equivalence classes of planar drawings are also
called embeddings. A plane graph is a planar graph with a fixed embedding. For a plane
graph, its dual graph is defined by introducing a vertex for each face, and connecting two
faces by an edge, whenever they are adjacent, i.e. share an edge on their boundary.

A drawing G is 1-planar if each edge has at most one crossing and a graph G is 1-planar if
it admits a 1-planar drawing. Similarly to planar drawings, 1-planar drawings subdivide the
plane into connected regions, which we call cells in order to distinguish them from the faces
of a planar drawing. The planarization G× of a 1-planar drawing G of G is a graph G× with
V (G) ⊆ V (G×) that introduces for each crossing γ of G a dummy vertex vγ ∈ V (G×) and that
replaces each pair of crossing edges uv,wx in E(G) by the four half-edges uvγ , vvγ , wvγ , xvγ
in E(G×), where γ is the crossing of uv and wx. In addition all crossing-free edges of E(G)
belong to E(G×). Obviously, G× is planar and the drawing G× of G× corresponds to G with
the crossings replaced by the dummy vertices.

Extending 1-Planar Drawings. Given a graph G and a subgraph H of G with a 1-planar
drawing H of H, we say that a drawing G of G is an extension of H (to the graph G) if
the planarization H× of H and the planarization G× of G restricted to H× have the same
embedding. We can now define our problem of interest.

1-Planar Drawing Extension
Instance: A graph G, a connected subgraph H of G, and a 1-planar drawing H of H.
Task: Find a 1-planar extension of H to G, or correctly identify that there is none.

A brief discussion about the requirement of H being connected is provided in the
Concluding Remarks.

A solution of an instance (G,H,H) of 1-Planar Drawing Extension is a 1-planar
drawing G of G that is an extension of H. We refer to Vadd := V (G) \ V (H) as the
added vertices and to Eadd := E(G) \ E(H) as the added edges. Furthermore, we let
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EHadd be the set of added edges whose endpoints are already part of the drawing, i.e.,
EHadd := {vw ∈ Eadd | v, w ∈ V (H)}. It is worth noting that, without loss of generality, we
may assume each vertex in Vadd to be incident to at least one edge in Eadd.

Since 1-Planar Drawing Extension is NP-complete (and remains NP-complete even
if all added edges have at least one endpoint that can be placed freely, i.e., if EHadd = ∅ [20]),
it is natural to strive for efficient algorithms for the case where H is nearly a “complete”
drawing of G. Deletion distance represents a natural and immediate way of quantifying this
notion of completeness. Here, we consider the vertex+edge deletion distance κ between H
and G, formalized as κ = |Vadd|+ |EHadd|. We note that the vertex+edge deletion distance is
in general smaller than the edge deletion distance between H and G.

The remainder of the paper is dedicated to a proof of Theorem 1, which is achieved by
developing a polynomial-time algorithm for 1-Planar Drawing Extension when the
vertex+edge deletion distance κ between H and an n-vertex graph G is bounded by a fixed
constant.

3 Initial Branching

In this section, we introduce the first ingredient for our proof: exhaustive branching over the
choice in which cell of H every vertex in Vadd will lie in an extension, the drawings of edges in
EHadd, and the drawings of remaining added edges which cross another added edge. In order
to perform the last step in polynomial time, we obtain a bound on the number of edges in
Eadd which are pairwise crossing. This leaves us with a 1-planar drawing H′ of some graph
H ′ with H ⊆ H ′ ⊆ G such that E′add = Eadd \ E(H ′) and for every edge uv ∈ E′add either
u ∈ Vadd or v ∈ Vadd in each branch. We now provide the details of how all of this is done.

First, note that the number of faces of a planarized 1-planar drawing is linearly bounded
in the number of vertices of the original graph [34]. Consequently, we can exhaustively
branch on the choice of cells of H containing the drawings of added vertices in nO(κ) steps.
Recall that once we have decided into which cell of H each added vertex is embedded, the
exact position of its embedding is irrelevant in terms of extensibility to G [35]. Since κ is a
fixed constant, this polynomial-time procedure reduces our initial problem to the problem of
finding an extension of H+V , where V is an embedding of Vadd into cells of H, to a 1-planar
drawing of G.

In the next step we branch over the placement of some edges in Eadd. To this end,
consider the structure of a 1-planar extension of H+ V to a drawing of G and observe that
the drawing of an added edge e ∈ Eadd might:
(1) cross the drawing of at most one different edge in Eadd,
(2) cross the drawing of at most one edge of H, or
(3) not cross any edge in E(G).

We now show that the number of crossings arising from the first case can be bounded by
a function of κ:

I Lemma 2. In any extension of H + V to a 1-planar drawing of G there are at most
|EHadd|+ 3|Vadd|2 crossings between pairs of edges from Eadd.

I Remark 3. The claim of Lemma 2 does not hold if we allow H to be disconnected. Indeed,
Figure 1 illustrates how to construct a series of instances with |Vadd| = 2 that require
O(|V (H)|) pairwise crossings between edges in Eadd in every solution.

Lemma 2 allows us to apply exhaustive branching to determine which edges will be
crossed, which cell they will be crossed in, and how the previously placed vertices in Vadd

MFCS 2020
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v w
...

Figure 1 Example for Remark 3. H is gray, V = {v, w}, and Eadd connects v to vertices in H

marked by • and w to vertices in H marked by ×.

will be distributed to the new cells created by adding these edges. Moving on, the number
of added edges with both endpoints in Vadd or both endpoints in V (H) is easily seen to be
bounded by κ2. This means that for each such edge e we can once again apply exhaustive
branching to determine which of the edges already present in H at this point, if any, e
crosses; if e does not cross another edge of H then we will also branch to determine which
cell e should be drawn in. This, too, requires us to branch on how the vertices in Vadd will
be distributed to the cells created by these newly placed edges. Similarly, we connect all
connected components which are not yet connected to H in the partially drawn graph so far
by branching on the drawings of at most κ further edges to achieve a drawing of a subgraph
of G, each of whose connected components is either connected to H or all of whose edges
are drawn. Connected components of the latter type are no longer relevant for extending
the respective partial drawing to G since they contain no endpoints of missing edges and
can play no role in separating such endpoints, which is why we omit them from all further
considerations.

After performing these steps, we are left with a simplified problem which we formally
define below.

Untangled κ-Bounded 1-Planar Drawing Extension
Instance: A graph G, a connected subgraph H ′ of G with V (H ′) = V (G) and with at
most κ marked vertices such that every edge in E(G) \E(H ′) has precisely one marked
endpoint, and a 1-planar drawing H′ of H ′.
Task: Find an untangled 1-planar extension of H′ to G, or correctly identify that there
is none.

Here, a 1-planar extension of H′ to G is untangled if edges in E(G) \ E(H ′) are mutually
non-crossing. Note that the marked vertices in the problem statement are precisely the
vertices in Vadd. By applying the abovementioned branching rules, we obtain:

I Corollary 4. For every fixed κ, there is a nO(κ3)-time Turing reduction from 1-Planar
Drawing Extension restricted to instances of bounded κ to Untangled κ-Bounded
1-Planar Drawing Extension.

The following observation about the obtained instances of Untangled κ-Bounded
1-Planar Drawing Extension will be useful later on.

I Observation 5. The degree of every vertex in Vadd in the graph H ′ lies in O(κ2).

4 Base Regions

Let us now consider an instance (G,H ′,H′) obtained by Corollary 4. To simplify terminology
we refer to edges in E(G) \ E(H ′) as new edges.
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Figure 2 Illustration of Definition 6. Part of H′ is dark-gray, the rest of H′ is indicated by the
light-gray background. Vertices in Vadd are the square marks. Thick colored edges bound the base
regions and thin edges are inserted into them. E.g. an edge that intersects a base region of a vertex
other than its marked endpoint (see Remark 7) is the orange edge that intersects a green base region.

We will now show that in the planarization of any hypothetical untangled 1-planar
extension G of H′ to G we can identify parts of cells of H′ which only contain parts of
drawings of edges in E(G×)\E(H ′) that are incident to a specific v ∈ Vadd. We will call such
subsets base regions and associate each region to the corresponding v ∈ Vadd. Intuitively,
base regions of v determine designated areas in which new edges incident to v can start.

I Definition 6. A base region of some v ∈ Vadd in G is an inclusion maximal connected
subset of a cell of H′ containing v, which

does not contain v;
is bounded by parts of H′ and drawings of edges in E(G×)\E(H′×) which are incident to v;
contains the drawing of at least one edge in G× which is incident to v; and
contains no drawing of an edge in E(G×)\E(H ′×) which is incident to some w ∈ Vadd\{v}.

I Remark 7. An illustration of Definition 6 is provided in Figure 2; notice that drawings
of new edges of G (not G×) with marked endpoints different from v can still intersect the
interior of the base region of v.

Fixing the boundaries of base regions of all vertices in Vadd to find a hypothetical solution
with these base regions determines which edges of H ′ can be crossed to draw new edges
incident to each region-specific vertex. However, base regions do not give explicit structural
restrictions on the drawings of new edges beyond the point at which they cross edges of H ′.

I Remark 8. The following basic facts about base regions are easily seen:
1. v ∈ Vadd only has base regions in cells containing v (on their boundary or their interior).
2. Two base regions intersect only in the boundary of a cell of H′.

Our aim for the remainder of this section is to show that we can branch to determine the
boundaries of base regions. To this end, it suffices to show that the number of base regions
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. . .. . . . . .

Figure 3 Example for Remark 11. H′ is gray, Vadd is black and potential base regions are in blue.

is bounded by a function of κ. First, we prove an auxiliary proposition that we then use to
show that the number of base regions in each cell of H′ lies in O(κ).

I Proposition 9. In every untangled 1-planar extension of H′ to G, each cell of H′ that
contains an added vertex contains at least one added vertex that has precisely one base region
in that cell.

I Proposition 10. In every untangled 1-planar extension G of H′ to G, the total number of
base regions in every cell of H′ is at most max(1, 2(κ− 1)).

I Remark 11. The bound in the proof of Proposition 10 is tight; see Figure 3.

In combination with Point 1 of Remark 8 and the degree bound given in Observation 5,
we obtain the following.

I Lemma 12. The total number of base regions in any untangled 1-planar extension of H′
to G lies in O(κ3).

Observe that every base region is bounded by H′ and at most two new edges (since
these are each incident to the same vertex in Vadd, which is not included in the base region
and thus cannot be used for connectivity). Hence Lemma 12 allows us to branch on the
drawings of the edges that bound base regions in polynomial time, in a similar fashion as the
branching carried out in Section 3. In each branch, our aim will be to decide whether the
arising 1-planar drawing H′′ of H ′′ (where H ′ ⊆ H ′′ ⊆ G) can be extended to an untangled
1-planar drawing of G with an additional restriction: notably, in the planarization of such
an extension, the newly drawn edges immediately incident to Vadd are all drawn in O(κ3)
distinguished base cells of H′′. These base cells are defined as the cells of H′′ corresponding
to the base regions identified in the given branch.

5 Interactions between Base Cells

Let H′′ be an extension of H′ obtained from the previous step described in Section 4. From
now on, we refer to edges in E(G) \E(H ′′) as new edges. Recall that we still want to find an
untangled 1-planar extension. Additionally, for each v ∈ Vadd, we have identified a set Bv of
base cells, and we require every new edge incident to v to start in one such base cell. Here,
we say that a new edge e starts in or exits through the cell in which, for every arbitrarily
small ε, the points on the drawing of e lie at an ε-distance from the unique endpoint of e
in Vadd. We call extensions satisfying this property based untangled 1-planar. Furthermore,
recall that

∣∣⋃
v∈Vadd

Bv

∣∣ ∈ O(κ3).
As noted in Remark 7, edges can cross the boundary of base cells (i.e., “cross out” of the

base cell they started in) and enter other base cells or cells containing edges from multiple base
regions. This makes resolving the remaining 1-planar Extension problem non-obvious. In
this and the next section we apply a two-step approach to deal with this issue and complete
the proof of our main result: first, we subdivide H′′ into parts where only two base cells
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interact and which can be solved independently (Subsections 5.1 and 5.2), and then we use a
dynamic programming algorithm to directly solve each such independent part (Section 6).
Note that the newly added edges could subdivide some of the base cells, technically not
making them cells in the extended drawing anymore – however, we always use the term “base
cell” to refer to the original base cells for all marking procedures.

5.1 Isolating Base Cell Pair Interactions
Our goal here is to somewhat separate interactions of edges starting in many different base
cells. To achieve this we aim to reach a state where each cell is “assigned” to at most two base
cells, meaning that only edges starting in these base cells can interact in the respective cell.

We begin with an important definition that will be used throughout this subsection.

I Definition 13. A cell c of H′′ is accessible from a base cell b ∈ Bv of some v ∈ Vadd, if
an edge from v to a vertex on the boundary of c can be inserted into H′′ in a 1-plane way,
such that before crossing another edge, it is drawn within b, and some part of the edge is
drawn within c.

I Observation 14. A cell of H′′ that is not a neighbor of a base cell b in the dual graph of
H′′× is not accessible from b.

Our next aim will be to bound the number of cells of H′′ that are accessible from three
different base cells. To do this, we will use the following lemma which is an immediate
consequence of the well-known fact that planar graphs have bounded expansion and Point 2
of Lemma 4.3 of previous work by Gajarský et al. [21].

I Lemma 15 ([21]). Let G = (X ∪ Y,E) be a planar bipartite graph with parts X and Y .
Then there are at most O(|X|) distinct subsets X ′ ⊆ X such that X ′ = N(u) for some u ∈ Y .

Using Observation 14 and Lemma 15, we prove the following.

I Proposition 16. There are at most O(κ3) cells of H′′ which are accessible from three
different base cells.

Proposition 16 allows us to employ a more detailed branching procedure on the structure
of a hypothetical solution in cells which are accessible from many (notably, at least three)
base cells. Our aim is to divide every cell of H′′ that is accessible from at least three base
cells into parts that delimit interactions of pairs of vertices. This will then allow us to treat
the subcells resulting from this division as cells that are accessible from only two added base
cells. We note that a hypothetical solution will not induce a unique division of a cell into
such parts (in contrast to base regions, which are delimited by edges of H and hence uniquely
determined).

For the remainder of this subsection, let c be a cell of H′′ that is accessible from at least
three base cells and G be a based untangled 1-planar extension of H′′ to G. We proceed
as follows: First, traverse the boundary of the face of H′′× that corresponds to c, starting
from an arbitrary vertex in counterclockwise direction (vertices may appear twice). Let the
obtained ordering be given by v1, . . . , v`. Mark each encountered v /∈ Vadd with each base cell
for which v is the endpoint of an edge in E(G×) which arises from an edge in E(G) \ E(H ′′)
that starts in that base cell (see Figure 4 for an example). Note that we mark vertices of a
planarized drawing G×. In particular crossing vertices are also marked. To avoid confusion,
we also call attention to the fact that this marking procedure is only defined with respect
to a hypothetical solution; keeping that in mind, our next task is to obtain a bound on the
number of vertices marked with more than two base cells.
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c

Figure 4 Illustration of the marking of one cell c in H′′. Square vertices are in Vadd and their
base cells are marked in the corresponding colors. Filled disks are their neighbors, to which the
edges are not yet in H′′ on the boundary of c. Crosses and filled disks receive at least one marker.
The green-purple curve marks a stretch of the two corresponding base cells. Note that the dashed
lines represent a possible 1-planar drawing; not all edges are drawn in c.

I Proposition 17. There are at most O(κ3) vertices of H′′ which are marked with at least
three different base cells.

Proposition 17 allows us to branch on the drawings of all missing edges incident to vertices
which are marked with three more different base cells, and insert them into H′′. Note that
this operation could subdivide some cells which are not base cells; whenever that happens,
we recompute the accessibility of the new cells, and we observe that the bound given in
Proposition 16 still applies. On the other hand, the newly added edges could subdivide some
of the base cells, technically not making them cells in the extended drawing anymore – in
this case, we still use the term “base cell” to refer to the original base cells for all further
marking and labeling procedures.

After adding the above edges in a branch, we can assume that every vertex is marked by
at most two base cells. One can divide the boundary of c into connected parts, on which
only a specific pair of added vertices appears in the markers.It is then possible to show that
the number of such connected parts is bounded, which allows us to finally identify a set of
edges that we can later branch on to reach a state where each cell can be “assigned” to at
most two designated base cells.

I Lemma 18. Let c be a cell of H′′. There exist a set F ⊆ (E(G)\E(H ′′)) of at most O(κ6)
new edges such that if H′′F denotes the restriction of G to H + F , then for every cell c′ ⊆ c
of H′′F there exist at most two base cells bc

′

1 , b
c′

2 ∈
⋃
v∈Vadd

Bv such that all new edges that
intersect c′ in G start either in bc

′

1 or in bc
′

2 .

We now recall that there are at most O(κ3) cells accessible from at least three base cells,
and for each such cell c we will branch to determine a set Fc of at most O(κ6) edges. We
will proceed by assuming that the set Fc is precisely the set of edges obtained by applying
Lemma 18 on a hypothetical solution G. After accounting for some minor technicalities, this
gives rise to a branching factor of nO(κ9).

As a consequence, we will proceed under the assumption that all cells have already been
marked by at most two base cells and every edge that intersects a cell starts in one of the
two base cells in the marked set for the cell. However, it is still not possible to cleanly “split”
an instance into subinstances that only consist of 2 base cells: the remaining issue is that a
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b

c

Figure 5 Illustration of interfaces. Square vertices are in Vadd, and cells are hatched in colors
corresponding to a potential accessibility-marking, where every color corresponds to one base cell and
a cell is marked as accessible from a base cell if and only if it contains its color. The orange-purple
curve marks a c-interface from the viewpoint of b.

vertex w on the boundary between cells assigned to different base cells may still be accessed
from multiple cells. The number of times such a situation may occur is not bounded by
a function of κ, and hence a simple branching will not suffice here; the next subsection is
dedicated to resolving this obstacle.

5.2 Grouping Interactions
Let H′′′ be an extension of H′′ obtained from the previous step described in Section 5.1.
Recall that we assume that each cell of H′′′ is accessible from at most two base cells.

At this point we are roughly in a situation where we could apply our dynamic programming
techniques from Section 6, namely having to consider only interactions between at most two
vertices at a time. However we cannot apply such techniques for each cell separately as the
cells are not independent. More specifically neighbors of vertices in Vadd on the boundary of
multiple cells which are accessible to that added vertex can potentially be reached through
any of these cells; which cell is chosen impacts other edges that can be drawn into that cell,
hence possibly forcing them to be drawn into other cells.

We can now employ a similar argument as before Lemma 18 to group cells that are
consecutive along the boundary of a base cell. For the remainder of this section, let us
consider a base cell b. One can divide the boundary of b into connected parts, which only
separate b from cells marked as accessible from b and some specific second base cell or are
not marked as accessible from b. For a base cell c, we refer to such parts as c-interfaces,
and just interfaces when we do not want to specify the related base cell. An illustration is
provided in Figure 5.

Given a hypothetical solution G, we can design a simple greedy procedure that divides
accessible cells of H′′′ into interfaces. For the interfaces constructed by this procedure, we
can show the following.

I Lemma 19. Let c be a base cell. After the described procedure, there are at most O(κ3)
c-interfaces.
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We now formalize the subproblem that captures the case of two added vertices which we
will obtain at the end of this section. The subproblem is derived on interfaces for every pair
of base cells, and will be solved in the next section.

2-Subdivided Base Cell Routing with Occupied Cells (2-SBCROC)
Instance: A graph S, a connected subgraph T of S with V (S) = V (T ) and two vertices
x and y and a 1-planar drawing T of T , with some cells marked as occupied, and there
is a simple x-walk along boundaries of cells of T that have x on its boundary, and there
is a simple y-walk along boundaries of different cells of T that have y on its boundary.
Moreover each edge E(S) \ E(T ) has precisely one endpoint among {x, y}.
Task: Find an untangled 1-planar extension of T to S such that no drawing of an edge
in E(S) \ E(T ) intersects the interior of an occupied cell of T , and every edge of T
that is crossed by an edge in E(S) \ E(T ) incident to x lies on the prescribed x-walk,
and every edge of T that is crossed by an edge in E(S) \ E(T ) incident to y lies on the
prescribed y-walk.

This is obviously a restriction of 1-Planar Drawing Extension for (S, T, T ) and we
let the relevant terminology (e.g. added edges) carry over.

To arrive at appropriate subinstances, Lemma 19 and the untangledness of the targeted
solution ultimately allows us to branch on delimiting edges for interfaces. Neighbors of
vertices in Vadd where incident edges could still be drawn using a choice of two or more
interfaces can be carefully separated and handled either by explicitly branching on the missing
drawings of all incident edges, or within a special independent subinstance of Untangled
κ-Bounded 1-Planar Drawing Extension which can be solved using [20, Corollary 17].
In this way we can show:

I Lemma 20. For every fixed κ, there is a nO(κ28)-time Turing reduction from the problem
of finding a based untangled 1-planar extension of H′′′ conforming to the current branch to
2-SBCROC.

6 1-Plane Routing of Two Vertices

In this section we give an algorithm to solve 2-SBCROC for an arbitrary instance (S, T, T ),
which ultimately allows us to prove our main result.

The idea of the algorithm to solve 2-SBCROC is for the most part the same as in [20,
Section 6]. In particular our algorithm employs a carefully designed dynamic “delimit-and-
sweep” approach to iteratively arrive at situations which can be reduced to a network-flow
problem to which standard maximum-flow algorithms can be applied. However several
adaptations can, or have to, be made due to the fact that the instances considered here have
a slightly different structure (e.g. this algorithm also handles cases, where x and y lie on the
boundaries of multiple cells) than the ones considered for the special case considered in [20]
and are also more general (e.g. occupied cells have to be taken into acount). In the following,
we include a very high-level description of our algorithm for 2-SBCROC.

Our procedure relies on the following considerations: Let λ be a function from the cells
of T to {x, y, ∅}, that maps every occupied cell to ∅. We say a 1-planar extension of T
to S is λ-consistent if whenever the drawing of any edge in E(S) \ E(T ) which is incident
to x intersects the interior of cell c of T which is not a starting cell of x, then λ(c) = x,
and correspondingly whenever the drawing of any edge in E(S) \ E(T ) which is incident
to y intersects the interior of cell c of T which is not a starting cell of y, then λ(c) = y



E. Eiben, R. Ganian, T. Hamm, F. Klute, and M. Nöllenburg 31:13

(i.e., λ restricts the drawings of which added edges may enter which face). Note that a
λ-consistent drawing is always untangled. For a given λ it can be shown that we can either
find a λ-consistent solution of (S, T, T ) for 2-SBCROC or decide that there is none, by
constructing an equivalent network flow problem.

I Lemma 21. Given λ as above, it is possible to determine whether there exists a λ-consistent
solution of (S, T, T ) for 2-SBCROC in polynomial time.

Observe that for a hypothetical 1-planar extension S of T to S, λ such that S is a
λ-consistent extension of T does necessarily exist. This is because some cells of T might
need to be further subdivided, before they can be completely assigned to x or y by any λ.
Hence the aim of our dynamic program is to branch on the additional drawings of some
edges into T such that for this extended drawing T we are able to iteratively extend an
assignment λ for which we iteratively extend a λ-consistent extension of T to an extension
S on S, by applying Lemma 21. For this our dynamic program proceeds along the x-walk
and the y-walk simultaneously. Each step of the dynamic program is described by a record
which, when well-formed encodes a so called delimiter D. Intuitively, D is a simple curve
from x to y that separates the instance into two subinstances such that
1. the drawing of every added edge in the hypothetical solution of (S, T, T ) does not intersect

D, i.e. lies completely on one side of D, and
2. we have an assignment λ that maps all cells, the last vertex on the x-walk and the y-walk

of which occurs before D on the traversals of the x-walk and the y walk, to {x, y, ∅}.
In this sense D indicates, at which stage of the dynamic program we are; the cells “before”
D on the traversals of the x-walk and the y-walk are already sufficiently processed to apply
Lemma 21, and we still need to achieve this for the remaining cells. The cases used to define
the delimiter are nearly identical to those used in [20, Section 6]. Using the fact that the
maximum size of the records is polynomial, and the possibility of transitioning from one
record to the next can be checked in polynomial time, we can show:

I Lemma 22. 2-SBCROC can be solved in O(|V (T )|12).

We are now ready to formally prove our main theorem.

Sketch of Proof of Theorem 1. By Corollary 4, we can reduce the instance (G,H,H) in
nO(κ3) time into nO(κ3) many instances of Untangled κ-Bounded 1-Planar Drawing
Extension such that (G,H,H) is yes-instance if and only if at least one of these instances is
yes-instance. Now let (G,H ′,H′) be one of these instances. By Lemma 12, there are at most
O(κ3) base regions in any untangled 1-planar extension of H′, and hence we can branch to
determine these base regions and their delimiting edges to create the corresponding base
cells. We let the resulting graph and its drawing be H ′′ and H′′, respectively.

By Proposition 17, the number of vertices v in V (G) \ Vadd such that the new edges
incident to v start in more than two different base regions in any based untangled 1-planar
extension of H′′ is bounded by O(κ3), and hence these can be added to the drawing by
branching. Moreover, there are at most O(κ3) cells that are accessible by three base cells.
By Lemma 18, for each such cell c there is a set of at most O(κ6) new edges such that if we
draw these edges, then each subcell of c intersects only new edges that start in two different
base cells. By branching on the drawings of these edges for each of O(κ3) many cells and
branching on the assignment of at most two accessible base cells for each newly created
cell, we obtain a set of nO(κ9) new subinstances. In each obtained subinstance, every cell c
contains a set of two markers (base cells) ν(c) and we are only looking for a solution such
that if a drawing of a new edge e intersects c, then e starts in one of the base cells in ν(c).
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Finally, the goal is to group the cells marked by the same pair of base cells together
so that we can solve the resulting instances separately. This is carried out by applying
Lemma 20, which produces a set of subsintances that we solve using Lemma 22. Altogether,
this results in a running time of at most nO(κ28). J

7 Concluding Remarks

In this paper we have presented a constructive polynomial-time algorithm for extending
partial 1-planar graph drawings (or report that no such extension exists) in the restricted
case that the edge+vertex deletion distance κ between the partial drawing and its extension
is bounded. We believe that the most interesting open question in this direction is whether
the 1-planar drawing extension problem is fixed-parameter tractable not only w.r.t. the edge
deletion distance [20], but also w.r.t. the edge+vertex deletion distance. It would also be
worthwhile to obtain an understanding of the complexity of the problem when restricted to
instances with natural structural properties, such as having bounded treewidth.

Last but not least, we note that while the requirement on the connectivity of H is well
motivated from an application perspective and has also been used in other drawing extension
settings [20,23,32,33], the problem of course remains of interest when this requirement is
dropped. Our techniques and results do not immediately carry over to the case where H
is disconnected, and generalizing the presented results in this direction is an interesting
question left for future research.
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Abstract
This paper extends the key concept of persistence within Topological Data Analysis (TDA) in a new
direction. TDA quantifies topological shapes hidden in unorganized data such as clouds of unordered
points. In the 0-dimensional case the distance-based persistence is determined by a single-linkage
(SL) clustering of a finite set in a metric space. Equivalently, the 0D persistence captures only
edge-lengths of a Minimum Spanning Tree (MST). Both SL dendrogram and MST are unstable
under perturbations of points. We define the new stable-under-noise mergegram, which outperforms
previous isometry invariants on a classification of point clouds by PersLay.
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1 Introduction: motivations and overview of the new results

TDA is now expanding towards machine learning and statistics due to stability that was
proved in a very general form by Chazal et al. [3]. The key idea of TDA is to view a given
cloud of points across all scales s, e.g. by blurring given points to balls of a variable radius s.
The resulting evolution of topological shapes is summarized by a persistence diagram.

I Example 1.1. Fig. 1 illustrates the key concepts (before formal definitions) for the point
set A = {0, 4, 6, 9, 10} in the real line R. Imagine that we gradually blur original data points
by growing balls of the same radius s around the given points. The balls of the closest
points 9, 10 start overlapping at the scale s = 0.5 when these points merge into one cluster
{9, 10}. This merger is shown by blue arcs joining at the node at s = 0.5 in the single-linkage
dendrogram, see the bottom left picture in Fig. 1 and more details in Definition 2.1.
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Figure 1 Top: the 5-point cloud A = {0, 4, 6, 9, 10} ⊂ R. Bottom from left to right: single-
linkage dendrogram ∆SL(A) from Definition 2.1, the 0D persistence diagram PD from Definition 4.4
and the new mergegram MG from Definition 3.4, where the red color shows dots of multiplicity 2.
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The persistence diagram PD in the bottom middle picture of Fig. 1 represents this merger
by the dot (0, 0.5) meaning that a singleton cluster of (say) point 9 was born at the scale
s = 0 and then died later at s = 0.5 (by merging into another cluster of point 10), see details
in Definition 2.1. When two clusters {4, 6} and {9, 10} merge at s = 1.5, this event was
previously encoded in the persistence diagram by the single dot (0, 1.5) meaning that one
cluster inherited from (say) point 10 was born at s = 0 and has died at s = 1.5.

For the same merger, the new mergegram in the bottom right picture of Fig. 1 associates
the following two dots. The dot (0.5, 1.5) means that the cluster {9, 10} merged at the
current scale s = 1.5 was previously formed at the smaller scale s = 0.5. The dot (1, 1.5)
means that another cluster {4, 6} merged at the current scale s = 1.5 was formed at s = 1.

Every arc in the single-linkage dendrogram between nodes at scales b and d contributes
one dot (b, d) to the mergegram, e.g. both singleton sets {9}, {10} merging at s = 0.5
contribute two dots (0, 0.5) or one dot of multiplicity 2 shown in red, see Fig. 1.

Example 1.1 shows that the mergegram MG retains more geometric information of a set
A than the persistence diagram PD. It turns out that this new intermediate object (larger
than PD and smaller than a full dendrogram) enjoys the stability of persistence, which makes
MG useful for analysing noisy data in all cases when distance-based 0D persistence is used.

Here is the summary of new contributions to Topological Data Analysis.

Definition 3.4 introduces the concept of a mergegram for any dendrogram of clustering.
Theorem 5.3 and Example 5.4 justify that the mergegram of a single-linkage dendrogram
is strictly stronger than the 0D persistence of a distance-based filtration of sublevel sets.
Theorem 7.4 proves that the mergegram of any single-linkage dendrogram is stable in the
bottleneck distance under perturbations of a finite set in the Hausdorff distance.
Theorem 8.1 shows that the mergegram can be computed in a near linear time.

2 Related work on hierarchical clustering and deep neural networks

The aim of clustering is to split a given set of points into clusters such that points within
one cluster are more similar to each other than points from different clusters.

A clustering problem can be made exact by specifying a distance between given points
and restrictions on outputs, e.g. a number of clusters or a cost function to minimize.

All hierarchical clustering algorithms can output a hierarchy of clusters or a dendrogram
visualising mergers of clusters as explained later in Definition 3.2. Here we introduce only
the simplest single-linkage clustering, which plays the central role in the paper.

I Definition 2.1 (single-linkage clustering). Let A be a finite set in a metric space X with a
distance d : X ×X → [0,+∞). Given a distance threshold, which will be called a scale s,
any points a, b ∈ A should belong to one SL cluster if and only if there is a finite sequence
a = a1, . . . , am = b ∈ A such that any two successive points have a distance at most s, i.e.
d(ai, ai+1) ≤ s for i = 1, . . . ,m − 1. Let ∆SL(A; s) denote the collection of SL clusters at
the scale s. For s = 0, any point a ∈ A forms a singleton cluster {a}. Representing each
cluster from ∆SL(A; s) over all s ≥ 0 by one point, we get the single-linkage dendrogram
∆SL(A) visualizing how clusters merge, see the first bottom picture in Fig. 1.1.

Another way to visualize SL clusters is to build a Minimum Spanning Tree below.
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I Definition 2.2 (Minimum Spanning Tree MST(A)). The Minimum Spanning Tree MST(A)
of a finite set A in a metric space X with a distance d is a tree (a connected graph without
cycles) that has the vertex set A and the minimum total length of edges. We assume that the
length of any edge between vertices a, b ∈ A is measured as d(a, b).

A review of the relevant past work on persistence diagrams is postponed to section 4,
which introduces more auxiliary notions. A persistence diagram consists of dots (b, d) ∈ R2

whose birth/death coordinates represent a life interval [b, d) of a homology class, e.g. a
connected component in a Vietoris-Rips filtration, see the bottom middle picture in Fig. 1.

Persistence diagrams are isometry invariants that are stable under noise in the sense that
a topological space and its noisy point sample have close persistence diagrams. This stability
under noise allows us to classify continuous shapes by using only their discrete samples.

Imagine that several rigid shapes are sparsely represented by a few salient points, e.g.
corners or local maxima of a distance function. Translations and rotations of these point
clouds do not change the underlying shapes. Hence clouds should be classified modulo
isometries that preserve distances between points. The important problem is to recognize of
a shape, e.g. within a given set of representatives, from its sparse point sample with noise.
This paper solves the problem by computing isometry invariants, namely the new mergegram,
the 0D persistence and the pair-set of distances to two nearest neighbors for each point.

Since all dots in a persistence diagram are unordered, our experimental section 8 uses a
neural network whose output is invariant under permutations of input point by construction.
PersLay [2] is a collection of permutation invariant neural network layers i.e. functions on
sets of points in Rn that give the same output regardless of the order they are inserted.

PersLay extends the neural network layers introduced in Deep Sets [10]. Perslay introduces
new layers to specially handle persistence diagrams, as well as new form of representing such
layers. Each layer is a combination of a coefficient layer ω(p) : Rn → R, point transformation
φ(p) : Rn → Rq and permutation invariant layer op to retrieve the final output

PersLay(diagram) = op({ω(p)φ(p)}), where p ∈ diagram (any set of points in Rn).

3 The merge module and mergegram of a dendrogram

The section introduces a merge module (a family of vector spaces with consistent linear
maps) and a mergegram (a diagram of points in R2 representing a merge module).

I Definition 3.1 (partition set P(A)). For any set A, a partition of A is a finite collection
of non-empty disjoint subsets A1, . . . , Ak ⊂ A whose union is A. The single-block partition
of A consists of the set A itself. The partition set P(A) consists of all partitions of A.

If A = {1, 2, 3}, then ({1, 2}, {3}) is a partition of A, but ({1}, {2}) and ({1, 2}, {1, 3})
are not. In this case the partition set P(A) consists of 5 partitions

({1}, {2}, {3}), ({1, 2}, {3}), ({1, 3}, {2}), ({2, 3}, {1}), ({1, 2, 3}).

Definition 3.2 below extends the concept of a dendrogram from [1, section 3.1] to arbitrary
(possibly, infinite) sets A. Since every partition of A is finite by Definition 3.1, we don’t need
to add that an initial partition of A is finite. Non-singleton sets are now allowed.

MFCS 2020
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partition ∆(A; 2) at scale s2 = 2 {1, 2, 3}
map ∆2

1 : ∆(A; 1)→ ∆(A; 2) ↑ ↖
partition ∆(A; 1) at scale s1 = 1 {1, 2} {3}
map ∆1

0 : ∆(A; 0)→ ∆(A; 1) ↗ ↑ ↑
partition ∆(A; 0) at scale s0 = 0 {1} {2} {3} birth

death

1 2

1

2

Figure 2 The dendrogram ∆ on A = {1, 2, 3} and its mergegram MG(∆) from Definition 3.4.

I Definition 3.2 (dendrogram of merge sets). A dendrogram over any set A is a function
∆ : [0,∞)→ P(A) of a scale s ≥ 0 satisfying the following conditions.
(3.2a) There exists a scale r ≥ 0 such that ∆(A; s) is the single block partition for all s ≥ r.
(3.2b) If s ≤ t, then ∆(A; s) refines ∆(A; t), i.e. any set from ∆(t) is a subset of some set
from ∆(A; t). These inclusions of subsets of X induce the natural map ∆t

s : ∆(s)→ ∆(t).
(3.2c) There are finitely many merge scales si such that

s0 = 0 and si+1 = sup{s | the map ∆t
s is identity for s′ ∈ [si, s)}, i = 0, . . . ,m− 1.

Since ∆(A; si) → ∆(A; si+1) is not an identity map, there is a subset B ∈ ∆(si+1) whose
preimage consists of at least two subsets from ∆(si). This subset B ⊂ X is called a merge set
and its birth scale is si. All sets of ∆(A; 0) are merge sets at the birth scale 0. The life(B)
is the interval [si, t) from its birth scale si to its death scale t = sup{s | ∆s

si
(B) = B}.

Dendrograms are usually represented as trees whose nodes correspond to all sets from the
partitions ∆(A; si) at merge scales. Edges of such a tree connect any set B ∈ ∆(A; si) with
its preimages under ∆(A; si)→ ∆(A; si+1). Fig. 2 shows the dendrogram on A = {1, 2, 3}.

In the dendrogram above, the partition ∆(A; 1) consists of {1, 2} and {3}. The maps
∆t
s induced by inclusions respect the compositions in the sense that ∆t

s ◦∆s
r = ∆t

r for any
r ≤ s ≤ t, e.g. ∆1

0({1}) = {1, 2} = ∆1
0({2}) and ∆1

0({3}) = {3}, i.e. ∆1
0 is a well-defined

map from the partition ∆(A; 0) in 3 singleton sets to ∆(A; 1), but isn’t an identity.

At the scale s0 = 0 the merge sets {1}, {2} have life = [0, 1), while the merge set {3}
has life = [0, 2). At the scale s1 = 1 the only merge set {1, 2} has life = [1, 2). At the scale
s2 = 2 the only merge set {1, 2, 3} has life = [2,+∞). The notation ∆ is motivated as the
first (Greek) letter in the word dendrogram and by a ∆-shape of a typical tree above.

Condition (3.2a) means that a partition ofX is trivial for all large scales s. Condition (3.2b)
says that when the scale s in increasing sets from a partition ∆(s) can only merge with each
other, but can not split. Condition (3.2c) implies that there are only finitely many mergers,
when two or more subsets of X merge into a larger merge set.

I Lemma 3.3 (single-linkage dendrogram). Given a metric space (X, d) and a finite set
A ⊂ X, the single-linkage dendrogram ∆SL(X) from Definition 2.1 satisfies Definition 3.2.

Proof. Since A is finite, there are only finitely many inter-point distances within A, which
implies condition (3.2a,c). Let f(p) : X → R be the distance from a point p ∈ X to (the
closest point of) A. Condition (3.2b) follows the inclusions f−1[0, s) ⊆ f−1[0, t) for s ≤ t. J

A mergegram represents lives of merge sets by dots with two coordinates (birth,death).
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I Definition 3.4 (mergegram MG(∆)). The mergegram of a dendrogram ∆ from Defini-
tion 3.2 has the dot (birth,death) in R2 for each merge set A of ∆ with life(A)=[birth,death).
If any life interval appears k times, the dot (birth,death) has the multiplicity k in MG(∆).

For simplicity, this paper considers vector spaces with coefficients (of linear combinations
of vectors) only in Z2 = {0, 1}, which can be replaced by any field.

IDefinition 3.5 (merge moduleM(∆)). For any dendrogam ∆ on a set X from Definition 3.2,
the merge module M(∆) consists of the vector spaces Ms(∆), s ∈ R, and linear maps
mt
s : Ms(∆) → Mt(∆), s ≤ t. For any s ∈ R and A ∈ ∆(s), the space Ms(∆) has the

generator or a basis vector [A] ∈Ms(∆). For s < t and any set A ∈ ∆(s), if the image of A
under ∆t

s coincides with A ⊂ X, i.e. ∆t
s(A) = A, then mt

s([A]) = [A], else mt
s([A]) = 0.

scale s3 = +∞ 0 0
map m+∞

2 ↑ ↑
scale s2 = 2 Z2 0 0 [{1,2,3}]
map m2

1 ↑ ↑ ↑
scale s1 = 1 Z2 ⊕ Z2 0 0 [{3}] [{1,2}]
map m1

0 ↑ ↑ ↑ ↑
scale s0 = 0 Z2 ⊕ Z2 ⊕ Z2 [{1}] [{2}] [{3}]

Figure 3 The merge module M(∆) of the dendrogram ∆ on the set X = {1, 2, 3} in Fig. 2.

I Example 3.6. Fig. 4 shows the metric space X = {a, b, c, d, e} with distances defined by
the shortest path metric induced by the specified edge-lengths, see the distance matrix.

x

a

5

b 1

c
2

y2

p

q

2

2

a b c p q
a 0 6 7 9 9
b 6 0 3 5 5
c 7 3 0 6 6
p 9 5 6 0 4
q 9 5 6 4 0

Figure 4 The set X = {a, b, c, d, e} has the distance matrix defined by the shortest path metric.
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Figure 5 Left: the dendrogram ∆ for the single linkage clustering of the set 5-point set
X = {a, b, c, d, e} in Fig. 4. Right: the mergegram MG(∆), red dots have multiplicity 2.
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The dendrogram ∆ in the first picture of Fig. 5 generates the mergegram as follows:
each of the singleton sets {b} and {c} has the dot (0,1.5), so its multiplicity is 2;
each of the singleton sets {p} and {q} has the dot (0,2), so its multiplicity is 2;
the singleton set {a} has the dot (0, 3); the merge set {b, c} has the dot (1.5,2.5);
the merge set {p, q} has the dot (2,2.5); the merge set {b, c, p, q} has the dot (2.5,3);
the merge set {a, b, c, p, q} has the dot (3,+∞).

4 Background on persistence modules and diagrams

This section introduces the key concepts from the thorough review by Chazal et al. [3]. As
will become clear soon, the merge module of any dendrogram belongs to a wider class below.

I Definition 4.1 (persistence module V). A persistence module V over the real numbers R
is a family of vector spaces Vt, t ∈ R with linear maps vts : Vs → Vt, s ≤ t such that vtt is the
identity map on Vt and the composition is respected: vts ◦ vsr = vtr for any r ≤ s ≤ t.

The set of real numbers can be considered as a category R in the following sense. The
objects of R are all real numbers. Any two real numbers such that a ≤ b define a single
morphism a→ b. The composition of morphisms a→ b and b→ c is the morphism a ≤ c.
In this language, a persistence module is a functor from R to the category of vector spaces.

A basic example of V is an interval module. An interval J between points p < q in the
line R can be one of the following types: closed [p, q], open (p, q) and half-open or half-closed
[p, q) and (p, q]. It is convenient to encode types of endpoints by ± superscripts as follows:

[p−, q+] := [p, q], [p+, q−] := (p, q), [p+, q+] := (p, q], [p−, q−] := [p, q).

The endpoints p, q can also take the infinite values ±∞, but without superscripts.

I Example 4.2 (interval module I(J)). For any interval J ⊂ R, the interval module I(J) is
the persistence module defined by the following vector spaces Is and linear maps its : Is → It

Is =
{

Z2, for s ∈ J,
0, otherwise ; its =

{
id, for s, t ∈ J,
0, otherwise for any s ≤ t.

The direct sum W = U ⊕ V of persistence modules U,V is defined as the persistence
module with the vector spaces Ws = Us ⊕ Vs and linear maps wts = uts ⊕ vts.

We illustrate the abstract concepts above using geometric constructions of Topological
Data Analysis. Let f : X → R be a continuous function on a topological space. Its sublevel
sets Xf

s = f−1((−∞, s]) form nested subspaces Xf
s ⊂ Xf

t for any s ≤ t. The inclusions of
the sublevel sets respect compositions similarly to a dendrogram ∆ in Definition 3.2.

On a metric space X with with a distance function d : X × X → [0,+∞), a typical
example of a function f : X → R is the distance to a finite set of points A ⊂ X. More
specifically, for any point p ∈ X, let f(p) be the distance from p to (a closest point of)
A. For any r ≥ 0, the preimage Xf

r = f−1((−∞, r]) = {q ∈ X | d(q, A) ≤ r} is the
union of closed balls that have the radius r and centers at all points p ∈ A. For example,
Xf

0 = f−1((−∞, 0]) = A and Xf
+∞ = f−1(R) = X.

If we consider any continuous function f : X → R, we have the inclusion Xf
s ⊂ Xf

r for
any s ≤ r. Hence all sublevel sets Xf

s form a nested sequence of subspaces within X. The
above construction of a filtration {Xf

s } can be considered as a functor from R to the category
of topological spaces. Below we discuss the most practically used case of dimension 0.
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I Example 4.3 (persistent homology). For any topological space X, the 0-dimensional
homology H0(X) is the vector space (with coefficients Z2) generated by all connected
components of X. Let {Xs} be any filtration of nested spaces, e.g. sublevel sets Xf

s based on
a continuous function f : X → R. The inclusions Xs ⊂ Xr for s ≤ r induce the linear maps
between homology groups H0(Xs)→ H0(Xr) and define the persistent homology {H0(Xs)},
which satisfies the conditions of a persistence module from Definition 4.1.

If X is a finite set of m points, then H0(X) is the direct sum Zm2 of m copies of Z2.

The persistence modules that can be decomposed as direct sums of interval modules can
be described in a very simple combinatorial way by persistence diagrams of dots in R2.

I Definition 4.4 (persistence diagram PD(V)). Let a persistence module V be decomposed as
a direct sum of interval modules from Example 4.2 : V ∼=

⊕
l∈L

I(p∗l , q∗l ), where ∗ is + or −.

The persistence diagram PD(V) is the multiset PD(V) = {(pl, ql) | l ∈ L} \ {p = q} ⊂ R2.

The 0-dimensional persistent homology of a spaceX with a continuous function f : X → R
will be denoted by PD{H0(Xf

s )}. Lemma 7.1 will prove that the merge module M(∆) of any
dendrogram ∆ is also decomposable into interval modules. Hence the mergegram MG(∆)
from Definition 3.4 can be interpreted as the persistence diagram of the merge module M(∆).

5 The mergegram is stronger than the 0-dimensional persistence

Let f : X → R be the distance function to a finite subset A of a metric space (X, d). The
persistent homology {Hk(Xf

s )} in any dimension k is invariant under isometries of X.

Moreover, the persistence diagrams of very different shapes, e.g. topological spaces and
their discrete samples, can be easily compared by the bottleneck distance in Definition 6.3.

Practical applications of persistence are justified by Stability Theorem 6.4 saying that
the persistence diagram continuously changes under perturbations of a given filtration or an
initial point set. A similar stability of mergegrams will be proved in Theorem 7.4.

This section shows that the mergegram MG(∆SL(A)) has more isometry information
about the subset A ⊂ X than the 0-dimensional persistent homology {H0(Xf

s )}.

Theorem 5.3 shows how to obtain the 0D persistence PD{H0(Xf
s )} from MG(∆SL(A)),

where f : X → R is the distance to a finite subset A ⊂ X. Example 5.4 builds two 4-point
sets in R whose persistence diagrams are identical, but their mergegrams are different.

We start from folklore Claims 5.1-5.2, which interpret the 0D persistence PD{H0(Xf
s )}

using the classical concepts of the single-linkage dendrogram and Minimum Spanning Tree.

B Claim 5.1 (0D persistence from ∆SL). For a finite set A in a metric space (X, d),
let f : X → R be the distance to A. In the single-linkage dendrogram ∆SL(A), let
0 < s1 < · · · < sm < sm+1 = +∞ be all distinct merge scales. If k ≥ 2 subsets of A merge
into a larger subset of A at a scale si, the multiplicity of si is µi = k−1. Then the persistence
diagram PD{H0(Xf

s )} consists of the dots (0, si) with multiplicities µi, i = 1, . . . ,m+ 1.

B Claim 5.2 (0D persistence from MST). For a set A of n points in a metric space (X, d), let
f : X → R be the distance to A. Let a Minimum Spanning Tree MST(A) have edge-lengths
l1 ≤ · · · ≤ ln−1. The persistence diagram PD{H0(Xf

s )} consists of the n− 1 dots (0, 0.5li)
counted with multiplicities if some edge-lengths are equal, plus the infinite dot (0,+∞).
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I Theorem 5.3 (0D persistence from a mergegram). For a finite set A in a metric space
(X, d), let f : X → R be the distance to A. Let the mergegram MG(∆SL(A)) be a multiset
{(bi, di)}ki=1, where some dots can be repeated. Then the persistence diagram PD{H0(Xf

s )}
is the difference of the multisets {(0, di)}ki=1 − {(0, bi)}ki=1 containing each dot (0, s) exactly
#b−#d times, where #b is the number of births bi = s, #d is the number of deaths di = s.
All trivial dots (0, 0) are ignored, alternatively we take {(0, di)}ki=1 only with di > 0.
Proof. In the language of Claim 5.1, let at a scale s > 0 of multiplicity µ exactly µ + 1
subsets merge into a set B ∈ ∆SL(A; s). By Claim 5.1 this set B contributes µ dots (0, s) to
the persistence diagrams PD{H0(Xf

s )}. By Definition 3.4 the same set B contributes µ+ 1
dots of the form (bi, s), i = 1, . . . , µ+ 1, corresponding to the µ+ 1 sets that merge into B
at the scale s. Moreover, the set B itself will merge later into a larger set, which creates one
extra dot (s, d) ∈ PD{H0(Xf

s )}. The exceptional case B = A corresponds to d = +∞.
If we remove one dot (0, s) from the µ+1 dots counted above as expected in the difference

{(0, di)}ki=1 − {(0, bi)}ki=1 of multisets, we get exactly µ dots (0, s) ∈ PD{H0(Xf
s )}. The

required formula has been proved for contributions of any merge set B ⊂ A. J

In Example 1.1 the mergegram in the last picture of Fig. 1 is the multiset of 9 dots:

MG(∆SL(A)) = {(0, 0.5), (0, 0.5), (0, 1), (0, 1), (0.5, 1.5), (1, 1.5), (0, 2), (1.5, 2), (2,+∞)}.

Taking the difference of multisets and ignoring trivial dots (0, 0), we get
PD(H0{Xf

s }) = {(0, 0.5), (0, 0.5), (0, 1), (0, 1), (0, 1.5), (0, 1.5), (0, 2), (0, 2), (0,+∞)}−
−{(0, 0.5), (0, 1), (0, 2)} = {(0, 0.5), (0, 1), (0, 1.5), (0, 2), (0,+∞)} as in Fig. 1.
I Example 5.4 (the mergegram is stronger than 0D persistence). Fig. 6 and 7 show the
dendrograms, identical 0D persistence diagrams and different mergegrams for the sets
A = {0, 1, 3, 7} and B = {0, 1, 5, 7} in R. This example together with Theorem 5.3 justify
that the new mergregram is strictly stronger than 0D persistence as an isometry invariant.

scale s
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0 1 3 7
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0.5 1 1.5 2

0.5
1

1.5
2
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0.5 1 1.5 2
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1

1.5
2

Figure 6 Left: single-linkage dendrogram 1 ∆SL(A) for A = {0, 1, 3, 7} ⊂ R. Middle: the 0D
persistence diagram for the sublevel filtration of the distance to A. Right: mergegram MG(∆SL(A)).
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Figure 7 Left: single-linkage dendrogram ∆SL(B) for B = {0, 1, 5, 7} ⊂ R. Middle: the 0D
persistence diagram for the sublevel filtration of the distance to B. Right: mergegram MG(∆SL(B)).
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6 Distances and stability of persistence modules

Definition 6.1 introduces homomorphisms between persistence modules, which are needed to
state the stability of persistence diagrams PD{H0(Xf

s )} under perturbations of a function
f : X → R. This result will imply a similar stability for the mergegram MG(∆SL(A)) for
the dendrogram ∆SL(A) of the single-linkage clustering of a set A within a metric space X.

I Definition 6.1 (a homomorphism of a degree δ between persistence modules). Let U and V
be persistent modules over R. A homomorphism U→ V of degree δ ∈ R is a collection of
linear maps φt : Ut → Vt+δ, t ∈ R, such that the diagram commutes for all s ≤ t.

Us Ut

Vs+δ Vt+δ

φs

uts

vt+δs+δ

φt

Let Homδ(U,V) be all homomorphisms U→ V of degree δ. Persistence modules U,V are
isomorphic if they have inverse homomorphisms U→ V and V→ U of degree δ = 0.

For a persistence module V with maps vts : Vs → Vt, the simplest example of a homo-
morphism of a degree δ ≥ 0 is 1δV : V→ V defined by the maps vs+δ

s , t ∈ R. So the maps vts
defining the structure of V shift all vector spaces Vs the difference of scale δ = t− s.

The concept of interleaved modules below is an algebraic generalization of a geometric
perturbation of a set X in terms of (the homology of) its sublevel sets Xs.

I Definition 6.2 (interleaving distance ID). Persistent modules U and V are δ-interleaved if
there are homomorphisms φ ∈ Homδ(U,V) and ψ ∈ Homδ(V,U) such that φ◦ψ = 12δ

V and ψ◦
φ = 12δ

U . The interleaving distance is ID(U,V) = inf{δ ≥ 0 | U and V are δ-interleaved}.

If f, g : X → R are continuous functions such that ||f − g||∞ ≤ δ in the L∞-distance, the
persistence modules Hk{f−1(−∞, s]}, Hk{g−1(−∞, s]} are δ-interleaved for any k [4]. The
last conclusion extended to persistence diagrams in terms of the bottleneck distance below.

I Definition 6.3 (bottleneck distance BD). Let multisets C,D contain finitely many points
(p, q) ∈ R2, p < q, of finite multiplicity and all diagonal points (p, p) ∈ R2 of infinite
multiplicity. For δ ≥ 0, a δ-matching is a bijection h : C → D such that |h(a)− a|∞ ≤ δ in
the L∞-distance on the plane for any point a ∈ C. The bottleneck distance between persistence
modules U,V is BD(U,V) = inf{δ | there is a δ-matching between PD(U) and PD(V)}.

The original stability of persistence for sequences of sublevel sets persistence was extended
as Theorem 6.4 to q-tame persistence modules. Intuitively, a persistence module V is q-tame
any non-diagonal square in the persistence diagram PD(V) contains only finitely many of
points, see [3, section 2.8]. Any finitely decomposable persistence module is q-tame.

I Theorem 6.4 (stability of persistence modules). [3, isometry theorem 4.11] Let U and
V be q-tame persistence modules. Then ID(U,V) = BD(PD(U),PD(V)), where ID is the
interleaving distance, BD is the bottleneck distance between persistence modules.
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7 Stability of the mergegram for any single-linkage dendrogram

In a dendrogram ∆ from Definition 3.2, any merge set A of ∆ has a life interval life(A) = [b, d)
from its birth scale b to its death scale d. Lemmas 7.1 and 7.3 are proved in appendices.

I Lemma 7.1 (merge module decomposition). For any dendrogram ∆ in the sense of Defini-
tion 3.2, the merge module M(∆) ∼=

⊕
A

I(life(A)) decomposes over all merge sets A.

Lemma 7.1 will allow us to use the stability of persistence in Theorem 6.4 for merge
modules and also Lemma 7.3. Stability of the mergegram MG(∆SL(A)) will be proved under
perturbations of A in the Hausdorff distance defined below.

I Definition 7.2 (Hausdorff distance HD). For any subsets A,B of a metric space (X, d), the
Hausdorff distance HD(A,B) is max{sup

a∈A
inf
b∈B

d(a, b), sup
b∈B

inf
a∈A

d(a, b)}.

I Lemma 7.3 (merge modules interleaved). If any subsets A,B of a metric space (X, d) have
HD(A,B) = δ, then the merge modules M(∆SL(A)) and M(∆SL(B)) are δ-interleaved.

I Theorem 7.4 (stability of a mergegram). Any finite subsets A,B of a metric space (X, d)
have the mergegrams BD(MG(∆SL(A)),MG(∆SL(B)) ≤ HD(A,B). Hence any small per-
turbation of A in the Hausdorff distance yields a similarly small perturbation in the bottleneck
distance for its mergegram MG(∆SL(A)) of the single-linkage clustering dendrogram ∆SL(A).

Proof. The given subsets A,B with HD(A,B) = δ have δ-interleaved merge modules by
Lemma 7.3, i.e. ID(MG(∆SL(A)),MG(∆SL(B)) ≤ δ. Since any merge module M(∆) is fi-
nitely decomposable, hence q-tame, by Lemma 7.1, the corresponding mergegram MG(M(∆))
satisfies Theorem 6.4, i.e. BD(MG(∆SL(A)),MG(∆SL(B)) ≤ δ as required. J

Theorem 7.4 is confirmed by the following experiment on cloud perturbations in Fig. 8.
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Figure 8 The bottleneck distances (average on the left, maximum on the right) between merge-
grams of sampled point clouds and their perturbations. Both graphs are below the line y = 2x.

1. We uniformly generate N = 100 black points in the cube [0, 100]3 ⊂ R3.
2. Then we generate a random number of red points such that the ε ball of every black point

randomly has 1, 2 or 3 red points for a noise bound ε ∈ [0.1, 10] taken with a step size 0.1.
3. Compute the bottleneck distance between the mergegrams of black and red points.
4. Repeat the experiment K = 100 times, plot the average and maximum in Fig. 8.
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8 Experiments on a classification of point sets and conclusions

Algorithm 1 computes the mergegram of the SL dendrogram for any finite set A ⊂ Rm.

Algorithm 1 Pseudo-code for the mergegram of the single-linkage dendrogram of any
finite cloud.

Input : a finite point cloud A ⊂ Rm
Compute MST(A) and sort all edges of MST(A) in increasing order of length
Initialize Union-Find structure U over A. Set all points of A to be their components.
Initialize the function prev: Components[U ]→ R by setting prev(t) = 0 for all t
Initialize the vector Output that will consists of pairs in R× R
for Edge e = (a, b) in the set of edges (increasing order) do
Find components c1 and c2 of a and b respectively in Union-Find U
Add pairs (prev[c1],length(e)), (prev[c2],length(e)) ∈ R2 to Output
Merge components c1 and c2 in Union-Find U and denote the component by t
Set prev[t] = length(e)

end for
return Output

Let α(n) be the inverse Ackermann function. Other constants below are defined in [9].

I Theorem 8.1 (a fast mergegram computation). For any cloud A ⊂ Rm of n points, the
mergegram MG(∆SL(A)) can be computed in time O(max{c6, c2

pc
2
l }c10n lognα(n)).

Proof. A Minimum Spanning Tree MST(A) needs O(max{c6, c2
pc

2
l }c10n lognα(n)) time by

[9, Theorem 5.1]. The rest of Algorithm 1 is dominated by O(nα(n)) Union-Find operations.
Hence the full algorithm has the same computational complexity as the MST. J

The experiments summarized in Fig. 10 show that the mergegram curve in blue outper-
forms other isometry invariants on the isometry classification by the state-of-the-art PersLay.
We generated 10 classes of 100-point clouds within the unit ball Rm for m = 2, 3, 4, 5. For
each class, we made 100 copies of each cloud and perturbed every point by a uniform random
shift in a cube of the size 2× ε, where ε is called a noise bound. For each of 100 perturbed
clouds, we added 25 points such that every new point is ε-close to an original point. Within
each of 10 classes all 100 clouds were randomly rotated within the unit ball around the origin,
see Fig. 9. For each of the resulting 1000 clouds, we computed the mergegram, 0D persistence
diagram and the diagram of pairs of distances to two nearest neighbors for every point.

The machine learning part has used the obtained diagrams as the input-data for the
Perslay [2]. Each dataset was split into learning and test subsets in ratio 4:1. The learning
loops ran by iterating over mini-batches consisting of 128 elements and going through the full
dataset for a given number of epochs. The success rate was measured on the test subset.

The original Perslay module was rewritten in Tensorflow v2 and RTX 2080 graphics card
was used to run the experiments. The technical concepts of PersLay are explained in [2]:

Adam(Epochs = 300, Learning rate = 0.01)
Coefficents = Linear coefficents
Functional layer = [PeL(dim=50), PeL(dim=50, operationalLayer=PermutationMaxLayer)].
Operation layer = TopK(50)
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Figure 9 Left: an initial random cloud with 100 blue points. Middle: all blue points are
perturbed, 25 extra orange points are added. Right: a cloud is rotated through a random angle.
Can we recognize that the initial and final clouds are in the same isometry class modulo small noise?

The PersLay training has used the following invariants compared in Fig. 10:
cloud : the initial cloud A of points corresponds to the baseline curve in black;
PD0: the 0D persistence diagram PD for distance-based filtrations of sublevel sets in red;
NN(2) brown curve: for each point a ∈ A includes distances to two nearest neighbors;
the mergegram MG(∆SL(A)) of the SL dendrogram has the blue curve above others.

Fig. 10 shows that the new mergegram has outperformed all other invariants on the
isometry classification problem. The 0D persistence turned out to be weaker than the
pairs of distances to two neighbors. The topological persistence has found applications
in data skeletonization with theoretical guarantees [8, 5]. We are planning to extend the
experiments in section 8 for classifying rigid shapes by comining the new mergegram with
the 1D persistence, which has the fast O(n logn) time for any 2D cloud of n points [7, 6].

In conclusion, the paper has extended the 0D persistence to a stronger isometry invariant,
which has kept the celebrated stability under noise important for applications to noisy data.
The initial C++ code for the mergregram is at https://github.com/YuryUoL/Mergegram
and will be updated. We thank all the reviewers for their valuable time and helpful suggestions.
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Abstract
The question if a deterministic finite automaton admits a software reset in the form of a so-
called synchronizing word can be answered in polynomial time. In this paper, we extend this
algorithmic question to deterministic automata beyond finite automata. We prove that the question
of synchronizability becomes undecidable even when looking at deterministic one-counter automata.
This is also true for another classical mild extension of regularity, namely that of deterministic
one-turn push-down automata. However, when we combine both restrictions, we arrive at scenarios
with a PSPACE-complete (and hence decidable) synchronizability problem. Likewise, we arrive at a
decidable synchronizability problem for (partially) blind deterministic counter automata.

There are several interpretations of what synchronizability should mean for deterministic push-
down automata. This is depending on the role of the stack: should it be empty on synchronization,
should it be always the same or is it arbitrary? For the automata classes studied in this paper, the
complexity or decidability status of the synchronizability problem is mostly independent of this
technicality, but we also discuss one class of automata where this makes a difference.
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1 Introduction

The classical synchronization problem asks, for a given deterministic finite automaton (DFA),
if there exists a synchronizing word, i.e., an input that brings all states of the automaton to a
single state. While this problem is solvable in polynomial time [11, 30, 50, 42], many variants,
such as synchronizing only a subset of states [42], or synchronizing only into a specified
subset of states [41], or synchronizing a partial automaton without taking an undefined
transition [32], are PSPACE-complete. Restricting the length of a potential synchronizing word
of some DFA by an integer parameter in the input also yields a harder problem, namely the
NP-complete short synchronizing word problem [40, 16]. The field of synchronizing automata
has been intensively studied over the last years also in attempt to verify the famous Černý
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conjecture, claiming that every synchronizable DFA admits a synchronizing word of quadratic
length in the number of states [11, 12, 46, 47]. We are far from solving this combinatorial
question, as the currently best upper bound on this length is only cubic [45, 48]. For more
on synchronization of DFAs and the Černý conjecture, we refer to the surveys [50, 5, 1].

The idea of bringing an automaton to a well-defined state by reading a word, starting
from any state, can be seen as implementing a software reset. This is why a synchronizing
word is also sometimes called a reset word. But this very idea is obviously not restricted
to finite automata. In this work, we want to move away from deterministic finite automata
to more general deterministic push-down automata. What should a synchronizing word
mean in this context? Mikami and Yamakami first studied in [36] three different models,
depending on requirements of the stack contents when a word w drives the automaton
into a synchronizing state, irrespectively of the state where processing w started: we could
require at the end (a) that the stack is always empty; or (b) that the stack contents are
always the same (but not necessarily empty); or (c) that the stack contents are completely
irrelevant upon entering the synchronizing state. They demonstrated in [36] some upper and
lower bounds on the maximum length of the shortest synchronizing word for those three
models of push-down automata, dependent on the stack height. Here, we study these three
models from a complexity-theoretic perspective. However, as we show in our first main result,
synchronizability becomes undecidable when asking about synchronizability in any of the
stack models. Clearly, by restricting the length of a potential synchronizing word of some
DPDA by an integer parameter (given in unary), we can observe that the corresponding
synchronization problems all become NP-complete, as the hardness is trivially inherited from
what is known about DFA synchronizability. For binary length-bounds, only membership in
EXPTIME can be easily observed, since in general the stack might need to store the whole
input word of exponential length. We leave to future work to determine the precise complexity
status. Yet, it remains interesting to observe that with DFAs, introducing a length bound on
the synchronizing word means an increase of complexity, while for DPDAs, this introduction
means dropping from undecidability close to feasibility in the unary case. Beside general
DPDAs, we will study these stack model variants of synchronization for sub-classes of DPDAs
such as deterministic counter automata (DCA), deterministic (partially) blind automata and
finite-turn variants of DPDAs and DCAs, which are arguably the most classical restrictions
of push-down automata, as also testified by the discussions in [6]. In [17], further restricted
sub-classes of DPDAs, such as visibly and very visibly deterministic push-down and counter
automata are considered. There, all considered cases are in EXPTIME and even membership
in P and PSPACE is observed, contrasting our undecidability results here.

Closest to the problems studied in our paper comes the work of Chistikov et al. [13]
reviewed in the following, as their automaton model could be viewed as a special case of
push-down automata, related to input-driven pushdown automata [35] which later became
popular as visibly push-down automata [2]. In [13], the synchronization problem for so-called
nested word automata (NWA) has been studied, where the concept of synchronization has
been generalized to bringing all states to one single state such that for all runs the stack is
empty (or in its start configuration) after reading the synchronizing word. In this setting, the
synchronization problem is solvable in polynomial time, whereas the short synchronizing word
problem is PSPACE-complete (here, the length bound is given in binary) and the question of
synchronizing from or into a subset is EXPTIME-complete.

The DFA synchronization problem has been generalized in the literature to other automata
models including infinite-state systems with infinite branching such as weighted and timed
automata [15, 28, 44] or register automata [4]. For instance, register automata are infinite
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state systems where a state consists of a control state and register contents. A synchronizing
word for a register automaton brings all (infinitely many) states to the same state (and same
register content). The synchronization problem for deterministic register automata (DRA) is
PSPACE-complete and NLOGSPACE-complete for DRAs with only one register.

Finally, we want to mention that the term synchronization of push-down automata has
already some occurrences in the literature, i.e., in [10, 3], but here the term synchronization
refers to some relation of the input symbols to the stack behavior [10] or to reading different
words in parallel [3] and is not to be confused with our notion of synchronizing states.

We are presenting an overview on our results at the end of the next section, where we
introduce our notions more formally.

2 Definitions

We refer to the empty word as ε. For a finite alphabet Σ we denote with Σ∗ the set of
all words over Σ and with Σ+ = ΣΣ∗ the set of all non-empty words. For i ∈ N we set
[i] = {1,2, . . . , i}. For w ∈ Σ∗ we denote with ∣w∣ the length of w, with w[i] for i ∈ [∣w∣] the
i’th symbol of w, and with w[i..j] for i, j ∈ [∣w∣] the factor w[i]w[i + 1] . . .w[j] of w. We
call w[1..i] a prefix and w[i..∣w∣] a suffix of w. The reversal of w is denoted by wR, i.e., for
∣w∣ = n, wR = w[n]w[n − 1] . . .w[1].

We call A = (Q,Σ, δ, q0, F ) a deterministic finite automaton (DFA for short) if Q is a finite
set of states, Σ is a finite input alphabet, δ is a transition function Q×Σ→ Q, q0 is the initial
state and F ⊆ Q is the set of final states. The transition function δ is generalized to words by
δ(q,w) = δ(δ(q,w[1]),w[2..∣w∣]) for w ∈ Σ∗. A word w ∈ Σ∗ is accepted by A if δ(q0,w) ∈ F
and the language accepted by A is defined by L(A) = {w ∈ Σ∗ ∣ δ(q0,w) ∈ F}. We extend δ to
sets of states Q′ ⊆ Q or to sets of letters Σ′ ⊆ Σ, letting δ(Q′,Σ′) = {δ(q′, σ′) ∣ (q′, σ′) ∈ Q′×Σ′}.
Similarly, we may write δ(Q′,Σ′) = p to define δ(q′, σ′) = p for each (q′, σ′) ∈ Q′ ×Σ′. The
synchronization problem for DFAs (called DFA-Sync) asks for a given DFA A whether there
exists a synchronizing word for A. A word w is called a synchronizing word for a DFA A if it
brings all states of the automaton to one single state, i.e., ∣δ(Q,w)∣ = 1.

We call M = (Q,Σ,Γ, δ, q0,�, F ) a deterministic push-down automaton (DPDA for short)
if Q is a finite set of states; the finite sets Σ and Γ are the input and stack alphabet,
respectively; δ is a transition function Q ×Σ × Γ→ Q × Γ∗; q0 is the initial state; � ∈ Γ is the
stack bottom symbol which is only allowed as the first (lowest) symbol in the stack, i.e., if
δ(q, a, γ) = (q′, γ′) and γ′ contains �, then � only occurs in γ′ as its prefix and moreover,
γ = �; and F is the set of final states. We will only consider real-time push-down automata
and forbid ε-transitions, as can be seen in the definition.1 Notice that the bottom symbol
can be removed, but then the computation gets stuck.

Following [13], a configuration of M is a tuple (q, υ) ∈ Q × Γ∗. For a letter σ ∈ Σ and a
stack content υ with ∣υ∣ = n we write (q, υ) σÐ→ (q′, υ[1..(n − 1)]γ) if δ(q, σ, υ[n]) = (q′, γ).
This means that the top of the stack υ is the right end of υ. We also denote with Ð→ the
reflexive transitive closure of the union of σÐ→ over all letters in Σ. The input words on top
of Ð→ are concatenated accordingly, so that Ð→= ⋃w∈Σ∗

wÐ→. The language L(M) accepted
by a DPDA M is L(M) = {w ∈ Σ∗ ∣ (q0,�)

wÐ→ (qf , γ), qf ∈ F}. We call the sequence of
configurations (q,�) wÐ→ (q′, γ) the run induced by w, starting in q, and ending in q′. We
might also call q′ the final state of the run.

1 Allowing ε-transitions, the considered automaton model is closer related to NFAs than to DFAs, and
gives rise to adapt the concept of D1, D2, and D3 directing words (introduced in [27]).
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We will discuss three different concepts of synchronizing DPDAs. For all concepts we
demand that a synchronizing word w ∈ Σ∗ maps all states, starting with an empty stack,
to the same synchronizing state, i.e., for all q, q′ ∈ Q∶ (q,�) wÐ→ (q, υ), (q′,�) wÐ→ (q, υ′). In
other words, for a synchronizing word all runs started on some states in Q end up in the
same final state. In addition to synchronizing the states of a DPDA we will consider the
following two conditions for the stack content: (1) υ = υ′ = �, (2) υ = υ′. We will call (1)
the empty stack model and (2) the same stack model. In the third case, we do not put any
restrictions on the stack content and call this the arbitrary stack model.
As we are only interested in synchronizing a DPDA, we can neglect the start and final states.

As mentioned above, we will show that synchronizability of DPDAs is undecidable, which
is in stark contrast to the situation with DFAs, where this problem is solvable in polynomial
time. Hence, it is interesting to discuss deterministic variants of classical sub-classes of push-
down automata. In this paper, we focus on one-counter languages and on linear languages
and related classes. A deterministic (one) counter automaton (DCA) is a DPDA where
∣Γ/{�}∣ = 1. Note that our DCAs can perform zero-tests by checking if the bottom-of-stack
symbol is on top of the stack. As we will see that also with this restriction, synchronizability
is still undecidable, we further restrict them to the partially blind setting [22]. This means in
our formalization that a transition δ(q, σ, x) = (q′, γ) either satisfies x ≠ �, or x is a prefix
of γ, i.e., γ = xγ′, and then both δ(q, σ, 1) = (q′, 1γ′) (for Γ = {1,�}) and δ(q, σ,�) = (q′,�γ′).
The situation is even more delicate with one-turn or, more general, finite-turn DPDAs, whose
further discussion and formal definition we defer to the specific section below.

We are now ready to define a family of synchronization problems, the complexity of which
will be our subject of study in the following chapters.

I Definition 1 (Sync-DPDA-Empty).
Given: DPDA M = (Q,Σ,Γ, δ,�).
Question: Does there exist a word w ∈ Σ∗ that synchronizes M in the empty stack model?

For the same stack model, we refer to the synchronization problem above as Sync-DPDA-
Same and as Sync-DPDA-Arb in the arbitrary stack model. Variants of these problems are
defined by replacing the DPDA in the definition above by a DCA, a deterministic partially
blind counter automaton (DPBCA), or by adding turn restrictions, in particular, whether
the automaton is allowed to make zero or one turns of its stack movement.

Outlook and summary of the paper

We summarize our results in Table 1. In short, while already seemingly innocuous extensions
of finite automata (with counters or with 1-turn push-downs) result in an undecidable
synchronizability problem, some extensions do offer some algorithmic synchronizability
checks, although nothing efficient. At the end, we show how to apply some of our techniques
to synchronizability questions concerning sequential transducers.

As an auxiliary result for proving undecidability of finding 1-turn synchronizing words for
real-time deterministic push-down automata, we also prove undecidability of the inclusion
and intersection non-emptiness problems for these automata, which could be an interesting
result on its own. We also showcase how a variant of DFA synchronization, called DFA-
Sync-From-Into-Subset, is useful to prove membership in PSPACE. As with this type
of problems, these membership proofs are sometimes technical, this could be helpful in
similar settings. To understand this problem, first look at the following one, called Global
Inclusion Problem for Non-Initial Automata in [41]:
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Table 1 Complexity status of the synchronization problem for different classes of deterministic
real-time push-down automata in different stack synchronization modes as well as finite-turn variants
of the respective synchronization problem.

class of automata/problem empty stack model same stack model arbitrary stack model

DPDA undecidable undecidable undecidable
1-Turn-Sync-DPDA undecidable undecidable undecidable
0-Turn-Sync-DPDA PSPACE-complete undecidable PSPACE-complete
DCA undecidable undecidable undecidable
1-Turn-Sync-DCA PSPACE-complete PSPACE-complete PSPACE-complete
0-Turn-Sync-DCA PSPACE-complete PSPACE-complete PSPACE-complete
DPBCA decidable decidable decidable

I Definition 2 (DFA-Sync-Into-Subset (PSPACE-complete, see Theorem 2.1 in [41])).
Given: DFA A = (Q,Σ, δ), subset S ⊆ Q.
Question: Is there a word w ∈ Σ∗ such that δ(Q,w) ⊆ S?

I Definition 3 (DFA-Sync-From-Into-Subset).
Given: DFA A = (Q,Σ, δ), subsets S0, S1 ⊆ Q.
Question: Is there a word w ∈ Σ∗ such that δ(S0,w) ⊆ S1?

Using the previously mentioned PSPACE-hardness and adapting a subset construction as
in [42, Theorem 1.22], which then boils down to a reachability problem, one can show:

I Proposition 4. DFA-Sync-From-Into-Subset is PSPACE-complete.

The reader can find proofs for this and several other assertions in the long version of this
paper [18].

3 General DCAs and DPDAs: When Synchronizability is Really Hard

The inclusion problem for deterministic real-time one counter automata that can perform
zero-tests is undecidable [9, 37]. This result is used to prove undecidability of synchronization
in any general setting as the main result of this section. However, there are special cases
of DPDAs and DCAs that have a decidable inclusion problem (see [25] as an example) so
that this argument does not apply to these sub-classes. We will have a closer look at some of
these sub-classes in the following sections.

I Theorem 5. The problems Sync-DCA-Empty, Sync-DCA-Same, and Sync-DCA-Arb
are undecidable.

Proof. We give a reduction from the undecidable intersection non-emptiness problem for real-
time DCAs [9]. Let M1 = (Q1,Σ,{1,�}, δ1, q1

0 ,�, F1) and M2 = (Q2,Σ,{1,�}, δ2, q2
0 ,�, F2)

be two DCAs over the same input alphabet with disjoint state sets. We construct a DCA
MS = (Q1 ∪Q2 ∪ {q1

f , q
2
f , qs},Σ ∪ {a, b},{1,�}, δ,�), where we neglect start and final states,

which is synchronizable in the empty stack model if and only if the DCAs M1 and M2 accept
a common word. The same construction also works for the same stack and arbitrary stack
models. We assume {q1

f , q
2
f , qs} ∩ (Q1 ∪Q2) = ∅ and {a, b} ∩ Σ = ∅. For the states in Q1

and Q2, the transition function δ agrees with δ1 and δ2 for all letters in Σ. In the following, let
i ∈ {1,2}. For q ∈ Qi, we set δ(q, a,�) = (qi0,�) and δ(q, a,1) = (qif ,1). Further, for q ∈ Qi/Fi
we set δ(q, b,1) = (qif ,1) and δ(q, b,�) = (qif ,�1). For q ∈ Fi, we set δ(q, b,1) = (qs,1) and
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δ(q, b,�) = (qs,�). For qif , we set δ(qif , a,�) = (qi0,�) with all other transitions we stay in qif
and increase the counter. Hence, the state qif can only be left with an empty counter and
this is only the case if no letter other than a has been read before. For the state qs, we set
δ(qs,Σ ∪ {a, b},�) = (qs,�), and δ(qs,Σ ∪ {a, b},1) = (qs, ε).

First, assume there is a word w ∈ L(M1) ∩L(M2). Then, the word awb synchronizes all
states of the DCA MS into the state qs. Let l1, l2 be stack contents such that (q1

0 ,�)
awbÐ→

(qs, l1) and (q2
0 ,�)

awbÐ→ (qs, l2). Let l = max(∣l1∣, ∣l2∣). Then awbbl synchronizes MS in the
empty stack model.

For the other direction assume there exists a word w ∈ (Σ∪{a, b})∗ that synchronizes MS

in the empty stack model. The states q1
f and q2

f forces w[1] = a since otherwise these states
cannot be left. Since the state qs has no outgoing transition, it must be our synchronizing
state. In order to reach it, w must contain at least one letter b. Let m ∈ [∣w∣] be an index
such that w[m] = b and for j < b, w[j] ≠ b. With a letter b we move from all final states to
the state qs and from all non-final states of M1 and M2 we go to a state qif and increase the
counter. As we cannot leave the states qif if we reach them once with a non-empty counter,
reading a b from a non-final state causes the automaton to reach a configuration from which
we no longer can synchronize the automaton. Hence, we know that after reading w[1..m] all
active states are in the set F1 ∪ F2 ∪ {qs}. Let ` ∈ [∣w∣] be an index with ` <m with w[`] = a
such that for ` < i <m, w[i] ≠ a. Then w[` + 1 ..m − 1] is a word which is accepted by both
DCAs M1 and M2.

It is easy to see that clearing the stacks in state qs is not crucial and hence the reduction
also works for the same stack and arbitrary stack models. J

I Corollary 6. The problems Sync-DPDA-Empty, Sync-DPDA-Same, and Sync-
DPDA-Arb are undecidable. J

How can we overcome the problem that, even for deterministic one-counter languages,
the synchronizability problem is undecidable? One of the famous further restrictions are
(partially) blind counters, to which we turn our attention next.

4 Partially Blind Deterministic Counter Automata

The blind and partially blind variations of counter automata have been introduced by
Greibach in [22]. She already noticed that the emptiness problem for such automata (even
with multiple counters) is decidable should the reachability problem for vector addition
systems, also known as Petri nets, be decidable, which has been proven some years later
[34, 31]; its non-elementary complexity has only been recently fully understood [14]. Although
we will stick to the models introduced so far in the following statements and proofs, we
want to make explicit that our decidability results also hold for deterministic multi-counter
automata. But as we focus on discussing families of automata describing languages between
regular and context-free, we refrain from giving further details here.

Because partially blind counters can simulate blind counters, our results hold for blind
counters as well, but we make them explicit only for the partially blind case. One formal
reason is that we want to preserve our stack model, while it becomes awkward to formalize
blind counters in this stack model.

Recall that a partially blind counter automaton will get blocked when its counter gets
below zero. The blindness refers to the fact that such a machine can never explicitly test
its counter for zero. This translates into our formalization by requiring that a transition
δ(q, σ, x) = (q′, γ) either means that x ≠ � or x is a prefix of γ, i.e., γ = xγ′, and then both
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δ(q, σ, 1) = (q′, 1γ′) (for Γ = {1,�}) and δ(q, σ,�) = (q′,�γ′), i.e., the processing will somehow
perform the same action, irrespectively of the stack contents, whenever possible; however,
the machine will stop if it is trying to pop the bottom-of-stack symbol. As a specialty, such
automata accept when having arrived in a final state together with having zero in its counter.
A deterministic partially blind (one-)counter automaton is called a DPBCA.

I Theorem 7. The problems Sync-DPBCA-Empty, Sync-DPBCA-Same, and Sync-
DPBCA-Arb are decidable.

We are not specifying the complexity here, but only mention that we are using, in the
end, the reachability problem for Petri nets, which is known to be decidable, but only with a
non-elementary complexity; see [34, 31, 14]. However, we leave it as an open question if the
synchronization complexity of DPBCAs is non-elementary. When looking into this question
more in details, the number of states of the counter automaton could be a useful parameter
to be discussed, as it influences the number of counters of the partially blind multi-counter
automaton that we construct in our proof in order to show the claimed decidability result.

Proof. LetM = (Q,Σ,{1,�}, δ, q0,�, F ) be some DPBCA. Let us first describe the case Sync-
DPBCA-Empty. Here, we can first produce the multi-counter ∣Q∣-fold product automaton
M ∣Q∣ from M that starts, assuming Q = {q0, . . . , q∣Q∣−1}, in the state (q0, . . . , q∣Q∣−1). Notice
that M ∣Q∣ has ∣Q∣∣Q∣ many states and operates ∣Q∣ many counters. We could take as the
set of final states F ∣Q∣ = {(q, . . . , q) ∣ q ∈ Q}. This mimicks state synchronization of M :
any word that synchronizes all states of M will drive M ∣Q∣ into F . As mentioned above,
partially blind multi-counter automata accept with final states and empty stacks, so that M
is synchronizable in the empty stack model if and only if M ∣Q∣ accepts any word.

For the arbitrary stack model, we have to count down (removing 1 from any of the the
stacks sequentially) until the bottom-of-stack symbol appears on all stacks on top (at the
same time), leading to the variant M ∣Q∣

Arb. These are moves without reading the input (or
reading arbitrary symbols at the end, this way only prolonging a possibly synchronizing
word), but this does not matter, as the emptiness problem is decidable for partially blind
nondeterministic multi-counter automata. It should be clear that M ∣Q∣

Arb accepts any word if
and only if M is synchronizable. For the case Sync-DPBCA-Same, the counting down at
the end should be performed in parallel for all counters instead. J

5 Finite-Turn DPDAs

Finite-turn PDAs are introduced in [21]. From the formal language side, it is known that
one-turn PDAs characterize the rather familiar family of linear context-free languages, usually
defined via grammars. In our setting, the automata view is more interesting. We adopt the
definition in [49]. For a DPDAM , an upstroke ofM is a sequence of configurations induced by
an input word w such that no transition decreases the stack-height. Accordingly, a downstroke
of M is a sequence of configurations in which no transition increases the stack-height. A
stroke is either an upstroke or a downstroke. Note that exchanging the top symbol of the
stack is allowed in both an up- and a downstroke. A DPDA M is an n-turn DPDA if for all
w ∈ L(M) the sequence of configurations induced by w can be split into at most n+1 strokes.
Especially for 1-turn DPDAs, each sequence of configurations induced by an accepting word
consists of one upstroke followed by a most one downstroke. There are two subtleties when
translating this concept to synchronization: (a) there is no initial state so that there is no
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way to associate a stroke counter to a state, and (b) there is no language of accepted words
that restricts the set of words on which the number of strokes should be limited. We therefore
generalize the concept of finite-turn DPDAs to finite-turn synchronization for DPDAs in the
following way. This opens up quite an interesting complexity landscape.

I Definition 8. n-Turn-Sync-DPDA-Empty
Given: DPDA M = (Q,Σ,Γ, δ, q0,�, F ).
Question: Is there a synchronizing word w ∈ Σ∗ in the empty stack model, such that for all
states q ∈ Q, the sequence of configurations (q,�) wÐ→ (q,�) consists of at most n + 1 strokes?

We call such a synchronizing word w an n-turn synchronizing word for M . We define n-
Turn-Sync-DPDA-Same and n-Turn-Sync-DPDA-Arb accordingly for the same stack
and arbitrary stack models. Further, we extend the problem definition to real-time DCAs.

Motivated by the proof of Theorem 5, we are first reviewing the status of the inclusion
problem for 1-turn DPDAs in the literature.
I Remark 9. The inclusion problem for 1-turn DPDAs with ε-transitions is undecidable [19, 49].
The intersection non-emptiness problem for real-time 1-turn non-deterministic push-down
automata is also undecidable [29]. The decidability of the inclusion and intersection non-
emptiness problems for real-time 1-turn deterministic push-down automata have not been
settled in the literature; we will do so below by proving undecidability for both problems.
We will present a reduction from the undecidable Post Correspondence Problem (PCP
for short) [39] to the intersection non-emptiness for real-time 1-turn DPDAs which also implies
undecidability of the inclusion problem for this class since it is closed under complement.

I Definition 10 (PCP).
Given: Two lists of input words over {0,1}: A = (a1, a2, . . . , an), B = (b1, b2, . . . , bn).
Question: Is there a sequence of indices i1, i2, . . . , ik with ij ∈ [n] for 1 ≤ j ≤ k such that
ai1ai2 . . . aik = bi1bi2 . . . bik?

Observe that already Post stated this problem over binary alphabets. Much later,
Matiyasevich and Sénizergues [33] showed that indeed lists of length seven are sufficient for
undecidability. This was recently lowered to lists of length five by Neary [38].

I Theorem 11. LetM1 andM2 be two real-time 1-turn DPDAs. Then the following problems
are undecidable: Is L(M1) ∩L(M2) = ∅? Is L(M1) ⊆ L(M2)?

Proof. Let A = (a1, a2, . . . , an), B = (b1, b2, . . . , bn) be an instance of PCP. We construct
from A a real-time 1-turn DPDA MA = (Q,{0,1,#,$} ∪ [n],{0,1,�}, δ, q0,�,{qf}), where
[n] = {1,2, . . . , n} are marked numbers from 1 to n. The set Q contains the start state q0,
the states q0, qcheck and qfail, and the single final state qf . The rest of Q is a partition into
state sets Q1,Q2, . . . ,Qn such that the (deterministic partial) sub-automaton induced by Qi,
with start state qi0, reads the string ai#bi and thereby pushes each symbol of ai on the stack,
whereas symbols of the string bi leave the stack content unchanged. The sub-automaton
induced by Qi is embedded into MA, and thereby completed, by taking the state δ(qi0, ai#bi)
to q0 with the symbol #. We go from q0 and q0 to the initial state of the sub-automaton
induced by Qi by the letter i. With the letter $, the state q0 maps to qcheck. Here, if the
input symbol equals the symbol on top of the stack, we pop the stack and stay in qcheck until
we reach the bottom symbol �, in which case an additional letter $ brings us to the final
state qf . If the input symbol does not equal the symbol on top of the state we go to qfail,
which is a trap state for all letters. Every other not yet defined transition on Q maps to the
state qfail. If not stated otherwise, every transition leaves the stack content unchanged.
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For the list B, we construct a real-time 1-turn DPDA MB in a similar way except that
here we push the strings bi on the stack and symbols of strings ai leave the stack unchanged.

The languages accepted by MA and MB are the following ones:

L(MA) = { i1ai1#bi1#i2ai2#bi2#⋯imaim#bim#$aRim⋯a
R
i1$ ∣m ≥ 1, ij ∈ [n], j ≤m}

L(MB) = { i1ai1#bi1#i2ai2#bi2#⋯imaim#bim#$bRim⋯b
R
i1$ ∣m ≥ 1, ij ∈ [n], j ≤m}

Obviously, the given PCP has a solution if and only if L(MA) ∩L(MB) ≠ ∅.
By complementing the set of final states, from MA one would arrive at a real-time 1-turn

DPDA M ′
A such that L(M ′

A) is the complement of L(MA), so that the given PCP has no
solution if and only if L(M ′

A) ⊇ L(MB). J

We will now adapt the presented construction to show that the synchronization problem for
real-time one-turn DPDAs is undecidable in all three synchronization models.

I Theorem 12. The problems 1-Turn-Sync-DPDA-Empty, 1-Turn-Sync-DPDA-
Same, and 1-Turn-Sync-DPDA-Arb are undecidable.

Proof. Let MA and MB be the real-time 1-turn DPDAs from the proof in Theorem 11. We
take these machines as inputs for the construction in the proof of Theorem 5 to obtain the
DPDA M . Therefore, observe that the construction also works if the input machines are
general DPDAs and not only DCAs. Further, observe that for MA and MB, if for both
machines the only active state is the final state, then the stack of all runs is empty and hence
the stack need not be altered in the synchronizing state and all transitions here can act as
the identity and leave the stack unchanged.

If w is a word in L(MA) ∩L(MB), then awb synchronizes M in the empty, same, and
arbitrary stack models; further awb is a 1-turn synchronizing word for M . Conversely, if w
is a 1-turn synchronizing word for M , then w must be of the form avb or auavb where
v ∈ L(MA) ∩L(MB) and u is a word that does not change the stack, as otherwise M could
either not be synchronized or the 1-turn condition is violated. To be more precise, a must be
the first letter of w as otherwise we get stuck in q1

f and q2
f . The letter a resets the machines

MA and MB to their initial state and can only be read when the stack is empty as otherwise
the machine gets stuck. In order to reach final states, both machines MA and MB must
increase and decrease the stack by reading some word v, but as soon as we increased the
stack once, we are not allowed to reset the machine anymore due to the 1-turn condition.
Hence, letters a can only be read while the stack has not been changed yet. Note that for all
three stack models, the construction enforces that any 1-turn synchronizing word brings M
into a configuration where the stack is empty. J

When considering automata as language accepting devices, there is no good use of 0-turn
PDAs, as they cannot exploit their stack. This becomes different if synchronization requires
to end in the same configuration, which means that in particular the stack contents are
identical.

I Theorem 13. The problem 0-Turn-Sync-DPDA-Same is undecidable.

Proof sketch. The proof is by a straight-forward adaption of the previously presented
constructions by getting rid of the check phase; instead, check with the same stack condition
that the two words of the PCP coincide. As we never pop the stack, a 0-turn DPDA will be
sufficient in the construction. J

The picture changes again for other 0-turn stack models, but remains intractable.
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I Theorem 14. The problems 0-Turn-Sync-DCA-Empty, 0-Turn-Sync-DCA-Same
and 0-Turn-Sync-DCA-Arb are PSPACE-hard.

Proof. We give a reduction from DFA-Sync-Into-Subset. Let A = (Q,Σ, δ) be a DFA
with S ⊆ Q. We construct from A a DCA M = (Q ∪ {qstall, qsync},Σ ∪ {a},{N,�}, δ′,�)
where all unions are disjoint. For q ∈ Q, σ ∈ Σ and γ ∈ {N,�}, set δ′(q, σ, γ) = (δ(q, σ), γ).
For the letter a, we set for states q ∈ S, δ′(q, a,�) = (qstall,�) and for states q ∈ Q/S, we
set δ′(q, a,�) = (qstall,N). For qstall we set δ′(qstall, a,�) = (qsync,�) and δ′(qstall, a,N) =
(qstall,N). All transitions not yet defined act as the identity and leave the stack unchanged.

First, assume there exists a word w ∈ Σ∗ that synchronizes Q into S in the DFA A. Then
clearly waa synchronizes M in the arbitrary stack model. Now, assume there exists a word
w ∈ (Σ ∪ {a})∗ that synchronizes M in the arbitrary stack model. Then, w must contain at
least two occurrences of a to bring all states into the sink state qsync. In order to reach qsync
the states in Q need to pass through the state qstall but by doing so, it is noted on the stack
if an active state transitions from Q/S into qstall and only the active states coming from S

are allowed to pass on to qsync. In qstall the stack content cannot be changed and hence the
prefix of w up to the first occurrence of the letter a must have already synchronized Q into S
in the DFA A. Note that M can only be synchronized by a word that leaves all stacks empty,
hence the result follows for all three stack models. J

I Corollary 15. The problems 0-Turn-Sync-DPDA-Empty and 0-Turn-Sync-DPDA-
Arb are PSPACE-hard.

Proof. The claim follows from Theorem 14 by inclusion of automata classes. J

I Theorem 16. 0-Turn-Sync-DPDA-Empty,0-Turn-Sync-DPDA-Arb ∈ PSPACE.

Proof sketch. In the empty stack model, the 0-turn condition forbids us to write anything
on the stack at all. Hence, consider a 0-turn DPDA with state set Q as a DFA A, with one
additional state qtrap which is entered whenever the DPDA wants to push or pop anything.
For each q ∈ Q, run the PSPACE-algorithm for the Sync-From-Into-Subset instance
(A,Q,{q}). For the arbitrary stack model, due to the 0-turn condition, for each run only
the symbol on top of the stack must be ever stored. Consider a 0-turn DPDA with state
set Q and stack alphabet Γ as a DFA A with state set Q × Γ and one additional state qtrap
which is entered whenever the DPDA wants to pop anything. For each q ∈ Q, run the
PSPACE-algorithm for the Sync-From-Into-Subset instance (A,Q × {�},{q} × Γ). J

I Theorem 17. 1-Turn-Sync-DCA-Empty, 1-Turn-Sync-DCA-Same, and 1-Turn-
Sync-DCA-Arb in PSPACE.

Notice that PSPACE-hardness is inherited from corresponding results for visibly counter
automata, as obtained in [17].

Proof. Let M = (Q,Σ,Γ, δ,�) be a DCA. As we are looking into 1-turn behavior, any
computation that we are interested would split into two phases: in the first upstroke phase,
the counter is incremented or stays constant, while in the second downstroke phase, the
counter is decremented or stays constant. In particular, because the counter is 1-turn, after
the first counter increment, any zero-test will always return false, while in the downstroke
phase, when zero-tests return true, then all future computations cannot decrement the
counter any further, so that at the end, the counter will also contain zero. We are formalizing
this intuition to create a machine that has an awareness about its phase stored in its states
and that is behaving very similar. In the rest of the proof, a spread-out variant of a word
a1a2⋯an of length n, with symbols ai from Σ, is any word in a1Σa2Σ⋯anΣ of length 2n.
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We will now construct from M and q ∈ Q a deterministic 1-turn counter automaton Mq

that accepts precisely all spread-out variants of words that M would accept when starting
in state q and finishing its 1-turn computation (in any state) with the empty stack, but
that keeps track of a basic property of managing the counter in so-called stages. Mq has
the state set Q × {1,2,3,4} × {0,1}, (q,1,0) as its initial state, and as its set of final states,
take Q × {1,4} × {0}. The transitions of δq can be defined with the following semantics in
mind (details are given in [18]): (a) the last bit always alternates, (b) the spread-out is used
to enable a deterministic work and to make sure that the simulated machine has counter
content zero if the simulating automaton Mq is in one of the states from Q × {1,4} × {0},
(c) Mq changes from Q × {1} × {0,1} to Q × {2} × {0,1} if the counter is no longer zero, so
that the simulated machine has “properly” entered the upstroke phase, (d) Mq changes from
Q×{2}×{0, 1} to Q×{3}×{0, 1} if the simulated machine made its first pop, i.e., it “properly”
entered the downstroke phase, (e) Mq changes from Q × {3} × {0, 1} to Q × {4} × {0, 1} if the
counter has become zero again.

Now, we build the ∣Q∣-fold product automaton M ∣Q∣
Empty from all automata Mq with the

start state ((q1,1,0), (q2,1,0), . . . , (q∣Q∣,1,0)), assuming Q = {q1, . . . , q∣Q∣}. This means that
M
∣Q∣
Empty has (8∣Q∣)∣Q∣ many states and ∣Q∣ many counters, each of which makes at most one

turn. Now observe that a word w synchronizesM with empty stack, say, in state p, if and only
if any spread-out variant of w drives M ∣Q∣

Empty into a state ((p, i1,0), (p, i2,0), . . . , (p, i∣Q∣,0))
for some ij ∈ {1,4} for all 1 ≤ j ≤ ∣Q∣. Now, define {((p, i1,0), (p, i2,0), . . . , (p, i∣Q∣,0)) ∣ p ∈
Q, ij ∈ {1, 4} for 1 ≤ j ≤ ∣Q∣} as final states of M ∣Q∣

Empty. We see that M is synchronizable with
empty stack if and only if M ∣Q∣

Empty accepts any word. As Gurari and Ibarra have shown in
[24, Lemma 2], M ∣Q∣

Empty accepts any word if and only if it accepts any word up to length
(∣Q∣(8∣Q∣)∣Q∣∣Σ∣)O(∣Q∣) ≤ (∣Q∣(8∣Q∣∣Σ∣)O(∣Q∣)2),2 within the same time bounds. Now, testing all
these words for membership basically needs two counters that are able to capture numbers
of size (∣Q∣(8∣Q∣∣Σ∣)O(∣Q∣)2), which means we need polynomial space in ∣Q∣ and ∣Σ∣ to check if
M is synchronizable with empty stack.

By considering M ∣Q∣
Empty with final states ((p, i1,0), (p, i2,0), . . . , (p, i∣Q∣,0)) for arbitrary

p ∈ Q and ij ∈ {1,2,3,4}, this way defining an automaton M
∣Q∣
Arb, we can check if M is

synchronizable in the arbitrary stack model also in polynomial space with the same argument.
From M

∣Q∣
Empty, we can also construct a nondeterministic 1-turn ∣Q∣-counter machine M ∣Q∣

Same
by adding a nondeterministic move from ((p, i1,0), (p, i2,0), . . . , (p, i∣Q∣,0)) for arbitrary
p ∈ Q and ij ∈ {1,2,3,4} upon reading some arbitrary but fixed σsync ∈ Σ to a special state
qdec in which state we loop upon reading σsync ∈ Σ, decrementing all counters at the same
time; finally, there is the possibility to move to qf (that is the only finaly state now) upon
reading σsync ∈ Σ if all counters are empty. Notice that also this automaton M

∣Q∣
Same has

(O(∣Q∣))∣Q∣∣Σ∣ many transitions, so that with using [24, Lemma 2], we can again conclude
that synchronizability with same stack can be checked in polynomial space for M . J

2 In the cited lemma, the number of steps of the checking machine is upper-bounded by (ms)O(m), where
m is the number of 1-turn counters and s is the number of transitions of the machine.
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6 Sequential Transducers

We will now introduce a new concept of synchronization of sequential transducers.3 We call
T = (Q,Σ,Γ, q0, δ, F ) a sequential transducer (ST for short) if Q is a finite set of states, Σ is
a finite input alphabet, Γ is a finite output alphabet, q0 is the start state, δ∶Q×Σ→ Q×Γ∗ is
a total transition function, and F is a set of final states. We generalize δ from input letters to
words by concatenating the produced outputs, i.e., for q, q′, q′′ ∈ Q, σ1, σ2 ∈ Σ, γ1, γ2 ∈ Γ∗ and
transitions δ(q, σ1) = (q′, γ1), δ(q′, σ2) = (q′′, γ2) we define δ(q, σ1σ2) = (q′′, γ1γ2). We say
that a word w trace-synchronizes a sequential transducer T if for all states p, q ∈ Q it holds
that δ(p,w) = δ(q,w). Intuitively, w brings all states of T to the same state and produces
the same output on all states. It can be viewed as a reset word, which is not a separating
sequence for any pair of states (see [42] for separating sequences concerning homing and
synchronizing sequences of transducers). Again, we might neglect start and final states.

I Definition 18 (Trace-Sync-Transducer).
Given: Sequential transducer T = (Q,Σ,Γ, δ).
Question: Does there exists a word w ∈ Σ∗ that trace-synchronizes T?

I Theorem 19. The problem Trace-Sync-Transducer is undecidable.

Proof. (Sketch) We adapt the construction of M in Theorem 13 to obtain a sequential
transducer T in the following way: Each time we push a letter to the stack in QAi or QBi ,
instead we now output this letter. Whenever we leave the stack unchanged, we now simply
do not produce any output. The trace-synchronizing condition now steps in and ensures that
the the stack contents (in the notion of Theorem 13) are equal. J

Observe that relations between undecidability questions of transducers and context-free
grammars have been previously noticed in [7, 23, 26].

7 Prospects

It would be interesting to look into the synchronization problem for further automata models.
In view of the undecidability results that we obtained in this paper, a special focus should
be to look into deterministic automata classes with a known decidable inclusion problem,
as otherwise it should be possible to adapt our undecidability proofs for synchronizability
to these automata models. To make this research direction more clear: (a) There are quite
efficient algorithms for the inclusion problem for so-called very simple deterministic pushdown
automata, see [51]; (b) a proper super-class of these languages are so-called NTS languages
that also have a deterministic automaton characterization4 but their inclusion problem is
undecidable, see [43, 8]. The overall aim of this research would be to find the borderline
between decidable and undecidable synchronizability and, moreover, within the decidable
part, to determine the complexity of this problem. A step in this research direction has
been made in direction of (sub-classes of) visibly deterministic pushdown automata in [17].
Interestingly enough, that research line also revealed some cases where synchronizability can
be decided in polynomial time, quite in contrast to the situation found in the present study.

3 The definitions in the literature are not very clear for finite automata with outputs. We follow here the
name used by Berstel in [6]; Ginsburg [20] called Berstel’s sequential transducers generalized machines,
but used the term sequential transducer for the nondeterministic counterpart.

4 This is rather implicit in the literature, which is one of the reasons why we do not present more details
here; one would have to first define the automaton model properly.
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Another approach is to look into variants of synchronization problems for DPDAs, such
as restricting the length of a potential synchronizing word. It follows from the NP-hardness
of this problem for DFAs [40, 16] and the polynomial-time solvability of the membership
problem for DPDAs that for unary encoded length bounds this problem is NP-complete for
DPDAs as well, and contained in EXPTIME for binary encoded length bounds. The precise
complexity status of this problem for binary encoded length bounds could be a topic of future
research.
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Abstract
We study the computational complexity of solving mean payoff games. This class of games can
be seen as an extension of parity games, and they have similar complexity status: in both cases
solving them is in NP ∩ coNP and not known to be in P. In a breakthrough result Calude, Jain,
Khoussainov, Li, and Stephan constructed in 2017 a quasipolynomial time algorithm for solving
parity games, which was quickly followed by a few other algorithms with the same complexity. Our
objective is to investigate how these techniques can be extended to mean payoff games.

The starting point is the combinatorial notion of universal trees: all quasipolynomial time
algorithms for parity games have been shown to exploit universal trees. Universal graphs extend
universal trees to arbitrary (positionally determined) objectives. We show that they yield a family of
value iteration algorithms for solving mean payoff games which includes the value iteration algorithm
due to Brim, Chaloupka, Doyen, Gentilini, and Raskin.

The contribution of this paper is to prove tight bounds on the complexity of algorithms for mean
payoff games using universal graphs. We consider two parameters: the largest weight N in absolute
value and the number k of weights. The dependence in N in the existing value iteration algorithm is
linear, we show that this can be improved to N1−1/n and obtain a matching lower bound. However,
we show that we cannot break the linear dependence in the exponent in the number k of weights
implying that universal graphs do not yield a quasipolynomial time algorithm for solving mean
payoff games.
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1 Introduction

A mean payoff game is played over a finite graph whose edges are labelled by integer weights.
The interaction of the two players, called Eve and Adam, describe a path in the graph. The
goal of Eve is to ensure that the (infimum) limit of the weights average is non-negative.

The model of mean payoff games was introduced independently by Ehrenfeucht and
Mycielski [11] and by Gurvich, Karzanov, and Khachiyan [18]. A fundamental property
proved in both papers is that such games are positionally determined, meaning that for
both players, if there exists a strategy ensuring mean payoff, then there exists one using no
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34:2 Universal Graphs and Mean Payoff Games

memory at all. This holds for both players and is the key argument implying the intriguing
complexity status of solving mean payoff games: the decision problem is in NP and in coNP,
but not known to be solvable in polynomial time. It is unlikely to be NP-complete, since
this would imply that NP = coNP. Hence such a problem is either solvable in polynomial
time or an interesting piece in the landscape of computational complexity. This is one of the
reasons that makes the study of mean payoff games exciting. In addition to game theory, the
study of mean payoff games is motivated by verification and synthesis of programs, and by
their intricate connections to optimisation and linear programming. For instance, the model
of mean payoff games has been recently shown to be connected to the existence of a strongly
polynomial time algorithm for linear programming, which is the 9th item in Smale’s list of
problems for the 21st century [30]. Allamigeon, Benchimol, Gaubert, and Joswig [1] have
shown that a strongly polynomial time semi-algebraic pivoting rule in linear programming
would solve mean payoff games in strongly polynomial time.

The seminal paper of Zwick and Paterson [32] relates mean payoff games to discounted
payoff games and simple stochastic games, and most relevant to our work, constructs an
algorithm for solving mean payoff games with complexity O(n2mN), where n is the number
of vertices, m the number of edges, and N the largest weight in absolute value. If the weights
are given in unary N is polynomial in the representation, so we say that the algorithm is
pseudopolynomial. The question whether there exists a polynomial time algorithm for mean
payoff games with the usual representation of weights, meaning in binary, is open. The
currently fastest algorithm for mean payoff games is randomised and achieves subexponential
complexity 2Õ(

√
n). It is based on randomised pivoting rules for the simplex algorithm devised

by Kalai [21, 22] and Matoušek, Sharir and Welzl [27].
We are in this work interested in deterministic algorithms for solving mean payoff

games. There are two fastest deterministic algorithms: the value iteration algorithm of
Brim, Chaloupka, Doyen, Gentilini, and Raskin [3], which has complexity O(nmN), and the
algorithm of Lifshits and Pavlov [26] with complexity O(nm2n). They are incomparable:
the former is better when N ≤ 2n and otherwise the latter prevails. Very recently Dorfman,
Kaplan, and Zwick [10] presented an improved version of the value iteration algorithm with
a complexity O(min(nmN,nm2n/2 log(N))), an improvement over the previous algorithm
when N = Ω(n2n/2).

Solving a mean payoff game is very related to constructing an optimal strategy, meaning
one achieving the highest possible value. The state of the art for this problem is due to
Comin and Rizzi [7] who designed a pseudopolynomial time algorithm.

Parity games

It is most instructive in this context to think of parity games as a subclass of mean payoff games.
Indeed, a parity game with priorities in 0, . . . , d is turned into an equivalent mean payoff game
by replacing an edge of priority p by one of weight (−n)p. The breakthrough result of Calude,
Jain, Khoussainov, Li, and Stephan [4] was to construct a quasipolynomial time algorithm
for solving parity games. Following decades of exponential and subexponential algorithms,
this very surprising result triggered further research: soon after further quasipolynomial time
algorithms were constructed reporting almost the same complexity, which is roughly nO(log d).
Let us classify them in two families.

The first family of algorithms includes the original algorithm by Calude, Jain, Khoussainov,
Li, and Stephan [4] (see also [12] for a presentation of the algorithm as value iteration), then
the succinct progress measure algorithm by Jurdziński and Lazić [19] (see also [13] for a
presentation of the algorithm using universal trees explicitly) and the register games algorithm
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by Lehtinen [24] (see also [29] for a presentation of the algorithm using good-for-small-games
automata explicitly). Bojańczyk and Czerwiński [2] introduced the separation question,
describing a family of algorithms for solving parity games based on separating automata,
and showed that the first quasipolynomial time algorithm yields a quasipolynomial solution
to the separation question. Later Czerwiński, Daviaud, Fijalkow, Jurdziński, Lazić, and
Parys [8] showed that the other two algorithms also yield quasipolynomial solutions to the
separation question. The main contribution of [8] is to show that any separating automaton
contains a universal tree in its set of states; in other words, the three algorithms in this first
family induce three (different) constructions of universal trees.

The second family of algorithms is so-called Zielonka-type algorithms, inspired by the
exponential time algorithm by Zielonka [31]. The first quasipolynomial time algorithm is due
to Parys [28], its complexity was improved by Lehtinen, Schewe, and Wojtczak [25]. Recently
Jurdziński and Morvan [20] constructed a universal attractor decomposition algorithm
encompassing all three algorithms: each algorithm is parameterised by the choice of two
universal trees (one of each player).

From universal trees to universal graphs

All quasipolynomial time algorithms for parity games fall in one of two families, and both are
based on the combinatorial notion of universal trees. This notion is by now well understood,
with almost matching upper and lower bounds on the size of universal trees [13, 8]. The
lower bound implies a complexity barrier applying to both families of algorithms, hence to
all known quasipolynomial time algorithms.

Universal trees arise in the study of the parity objective, the tree structure representing
the nested behaviour of priorities. Colcombet and Fijalkow [5, 6] introduced the notion of
universal graphs to extend universal trees from parity objectives to arbitrary (positionally
determined) objectives. The main result of [6] is an equivalence result between good-for-small-
games automata1 and universal graphs. More specifically, a good-for-small-games automaton
induces a universal graph of the same size, and vice versa. This equivalence extends the
results of [8] relating separating automata and universal trees to any positionally determined
objectives, so in particular for parity and mean payoff games.

Universal graphs for labelling schemes

The notion of universal graphs has been extensively studied in the unrelated context of
labelling schemes: the goal is to assign a short bitstring (called a label) to every node of a
graph so that a query concerning two nodes can be answered by looking at their corresponding
labels alone. As a prime example, labelling nodes of an undirected graph for adjacency
queries is known to be equivalent to constructing a so-called subgraph induced universal
graph [23]. Even though for some queries approaches based on an appropriately chosen
notion of universal graphs are known to be suboptimal [16], we also have examples in which
they allow for a significantly simpler and more efficient solution [17].

1 Good-for-small-games automata extend the notion of separating automata by including restricted
non-determinism. This notion is useful to capture Lehtinen’s register games algorithm, as explained
in [6], see also [29] for a similar point of view.
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Contributions

Section 2 is devoted to a development of the theory of universal graphs for solving games
with arbitrary positionally determined objectives: we show that universal graphs yield a
family of value iteration algorithms whose time complexity is proportional to the number
of vertices of the universal graph and space complexity proportional to its logarithm. This
improves upon the previous approaches [2, 6] by reduction to safety games whose (time and
space) complexity is proportional either to the number of edges or to the number of vertices
of the universal graph.

Section 3 applies this result for mean payoff objectives implying that the value iteration
algorithm due to Brim, Chaloupka, Doyen, Gentilini, and Raskin [3] is an instance of the
family of algorithms based on universal graphs. The rest of the paper gives upper and lower
bounds on the size of universal graphs for mean payoff games along two parameters: the
largest weight N in absolute value and the number k of distinct weights.

Section 4: Universal graphs parametrised by the largest weight

The universal graph underlying the value iteration algorithm of [3] has size nN . We show
that this can be improved by constructing a universal graph of size at most 2n2N1−1/n,
which is asymptotically smaller than nN when N is exponential in n. This induces a new
algorithm with time complexity O(nm(nN)1−1/n) and space complexity O(n log(N)). We
then prove a matching lower bound: all universal graphs have size at least N1−1/n. This
implies that the linear dependence in N cannot be significantly improved for algorithms
using universal graphs.

Section 5: Universal graphs parametrised by the number k of different weights

There is a universal graph of size O(nk) for solving mean payoff games of size n with at
most k weights. We prove an almost matching lower bound: for all k, there exists a set of k
weights such that all corresponding universal graphs have size at least Ω(nk−2). This implies
that algorithms using universal graphs cannot break the O(nΩ(k)) barrier, and in particular
do not have quasipolynomial complexity.

2 Universal graphs and value iteration algorithms

In this section we define universal graphs and show how they yield algorithms for solving
games. There are two existing approaches both constructing reductions to safety games. The
most direct one [6] yields algorithms whose (time and space) complexity is proportional to
the number of edges of the universal graph. A better complexity is obtained by relating
universal graphs to separating automata as introduced in [2] and yields algorithms whose
(time and space) complexity is proportional to the number of vertices of the universal graph.

The core of this section is to show that universal graphs also yield a family of value
iteration algorithms, whose time complexity is proportional to the number of vertices of the
universal graph. The main benefit is in the space complexity, which becomes proportional to
the logarithm of the number of vertices of the universal graph. The developments of this
section are very general as they apply to any objective which is positionally determined. We
will instantiate this to the class of mean payoff objectives in the next section.

We write [i, j] for the interval {i, i+ 1, . . . , j − 1, j}, and use parentheses to exclude
extremal values, so [i, j) is {i, i+ 1, . . . , j − 1}. We let C denote a set of colours and write C∗
for finite sequences of colours (also called finite words), C+ for finite non-empty sequences,
and Cω for infinite sequences (also called infinite words).
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Universal graphs
We deliberately postpone the definitions related to games: indeed the notion of universal
graphs is a purely combinatorial notion on graphs and ignores the interactive aspects of
games.

Graphs

We consider edge labelled directed graphs: a graph is given by a (finite) set V of vertices and
a (finite) set E ⊆ V × C × V of edges. A vertex v for which there exists no outgoing edge
(v, `, v′) ∈ E is called a sink. We let n denote the number of vertices and m the number of
edges. The size of a graph is its number of vertices.

Homomorphisms

For two graphs G,G′, a homomorphism φ : G→ G′ maps the vertices of G to the vertices of
G′ such that

(v, `, v′) ∈ E =⇒ (φ(v), `, φ(v′)) ∈ E′.

As a simple example that will be useful later on, note that if G′ is a super graph of G,
meaning they have the same set of vertices and every edge in G is also in G′, then the identity
is a homomorphism G→ G′. We say that G maps into G′ if there exists a homomorphism
G→ G′.

Paths

A path π is a (finite or infinite) sequence of consecutive edges, where consecutive means
that the third component of a triple in the sequence matches the first component of the
next triple. In the case of a finite path we write last(π) for the last vertex in π. We
write π = (v0, `0, v1)(v1, `1, v2) · · · and let π≤i denote the prefix of π of length i, meaning
π≤i = (v0, `0, v1) · · · (vi−1, `i−1, vi).

Objectives

An objective is a set Ω ⊆ Cω of infinite sequences of colours. A sequence of colours belonging
to Ω is said to satisfy Ω. We say that a path in a graph satisfies Ω, or that it is winning
when Ω is clear from context, if the sequence of labels it visits belongs to Ω. A path is said
to be maximal if it is either infinite or ends in a sink.

In the remainder of this section we will work with a generic objective Ω. However it is
convenient to assume that Ω is prefix independent. Formally, this means that Ω = C∗ · Ω, or
equivalently for all w ∈ C∗ and ρ ∈ Cω, we have ρ ∈ Ω ⇐⇒ w · ρ ∈ Ω. This assumption
can be lifted at the price of working with graphs with a distinguished initial vertex v0 which
must be preserved by homomorphisms. Although all results extend, we chose not to work in
this slightly more general setting since the mean payoff objective is prefix independent.

I Definition 1 (Graphs satisfying an objective). Let Ω be a prefix independent objective. A
graph satisfies Ω if all maximal paths are infinite and winning.

Note that if a graph contains a sink, it does not satisfy Ω because it contains some finite
maximal path.
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I Definition 2 (Universal graphs). Let Ω be a prefix independent objective. A graph U is
(n,Ω)-universal if it satisfies the following two properties:
1. it satisfies Ω,
2. for any graph G of size n satisfying Ω, there exists a homomorphism φ : G→ U .
When considering a universal graph U we typically let VU and EU denote the sets of vertices
and edges of U , respectively.

It is not clear that for any objective Ω and n ∈ N there exists an (n,Ω)-universal graph.
Indeed, the definition creates a tension between “satisfying Ω”, which restricts the structure,
and “mapping any graph of size n satisfying Ω”, implying that the graph witnesses varied
behaviours. A simple construction of an (n,Ω)-universal graph is to take the disjoint union
of all graphs of size n satisfying Ω. Since up to renaming of vertices there are finitely many
such graphs for a fixed n, this yields a very large but finite (n,Ω)-universal graph.

Solving games using universal graphs by reduction to safety games

We now introduce infinite duration games on graphs and describe two first approaches for
solving games using universal graphs by reduction to safety games [2, 6]. We start with the
most direct one [6] as it does not require any deeper understanding of universal graphs, and
then briefly discuss the second one which actually relies on their connections to separating
automata [2].

Arenas

An arena is given by a graph containing no sink together with a partition VEve ]VAdam of
its set V of vertices describing which player controls each vertex.

Games

A game is given by an arena and an objective. We often let G denote a game, its size is the
size of the underlying graph. It is played as follows. A token is placed on some initial vertex
vinit, and the player who controls this vertex pushes the token along an edge, reaching a
new vertex; the player who controls this new vertex takes over, and this interaction goes on
forever describing an infinite path.

Strategies

We write PathEveG (vinit) for the set of finite paths of G starting from vinit and ending in
VEve. A strategy for Eve from vinit is a map σ : PathEveG (vinit) → E such that for all
π ∈ PathEveG (vinit), σ(π) is an edge in E from last(π). Note that we always take the point of
view of Eve, so a strategy implicitely means a strategy of Eve, and winning means winning
for Eve. We say that an infinite path π = (v0, `0, v1)(v1, `1, v2) · · · is consistent with the
strategy σ if for all i, if vi ∈ VEve, then σ(π≤i) = (vi, `i, vi+1).

A strategy σ is winning from vinit if all infinite paths starting from vinit and consistent
with σ are winning. Solving a game is the following decision problem:

INPUT: a game G and an initial vertex vinit

OUTPUT: “yes” if Eve has a winning strategy from vinit, “no” otherwise.
We say that vinit is a winning vertex of G when the answer to the above problem is

positive.
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Positional strategies

Positional strategies make decisions only considering the current vertex: σ : VEve → E. A
positional strategy induces a strategy σ̂ : PathEveG (vinit)→ E by σ̂(π) = σ(last(π)), where by
convention the last vertex of the empty path is the initial vertex vinit.

I Definition 3 (Positionally determined objectives). We say that an objective Ω is positionally
determined if for every game with objective Ω and initial vertex vinit, whenever there exists a
winning strategy from vinit then there exists a positional winning strategy from vinit.

Given a game G, an initial vertex vinit, and a positional strategy σ we let G[σ, vinit] denote
the graph obtained by restricting G to vertices reached by σ from vinit and to the moves
prescribed by σ. Formally, the set of vertices and edges is

V [σ, vinit] = {v ∈ V : there exists a path from vinit to v consistent with σ} ,
E[σ, vinit] = {(v, `, v′) ∈ E : v ∈ VAdam or (v ∈ VEve and σ(v) = (v, `, v′))}

∩ V [σ, vinit]× C × V [σ, vinit].

Our assumption that games do not contain sinks is essential for the following fact.

I Fact 1. Let Ω be a prefix independent objective, G a game, vinit an initial vertex, and
σ a positional strategy. Then the strategy σ is winning from vinit if and only if the graph
G[σ, vinit] satisfies Ω.

Safety games

The safety objective Safe on two colours C = {ε,Lose} is given by Safe = {εω}. In words,
an infinite path is winning if it avoids the colour Lose. The following lemma is folklore.

I Lemma 4. Given a safety game with m edges, there exists an algorithm running in time
and space O(m) which computes the set of winning vertices.

Consider a game G with objective Ω of size n and an (n,Ω)-universal graph U , we construct
a safety game G . U as follows. The arena for the game G . U is given by the following set of
vertices and edges

V′Eve = VEve × VU ] VU × E,
V′Adam = VAdam × VU ,
E′ = {((v, s), ε, (s, `, v′)) : s ∈ VU , (v, `, v′) ∈ E}

∪ {((s, `, v′), ε, (v′, s′)) : (s, `, s′) ∈ EU , v′ ∈ V }
∪ {((s, `, v′),Lose, (s, `, v′)) : s ∈ VU , (v, `, v′) ∈ E}

In words: the game G . U simulates G. From (v, s), the following two steps occur. First,
the player who controls v picks an edge (v, `, v′) ∈ E as he would in G, and second, Eve
chooses which edge (s, `, s′) to follow in the universal graph U . If Eve is unable to play
in U (because there are no outgoing edges of the form (s, `, s′)), she is forced to choose
((s, `, v′),Lose, (s, `, v′)) and lose the safety game.

I Theorem 5. Let Ω be a prefix independent positionally determined objective. Let G be a
game of size n with objective Ω and U an (n,Ω)-universal graph. Let vinit be a vertex. Then
Eve has a winning strategy in G from vinit if and only if there exists a vertex sinit in U such
that she has a winning strategy in the safety game G . U from (vinit, sinit).

MFCS 2020
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This theorem can be used to reduce games with objective Ω to safety games, yielding an
algorithm whose complexity is proportional to the number of edges of U . Indeed, recall that
the complexity of solving a safety game is proportional to the number of edges. The number
of edges of G . U is O(n ·mU ) so the overall complexity is O(n ·mU ).

Moving towards more efficient algorithms, we proceed to describing the structure of
saturated universal graphs.

I Definition 6 (Linear graphs). A graph G is linear if there exists a total order ≤ on the
vertices of G satisfying the following two properties:

if v′ ≤ v and (v′, `, v′′) ∈ E, then (v, `, v′′) ∈ E,
if (v, `, v′) ∈ E and v′′ ≤ v′, then (v, `, v′′) ∈ E.

We refer to the first property as left composition and the second as right composition.

The following lemma can be seen as a consequence of a result from [6], which we adapt
to our vocabulary.

I Lemma 7 (from Lemma 9 in [6]). Let Ω be a prefix independent positionally determined
objective. Then for every graph G satisfying Ω, there exists a linear graph G′ no larger than
G and a homomorphism φ : G→ G′.

A direct consequence of Lemma 7 is if there exists an (n,Ω)-universal graph U , then there
exists an (n,Ω)-universal linear graph no larger than U .

This is the key ingredient for determinising universal graphs [6]: an (n,Ω)-universal graph
is deterministic if for every vertex s ∈ VU and colour ` ∈ C there exists at most one edge
(s, `, s′) ∈ EU . We state the result but do not elaborate further.

I Corollary 8. Let Ω be a prefix independent positionally determined objective and U an
(n,Ω)-universal graph. There exists a deterministic (n,Ω)-universal graph no larger than U .

This yields an algorithm of improved time and space complexity O(n|C| · nU ) using the
reduction to the safety game G . U .

Solving games using universal graphs by value iteration
We now further analyse the structure of universal graphs in order to define a notion of
progress measures which in turn will allow us to construct value iteration algorithms. This
improves on the two previous approaches by drastically decreasing the space complexity.

Let us consider a linear (n,Ω)-universal graph U . We let U> denote the linear graph U
extended with a vertex > and the edges (>, `,>) for all ` ∈ C, as well as (>, `, s) for s ∈ VU .
We extend ≤ to U> by making > maximal, which makes U> linear. We define a notion of
progress measures for games extending the notion of homomorphisms for graphs.

I Definition 9 (Progress measures). A progress measure for the game G is a function
φ : V → VU> such that:

for v ∈ VEve, there exists (v, `, v′) ∈ E such that (φ(v), `, φ(v′)) ∈ EU> ,
for v ∈ VAdam, for all (v, `, v′) ∈ E we have (φ(v), `, φ(v′)) ∈ EU> .

We let Π denote the set of functions φ : V → VU> and equip it with the pointwise order
induced by ≤: we say that φ ≤ φ′ if for all vertices v ∈ V we have φ(v) ≤ φ′(v).
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I Theorem 10. Let Ω be a prefix independent positionally determined objective, G a game
with objective Ω, and U an (n,Ω)-universal linear graph. There exists a unique minimal
progress measure φ ∈ Π and it has the following property: for all vertices vinit ∈ V , we have
φ(vinit) 6= > if and only if Eve has a winning strategy from vinit.

The value iteration algorithm constructs the minimal progress measure. The key insight
is to approach this task as a smallest fixed point computation: progress measures are seen
as the pre fixed points of a set of operators, and the algorithm computes the smallest fixed
point for this set of operators, i.e. the minimal progress measure.

Let U be an (n,Ω)-universal linear graph. We let sinit the smallest vertex in U . We let
δ : VU ×C → VU denote the function defined by δ(s′, `) = min {s : (s, `, s′) ∈ EU}. Note that
s ≥ δ(s′, `) if and only if (s, `, s′) ∈ EU thanks to left composition in U .

We introduce a set of operators Liftv for each vertex v ∈ V . For a vertex v ∈ V the
operator Liftv : Π→ Π is defined by

Liftv(φ)(v) = max {min({δ(φ(v′), `) : (v, `, v′) ∈ E}), φ(v)} for v ∈ VEve
Liftv(φ)(v) = max {max({δ(φ(v′), `) : (v, `, v′) ∈ E}), φ(v)} for v ∈ VAdam
Liftv(φ)(v′) = φ(v′) for v′ 6= v

We reformulate the definition of φ being a progress measure using the lift operators as
follows.

I Lemma 11. The function φ : V → VU> is a progress measure if and only if for all v ∈ V
we have φ ≥ Liftv(φ).

The algorithm is given in Algorithm 1, it is an instance of Kleene’s fixed point algorithm
in a finite complete lattice with a set of inflationary and monotone operators. The next
lemma states the properties implying the correctness of this algorithm.

Algorithm 1 The value iteration algorithm.

Data: A game G of size n with objective Ω and an (n,Ω)-universal linear graph.
for v ∈ V do

φ(v)← sinit ;
repeat

Choose v ∈ V such that φ 6≥ Liftv(φ) ;
φ← Liftv(φ) ;

until ∀v ∈ V, φ ≥ Liftv(φ);
return φ

I Lemma 12. The set Π with the pointwise order induced from VU> is a finite complete lattice.
For all v ∈ V , the operator Liftv is inflationary, meaning φ ≤ Liftv(φ), and monotone,
meaning φ ≤ φ′ implies Liftv(φ) ≤ Liftv(φ′).

I Theorem 13. Let Ω be a prefix independent positionally determined objective, G a game
with objective Ω, and U an (n,Ω)-universal linear graph. The value iteration algorithm
outputs the minimal progress measure in time O(m · nU ) and space O(n · log(nU )).
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3 Universal graphs for mean payoff games

We now focus on universal graphs for mean payoff objectives. Let W ⊆ Z be the set of
colours, then

MeanPayoffW =
{
w = (w0, w1, . . . ) : lim inf

`

1
`

`−1∑
i=0

wi ≥ 0
}
.

The set W is called the set of weights. Mean payoff objectives are prefix independent and
positionally determined [11, 32] and extend parity objectives in the following sense. Let d be
a natural number, we consider the set of colours [1, d] called priorities. Let us define

Parityd = {w : the largest priority appearing infinitely many times in w is even} .

Let n be a natural number and W = {(−n)p : p ∈ [1, d]}, then for all arenas A of size at
most n and initial vertex vinit, Eve has a winning strategy from vinit in the game induced by
A and the objective MeanPayoffW if and only if she has a winning strategy from vinit in the
game induced by A and the objective Parityd.

Let us state in the following theorem the existing results about universal graphs for parity
objectives.

I Theorem 14 ([8, 5]). For all n, d:
There exists an (n,Parityd)-universal graph of size nO(log(d)).
All (n,Parityd)-universal graphs have size at least nΩ(log(d)).

The remainder of this paper extends this study to mean payoff objectives, hence for any
set of weights W . We consider two parameters on W : the largest weight N in absolute value
in Section 4, in other words the case where W = (−N,N), and the number of weights, i.e.
the cardinality of W , in Section 5.

The construction of a universal graph
Recall that a graph satisfies mean payoff if all maximal paths are infinite and satisfy mean
payoff. This can be easily characterised using cycles: a cycle is a path of length ` such
that v0 = v`. A cycle (v0, w0, v1) · · · (v`−1, w`−1, v0) is negative if its total weight is negative,
meaning

`−1∑
i=0

wi < 0.

I Fact 2. A graph satisfies mean payoff if and only if it does not contain any sinks or
negative cycles.

Let W be a set of weights. We speak of a W -graph if all the weights in the graph belong
to W , and of an (n,W )-graph if additionally its size is at most n. We define a class of graphs
called integer graphs. An integer W -graph is given by a finite subset A of the integers: the
set of vertices is A and for any v, v′ ∈ A and w ∈W there is an edge from v to v′ labelled by
w if v′ − v ≤ w. When defining integer graphs we drop W when it is clear from the context
or irrelevant.

Some remarks are in order. First, integer graphs satisfy mean payoff, which follows from
the fact that they do not contain sinks (thanks to the self loop labelled by 0) nor negative
cycles. The translation A + p of an integer graph A by p ∈ Z is isomorphic to A. It also
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holds that for A,B two integer W -graphs, A maps into B if and only if there exists p ∈ Z
such that A+ p ⊆ B. Finally, integer graphs are linear as defined in the previous section for
the natural order on integers.

The key yet simple observation for understanding universal graphs for mean payoff is
that given a graph with no negative cycles we can define a distance between vertices: the
distance dist(v, v′) from a vertex v to another vertex v′ is the smallest sum of the weights
along a path from v to v′ (when such a path exists).

We let ΣW,n denote the set of sums of at most n− 1 terms from W .

I Lemma 15. Let G be a (n,W )-graph satisfying MeanPayoffW . There exists an integer
graph L of size at most n such that G homomorphically maps into L. Further, L maps into
the integer W -graph [0, nN) and into the integer W -graph ΣW,n, and two consecutive integers
in L are no more than N apart.

This lemma has two important consequences. The first is upper bounds on the size of
universal graphs for mean payoff objectives for both parameters.

I Corollary 16.
The integer (−N,N)-graph [0, nN) is (n, MeanPayoff(−N,N))-universal and has size nN .
For every W of cardinality k, the integer W -graph ΣW,n is (n, MeanPayoffW )-universal
and has size O(nk).

The second corollary will be useful for proving lower bounds as we will restrict our
attention to integer graphs.

I Corollary 17. For every (n, MeanPayoffW )-universal graph, there exists an
(n, MeanPayoffW )-universal integer graph of at most the same size.

We state here a simple result that we will use several times later on about homomorphisms
into integer graphs.

I Lemma 18. Let G be a graph, A an integer graph, φ : G→ A a homomorphism. Consider
a cycle (v0, w0, v1) · · · (v`−1, w`−1, v0) in G of total weight 0. Then for i ∈ [0, `), we have
φ(vi+1)− φ(vi) = wi, where by convention v` = v0.

The value iteration algorithm
Let W be a set of weights with W ⊆ (−N,N) and |W | ≤ k. We can now instantiate
Theorem 13 for mean payoff objectives using the two universal graphs constructed in
Corollary 16. The first one (parameterised by N) yields exactly the algorithm constructed by
Brim, Chaloupka, Doyen, Gentilini, and Raskin [3]: identical data structures and complexity
analysis. We note that the two tasks whose complexity were assumed to be constant, namely
computing δ(s, `) for s and `, and checking whether s ≤ s′, are indeed unitary operations as
they manipulate numbers of order nN . Assuming these operations take constant time and
space (as was done in [3]), we obtain an algorithm with time complexity O(nmN) and space
complexity O(n log(N)). The second one (parameterised by k) yields the same algorithm
but the time complexity becomes O(mnk) and the space complexity O(nk log(n)).

I Corollary 19.
There exists an algorithm for solving mean payoff games with weights in (−N,N) of time
complexity O(nmN) and space complexity O(n log(N)).
There exists an algorithm for solving mean payoff games with k weights of time complexity
O(mnk) and space complexity O(nk log(n)).

MFCS 2020
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4 Parametrised by the largest weight

In this section we focus on the largest weight of W in absolute value as parameter, so we fix
W = (−N,N). We already explained how to construct an (n, MeanPayoff(−N,N))-universal
graph of size nN , yielding an algorithm matching the best known complexity. We improve
on this upper bound when N is exponential in n, and prove a matching lower bound.

I Theorem 20.
There exists an (n, MeanPayoff(−N,N))-universal graph of size at most 2n2N1−1/n.
All (n, MeanPayoff(−N,N))-universal graphs have size at least N1−1/n.

Since n is polynomial in the size of the input, one may say that n is “small”, while N is
exponential in the size of the input when weights are given in binary, hence “large”. With
this intuition in mind, the multiplicative gap between upper and lower bound is bounded by
2n2, hence small.

Let us now discuss the significance of the difference between N to N1−1/n. For N ≤ 2n

we have N1−1/n ≥ 1
2N so N1−1/n is essentially linear in N . However when N ≥ 2Ω(n1+ε) for

ε > 0 then 2n2N1−1/n = o(nN), so the new universal graph is indeed asymptotically smaller
than the previous one. It follows that the new universal graph yields an improved algorithm
in this regime. To appreciate the relevance of this condition, let us recall an old result of
Frank and Tardos [15] which implies that one can in polynomial time transform a mean
payoff game into an equivalent one where N ≤ 24n3

mm+3. Our new algorithm improves over
the previous one for the range N ∈ [2Ω(n1+ε), 24n3

mm+3].

I Corollary 21. There exists an algorithm for solving mean payoff games with time complexity
O(mn(nN)1−1/n) and with space complexity O(n log(N)).

This new algorithm improves over the first algorithm when N = 2Ω(n1+ε), but under this
assumption the second algorithm is faster. The improvement is on the space complexity,
where our algorithm performs as well as the first algorithm and much better than the second
algorithm.

Upper bound
I Theorem 22. There exists an (n, MeanPayoff(−N,N))-universal graph of size

2
(
nN − ((nN)1/n − 1)n

)
.

As discussed above, the size of this new universal graph is not always smaller than the
first universal graph of size nN , but it is asymptotically smaller when N = 2Ω(n2). We now
give some intuition for the construction. The construction in Lemma 15 shows that the
integer graph [0, nN) is (n, MeanPayoff(−N,N))-universal. In this construction the initial
vertex vinit is always mapped to 0 by the homomorphism. By allowing ourselves to map
vinit anywhere in the integer graph, we get some slack which enables us to remove some
values from [0, nN) while remaining universal. As a drawback we need to double the range
to [0, 2nN), which is why this new construction is not always smaller than the original one
of size nN .

Lower bound
I Theorem 23. Any (n, MeanPayoff(−N,N))-universal graph has size at least N1−1/n.
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5 Parametrised by the number of weights

In this section we focus on the cardinality of W as a parameter. Recall that the very simple
integer graph ΣW,n is universal and has size nk. We now give an almost matching lower
bound.

I Theorem 24. For all k, for n large enough, there exists W ⊆ Z of cardinality k such that
all (n, MeanPayoffW )-universal graphs have size at least Ω(nk−2).

Theorem 24 follows from the following Lemma. We let T = 1 + n+ n2 + · · ·+ nk−2 and
W =

{
1, n, n2, . . . , nk−2,−n−1

k−1T
}
. Note that W has indeed cardinality k.

I Lemma 25. Let U be an (n, MeanPayoffW )-universal graph. Then |U| ≥
(

n−1
(k−1)2

) (k−1)2
k .

Conclusions

In this paper we have shown how to extend to mean payoff games the ideas developed for
constructing quasipolynomial algorithms for parity games using the combinatorial notion of
universal graphs. This yields a family of algorithms for mean payoff games which includes
the value iteration algorithm of Brim, Chaloupka, Doyen, Gentilini, and Raskin [3]. We give
almost matching lower bounds against two parameters: the largest weight in absolute value
and the number of weights. Against the first parameter we obtain an improvement in the
case where the largest weight is exponential in the size of the game. The lower bound against
the second parameter implies that algorithms based on universal graphs cannot solve mean
payoff games in quasipolynomial time.

Our lower bounds show that for pathological sets of weights universal graphs are very
large. A more positive note is to consider W = {(−n)p : p ∈ [1, d]}, the set of weights
corresponding to parity games: in this case we know that there exist (n,W )-universal graphs
of quasipolynomial size (specifically nO(log(d))). This motivates a deeper understanding of
the size of (n, MeanPayoffW )-universal graphs: for which sets of weights W do there exist
small universal graphs? Is there a meaningful hierarchy between parity and mean payoff
games?

This paper represents a new milestone in the fruitful line of research constructing
algorithms for solving games using universal graphs. We have construct a family of value
iteration algorithms with very efficient space complexity which can be instantiated for
any positionally determined objective. So far only parity and mean payoff objectives have
been studied under this light. There are many more important positionally determined
objectives, such as the Rabin objectives which play an important role in LTL synthesis, and
the combination of mean payoff and parity objectives [9]. Another direction is to construct
algorithms for games played on subclasses of graphs such as planar graphs, bounded clique
or tree width graphs.
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Abstract
A popular model to measure network stability is the k-core, that is the maximal induced subgraph
in which every vertex has degree at least k. For example, k-cores are commonly used to model
the unraveling phenomena in social networks. In this model, users having less than k connections
within the network leave it, so the remaining users form exactly the k-core. In this paper we study
the question of whether it is possible to make the network more robust by spending only a limited
amount of resources on new connections. A mathematical model for the k-core construction problem
is the following Edge k-Core optimization problem. We are given a graph G and integers k, b and
p. The task is to ensure that the k-core of G has at least p vertices by adding at most b edges.

The previous studies on Edge k-Core demonstrate that the problem is computationally
challenging. In particular, it is NP-hard when k = 3, W[1]-hard when parameterized by k + b + p

(Chitnis and Talmon, 2018), and APX-hard (Zhou et al, 2019). Nevertheless, we show that there are
efficient algorithms with provable guarantee when the k-core has to be constructed from a sparse
graph with some additional structural properties. Our results are

When the input graph is a forest, Edge k-Core is solvable in polynomial time;
Edge k-Core is fixed-parameter tractable (FPT) when parameterized by the minimum size of
a vertex cover in the input graph. On the other hand, with such parameterization, the problem
does not admit a polynomial kernel subject to a widely-believed assumption from complexity
theory;
Edge k-Core is FPT parameterized by the treewidth of the graph plus k. This improves upon
a result of Chitnis and Talmon by not requiring b to be small.

Each of our algorithms is built upon a new graph-theoretical result interesting in its own.
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1 Introduction

The k-core in an undirected graph G is the maximal induced subgraph of G in which all
vertices have degree at least k. This concept has been applied in various areas including
social networks [5, 10, 11], protein function prediction [30], hierarchical structure analysis
[3], graph visualization [2], and network clustering and connectivity [1, 19].
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In online social networks users tend to contribute content only when a certain amount
of their friends do the same [6], or in other words, when the formed community is a k-core
for some threshold parameter k. Interestingly, losing even a small amount of users or links
can bring to the cascade of iterated withdrawals. A classical example of such phenomena is
the example of Schelling from [28]: Consider a cycle on n vertices, which is a 2-core with
n vertices. Missing just one edge from this graph turns it into in a path and triggers the
withdrawals that results in dismounting of the whole network. On the other hand, adding a
small number of extra links can create a large k-core and thus prevent users from withdrawal.
We consider the following mathematical model for this problem. For a given a network,
the assumption is that a user leaves the network when less than k his/her friends remain
within it. We would like to prevent unraveling of the network, so that at least p users remain
engaged in it. To achieve this, we are given a budget to establish at most b new connections
between the users of the network. More precisely, the problem is stated as follows.

Input: A simple undirected graph G and integers b, k, and p.
Task: Decide whether there exists B ⊆

(
V (G)

2

)
\E(G) of size at most b such that

the k-core of the graph (V (G), E(G) ∪B) is of size at least p.

Edge k-Core

The Edge k-Core problem was introduced by Chitnis and Talmon in [9] as a model
of preventing unraveling in networks. For instance, in a P2P network, any user benefiting
from the network should be linked to at least k other users exchanging resources. In this
scenario the Edge k-Core model could be used to find extra connections between users
to provide a better service for larger number of users [9, 33]. Other potential application
of Edge k-Core in real-life networks include friend recommendation in social networks,
connection construction in telecom networks, etc. We find the Edge k-Core problem to
be interesting from the theoretical perspective too: it has strong links to the well-studied
family of problems, where one seeks a modification of a graph satisfying certain conditions
on vertex degrees, see [12] for further references. Our interest in the study of the problem is
of a theoretical nature.

The k-core in a graph can be found by a simple “shaving” procedure: If a graph contains
a vertex of degree less than k, then this vertex cannot be in its k-core and thus can be safely
removed. Apparently, solving Edge k-Core is more challenging. In particular, Chitnis
and Talmon in [9] proved that Edge k-Core is NP-complete even for k = 3 and when the
input graph G is 2-degenerate.1 Moreover, the problem is W[1]-hard being parameterized by
k + b + p. On the other hand, they show that if the treewidth of the graph G is tw, then the
problem is solvable in time (k + tw)O(tw+b) · nO(1) and hence is fixed-parameter tractable
(FPT) parameterized by k + tw + b. These results of Chitnis and Talmon are the departure
point for our study.

Our results. We study the algorithmic complexity of Edge k-Core on three families of
sparse graphs: forests, graphs with bounded vertex cover number and graphs of bounded
treewidth. Each of our algorithms is based on one of the common algorithmic paradigms:
dynamic programming for forests and treewidth, and ILP for vertex cover. The interesting
part here is that in each of the cases, the successful application of an algorithmic paradigm
crucially depends on a new combinatorial result. We show the following.

1 Recall that a graph is d-degenerate if its every induced subgraph contains a vertex of degree at most d.
Thus the d-core is the maximum subgraph which is not d− 1 degenerate.
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Growing from forest. We prove (Theorem 5) that Edge k-Core is solvable in time O(k ·
|V (G)|2), when the input graph G is a forest. The algorithm is based on a dynamic
programming over subtrees. The crucial part of the work is to make this algorithm run in
polynomial time. For that we need a new graph-theoretical result, Theorem 4. The theorem
states that for any integer k, a forest F on at least k + 1 vertices can be completed into a
graph of minimum degree k by adding at most⌈1

2
∑

v∈V (F )

max{0, k − deg(v)}
⌉

edges. Moreover, this bound is tight, any forest requires such amount of edge additions
to grow into a k-core. The proof of Theorem 4 is non-trivial and exploits an interesting
connection between the cores in a graph and sufficient conditions on the existence of a large
matching in a graph. Here the recent combinatorial theorem of Henning and Yeo [23] on
matchings in graphs of bounded degrees becomes handy.
Bounded vertex cover. We prove that the problem is FPT parameterized by the minimum
size of a vertex cover in a graph. More precisely, in Theorem 14, we give an algorithm of
running time 2O(vc ·3vc) · nO(1), where vc is the vertex cover number of the input graph. Let
us note that every graph is vc-degenerate. We solve the problem by reducing it to an integer
linear program (ILP), whose number of variables is bounded by some function of vc. This
allows to apply Lenstra’s algorithm [25], see also [24, 18], to solve Edge k-Core. Nowadays
ILP is a commonly used tool for designing parameterized algorithms, see e.g. [13, Chapter 6].
However, just like in the case of forests, the application of an algorithmic paradigm is not
direct. In order to encode the problem as ILP with the required number of variables, we
need a new combinatorial result (Lemma 13) about degree sequences of a graph. One of
the components in the proof of Lemma 13 is the classical Erdős-Gallai theorem [16] about
graphic sequences. We complement FPT algorithm by lower bounds on the size of the kernel.

Bounded treewidth. Chitnis and Talmon in [9] have shown that Edge k-Core is FPT
parameterized by tw + k + b, where tw is the treewidth of the input graph. Even in the
case when the treewidth and k are constants, this does not mean that the problem is
solvable in polynomial time. We enhance this result by proving that Edge k-Core is FPT
parameterized by tw + k. As the algorithm of Chitnis and Talmon in [9], our algorithm is a
dynamic programming on graphs of bounded treewidth, but again, in order to make it work,
we need a new combinatorial result (Theorem 20). When the budget b is small (of order
k3), the algorithm of Chitnis and Talmon suffices. When the budget b is large, we are able
to approach the problem in an interesting new way. Here Theorem 20 provides us with a
criteria how a subset of vertices can be turned into a k-core “optimally”. This key insight
allows us to show that the problem is FPT parameterized by tw + k.

Related work. The usability of k-cores in the study of network unraveling phenomena was
popularized by the influential paper of Bhawalkar et al. [4] who suggested the model of
forcing a limited number of users of a network to stay in order to maximize the size of the
k-core. The same problem was further studied in [7], where new computational results were
obtained and some results of [5] were strengthened. Also, Chitnis, Fomin and Golovach
studied this problem applied to networks where the underlying graph is directed [8]. Heuristic
algorithms for this problem are discussed in [31].
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Edge k-Core was introduced in [9], where also a number of complexity and algorithmic
results about the problem were established. Zhou et al. [33] provide some non-approximability
results for Edge k-Core as well as some heuristics. The work [32] is devoted to the “dual”
problem of disengaging a limited number of users from a network in order to minimize its
k-core size. Another work in this context is the work of Luo, Molter and Suchy [26].

More generally, Edge k-Core fits into a large class of edge modification problems, where
one is seeking for an optimum modification to some desired graph property [12]. In particular,
a significant part of literature in parameterized complexity is devoted to related problems of
graph modification to graphs with some vertex degree properties like being regular, Euler, or
to some degree sequence [17, 21, 20, 22, 27].

2 Preliminaries

All graphs considered in this paper are simple undirected graphs. We use standard graph
notation and terminology, following the book of Diestel [14]. We write G + F to denote the
simple graph obtained by adding the edges from F ⊆

(
V (G)

2
)
\ E(G) to a graph G. If not

specified otherwise, we use n to denote the number of vertices of the graph G in an input
instance of Edge k-Core.

Throughout this paper, we use the following terms. In the following definitions, we
assume that k is fixed.

I Definition 1 (Deficiency). For a graph G, and its vertex v ∈ V (G), let dfG(v) = max{0, k−
degG(v)} denote the deficiency of v in G. By df(G) =

∑
v∈V (G) dfG(v) we denote the total

deficiency in G.

Note that an addition of an edge between two vertices of G can decrease df(G) by at
most two. It also does not make any sense to add edges that do not decrease deficiency if we
aim to complete G to a graph of minimum degree k. We distinguish added edges by whether
they decrease deficiency by two or one.

I Definition 2 (Good/bad edges). For nonadjacent vertices u, v ∈ V (G) a new added edge
uv is good if both dfG(u) > 0 and dfG(v) > 0. If dfG(u) = 0 and dfG(v) > 0, then uv is
bad.

Thus adding a good edge decreases the total deficiency by 2 and adding a bad one by 1.

I Definition 3 (A k-core graph). We say that a graph G is a k-core if G is the k-core of
itself. We also say that a vertex set H in G induces a k-core in G if G[H] is a k-core.

Note that whenever there is a vertex set H of size at least p which induces a k-core in G,
the k-core of G has also size at least p, since it is the unique maximal induced subgraph of
G which is a k-core. We often use this simple observation throughout the paper whenever
we show that the k-core is large by presenting a large vertex set which induces a k-core.

Due to the space restrictions, some of the proofs in this paper are omitted. The results
with omitted proofs are marked with the ‘?’ sign. Missing proofs can be found in the full
version of this paper.

3 Growing from forest

In this section we present our polynomial time algorithm for Edge k-Core on forests and
the underlying graph-theoretical result.
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The algorithm itself is a dynamic programming over subtrees. Normally, an algorithm
like this would go from leaves to larger and larger subtrees, storing for every subtree a list
of possible configurations a solution could induce on this subtree. In the Edge k-Core
problem, naturally we want to store information about edges added inside the subtree and
vertices from the subtree which we may later connect to something outside.

Naively, this would take exponential space, as it seems we have to store at least the
degrees of the selected vertices in the subtree. However, the following theorem, which is the
central technical result of this section, helps greatly.

I Theorem 4. For any integer k, any forest T on at least k + 1 vertices can be completed to
a graph of minimum degree k by adding at most⌈1

2
∑

v∈V (T )

max{0, k − deg(v)}
⌉

edges, and this cannot be done with less edge additions. Moreover, in the case k ≥ 4, it can
be done in a way that the added edges form a connected graph on the vertices they cover.

For our algorithm, Theorem 4 means that whenever we fix the subset of vertices H, we
have to add exactly ddf(T [H])/2e edges in order to induce a k-core on H. Thus it is enough
to find a subset of vertices H of size at least p with the smallest possible df(T [H]). This
objective turns out to be simple enough for the bottom-top dynamic programming. Namely,
for a subtree Tv rooted at v, it is enough to store the size of H ∩ Tv, the total deficiency of
these vertices, whether v is in H and how many neighbors in H ∩Tv it has. Since v separates
Tv from the rest of the tree, the deficiency of other vertices in H ∩Tv is unchanged no matter
how H looks like in the rest of the tree.

The discussion above ultimately leads to a polynomial time algorithm, stated formally in
the next theorem.

I Theorem 5 (?). Edge k-Core is solvable in time O(kn2) on the class of forests.

The algorithm follows a fairly standard technique, so the detailed description of the algorithm
and the proof of its correctness are omitted from this extended abstract. Instead for the
remaining part of this section we focus on the proof of Theorem 4.

Proof of Theorem 4. The theorem says that completion of T to a graph of total deficiency
0 can be done using d 1

2 df(T )e edge additions. Note that this bound is tight because a single
edge addition decreases the total deficiency by at most two. When df(T ) is even, we have to
prove that it is possible to complete T by adding only good edges. When df(T ) is odd, we
have to complete T to a graph of total deficiency 1 adding b 1

2 df(T )c good edges and then
add one bad edge. Fixing deficiency 1 with one bad edge is always possible, since the only
deficient vertex u has degree k − 1 and so must have a non-neighbor. In the case k ≥ 4 this
can be also done in a way that connects u to the already added good edges. Thus, from now
on, it suffices to prove that we can add b 1

2 df(T )c good edges, in a connected way for k ≥ 4.
For k = 1, vertices with non-zero deficiency are exactly the isolated vertices of T . In this

case pairing isolated vertices arbitrarily provides the required b 1
2 df(T )c good edges.

For k ≥ 2, it is sufficient to prove the theorem statement for the case when T is connected,
i.e. T is a tree. If T is a forest consisting of at least two trees, one may reduce the number of
trees in T . This can be done by picking two leaf vertices of distinct connected components
in T and adding an edge between them. Clearly, such an edge addition is good since any leaf
vertex has non-zero deficiency, and it reduces the number of connected components in T .
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Moreover, for k = 2, vertices with non-zero deficiency are exactly the leaves of T . Since T

is a tree with at least three vertices, an edge connecting any two leaves can be added. Thus,
as in the case k = 1, pairing the leaves arbitrarily suffices.

Now, for every integer k ≥ 3, we prove Theorem 4 by induction on the number of vertices
in the tree. The fact that the graph on the added edges must be connected in the case k ≥ 4
will be useful for the induction.

Base case. Let T be a tree on n = k + 1 vertices. The only way to complete T to
a graph of minimum degree k is to turn it into a complete graph, i.e. add every possible
missing edge between vertices in V (T ). Clearly, each edge addition in such completion is
good, thus the completion requires exactly 1

2 df(T ) edge additions. Suppose there are two
connected components formed by the added edges. Then T must contain all edges between
these components, so it also contains a cycle, since each of the components has at least two
vertices. Thus the connectivity condition must be satisfied.

Inductive step. Suppose that Theorem 4 holds for all trees on n vertices, and let T be a
tree on n + 1 vertices. We prove that Theorem 4 holds for T . Let v be a leaf of T and let
T ′ = T − v be the tree obtained by deleting v from T . By the induction hypothesis, T ′ can
be completed to a graph of total deficiency (df(T ′) mod 2) using b 1

2 df(T ′)c edge additions.
Let A′ be the graph on the deficient vertices of T ′ formed by the good edges added during
the completion.

Our ultimate goal is to transform A′ in such a way that it accounts for the new vertex
v as well. We shall do this by first removing edges from A′, and then adding good edges
between vertices which are not yet adjacent. In the case k ≥ 4, we must also end up with a
connected graph on the added edges.

Briefly explained, our technique of adding and removing edges is as follows. Take an edge
st ∈ E(A′), such that 1) s 6= v, t 6= v and 2) sv and tv are not yet in the graph. Delete the
edge st, and add both edges sv and tv. This operation preserves deficiencies of both s and
t, while it decreases the deficiency of v by two. Note that s and t also remain connected
through v. We can do the same with a matching instead of a single edge, thus we need a
matching of size roughly k/2 to nullify the deficiency of v.

The rest of the proof is structured in two parts. First, we show that there is indeed a
sufficiently large matching in A′. Second, we give a detailed description of how to reroute
the edges of the matching to the new vertex v, and carefully verify the correctness of the
procedure.

Finding a matching. We will need the following properties of A′.

If k ≥ 4, A′ is connected. (1)

The correctness of (1) follows from the induction hypothesis. Because each vertex in T ′ has
deficiency at most k − 1 and each edge addition is good, we have that

∆(A′) ≤ k − 1. (2)

Also

|E(A′)| ≥ n(k − 2) + 1
2 , (3)

since there must be at least nk−1
2 edges in the graph after the completion to deficiency

(df(T ′) mod 2), and only n− 1 of the edges are in T ′.

|V (A′)| ≥ k. If n > k + 1, then |V (A′)| > k. (4)
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The inequality (4) follows from (2), (3), and the fact that 2 · |E(A′)| ≤ ∆(A′) · |V (A′)|. For
the detailed proof, we direct the reader to the full version of this paper.

We now use these properties of A′ to show that there is a large matching in A′. For
lower bounds on the size of a maximum matching we rely on the recent work of Henning and
Yeo [23].

I Proposition 6 ([23]). For any integer t ≥ 3, any connected graph G with |V (G)| = n,
|E(G)| = m and ∆(G) ≤ t, contains a matching of size at least(

t− 1
t(t2 − 3)

)
n +

(
t2 − t− 2
t(t2 − 3)

)
m− t− 1

t(t2 − 3) , if t is odd,

or at least
n

t(t + 1) + m

t + 1 −
1
t
, if t is even.

We shall use Proposition 6 to show that A′ contains a matching of size roughly k
2 , as

stated in the following claim.

B Claim 7 (?). When k is odd and n = k + 1, A′ has a matching of size at least k−1
2 .

Otherwise, A′ has a matching of size at least dk
2 e.

The proof is by a careful application of Proposition 6 to (1), (2), (3) and (4), it can be
found in the full version of this paper.

Rerouting the edges. Now we shall use the matching provided by Claim 7 to conclude
the inductive step. Denote by G′ the graph obtained after the completion of T ′ to a graph
of total deficiency (df(T ′) mod 2). That is, V (G′) = V (T ′) and E(G′) = E(T ′) tE(A′). If
df(T ′) is odd, G′ has a single vertex with deficiency one, denote it by u. For every other vertex
s ∈ V (G′), dfG′(s) = 0. Our goal is to transform G′ into a graph G that will correspond to
the graph obtained after the completion of T using only good edge additions.

We initialize G with G′. Let us remind that v is a leaf of T and T ′ = T − v. We denote
the only neighbor of v in T by p. Since G is missing vertex v, we introduce v to G, which is
now isolated in G. Now V (G) = V (T ), so it is left to add missing edges to G, while probably
removing some of the existing edges. Of course, these added edges should include the edge
pv, since E(T ) ⊆ E(G) must hold. Similarly, we should not remove any edges of T ′ from G.
Thus, we can remove edges in E(A′) only. We denote by A the graph of added edges in G,
analogously to A′ in G′.

As was explained before, our basic technique is to remove the edges of the matching in
A′, and connect their endpoints to v. However, there are several issues to deal with. First, if
p is in V (A′), we have to ensure that one of the edges in E(A′) incident to p gets removed,
otherwise one of the edge additions is wasted on p. This edge removal may in turn disconnect
A′. Second, depending on the parity of df(T ′) we may have to deal with the already-deficient
vertex u of G′, and the parity of k comes into play as well. Thus, in the rest of the proof we
go over five different cases and show that in each of them the rerouting is possible. The case
analysis is technical, and we dedicate the details to the full version. For the reference, we list
the cases here.

Case (a). k is even and p ∈ V (A′).
Case (b). k is even and p /∈ V (A′).
Case (c). k is odd and p /∈ V (A′).
Case (d). k is odd and p ∈ V (A′), there is no deficient vertex in G′.
Case (e). k is odd and p ∈ V (A′), dfG′(u) = 1.
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(c)

pu

v

(d) p

v

(e) u
p

v

Figure 1 The cases of rerouting for k = 3. Solid edges denote the edges of G′. Straight black
edges denote the edges of T ′, and curved red edges denote the edges of A′. Edges of the matching in
A′ that are deleted in G are highlighted bold. Dashed edges denote the newly-added edges in G.

Clarifying pictures for cases (c), (d) and (e), corresponding to odd k, are presented in
Figure 1. Considering each case required to accomplish the inductive step concludes the
proof of Theorem 4. J

Since the class of forests is exactly the class of 1-degenerate graphs, it is reasonable to
ask whether Edge k-Core is polynomially solvable on other classes of graphs of bounded
degeneracy. The answer is negative, and it was shown by Chitnis and Talmon in [9], where
they provided a reduction from Clique to Edge k-Core. We note that they used this
reduction to prove that Edge k-Core is W[1]-hard when parameterized by the combined
parameter b + p, even when k = 3.

I Proposition 8 ([9]). Edge k-Core is NP-hard even on the class of 2-degenerate graphs
for k = 3.

4 Vertex Cover

This section is dedicated to Edge k-Core parameterized by the minimum size of a vertex
cover of the input graph G. We show that this problem admits an FPT algorithm and
complement this result by ruling out the existence of a polynomial kernel. We start with the
high level description of the main ideas behind our algorithm.

High-level description of the algorithm. In order to prove that Edge k-Core is FPT
parameterized by the vertex cover number of the input graph, we construct an FPT-time
Turing reduction from Edge k-Core to an instance of integer linear program (ILP) whose
number of variables is bounded by some function of the vertex cover. While reducing to ILP
is a common approach in the design of parameterized algorithms, see [13, Chapter 6], the
reduction for Edge k-Core is not straightforward. In order to make the whole approach
applicable, we need a new combinatorial result, Lemma 13. The proof of this lemma strongly
exploits the refinement of Tripathi and Vijay [29] of the classical theorem of Erdős and Gallai
about degree sequences [16].

The reduction target is the following Integer Linear Programming Feasibility
(ILP) problem.

Input: Matrix A ∈ Zm×` and vector b ∈ Zm.
Task: Is there a vector x ∈ Z` such that A · x ≤ b?

ILP parameterized by `
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ILP is FPT by the celebrated result of Lenstra [25].

I Proposition 9 ([24, 25, 18]). ILP can be solved using O(`2.5`+o(`) ·L) arithmetic operations
and space polynomial in L. Here L is the number of bits in the input.

Let G be a simple undirected graph on n vertices and b, k, and p be integers. Let vc
be the minimum size of a vertex cover in an n-vertex graph G. Our FPT Turing reduction
constructs in time 2O(vc2) · nO(1) at most 2O(vc2) instances of ILP. Each instance of ILP
has ` = 2O(vc) variables. Moreover, at least one of the constructed instances of ILP is
a yes-instance if and only if one can build a k-core of size p in G by adding at most b

edges. Thus by applying Proposition 9 to each of the instances of ILP, we obtain an FPT
(parameterized by vc) algorithm for Edge k-Core.

Recall that in Edge k-Core we are looking for a vertex subset H ⊆ V (G) of size at least
p such that G[H] can be completed to a graph of minimum degree at least k using at most b

edge additions. In what follows, we describe the reduction from Edge k-Core to ILP.
We start with computing a minimum vertex cover C of G. It is well-known that a simple

branching algorithm does this job in time 2|C| · nO(1), see e.g. [13]. We simplify our task a
bit by assuming that C ⊆ H: we just branch into 2|C| possible options of H ∩ C. For each
option we delete vertices C \H from G. We use the following notion of vertex types.

I Definition 10 (Vertex types). Let G be a graph and C be its vertex cover. For S ⊆ C and
a vertex v 6∈ C, we say that v has type S if NG(v) = S.

We encode the choice of H (up to isomorphism of G[H]) using only 2|C| positive integers:
for each S ⊆ C we just need to indicate how many vertices of type S are in H. That is, the
values of 2|C| variables xS := |{v ∈ H | NG(v) = S, v /∈ C}| uniquely define the graph G[H].
Then inequality |C|+

∑
S⊆C xS ≥ p ensures that |H| ≥ p.

The non-trivial part of the proof is to encode in ILP that G[H] can be completed to
a k-core graph using at most b edges. In graph G[H], the vertex set C is a vertex cover
and the set I = H \ C is an independent set. Assume that G[H] can be completed into a
k-core graph by making use of a set of edges B, |B| ≤ b. The set B can be partitioned into
B = BC ∪BI . Here BC are the edges with at least one endpoint in C, and BI ⊆

(
I
2
)
are the

remaining edges. Every edge of BI has two endpoints in I. We encode the sets BC and BI

in ILP in different ways.
It is convenient to assume that BC contains no edges with both endpoints in C. We reach

this condition by branching into 2(|C|
2 ) = 2O(vc2) possible options of which edges between

vertices in C are added to G. For each such guess we also update the value b and the
conditions on degrees of vertices in C.

The next step in the reduction to ILP is to encode the graph G[H] + BC . Since we do not
have edges with both endpoints in C anymore, BC consists only of edges between C and I.
Since C is also a vertex cover of G[H] + BC , there are at most 2|C| different types of vertices
in H \ C in the graph G[H] + BC . A vertex v of type S′ in G[H] + BC has type S ⊆ S′ in
the graph G[H]. Let yS,S′ (for S ⊆ S′ ⊆ C) denote the number of vertices of type S in G[H]
that become vertices of type S′ in G[H] + BC . Then the set of equations

∑
S′⊇S yS,S′ = xS ,

for each S ⊆ C, ensures that these values correspond to the actual structure of G[H]. The
cardinality of BC is then encoded as

∑
S′⊆C

∑
S⊆S′ |S′ \S| ·yS,S′ . Since for each vertex v ∈ C

the graph G[H] + BC contains all edges incident to v in G[H] + B, the resulting degree of v

can be checked immediately. Formally, degG[C](v) +
∑

S′3v

∑
S⊆S′ yS,S′ ≥ k is equivalent to

degG[H]+B(v) ≥ k.
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We proceed with the description of how we encode the edge set BI . For that we need to
ensure that for each vertex of I its degree in G[H] + (BC ∪BI) is at least k. Since adding
edges between vertices in I could significantly increase the vertex cover of G[H], we cannot
do the encoding in the same way as for the edges in BC . However, I remains to be an
independent set in G[H]+BC . Therefore, BI can be any set of edges subject to the condition
that in G[I] + BI the degree of every vertex v ∈ I is at least dfG[H]+BC

(v). Thus, to ensure
that BI is an appropriate set all we need to consider are the deficiencies of vertices in I.

The deficiencies of vertices in I are integers within the range [max{0, k − |C|}, k]. Since
G[I] is an empty graph, it is not necessary to know the deficiency of each particular vertex
in I. Knowing the number of vertices in I of each particular deficiency is sufficient for
our purposes. For i ∈ [max{0, k − |C|}, k], let si denote the number of vertices in I with
deficiency i. These variables can be encoded with ILP equations using the variables yS,S′ .

We arrive to the most interesting and non-trivial part of the reduction. While the
inequalities we have built so far are necessary for encoding the information about the set
BI , they are not sufficient. The reason is that not every sequence of integers corresponds
to a sequence of vertex degrees in a graph. There is a classical theorem of Erdős and
Gallai providing a characterization of graphic sequences. However, if we use this theorem to
encode graphic sequences in ILP, the resulting integer program could have unbounded (by a
function of vc) number of variables. To overcome this obstacle, we need Lemma 13, a new
combinatorial result about graphic sequences.

We want to encode the property that there exists a set of edges BI of size at most b−|BC |
such that the edges of BI form a graph with at least sk vertices of degree at least k, at least
sk−1 other vertices of degree at least k − 1, and so on down to smax{0,k−|C|}. One technical
obstacle here is that we ask for si vertices of degree at least i, not of degree exactly i. In
what follows, for clarity, we explain only how to encode the existence of an edge set forming
a graph with ti vertices of degree exactly i for each i ∈ [max{0, k−|C|}, k]. For the “at least”
case we need to do more work, but the main idea remains the same. Note that the case we
explain here (requiring ti vertices of degree exactly i) is achieved automatically if all edges
in BI are good edges (that is, consecutive addition of edges from BI decreases deficiencies of
exactly two vertices by one) and the cardinality of this set is found easily as 1

2
∑

i ti.
Let us remind the following classical graph-theoretical notion.

I Definition 11 (Graphic sequences). A sequence d1, d2, . . . , dn of n non-negative integers. is
called graphic if there exists a graph G with V (G) = {v1, v2, . . . , vn}, such that degG(vi) = di

for each i ∈ [n].

In terms of this notion, our task is to check that a sequence consisting of integers from
[max{0, k − |C|}, k], where the integer i appears exactly ti times, is a graphic sequence. The
problem of determining that a given sequence is graphic was approached by Erdős and Gallai
in their famous work [16].

I Proposition 12 (Erdős-Gallai Theorem, [16]). A sequence of non-negative integers d1 ≥ d2 ≥
. . . ≥ dn is graphic if and only if

∑n
i=1 di is even and

∑t
i=1 di ≤ t ·(t−1)+

∑n
j=t+1 min{dj , t}

for each t ∈ [n].

However, the statement of Proposition 12 does not allow us to encode corresponding
inequalities in ILP with the number of variables bounded by |C|. We need a refined version
of this proposition, Lemma 13. This combinatorial result on graphic sequences of integers in
a short range is crucial in constructing ILP inequalities with bounded number of variables.
The proof of the lemma is based on the modification of the Erdős-Gallai theorem due to
Tripathi and Vijay [29].
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I Lemma 13 (?). Let d1 ≥ d2 ≥ . . . ≥ dn be a sequence of non-negative integers, such that
for each j ∈ [n] dj ∈ [k − a, k], for some integers 0 ≤ a ≤ k < n. For each i ∈ [k − a, k], let
ti = |{j | dj = i}| be the number of integers equal to i in the sequence. For each D ∈ [k−a, k],

let TD =
k∑

i=D

ti.

Then d1, d2, . . . , dn is graphic if and only if
∑k

i=k−a i ·ti is even and for each D ∈ [k−a, k]
at least one of the following holds:
1. TD < k − a, or
2. TD > k, or

3.
k∑

i=D

i · ti ≤ TD · (TD − 1) +
D−1∑

i=k−a

min{i, TD} · ti.

Lemma 13 still does not yield directly the desired encoding in ILP. Though TD can be
expressed as a sum of ti’s, the summand TD · (TD − 1) is not allowed in a linear equation
with TD being a variable. However, since the number of TD’s is at most |C|+ 1, for each TD

the algorithm can guess whether TD > k, TD < k−|C| or the exact value of TD ∈ [k−|C|, k].
For each TD it leads to at most |C|+3 options, so there are at most |C|O(|C|) possible options
in total. This allows us to use the values of TD’s in ILP as constants. Since the variables of
type ti are the only remaining variables, we can write the corresponding constraints as linear
inequalities.

We are now ready to state the main result of this section. Its formal proof is given in the
full version of the paper and accumulates ideas discussed above in this section. The proof
also contains the full description of the constructed linear program.

I Theorem 14 (?). Edge k-Core admits an FPT algorithm when parameterized by the
vertex cover number. The running time of this algorithm is 2O(vc·3vc) · nO(1), where vc is the
minimum size of a vertex cover of the input n-vertex graph.

To complement our FPT algorithm, we show that Edge k-Core does not admit a
polynomial kernel when parameterized by the combined parameter vc + k + b + p. It was
shown in [15] that the Bounded Rank Disjoint Sets problem does not admit a polynomial
kernel, and our proof is by reduction from this problem.

I Theorem 18 (?). Unless NP ⊆ coNP/poly, Edge k-Core does not admit a polynomial
kernel when parameterized by the combined parameter vc + k + b + p.

5 Treewidth

In this section, we give an FPT-algorithm for Edge k-Core parameterized by tw + k. This
improves upon the following result of Chitnis and Talmon, and we also use their algorithm
as a subroutine.

I Proposition 19 ([9]). Edge k-Core can be solved in time (k + tw)O(tw+b) · nO(1).

We start with the central combinatorial result of this section which allows the algorithmic
improvement. Namely, we show that whenever the total deficiency of a graph G exceeds a
polynomial in k, G can be completed to a graph of minimum degree k using the minimum
possible number of edges. Also, the required edge additions can be identified in polynomial
time.

We believe that this result is interesting on its own, since it considerably simplifies the
problem whenever the budget is sufficiently high compared to k. If we are trying to identify
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the best vertex set H which induces a k-core, we have to only care about the total deficiency
of G[H], and not of any particular structure on it.

I Theorem 20. For any integer k ≥ 2, any graph G with df(G) ≥ 3k3 can be completed to a
graph of minimum degree k using d 1

2 df(G)e edge additions with a polynomial-time algorithm.

Proof. It is enough to prove that we can satisfy all deficiencies by adding only good edges,
except if df(G) is odd, exactly one edge addition is bad.

We constructively obtain a graph G′ of form G + B, initially B = ∅. The construction is
a polynomial time algorithm.

First, we exhaustively apply the following rule, which always does one good edge addition.
If there are two distinct vertices u, v ∈ V (G′) such that dfG′(u) > 0, dfG′(v) > 0, and
uv /∈ E(G′), then add the edge uv to B. Assume that the rule is no longer applicable. Let
us denote C = {v ∈ V (G)|dfG′(v) > 0}, by the conditions of the rule, C induces a clique in
G′. Then, |C| ≤ k, since otherwise vertices in C could not have positive deficiency.

Now we exhaustively apply the new rule. Fix two vertices u, v ∈ C, such that either u and
v are distinct, or u = v and dfG′(u) ≥ 2. Then find two distinct vertices u′, v′ ∈ V (G′) \ C

such that u′v′ ∈ B and uu′, vv′ /∈ E(G′). Since u′v′ is in B, u′ and v′ have degree exactly k,
as previously we have only added good edges and u′, v′ /∈ C. Delete u′v′ from B, now u′ and
v′ have positive deficiencies. Add edges uu′ and vv′ to B, by the choice of u′ and v′ these
edges are not in E(G′), and also both these additions are good.

We claim that when the new rule is no longer applicable, the size of C is at most one,
and df(G′) is also at most one. Suppose it is not true, in this case there is always a proper
choice of u, v ∈ C. Then there are no u′, v′ ∈ V (G) \C satisfying the conditions above. Then
each edge u′v′ ∈ B is of one of the following kinds:
1. u′, v′ ∈ C, since |C| ≤ k, there are at most

(
k
2
)
such edges;

2. one of u′, v′ is in C and the other is not in C, there are at most k(k − 1) edges of this
kind, since |C| ≤ k and degrees in C are less than k;

3. u′, v′ /∈ C, and either uu′ ∈ E(G′) or vv′ ∈ E(G′); there are at most k(k − 1) vertices
adjacent to C, and each of them has at most k incident edges from B, so there are at
most k2(k − 1) such edges.

Then the size of B is at most
(

k
2
)
+k(k−1)+k2(k−1) < 2k3. However, df(G) = 2|B|+df(G′),

and df(G′) ≤ |C| · k ≤ k2. So df(G) < 3k3 contradicting the statement.
Therefore, by the constructed sequence of good additions we reached the situation when

|C| and df(G′) are both at most one. If C is empty, we are done. If C consists of one vertex u,
then its deficiency is one. Since df(G) = 2|B|+ df(G′), df(G) is odd, and we have one more
edge addition. Then we add to B an edge from u to any other vertex v such that uv /∈ E(G′);
this is always possible since degG′(u) < k, and V (G) > k because df(G) ≥ 3k3. J

The intuition to our FPT algorithm is as follows. When we can obtain a sufficiently large
k-core by adding a number of edges b < 3k3, the algorithm from Proposition 19 suffices.
Otherwise b ≥ 3k3 and by Theorem 20 we can focus on finding a vertex subset in G of size
at least p minimizing the total deficiency of the induced subgraph. We show how to do that
with a dynamic programming over a tree decomposition.

I Lemma 22 (?). Given an n-vertex graph G of treewidth tw and integers k, p, the value

min{df(G[Ŝ]) : Ŝ ⊆ V (G), |Ŝ| ≥ p}

can be computed in time kO(tw) · nO(1).
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All pieces together give the main algorithmic result of this section.

I Theorem 23 (?). Edge k-Core admits an FPT algorithm when parameterized by the
combined parameter tw + k.
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Abstract
We study the complexity of approximating the partition function of the q-state Potts model and the
closely related Tutte polynomial for complex values of the underlying parameters. Apart from the
classical connections with quantum computing and phase transitions in statistical physics, recent
work in approximate counting has shown that the behaviour in the complex plane, and more precisely
the location of zeros, is strongly connected with the complexity of the approximation problem, even
for positive real-valued parameters. Previous work in the complex plane by Goldberg and Guo
focused on q = 2, which corresponds to the case of the Ising model; for q > 2, the behaviour in the
complex plane is not as well understood and most work applies only to the real-valued Tutte plane.

Our main result is a complete classification of the complexity of the approximation problems for
all non-real values of the parameters, by establishing #P-hardness results that apply even when
restricted to planar graphs. Our techniques apply to all q ≥ 2 and further complement/refine
previous results both for the Ising model and the Tutte plane, answering in particular a question
raised by Bordewich, Freedman, Lovász and Welsh in the context of quantum computations.
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1 Introduction

The q-state Potts model is a classical model of ferromagnetism in statistical physics [32, 37]
which generalises the well-known Ising model. On a (multi)graph G = (V,E), configurations
of the model are all possible assignments σ : V → [q] where [q] = {1, . . . , q} is a set of q spins
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with q ≥ 2. The model is parameterised by y, which corresponds to the temperature of the
model and is also known as the edge interaction. Each configuration σ is assigned weight
ym(σ) where m(σ) denotes the number of monochromatic edges of G under σ. The partition
function of the model is the aggregate weight over all configurations, i.e.,

ZPotts(G; q, y) =
∑

σ : V→[q]

ym(σ),

When q = 2, this model is known as the Ising model, and we sometimes use the notation
ZIsing(G; y) to denote its partition function.

The Ising/Potts models have an extremely useful generalisation to non-integer values of
q via the so-called “random-cluster” formulation and the closely related Tutte polynomial.
In particular, for numbers q and γ, the Tutte polynomial of a graph G is given by

ZTutte(G; q, γ) =
∑
A⊆E

qk(A)γ|A|, (1)

where k(A) denotes the number of connected components in the graph (V,A) (isolated vertices
do count). When q is an integer with q ≥ 2, we have ZPotts(G; q, y) = ZTutte(G; q, y− 1), see,
for instance, [34]. The Tutte polynomial on planar graphs is particularly relevant in quantum
computing since it corresponds to the Jones polynomial of an “alternating link” [37, Chapter
5], and polynomial-time quantum computation can be simulated by additively approximating
the Jones polynomial at a suitable value, as we will explain later in more detail, see also [6]
for details.

In this paper, we study the complexity of approximating the partition function of the
Potts model and the Tutte polynomial on planar graphs as the parameter y ranges in the
complex plane. Traditionally, this problem has been mainly considered in the case where y is
a positive real, however recent developments have shown that for various models, including
the Ising and Potts models, there is a close interplay between the location of zeros of the
partition function in the complex plane and the approximability of the problem, even for
positive real values of y.

The framework of viewing partition functions as polynomials in the complex plane of the
underlying parameters has been well-explored in statistical physics and has recently gained
traction in computer science as well in the context of approximate counting. On the positive
side, zero-free regions in the complex plane translate into efficient algorithms for approximating
the partition function [1,29] and this scheme has lead to a broad range of new algorithms
even for positive real values of the underlying parameters [2, 16–18, 26–28, 30, 31]. On the
negative side, the presence of zeros poses a barrier to this approach and, in fact, it has been
demonstrated that zeros mark the onset of computational hardness for the approximability
of the partition function [4, 5, 11,15]. These new algorithmic and computational complexity
developments stemming from the complex plane mesh with the statistical physics perspective
where zeros have long been studied in the context of pinpointing phase transitions, see
e.g., [3, 19,25,34,37,38].

For the problem of exactly computing the partition function of the Potts model, Jaeger,
Vertigan and Welsh [20], as a corollary of a more general classification theorem for the Tutte
polynomial, established #P-hardness unless (q, y) is one of seven exceptional points, see
Section 6.3 of the full version for more details; Vertigan [36] further showed that the same
classification applies on planar graphs with the exception of the Ising model (q = 2), where
the problem is in FP.
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For the approximation problem, the only known result that applies for general values y
in the complex plane is by Goldberg and Guo [11], which addresses the case q = 2; the case
q ≥ 3 is largely open apart from the case when y is real which has been studied extensively
even for planar graphs [11–13,15,21,24]. We will review all these results more precisely in
the next section, where we also state our main theorems.

1.1 Our main results
In this work, we completely classify the complexity of approximating ZPotts(G; q, y) for q ≥ 2
and non-real y, even on planar graphs G; in fact, our results also classify the complexity of
the Tutte polynomial on planar graphs for reals q ≥ 2 and non-real γ. Along the way, we
also answer a question for the Jones polynomial raised by Bordewich, Freedman, Lovász, and
Welsh [6]. To formally state our results, we define the computational problems we consider.
Let K and ρ be real algebraic numbers with K > 1 and ρ > 0. We investigate the complexity
of the following problems for any integer q with q ≥ 2 and any algebraic number y.1

Name: Factor-K-NormPotts(q, y)
Instance: A (multi)graph G.
Output: If ZPotts(G; q, y) = 0, the algorithm may output any rational number. Otherwise,

it must output a rational number N̂ such that N̂/K ≤ |ZPotts(G; q, y)| ≤ KN̂ .

A well-known fact is that the difficulty of the problem Factor-K-NormPotts(q, γ)
does not depend on the constant K > 1. This can be proved using standard powering
techniques (see [11, Lemma 11] for a proof when q = 2). In fact, the complexity of the
problem is the same even for K = 2n1−ε for any constant ε > 0 where n is the size of the
input.

Name: Distance-ρ-ArgPotts(q, y)
Instance: A (multi)graph G.
Output: If ZPotts(G; q, y) = 0, the algorithm may output any rational number. Otherwise,

it must output a rational Â such that, for some a ∈ arg(ZPotts(G; q, γ)), |Â− a| ≤ ρ .

In the special case that q equals 2, we omit the argument q and write Ising instead
of Potts in the name of the problem. Similarly, when the input of the problems is
restricted to planar graphs, we write PlanarPotts instead of Potts. We also consider
the problems Factor-K-NormTutte(q, γ) and Distance-π/3-ArgTutte(q, γ) for the
Tutte polynomial when q, γ are algebraic numbers. Note also that, when q, γ are real, the
latter problem is equivalent to finding the sign of the Tutte polynomial, and we sometimes
write SignTutte(q, γ) (and, analogously, SignTutte(q, γ)).

Our first and main result is a full resolution of the complexity of approximating
ZPotts(G; q, y) for q ≥ 3 and non-real y. More precisely, we show the following.

I Theorem 1. Let q ≥ 3 be an integer, y ∈ C\R be an algebraic number, and K > 1.
Then, Factor-K-NormPlanarPotts(q, y) and Distance-π/3-ArgPlanarPotts(q, y)
are #P-hard, unless q = 3 and y ∈ {e2πi/3, e4πi/3} when both problems can be solved exactly.

1 For z ∈ C\{0}, we denote by |z| the norm of z, by Arg(z) ∈ [0, 2π) the principal argument of z and
by arg(z) the set {Arg(z) + 2πj : j ∈ Z} of all the arguments of z, so that for any a ∈ arg(z) we have
z = |z| exp(ia).
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We remark that, for real y > 0, the complexity of approximating ZPotts(G; q, y) on planar
graphs is not fully known, though on general graphs the problem is #BIS-hard [13] and
NP-hard for y ∈ (0, 1) [12], for all q ≥ 3. For real y < 0, the problem is NP-hard on general
graphs when y ∈ (−∞, 1 − q] for all q ≥ 3 ( [15])2 and #P-hard on planar graphs when
y ∈ (1− q, 0) and q ≥ 5 ( [24], see also [14]). Our techniques for proving Theorem 1 allow us
to resolve the remaining cases q = 3, 4 for y ∈ (1− q, 0) on planar graphs, as a special case of
the following theorem that applies for general q ≥ 3. This is our second main result.

I Theorem 2. Let q ≥ 3 be an integer, y ∈ (−q+1, 0) be a real algebraic number, and K > 1.
Then Factor-K-NormPlanarPotts(q, y) and Distance-π/3-ArgPlanarPotts(q, y)
are #P-hard, unless (q, y) = (4,−1) when both problems can be solved exactly.

Our third main contribution is a full classification of the range of the parameters where
approximating the partition function of the Ising model is #P-hard. Note, on planar graphs
G, ZIsing(G; y) can be computed in polynomial time for all y. For general (non-planar)
graphs and non-real y, Goldberg and Guo show #P-hardness on the unit circle (|y| = 1) with
y 6= ±i, and establish NP-hardness elsewhere. Our next result shows that the NP-hardness
results of [11] for non-real y can be elevated to #P-hardness.

I Theorem 3. Let y ∈ C\R be an algebraic number, and K > 1 be a real. Then,
Factor-K-NormIsing(y) and Distance-π/3-ArgIsing(y) are #P-hard, unless y = ±i
when both problems can be solved exactly.

For real y, we remark that the problems of approximating ZIsing(G; y) and determining its
sign (when non-trivial) are well-understood:3 the problem is FPRASable for y > 1 and NP-
hard for y ∈ (0, 1) ( [21]), #P-hard for y ∈ (−1, 0) [11, 15], and equivalent to approximating
#PerfectMatchings for y < −1 [12]. For y = 0,±1, ZIsing(G; y) can be computed exactly.

1.2 Consequences of our techniques for the Tutte/Jones polynomials
While our main results are on the Ising/Potts models, in order to prove them it is convenient
to work in the “Tutte world”; this simplifies the proofs and has also the benefit of allowing
us to generalise our results to non-integer q. The following result generalises Theorem 1 to
non-integer q > 2.

I Theorem 4. Let q > 2 be a real, γ ∈ C\R be an algebraic number, and K > 1.
Then, Factor-K-NormPlanarTutte(q, γ) and Distance-π/3-ArgPlanarTutte(q, γ)
are #P-hard, unless q = 3 and γ + 1 ∈ {e2πi/3, e4πi/3} when both problems can be solved
exactly.

Our techniques can further be used to elevate previous NP-hardness results of [12, 15] in
the Tutte plane to #P-hardness for planar graphs, and answer a question for the Jones
polynomial raised by Bordewich et al. in [6]. A more detailed discussion can be found in
Section 4.

2 Note, for y ∈ (−∞, 1− q) ∪ [0,∞), #P-hardness is impossible (assuming NP 6= #P): finding the sign
of ZPotts(G; q, y) is easy, even on non-planar graphs ( [15]), and ZPotts(G; q, y) can be approximated
using an NP-oracle. For y = 1− q, the same applies when q ≥ 6; the cases q ∈ {3, 4, 5} are not fully
resolved though [15] shows that q = 3, 4 are NP-hard, whereas q = 5 should be easy unless Tutte’s
5-flow conjecture is false [37, Section 3.5].

3 Analogously to Footnote 2, for y ∈ (−∞,−1) ∪ (0, 1) #P-hardness is unlikely since the problem can be
approximated with an NP-oracle.
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2 Proof outline

In this section we provide some insight on the proofs of our main results. As mentioned
earlier, the proofs are performed in the context of the Tutte polynomial.

In previous #P-hardness results [11,15] for the Tutte polynomial, the main technique was
to reduce the exact counting #MinimumCardinality (s, t)-Cut problem to the problem
of approximating ZTutte(G; q, γ) using an elaborate binary search based on suitable oracle
calls. Key to these oracle calls are gadget constructions which are mainly based on series-
parallel graphs which “implement” points (q′, γ′); this means that, by pasting the gadgets
appropriately onto a graph G, the computation of ZTutte(G; q′, γ′) reduces to the computation
of ZTutte(G; q, γ). Much of the work in [11, 15], and for us as well, is understanding what
values (q′, γ′) can be implemented starting from (q, γ).

For planar graphs, while the binary-search technique from [11] is still useful, we have to use
a different overall reduction scheme since the problem #MinimumCardinality (s, t)-Cut
is not #P-hard when the input is restricted to planar graphs [33]. To obtain our #P-hardness
results our plan instead is to reduce the problem of exactly evaluating the Tutte polynomial
for some appropriately selected parameters q′, γ′ to the problem of computing its sign and
the problem of approximately evaluating it at parameters q, γ; note, this gives us the freedom
to use any parameters q′, γ′ we wish as long as the corresponding exact problem is #P-hard.
Then, much of the work consists of understanding what values (q′, γ′) can be implemented
starting from (q, γ), so we focus on that component first.

We first review previous constructions in the literature, known as shifts, and then introduce
our refinement of these constructions, which we call polynomial-time approximate shifts, and
state our main results about them.

2.1 Shifts in the Tutte plane
Let q be a real number and γ1, γ2 ∈ C. We say that a graph G (q, γ1)-implements (q, γ2) and
that there is a shift from (q, γ1) to (q, γ2) if there exist vertices s, t in G such that

γ2 = q
Zst(G; q, γ1)
Zs|t(G; q, γ1) ,

where Zst(G; q, γ1) is the contribution to ZTutte(G; q, γ1) from configurations A ⊆ E in which
s, t belong to the same connected component in (V,A), while Zs|t(G; q, γ1) is the contribution
from all other configurations A (here, E is the edge set of G).

In the following, we will usually encounter shifts in the (x, y)-parametrisation of the
Tutte plane, rather than the (q, γ)-parameterisation which was used for convenience here. To
translate between these, set y = γ + 1 and (x− 1)(y− 1) = q, see [37, Chapter 3]. We denote
by Hq the hyperbola {(x, y) ∈ C2 : (x−1)(y−1) = q}, and we will use both parametrisations
as convenient. Section 3.2 of the full version has a more detailed description of shifts that
apply to the multivariate Tutte polynomial.

As described earlier, shifts can be used to “move around” the complex plane. If one knows
hardness for some (x2, y2) ∈ Hq, and there is a shift from (x1, y1) ∈ Hq to (x2, y2), then
one also obtains hardness for (x1, y1), essentially by replacing every edge of the input graph
with a distinct copy of the graph G. This approach has been effective when attention is
restricted to real parameters [12, 14, 15], however, when it comes to non-real parameters, the
success of this approach has been limited. To illustrate this, in [11], the authors established
#P-hardness of the Ising model when y2 ∈ (−1, 0), and used this to obtain #P-hardness for
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y1 on the unit circle by constructing appropriate shifts. However, their shift construction
does not extend to general complex numbers, and this kind of result seems unreachable with
those techniques.

2.2 Polynomial-time approximate shifts
To obtain our main theorems, we instead need to consider what we call polynomial-time
approximate shifts; such a shift from (x1, y1) ∈ Hq to (x2, y2) ∈ Hq is an algorithm that, for
any positive integer n, computes in time polynomial in n a graph Gn that (x1, y1)-implements
(x̂2, ŷ2) with |y2 − ŷ2| ≤ 2−n. In fact, our constructions need to maintain planarity, and we
will typically ensure this by either making every Gn a series-parallel graph, in which case we
call the algorithm a polynomial-time approximate series-parallel shift, or by making every Gn
a theta graph, in which case we call the algorithm a polynomial-time approximate theta shift.4

These generalised shifts allow us to overcome the challenges mentioned above and are
key ingredients in our reduction. Our main technical theorem about them is the following.

I Theorem 5. Let q ≥ 2 be a real algebraic number. Let x and y be algebraic numbers
such that (x, y) ∈ Hq, y ∈ (−1, 0) ∪ (C\R) and (x, y) 6∈ {(i,−i), (−i, i), (j, j2), (j2, j)}, where
j = exp(2πi/3). Then, for any pair of algebraic numbers (x′, y′) ∈ Hq with y′ ∈ [−1, 1] there
is a polynomial-time approximate series-parallel shift from (x, y) to (x′, y′).

The exceptions {(i,−i), (−i, i), (j, j2), (j2, j)} are precisely the non-real points of the (x, y)
plane where the Tutte polynomial of a graph can be evaluated in polynomial time (see
Section 6.3). As we will see, being able to (x, y)-implement approximations of any number in
(−1, 0) is essentially the property that makes the approximation problem #P-hard at (x, y).

We remark that the idea of implementing approximations of a given weight or edge
interaction has been explored in the literature, though only when all the edge interactions
involved are real. We review these results in Section 4 of the full version.

We study the properties of polynomial-time approximate shifts in Section 4 and prove
Theorem 5 in Section 5. In the next section, we describe some of the techniques used.

2.2.1 Proof Outline of Theorem 5
Shifts, as defined in Section 2.1, have a transitivity property: if there is a shift from (x1, y1)
to (x2, y2) and from (x2, y2) to (x3, y3), then there is a shift from (x1, y1) to (x3, y3), see
Section 3.2 of the full version for more details.

The polynomial-time approximate shift given in Theorem 5 is constructed in a similar
way. First, we construct a polynomial-time approximate shift from (x, y) to some (x2, y2)
such that y2 ∈ (−1, 0), where x2 and y2 depend on x, y. Then, we construct a polynomial-
time approximate shift from (x2, y2) to (x′, y′). Finally, we combine both polynomial-time
approximate shifts using an analogue of the transitivity property.

However, when this approach is put into practice, there is a difficulty that causes various
technical complications: we only have mild control in our constructions over the intermediate
shift (x2, y2). In particular, even if the numbers x and y are algebraic, we cannot guarantee
that x2 and y2 are algebraic, and this causes problems with obtaining the required transitivity

4 A theta graph consists of two terminals s and t joined by internally disjoint paths [10]. A series-parallel
graph with terminals s and t can be obtained from the single-edge graph with edge (s, t) by repeatedly
subdividing edges or adding parallel edges [8, Chapter 11].
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property. Instead, we have to work with a wider class of numbers, the set PC of polynomial-
time computable numbers. These are numbers that can be approximated efficiently, i.e., for
y ∈ PC there is an algorithm that computes ŷn ∈ Q[i] with |y− ŷn| ≤ 2−n in time polynomial
in n [23]. We denote by PR = R ∩ PC the set of polynomial-time computable reals.

Our polynomial-time approximate shifts are constructed in Section 3. The first of these
polynomial-time approximate shifts is provided by Lemma 6.

I Lemma 6. Let q be a real algebraic number with q ≥ 2. Let x and y be algebraic numbers
such that (x, y) ∈ Hq, y ∈ (−1, 0) ∪ (C\R) and (x, y) 6∈ {(i,−i), (−i, i), (j, j2), (j2, j)}, where
j = exp(2πi/3). Then there is a polynomial-time approximate series-parallel shift from (x, y)
to (x′, y′) for some (x′, y′) ∈ Hq with x′, y′ ∈ PR and y′ ∈ (0, 1).

The construction in Lemma 6 is obtained using a theta graph and trying to get a shift that
is very close to the real line. However, we cannot control the point (x′, y′) that we are
approximating, and as mentioned, x′, y′ might not be algebraic. The proof of Lemma 6 is
the most technically demanding new ingredient in our work, and is outlined in Section 3.

Using Lemma 6, we have a series-parallel polynomial-time approximate shift from (x, y) to
some (x′, y′) ∈ Hq with x′, y′ ∈ PR and y′ ∈ (0, 1). Next, we have to construct a polynomial-
time approximate shift from (x′, y′) to (x̂, ŷ), where (x̂, ŷ) is the point that we want to shift
to in Theorem 5. In fact, we actually use a theta shift, which also facilitates establishing the
required transitivity property later on. Note that since y′ is not necessarily algebraic, we can
not directly apply the results that have already appeared in the literature on implementing
approximations of edge interactions. In the next lemma, we generalise these results to the
setting of polynomial-time computable numbers, where we need to address some further
complications that arise from computing with polynomial-time computable numbers instead
of algebraic numbers. The proof of the lemma is given in Section 5.5 of the full version.

I Lemma 7. Let q, x, y ∈ PR such that q > 0, (x, y) ∈ Hq, y is positive and 1− q/2 < y < 1.
There is a polynomial-time algorithm that takes as an input:

two positive integers k and n, in unary;
a real algebraic number w ∈ [yk, 1].

The algorithm produces a theta graph J that (x, y)-implements (x̂, ŷ) such that
∣∣ŷ−w∣∣ ≤ 2−n.

The size of J is at most a polynomial in k and n, independently on w.

Then, we are able to combine the shifts in Lemmas 6 and 7 via a transitivity property
for polynomial-time approximate shifts (see Lemma 17), and therefore prove Theorem 5, see
Section 5.5 of the full version for the details.

2.3 The reductions
In Section 6.6 of the full version we show how to use a polynomial-time approximate shift
from (x1, y1) to (x2, y2) to reduce the problem of approximating the Tutte polynomial at
(x2, y2) to the same problem at (x1, y1). The following lemma gives such a reduction for the
problem of approximating the norm, we also give an analogous result for approximating the
argument in the full version (see Lemma 56).

I Lemma 8. Let q 6= 0, γ1 and γ2 6= 0 be algebraic numbers, and K > 1. For j ∈ {1, 2},
let yj = γj + 1 and xj = 1 + q/γj. If there is a polynomial-time series-parallel approximate
shift from (x1, y1) to (x2, y2), then we have a reduction from Factor-K-NormTutte(q, γ2)
to Factor-K-NormTutte(q, γ1). This reduction also holds for the planar version of the
problem.
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In order to prove Lemma 8, we need some lower bounds on the norm of the partition
function ZTutte(G; q, γ). This kind of lower bound plays an important role in several hardness
results on the complexity of approximating partition functions [4, 11]. Here, we have to work
a bit harder than usual since we have two (algebraic) underlying parameters (in the case
of Tutte), and we need to use results in algebraic number theory, see Section 6.1 of the full
version for details.

By combining Theorem 5 and Lemma 8 with existing hardness results, we obtain our
hardness results for non-real edge interactions in Section 6.8 of the full version. On the
way, we collect some hardness on real parameters as well that strengthen previous results in
the literature, and part of Section 6 of the full version is devoted to this. The main reason
behind these improvements is that previous work on real parameters used reductions from
approximately counting minimum cardinality (s, t)-cuts [11, 15], the minimum 3-way cut
problem [12], or maximum independent set for planar cubic graphs [14], which are either easy
on planar graphs or the parameter regions they cover are considerably smaller or cannot be
used to conclude #P-hardness. We instead reduce the exact computation of ZTutte(G; q, γ)
to its approximation, which has the advantage that the problem that we are reducing from is
#P-hard for planar graphs [36]. Interestingly, our reduction requires us to apply an algorithm
of Kannan, Lenstra and Lovász [22] to reconstruct the minimal polynomial of an algebraic
number from an additive approximation of the number. The lower bounds on the partition
function ZTutte(G; q, γ) also play a role in this reduction, the details are given in Section 6.5
of the full version.

3 Polynomial-time approximate shifts with complex weights

We have already outlined in Section 2.2.1 the proof of Theorem 5, the key ingredient in the
reductions to obtain our inapproximability results, based on the polynomial-time approximate
shifts described in Lemmas 6 and 7. In this section, we give the proof of Lemma 6 which has
the “complex part” of the proof and has the new technical ingredients; Lemma 7 follows by
generalising results from [14] from algebraic reals to computable numbers.

We will use theta graphs (cf. Footnote 4) to prove Lemma 6. Let J be the theta graph
with m internal paths of lengths l1, . . . , lm between two vertices s, t. Then J gives a shift, in
the sense of Section 2.1, from (q, γ) to (q, γ′) where

γ′ =
m∏
j=1

(
1 + q

xlj − 1

)
− 1 and x = 1 + q/γ, (4)

see Section 3.2 of the full version for details. Note, we will mainly use this in the (x, y)-
parametrisation. Also, when m = 1, we refer to J as an `1-stretch, whereas when `1 = . . . =
`m, we refer to J as an m-thickening.

We start by giving in Section 3.1 some shifts that we will need, and then show how to
use them to obtain the polynomial-time approximate shifts of Lemma 6 in Section 3.2. Let q
be a real algebraic number with q ≥ 2 and let (x, y) ∈ Hq be a pair of algebraic numbers.

3.1 Some shifts for non-reals
In this section, for (x, y) as in Lemma 6, we will be interested in computing a shift from
(x, y) to (x1, y1) ∈ Hq with x1 6∈ R and |x1| > 1. The following remark will thus be useful.
I Remark 23. Let q be a positive real number and let (x, y) ∈ Hq. From (x− 1)(y − 1) = q

it follows that x = 1 + q/(y − 1) = (y + q − 1)/(y − 1), so |x| ≥ 1 iff Re(y) ≥ 1− q/2, with
equality only when |x| = 1.
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A root of unity is a complex number z such that zk = 1 for some positive integer k; there is
a polynomial-time algorithm to determine whether an algebraic number z is a root of unity,
see [7]. Also, if z ∈ C is not a root of unity and |z| = 1, then {zj : j ∈ N} is dense in the
unit circle, see, e.g., [9, Section 1.2].

I Lemma 24. Let q be a real algebraic number with q ≥ 2. Let x and y be algebraic numbers
such that (x, y) ∈ Hq and Arg(y) 6∈ {0, π/2, 2π/3, π, 4π/3, 3π/2}. Then we can compute a
theta graph J that (x, y)-implements (x1, y1) with |x1| > 1 and x1 6∈ R.

Proof. We show how to compute n such that Re(yn) > 0 and Im(yn) > 0. For such n, we
let y1 = yn and x1 = 1 + q/(y1 − 1), so Remark 23 ensures that |x1| > 1 and x1 6∈ R. Hence,
we can return J as the graph with two vertices and n edges joining them. Since y and |y|
are algebraic numbers, we can compute the algebraic number y/ |y| and detect if y/ |y| is a
root of unity as explained earlier. There are two cases:
1. y/ |y| is not a root of unity. Then we can compute the smallest positive integer n such

that Arg(yn) ∈ [π/6, π/3]; such an integer exists because {(y/ |y|)j : j ∈ N} is dense in
the unit circle. Finally, since Arg(yn) ∈ [π/6, π/3], we have Re(yn) > 0 and Im(yn) > 0.

2. y/ |y| is a root of unity of order r with r ≥ 5. Recall that we can compute r by sequentially
computing the powers of y/ |y| until we obtain 1. Then we have (y/ |y|)r+1 = ei2π/r. Note
that the real and imaginary parts of ei2π/r = cos(2π/r) + i sin(2π/r) are positive. J

In the following lemmas, we consider the cases Arg(y) ∈ {π/2, 2π/3, 4π/3, 3π/2}, where
the exemptions in Lemma 6 arise.

I Lemma 25. Let q be a real algebraic number with q ≥ 2. Let x and y be algebraic numbers
such that (x, y) ∈ Hq, y 6= 0 and Arg(y) ∈ {2π/3, 4π/3}. If q 6= 3 or |y| 6= 1, then we can
compute a series-parallel graph J that (x, y)-implements (x1, y1) with |x1| > 1 and x1 6∈ R.

Proof. Note that y/ |y| is a root of unity of order 3. We have Re(y) = |y| cos(2π/3) =
− |y| /2 < 0. Let x = 1 + q/(y − 1). We consider three cases.

Case I: Re(y) > 1− q/2. Then, by Remark 23, |x| > 1. We return J as the graph with
2 vertices and one edge joining them.

Case II: Re(y) < 1− q/2. Then |x| < 1. Let yn = 1 + q/(xn − 1). An n-stretch gives
a shift from (x, y) to (xn, yn). Since x 6∈ R, there are infinitely many values of n such that
yn 6∈ R. Note that yn converges to 1− q ∈ (−∞,−1], and the distance between 1− q and the
set of complex points {z ∈ C : Arg(z) ∈ {π/2, 2π/3, 4π/3, 3π/2}} is larger than 0. Hence, we
can compute n such that Arg(yn) 6∈ {0, π/2, 2π/3, π, 4π/3, 3π/2}. Since (xn, yn) ∈ Hq, the
result follows from applying Lemma 24 to (xn, yn), the transitivity property of shifts and
noticing that the obtained graph is series-parallel.

Case III: Re(y) = 1−q/2. Note that q > 2 because for q = 2 we would obtain Re(y) = 0;
also |y| 6= 1, otherwise from Re(y) = − |y| /2, we obtain that q = 3, which is excluded.
If |y| < 1, let n ≥ 1 be an integer such that |y|n < q − 2 and Arg(yn) = 2π/3. Since
Re(yn) = − |y|n /2, we have Re(yn) > 1− q/2, so |xn| > 1 for xn = 1 + q/(xn − 1) and we
can return J as the graph with two vertices and n edges joining them. If |y| > 1, let n ≥ 1
be an integer such that Arg(yn) = 2π/3 and Re(yn) = − |y|n /2 < 1− q/2, and apply Case
II to (xn, yn), where xn = 1 + q/(yn − 1), the transitivity property of shifts and noticing
that the obtained graph is series-parallel.

This finishes the proof. J
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36:10 The Complexity of Approximating the Complex-Valued Potts Model

I Lemma 26. Let q be a real algebraic number with q ≥ 2. Let y be an algebraic number
such that y 6= 0 and Arg(y) ∈ {π/2, 3π/2}.

If q > 2, then we can compute a theta graph J that (x, y)-implements (x1, y1) with
|x1| > 1 and x1 6∈ R. If q = 2 and |y| 6= 1, then we can compute a series-parallel graph J

that (x, y)-implements (x2, y2) with y2 ∈ (−1, 0).

Proof. The hypotheses y 6= 0 and Arg(y) ∈ {π/2, 3π/2} are equivalent to y 6= 0 and
Re(y) = 0. Let x = 1 + q/(y − 1). If q > 2, then 1 − q/2 < 0 = Re(y) and |x| > 1 as a
consequence of Remark 23, so we return the graph with two vertices and one edge joining
them as J . The second claim (case q = 2) has been studied in [11, Lemma 3.15], where the
graph constructed is a 2-thickening of a k-stretching. J

3.2 An approximate shift to (x′, y′) with y′ ∈ (0, 1)
We will use the shifts to complex points (x, y) with |x| > 1 in polynomial-time approximate
shifts. We start with a technical lemma, which will simplify the proofs, and use this to design
the desired polynomial-time approximate shift, cf. Lemma 33. Then, it is just a matter of
combining the pieces to conclude the proof of Lemma 6.

I Lemma 32. Let r, c ∈ (0, 1) ∩ Q, and {zn} be a sequence of algebraic complex numbers
satisfying, for every integer n ≥ 1, |zn| < 1 and

zn = 1− f(n) + ig(n) with f, g satisfying crn ≤ f(n), g(n) ≤ rn/2.

Then there is w ∈ (0, 1) and a bounded sequence of positive integers {en} such that∣∣∣∏n

j=1
z
ej
j − w

∣∣∣ ≤ (π2 + π

c(1− r)

)
rn for every integer n ≥ 1.

Further, if the representation of the algebraic number zn can be computed in time polynomial
in n, then w ∈ PR and en can be computed in polynomial time in n.

Proof Sketch. Write zn = ρne
iθn for some ρn ∈ (0, 1) and θn ∈ (0, π/2). Note that

1− f(n) < ρn. Let h(n) = 1− ρn. Using the assumption on f(n), we obtain

0 < h(n) < f(n) ≤ rn/2 for integers n ≥ 1. (8)

We have sin (θn) = Im(zn)
ρn

= g(n)
1−h(n) , so using that sin(x) ≤ x ≤ π sin(x)/2 for every

x ∈ [0, π/2], we obtain g(n)
1−h(n) ≤ θn ≤

πg(n)
2(1−h(n)) , and from (8) it follows that

g(n) ≤ θn ≤ πg(n) for integers n ≥ 1. (9)

Using the assumption crn ≤ g(n) ≤ rn/2, we conclude that, for integers n ≥ 2,

θn−1

θn
≤ πg(n− 1)

g(n) ≤ π

2cr . (10)

Let τ0 = 0. We define τn and en by induction on n. Let en be the largest integer such
that τn−1 + enθn ≤ 2π and let τn = τn−1 + enθn. The definition, combined with (9) and (10),
yields that (see full version for details)

0 ≤ en ≤
2π
cr

for integers n ≥ 1. (11)
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The sequence {eiτn} converges to 1. In fact, we show that it does so exponentially fast.
Note that the derivative of eit has constant norm 1. Therefore, eit is a Lipschitz function
with constant 1, that is,

∣∣eit − eis∣∣ ≤ |s− t| for every s, t ∈ R. Using (9), it follows that∣∣1− eiτn ∣∣ =
∣∣ei2π − eiτn ∣∣ ≤ |2π − τn| < θn ≤ πg(n) ≤ π

2 r
n. (12)

Next we study the sequence {xn} defined by xn =
∏n
j=1 ρ

ej
j . Since ρj ∈ (0, 1), {xn} is

decreasing and has a limit w ∈ [0, 1). In the full version, we show that w > 0 based on the
fact that en ≤ 2π/(cr) and that h(n) is a decreasing geometric series. We next show that
{xn} converges exponentially fast to w. Note that xn = (1− h(n))en xn−1 and, thus, for
n ≥ 2, using (8), (11) and that (1− x)k ≥ 1− kx for x ∈ (0, 1) and k ∈ Z≥0,

0 ≤ xn−1 − xn = xn−1 (1− (1− h(n))en) ≤ 1− (1− h(n))en ≤ h(n)en ≤ π
cr r

n.

By telescoping appropriately, we conclude that |xn − w| ≤ π
c(1−r)r

n for every integer n ≥ 1.
Using this and (12), we obtain for every positive integer n that∣∣∣∏n

j=1
z
ej
j − w

∣∣∣ ≤ ∣∣∣∏n

j=1
z
ej
j − xn

∣∣∣+ |xn − w| = |xn|
∣∣∣∏n

j=1
eiejθj − 1

∣∣∣+ |xn − w|

≤
∣∣∣∏n

j=1
eiejθj − 1

∣∣∣+ |xn − w| =
∣∣eiτn − 1

∣∣+ |xn − w| ≤
π

2 r
n + π

c(1− r)r
n.

Using that en is a bounded sequence of positive integers and that zn can be computed in
time polynomial in n, we have that en can be computed in time polynomial in n as well. We
conclude that w is the limit of a sequence of algebraic numbers that converges exponentially
fast and whose n-th element can be computed in time polynomial in n, so w ∈ PR. J

I Lemma 33. Let q be a real algebraic number with q > 0. Let x and y be algebraic numbers
such that (x, y) ∈ Hq, y 6∈ R and |x| > 1. Then there is a polynomial-time approximate theta
shift from (x, y) to (x′, y′) for some (x′, y′) ∈ Hq with y′ ∈ (0, 1) ∩ PR.

Proof Sketch. Since y 6∈ R and (x− 1)(y − 1) = q, we have x 6∈ R. Let us write x = Reiθ

for some R > 1 and θ ∈ (0, 2π). An m-stretch gives a shift from (x, y) to (xm, ym) with
ym = (xm + q − 1)/(xm − 1). By plugging x = Reiθ in the definition of ym and multiplying
by Rme−imθ − 1 in the numerator and denominator, we obtain

ym = R2m − q + 1 + (q − 2)Rm cos (mθ)− iqRm sin (mθ)
1 +R2m − 2Rm cos (mθ) . (13)

If θ ∈ {π/2, 3π/2}, that is, x ∈ iR, then for m ≡ 2 (mod 4) such that 1 + Rm > q, we
have cos (mθ) = −1, sin (mθ) = 0 and ym = (1+Rm)2−q(1+Rm)

(1+Rm)2 = 1+Rm−q
1+Rm ∈ (0, 1), so we can

choose y′ = ym and we are done. In the rest of the proof we assume that θ 6∈ {π/2, 3π/2}.
We are going to apply Lemma 32 to a subsequence of ym. In particular, we invoke

Corollary 21 of the full version in order to find a sequence σ(m) of integers, a positive integer
k and a positive rational C that satisfy:

σ(m) can be computed in time polynomial in m, while k and C can be computed in
constant time from x;
σ(m) ∈ [m,m+ k − 1] and sin(σ(m)θ), cos(σ(m)θ) ≤ −C for every integer m ≥ 1.

It follows that Re
(
xσ(m)) = Re

(
Rσ(m)eiσ(m)θ) ≤ −CRσ(m) ≤ −CRm. Since R > 1, we can

compute m1 ∈ Z≥0 such that for m ≥ m1 we have Re(xσ(m)) < 1−q/2 and, thus,
∣∣yσ(m)

∣∣ < 1
(recall that ym = (xm + q − 1) / (xm − 1) and Remark 23).
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Let am, bm be such that ym = 1 − am + ibm. Then, using the bounds R2σ(m) ≤
1 +R2σ(m) − 2Rσ(m) cos (σ(m)θ) ≤ 4R2σ(m), we obtain the bounds

qC

4 R−σ(m) ≤ aσ(m), bσ(m) ≤ 2qR−σ(m) for integers m ≥ 1. (14)

Then, let m2 be an integer such that m2 ≥ logR(4q),m1 and c be a rational with c ∈
(0, qCR−m2−k−1/4). Then, with f(m) = aσ(m+m2) and g(m) = bσ(m+m2), we obtain from
(14) and the inequalities R−m−k+1 ≤ R−σ(m) ≤ R−m that

cR−m ≤ f(m), g(m) ≤ 1
2R
−m for integers m ≥ 1. (15)

Using that
∣∣yσ(m)

∣∣ < 1 and (15), we obtain that the sequence {zm} = {yσ(m+m2)} satisfies
the assumptions of Lemma 32, so applying the lemma yields y′ ∈ (0, 1) ∩ PR and a bounded
sequence of positive integers {em} such that∣∣∣∏m

j=1
z
ej
j − y

′
∣∣∣ ≤ (π2 + π

c(1− 1/R)

)
R−m, (16)

and em can be computed in time polynomial in m, for all integers m ≥ 1. This gives
the following polynomial-time approximate theta shift from (x, y) to (x′, y′), where x′ =
1 + q/(y′ − 1). For integer n, pick m to be the smallest integer so that the r.h.s. in (16) is
smaller than 2−n, and note that m is linear in n. We return the theta graph Jn that is the
parallel composition of the path graphs that are used to implement the weights yσ(j+m2), each
one repeated ej times, for j ∈ {1, . . . ,m}. The graph Jn is a shift from (x, y) to (x̂, ŷ) ∈ Hq

for ŷ =
∏m
j=1 z

ej
j =

∏m
j=1 y

ej
σ(j+m2), cf. (4). J

I Lemma 6. Let q be a real algebraic number with q ≥ 2. Let x and y be algebraic numbers
such that (x, y) ∈ Hq, y ∈ (−1, 0) ∪ (C\R) and (x, y) 6∈ {(i,−i), (−i, i), (j, j2), (j2, j)}, where
j = exp(2πi/3). Then there is a polynomial-time approximate series-parallel shift from (x, y)
to (x′, y′) for some (x′, y′) ∈ Hq with x′, y′ ∈ PR and y′ ∈ (0, 1).

Proof. If y ∈ (−1, 0), then a 2-thickening of (x, y) gives the result. Hence, let us assume
that y 6∈ (−1, 0) in the rest of the proof. There are two cases to consider.
Case I: q 6= 2 or y 6∈ iR. We apply either Lemma 24, Lemma 25 or Lemma 26, depending on

Arg(y), to find a shift from (x, y) to (x1, y1) ∈ Hq with y1 6∈ R and |x1| > 1. The graph
of this shift is series-parallel. Then we apply Lemma 33 to obtain a polynomial-time
approximate theta shift from (x1, y1) to some (x′, y′) ∈ Hq with y′ ∈ (0, 1) ∩ PR. The
result follows from the transitivity property of shifts.

Case II: q = 2 and y ∈ iR. Since y 6= ±i, Lemma 26 gives a shift from (x, y) to (x′, y′) for
some (x′, y′) ∈ Hq with y′ ∈ (−1, 0). A 2-thickening of (x′, y′) gives the result.

The fact that x′ ∈ PR follows from x′ = 1 + q/(y′ − 1) and y′ ∈ PR. J

4 Further consequences of our results

In this final section, we apply our results to the problem of approximating the Jones
polynomial of an alternating link, which is connected to the quantum complexity class BQP
as explained in [6]. More details can be found in Section 7 of the full version.

We briefly review some relevant facts about links and the Jones polynomial that relate it
to the Tutte polynomial on graphs, see [37] for their definitions. Let VL(T ) denote the Jones
polynomial of a link L. By a result of Thistlethwaite, when L is an alternating link with
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associated planar graph G(L), we have VL(t) = fL(t)T (G(L);−t,−t−1), where fL(t) is an
easily-computable factor that is plus or minus a half integer power of t, and T (G;x, y) is the
Tutte polynomial of G in the (x, y)-parametrisation [35,37]. Moreover, every planar graph
is the graph of an alternating link [37, Chapter 2]. Hence, we can translate our results on
the complexity of approximating the Tutte polynomial of a planar graph to the complexity
of approximating the Jones polynomial of an alternating link, and obtain #P-hardness
results for approximating VL(t). This is done in Corollary 61 of the full version, which shows
#P-hardness for all algebraic t with Re(t) > 0 and t 6∈ {1,−e2πi/3,−e4πi/3}.

The case t = e2πi/5 of Corollary 61 is particularly relevant due to its connection between
approximate counting and the quantum complexity class BQP, which was explored by
Bordewich, Freedman, Lovász and Welsh in [6], where they posed the question of determining
whether Re(ZTutte(G; q, γ)) ≥ 0 or Re(ZTutte(G; q, γ)) for planar graphs G. The non-planar
version has been studied in [11, Section 5], where #P-hardness was shown. Our planar results
for the Tutte polynomial allow us to adapt the argument in [11] to answer the question asked
in [6], see Corollary 62 of the full version.
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Abstract
A spin system is a framework in which the vertices of a graph are assigned spins from a finite set.
The interactions between neighbouring spins give rise to weights, so a spin assignment can also be
viewed as a weighted graph homomorphism. The problem of approximating the partition function
(the aggregate weight of spin assignments) or of sampling from the resulting probability distribution
is typically intractable for general graphs.

In this work, we consider arbitrary spin systems on bipartite expander ∆-regular graphs, including
the canonical class of bipartite random ∆-regular graphs. We develop fast approximate sampling
and counting algorithms for general spin systems whenever the degree and the spectral gap of the
graph are sufficiently large. Our approach generalises the techniques of Jenssen et al. and Chen et
al. by showing that typical configurations on bipartite expanders correspond to “bicliques” of the
spin system; then, using suitable polymer models, we show how to sample such configurations and
approximate the partition function in Õ(n2) time, where n is the size of the graph.
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1 Introduction

Spin systems are general frameworks that encompass sampling and counting problems in
computer science, graph homomorphism problems in combinatorics, and phase transition
phenomena in statistical physics. In this paper, we provide algorithms for general spin
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A q-spin system is specified by a set of spins [q] = {1, 2, . . . , q} and a symmetric interaction
matrix H ∈ Rq×q≥0 . Given a graph G = (VG, EG), a spin configuration is an assignment
σ : VG → [q] and the weight of σ is given by wG,H(σ) =

∏
{u,v}∈EG Hσ(u),σ(v). The Gibbs

distribution of the system, denoted by µG,H , is a probability distribution on the set ΣG,H

which denotes the set of all possible spin configurations, given by µG,H(σ) = wG,H(σ)
ZG,H

, where
ZG,H :=

∑
τ∈ΣG,H wG,H(τ) is the so-called partition function. Well-known examples of spin
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some parameter β > 0 and off-diagonal entries equal to 1; the case q = 2 is the Ising model,
and q > 2 is the Potts model. Apart from statistical physics systems, graph homomorphisms
also fit naturally into this framework, whenever H has 0-1 entries.

Henceforth, we will normalise H so that its largest entry is equal to 1. More formally, we
will consider δ-matrices, defined as follows.

I Definition 1. Let q ≥ 2 and let δ ∈ (0, 1). A symmetric matrix H ∈ Rq×q≥0 is called a
δ-matrix if maxi,j∈[q]Hi,j = 1 and maxi,j∈[q]:Hi,j 6=1Hi,j ≤ δ. J

Note that, apart from trivial cases1, we can always normalise the interaction matrix of a
spin system to satisfy Definition 1 for some δ ∈ (0, 1).

Approximately sampling from the Gibbs distribution of a spin system and approximating
its partition function are well-studied problems in computer science, since they appear
in various applications. However, even for the most canonical models, such as the Potts
model or graph homomorphisms, these computational problems are hard in general, even on
bounded-degree graphs [10, 4, 18, 17, 13, 16, 15].

In light of these hardness results, it is natural to consider whether efficient algorithms
can be developed for more restricted classes of graphs. Recently, Jenssen, Keevash, and
Perkins [23] (see also [21]) showed a new framework that such algorithms are possible for
three canonical models (ferromagnetic Potts model, colourings, and independent sets) on
bounded-degree expander graphs, in a range of parameters where the problems are otherwise
hard for general bounded-degree graphs. In this paper, we show that this framework can
further be used to obtain approximation algorithms of any spin system on bipartite expander
graphs whenever the degree is sufficiently large.

More precisely, we will consider regular bipartite graphs whose second eigenvalue is
bounded by a small constant [22]. Let G be an n-vertex ∆-regular bipartite graph. Let
λ1(G) ≥ λ2(G) ≥ · · · ≥ λn(G) denote the eigenvalues of the adjacency matrix of G. It is
well-known that λ1(G) = ∆ and λn(G) = −λ1(G). We define λ(G) = λ2(G).

I Definition 2. Let ∆ ≥ 3 be an integer and λ be a positive real strictly less than ∆. We let
Gbip

∆,λ denote the set of all connected ∆-regular bipartite graphs G, for which λ(G) ≤ λ. J

One of the primary examples of bipartite expander graphs, and one of the main motivations
behind this work, are random bipartite regular graphs. It is known [3] that, for any fixed
ε > 0, with high probability2 over the choice of a random bipartite ∆-regular graph G, it
holds that λ(G) ≤ 2

√
∆− 1 + ε. From a counting/sampling perspective these graphs are

particularly interesting since they have been key ingredients in obtaining inapproximability
results [26, 5, 14]. Somewhat surprisingly, while we know constant factor estimates of the
partition function via (non-algorithmic) probabilistic methods that hold with probability
1 − o(1) over the choice of the graph [14], it is not known how to approximately sample
from the Gibbs distribution efficiently. In fact, even obtaining more refined estimates on the
partition function is an open problem. As a corollary of our main result, we address both of
these questions, provided that the degree ∆ is sufficiently large relative to H.

1 If H has all of its entries equal to some c > 0, then ZG,H = q|VG|c|EG| for any graph G = (VG, EG).
Similarly, if H is the all zeros matrix, then ZG,H = 0 for any non-empty graph G. So suppose that H has
at least two entries with distinct values and let hmax = maxi,j∈[q] Hi,j . Then, the matrix H ′ = 1

hmax
H

is a δ-matrix, for any δ ∈ (0, 1) which is bigger than the second largest entry in H ′. Moreover, for any
graph G = (VG, EG) we have that ZG,H = h

|EG|
max · ZG,H′ .

2 Here and throughout the paper, “with high probability” means with probability tending to 1 as the size
of the graph tends to infinity.
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To formally state our results, we will need some definitions. First, the following computa-
tional problem that we will study.

Parameters: H, a symmetric matrix in Rq×q≥0 , integer ∆ ≥ 3, and a real λ ∈ (0,∆).
Name: SPINH,∆,λ.
Input: A graph G ∈ Gbip∆,λ.
Output: The value of ZG,H .

In particular, we consider the problem of approximating ZG,H and sampling from µG,H .
Given an accuracy parameter ε > 0, we say that Ẑ is an ε-approximation to Z if (1− ε)Z ≤
Ẑ ≤ (1 + ε)Z. For a distribution µ, we say that a random variable X is an ε-sample
from µ if the total variation distance between the distribution of X and µ is at most ε. A
fully polynomial randomised approximation scheme (FPRAS) for SPINH,∆,λ is a randomised
algorithm that, given ε > 0 and G = (V,E) ∈ Gbip∆,λ as input, outputs a random variable that
is an ε-approximation to ZG,H with probability at least 3/4, in time poly(|V |, 1/ε).3

We prove the following result. For a bipartite graph G, we use (V 0
G, V

1
G) to denote the

bipartition of the vertex set of G, and all logarithms throughout the paper are with base e.

I Theorem 3. Let q ≥ 2 be an integer, δ be a real in (0, 1), H ∈ Rq×q≥0 be a symmetric
δ-matrix. Suppose that ∆, λ satisfy ∆

λ ≥
100
1−δ q

2 log(q∆) and ∆ ≥
( 10

1−δ q log(q∆)
)4. Then,

there is an FPRAS for SPINH,∆,λ.
In fact, there is a randomised algorithm that, given a graph G ∈ Gbip

∆,λ with n = |V 0
G| = |V 1

G|
vertices and an accuracy parameter ε∗ ≥ e−n/(5q), outputs an ε∗-approximation to ZG,H and
an ε∗-sample from the Gibbs distribution µG,H in time O((n/ε∗)2 log3(n/ε∗)).

As a corollary of Theorem 3, we have the following for random bipartite ∆-regular graphs.

I Corollary 4. Let q ≥ 2 be an integer, δ be a real in (0, 1), and H ∈ Rq×q≥0 be a symmetric
δ-matrix. Then, for all integers ∆ ≥

( 10
1−δ q log(q∆)

)4, there is a randomised algorithm such
that the following holds with high probability over the choice of a random ∆-regular bipartite
graph G with n = |V 0

G| = |V 1
G|.

The algorithm, on input G and an accuracy parameter ε∗ ≥ e−n/(5q), outputs in time
O((n/ε∗)2 log3(n/ε∗)) an ε∗-approximation to the partition function ZG,H and an ε∗-sample
from the Gibbs distribution µG,H .

Proof. Using the result in [3, Theorem 4], we have that, with high probability over the
choice of G, it holds that λ(G) ≤ 2

√
∆. It follows that ∆

λ(G) ≥
1
2

√
∆ and hence the result

follows by applying Theorem 3. J

Our algorithms apply to a larger class of graphs when δ is small so that the interactions
between spins are weak – this corresponds to the so-called “low-temperature” regime – by
contrast, approaches such as MCMC and correlation decay typically apply in high-temperature
regimes. Since our results concern regular graphs, they easily extend to models with external
fields – the fields can be incorporated in the entries of the interaction matrix H.

3 Note, the error probability can be reduced to any η > 0 by calling the original FPRAS O(log(1/η))
times.
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1.1 Proof Outline

In order to prove our main Theorem 3, we appeal to what are known as polymer models, as
introduced by Gruber and Kunz [19] in the statistical physics literature. Recently, polymer
models have been used as a tool in the development of efficient counting and sampling
algorithms [21, 23, 25, 8, 6, 7] for problems that are not amenable to traditional approaches
such as local-update Markov chains. Our approach is inspired by, and generalises, the
approaches in [23, 8], where counting and sampling algorithms are given for the hard-core
and ferromagnetic Potts models on expander graphs at low temperatures.

The main idea behind the use of polymer models is that, for graphs with good expansion
properties, the partition function and the Gibbs distribution are dominated by configurations
which are highly ordered, i.e., whose weight is large. As we shall see in detail in Section 3,
these large-weight configurations correspond to “bicliques” of H, as defined below.4

I Definition 5. Let q ≥ 2 be an integer, δ ∈ [0, 1) be a real and H ∈ Rq×q≥0 be a symmetric
δ-matrix. A biclique of H is a pair (B0, B1) with B0, B1 ⊆ [q], such that Hi,j = 1 for all
i ∈ B0 and all j ∈ B1. We use KH to denote the set of all bicliques of H and we use Kmax

H

to denote the set of all inclusion maximal bicliques of H.

Note that, for a bipartite graph G, configurations σ which assign vertices in V 0
G a spin

from B0 and vertices in V 1
G a spin from B1 have weight 1, the largest possible weight (since

H is a δ-matrix). Polymer models allow us to capture deviations from such configurations
and approximate their contribution to the partition function, see Section 4.

Using the results of Sections 3 and 4, we give the proof of Theorem 3 in Section 5.

2 Preliminaries

Let G be a bipartite graph. We will write G as (V 0
G, V

1
G, EG), where (V 0

G, V
1
G) denotes the

bipartition of the vertex set of G and EG its edge set; we will use VG = V 0
G ∪ V 1

G to denote
the vertex set of G.

For a vertex subset S ⊆ VG, let ∂GS denote the set of vertices of VG \ S that have a
neighbour in S, and let S+

G = S ∪ ∂GS. When S = {u}, we simply write ∂Gu instead of
∂GS. For vertex subsets S, T ⊆ VG, let EG(S, T ) denote the set of edges of G that have one
endpoint in S and the other in T , and let eG(S, T ) = |EG(S, T )|; when S = T , we simply
write EG(S), eG(S) instead of EG(S, S), eG(S, S), respectively. We will omit G from all of
the above notation where it is obvious from the context.

2.1 Bipartite Expander Graphs

It is well-known that graphs in Gbip∆,λ have good expansion properties, and in this section we
will review certain edge and vertex expansion properties that will be relevant for us.

The following result relates the spectrum of a regular bipartite graph to its edge-expansion
properties. This result was first proven in [20, Theorem 5.1], though the version we state
below is taken from [9].

4 The “biclique” terminology comes from the homomorphism problem (where H corresponds to a graph),
but our interpretation here is analogous which justifies its use.
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I Lemma 6 ([9, Lemma 8]). Let G = (V 0
G, V

1
G, EG) ∈ Gbip

∆,λ with n = |V 0
G| = |V 1

G|. Then, for
sets S0 ⊆ V 0

G, S1 ⊆ V 1
G, we have that

∣∣∣eG(S0, S1)− ∆|S0||S1|
n

∣∣∣ ≤ λ√|S0||S1|
(

1− |S0|
n

)(
1− |S1|

n

)
.

The following simple consequence of the above result gives a lower bound on the edge
expansion of G ∈ Gbip∆,λ when λ is sufficiently small.

I Corollary 7. Let G = (V 0
G, V

1
G, EG) ∈ Gbip

∆,λ with n = |V 0
G| = |V 1

G|. Then, for sets
S0 ⊆ V 0

G, S1 ⊆ V 1
G such that λ ≤ ∆

2n
√
|S0||S1|, it holds that eG(S0, S1) ≥ ∆

2n |S0||S1|.

Proof. Lemma 6 implies that∣∣∣eG(S0, S1)− ∆|S0||S1|
n

∣∣∣ ≤ ∆|S0||S1|
2n , therefore eG(S0, S1) ≥ ∆|S0||S1|

2n . J

A second combinatorial notion of expansion is vertex expansion. A well-known result
from Tanner [27] relates the spectrum of a graph to its vertex expansion properties (see also
[24] for a more refined estimate). Here we state a version from [22, Theorem 4.15]; there, the
result is stated and proved for non-bipartite graphs, but a minor adaptation of the proof in
[22], which we give for completeness in the full version, also applies to bipartite graphs.

I Lemma 8. Let G = (V 0
G, V

1
G, EG) ∈ Gbip

∆,λ, ρ > 0 be a real number and i ∈ {0, 1}. Then,
for all S ⊆ V iG with |S| ≤ ρ|V iG|, it holds that |∂S| ≥ |S|/

(
ρ+ λ2

∆2 (1− ρ)
)
.

3 Ground states for spin configurations

In this section, we show that the partition function of a spin system is dominated by
configurations which are “close to maximal bicliques”, cf. Definition 5. Let q ≥ 2, ∆ ≥ 3 be
integers and λ, δ be reals with λ ∈ (0,∆) and δ ∈ (0, 1). Let G ∈ Gbip∆,λ and let H ∈ Rq×q≥0 be
a symmetric δ-matrix.

We next describe more precisely the configurations which are “close” to some maximal
biclique of H. Given σ : VG → [q] and a spin i ∈ [q], we write σ−1(i) for the set of vertices
of G whose image under σ is i. More generally, for a subset of spins Q ⊆ [q], we let
σ−1(Q) = {v ∈ VG | σ(v) ∈ Q}.

I Definition 9. Let ε ∈ (0, 1). For (B0, B1) ∈ Kmax
H , define ΣB0,B1

G,H,ε to be the set of spin
configurations σ ∈ ΣG,H for which

∣∣σ−1(B0) ∩ V 0
G

∣∣ +
∣∣σ−1(B1) ∩ V 1

G

∣∣ ≥ (1 − ε)|VG|. We
define ΣG,H,ε to be the union of the sets ΣB0,B1

G,H,ε over all bicliques (B0, B1) ∈ Kmax
H and define

ZG,H,ε :=
∑
σ∈ΣG,H,ε wG,H(σ). J

The following result shows that ZG,H,ε gives a close approximation to ZG,H whenever ε
is sufficiently large relative to λ,∆, q.5

I Lemma 10. Let ε ∈ (0, 1) be such that ε ≥ 2qλ/∆ and ε2 ≥ 8q2 log q
∆ log(1/δ) . Then, for G ∈ G

bip
∆,λ

with n = |V 0
G| = |V 1

G|, we have that ZG,H,ε is an e−n-approximation to ZG,H .

5 Note, in Lemma 10, as in other lemmas as well, our assumed inequalities for ε impose some restrictions
on ∆, λ, q to ensure that such an ε exists. These restrictions will be carefully accounted for when we
apply these lemmas; namely, in the proof of Theorem 3.
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Proof. We associate each spin configuration σ∈ΣG,H with a pair of spin subsets
(
B0(σ),B1(σ)

)
by setting for i ∈ {0, 1}, Bi(σ) =

{
j ∈ [q] :

∣∣σ−1(j) ∩ V iG
∣∣ ≥ εn

q

}
. Note that for σ ∈ ΣG,H ,

there are fewer than εn vertices of V iG which are not assigned spins from B0(σ)∪B1(σ). Also
note that, since ε ∈ (0, 1), we have that Bi(σ) 6= ∅ for i ∈ {0, 1}.

Fix arbitrary σ ∈ ΣG,H . We first show that

either
(
B0(σ), B1(σ)

)
∈ KH or wG,H(σ) ≤ δ∆ε2n/(2q2), (4)

i.e., either (B0(σ), B1(σ)) is a biclique of H or σ has small weight. For i ∈ {0, 1}, consider
arbitrary ji ∈ Bi(σ) and let Si = σ−1(ji)∩V iG. Since |Si| ≥ εn/q, we have that ∆

2n
√
|S0||S1| ≥

∆ε/(2q) ≥ λ, thus it follows from Corollary 7 that e(S0, S1) ≥ ∆|S0||S1|
2n ≥ ∆ε2n/(2q2). It

follows that, if Hj0,j1 ≤ δ, then wG,H(σ) ≤ δ∆ε2n/(2q2); otherwise, Hj0,j1 = 1. Since j0, j1
were arbitrary spins in B0(σ), B1(σ), respectively, we conclude (4).

Let σ be such that
(
B0(σ), B1(σ)

)
∈ KH . Then there exists (B0, B1) ∈ Kmax

H such
that Bi(σ) ⊆ Bi for i ∈ {0, 1}. Moreover, for i ∈ {0, 1} and j ∈ [q] \ Bi, we have that∣∣σ−1(j) ∩ V iG

∣∣ < εn/q and therefore that |σ−1([q] \Bi) ∩ V iG| < εn. Hence, we conclude that∣∣σ−1(B0)∩ V 0
G

∣∣+ ∣∣σ−1(B1)∩ V 1
G

∣∣ ≥ (1− ε)|VG|. Combining this with (4), we obtain that for
all σ ∈ ΣG,H \ ΣG,H,ε it holds that wG,H(σ) ≤ δ∆ε2n/(2q2), and hence

ZG,H − ZG,H,ε ≤
∑

σ∈ΣG,H\ΣG,H,ε

δ
∆ε2n
2q2 ≤ q2nδ

∆ε2n
2q2 ≤ q−2n,

where in the last inequality we used that ∆ ≥ 8q2 log(q)
ε2 log(1/δ) . The result follows since ZG,H ≥ 1;

this bound can be seen by considering the configuration that maps V 0
G to j0 and V 1

G to j1,
where j0, j1 ∈ [q] are such that Hj0,j1 = 1. J

For our approximation algorithms, it will be useful to consider the following quantities.

I Definition 11. For ε ∈ (0, 1), let

ẐG,H,ε =
∑

(B0,B1)∈Kmax
H

∑
σ∈ΣB0,B1

G,H,ε

wG,H(σ) and Zoverlap
G,H,ε :=

∑
σ∈Σoverlap

G,H,ε

wG,H(σ),

where Σoverlap
G,H,ε :=

⋃
(B0,B1)∈Kmax

H

⋃
(C0,C1)∈Kmax

H
\{(B0,B1)}

(
ΣB0,B1
G,H,ε ∩ ΣC0,C1

G,H,ε

)
.

The following lemma shows, given a value of ε that is sufficiently small, that ẐG,H,3ε is a
close approximation to ZG,H,ε by showing that Zoverlap

G,H,3ε is small relative to ZG,H,ε.

I Lemma 12. Let ε ∈ (0, 1
240q log q ] be such that ε2 ≥ 8q2 log(q)

∆ log(1/δ) and ε ≥ 2q λ∆ . Then, for all
G ∈ Gbip

∆,λ with n = |V 0
G| = |V 1

G| sufficiently large, we have that Zoverlap
G,H,3ε ≤ e−n/(3q)ZG,H,ε and

that ẐG,H,3ε is an e−n/(4q)-approximation to ZG,H,ε.

Proof (Sketch). The main overcounting in ẐG,H,3ε in comparison to ZG,H,ε comes from
double-counting configurations in Σoverlap

G,H,3ε (we also have to account for configurations
in ΣG,H,3ε\ΣG,H,ε, but this can be done using Lemma 10). Consider such a configura-
tion σ; then, there exist distinct maximal bicliques (B0, B1), (C0, C1) ∈ Kmax

H such that
S := ∪i∈{0,1}(V iG\σ−1(Bi)) and T := ∪i∈{0,1}(V iG\σ−1(Ci)) satisfy |S|, |T | ≤ 6εn. The key
observation is that for i ∈ {0, 1}, the vertices in V iG\(S ∪ T ) can be coloured in at most
|Bi∩Ci|n ways, since they must have a colour inBi∩Ci. Observe now that at least one of the in-
equalities |B0∩C0| ≤ |B0|−1, |B1∩C1| ≤ |B1|−1 must hold since otherwiseB0 ⊆ C0, B1 ⊆ C1,
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contradicting the maximality of (B0, B1). Since (|Bi| − 1)n/|Bi|n ≤ (1− 1/q)n ≤ e−n/q for
i ∈ {0, 1}, we have that the number of such σ (and hence their aggregate weight) is roughly
at most e−n/(3q)

∑
(B0,B1)∈Kmax

H
|B0|n|B1|n; note, the factor e−n/(3q) also accounts for the

number of spin assignments to the sets S, T , see the full version for details. By considering
surjective homomorphisms to bicliques in Kmax

H , we obtain a lower bound on ZG,H,ε of the
order

∑
(B0,B1)∈Kmax

H
|B0|n|B1|n, yielding the result. J

4 Using polymer models to estimate the partition function

In this section, we first define abstract polymer models, which will be important in ob-
taining our approximation algorithms, and then review the algorithmic results of [8] in
Section 4.2. We then define a polymer model for spin systems in Section 4.3, and obtain
approximation/sampling algorithms for it in Section 4.4.

4.1 Abstract polymer models
Our presentation of abstract polymer models follows mostly [23], but is slightly modified so
that a polymer model is a function of both an underlying graph G and a host graph JG.

Let G be a class of graphs. Given an underlying graph G ∈ G and a set of spins
[q] = {1, . . . , q}, we construct a “host” graph JG for the polymer model; in our case, we
will set for example JG to be G3 (see Section 4.3 for more details), but in general other
choices are obviously possible. We assign to each vertex v ∈ VJG a set of “ground state”
spins gv ⊆ [q]. A polymer is a pair γ = (Vγ , σγ) consisting of a JG-connected set of vertices
Vγ and an assignment σγ : Vγ → [q] such that σγ(v) ∈ [q] \ gv for all v ∈ Vγ . Let PG be the
set of all polymers.

A polymer model for an underlying graph G and host graph JG is defined by a set of
allowed polymers CG ⊆ PG, and a weight function wG : CG → R≥0. For polymers γ, γ′ ∈ PG,
we write γ ∼ γ′ to denote that γ, γ′ are compatible, i.e., if dJG(Vγ , Vγ′) > 1 where dJG(·, ·)
denotes the graph distance in JG and for S, T ⊆ VG we let dJG(S, T ) = minu∈S,v∈T dJG(u, v).
We define ΩG = {Γ ⊆ CG | ∀γ, γ′ ∈ Γ, γ ∼ γ′} to be the set of all sets of mutually compatible
polymers of CG; elements of ΩG are called polymer configurations. The polymer model induces

the following Gibbs distribution on ΩG, defined for Γ ∈ ΩG by µG(Γ) =
∏

γ∈Γ
wG(γ)

ZG
, where

ZG :=
∑

Γ′∈ΩG
∏
γ∈Γ′ wG(γ) is the partition function of the model. We use (CG, wG, JG)

to denote the polymer model and {(CG, wG, JG) | G ∈ G} to denote the family of polymer
models corresponding to the class of graphs G; we say that the family has degree bound ∆ if,
for every G ∈ G, both G and the host graph JG have maximum degree at most ∆.

4.2 Algorithms for polymer models
Given a family of polymer models, Chen et. al. [8], building upon work of [23], give sufficient
conditions under which the partition function of the polymer model can be efficiently
approximated using Markov chains. We will briefly describe these conditions, as well as the
key results from [8] that will be later important for us.

The first condition is known as computational feasibility and is defined as follows.

I Definition 13. [8, Definition 3] Let G be a class of graphs. A family of polymer models
{(CG, wG, JG) | G ∈ G} is computationally feasible if, for all G ∈ G and all γ ∈ PG, we can
determine whether γ ∈ CG and, if so, compute wG(γ) in time polynomial in |Vγ |. J

The second condition is called the polymer sampling condition and is defined as follows.
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I Definition 14 ([8, Definition 4]). Let q ≥ 2,∆ ≥ 3 be integers, and G be a class of graphs.
A family of polymer models {(CG, wG, JG) | G ∈ G} with q spins and degree bound ∆ satisfies
the polymer sampling condition with constant τ ≥ 5 + 3 log((q − 1)∆) if wG(γ) ≤ e−τ |Vγ | for
all γ ∈ CG and all G ∈ G.

The following result from [8] asserts that if a family of polymer models satisfies the
above two conditions, then there are efficient approximation and sampling algorithms for the
partition function and the Gibbs distribution of the polymer model, respectively.

I Theorem 15 ([8, Theorems 5 & 6]). Let q ≥ 2, ∆ ≥ 3 be integers, and G be a class of
graphs. Suppose that {(CG, wG, JG) | G ∈ G} is a family of computationally feasible polymer
models with q spins and degree bound ∆ that satisfies the polymer sampling condition.

Then, there is a randomised algorithm that takes as input an n-vertex graph G ∈ G
and an accuracy parameter ε∗ ∈ (0, 1) and outputs an ε∗-approximation to ZG in time
O((n/ε∗)2 log2(n/ε∗)) with probability ≥ 3/4. Moreover, there is a randomised algorithm
that on input G and ε∗ as before, outputs an ε∗-approximate sample from µG in time
O(n log(n/ε∗)).

4.3 Polymer model for spin systems
In this section we define a polymer model for spin systems that captures the deviations
of spin configurations from maximal bicliques. The polymer model that we propose is a
generalisation to arbitrary spin systems of a polymer model that was used in [23, Section 5]
in the case of proper colourings.

Let H ∈ Rq×q≥0 be a symmetric matrix and (B0, B1) ∈ Kmax
H be a maximal biclique of

H. Let G ∈ Gbip∆,λ be a graph, and let ε ∈ (0, 1). The host graph for the polymer model is
JG = G3, where G3 is the graph defined on VG with two vertices connected by an edge if
the distance between them in G is at most 3. For v ∈ V iG with i ∈ {0, 1}, the set of ground
state spins gv is Bi. Let PB0,B1

G,H denote the set of all polymers, i.e., all pairs γ = (Vγ , σγ)
consisting of a G3-connected set of vertices Vγ and an assignment σγ : Vγ → [q] such that
σγ(v) ∈ [q] \ gv for all v ∈ Vγ . We define the set of allowed polymers as

CB0,B1
G,H,ε =

{
γ ∈ PB0,B1

G,H : |Vγ | ≤ ε|VG|
}

(9)

and let ΩB0,B1
G,H,ε denote the set of all sets of mutually compatible polymers. We define the

weight of a polymer γ = (Vγ , σγ) ∈ CB0,B1
G,H,ε as

wB0,B1
G,H (γ) =

∏
{u,v}∈EG(Vγ)Hσγ(u),σγ(v)

∏
u∈∂Vγ Fu∏

i∈{0,1} |Bi||V
i
G
∩V +

γ |
, (10)

where for u ∈ V iG with i ∈ {0, 1}, Fu :=
∑
j∈Bi

∏
v∈Vγ∩∂uHj,σγ(v).

We let ZB0,B1
G,H,ε and µB0,B1

G,H,ε denote the partition function and the Gibbs distribution of
the polymer model (CB0,B1

G,H,ε , w
B0,B1
G,H , JG), as defined in Section 4.1.

The next lemma shows the motivation behind the definition of the weight of a polymer.
For a polymer configuration Γ ∈ ΩB0,B1

G,H,ε , let ∪Γ =
⋃
γ∈Γ Vγ , and σΓ denote the assignment

to vertices in ∪Γ obtained by combining all of the assignments σγ , for γ ∈ Γ.

I Definition 16. For Γ ∈ ΩB0,B1
G,H,ε , define ΣB0,B1

G,H (Γ) to be the set of configurations τ such
that τ |∪Γ = σΓ and which map, for i ∈ {0, 1}, V iG \ (∪Γ) to Bi. J
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I Lemma 17. Let n = |V 0
G| = |V 1

G|. For all ε ∈ (0, 1), and all polymer configurations
Γ ∈ ΩB0,B1

G,H,ε , we have that

|B0|n|B1|n
∏
γ∈Γ

wB0,B1
G,H (γ) =

∑
τ∈ΣB0,B1

G,H
(Γ)

wG,H(τ).

Proof (Sketch). Let γ, γ′ be two distinct polymers in Γ. Since the polymers are compatible,
they correspond to distinct G3-connected components; in particular, V +

γ ∩V +
γ′ = ∅. It follows

that |(∪Γ)+| =
∑
γ∈Γ |V +

γ |. Hence, by the definition in (10), we have that

|B0|n|B1|n
∏
γ∈Γ

wB0,B1
G,H (γ) = |B0|n|B1|n

∏
γ∈Γ

∏
{u,v}∈EG(Vγ)Hσγ(u),σγ(v)

∏
u∈∂Vγ Fu∏

i∈{0,1} |Bi||V
i
G
∩V +

γ |

=
∏

i∈{0,1}

|Bi||V
i
G\(∪Γ)+|

∏
{u,v}∈EG(∪Γ)

HσΓ(u),σΓ(v)
∏

u∈∂(∪Γ)

Fu.

(11)

On the other hand, for each τ ∈ ΣB0,B1
G,H (Γ), we have that

wG,H(τ) =
∏

{u,v}∈EG(∪Γ)

HσΓ(u),σΓ(v)
∏

u∈∂(∪Γ)

∏
v∈(∪Γ)∩∂u

HσΓ(v),τ(u),

i.e., given Γ and that τ ∈ ΣB0,B1
G,H (Γ), the weight of τ depends only on the assignment of

∂(∪Γ). Using this, we show in the full version that∑
τ∈ΣB0,B1

G,H
(Γ)

wG,H(τ) =
∏

i∈{0,1}

|Bi||V
i
G\(∪Γ)+|

∏
{u,v}∈EG(VΓ)

HσΓ(u),σΓ(v)
∏

u∈∂(∪Γ)

Fu,

which combined with (11) gives the desired equality. J

The following quantity combines the partition functions of the polymer models corresponding
to maximal bicliques of H; we will use this as our approximation to ZG,H .

I Definition 18. For ε ∈ (0, 1), let Zpolymer
G,H,ε =

∑
(B0,B1)∈Kmax

H
|B0|n|B1|n · ZB0,B1

G,H,ε .

Using a minor adaptation of [23, Claim 29] in our setting, we show in the full version that
the aggregate size of polymer configurations is at most 6εn (cf. Lemma 19), so combining
Lemmas 12 and 17 we obtain the following result (proof in the full version).

I Lemma 20. Let ε ∈ (0, 1
240q log q ] be such that ∆ ≥ 8q2 log(q)

ε2 log(1/δ) and ε ≥ 2q λ∆ . Then, for
all G ∈ Gbip

∆,λ with n = |V 0
G| = |V 1

G| sufficiently large, we have that Zpolymer
G,H,ε is an e−n/(4q)-

approximation to ZG,H,ε.

4.4 Sampling from the polymer model
Let q ≥ 2,∆ ≥ 3 be integers and δ ∈ (0, 1), λ ∈ (0,∆) be reals. Let H ∈ Rq×q≥0 be a symmetric
δ-matrix and (B0, B1) ∈ Kmax

H . For ε ∈ (0, 1), we now show that the family of polymer
models {(CB0,B1

G,H,ε , w
B0,B1
G,H , JG) | G ∈ Gbip∆,λ} which was defined in the previous subsection is

computationally feasible and satisfies the polymer sampling condition.

I Lemma 21. Let ε ∈ (0, 1) be such that ε ≥ λ2/∆2 and ε ≤ 1−δ
40q log(q∆) . The family of

polymer models {(CB0,B1
G,H,ε , w

B0,B1
G,H , JG) | G ∈ Gbip

∆,λ} is computationally feasible and satisfies
the polymer sampling condition with constant τ ≥ 5 + 3 log((q − 1)∆3).
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Proof (Sketch). Consider an arbitrary polymer γ = (Vγ , σγ) ∈ PB0,B1
G,H . We focus on

verifying the polymer sampling condition, since the computational feasibility follows using
the definitions. From (10), using that the entries of H are at most 1, we have the bound

wB0,B1
G,H (γ) ≤

∏
u∈∂Vγ∩VG Fu∏

i∈{0,1} |Bi||V
i
G
∩V +

γ |
, (13)

where, recall that, for u ∈ V iG with i ∈ {0, 1}, Fu :=
∑
j∈Bi

∏
v∈Vγ∩∂uHj,σγ(v). Let v be a

neighbour of u in Vγ ∩V i⊕1
G ; such v exists since u ∈ ∂Vγ ∩V iG. Then, there exists j ∈ Bi such

that Hj,σγ(v) ≤ δ; otherwise (Bi, Bi⊕1∪{σγ(v)}) would also be a biclique of H, contradicting
the maximality of (B0, B1) (since σγ(v) /∈ Bi⊕1). It follows that Fu ≤ |Bi| − 1 + δ. Using
this in (13), we get that

wB0,B1
G,H (γ) ≤

∏
i∈{0,1}(|Bi| − 1 + δ)|∂Vγ∩V iG|∏

i∈{0,1} |Bi||V
i
G
∩V +

γ |
≤
(

1− 1− δ
q

)|∂Vγ |
≤ e−|∂Vγ |

( 1−δ
q

)
, (14)

where in the second to last inequality we used that |V +
γ ∩ V iG| ≥ |∂Vγ ∩ V iG| for i ∈ {0, 1}.

We next lower bound |∂Vγ | in terms of |Vγ |. For i ∈ {0, 1}, let ρi = |Vγ ∩ V iG|/n and
ρ = |Vγ |/n . Applying Lemma 8 to the set Vγ ∩ V iG and using the inequality a

x + b
y ≥

(a+b)2

ax+by
which holds for all a, b, x, y ≥ 0, we obtain

∑
i∈{0,1}

|∂(Vγ ∩ V iG)| ≥
∑

i∈{0,1}

|Vγ ∩ V iG|
ρi + λ2

∆2

≥ |Vγ |
ρ+ λ2

∆2

≥ |Vγ |3ε ,

using that ρ ≤ 2ε and ε ≥ λ2

∆2 . Since ε ∈ (0, 1/20), we have that |∂Vγ | ≥ |Vγ |3ε − |Vγ | ≥
|Vγ |
4ε .

Plugging this into (14), we obtain wB0,B1
G,H (γ) ≤ e

−|Vγ |
( 1−δ

4εq
)
≤ e−τ |Vγ |, where τ := 1−δ

4εq ≥
10 log(q∆) ≥ 5 + 3 log((q − 1)∆3) using that ε ≤ 1−δ

40q log(q∆) and q ≥ 2,∆ ≥ 3. This
finishes the proof of Lemma 21, after observing that the degree bound for the family
{(CB0,B1

G,H,ε , w
B0,B1
G,H , JG) | G ∈ Gbip∆,λ} is ∆3. J

Finally, we can apply Theorem 15, which gives us an efficient algorithm for approximating
the partition function of the polymer model.

I Corollary 22. Let q ≥ 2, δ ∈ (0, 1), H ∈ Rq×q≥0 be a symmetric δ-matrix, and (B0, B1) ∈
Kmax
H . Let ε ∈ (0, 1) be such that ε ≥ λ2/∆2 and ε ≤ 1−δ

40q log(q∆) .
Then, there is a randomised algorithm that takes as input an n-vertex graph G ∈ Gbip

∆,λ
and an accuracy parameter ε∗ ∈ (0, 1) and outputs an ε∗-approximation to ZB0,B1

G,H,ε in time
O((n/ε∗)2 log2(n/ε∗)) with probability ≥ 3/4. Moreover, there is a randomised algorithm
that on input G and ε∗ as before, outputs an ε∗-approximate sample from µB0,B1

G,H,ε in time
O(n log(n/ε∗)).

5 Proof of Theorem 3

In this section, we combine the results of Sections 3 and 4 to prove Theorem 3.

I Theorem 3. Let q ≥ 2 be an integer, δ be a real in (0, 1), H ∈ Rq×q≥0 be a symmetric
δ-matrix. Suppose that ∆, λ satisfy ∆

λ ≥
100
1−δ q

2 log(q∆) and ∆ ≥
( 10

1−δ q log(q∆)
)4. Then,

there is an FPRAS for SPINH,∆,λ.
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In fact, there is a randomised algorithm that, given a graph G ∈ Gbip
∆,λ with n = |V 0

G| = |V 1
G|

vertices and an accuracy parameter ε∗ ≥ e−n/(5q), outputs an ε∗-approximation to ZG,H and
an ε∗-sample from the Gibbs distribution µG,H in time O((n/ε∗)2 log3(n/ε∗)).

Proof. As input to the FPRAS, we are given a graph G ∈ Gbip∆,λ and an accuracy parameter
ε∗ ∈ (0, 1). We may assume that n = |V 0

G| = |V 1
G| is sufficiently large, otherwise we can

compute ZG,H exactly in constant time, by brute force. Similarly, we may assume that
ε∗ ≥ 9e−n/(4q), otherwise we can compute ZG,H exactly in O(nq2n) = poly(1/ε∗) time, by
brute force.

Let ε = 1−δ
50q log(q∆) and observe that, using the lower bounds on ∆

λ and ∆, we have that

ε ≤ 1
240q log q , ε ≥ 2q λ∆ ≥

λ2

∆2 , ε2 ≥ 8q2 log q
∆ log(1/δ) ,

where the first inequality follows from ∆ ≥ q4, the second from rearranging ∆
λ ≥ 2q/ε (using

the lower bound on ∆
λ ), and the last inequality from using that log(1/δ) ≥ 1 − δ for all

δ ∈ (0, 1). In particular, the assumption of Lemmas 10, 20 and Corollary 22 are satisfied.
By Corollary 22, for an arbitrary biclique (B0, B1) ∈ Kmax

H , we can obtain an (ε∗/8)-
approximation to ZB0,B1

G,H,ε in O((n/ε∗)2 log2(n/ε∗)) time, with probability at least 3/4. Taking
the median of O(log(1/ε∗)) runs of this algorithm, we therefore obtain ẐB0,B1

G,H,ε which is an
(ε∗/8)-approximation to ZB0,B1

G,H,ε with probability at least 1−ε∗/(16|Kmax
H |). By a union bound

over the bicliques in Kmax
H , it follows that Ẑpolymer

G,H,ε :=
∑

(B0,B1)∈Kmax
H
|B0|n|B1|n · ẐB0,B1

G,H,ε , is
an (ε∗/8)-approximation to Zpolymer

G,H,ε (cf. Definition 18) with probability at least 1− ε∗/16.
By Lemma 20, Zpolymer

G,H,ε is an (ε∗/8)-approximation to ZG,H,ε which, by Lemma 10, is an
(ε∗/8)-approximation to ZG,H . It therefore follows that Ẑpolymer

G,H,ε is a (3ε∗/8)-approximation,
and hence an ε∗-approximation, to ZG,H with probability at least 1 − ε∗/16. The total
run-time of the algorithm is therefore O((n/ε∗)2 log3(n/ε∗)).

For the sampling algorithm, we assume again that ε∗ ≥ 9e−n/(4q). We first sample a

biclique B̂ = (B0, B1) ∈ Kmax
H with probability |B0|n|B1|nẐ

B0,B1
G,H,ε

Ẑpolymer
G,H,ε

, where ẐB0,B1
G,H,ε and Ẑpolymer

G,H,ε

are as before. Then, using Corollary 22, we sample a polymer configuration Γ̂ whose
distribution is at distance at most ε∗/6 from µB0,B1

G,H,ε . We output σ̂ = SpinB̂(Γ̂), where for a
biclique B = (B0, B1) and a polymer configuration Γ, SpinB(Γ) is a random configuration τ
obtained as follows:

For every vertex u ∈ ∪Γ, we set τ(u) = σΓ(u).
For u ∈ V iG\(∪Γ)+ with i ∈ {0, 1}, we assign a random spin from Bi uniformly at random.
For u ∈ ∂(∪Γ) ∩ V iG with i ∈ {0, 1}, for j ∈ Bi we set τ(u) = j with probability
1
Fu

∏
v∈∂u∩(∪Γ)Hj,σΓ(v) where Fu :=

∑
j∈Bi

∏
v∈∂u∩(∪Γ)Hj,σΓ(v).

We claim that σ̂ is an ε∗-approximate sample from the Gibbs distribution µG,H . To
prove this, let B,Γ,σ be the analogues of B̂, Γ̂, σ̂, respectively, when there is no error, i.e.,:
1. Set B = (B0, B1) with probability |B0|n|B1|n

Z
B0,B1
G,H,ε

Zpolymer
G,H,ε

.

2. Conditioned on B = (B0, B1), set Γ to be a sample from µB0,B1
G,H,ε and σ = SpinB(Γ).

With probability 1− ε∗/16, we have that, for all bicliques (B0, B1) ∈ Kmax
H , ẐB0,B1

G,H,ε and
Ẑpolymer
G,H,ε are (ε∗/8)-approximations to ẐB0,B1

G,H,ε and Ẑpolymer
G,H,ε respectively, and conditioned on

this the total variation distance between the distributions of B̂ and B is at most 1+ε∗/8
1−ε∗/8 −1 ≤

3ε∗/8. It follows that the total variation distance between the distributions of B̂ and B is at
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most 3ε∗/8+ε∗/16 ≤ ε∗/2, and so there is a coupling so that Pr[B̂ 6= B] ≤ ε∗/2. Conditioned
on B̂ = B, we have that the total variation distance between Γ̂ and Γ is at most ε∗/6, so
there is a coupling which further satisfies Pr[Γ̂ 6= Γ | B̂ = B] ≤ ε∗/6. Finally, conditioned
on B̂ = B and Γ̂ = Γ, we can clearly couple σ̂ and σ so that they agree. It follows that
the total variation distance between σ̂ and σ it at most 2ε∗/3, so the result will follow by
showing that the distribution of σ and µG,H are at distance at most 3e−n/(4q) ≤ ε∗/3.

For this, we will consider the set of configurations Σ̂ := ΣG,H,ε\Σoverlap
G,H,3ε, where recall

from Definition 9 that ΣG,H,ε is the set of configurations τ with
∑
i∈{0,1}

∣∣τ−1(Bi) ∩ V iG
∣∣ ≥

(1 − ε)|VG|, and from Definition 11 that Σoverlap
G,H,3ε is the set of configurations τ such that

τ ∈ ΣB0,B1
G,H,3ε ∩ ΣC0,C1

G,H,3ε for some distinct maximal bicliques (B0, B1), (C0, C1).
Consider arbitrary τ ∈ Σ̂ and let (B0, B1) be such that τ ∈ ΣB0,B1

G,H,ε . For i ∈ {0, 1}, let
Ti = V iG ∩ τ−1([q]\Bi), and S1, . . . , Sk denote the G3-connected components of T := T0 ∪ T1;
note, since τ ∈ Σ̂, we have |T | ≤ ε|VG|. Consider the polymer configuration Γτ which is the
union of the polymers (S1, τ |S1), . . . , (Sk, τ |Sk). In the full version, we show that

σ = τ iff B = (B0, B1), Γ = Γτ , σ|VG\(∪Γ) = τ |VG\T . (15)

From (15) and the sampling procedure for σ, we therefore have that σ = τ with probability

|B0|n|B1|nZB0,B1
G,H,ε

Zpolymer
G,H,ε

·
wB0,B1
G,H (Γτ )
ZB0,B1
G,H,ε

·
∏

i∈{0,1}

1
|Bi||V

i
G
\T+|

∏
u∈∂T

( 1
Fu

∏
v∈T∩∂u

Hτ(u),τ(v)

)
. (16)

From (11) applied to the polymer configuration Γτ , we have that (using ∪Γτ = T and
σΓτ = τ)

|B0|n|B1|nwB0,B1
G,H (Γτ ) =

∏
i∈{0,1}

|Bi||V
i
G\T

+|
∏

{u,v}∈EG(T )

Hτ(u),τ(v)
∏
u∈∂T

Fu,

and hence we obtain that the expression in (16) equals∏
{u,v}∈EG(T )Hτ(u),τ(v)

∏
u∈∂T

∏
v∈T∩∂uHτ(u),τ(v)

Zpolymer
G,H,ε

= wG,H(τ)
Zpolymer
G,H,ε

,

where the last equality follows by noting that edges that are not in EG(T ) ∪ EG(T, ∂T )
contribute a factor of 1 in the weight of T (since their endpoints are assigned spins of the
biclique). So, we have shown that σ = τ with probability wG,H(τ)/Zpolymer

G,H,ε .
Let pσ be the probability that σ ∈ Σ̂ and p be the aggregate weight of configurations in

the Gibbs distribution µG,H in Σ̂. Then, using that Zoverlap
G,H,3ε ≤ e−n/(3q)ZG,H,ε from Lemma 12

and Zpolymer
G,H,ε ≤ (1 + e−n/(4q))ZG,H,ε from Lemma 20, we have that

pσ ≥
1

Zpolymer
G,H,ε

∑
τ∈Σ̂

wG,H(τ) ≥
ZG,H,ε − Zoverlap

G,H,3ε

Zpolymer
G,H,ε

≥ 1− 2e−n/(4q), (17)

while for p, using that ZG,H ≤ (1 + e−n)ZG,H,ε from Lemma 10, we have the bound

p ≥ 1
ZG,H

∑
τ∈Σ̂

wG,H(τ) ≥
ZG,H,ε − Zoverlap

G,H,3ε

ZG,H
≥ 1− 2e−n/(3q). (18)

It follows that the total variation distance between the distribution of σ and µG,H is bounded
above by D := 1

2
(
(1 − pσ) + (1 − p) + M

)
, where M :=

∑
τ∈Σ̂ wG,H(τ)

∣∣∣ 1
Zpolymer
G,H,ε

− 1
ZG,H

∣∣∣.
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Using Lemma 10 and Lemma 20, we have the bound

M ≤
∣∣∣ ZG,H

Zpolymer
G,H,ε

− 1
∣∣∣ ≤ 2e−n/(4q). (19)

Combining (17), (18) and (19), we obtain that D ≤ 3e−n/(4q), i.e., the distance between the
distribution of σ and µG,H is at most 3e−n/(4q), finishing the proof of Theorem 3. J
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Abstract
We introduce the notion of high-order deterministic top-down tree transducers (HODT) whose outputs
correspond to single-typed lambda-calculus formulas. These transducers are natural generalizations
of known models of top-tree transducers such as: Deterministic Top-Down Tree Transducers, Macro
Tree Transducers, Streaming Tree Transducers. . .We focus on the linear restriction of high order
tree transducers with look-ahead (HODTRlin), and prove this corresponds to tree to tree functional
transformations defined by Monadic Second Order (MSO) logic. We give a specialized procedure for
the composition of those transducers that uses a flow analysis based on coherence spaces and allows
us to preserve the linearity of transducers. This procedure has a better complexity than classical
algorithms for composition of other equivalent tree transducers, but raises the order of transducers.
However, we also indicate that the order of a HODTRlin can always be bounded by 3, and give a
procedure that reduces the order of a HODTRlin to 3. As those resulting HODTRlin can then be
transformed into other equivalent models, this gives an important insight on composition algorithm
for other classes of transducers. Finally, we prove that those results partially translate to the case of
almost linear HODTR: the class corresponds to the class of tree transformations performed by MSO
with unfolding (not closed by composition), and provide a mechanism to reduce the order to 3 in
this case.
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1 Introduction

Tree Transducers formalize transformations of structured data such as Abstract Syntax Trees,
XML, JSON, or even file systems. They are based on various mechanisms that traverse tree
structures while computing an output: Top-Down and Bottom-Up tree transducers [17, 4]
which are direct generalizations of deterministic word transducers [8, 7, 3], but also more
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complex models such as macro tree transducers [11] (MTT) or streaming tree transducers [1]
(STT) to cite a few.

Logic offers another, more descriptive, view on tree transformations. In particular,
Monadic Second Order (MSO) logic defines a class of tree transformations (MSOT) [5, 6] which
is expressive and is closed under composition. It coincides with the class of transformations
definable with MTT enhanced with a regular look-ahead and restricted to finite copying
[9, 10], and also with the class of STT [1].

We argue here that simply typed λ-calculus gives a uniform generalisation of all these
different models. Indeed, they can all be considered as classes of programs that read input
tree structures, and, at each step, compose tree operations which in the end produce the
final output. Each of these tree operations can be represented using simply typed λ-terms.

In this paper, we define top-down tree transducers that follow the usual definitions of such
machines, except that rules can produce λ-terms of arbitrary types. We call these machines,
High-Order Top-down tree transducers, or High-Order Deterministic Tree Transducers
(HODT) in the deterministic case. This class of transducers naturally contains top-down
tree transducers, as they are HODT of order 0 (the output of rules are trees), but also MTT,
which are HODT of order 1 (outputs are tree contexts). They also contain STT, which can
be translated directly into HODT of order 3 with some restricted continuations. Also, STT
traverse their input tree represented as a string in a leftmost traversal (a stream). This
constraint could easily be adapted to our model but would yield technical complications that
are not the focus of this paper. Finally, our model generalizes High Level Tree Transducers
defined in [12], which also produce λ-term, but restricted to the safe λ-calculus case.

In this paper we focus on the linear and almost linear restrictions of HODT. In terms of
expressiveness, linear HODTR (HODTRlin) corresponds to the class of MSOT. This links
our formalism to other equivalent classes of transducers, such as finite-copying macro-tree
transducers [9, 10], with an important difference: the linearity restriction is a simple syntactic
restriction, whereas finite-copying or the equivalent single-use-restricted condition are both
global conditions that are harder to enforce. For STT, the linearity condition corresponds to
the copyless condition described in [1] and where the authors prove that any STT can be
made copyless.

The relationship of HODTRlin to MSOT is made via a transformation that reduces the
order of transducers. We indeed prove that for any HODTRlin, there exists an equivalent
HODTRlin whose order is at most 3. This transformation allows us to prove then that
HODTRlin are equivalent to Attribute Tree Transducers with the single use restriction
(ATTsur). In turn, this shows that HODTRlin are equivalent to MSOT [2].

One of the main interests of HODTRlin is that λ-calculus also offers a simple composition
algorithm. This approach gives an efficient procedure for composing two HODTRlin. In
general, this procedure raises the order of the produced transducer. In comparison, com-
position in other equivalent classes are either complex or indirect (through MSOT). In any
case, our procedure has a better complexity. Indeed, it benefits from higher-order which
permits a larger number of implementations for a given transduction. The complexity of the
construction is also lowered by the use of a notion of determinism slightly more liberal than
usual that we call weak determinism.

The last two results allow us to obtain a composition algorithm for other equivalent
classes of tree transducer, such as MTT or STT: compile into HODTRlin, compose, reduce
the order, and compile back into the original model. The advantage of this approach over
the existing ones is that the complex composition procedure is decomposed into two simpler
steps (the back and forth translations between the formalisms are unsurprising technical
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procedures). We believe in fact that existing approaches [12, 1] combine in one step the two
elements, which is what makes them more complex.

The property of order reduction also applies to a wider class of HODT, almost linear
HODT (HODTRal). Again here, this transformation allows us to prove that this class of
tree transformations is equivalent to that of Attribute Tree Transducers which is known to
be equivalent to MSO tree transformations with unfolding [2], i.e. MSO tree transduction
that produce Directed Acyclic Graphs (i.e. trees with shared sub-trees) that are unfolded to
produce a resulting tree. We call these transductions Monadic Second Order Transductions
with Sharing (MSOTS). Note however that HODTRal are not closed under composition.

Section 2 presents the technical definitions used throughout the paper. In particular, it
gives the definitions of the various notions of transducers studied in the paper and also the
notion of weak determinism. Section 3 studies the expressivity of linear and almost linear
higher-order transducer by relating them to MSOT and MSOTS. It focuses more specifically
on the order reduction procedure that is at the core of the technical work. Section 4 presents
the composition algorithm for linear higher-order transducers. This algorithm is based on
Girard’s coherence spaces and can be interpreted as a form of partial evaluation for linear
higher-order programs. Finally we conclude.

2 Definitions

This section presents the main formalisms we are going to use throughout the paper, namely
simply typed λ-calculus, finite state automata and high-order transducers.

2.1 λ-calculus
Fix a finite set of atomic types A, we then define the set of types over A, types(A), as the
types that are either an atomic type, i.e. an element of A, or a functional type (A→ B), with
A and B being in types(A). The operator → is right-associative and A1 → · · · → An → B

denotes the type (A1 → (· · · → (An → B) · · · )). The order of a type A is inductively defined
by order(A) = 0 when A ∈ A, and order(A→ B) = max(order(A) + 1, order(B)).

A signature Σ is a triple (C,A, τ) with C being a finite set of constants, A a finite set of
atomic types, and τ a mapping from C to types(A), the typing function.

We allow ourselves to write types(Σ) to refer to the set types(A). The order of a signature
is the maximal order of a type assigned to a constant (i.e. max{order(τ(c)) | c ∈ C}). In this
work, we mostly deal with tree signatures which are of order 1 and whose set of atomic types
is a singleton. In such a signature with atomic type o, the types of constants are of the form
o→ · · · → o→ o. We write on → o for an order-1 type which uses n+ 1 occurrences of o,
for example, o2 → o denotes o→ o→ o. When c is a constant of type A, we may write cA
to make explicit that c has type A. Two signatures Σ1 = (C1,A1, τ1) and Σ2 = (C2,A2, τ2)
so that for every c in C1 ∩ C2 we have τ1(c) = τ2(c) can be summed, and we write Σ1 + Σ2
for the signature (C1 ∪ C2,A1 ∪ A2, τ) so that if c is in C1, τ(c) = τ1(c) and if c is in C2,
τ(c) = τ2(c). The sum operation over signatures being associative and commutative, we
write Σ1 + · · ·+ Σn to denote the sum of several signatures.

We assume that for every type A, there is an infinite countable set of variables of type A.
When two types are different the set of variables of those types are of course disjoint. As
with constants, we may write xA to make it clear that x is a variable of type A.

When Σ is a signature, we define the family of simply typed λ-terms over Σ, denoted
Λ(Σ) = (ΛA(Σ))A∈types(Σ), as the smallest family indexed by types(Σ) so that:

if cA is in Σ, then cA is in ΛA(Σ),
xA is in ΛA(Σ),
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if A = B → C and M is in ΛC(Σ), then (λxB .M) is in ΛA(Σ),
if M is in ΛB→A(Σ) and N is in ΛB(Σ), then (MN) is in ΛA(Σ).

The term M is a pure λ-term if it does not contain any constant cA from Σ. When the type
is irrelevant we write M ∈ Λ(Σ) instead of M ∈ ΛA(Σ). We drop parentheses when it does
not bring ambiguity. In particular, we write λx1 . . . xn.M for (λx1(. . . (λxn.M) . . . )), and
M0M1 . . .Mn for ((. . . (M0M1) . . . )Mn).

The set fv(M) of free variables of a term M is inductively defined on the structure of M :
fv(c) = ∅,
fv(x) = {x},
fv(MN) = fv(M) ∪ fv(N),
fv(λx.M) = fv(M)− {x}.

Terms which have no free variables are called closed. We writeM [x1, . . . , xk] to emphasize that
fv(M) is included in {x1, . . . , xk}. When doing so, we write M [N1, . . . , Nk] for the capture
avoiding substitution of variables x1, . . . , xk by the terms N1, . . . , Nk. In other contexts,
we simply use the usual notation M [N1/x1, . . . , Nk/xk]. Moreover given a substitution θ,
we write M.θ for the result of applying this (capture avoiding) substitution and we write
θ[N1/x1, . . . , Nk/xk] for the substitution that maps the variables xi to the terms Ni but is
otherwise equal to θ. Of course, we authorize such substitutions only when the λ-term Ni
has the same type as the variable xi.

We take for granted the notions of β-contraction, noted →β , β-reduction, noted
∗→β ,

β-conversion, noted =β , and β-normal form for terms.
Consider closed terms of type o that are in β-normal form and that are built on a tree

signature, they can only be of the form a t1 . . . tn where a is a constant of type on → o and
t1, . . . , tn are closed terms of type o in β-normal form. This is just another notation for
ranked trees. So when the type o is meant to represent trees, types of order 1 which have
the form o → · · · → o → o represent functions from trees to trees, or more precisely tree
contexts. Types of order 2 are types of trees parametrized by contexts. The notion of order
captures the complexity of the operations that terms of a certain type describe.

A term M is said linear if each variable (either bound or free) in M occurs exactly once
in M . A term M is said syntactically almost linear when each variable in M of non-atomic
type occurs exactly once in M . Note that, through β-reduction, linearity is preserved but
not syntactic almost linearity.

For example, given a tree signature Σ1 with one atomic type o and two constants f of type
o2 → o and a of type o, the termM = (λy1y2.f y1 (f a y2)) a (f x a) with free variable x of type
o is linear because each variable (y1, y2 and x) occurs exactly once inM . The termM contains
a β-redex so: (λy1y2.f y1 (f a y2)) a (f x a) →β (λy2.f a (f a y2)) (f x a) →β f a (f a (f x a)).
The term f a (f a (f x a)) has no β-redex so it is the β-normal form of M .

Another example: the term M2 = (λy.f y y) (x a) with free variable x of type o → o is
syntactically almost linear because the variable y which occurs twice in the term is of the
atomic type o. It β-reduces to the term M ′2 = f (x a) (x a) which is not syntactically almost
linear, so β-reduction does not preserve syntactical almost linearity.

We call a term almost linear when it is β-convertible to a syntactically almost linear
term. Almost linear terms are characterized also by typing properties (see [15]).

2.2 Tree Automata
We present here the classical definition of deterministic bottom-up tree automaton (BOT)
adapted to our formalism. A BOT A is a tuple (ΣP ,Σ, R) where:

Σ = (C, {o}, τ) is a first-order tree signature, the input signature,
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ΣP = (P, {o}, τP ) is the state signature, and is such that for every p ∈ P , τP (p) = o.
Constants of P are called states,
R is a finite set of rules of the form a p1 . . . pn → p where:
p,p1, . . . , pn are states of P ,
a is a constant of Σ with type on → o.

An automaton is said deterministic when there is at most one rule in R for each possible
left hand side. It is non-deterministic otherwise.

Apart from the notation, our definition differs from the classical one by the fact there are no
final states, and hence, the automaton does not describe a language. This is due to the fact
that BOT will be used here purely for look-ahead purposes.

2.3 High-Order Deterministic top-down tree Transducers
From now on we assume that Σi is a tree signature for every number i and that its atomic
type is oi.

A Linear High-Order Deterministic top-down Transducer with Regular look-ahead
(HODTRlin) T is a tuple (ΣQ,Σ1,Σ2, q0, R, A) where:

Σ1 = (C1, {o1}, τ1) is a first-order tree signature, the input signature,
Σ2 = (C2, {o2}, τ2) is a first-order tree signature, the output signature,
ΣQ = (Q, {o1, o2}, τs) is the state signature, and is such that for every q ∈ Q, τs(q) is of
the form o1 → Aq where Aq is in types(Σ2). Constants of Q are called states,
q0 ∈ Q is the initial state,
A is a BOT over the tree signature Σ1, the look-ahead automaton, with set of states P ,
R is a finite set of rules of the form

q(a−→x )〈−→p 〉 →M(q1x1) . . . (qnxn)

where:
q, q1, . . . , qn ∈ Q are states of ΣQ,
a is a constant of Σ1 with type on1 → o1,
−→x = x1, . . . , xn are variables of type o1, they are the child trees of the root labeled a,
−→p = p1, . . . , pn are in P (the set of states of the look-ahead A),
M is a linear term of type Aq1 → · · · → Aqn → Aq built on signature Σ2 + ΣQ.
there is one rule per possible left-hand side (determinism).

Notice that we have given states a type of the form o1 → A where A ∈ types(o2). The
reason why we do this is to have a uniform notation. Indeed, a state q is meant to transform,
thanks to the rules in R, a tree built in Σ1 into a λ-term built on Σ2 with type Aq. So
we simply write qM N1 . . . Nn when we want to transform M with the state q and pass
N1,. . . , Nn as arguments to the result of the transformation. We write ΣT for the signature
Σ1 + Σ2 + ΣQ. Notice also that the right-hand part of a rule is a term that is built only
with constants of Σ2, states from ΣQ and variables of type o1. Thus, in order for this
term to have a type in types(Σ2), it is necessary that the variables of type o1 only occur as
the first argument of a state in ΣQ. Finally, remark that we did not put any requirement
on the type of the initial state. So as to restrict our attention to transducers as they are
usually understood, it suffices to add the requirement that the initial state is of type o1 → o2.
However, we consider as well that transducers may produce programs instead of first order
terms.
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The linearity constraint on M affects both bound variables and the free variables
x1, . . . , xn, meaning that all of the subtrees x1, . . . , xn are used in computing the out-
put. That will be important for the composition of two transducers because if the first
transducer fails in a branch of its input tree then the second transducer, applied to that tree,
must fail too. This restriction forcing the use of input subtrees does not reduce the model’s
expressivity because we can always add a state q which visits the subtree but only produces
the identity function on type o2 (this state then has type Aq = o1 → o2 → o2).

Almost linear high-order deterministic top-down transducer with regular look-ahead
(HODTRal) are defined similarly, with the distinction that a term M appearing as a right-
hand side of a rule should be almost linear.

As we are concerned with the size of the composition of transducers, we wish to re-
lax a bit the notion of HODTRlin. Indeed, when composing HODTRlin we may have to
determinize the look-ahead so as to obtain a HODTRlin, which may cause an exponen-
tial blow-up of the look-ahead. However if we keep the look-ahead non-deterministic, the
transducer stays deterministic in the weaker sense that only one rule of the transducer
can apply when it is actually run. For this we adopt a slightly relaxed notion of determ-
inistic transducer that we call high-order weakly deterministic top-down transducer with
regular look-ahead (HOWDTRlin). They are similar to HODTRlin but they can have non-
deterministic automata as look-ahead with the proviso that when q(a x1 . . . xn)〈p1, . . . , pn〉 →
M [x1, . . . , xn] and q(a x1 . . . xn)〈p′1, . . . , p′n〉 → M ′[x1, . . . , xn] are two distinct rules of the
transducer then it must be the case that for some i there is no tree that is recognized by
both pi and p′i. This property guarantees that when transforming a term at most one rule
can apply for every possible state. Notice that it suffices to determinize the look-ahead so as
to obtain a HODTRlin from a HOWDTRlin, and therefore the two models are equivalent.

Given a HODTRlin, a HODTRal or a HOWDTRlin T , we write T :: Σ1 −→ Σ2 to mean
that the input signature of T is Σ1 and its output signature is Σ2.

A transducer T induces a notion of reduction on terms. A T -redex is a term of the form
q(aM1 . . .Mn) if and only if q(a x1 . . . xn)〈p1, . . . , pn〉 → M [x1, . . . , xn] is a rule of T and
(the β-normal forms of)M1, . . . ,Mn are respectively accepted by A with the states p1, . . . , pn.
In that case, a T -contractum of q(aM1 . . .Mn) is M [M1, . . . ,Mn]. Notice that T -contracta
are typed terms and that they have the same type as their corresponding T -redices. The
relation of T -contraction relates a term M and a term M ′ when M ′ is obtained from M

by replacing one of its T -redex with a corresponding T -contractum. We write M →T M
′

when M T -contracts to M ′. The relation of β-reduction is confluent, and so is the relation
of T -reduction as transducers are deterministic, moreover, the union of the two relations is
terminating. It is not hard to prove that it is also locally confluent and thus confluent. It
follows that →β,T (which is the union of →β and →T ) is confluent and strongly normalizing.
Given a term M built on ΣT , we write |M |T to denote its normal form modulo =β,T .

Then we write rel(T ) for the relation:

{(M, |q0M |T ) | M is a closed term of type o1 and |q0M |T ∈ Λ(Σ2)} .

Notice that when |q0M |T contains some states of T , as it is usual, the pair (M, |q0M |T )
is not in the relation.

Given a finite set of trees L1 on Σ1 and L2 included in ΛAq0 , we respectively write T (L1)
and T−1(L2) for the image of L1 by T and the inverse image of L2 by T .

We give an example of a HODTRlin T that computes the result of additions of numeric
expressions (numbers being represented in unary notation). For this we use an input tree
signature with type o1, and constants Zo1 , So1 and addo1→o1→o1 which respectively denote
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zero, the successor function and addition. The output signature is similar but different to
avoid confusion: it uses the type o2 and constants Oo2 , No2→o2 which respectively denote
zero and successor.

We do not really need the look-ahead automaton for this computation, so we omit it for
this example. We could have a blank look-ahead automaton A with one state l and rules:
A(Z) = l, A(S l) = l, A(add l l) = l; which would not change the result of the transducer.

The transducer has two states: q0 of type o1 → o2 (the initial state), and qi of type
o1 → o2 → o2. The rules of the transducer are the following:

q0(Z)→ O, q0(S x)→ N(qi xO),
q0(addx y)→ qi x (qi y O),
qi(Z)→ λx.x,
qi(S x)→ λy.N(qi x y),
qi(addx y)→ λz.qi x (qi y z),

As an example, we perform the transduction of the following term add(S(S Z))(S(S(S Z))):
q0(add(S(S Z))(S(S(S Z)))) →T (qi(S(S Z)))(qi(S(S(S Z)))O)

∗→T (λy1.N((λy2.N((λx.x)y2))y1))((λy3.N((λy4.N((λy5.N((λx.x)y5))y4))y3))O)
∗→β N(N(N(N(N O))))

The state qi transforms a sequence of n symbols S into a λ-term of the form λx.Nn(x),
and the add maps both its children into such terms and composes them. The state q0 simply
applies O to the resulting term.

Note that our reduction strategy here has consisted in first computing the T -redices
and then reducing the β-redices. This makes the computation simpler to present. As we
mentioned above a head-reduction strategy would lead to the same result.

The order of the HODTRlin T is max{order(Aq) | q ∈ Q}. Before going further, we
want to discuss how our framework relates to other transduction models. More specifically
how the notion of order of transformations generalizes the DTOP and MTT transduction
models: if we relax the constraint of linearity of our transducers, then DTOP and MTT
can be seen as non-linear transducers of order 0 and 1 respectively. In contrast of these, we
chose to study the constraint of linearity instead of the constraint of order and, in this paper,
we will explore the benefits of this approach. Firstly we will explain why increasing the
order beyond order 3 does not increase the expressivity of neither HODTRlin nor HODTRal.
Next we will show how HODTRlin and HOWDTRlin both capture the expressivity of tree
transformations defined by monadic second order logic. Lastly, we will prove that, contrary
to MTT, the class of HODTRlin transformations is closed under composition, we will give an
algorithm for computing the composition of HODTRlin and HOWDTRlin, and explain why
using HOWDTRlin avoids an exponential blow-up in the size of the composition transducer.

3 Order reduction and expressiveness

In this section we outline a construction that transforms a transducer of HODTRlin or
HODTRal into an equivalent linear or almost linear transducer of order ≤ 3. These two
constructions are similar and central to proving that HODTRlin and HODTRal are respect-
ively equivalent to Monadic Second Order Transductions from trees to trees (MSOT) and to
Monadic Second Order Transductions from trees to terms (i.e. trees with sharing) (MSOTS).
We will later show that there are translations between HODTRlin of order 3 and attribute tree
transducers with the single use restriction and between HODTRal of order 3 and attribute
tree transducers. These two models are known to be respectively equivalent to MSOT and
MSOTS [2].
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The central idea in the construction consists in decomposing λ-termsM into pairs 〈M ′, σ〉
where M ′ is a pure λ-term and σ is a substitution of variables with the following properties:

M =β M
′.σ,

the free variables of M ′ have at most order 1,
for every variable x, σ(x) is a closed λ-term,
the number of free variables in M ′ is minimal.

In such a decomposition, we call the term M ′ a template. In case M is of type A, linear or
almost linear, it can be proven that M ′ can be taken from a finite set [14]. The linear case is
rather simple, but the almost linear case requires some precaution as one needs first to put
M in syntactically almost linear form and then make the decomposition. Though the almost
linear case is more technical the finiteness argument is the same in both cases and is based
on proof theoretical arguments in multiplicative linear logic which involves polarities in a
straightforward way.

The linear case conveys the intuition of decompositions in a clear manner. One takes
the normal form of M and then delineates the largest contexts of M , i.e. first order terms
that are made only with constants and that are as large as possible. These contexts are
then replaced by variables and the substitution σ is built accordingly. The fact that the
contexts are chosen as large as possible makes it so that no introduced variable can have
as argument a term of the form xM1 . . .Mn where x is another variable introduced in the
process. Therefore, the new variables introduced in the process bring one negative atom
and several (possibly 0) positive ones and all of them need to be matched with positive
and negative atoms in the type of M as, under these conditions, they cannot be matched
together. This explains why there are only finitely many possible templates for a fixed type.

I Theorem 1. For all type A built on tree signature Σ, the set of templates of closed linear
(or almost linear) terms of type A is finite.

Moreover, the templates associated with a λ-term can be computed compositionally (i.e.
from the templates of its parts). As a result, templates can be computed by the look-ahead
of HODTRlin or of HODTRal. When reducing the order, we enrich the look-ahead with
template information while the substitution that is needed to reconstruct the produced
term is outputted by the new transducer. The substitution is then performed by the initial
state used at the root of the input tree which then outputs the same result as the former
transducer. The substitution can be seen as a tuple of order 1 terms. It is represented as a
tuple using Church encoding, i.e. a continuation. This makes the transducer we construct be
of order 3.

I Theorem 2. Any HODTRlin (resp. HODTRal) has an equivalent HODTRlin (resp.
HODTRal) of order 3.

The proof of this result shows that every HODTRlin (or HODTRal) can be seen as mapping
trees to tuples of contexts and combining these contexts in a linear (resp. almost linear)
way. This understanding of HODTRlin and of HODTRal allows us to prove that they are
respectively equivalent to Attribute Tree Transducers with Single Use Restriction (ATTsur);
and to Attribute Tree Transducers (ATT). Then, using [2], we can conclude with the following
expressivity result:

I Theorem 3. HODTRlin are equivalent to MSOT and HODTRal are equivalent to MSOTS.

The proof that HODTRlin are equivalent to MSOT could have been simpler by using the
equivalence with MTT with the single-use restricted property instead of ATT, but we would
still need to use ATT to show that HODTRal are equivalent to MSOTS.
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4 Composition of HODTRlin

As we are interested in limiting the size of the transducer that is computed, and even though
our primary goal is to compose HODTRlin, this section is devoted to the composition of
HOWDTRlin. Indeed, working with non-deterministic look-aheads allows us to save the
possibly exponential cost of determinizing an automaton.

4.1 Semantic analysis
Let T1 = (ΣQ,Σ1,Σ2, q0, R1, A1) and T2 = (ΣP ,Σ2,Σ3, p0, R2, A2) be two Linear High-Order
Weakly Deterministic tree Transducers with Regular look-ahead. The rules of T1 can be
written: q(a−→x )〈

−→
` 〉 → M (q1 x1) . . . (qn xn) where q, q1, . . . , qn ∈ Q are states of T1,−→

` = `1, . . . , `n are states of A1 and the λ-term M is of type Aq1 → · · · → Aqn
→ Aq. Our

goal is to build a HOWDTRlin T :: Σ1 → Σ3 that does the composition of T1 and T2, so we
want to replace a rule such as that one with a new rule which corresponds to applying T2 to
the term M .

In order to do so, we need, for each o2 tree in M , to know the associated state ` ∈ L2
of T2’s look-ahead, and the state p ∈ P of T2 which is going to process that node. So
with any such tree we associate the pair (p, `). In this case we call (p, `) the token which
represents the behavior of the tree. In general, we want to associate tokens not only with
trees, but also with λ-terms of higher order. For example, we map an occurrence of a symbol
a ∈ Σ2 of type o2 → o2 → o2, whose arguments x1 and x2 (of type o2) respectively have
look-ahead states `1 and `2 and are processed by states p1 and p2 ∈ P of T2, to the token
(p1, `1) ( (p2, `2) ( (p, `) where (p, `) is the token of the tree a x1x2 (of type o2). We
formally define tokens as follows:

I Definition 4. The set of semantic tokens JAK over a type A built on atomic type o2 is
defined by induction:

Jo2K = {(p, `) | p ∈ P, ` ∈ L2} JA→ BK = {f ( g | f ∈ JAK, g ∈ JBK}

Naturally, the semantic token associated with a λ-term M of type A built on atomic type
o2 will depend on the context where the term M appears. For example a tree of atomic type
o2 can be processed by any state p ∈ P of T2, and a term of type A→ B can be applied to
any argument of type A. But for any such M taken out of context, there exists a finite set
of possible tokens for it. For example, a given tree of type o2 can be processed by any state
p ∈ P depending on the context, but it has always the same look-ahead ` ∈ L2.

In order to define the set of possible semantic tokens for a term, we use a system of
derivation rules. The following derivation rules are used to derive judgments that associate
a term with a semantic token. So a judgment Γ ` M : f associates term M with token f ,
where Γ is a substitution which maps free variables in M to tokens. The rules are:

p(a−→x )〈`1, . . . , `n〉
T2−→ M(p1 x1) . . . (pn xn) A2(a (`1, . . . , `n)) = `

` a : (p1, `1) ( · · ·( (pn, `n) ( (p, `)

Γ1 `M : f ( g Γ2 ` N : f
Γ1,Γ2 `M N : g

Γ, xA : f `M : g
Γ ` λxA.M : f ( g

f ∈ JAK
xA : f ` xA : f

Using this system we can derive, for any termMA, all the semantic tokens that correspond
to possible behaviours of MA when it is processed by T2.
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4.2 Unicity of derivation for semantic token judgements
We will later show that we can compute the image of M from the derivation of the judgement
`M : f , assuming that f is the token that represents the behaviour of T2 on M . But before
that we need to prove that for a given term M and token f the derivation of the judgement
`M : f is unique:

I Theorem 5. For every type A, for every term M of type A and every token f ∈ JAK, there
is at most one derivation D ::`M : f .

This theorem relies in part on the fact that tokens form a coherent space, as introduced
by Girard in [13], the proof is detailed in the full version of the paper

Now that we have shown that there is only one derivation per judgement `M : f , we are
going to see how to use that derivation in order to compute the term N that is the image of
M by transducer T2.

4.3 Collapsing of token derivations
We define a function (we call it collapsing function) which maps every derivation D :: `M : f
to a term D which corresponds to the output of transducer T2 on term M assuming that M
has behaviour f .

I Definition 6. Let D be a derivation. We define D by induction on D, there are different
cases depending on the first rule of D:

If D is of the form:

p(a−→x )〈`1, . . . , `n〉
T2−→ N(p1 x1) . . . (pn xn) A2(a (`1, . . . , `n)) = `

` a : (p1, `1) ( · · ·( (pn, `n) ( (p, `)

then D = N ,
if D is of the form:

D1 :: Γ1 ` N1 : f ( g D2 :: Γ2 ` N2 : f
Γ1,Γ2 ` N1N2 : g

then D = D1D2,
if D is of the form:

D1 :: Γ, xA : f ` N : g
Γ ` λxA.N : f ( g

then D = λx.D1,
if D is of the form:

f ∈ JAK
xA : f ` xA : f

then D = xf .

We can check that, for all derivation D ::` M : f , the term D is of type f given by:
(p, `) = Ap and f ( g = f → g.

Now that we have associated, with any pair (M,f) such that f is a semantic token of
term M , a term N = D which represents the image of M by T2, we need to show that
replacing M with N in the computation of transducers leads to the same results.
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4.4 Construction of the transducer which realizes the composition
We recall some notations: T1 = (ΣQ,Σ1,Σ2, q0, R1, A1) and T2 = (ΣP ,Σ2,Σ3, p0, R2, A2) are
two HOWDTRlin, Q = {q1, . . . , qm} is the set of states of T1 and, for every state qi ∈ Q, we
note Aqi the type of qi(t) when t is a tree of type o1. For all type A built on o2, the set of
tokens of terms of type A is noted JAK and is finite.

Previously, we saw how to apply transducer T2 to terms M of type A built on the
atomic type o2, so we can apply T2 to terms which appear on the left side of rules of T1:
q(a−→x )〈

−→
` 〉 →M (qi1 x1) . . . (qin xn) . In a rule such as this one, in order to replace term M

with term N = D where D is the unique derivation of the judgement `M : f , we need to
know which token f properly describes the behaviour of T2 on M . The computation of that
token is done in the look-ahead automaton A of T .

We define the set of states of A as: L = L1 × JAq1K× · · · × JAqm
K

With any tree t (of type o1) we want to associate the look-ahead of T1 on t and, for each
state qi ∈ Q of T1, a token of qi(t). The transition function of the look-ahead automaton A
is defined by, for all (`1, f1,1, . . . , f1,n), . . . , (`n, fm,1, . . . , fm,n) ∈ L:

a (`1, f1,1, . . . , f1,m) . . . (`n, fn,1, . . . , fn,m) A→ (`, f1, . . . , fm)

where a `1 . . . `n
A1→ ` and, for all state qi ∈ Q, fi is such that in T1 there exists a rule

qi(a−→x )〈`1, . . . , `n〉
T1→M (qi1 x1) . . . (qin xn) and a derivation of the judgement `M : f1,i1 (

· · · ( fn,in ( fi. Note that this look-ahead automaton is non-deterministic in general,
but the transducer is weakly deterministic in the sense that, at each step, even if several
look-ahead states are possible, only one rule of the transducer can be applied.

We define the set of states Q′ of transducer T by:

Q′ = {(q, f) | q ∈ Q, f ∈ JAqK} ∪ {q′0}

Then we define the set R of rules of transducer T as the set of rules of the form:

(q, f)(a−→x )〈(`1, f1,1, . . . , f1,m), . . . 〉 T→ D ((qi1 , f1)x1) . . . ((qin , fn)xn)

such that there exists in T1 a rule: q(a−→x )〈`1, . . . 〉
T1→ M (qi1 x1) . . . (qin xn) and D is a

derivation of the judgement `M : f1,i1 ( · · ·( fn,in ( f .
Because of Theorem 5 that set of rules is weakly deterministic.
To that set R we then add rules for the initial state q′0, which simply replicate the rules of

states of the form (q0, (p0, `)): for all a ∈ Σ1, all (`1, f1,1, . . . , f1,m), . . . , (`n, fn,1, . . . , fn,m) ∈
L and all rule in R of the form:

(q0, (p0, l))(a−→x )〈(`1, f1,1, . . . , f1,m), . . . 〉 T→M ((q1, f1)x1) . . . ((qn, fn)xn)

where p0 is the initial state of T2 and l ∈ L2 is a state of the look-ahead automaton of T2,
we add the rule :

q′0(a−→x )〈(`1, f1,1, . . . , f1,m), . . . 〉 T→M ((q1, f1)x1) . . . ((qn, fn)xn)

This set R of rules is still weakly deterministic according to Theorem 5.
We have thus defined the HOWDTRlin T = (ΣQ′ ,Σ1,Σ3, q

′
0, R, A).

I Theorem 7. T = T2 ◦ T1
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Finally, we will analyze the complexity of this algorithm and show that using the
algorithm on HOWDTRlin instead of HODTRlin avoids an exponential blow-up of the size
of the produced transducer.

First the set of states Q′ of T is of size |Q′| = 1 + Σq∈Q|JAqK| where |JAqK| is the number
of tokens of type Aq. |JAqK| = (|P | |L2|)|Aq| where |P | is the number of states of transducer
T2, |L2| is the number of states of the look-ahead automaton of transducer T2 and |Aq| is
the size of the type Aq. So the size of Q′ is O(Σq∈Q(|P | |L2|)|Aq|), that is a polynomial in
the size of T2 to the power of the size of types of states of T1.

It is important to note that the set JAqK of tokens of type Aq is where HOWDTRlin and
HODTRlin differ in their complexity: the deterministic alternative to the weakly deterministic
T would require to store with the state not a single token, but a set of two-by-two coherent
tokens, that would bring the size of Q′ to 1 + Σq∈Q2|JAqK| which would be exponential in the
size of T2 and doubly exponential in the size of types of T1.

Then there is the look-ahead automaton: its set of states is L = L1× JAq1K× · · · × JAqm
K.

So the number of states is in O(|L1| (|P | |L2|)Σq∈Q|Aq|). The size of the set of rules of the
look-ahead automaton is in O(Σa(n)∈Σ1 |L|

n+1) where n is the arity of the constant a(n).
Finally there is the set R of rules of T . For every judgement `M : f1,i1 ( · · ·( fn,in (

f , finding a derivation D of that judgement and computing the corresponding D is in O(|M |2)
time where |M | is the size of M . The number of possible rules is in O(Σa(n)∈Σ1(|Q′|)n+1).
So computing R is done in time O(|R|2 Σa(n)∈Σ1(|Q′|)n+1) where R is the set of rules of T1.
With a fixed input signature Σ1, the time complexity of the algorithm computing T is a
polynomial in the sizes of T1 and T2, with only the sizes of types of states of T1 as exponents.

Note that, as our model generalizes other classes of transducers, it is possible to perform
their composition in our setting. Thanks to results of Theorem 2, it is then possible to reduce
the order of the result of the composition, and obtain a HODTRlin that can be converted
back in those other models. This methods gives an important insight on the composition
procedure for those other formalisms.

In comparison, the composition algorithms for equivalent classes of transductions are
either not direct or very complex as they essentially perform composition and order reduction
at once. For instance, composition of single used restricted MTT is obtained through MSO
([11]). High-level tree transducers [12] go through a reduction to iterated pushdown tree
transducers and back. The composition algorithm for Streaming Tree Transducers described
in [1] is direct, but made complex by the fact that the algorithm hides this reduction of order.

The double-exponential complexity of composition of HODTRlin compares well to the
non-elementary complexity of composition in equivalent non-MSOT classes of transducers.
Although the simple exponential complexity of composition in MSOT is better, we should
account for the fact that the MSOT model does not attempt to represent the behavior of
programs.

5 Conclusion and future work

In this paper we have presented a new mechanical characterization of Monadic Second Order
Transductions. This characterization is based on simply typed λ-calculus which allows us to
generalize with very few primitives most of the mechanisms used to compute the output in
the transducer literature. The use of higher-order allows us to propose an arguably simple
algorithm for computing the composition of linear higher-order transducers which coincide
with MSOT. The correctness of this algorithm is based on denotation semantics (coherence
spaces) of λ-calculus and the heart of the proof uses logical relations. Thus, the use of
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λ-calculus allows us to base our work on standard tools and techniques rather than developing
our own tools as is often the case when dealing with transducers. Moreover, this work sheds
some light on how composition is computed in other formalisms. Indeed, we argue that for
MTTsur, STT, or ARRsur, the composition must be the application of our composition
algorithm followed by the order reduction procedure that we use to prove the equivalence
with logical transductions.

The notion of higher-order transducer has already been studied [12, 18, 16], however,
there is still some work to be done to obtain direct composition algorithms. We plan to
generalize our approach of the linear case to the general one and devise a semantic based
partial evaluation for the composition of higher-order transducers.
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Abstract
Resolution parameters in graph clustering control the size and structure of clusters formed by solving
a parametric objective function. Typically there is more than one meaningful way to cluster a graph,
and solving the same objective function for different resolution parameters produces clusterings at
different levels of granularity, each of which can be meaningful depending on the application. In
this paper, we address the task of efficiently solving a parameterized graph clustering objective for
all values of a resolution parameter. Specifically, we consider a new analysis-friendly objective we
call LambdaPrime, involving a parameter λ ∈ (0, 1). LambdaPrime is an adaptation of LambdaCC,
a significant family of instances of the Correlation Clustering (minimization) problem. Indeed,
LambdaPrime and LambdaCC are closely related to other parameterized clustering problems,
such as parametric generalizations of modularity. They capture a number of specific clustering
problems as special cases, including sparsest cut and cluster deletion. While previous work provides
approximation results for a single value of the resolution parameter, we seek a set of approximately
optimal clusterings for all values of λ in polynomial time.

More specifically, we show that when a graph has m edges and n nodes, there exists a set of
at most m clusterings such that, for every λ ∈ (0, 1), the family contains an optimal solution to
the LambdaPrime objective. This bound is tight on star graphs. We obtain a family of O(logn)
clusterings by solving the parametric linear programming (LP) relaxation of LambdaPrime at
O(logn) λ values, and rounding each LP solution using existing approximation algorithms. We
prove that this is asymptotically tight: for a certain class of ring graphs, for all values of λ, Ω(logn)
feasible solutions are required to provide a constant-factor approximation for the LambdaPrime
LP relaxation. To minimize the size of the clustering family, we further propose an algorithm that
yields a family of solutions of a size no more than twice of the minimum LP-approximating family.

2012 ACM Subject Classification Mathematics of computing → Graph algorithms; Mathematics of
computing → Approximation algorithms

Keywords and phrases Graph Clustering, Algorithms, Parametric Linear Programming

Digital Object Identifier 10.4230/LIPIcs.MFCS.2020.39

Related Version A full version of the paper is available at https://arxiv.org/abs/1910.06435.

Funding Junhao Gan: Supported in part by ARC DECRA DE190101118.
David F. Gleich: Supported in part by NSF awards IIS-1546488, CCF-1909528, and the NSF Center

© Junhao Gan, David F. Gleich, Nate Veldt, Anthony Wirth, and Xin Zhang;
licensed under Creative Commons License CC-BY

45th International Symposium on Mathematical Foundations of Computer Science (MFCS 2020).
Editors: Javier Esparza and Daniel Král’; Article No. 39; pp. 39:1–39:15

Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

https://orcid.org/0000-0001-9101-1503
mailto:junhao.gan@unimelb.edu.au
https://orcid.org/0000-0002-8107-6474
mailto:dgleich@purdue.edu
https://orcid.org/0000-0002-0117-3304
mailto:nveldt@cornell.edu
https://orcid.org/0000-0003-3746-6704
mailto:awirth@unimelb.edu.au
mailto:xinz11@student.unimelb.edu.au
https://doi.org/10.4230/LIPIcs.MFCS.2020.39
https://arxiv.org/abs/1910.06435
https://creativecommons.org/licenses/by/3.0/
https://www.dagstuhl.de/lipics/
https://www.dagstuhl.de


39:2 Graph Clustering in All Parameter Regimes

for Science of Information STC, CCF-0939370, as well as DOE DE-SC0014543, NASA, and the
Sloan Foundation.
Anthony Wirth: The Melbourne School of Engineering supported Nate Veldt’s visit to Anthony
Wirth.
Xin Zhang: Supported by a Melbourne Research Scholarship.

1 Introduction

Graph clustering is a task of grouping nodes of a graph into sets of nodes that share more
edges with each other than the rest of the graph. This often involves, implicitly or explicitly,
a trade-off between cluster size and edge-density. Hence there are a number of objective
functions for graph clustering that rely on a tunable resolution parameter that controls this
trade-off when optimizing the objective. Solving such an objective for a range of parameters
reveals different types of clustering structure in the same graph. Applications include
hierarchical clustering [17] and the detection of robust clusterings that remain optimal over
a range of parameter settings [1].

1.1 Parametric Graph Clustering
Our work specifically considers a simple parametric clustering objective we call LambdaPrime.
This objective can be viewed as a slight variation of the LambdaCC graph clustering
framework [23], which is itself a parameterized variant of Correlation Clustering [2], with
resolution parameter λ ∈ (0, 1). Formally, for a graph G = (V,E), resolution parameter λ,
and a clustering C, the LambdaCC objective cost for C can be written as:

LamCC(C, λ) =
∑
S∈C

1
2 (1− λ) cut(S) + λ

[(
|S|
2

)
− |ES |

] , (1)

where S ∈ C denotes an individual cluster in C, cut(S) is the number of edges incident on
exactly one node in S and ES is the set of edges in E whose both end vertices are in S.

Intuitively, the value λ controls the size and density of clusters formed by optimizing
the objective. When λ = 1, an optimal clustering is the one consisting of only singletons
while when λ = 0, an optimal clustering groups all nodes into one cluster. Since both of
these cases result in trivial clusterings, we focus on the parameter range of (0, 1). Several
other well-studied objective functions for graph-clustering are captured as special cases of
LambdaCC for particular values of λ. These include sparsest cut [11], cluster deletion [19],
and modularity clustering [15].

In our work we focus on a slight variant of the LambdaCC objective, which we call
LambdaPrime. For a clustering C, the LambdaPrime objective is given by

LamPrime(C, λ) =
∑
S∈C

(
1
2 cut(S) + λ

(
|S|
2

))
. (2)

This is exactly λ|E| greater than the LambdaCC objective, which is constant with respect
to the cluster assignment. Therefore, these two objectives share the same set of optimal
solutions for the same λ. We focus on proving results for the LambdaPrime objective, as
it leads to the cleanest exposition of our techniques and main results for parametric graph
clustering, without fundamentally changing the nature of these results. We discuss the
relationship between LambdaPrime and LambdaCC in more depth in Section 2.
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A number of other closely related graph clustering objective functions also rely on tunable
resolution parameters [1, 5, 17, 18, 20]. Many of these can be viewed as generalizations of
the popular modularity clustering objective [15]. In this paper we broadly refer to these as
parametric graph clustering objective functions. The modularity objective is NP-hard to
approximate to within any multiplicative factor [7], and thus techniques typically used for
optimizing generalizations of modularity are heuristics with no approximation guarantee [1,
5, 10, 17, 20, 18, 21]. However, LambdaPrime corresponds to a linear transformation of the
modularity objective with a resolution parameter, and permits several algorithmic guarantees
by techniques developed originally for Correlation Clustering [2]. In particular, on an n-node
graph, for every value of λ, a standard weighted Correlation Clustering algorithm [4, 6]
finds an O(logn) approximation of LambdaPrime. Several other linear programming based
algorithms for the related LambdaCC problem have been developed as well for different
parameter regimes [9, 23], and are transferable to LambdaPrime as well.

1.2 Clustering in All Parameter Regimes

Optimizing a parametric clustering objective over a wide range of resolution parameters is a
useful approach for detecting different types of clustering structure in the same network [1,
5, 23]. Although approximation algorithms for LambdaPrime can be directly derived from
existing work on LambdaCC and Correlation Clustering, these only provide approximation
guarantees for a single fixed value of λ. In this paper, we focus on finding families of
clusterings that come with rigorous optimality guarantees for an entire range of parameter
values of a parametric graph clustering objective. More precisely, we say that a family of
clusterings solves (or approximates) a parametric objective in all parameter regimes if, for
every value of the resolution parameter, the family contains a solution (or approximate
solution) to the objective. In our work, we seek families satisfying guarantees both in terms
of the approximation factor, as well as in terms of the number of clusterings needed to attain
such an approximation factor for all values of a resolution parameter.

1.3 Our Contributions

We provide new lower bounds and techniques for exactly or approximately solving the
LambdaPrime objective in all parameter regimes. Section 2 formally introduces the objective
and outlines the region of parameters that is not trivial to find an optimal clustering. We
then tackle the task of finding a small family of clusterings that contains an approximately
optimal clustering to every parameter, in a reasonable amount of time. We begin in Section 3
by examining the objective itself and proving that for any graph with n nodes and m edges,
there exists a set of m or fewer clusterings that contains an optimal LambdaPrime clustering
for every value of λ. However, since obtaining an optimal clustering for a particular λ is
NP-hard, our primary contributions pertain to finding approximately optimal clusterings
for the LambdaPrime framework using linear programming relax-and-round techniques. We
show that for the relaxed LP objective, we can produce a family of solutions of size O(logn)
by solving an LP at each of the O(logn) λ values. One of our central results is to show that
this bound is tight on ring graphs, presented at Section 3.3. Although this result indicates
that a logarithmic number of clusterings is needed in the worst case, our O(logn) upper
bound is not tight in all cases. Therefore, in Section 4 we introduce a technique which, for
any input graph, returns a family of clusterings that contains at most two times the minimum
number of LP solutions needed to obtain a (1 + ε)-approximation in all parameter regimes.

MFCS 2020
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2 The LambdaPrime Objective

LambdaPrime is an objective function for clustering graphs based on a tunable resolution
parameter, λ ∈ (0, 1). The objective seeks to minimize the number of edges crossing between
clusters, subject to a regularization term that controls cluster size. The LambdaPrime
minimization problem can be expressed formally as an integer linear program (ILP):

minimize OPT(λ) =
∑

(i,j)∈E xij+
∑

i<j λ(1− xij)
subject to xij ≤ xik + xjk for all i, j, k

xij ∈ {0, 1} for all i, j .
(3)

The variable xij represents the binary distance between nodes in a clustering. If xij = 1,
nodes i and j are in different clusters, whereas xij = 0 indicates they are clustered together.
In this way, clusterings of a graph are in one-to-one correspondence with feasible solutions to
the ILP. The number of clusters to form is not determined ahead of time, but is implicitly
controlled by λ and which (i, j) ∈ E.

An instance of LambdaPrime corresponds specifically to a signed graph in which some
node pairs (those in E) share a positive edge with weight 1, and all node pairs share a
negative edge with weight λ. A pair of nodes could share two edges. Consistent with the
minimization variant of Correlation Clustering [2], separating nodes that have a positive
edge results in a penalty of 1, while placing a pair of nodes in the same cluster results in a
penalty of λ. The LambdaCC objective can also be expressed by an ILP with the same set
of constraints and the following slightly different objective:

minimize
∑

(i,j)∈E(1− λ)xij+
∑

(i,j)6∈E λ(1− xij). (4)

Since the LambdaPrime objective is greater than LambdaCC by an additive term λ|E|, these
objectives will differ in terms of approximation factors. Although LambdaCC is the harder
objective to approximate, all of our results can also be adapted to apply to LambdaCC. In
some cases the analogous results for LambdaCC involve slighty different constants, though
this does not change the fundamental nature of our results, since our approximation factors
and the size of clustering families we produce are both logarithmic. We focus here on on
the LambdaPrime objective for ease of exposition. In particular, unlike LambdaCC, the
LambdaPrime score is monotonically increasing with λ, which simplifies several explanations
and proof details. In the full version of this paper [8], we provide further details for how to
adjust our results so that they apply to LambdaCC.

2.1 Relation to Other Clustering Objectives
The optimal solutions of LambdaCC (and thus the optimal solutions of LambdaPrime)
interpolate between solutions to the sparsest cut and cluster deletion objectives [23]. The
scaled sparsest cut of a graph G = (V,E) is the bipartition {S, S̄} that minimizes the ratio
cut objective cut(S)/(|S||S̄|). Cluster deletion is the problem of partitioning G into cliques
in a way that minimizes the number of edges between cliques. Deriving from previous work on
LambdaCC [23], we formalize the relationship between these two objectives for LambdaPrime
in the following theorem.

I Theorem 1. Let G = (V,E) be a graph, and define λ∗ = minS⊂V cut(S)/(|S||S̄|).
For any λ ≤ λ∗, placing all nodes in one cluster optimizes the LambdaPrime objective.
For any λ ∈ (λ∗, 1), the optimal LambdaPrime clustering will contain at least two clusters.
There exists some λ > λ∗ such that the optimal LambdaPrime clustering will be the
bipartition {S∗, S̄∗} which minimizes cut(S)/(|S||S̄|).
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For any λ ∈ (|E|/(1 + |E|), 1), the optimal LambdaPrime clustering will be optimal for
the cluster deletion problem. In other words, all clusters will be cliques, and the number
of edges crossing between clusters will be minimized.

For any connected graph, λ∗ ≥ 4/n2, with equality for a graph that can be split into two
equal-sized sets, with a single edge between the sets. Thus, when searching for clusterings that
optimize LambdaPrime, it suffices to consider λ ∈

( 4
n2 , 1

)
. LambdaPrime is also related to

other generalized clustering objectives that rely on tunable resolution parameters, including
the constant Potts model [20], and generalizations of the modularity objective that include a
resolution parameter [1, 18]. For the appropriate parameter settings, these objectives are
equivalent at optimality, though different in terms of approximations.

2.2 Approximations via Linear Programming
Since LambdaPrime corresponds to a special weighted variant of Correlation Clustering, there
is a O(logn) approximation guarantee for the objective for any value of the parameter λ [6].
This is obtained by solving and rounding the LP relaxation of (3), where we replace the binary
constraint xij ∈ {0, 1} with the linear constraint 0 ≤ xij ≤ 1. Although better approximation
guarantees exist for λ ≥ 1/2, in the worst case, the LP relaxation has an Ω(logn) integrality
gap, which can be shown by slightly adapting the integrality-gap proof for LambdaCC [9].
In this paper, our goal is not to obtain new approximation guarantees for fixed values of λ.
Instead, we show how to obtain a family of solutions that is approximately optimal, for all
values of the parameter, via a small number of LP solves.

If we do not treat λ as a fixed value, objective (3) corresponds to a parametric integer
linear program in λ. Let OPT(λ) denote the optimal ILP score at a certain value of λ: the
OPT function is known to be concave and piecewise-linear in λ [3]. The breakpoints of a
parametric ILP are values of the parameter λ at which a slope change occurs. In this context,
a slope change corresponds to a parameter λ where the optimal clustering for LambdaPrime
changes. Similarly, the LP relaxation of (3) is a parametric linear program, whose solution
we denote by LP(λ). Since for a fixed LP solution the objective value is linear in λ, same as
the ILP, LP(λ) is also concave and piecewise linear in terms of λ.

Breakpoints for the parametric LP are places at which the optimal feasible solution
changes. Previous work on parametric programming has shown that in the worst case,
parametric integer programs and parametric linear programs may have an exponential
number of breakpoints [3, 14]; we prove here that this is not the case for LambdaPrime ILP,
but the upper bound on LambdaPrime LP objective is still open.

2.3 Concave Function Approximation
Finding an optimal solution for either OPT or LP at a single value of λ corresponds to
evaluating a function at a single point. Approximating either function over a range of λ
values can be achieved by approximating a concave, piecewise-linear function with another
concave and piecewise-linear function constructed from a set of clusterings (or feasible LP
solutions in the case of the LP relaxation).

Figure 1 displays the OPT(λ) function for a small synthetic graph. Each linear piece
in the plot corresponds to a clustering that remains optimal over a range of λ values. In
addition to being concave and piecewise linear, note that OPT is strictly increasing in λ,
which will be the case for the LambdaPrime objective (3) and its LP relaxation on every
graph. Due to the size and structure of the graph in Figure 1, solutions to the LambdaPrime
ILP and LP are in fact the same, i.e., OPT(λ) = LP(λ) for all λ ∈ (0, 1). Typically this

MFCS 2020
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(a) A small graph.
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(b) LambdaPrime OPT(λ).
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(c) Clusterings → linear pieces.

Figure 1 The concave, piecewise-linear OPT(λ) of objective costs for a small synthetic graph.
The linear pieces form an approximation of OPT(λ).

will not be the case in practice. For larger graphs, it will be prohibitively expensive to
compute ILP solutions, but solving the LP relaxation can still be accomplished in polynomial
time, which is more reasonable in practice. In recent work, a subset of the current authors
showed how the linear programming relaxation of Correlation Clustering (and by extension
LambdaPrime) can be solved in practice using memory-efficient projection methods [22].

Given a family of clusterings, C , we can define a new piecewise-linear function that
approximates the LambdaPrime objective by identifying the clustering in C that best
approximates LambdaPrime for a certain range of λ values. In Figure 1 we illustrate this
idea by extracting a sub-family of the optimal clusterings for the same small synthetic graph.
The new approximate function has a smaller number of linear pieces, since we have selected
a strict sub-family of clusterings, and upper bounds the function OPT. In general, the
same principle holds for approximating the LambdaPrime LP relaxation. We will typically
approximate the LP relaxation of a graph for all λ’s by finding a subfamily of feasible
solutions, each of which exactly minimizes the LP for some λ, and corresponds to one of the
linear pieces of the function LP. Done carefully, the resulting piecewise-linear curve remains
a good approximation for LP, despite containing far fewer linear pieces.

3 Approximate Solutions in All Parameter Regimes

In this section, we provide a detailed discussion on our approach of obtaining a set family of
clusterings that contains an approximately optimal solution to the LambdaPrime objective
for every value of λ in (4/n2, 1) (a range justified in Section 2.1). We begin by exploring the
characteristics of the concave and piecewise-linear function we wish to approximate, first for
the ILP objective and then for the LP relaxation.

Algorithmically, our approach to the task is to first compute a family of solutions for the
LambdaPrime LP, and then round those solutions to clusterings. In obtaining the solutions,
we wish to control both the size of the clustering family and the runtime. In general, an
exponential number of solutions may be needed to optimally solve a parametric LP in all
parameter regimes [14]. In Theorem 3 we obtain an approximating family of clusterings of
size O(logn) by solving O(logn) LPs.

3.1 Bounding the Size of Optimal Solution Families
We begin with a bound on the number of clusterings needed to optimally solve LambdaPrime
in all parameter regimes.
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I Theorem 2. Given a graph G = (V,E), there exists a family of |E| or fewer clusterings
which, for every value of λ ∈ (0, 1), contains an optimal LambdaPrime clustering for that λ.
On star graphs, this bound is tight.

Proof. Let 0 < λ1 < λ2 < · · · < λk < 1 denote the breakpoints of the ILP, and also let
λ0 = 0 and λk+1 = 1. For t = 0, 1, 2, . . . , k, let xt = (xt

ij) denote the feasible ILP solution
that is optimal in the range λ ∈ [λt, λt+1]. Each xt encodes a clustering Ct of G that is
optimal in this range and corresponds to a linear piece of OPT. For each clustering Ct,
define the total number of positive and negative mistakes, respectively,

Pt =
∑

(i,j)∈E

xt
ij = 1

2
∑
S∈Ct

cut(S), Nt =
∑
i<j

(1− xt
ij) =

∑
S∈Ct

(
|S|
2

)
,

so that the LambdaPrime objective for an arbitrary λ is LamPrime(Ct, λ) = Pt + λNt. We
then show Pt < Pt+1 for t = 0, 1, . . . (k − 1). Since Ct is optimal over λ ∈ [λt, λt+1] and Ct+1
is optimal for λ ∈ [λt+1, λt+2], both clusterings are optimal at λt+1, and therefore

Pt + λt+1Nt = Pt+1 + λt+1Nt+1.

If Pt = Pt+1, then Nt = Nt+1, contradicting the fact that these clusterings are optimal
for different parameter ranges. If Pt > Pt+1, then Nt < Nt+1, which would imply that for
λ > λt+1, Ct would be a better approximation than Ct+1, a contradiction to the fact that
OPT is a concave, increasing, and piecewise-linear function. Thus, Pt < Pt+1. Since the
graph is unweighted, there are at most |E| possible values for Pt for t = 0, 1, . . . , k, and
therefore at most |E| clusterings in an optimal family. This concludes the upper bound proof.

We then show that the bound is tight for star graphs. Consider an n-node star graph
where the node connecting to every other node is the central node, and we refer to all other
nodes as outer nodes. The optimal sparsest cut solution places one outer node with the
central node, and all other nodes in a second cluster. For cluster deletion, the optimal
solution places one outer node with the central node, and each other node in a singleton
cluster. The LambdaPrime ILP interpolates between two solutions. The minimum scaled
sparsest cut of the star graph is λ∗ = 1

n−1 , so this will be the first breakpoint of the ILP.
The final breakpoint is at λ = 1

2 , above which point the cluster deletion solution is optimal.
As λ decreases from λ = 1

2 to λ = 1
n−1 , the optimal solution will add outer nodes one by

one to the cluster containing the central node. There will be exactly |E| such clusterings,
counting down until all outer nodes have been merged with the central node. J

Theorem 2 tells us that even though there are an exponential number of ways to cluster
a graph, a linear number of clusterings characterizes an optimal family for LambdaPrime.
Furthermore, since the theorem is specifically proven for optimal clusterings, the same
result also holds for related parametric clustering objectives that correspond to linear
transformations of LambdaPrime and its weighted variants, including LambdaCC [23], Potts
models from statistical mechanics [20, 17], and variants of modularity clustering with a
resolution parameter [1, 18]. Finally, this theorem proves that the parametric integer linear
program (ILP) corresponding to the LambdaPrime objective, a piecewise-linear function,
has a linear number of breakpoints. This is significant given that in general, parametric ILPs
may contain an exponential number of breakpoints [3].

MFCS 2020
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3.2 Obtaining Approximate Solutions
Although we have shown that the LambdaPrime ILP has at most |E| breakpoints, this
proof does not hold for the LP relaxation, and we have no guarantee that the number of
LP breakpoints is not exponential [14]. Without a polynomial bound on the number of
breakpoints, any algorithm which relies on a family of optimal solutions for the LP relaxation
for all values of λ is not guaranteed to run in polynomial time. We overcome this challenge
by bounding the number of solutions needed to approximate the LP in all regimes.

I Theorem 3. For any ε > 0, there exists a (poly-time computable) family of O(log1+ε n)
feasible LP solutions which, for every value of λ, contains a (1 + ε)-approximate solution to
the LambdaPrime LP relaxation.

We can round each LP solution in the family obtained in Theorem 3 using existing tech-
niques [4], which guarantees we have an O(logn)-approximation to the LambdaPrime
objective. This theorem can be viewed as an application of the results of Magnanti and
Stratila [13] on concave function approximation, specifically to the problem of parametric
graph clustering. We first prove a lemma showing how well an optimal solution for the LP at
one value of λ approximates the LP when a nearby resolution parameter is used. A solution
to a minimization problem is a δ-approximate if the objective cost of it is no more than δ
times the cost of the optimal.

I Lemma 4. Let (xt
ij) and (xt+1

ij ) be optimal solutions to the LambdaPrime ILP (respectively
the LP relaxation) for resolution parameters λt < λt+1. Let δ = λt+1/λt. Then (xt

ij)
is a δ-approximate solution for the LambdaPrime LP when λt+1 is used, and (xt+1

ij ) is a
δ-approximate solution for the LP when λt is used.

Proof. For k ∈ {t, t + 1}, define Pk =
∑

(i,j)∈E x
k
ij , total weights on positive violations

and Nk =
∑

i<j(1−xk
ij), total weights on negative violations, so that the LambdaPrime score

for (xk
ij) at an arbitrary value of λ is Pk + λNk, a quantity we denote by Ak(λ). Since (xt+1

ij )
and (xt

ij) are optimal for their respective resolution parameters, and λt < λt+1, we have the
following sequence of inequalities:

At+1(λt) ≤ At+1(λt+1) ≤ At(λt+1) < λt+1

λt

(
At(λt)

)
<
λt+1

λt

(
At+1(λt+1)

)
.

Thus, both (xt
ij) and (xt+1

ij ) are at worst a δ-approximation across the entire interval [λt, λt+1],
where δ = λt+1/λt. J

We use Lemma 4 to construct a sequence of λ values and corresponding optimal LP solutions,
to approximate the LambdaPrime objective in all parameter regimes.

Proof of theorem 3. For λ < 4/n2, the optimal clustering will place all nodes in a single
cluster, so we do not need to consider LP solutions below this threshold. Set λ1 = 4/n2 and
let q =

⌊
log(1+ε)2(n2/4)

⌋
+ 1. For k = 2, 3, . . . , q, recursively define a sequence of λ values by

setting λk = (1+ε)2λk−1, and let λq+1 = 1/(1+ε). Evaluate the LambdaPrime LP relaxation
at each of these λ values to obtain solutions (x1

ij), (x2
ij), . . . , (xq+1

ij ). By Lemma 4, (x1
ij) is a

(1 + ε)-approximate solution for all λ ∈ [λ1, (1 + ε)λ1], (xq+1
ij ) is a (1 + ε)-approximation for

λ ∈ [(1 + ε)λq, 1) and for any k ∈ {2, 3, . . . , q}, (xk
ij) is a (1 + ε)-approximate solution for all

λ ∈
[
(1 + ε)λk−1, (1 + ε)λk

]
. Thus, using q + 1 < b2 log(1+ε)2(n)c+ 2 feasible solutions, we

obtain a (1 + ε)-approximate solution for every λ ∈ [4/n2, 1). J



J. Gan, D. F. Gleich, N. Veldt, A. Wirth, and X. Zhang 39:9

1 2

3

4

6 5

8

7

x12

x23

x34

x45
x56

x67

x78

x81

Figure 2 Ring graph G3 with n = 23 nodes. Each pair of nodes shares a negative edge of weight λ.
For simplicity, only the negative edges adjacent to Node 1 are shown, with red dashed lines; all other
negative edges are omitted.

Theorem 3 shows that as ε tends to 0, the number of clusterings in our computed family
is O( 1

ε logn). However, given that our aim is simply to round LambdaPrime LP solutions to
produce clusterings that are within O(logn) of optimal, it suffices to treat ε as a constant
(e.g., ε = 1 or larger). Thus, in practice, the size of the approximating family is O(logn).

3.3 Asymptotic Tightness of the Set Family
One of the central contributions of our work is a proof that our logarithmic upper bound for
approximating the LP relaxation in all parameter regimes is in fact asymptotically tight for
the class of ring graphs, Gk = (V,E) with n = 2k nodes (k ∈ N and k ≥ 3). Without loss of
generality, we assume that the nodes in a ring graph are always ordered so that node i is
adjacent to node i+ 1 for i = 1, 2, . . . , n− 1, and nodes 1 and n are adjacent. Specifically for
a ring graph, every edge (i, j) ∈ E is viewed as a positive edge (i, j) ∈ E+ with weight one,
and for every (i, j) ∈ V × V there is a negative edge (i, j) ∈ E− with weight λ. Figure 2
displays a picture of G3, the smallest graph in this class.

I Theorem 5. For the class of ring graphs with n = 2k nodes (k ∈ N and k ≥ 3), for
every ε > 0, at least Ω(logn) feasible LP solutions are needed in order to approximate the
LP relaxation of LambdaPrime in all parameter regimes to within a factor (1 + ε).

The proof of this result relies on several connections between our parametric clustering
problem and concave function approximation [12]. The optimal solution curve for the
LambdaPrime LP relaxation corresponds to an increasing, concave, and piecewise-linear
function of λ [3]. Approximating the LP relaxation in all parameter regimes with a small
number of feasible solutions is therefore equivalent to finding another piecewise-linear curve
with a small number of linear pieces. Previously, Magnanti and Stratila [13, 12] demonstrated
that in order to approximate the square root function sqrt(x) =

√
x via a piecewise-linear

upper bound over an interval [a, b], at least Ω(log b
a ) linear pieces are needed. Although this

bound does not immediately imply any result for parametric clustering, we use this as a step
in proving a similar lower bound for the LambdaPrime LP relaxation. In particular, the
proof of Theorem 5 follows from the following observations and theorems.
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I Observation 1. The sparsest cut of a ring graph is induced by a set S of n
2 nodes which

are connected via a path: the cut ratio is λ∗ = cut(S)
|S||S̄| = 2

(n/2) (n/2) = 8
n2 .

I Observation 2. For any λ ≥ 1/2, pairing up the n nodes of a ring graph Gk into n/2
disjoint edges optimizes the LambdaPrime objective.

By Observation 1 and according to the first bullet point in Theorem 1, for any λ ≤ λ∗ = 8
n2 ,

placing all nodes in one cluster optimizes LambdaPrime objective on a ring graph. Combining
with Observation 2, it suffices to consider λ ∈

[ 8
n2 ,

1
2
]
. Below is a crucial theorem for showing

the lower bound, which is arguably one of the most interesting results in this paper.

I Theorem 6. For any λ ∈
[ 8

n2 ,
1
2
]
the optimal value of the LambdaPrime LP relaxation for

the ring graph is

LP(λ) = min
t∈N

n

t

(
1 + λ

(
t

2

))
. (5)

Proof. To express the optimal value of the LP solutions, we deploy an alternative LP
relaxation, originally considered by Wirth [24] for the unweighted version of Correlation
Clustering. Each constraint in LP (6) corresponds to a Negative Edge with Positive Path Cycle
(NEPPC), where NEPPC (i1, i2, . . . , im) represents a sequence (i.e., a path) of (positive) edges,
{(i1, i2), (i2, i3), . . . , (im−1, im)} ⊆ E , with a single non-edge (i.e., negative edge) completing
the cycle: (i1, im) ∈ E−.

minimize
∑

(i,j)∈E(1− λ)xij +
∑

(i,j)/∈E λ(1− xij)
subject to xi1,im ≤

∑m−1
j=1 xij ,ij+1 for all NEPPC (i1, i2, . . . , im)

xij ≤ 1 for all (i, j) /∈ E
0 ≤ xij for all (i, j) .

(6)

Wirth [24] proved that the set of optimal solutions to the NEPPC LP (6) is exactly the same
as the set of optimal solutions to the canonical LP. Via the NEPPC LP, we show that the
optimal value of the LP solution on ring graphs for any λ ∈ [8/n2, 1/2] is expression (5). We
start with two straightforward observations about the NEPPC objective (on ring graphs). In
the following, we assume all subscripts are computed modulo n. For example, we express
the positive-edge LP distances as xi,i+1, for i = 1, . . . , n, with the understanding that,
xn,n+1 ≡ xn,1 ≡ x1,n.

I Observation 3 (Wirth [24]). Every negative edge (i, j) ∈ E− is either involved in a tight
NEPPC constraint, or xij = 1.

I Observation 4. If we assign xi,i+1 = c for all i = 1, 2, . . . , n for some constant 0 ≤ c ≤ 1,
then for this fixed assignment, the LP will be minimized if xij = min{1, c · dist(i, j)} for each
(i, j) ∈ E−, where dist(i, j) is the shortest-path distance (in terms of the number of positive
edges) between nodes i and j in the ring graph.

Step 1: All positive-edge LP distances are equal

Let x1 = (x1
ij) be an arbitrary solution to the NEPPC LP relaxation (6). Construct n−1 other

optimal solutions, x2,x3, . . . ,xn, by setting xt
i,j = x1

i+t,j+t, for all i < j and t = 2, 3, . . . , n.
In other words, we exploit the symmetry in the ring graph and rotate LP distances around
the ring, one node at a time, to produce each new optimal solution. Then, let

x∗ = 1
n

n∑
j=1

xj .
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Since x∗ is a convex combination of optimal LP solutions, it is itself an optimal LP solution.
Furthermore, for every i = 1, 2, . . . , n,

x∗i,i+1 = 1
n

n∑
j=1

xj
i,i+1 = 1

n

n∑
j=1

x1
i+j−1,i+j .

The right-hand side is the sum of all positive-edge distances in the LP solution x1. Therefore,
all x∗i,i+1 have the same value, denoted by c∗ ≥ 0. By Observation 4, for each (i, j) /∈ E,
x∗ij = min{1, c∗ · dist(i, j)}. Let LP(λ, c) denote the value of the LP relaxation for the given
value of λ, with all positive edges having distance c. As a result, we have:

LP(λ) = LP(λ, c∗) = min
c≥0

LP(λ, c) .

Step 2: Bounding c∗ from below

Next, we show that when λ ≥ 8/n2, the constant c∗ satisfies 2
n ≤ c

∗ ≤ 1. First, consider the
value of LP(λ, c). By symmetry, it suffices to focus on the LP cost associated with node 1,
and then multiply by n. In particular, we charge three types of costs to node 1:

the LP cost of the clockwise positive edge, x1,2 = c (the cost of the counter-clockwise
positive edge is charged to node n);
the LP cost of the clockwise negative edges, i.e., λ · (1 − x1,(i+1)), for i = 1, . . . , n

2 − 1:
since x1,(i+1) = min{1, c · dist(1, (i+ 1))}, this is, λ ·max{0, 1− c · i};
half of the LP cost of the negative edge (1, n/2 + 1), i.e., 1

2λ · (1 − x1,(n/2+1)) = 1
2λ ·

max{0, (1− n·c
2 )}, sharing the cost of this diameter between nodes 1 and n/2 + 1.

Therefore, we have:

LP(λ, c) = n

c+ λ

n/2−1∑
i=1

max{0, (1− ci)}+ 1
2λ ·max{0,

(
1− nc

2

)
}

 . (7)

If 0 ≤ c ≤ 2
n , then 1− n·c

2 ≥ 0, and Equation (7) equals

LP(λ, c) = n · c ·

(
1− λn2

8

)
+ λ

(
n

2

)
. (8)

Because λ ≥ 8
n2 , expression (8) is a strictly decreasing function of c on [0, 2/n]. Since we are

seeking the value of c∗, we henceforth assume c ≥ 2/n.

Step 3: Proving existence of integral 1/c∗

If 2
n ≤ c ≤ 1, then b 1

c c+ 1 ≤ i ≤ n
2 , implies 1− ci ≤ 0 and Equation (7) equals

LP(λ, c) = n

c+ λ

⌊
1
c

⌋
− λc

2

⌊
1
c

⌋(⌊
1
c

⌋
+ 1
) . (9)

We prove the existence of an integral 1/c∗ value by contradiction: suppose that 1/c∗ is not
an integer. Put t =

⌊ 1
c∗

⌋
. Since n/2 is an integer, 1/c∗ < n/2, hence t ≤ n/2− 1. Therefore,

for all c such that
⌊ 1

c

⌋
= t, i.e., c ∈ (1/(t+ 1), 1/t], expression (9) becomes

LP(λ, c) = n

(
c+ λt− λc

2 t (t+ 1)
)

= nc

(
1− λt(t+ 1)

2

)
+ λnt . (10)
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We select two new values, c` and cr, satisfying:

2
n
≤ 1
t+ 1 < c` < c∗ < cr ≤

1
t
.

Not only do values c` and cr bound c∗ below and above, but also applying the floor function
to all three reciprocals yields the same integer, t.

If 1− λt(t+ 1)/2 < 0, then expression (10) shows that LP(λ, cr) < LP(λ, c∗). Likewise,
if 1− λt(t+ 1)/2 > 0, then LP(λ, c`) < LP(λ, c∗). In each of these cases, c∗ would not be
the optimum setting of c.

However, if 1−λt(t+1)/2 = 0, then LP(λ, c) is constant for c ∈ (1/(t+1), 1/t]. Hence 1/c∗
can be assumed to be the integer t. Substituting into the middle part of Equation (10), the
LambdaPrime LP relaxation optimum is

LP(λ) = min
t∈N

n

(
1
t

+ λt− λ (t+ 1)
2

)
= min

t∈N

n

t

(
1 + λ

(
t

2

))
.

Theorem 6 follows. J

Based on Theorem 6, Lemma 7, proved in the full version [8], shows that LP(λ) and OPT(λ)
are bounded below and above by a square root function of λ.

I Lemma 7. Let q(λ) = 3n
4
√

2λ. For all λ ∈
[ 8

n2 ,
1
2
]
,

q(λ) ≤ LP(λ) ≤ OPT(λ) ≤ 4
√

2
3 q(λ). (11)

This lemma shows that the LambdaPrime LP relaxation on the ring graph behaves very
similarly to the square root function. In the full version [8], we prove that Theorem 5 follows
by combining this bound with the lower bound results of Mangnanti and Stratila [13] on
approximating the square root function.

4 Towards Overcoming the Logarithmic Barrier

While in the worst case, Ω(logn) feasible solutions are required to approximate the LP
relaxation in all parameter regimes, this is not necessarily the case for every graph. In the
full version [8], we show that on star graphs, a single LP solution suffices to optimize the LP
relaxation in all non-trivial parameter regimes. Thus, an algorithm that can obtain a family
of solutions with an instance-specific size bound would be interesting and more practical.

Motivated by this observation, we propose an algorithm which can possibly find a smaller
family than that returned by the method in Theorem 3. The main idea of our algorithm
is to carefully select the λ values for which we solve LP relaxation, and then actually
compute, rather than just bound, the range of λ values for which the resulting LP solution is
approximately optimal. In this way, we will need to evaluate the LP relaxation at fewer λ
values. As we show shortly, the family returned by our new algorithm is nearly optimal (i.e.,
at most twice) in terms of size, compared to the minimum family of solutions that contains
an (1 + ε)-approximation for every λ.

4.1 The Frontier Extension Algorithm
Next we introduce the Frontier Extension (FE) algorithm that can return a valid family to
(1 + ε)-approximate all λ with size at most twice of the minimum valid family.
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The key observation in the design of the FE algorithm is that, given an optimal solution
to the LP relaxation at a value λ0, we can in fact exactly compute values (θ−, θ+) such that
the LP solution is a (1 + ε) approximation exactly on the interval [λ0 + θ−, λ0 + θ+]. We refer
to this as the (1 + ε)-Approximate Covering Range (for short, (1 + ε)-ACR) of λ0. According
to the framework of Nowozin and Jegelka [16], given an optimal LambdaPrime LP relaxation
solution at λ0, the (1 + ε)-ACR of λ0 can be computed by solving two “dual-like” LP’s: one
for computing θ− and the other for θ+. We discuss the details in the full version. Based on
this, starting from λ0 = 4/n2, the FE algorithm solves the LP relaxation at λ0, and then
computes the right endpoint of the (1 + ε)-ACR of λ0. It then updates λ0 to be this right
endpoint, and repeats this process until a point where the right endpoint of the (1 + ε)-ACR
of the latest λ0 is greater than or equal to 1. This procedure is shown in Algorithm 1.

Algorithm 1 Frontier Extension (FE) Algorithm (High Level).

1: function FE(G, ε)
2: λ0 ← 4/n2

3: while λ0 < 1 do
4: Compute the optimal LP solution x∗ ← LP(λ0)
5: Update λ0 to the right end of the (1 + ε)-ACR of λ0

6: return C , set of all the computed x∗ solutions.

After running Algorithm 1, it is possible for some λ values to be covered by more than
one (1 + ε)-ACR of the λ values at which we evaluated the LP. The size of the returned
LP solution family could be further reduced by a post-processing step that removes any
redundant solution. Done carefully, the size of the resulting family will be at most twice the
size of the minimum LP solution family. We formalize this result in the following theorem.

I Theorem 8. For ε > 0, let Mε be the minimum number of LP solutions needed to
approximate the LambdaPrime LP relaxation in all parameter regimes to within a factor (1+ε).
We obtain a family of 2Mε or fewer LP solutions that contains a (1 + ε)-approximate solution
to the LP in every parameter regime.

It should be noted that the above bound applies to the size of the family of LP solutions.
In practice, however, we may need to evaluate the LP relaxation more than 2Mε times to
actually obtain this family. Furthermore, in the worst case, we may still need to evaluate
the LP up to O(logn) times. Nevertheless, this result shows that, without changing our
worst-case asymptotic runtime, we can find a family of LP solutions that is nearly optimal in
terms of output size.

5 Discussion and Future Work

In this work we demonstrate how to find a family of clusterings that contains, for every
resolution parameter value, an approximate solution to the LambdaPrime (ILP) objective.
Our results come with rigorous guarantees both in terms of the approximation factor and
in terms of the number of clusterings needed to approximate the objective in all parameter
regimes. We provide a means to obtain a family of clusterings of size O(logn), by solving
O(logn) LPs. The size of the family is asymptotically tight as shown by a lower bound
established for the ring graphs.

MFCS 2020
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In the future, building on the FE algorithm, we seek techniques for finding provably
small approximating families without having to evaluate the LP relaxation a logarithmic
number of times. We also seek to better understand upper and lower bounds on the number
of clusterings needed to approximate or exactly solve the LambdaPrime objective on other
special classes of graphs.
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Abstract
In this work, we define a framework of automata constructions based on quasiorders over words to
provide new insights on the class of residual automata. We present a new residualization operation
and a generalized double-reversal method for building the canonical residual automaton for a given
language. Finally, we use our framework to offer a quasiorder-based perspective on NL∗, an online
learning algorithm for residual automata. We conclude that quasiorders are fundamental to residual
automata as congruences are to deterministic automata.
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1 Introduction

Residual automata (RFAs for short) are finite-state automata for which each state defines a
residual of its language, where the residual of a language L by a word u is defined as the
set of words w such that uw ∈ L. The class of RFAs lies between deterministic (DFAs)
and nondeterministic automata (NFAs). They share with DFAs a significant property: the
existence of a canonical minimal form for any regular language. On the other hand, they share
with NFAs the existence of automata that are exponentially smaller (in the number of states)
than the corresponding minimal DFA for the language. These properties make RFAs specially
appealing in certain areas of computer science such as Grammatical Inference [10, 14].

RFAs were first introduced by Denis et al. [8, 9]. They defined an algorithm for resid-
ualizing an automaton, which is a variation of the well-known subset construction used for
determinization, and showed that there exists a unique canonical RFA, which is minimal in
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40:2 A Quasiorder-Based Perspective on Residual Automata

the number of states, for every regular language. Moreover, they showed that the residual-
equivalent of the double-reversal method [4] holds, i.e. residualizing an automaton N whose
reverse is residual yields the canonical RFA for the language accepted by N .

Later, Tamm [16] generalized the double-reversal method for RFAs by giving a sufficient
and necessary condition that guarantees that the residualization operation defined by Denis
et al. [9] yields the canonical RFA. In fact, this generalization comes in the same lines as that
of Brzozowski and Tamm [5] for the double-reversal method for building the minimal DFA.

These results evidence the existence of a relationship between RFAs and DFAs. In fact,
a connection between these two classes of automata was already established by Myers et
al. [1, 15] from a category-theoretical point of view. Concretely, they [1] use this perspective
to address the residual-equivalent of the double-reversal method proposed by Denis et al. [9]
to obtain the canonical RFA.

In this work we evidence this connection between RFAs and DFAs from the point of view
of quasiorders over words. Specifically, we show that quasiorders are fundamental to RFAs
as congruences are for DFAs.

Previously, we studied the problem of building DFAs using congruences, i.e., equivalence
relations over words with good properties w.r.t. concatenation [11]. This way, we derived
several well-known results about minimization of DFAs, including the double-reversal method
and its generalization by Brzozowski and Tamm [5]. While the use of congruences over
words suited for the construction of a subclass of residual automata, namely, deterministic
automata, these are no longer useful to describe the more general class of nondeterministic
residual automata. By moving from congruences over words to quasiorders, we are able to
introduce nondeterminism in our automata constructions.

We consider quasiorders with good properties w.r.t. right and left concatenation. In
particular, we define the so-called right language-based quasiorder, whose definition relies on
a given regular language; and the right automata-based quasiorder, whose definition relies
on a finite representation of the language, i.e., an automaton. We also give counterpart
definitions for quasiorders that behave well with respect to left concatenation. Relying on
quasiorders that preserve a given regular language, i.e., the closure of the language w.r.t. the
quasiorder coincides with the language, we will provide a framework of finite-state automata
constructions for the language.

When instantiating our automata constructions using the right language-based quasiorder,
we obtain the canonical RFA for the given language; while using the right automata-based
quasiorder yields an RFA for the language accepted by the automaton that has, at most, as
many states as the RFA obtained by the residualization operation defined by Denis et al. [9].
Similarly, left automata-based and language-based quasiorders yield co-residual automata,
i.e., automata whose reverse is residual.

Our quasiorder-based framework allows us to give a simple correctness proof of the
double-reversal method for building the canonical RFA. Moreover, it allows us to generalize
this method in the same fashion as Brzozowski and Tamm [5] generalized the double-reversal
method for building the minimal DFA. Specifically, we give a characterization of the class of
automata for which our automata-based quasiorder construction yields the canonical RFA.

We compare our characterization with the class of automata, defined by Tamm [16], for
which the residualization operation of Denis et al. [9] yields the canonical RFA and show
that her class of automata is strictly contained in the class we define. Furthermore, we
highlight the connection between the generalization of Brzozowski and Tamm [5] and the
one of Tamm [16] for the double-reversal methods for DFAs and RFAs, respectively.
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Finally, we revisit the problem of learning residual automata from a quasiorder-based
perspective. Specifically, we observe that the NL∗ algorithm defined by Bollig et al. [3],
inspired by the popular Angluin’s L∗ algorithm for learning DFAs [2], can be seen as an
algorithm that starts from a quasiorder and refines it at each iteration. At the end of
each iteration, the automaton built by NL∗ coincides with our quasiorder-based automata
construction applied to the refined quasiorder.

Structure of the paper. After preliminaries in Section 2, we introduce in Section 3 automata
constructions based on quasiorders and establish the duality between these constructions
when using right and left quasiorders. We instantiate these constructions in Section 4 with
the language-based and automata-based quasiorders and study the relations between the
resulting automata. As a consequence, we derive in Section 5 a generalization of the double-
reversal method for building the canonical RFA for a language. In addition, we show a novel
quasiorder-based perspective on the NL∗ algorithm for learning residual automata in Section 6.
For space reasons, a formal description of the NL∗ algorithm as well as supplementary results,
including the pseudocode of our quasiorder-based version of NL∗, and missing proofs are
deferred to the extended version of this paper [12].

2 Preliminaries

Languages. Let Σ be a finite nonempty alphabet of symbols. Given a word w ∈ Σ∗, we will
use |w| to denote the length of w. We denote wR the reverse of w. Given a language L ⊆ Σ∗,
LR def= {wR | w ∈ L} denotes the reverse language of L and Lc, its complement language.

We denote the left (resp. right) quotient of L by a word u, also known as residual, as
u−1L

def= {w ∈ Σ∗ | uw ∈ L} (resp. Lu−1 def= {w ∈ Σ∗ | wu ∈ L}). Denis et al. [9] defined
the notion of composite and prime residuals that we extend to right quotients as follows. A
left (resp. right) quotient u−1L (resp. Lu−1) is composite iff it is the union of all the left
(resp. right) quotients that it strictly contains, i.e. u−1L =

⋃
x∈Σ∗, x−1L(u−1L x

−1L (resp.
Lu−1 =

⋃
x∈Σ∗, Lx−1(Lu−1 Lx−1). Otherwise, we say the quotient is prime.

Automata. A (nondeterministic) finite-state automaton (NFA for short), or simply auto-
maton, is a 5-tuple N = (Q,Σ, δ, I, F ), where Q is a finite set of states, Σ is an alphabet,
I ⊆ Q are the initial states, F ⊆ Q are the final states, and δ : Q×Σ→ ℘(Q) is the transition
function, where ℘(Q) denotes the powerset w.r.t. Q. We denote the extended transition func-
tion from Σ to Σ∗ by δ̂, defined in the usual way, and, given w ∈ Σ∗ and S ∈ ℘(Q), we define
postNw (S) def= {q ∈ Q | ∃q′ ∈ S, q ∈ δ̂(q′, w)} and preNw (S) def= {q ∈ Q | ∃q′ ∈ S, q′ ∈ δ̂(q, w)}.

Given S, T ⊆ Q, WNS,T
def= {w ∈ Σ∗ | ∃q ∈ S, q′ ∈ T, q′ ∈ δ̂(q, w)}. In particular, when

S = {q} and T = F , we say that WNq,F is the right language of state q. Likewise, when
S = I and T = {q}, we say that WNI,q is the left language of state q. In general, we omit the
automaton N from the superscript when it is clear from the context. We say that a state q
is unreachable iff WNI,q = ∅ and we say that q is empty iff WNq,F = ∅. Finally, the language
accepted by an automaton N is L(N ) =

⋃
q∈I W

N
q,F =

⋃
q∈F W

N
I,q = WNI,F .

The NFA N ′ = (Q′,Σ, δ′, I ′, F ′) is a sub-automaton of N iff Q′ ⊆ Q, I ′ ⊆ I, F ′ ⊆ F and
q′ ∈ δ′(q, a)⇒ q′ ∈ δ(q, a) with q, q′ ∈ Q and a ∈ Σ. The reverse of N , denoted by NR, is
defined as NR = (Q,Σ, δr, F, I) where q ∈ δr(q′, a) iff q′ ∈ δ(q, a). Clearly, L(N )R = L(NR).

Residual Automata. A residual finite-state automaton (RFA for short) is an NFA such
that the right language of each state is a left quotient of the accepted language. We write
RFA instead of RFSA [9] to be consistent with the abbreviations NFA and DFA. Formally,
an RFA is an automaton N = (Q,Σ, δ, I, F ) such that ∀q ∈ Q,∃u ∈ Σ∗, WNq,F = u−1L(N ).
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We say an automaton is co-residual (co-RFA for short) if its reverse is an RFA, i.e.,
∀q ∈ Q,∃u ∈ Σ∗, WNI,q = L(N )u−1. We say u ∈ Σ∗ is a characterizing word for q ∈ Q iff
WNq,F = u−1L(N ) and we say N is consistent iff every state q is reachable by a characterizing
word for q. Moreover, N is strongly consistent iff every state q is reachable by every
characterizing word of q.

Denis et al. [9] define a residualization operation that, given NFA N , builds an RFA N res

such that L(N res) = L(N ). Let N = (Q,Σ, δ, I, F ) be an NFA and u ∈ Σ∗, the set postNu (I)
is coverable iff postNu (I) =

⋃
x∈Σ∗, postNx (I)(postNu (I) postNx (I). Define N res def= (Q̃,Σ, δ̃, Ĩ , F̃ )

as an RFA with Q̃ = {postNu (I) | u ∈ Σ∗ ∧ postNu (I) is not coverable}, Ĩ = {S ∈ Q̃ | S ⊆ I},
F̃ = {S ∈ Q̃ | S ∩ F 6= ∅} and δ̃(S, a) = {S′ ∈ Q̃ | S′ ⊆ δ(S, a)} for every S ∈ Q̃ and a ∈ Σ.

Finally, the canonical RFA for a regular language L is the RFA C def= (Q,Σ, δ, I, F ) with
Q={u−1L | u∈Σ∗ ∧u−1L is prime}, I={u−1L∈Q | u−1L ⊆ L}, F ={u−1L∈Q | ε∈u−1L}
and δ(u−1L, a) = {v−1L ∈ Q | v−1L ⊆ a−1(u−1L)} for every u−1L ∈ Q and a ∈ Σ. As
shown by Denis et al. [9], the canonical RFA is a strongly consistent RFA and it is the
minimal (in number of states) RFA such that L(N ) = L. Moreover, the canonical RFA is
maximal in the number of transitions.

Quasiorders. A quasiorder over Σ∗ (qo for short) 4 is a reflexive and transitive binary
relation over Σ∗. A symmetric qo is called an equivalence relation. A quasiorder 4 is a
right (resp. left) quasiorder and we denote it 4r (resp. 4`) iff for all u, v ∈ Σ∗, we have
that u 4 v ⇒ ua 4 va (resp. u 4 v ⇒ au 4 av), for all a ∈ Σ. For example, the quasiorder
defined by u 4len v

def⇐⇒ |u| ≤ |v|, is a left and right qo but not an equivalence relation.
Given two qo’s 4 and 4′, we say that 4 is finer than 4′ (or 4′ is coarser than 4) iff

4 ⊆ 4′. For every qo 4, we define its strict version as: u ≺ v
def⇐⇒ u 4 v ∧ v 64 u and

we define (4)−1 as: u (4)−1 v
def⇐⇒ v 4 u. Note that every qo 4 induces an equivalence

relation defined as ∼ def= 4 ∩ (4)−1.
We adopt the definition of closure of a subset of S ⊆ Σ∗ w.r.t. a qo 4 introduced by de

Luca and Varricchio [7]. Concretely, given a qo 4 on Σ∗ and a subset S ⊆ Σ∗, we define
the upper closure (or simply closure) of S w.r.t. 4 as cl4(S) def= {w ∈ Σ∗ | ∃x ∈ S, x 4 w}.
We say that cl4(S) is a principal iff cl4(S) = cl4({u}), for some u ∈ Σ∗. In that case, we
write cl4(u) instead of cl4({u}). Note that, cl4(u) = cl4(v), for all v ∈ Σ∗ such that u ∼ v.
Finally, given a language L ⊆ Σ∗, we say that a qo 4 is L-preserving iff cl4(L) = L.

3 Automata Constructions from Quasiorders

We will consider right and left quasiorders on Σ∗ (and their corresponding closures) and we
will use them to define RFAs constructions for regular languages. The following lemma gives
a characterization of right and left quasiorders.

I Lemma 1. The following properties hold:
1. 4r is a right quasiorder iff cl4r (u)v ⊆ cl4r (uv), for all u, v ∈ Σ∗.
2. 4` is a left quasiorder iff v cl4`(u) ⊆ cl4`(vu), for all u, v ∈ Σ∗.

Given a regular language L, we are interested in left and right quasiorders that are L-
preserving. We will use the principals of these quasiorders as states of automata constructions
that yield RFAs and co-RFAs accepting the language L. Therefore, in the sequel, we will
only consider quasiorders that induce a finite number of principals, i.e., quasiorders 4 such
that the induced equivalence ∼ def= 4 ∩ (4)−1 has finite index.
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Next, we introduce the notion of L-composite principals which, intuitively, correspond
to states of our automata constructions that can be removed without altering the language
accepted by the automata.

I Definition 2 (L-Composite Principal). Let L be a regular language and let 4r (resp. 4`)
be a right (resp. left) quasiorder on Σ∗. Given u ∈ Σ∗, the principal cl4r (u) (resp. cl4`(u))
is L-composite iff

u−1L =
⋃

x∈Σ∗, x≺ru

x−1L (resp. Lu−1 =
⋃

x∈Σ∗, x≺`u

Lx−1)

If cl4r (u) (resp. cl4`(u)) is not L-composite then it is L-prime.

We sometimes use the terms composite and prime principal when the language L is clear
from the context. Observe that, if cl4r (u) is L-composite, for some u ∈ Σ∗, then so is cl4r (v),
for every v ∈ Σ∗ such that u ∼r v. The same holds for a left quasiorder 4`.

Given a regular language L and a right quasiorder 4r that is L-preserving, the following
automata construction yields an RFA that accepts exactly the language L.

I Definition 3 (Automata construction Hr(4r, L)). Let 4r be a right quasiorder and let
L ⊆ Σ∗ be a language. Define the automaton Hr(4r, L) def= (Q,Σ, δ, I, F ) where Q = {cl4r (u) |
u ∈ Σ∗, cl4r (u) is L-prime}, I = {cl4r (u) ∈ Q | ε ∈ cl4r (u)}, F = {cl4r (u) ∈ Q | u ∈ L}
and δ(cl4r (u), a) = {cl4r (v) ∈ Q | cl4r (u)a ⊆ cl4r (v)} for all cl4r (u) ∈ Q, a ∈ Σ.

I Lemma 4. Let L ⊆ Σ∗ be a regular language and let 4r be a right L-preserving quasiorder.
Then Hr(4r, L) is an RFA such that L(Hr(4r, L)) = L.

Given a regular language L and a left L-preserving quasiorder 4`, we can give a similar
automata construction of a co-RFA that recognizes exactly the language L.

I Definition 5 (Automata construction H`(4`, L)). Let 4` be a left quasiorder and let L ⊆ Σ∗
be a language. Define the automaton H`(4`, L) = (Q,Σ, δ, I, F ) where Q = {cl4`(u) |
u ∈ Σ∗, cl4`(u) is L-prime}, I = {cl4`(u) ∈ Q | u ∈ L}, F = {cl4`(u) ∈ Q | ε ∈ cl4`(u)},
and δ(cl4`(u), a) = {cl4`(v) ∈ Q | a cl4`(v) ⊆ cl4`(u)} for all cl4`(u) ∈ Q, a ∈ Σ.

I Lemma 6. Let L ⊆ Σ∗ be a language and let 4` be a left L-preserving quasiorder. Then
H`(4`, L) is a co-RFA such that L(H`(4`, L)) = L.

Observe that the automaton Hr = Hr(4r, L) (resp. H` = H`(4`, L)) is finite, since we
assume 4r (resp. 4`) induces a finite number of principals. Note also that Hr (resp. H`)
possibly contains empty (resp. unreachable) states but no state is unreachable (resp. empty).

Moreover, notice that by keeping all principals of 4r (resp. 4`) as states, instead of only
the prime ones as in Definition 3 (resp. Definition 5), we would obtain an RFA (resp. a
co-RFA) with (possibly) more states that also recognizes L.

The following lemma shows that Hr and H` inherit the left-right duality between 4r and
4` through the reverse operation.

I Lemma 7. Let 4r and 4` be a right and a left quasiorder, respectively, and let L ⊆ Σ∗ be
a language. If u 4r v ⇔ uR 4` vR then Hr(4r, L) is isomorphic to

(
H`(4`, LR)

)R.

Finally, it follows from the next theorem that given two right L-preserving quasiorders,
4r

1 and 4r
2, if 4r

1 ⊆ 4r
2 then the automaton Hr(4r

1, L) has, at least, as many states as
Hr(4r

2, L). The same holds for left L-preserving quasiorders and H`. Observe that this is not
obvious since only the L-prime principals correspond to states of the automata construction.

MFCS 2020
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I Theorem 8. Let L ⊆ Σ∗ be a language and let 41 and 42 be two left or two right
L-preserving quasiorders. If 41 ⊆ 42 then:

|{cl41(u) | u ∈ Σ∗ ∧ cl41(u) is L-prime}| ≥ |{cl42(u) | u ∈ Σ∗ ∧ cl42(u) is L-prime}| .

4 Language-based Quasiorders and their Approximation using NFAs

In this section we instantiate our automata constructions using two classes of quasiorders,
namely, the so-called Nerode’s quasiorders [6], whose definition is based on a given regular
language; and the automata-based quasiorders, whose definition relies on a given automaton.

I Definition 9 (Language-based Quasiorders). Let u, v ∈ Σ∗ and let L ⊆ Σ∗ be a language.
Define:

u 4r
L v

def⇐⇒ u−1L ⊆ v−1L Right-language-based Quasiorder (1)

u 4`
L v

def⇐⇒ Lu−1 ⊆ Lv−1 Left-language-based Quasiorder (2)

It is well-known that for every regular language L there exists a finite number of quotients
u−1L [7] . Therefore, the language-based quasiorders defined above induce a finite number
of principals since each principal set is determined by a quotient of L.

I Definition 10 (Automata-based Quasiorders). Let u, v ∈ Σ∗ and let N = (Q,Σ, δ, I, F ) be
an NFA. Define:

u 4r
N v

def⇐⇒ postNu (I) ⊆ postNv (I) Right-Automata-based Quasiorder (3)

u 4`
N v

def⇐⇒ preNu (F ) ⊆ preNv (F ) Left-Automata-based Quasiorder (4)

Clearly, the automata-based quasiorders induce a finite number of principals since each
principal is represented by a subset of the states of N .
I Remark 11. The pairs of quasiorders 4r

L - 4`
L and 4r

N - 4`
N from Definitions 9 and 10 are

dual, i.e. u 4r
L v ⇔ uR 4`

L vR and u 4r
N v ⇔ uR 4`

N vR.
The following result shows that the principals of4r

N and4`
N can be described, respectively,

as intersections of left and right languages of the states of N while the principals of 4r
L and

4`
L correspond to intersections of quotients of L.

I Lemma 12. Let N = (Q,Σ, δ, I, F ) be an NFA with L(N ) = L. Then, for every u ∈ Σ∗,

cl4r
N

(u) =
⋂

q∈postNu (I)W
N
I,q cl4r

L
(u) =

⋂
w∈Σ∗, w∈u−1LLw

−1

cl4`
N

(u) =
⋂

q∈preNu (I)W
N
q,F cl4`

L
(u) =

⋂
w∈Σ∗, w∈Lu−1w−1L .

As shown by Ganty et al. [13], given an NFA N with L = L(N ), the quasiorders 4r
L and

4r
N are right L-preserving quasiorders, while the quasiorders 4`

L and 4`
N are left L-preserving

quasiorders. Therefore, by Lemma 4 and 6, our automata constructions applied to these
quasiorders yield automata for L.

Finally, as shown by de Luca and Varricchio [6], we have that 4r
N is finer than 4r

L, i.e.,
4r
N ⊆ 4r

L. In that sense we say that 4r
N approximates 4r

L. As the following lemma shows,
the approximation is precise, i.e., 4r

N = 4r
L, whenever N is a co-RFA with no empty states.

I Lemma 13. Let N be a co-RFA with no empty states such that L = L(N ). Then 4r
L = 4r

N .
Similarly, if N is an RFA with no unreachable states and L = L(N ) then 4`

L = 4`
N .
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N Res`(N ) Canr(L(N ))

NR Resr(NR) Res`(Resr(NR))

R

Res`

Canr

R

Resr

R

Resr

Can`

Res`

The upper part of the diagram follows from The-
orem 15 (f), the squares follow from Theorem 15 (c)
and the bottom curved arc follows from The-
orem 15 (b). Incidentally, the diagram shows a new
relation which is a consequence of the left-right
dualities between 4`

L and 4r
L, and 4`

N and 4r
N :

Can`(L(NR)) is isomorphic to Res`(Resr(NR)).

Figure 1 Relations between the constructions Res`, Resr, Can` and Canr. Note that constructions
Canr and Can` are applied to the language accepted by the automaton in the origin of the labeled
arrow while constructions Resr and Res` are applied directly to the automaton.

4.1 Automata Constructions
In what follows, we will use Canr,Can` and Resr,Res` to denote the constructions Hr,H`

when applied, respectively, to the language-based quasiorders induced by a regular language
and the automata-based quasiorders induced by an NFA.

I Definition 14. Let N be an NFA accepting the language L = L(N ). Define:

Canr(L) def= Hr(4r
L, L) Resr(N ) def= Hr(4r

N , L)

Can`(L) def= H`(4`
L, L) Res`(N ) def= H`(4`

N , L) .

Given an NFA N accepting the language L = L(N ), all constructions in the above
definition yield automata accepting L. However, while the constructions using the right
quasiorders result in RFAs, those using left quasiorders result in co-RFAs. Furthermore,
it follows from Remark 11 and Lemma 7 that Can`(L) is isomorphic to (Canr(LR))R and
Res`(N ) is isomorphic to (Resr(NR))R.

It follows from Theorem 8 that the automata Resr(N ) and Res`(N ) have more states
than Canr(L) and Can`(L), respectively. Intuitively, Canr(L) is the minimal RFA for L, i.e.
it is isomorphic to the canonical RFA for L, since 4r

L is the coarsest right L-preserving
quasiorder [6]. On the other hand, as we evidenced in Example 17, Resr(N ) is a sub-
automaton of N res [9] for every NFA N .

Finally, it follows from Lemma 13 that residualizing (Resr) a co-RFA with no empty
states (Res`(N )) results in the canonical RFA for L(N ) (Canr(L(N ))).

We formalize all these notions in Theorem 15. Figure 1 summarizes all these connections
between the automata constructions given in Definition 14.

I Theorem 15. Let N be an NFA with L = L(N ). Then the following properties hold:
(a) L(Canr(L)) = L(Can`(L)) = L = L(Resr(N )) = L(Res`(N )).
(b) Can`(L) is isomorphic to (Canr(LR))R.
(c) Res`(N ) is isomorphic to (Resr(NR))R.
(d) Canr(L) is isomorphic to the canonical RFA for L.
(e) Resr(N ) is isomorphic to a sub-automaton of N res and L(Resr(N )) = L(N res) = L.
(f) Resr(Res`(N )) is isomorphic to Canr(L).

Let N be an NFA with L = L(N ). If 4r
L = 4r

N then the automata Canr(L) and Resr(N )
are isomorphic. The following result shows that the reverse implication also holds.

I Lemma 16. Let N be an NFA with L = L(N ). Then 4r
L = 4r

N iff Resr(N ) is isomorphic
to Canr(L(N )).

MFCS 2020
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0
2

1

3

4

5

a, b, c

a, c

b, c

c

a

b

c

a, b, c

{0} {1,2,3,4}

{1,2}

{1,3}

{5}

a, c

c

b, c

a, b

a, b, c

a, c

cl(ε)

cl(a)

cl(b)

cl(aa)

a, c

b, c

a, b

a, c

Figure 2 An NFA N and the RFAs N res and Resr(N ). We omit the empty states for clarity.

The following example illustrates the differences between our residualization operation,
Resr(N ), and the one defined by Denis et al. [9], N res, on a given NFA N : the automaton
Resr(N ) has, at most, as many states as N res. This follows from the fact that for every
u ∈ Σ∗, if postNu (I) is coverable then cl4r

N
(u) is composite but not vice-versa.

I Example 17. Let N = (Q,Σ, δ, I, F ) be the automata on the left of Figure 2 and let
L = L(N ). To build N res we compute postNu (I), for all u ∈ Σ∗. Let C def= Lc \ {ε, a, b, c}.

postNε (I) = {0} postNa (I) = {1, 2} ∀w ∈ L, postNw (I) = {5}
postNc (I) = {1, 2, 3, 4} postNb (I) = {1, 3} ∀w ∈ C, postNw (I) = ∅

Since none of these sets is coverable by the others, they are all states of N res. The resulting
RFA N res is shown in the center of Figure 2. On the other hand, let us denote cl4r

N
simply

by cl. In order to build Resr(N ) we need to compute the principals cl(u), for all u ∈ Σ∗. By
definition of 4r

N , we have that w ∈ cl(u)⇔ postNu (I) ⊆ postNw (I). Therefore, we obtain:

cl(ε)={ε} cl(a)={a, c} cl(b)={b, c} cl(c)={c} ∀w ∈ L, cl(w)=L ∀w ∈ C, cl(w)=Σ∗ .

Since a ≺r
N c, b ≺r

N c and ∀w ∈ Σ∗, cw ⊆ L⇔
(
aw ⊆ L ∨ bw ⊆ L

)
, it follows that cl(c) is

L-composite. The resulting RFA Resr(N ) is shown on the right of Figure 2. y

5 Double-Reversal Method for Building the Canonical RFA

Denis et al. [9] show that their residualization operation satisfies the residual-equivalent of
the double-reversal method for building the minimal DFA. More specifically, they prove
that if an NFA N is a co-RFA with no empty states then their residualization operation
applied to N results in the canonical RFA for L(N ). As a consequence, (((NR)res)R)res is
the canonical RFA for L(N ).

In this section we first show that the residual-equivalent of the double-reversal method
holds within our framework, i.e. Resr((Resr(NR))R) is isomorphic to Canr(N ). Then, we
generalize this method along the lines of the generalization of the double-reversal method for
building the minimal DFA given by Brzozowski and Tamm [5]. To this end, we extend our
previous work [11] in which we provided a congruence-based perspective on the generalized
double-reversal method for DFAs. By moving from congruences to quasiorders, we find a
necessary and sufficient condition on an NFA N so that Resr(N ) yields the canonical RFA
for L(N ). Finally, we compare our generalization with the one given by Tamm [16].

5.1 Double-reversal Method
We give a simple proof of the double-reversal method for building the canonical RFA.
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I Theorem 18 (Double-Reversal). Let N be an NFA. Then Resr((Resr(NR))R) is isomorphic
to the canonical RFA for L(N ).

Proof. It follows from Theorem 15 (c), (d) and (f). J

Note that Theorem 18 can be inferred from Figure 1 by following the path starting at N ,
labeled with R− Resr −R− Resr and ending in Canr(L(N )).

5.2 Generalization of the Double-reversal Method
Next we show that residualizing an automaton yields the canonical RFA iff the left language
of every state is closed w.r.t. the right Nerode quasiorder.

I Theorem 19. Let N = (Q,Σ, δ, I, F ) be an NFA with L = L(N ). Then Resr(N ) is the
canonical RFA for L iff ∀q ∈ Q, cl4r

L
(WNI,q) = WNI,q.

Proof. We first show that ∀q ∈ Q, cl4r
L

(WNI,q) = WNI,q is a necessary condition, i.e. if Resr(N )
is the canonical RFA for L then ∀q ∈ Q, cl4r

L
(WNI,q) = WNI,q holds. By Lemma 16 we have

that if Resr(N ) is the canonical RFA then 4r
L = 4r

N . Moreover,

cl4r
L

(WNI,q) = [By definition of cl4r
L
]

{w ∈ Σ∗ | ∃u ∈WNI,q, u
−1L ⊆ w−1L} = [Since 4r

L = 4r
N ]

{w ∈ Σ∗ | ∃u ∈WNI,q, postNu (I) ⊆ postNw (I)} ⊆ [Since u ∈WNI,q ⇔ q ∈ postNu (I)]
{w ∈ Σ∗ | q ∈ postNw (I)} = [By definition of WNI,q]

WNI,q .

By reflexivity of 4r
L, we conclude that cl4r

L
(WNI,q) = WNI,q.

Next, we show that ∀q ∈ Q, cl4r
L

(WNI,q) = WNI,q is also a sufficient condition. By
Lemma 12 and condition ∀q ∈ Q, cl4r

L
(WNI,q) = WNI,q, we have that

cl4r
N

(u) =
⋂

q∈postNu (I)W
N
I,q =

⋂
q∈postNu (I) cl4r

L
(WNI,q) .

Since u ∈ cl4r
L

(WNI,q) for all q ∈ postNu (I), it follows that cl4r
L

(u) ⊆ cl4r
L

(WNI,q) for all
q ∈ postNu (I) and, since cl4r

N
(u) =

⋂
q∈postNu (I) cl4r

L
(WNI,q), we have that cl4r

L
(u) ⊆ cl4r

N
(u)

for every u ∈ Σ∗, i.e., 4r
L ⊆ 4r

N .
On the other hand, as shown by de Luca and Varricchio [6], we have that 4r

N ⊆ 4r
L. We

conclude that 4r
N = 4r

L, hence Resr(N ) = Canr(L). J

It is worth to remark that Theorem 19 does not hold when considering the residualization
operation N res of Denis et al. [9] instead of Resr(N ). As a counterexample we have the
automata N in Figure 2 where Resr(N ) is the canonical RFA for L(N ), hence N satisfies
the condition of Theorem 19, while N res is not canonical.

Co-atoms and co-rests

The condition of Theorem 19 is analogue to the one we gave for building the minimal DFA [11],
except that the later is formulated in terms of congruences instead of quasiorders. In that case
we proved that determinizing a given NFA N yields the minimal DFA iff cl∼r

L
(WNI,q) = WNI,q

for every state q of N , where ∼r
L

def= 4r
L ∩ (4r

L)−1 is the right Nerode’s congruence [7].
Moreover, we showed that the principals of ∼r

L coincide with the so-called co-atoms [11],
which are non-empty intersections of complemented and uncomplemented right quotients of
the language. This allowed us to connect our result for DFAs [11] with the generalization
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of the double-reversal method for building the minimal DFA proposed by Brzozowski and
Tamm [5], who establish that determinizing an NFA N yields the minimal DFA for L(N ) iff
the left languages of the states of N are unions of co-atoms of L(N ).

Next, we give a formulation of the condition from Theorem 19 along the lines of the one
given by Brzozowski and Tamm [5] for their generalization of the double-reversal method for
building the minimal DFA.

To do that, let us call the intersections used in Lemma 12 to describe the principals of 4`
L

and 4r
L as rests and co-rests of L, respectively. As shown by Theorem 19, residualizing an

NFA N yields the canonical RFA for L(N ) iff the left language of every state of N satisfies
cl4r

L
(WNI,q) = WNI,q. By definition, cl4r

L
(S) = S iff S is a union of principals of 4r

L which, by
Lemma 12 are the co-rests of L.

Therefore we derive the following statement, equivalent to Theorem 19, that we consider
as the residual-equivalent of the generalization of the double-reversal method for building
the minimal DFA proposed by Brzozowski and Tamm [5].

I Corollary 20. Let N = (Q,Σ, δ, I, F ) be an NFA with L = L(N ). Then Resr(N ) is the
canonical RFA for L iff the left languages of N are union of co-rests.

Tamm’s Generalization of the Double-reversal Method for RFAs

Tamm [16] generalized the double-reversal method of Denis et al. [9] by showing that N res is
the canonical RFA for L(N ) iff the left languages of N are union of the left languages of the
canonical RFA for L(N ).

In this section, we compare the generalization of Tamm [16] with ours. The two approaches
differ in the definition of the residualization operation they consider and, as the following
lemma shows, the sufficient and necessary condition from Theorem 19 is more general than
that of Tamm [16, Theorem 4]

I Lemma 21. Let N = (Q,Σ, δ, I, F ) be an NFA and let C = Canr(4r
L, L) = (Q̃,Σ, δ̃, Ĩ , F̃ )

be the canonical RFA for L = L(N ). If WNI,q =
⋃

q∈Q̃
W C

Ĩ,q
then cl4r

L
(WNI,q) = WNI,q.

Proof. Since the canonical RFA, C, is strongly consistent then 4r
C = 4r

L [12], hence Resr(C)
is isomorphic to Canr(L). It follows from Theorem 19 that cl4r

L
(W C

Ĩ,q
) = W C

Ĩ,q
for every

q ∈ Q̃. Therefore,

cl4r
L

(WNI,q) = [Since WNI,q =
⋃

q∈Q̃
W C

Ĩ,q
and cl4r

L
(∪Si) = ∪ cl4r

L
(Si)]⋃

q∈Q̃
cl4r

L
(W C

Ĩ,q
) = [Since cl4r

L
(W C

Ĩ,q
) = W C

Ĩ,q
for every q ∈ Q̃]⋃

q∈Q̃
W C

Ĩ,q
. J

Observe that, since the canonical RFA C = (Q̃,Σ, δ̃, Ĩ , F̃ ) for a language L is strongly
consistent, the left language of each state is a principal of cl4r

L
. In particular, if the right

language of a state is u−1L then its left language is the principal cl4r
L

(u). Therefore, if
WNI,q =

⋃
q∈Q̃

W C
Ĩ,q

then WNI,q is a closed set in cl4r
L
. However, the reverse implication does

not hold since only the L-prime principals are left languages of states of C.
On the other hand, L-composite principals for 4r

L can be described as intersections of
L-prime principals [12]. As a consequence, Resr(N ) is isomorphic to C iff the left languages
of states of N are union of non-empty intersections of left languages of C, while, as shown
by Tamm [16], N res is isomorphic to C iff the left languages of the states of N are union of
left languages of C.
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6 Learning Residual Automata

Bollig et al. [3] devised the NL∗ algorithm for learning the canonical RFA for a given regular
language. The algorithm describes the behavior of a Learner that infers a language L by
performing membership queries on L (which are answered by a Teacher) and equivalence
queries between the language accepted by a candidate automaton and L (which are answered
by an Oracle). The algorithm terminates when the Learner builds an RFA accepting the
language L.

In this section we present a quasiorder-based perspective on the NL∗ algorithm in which
the Learner iteratively refines a quasiorder 4 on Σ∗ by querying the Teacher and uses an
adaption of the automata construction Hr(4, L) from Definition 3 to build an automaton
that is used to query the Oracle. We capture this approach in the so-called NL4 algorithm
whose pseudocode we defer to the extended version of this paper [12]. Here we give the
definitions and general steps of the NL4 algorithm.

The Learner maintains a prefix-closed finite set P ⊆ Σ∗ and a suffix-closed finite set
S ⊆ Σ∗. The set S is used to approximate the principals in 4r

L for the words in P. In order
to manipulate these approximations, we define the following two operators.

I Definition 22. Let L be a language, S ⊆ Σ∗ and u, v ∈ Σ∗. Then u−1L =S v−1L
def⇐⇒(

u−1L ∩ S
)

=
(
v−1L ∩ S

)
. Similarly, u−1L ⊆S v−1L

def⇐⇒
(
u−1L ∩ S

)
⊆
(
v−1L ∩ S

)
.

These operators allow us to define a version of Nerode’s quasiorder restricted to S.

I Definition 23 (Right-language-based quasiorder w.r.t. S). Let L be a language, S ⊆ Σ∗ and
u, v ∈ Σ∗. Define u 4r

LS
v

def⇐⇒ u−1L ⊆S v−1L.

Recall that the Learner only manipulates the principals for the words in P. Therefore,
we need to adapt the notion of composite principal for 4r

LS
.

I Definition 24 (LS-Composite Principal w.r.t. P). Let P,S ⊆ Σ∗ with u ∈ P and let
L ⊆ Σ∗ be a language. We say that the principal cl4r

LS
(u) is LS-composite w.r.t. P iff

u−1L =S
⋃

x∈P, x≺r
LS

u x
−1L. Otherwise, we say it is LS-prime w.r.t. P.

The Learner uses the quasiorder 4r
LS

to build an automaton by adapting the construction
from Definition 3 in order to use only the information that is available by means of the sets
S and P. Building such an automaton requires the quasiorder to satisfy two conditions: it
must be closed and consistent w.r.t. P.

I Definition 25 (Closedness and Consistency of 4r
LS

w.r.t. P).
(a) 4r

LS
is closed w.r.t. P iff ∀u ∈ P, a ∈ Σ, cl4r

LS
(ua) is LS-prime w.r.t. P ⇒ ∃v ∈ P,

cl4r
LS

(ua) = cl4r
LS

(v).
(b) 4r

LS
is consistent w.r.t. P iff ∀u, v ∈ P, a ∈ Σ : u 4r

LS
v ⇒ ua 4r

LS
va.

At each iteration, the Learner checks whether the quasiorder 4r
LS

is closed and consistent
w.r.t. P. If 4r

LS
is not closed w.r.t. P, then it finds cl4r

LS
(ua) with u ∈ P, a ∈ Σ such that

cl4r
LS

(ua) is LS-prime w.r.t. P and it is not equal to some cl4r
LS

(v) with v ∈ P. Then the
Learner adds ua to P.

Similarly, if 4r
LS

is not consistent w.r.t. P , the Learner finds u, v ∈ P, a ∈ Σ, x ∈ S such
that u 4r

LS
v but uax ∈ L∧ vax /∈ L. Then the Learner adds ax to S. When the quasiorder

4r
LS

is closed and consistent w.r.t. P, the Learner builds the automaton R(4r
LS
,P).

Definition 26 is an adaptation of the automata construction Hr from Definition 3. Instead
of considering all principals, it considers only those that correspond to words in P . Moreover,
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the notion of L-primality is replaced by LS -primality w.r.t. P, since the algorithm does not
manipulate quotients of L by words in Σ∗ but the approximation through S of the quotients
of L by words in P (see Definition 22). Note that, if S = P = Σ∗ then Canr(L) = R(4r

LS
,P).

I Definition 26 (Automata construction R(4r
LS
,P)). Let L ⊆ Σ∗ be a language and let

P,S ⊆ Σ∗. Define the automaton R(4r
LS
,P) = (Q,Σ, δ, I, F ) with Q = {cl4r

LS
(u) | u ∈ P,

cl4r
LS

(u) is LS-prime w.r.t. P}, I = {cl4r
LS

(u) ∈ Q | ε ∈ cl4r
LS

(u)}, F = {cl4r
LS

(u) ∈ Q |
u ∈ L} and δ(cl4r

LS
(u), a) = {cl4r

LS
(v) ∈ Q | cl4r

LS
(u)a ⊆ cl4r

LS
(v)} for all cl4r

LS
(u) ∈ Q

and a ∈ Σ.

Finally, the Learner asks the Oracle whether L(R(4r
LS
,P)) = L. If the Oracle answers

yes then the algorithm terminates. Otherwise, the Oracle returns a counterexample w for the
language equivalence. Then, the Learner adds every suffix of w to S and repeats the process.

Theorem 27 shows that the NL4 algorithm exactly coincides with NL∗.

I Theorem 27. NL4 builds the same sets P and S, performs the same queries to the Oracle
and the Teacher and returns the same RFA as NL∗, provided that both algorithms resolve
nondeterminism the same way.

It is worth to remark that, by replacing the right quasiorder 4r
LS

by the right congruence
∼LS

def= 4r
LS
∩ (4r

LS
)−1 in the above algorithm (precisely, in Definitions 25 and 26), the

resulting algorithm corresponds to Angluin’s L∗ algorithm [2]. Note that, in that case, all
principals cl∼LS

(u), with u ∈ Σ∗, are LS -prime w.r.t. P.

7 Related Work and Conclusions

Denis et al. [9] introduced the notion of RFA and canonical RFA for a language and devised
a procedure, similar to the subset construction for DFAs, to build the RFA N res from a given
automaton N . Furthermore, they showed that N res is isomorphic to the canonical RFA C
for L(N ) when N is a co-RFA with no empty states. Later, Tamm [16] showed that N res

is isomorphic to C iff the left language of every state of N is a union of left languages of
states of C. This result generalizes the double-reversal method for building the canonical
RFA along the lines of the generalization by Brzozowski and Tamm [5] of the double-reversal
method for DFAs, which claims that determinizing an automaton N yields the minimal DFA
iff the left language of each state of N is a union of co-atoms of L(N ). Although the two
generalizations have a common foundation, the connection between the two results is not
immediate.

Recently [11], we offered a congruence-based perspective of the generalized double-reversal
method for DFAs and showed that determinizing an NFA,N , yields the minimal DFA for L(N )
iff cl∼r

L
(WNI,q) = WNI,q. In this paper we extend our previous work and devise quasiorder-based

automata constructions that result in RFAs. One of these constructions, when instantiated
with the automata-based quasiorder from Definition 10, defines a residualization operation
that, given an NFA N , produces the RFA Resr(N ) with, at most, as many states as N res,
the residualization operation defined by Denis et al. [9]. Observe that if N is a co-RFA with
no empty states then both N res and Resr(N ) are isomorphic to C.

On the other hand, Theorem 19 shows that Resr(N ) is isomorphic to C iff cl4r
L

(WNI,q) =
WNI,q. We believe that the similarity between the generalizations of the double-reversal
methods for DFAs (cl∼r

L
(WNI,q) = WNI,q) and for RFAs (cl4r

L
(WNI,q) = WNI,q) evidences that

quasiorders are for RFAs as congruences are for DFAs. Indeed, determinizing an NFA N with
L = L(N ) yields the minimal DFA for L iff ∼r

N = ∼r
L [11] and, similarly, when residualizing

N with our residualization operation we obtain the canonical RFA for L iff 4r
N = 4r

L, as
shown by Lemma 16.
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Brzozowski and Tamm [5] Ganty et al. [11]
ND ≡M

iff
∀q,WNI,q is a union of co-atoms

ND ≡M
iff

∀q, cl∼r
L

(WNI,q) = WNI,q

Tamm [16] Theorem 19
N res ≡ C

iff
∀q,WNI,q is a union of W CI,q′

Resr(N ) ≡ C
iff

∀q, cl4r
L

(WNI,q) = WNI,q

In the diagram: N is an
NFA with L = L(N ); ND

is the result of determiniz-
ing N with the standard
subset construction; M is
the minimal DFA for L;
C = Canr(L) is the canon-
ical RFA for L andN1 ≡ N2
denotes that automaton N1
is isomorphic to N2.

Figure 3 Summary of the existing results about the generalized double-reversal method for
building the minimal DFA (first row) and the canonical RFA (second row) for a given language. The
results on the first column are based on the notion of atoms of a language while the results on the
second column are based on quasiorders.

It is worth to remark that the left languages of the minimal DFA for L are principals of
∼r

L [11]. Therefore, the condition cl∼r
L

(WNI,q) = WNI,q, which guarantees that determinizing N
yields the minimal DFA, can be stated as: the left language of each state of N is a union of
left languages of states of the minimal DFA. Thus, this characterization is the DFA-equivalent
of Tamm’s condition [16] for RFAs.

Figure 3 summarizes the existing results about these double-reversal methods.
Moreover, we support the idea that quasiorders are natural to residual automata by

observing that the NL∗ algorithm can be interpreted as an algorithm that, at each iteration,
refines an approximation of the Nerode’s quasiorder and builds an RFA using our automata
construction.

Finally, it is worth to mention that Myers et al. [15] describe different canonical non-
determinism automata constructions for a given regular language and show how to obtain the
canonical RFA. They do it by first constructing the minimal DFA for the language interpreted
in a variety of join-semilattices and then applying a dual equivalence between this variety and
the category of closure spaces. In some sense, this already establishes a connection between
the class of DFAs and RFAs. Indeed, the same authors [1] use this category-theoretical
perspective to address the residual-equivalent of the double-reversal method proposed by
Denis et al. [9]. In contrast, this work revisit different methods to construct the canonical
RFA relying on the simple notion of quasiorders on words, as a natural extension of our work
on congruences for the study of minimization techniques for DFAs.
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Abstract
Fractional (hyper-)graph theory is concerned with the specific problems that arise when fractional
analogues of otherwise integer-valued (hyper-)graph invariants are considered. The focus of this paper
is on fractional edge covers of hypergraphs. Our main technical result generalizes and unifies previous
conditions under which the size of the support of fractional edge covers is bounded independently of
the size of the hypergraph itself. This allows us to extend previous tractability results for checking
if the fractional hypertree width of a given hypergraph is ≤ k for some constant k. We also show
how our results translate to fractional vertex covers.
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1 Introduction

Fractional (hyper-)graph theory [11] has evolved into a mature discipline in graph theory –
building upon early research efforts that date back to the 1970s [2]. The crucial observation
in this field is that many integer-valued (hyper-)graph invariants have a meaningful fractional
analogue. Frequently, the integer-valued invariants are defined in terms of some integer linear
program (ILP) and the fractional analogue is obtained by the fractional relaxation. Examples
of problems which have been studied in fractional (hyper-)graph theory comprise matching
problems, coloring problems, covering problems, and many more.

Covering problems come in two principal flavors, namely vertex covers and edge covers.
We shall concentrate on edge covers in the first place, but we will later also mention how our
results translate to vertex covers. Fractional edge covers have attracted a lot of attention
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in recent times. On the one hand, this is due to a deep connection between information
theory and database theory. Indeed, the famous “AGM bound” – named after the authors
of [1] – establishes a tight upper bound on the number of result tuples of relational joins in
terms of fractional edge covers. On the other hand, fractional hypertree width (fhw) is to
date the most general width-notion that allows one to define tractable fragments of solving
Constraint Satisfaction Problems (CSPs), answering Conjunctive Queries (CQs), and solving
the Homomorphism Problem [9]. The fractional hypertree width of a hypergraph is defined
in terms of the size of fractional edge covers of the bags in a tree decomposition.

Fractional (hyper-)graph invariants give rise to new challenges that do not exist in the
integral case. Intuitively, if a fractional (hyper-)graph invariant is obtained by the relaxation
of a linear program (LP), one would expect things to become easier, since we move from the
intractable problem of ILPs to the tractable problem of LPs. However, also the opposite
may happen, namely that the fractional relaxation introduces complications not present in
the integral case. To illustrate such an effect, we first recall some basic definitions.

I Definition 1. A hypergraph H is a tuple H = (V,E), consisting of a set of vertices V
and a set of hyperedges (or simply “edges”), which are non-empty subsets of V .

Let γ be a function of the form γ : E → [0, 1]. Then the set of vertices “covered” by γ is
defined as B(γ) = {v ∈ V |

∑
e∈E,v∈e γ(e) ≥ 1}. Intuitively, γ assigns weights to the edges

and a vertex v is covered if the total weight of the edges containing v is at least 1.
A fractional edge cover of H is a function γ with V ⊆ B(γ). An integral edge cover

is obtained by restricting the function values of γ to {0, 1}. The support of γ is defined as
support(γ) = {e ∈ E | γ(e) 6= 0}. The weight of γ is defined as weight(γ) =

∑
e∈E γ(e).

The minimum weight of a fractional (resp. integral) edge cover of a hypergraph H is referred
to as the fractional (resp. integral) edge cover number of H.

The following example adapted from [5] illustrates which complications may arise if we move
from the integral to the fractional case.

I Example 2. Consider the family (Hn)n≥2 of hypergraphs with Hn = (Vn, En) defined as
Vn = {v0, v1, . . . , vn}
En = {e0, e1, . . . , en} with e0 = {v1, . . . , vn} and ei = {v0, vi} for i ∈ {1, . . . , n}.

The integral edge cover number of each Hn is 2 and an optimal integral edge cover can be
obtained, e.g., by setting γn(e0) = γn(e1) = 1 and γn(e) = 0 for all other edges. In contrast,
the fractional edge cover number is 2− 1

n and the unique optimal fractional edge cover is
γ′n with γ′n(e0) = 1 − 1

n and γ′n(ei) = 1
n for each i ∈ {1, . . . , n}. For the support of these

two covers, we have |support(γn)| = 2 and |support(γ′n)| = n+ 1. Hence, the support of the
optimal edge covers is bounded in the integral case but unbounded in the fractional case. �

As mentioned above, fractional hypertree width (fhw) is to date the most general width-
notion that allows one to define tractable fragments of classical NP-complete problems,
such as CSP solving and CQ answering. However, recognizing if a given hypergraph H has
fhw(H) ≤ k for fixed k ≥ 1 is itself an NP-complete problem [5]. It has recently been shown
that the problem of checking fhw(H) ≤ k becomes tractable if we can efficiently enumerate
the fractional edge covers of size ≤ k [7]. This fact can be exploited to show that, for classes
of hypergraphs with bounded rank (i.e., max. size of edges), bounded degree (i.e., max.
number of edges containing a particular vertex), or bounded intersection (i.e., max. number
of vertices in the intersection of two edges), checking fhw(H) ≤ k becomes tractable. The
size of the support has been recently [7] identified as a crucial parameter for the efficient
enumeration of fractional edge covers of weight ≤ k for given k ≥ 1.
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The overarching goal of this work is to further extend and provide a uniform view of
previously known structural properties of hypergraphs that guarantee a bound on the size
of the support of fractional edge covers of a given weight. In particular, when looking at
Example 2, we want to avoid the situation that the support of fractional edge covers increases
with the size of the hypergraph. Our main combinatorial result (Theorem 5) will be that the
size of the support of a fractional edge cover does not depend on the number of vertices or
edges of a hypergraph but instead only on the weight of the cover as well as the structure of
its edge intersections.

Formally, the structure of the edge intersections is captured by the so-called Bounded-
Multi-Intersection-Propery (BMIP) [5]: a class C of hypergraphs has this property, if in every
hypergraph H ∈ C, the intersection of c edges of H has at most d elements, for constants
c ≥ 2 and d ≥ 0. The BMIP thus generalizes all of the above mentioned hypergraph
properties that ensure bounded support of fractional edge covers of given weight and, hence,
also guarantee tractability of checking fhw(H) ≤ k, namely bounded rank, bounded degree,
and bounded intersection. Moreover, when considering the incidence graph G of H, the
BMIP corresponds to G not having large complete bipartite graphs. A notable result in the
area of parameterized complexity [10] is the polynomial kernelizability of the Dominating
Set Problem for graphs without Kc,d. A minor tweaking of the results yields a polynomial
kernelization for the Set Cover Problem if the corresponding incidence graph does not contain
Kc,d. Our result thus makes an interesting connection: it shows that a condition that enables
efficient solving of the Set Cover problem also enables efficient checking of bounded fractional
hypertree width.

In summary, the main results of this paper are as follows:

First of all, we show that the size of the support of a fractional edge cover only depends
on the weight of the cover and of the structure of its edge intersections (Theorem 5).
More specifically, if the intersection of c edges of a hypergraph H has at most d elements,
and H has a fractional edge cover of weight ≤ k, then H also has a fractional edge cover
of weight ≤ k with a support whose size only depends on c, d, and k.

As an important consequence of this result, we show that the problem of checking if a
given hypergraph H has fhw(H) ≤ k is tractable for hypergraph classes satisfying the
BMIP (Theorem 25). In particular, BMIP generalizes all previously known hypergraph
classes with tractable fhw-checking, namely bounded rank, bounded degree, and bounded
intersection.

We transfer our results on fractional edge covers to fractional vertex covers, where we again
vastly generalize previously known hypergraph classes (such as hypergraphs of bounded
rank [6]) that guarantee a bound on the size of the support of fractional vertex covers
(Theorem 28).

The paper is organized as follows: after recalling some basic notions and results in Section 2,
we will present our main technical result on fractional edge covers in Section 3. The detailed
proof of a crucial lemma is separated in Section 4. In Section 5, we apply our result on the
bounded support of fractional edge covers to fractional hypertree width and fractional vertex
covers. Finally, in Section 6, we summarize our results and discuss some directions for future
research. Due to space limitations, some proofs are given only in the full version of this
paper.
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2 Preliminaries

Some general notation. It is convenient to use the following short-hand notation for various
kinds of sets: we write [n] for the set {1, . . . , n} of natural numbers. Let S be a set of sets.
Then we write

⋂
S and

⋃
S for the intersection and union, respectively, of the sets in S, i.e.,⋂

S = {x | x ∈ s for all s ∈ S} and
⋃
S = {x | x ∈ s for some s ∈ S}.

Hypergraphs. We recall some basic notions on hypergraphs next. We have already intro-
duced in Section 1 hypergraphs as pairs (V,E) consisting of a set V of vertices and a set E
of edges. Without loss of generality, we assume throughout this paper that a hypergraph
neither contains isolated vertices (i.e., vertices that do not occur in any edge) nor empty
edges. We call a hypergraph H = (V,E) reduced if, in addition to these restrictions, it
contains no two vertices of the same type, i.e., there do not exist v1 6= v2 in V such that
{e ∈ E | v1 ∈ e} = {e ∈ E | v2 ∈ e}. Note that, for computing (edge or vertex) covers, we
may always assume that a hypergraph is reduced. It is sometimes convenient to identify a
hypergraph with its set of edges E with the understanding that V =

⋃
E. A subhypergraph

of a hypergraph H is obtained by taking a subset of the edges of H. By slight abuse of
notation, we may thus write H ′ ⊆ H for a subhypergraph H ′ of H.

Given a hypergraph H = (V,E), the dual hypergraph Hd = (W,F ) is defined as W = E

and F = {{e ∈ E | v ∈ e} | v ∈ V }. If H is reduced, then we have (Hd)d = H, i.e., the dual
of the dual of H is H itself. The incidence graph of a hypergraph H = (V,E) is a bipartite
graph (W,F ) with W = V ∪ E, such that, for every v ∈ V and e ∈ E, there is an edge
{v, e} in F iff v ∈ e. Note that a hypergraph H and its dual hypergraph Hd have the same
incidence graph.

In this work, we are particularly interested in the structure of the edge intersections of a
hypergraph. To this end, recall the notion of (c, d)-hypergraphs for integers c ≥ 1 and d ≥ 0
from [7]: H = (V,E) is a (c, d)-hypergraph if the intersection of any c distinct edges in E
has at most d elements, i.e., for every subset E′ ⊆ E with |E′| = c, we have |

⋂
E′| ≤ d. A

class C of hypergraphs is said to satisfy the bounded multi-intersection property (BMIP) [5],
if there exist c ≥ 1 and d ≥ 0, such that every H in C is a (c, d)-hypergraph. As a special
case studied in [4, 5], a class C of hypergraphs is said to satisfy the bounded intersection
property (BIP), if there exists d ≥ 0, such that every H in C is a (2, d)-hypergraph.

We now recall tree decompositions, which form the basis of various notions of width. A
tuple (T, (Bu)u∈T ) is a tree decomposition (TD) of a hypergraph H = (V,E), if T is a tree,
every Bu is a subset of V and the following two conditions are satisfied:
(a) For every edge e ∈ E there is a node u in T , such that e ⊆ Bu, and
(b) for every vertex v ∈ V , {u ∈ T | v ∈ Bu} is connected in T .
The vertex sets Bu are usually referred to as the bags of the TD. Note that, by slight abuse
of notation, we write u ∈ T to express that u is a node in T .

For a function f : 2V → R+, the f -width of a TD (T, (Bu)u∈T ) is defined as sup{f(Bu) |
u ∈ T} and the f -width of a hypergraph is the minimal f -width over all its TDs.

An edge weight function is a function γ : E → [0, 1]. We call γ a fractional edge cover
of a set X ⊆ V by edges in E, if for every v ∈ X, we have

∑
{e | v∈e} γ(e) ≥ 1. The weight

of a fractional edge cover is defined as weight(γ) =
∑
e∈E γ(e). For a set S ⊆ E, we define

γ(S) =
∑
e∈S γ(e), i.e., the total weight of the edges in S. For X ⊆ V , we write ρ∗H(X) to

denote the minimal weight over all fractional edge covers of X. The fractional hypertree
width (fhw) of a hypergraph H, denoted fhw(H), is then defined as the f -width for f = ρ∗H .
Likewise, the fhw of a TD of H is its ρ∗H -width.
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We state an important technical lemma for weight-functions of (c, d)-hypergraphs.

I Lemma 3. There is a function f(c, d, k) with the following property: let H be a (c, d)-
hypergraph and let γ be an edge weight function with weight(γ) ≤ k. Moreover, let 0 < ε ≤ 1
and assume that, for each e ∈ E, γ(e) ≤ ε

2c . Let Bε(γ) be the set of all vertices of weight at
least ε. Then |Bε(γ)| ≤ f(c, d, k) holds.

The above lemma is essentially an extract of Lemma 7.3 in [7]. A proof is available in
the full version of the paper.

Linear Programs. We assume some familiarity with Linear Programs (LPs). Formally, we
are dealing here with minimization problems of the form cTx = min subject to Ax ≥ b

and x ≥ 0, where x is a vector of n variables, c is a vector of n constants, A is an m × n
matrix, b is a vector of m constants, and 0 stands for the n-dimensional zero-vector. More
specifically, for a hypergraph H = (V,E) and vertices X ⊆ V , the fractional edge cover
number ρ∗H(X) of X is obtained as the optimal value of the following LP: let E = {e1, . . . , en}
and X = {x1, . . . , xm}, then c is the n-dimensional vector (1, . . . , 1), b is the m-dimensional
vector (1, . . . , 1), and A ∈ {0, 1}[m]×[n], such that Aij = 1 if xi ∈ ej and Aij = 0 otherwise.
In the sequel, we will refer to such LPs with c ∈ {1}n, b ∈ {1}m and A ∈ {0, 1}[m]×[n] as
unary linear programs.

For given number n of edges, there are at most 2n possible different inequalities of the
form Aix ≥ 1. We thus get the following property of unary LPs, which intuitively states that
if the optimum is bigger than some threshold k, then it exceeds k by some distance.

I Lemma 4. For every positive integers n and k, there is an integer D(n, k) such that for
any unary LP Z of at most n variables if OPT(Z) > k then OPT(Z)− k > 1

D(n,k) , where
OPT(Z) denotes the minimum of the LP.

3 Bounding the Support of Fractional Edge Covers

In this section we establish our main combinatorial result, Theorem 5. Every set of vertices
in a (c, d)-hypergraph can be covered in a way such that the size of the support depends only
on c, d, and the set’s fractional edge cover number. Due to space constraints proofs of some
statements have to be omitted and we refer to the full version of the paper for additional
details.

I Theorem 5. There is a function h(c, d, k) such that the following is true. Let c, d, k
be constants. Let H = (V,E) be a (c, d)-hypergraph and let γ : E → [0, 1] Assume that
weight(γ) ≤ k. Then there exists an assignment ν : E → [0, 1] such that weight(ν) ≤ k,
B(γ) ⊆ B(ν) and | support(ν)| ≤ h(c, d, k).

The first step of our reasoning is to consider the situation where |B(γ)| is bounded. In
this case it is easy to transform γ into the desired ν. Partition all the hyperedges of H
into equivalence classes corresponding to non-empty subsets of B(γ) such that two edges
e1 and e2 are equivalent if and only if e1 ∩ B(γ) = e2 ∩ B(γ). Then let sX be the total
weight (under γ) of all the edges from the equivalence class where e∩B(γ) = X. Identify one
representative of each (non-empty) equivalence class and let eX be the representative of the
equivalence class corresponding to X. Then define ν as follows. For each X corresponding
to a non-empty equivalence class, set ν(eX) = sX . For each edge e whose weight has not
been assigned in this way, set ν(e) = 0. It is clear that B(γ) ⊆ B(ν) and that the support of
ν is at most 2|B(γ)|, which is bounded by assumption.
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Of course, in general we cannot assume that |B(γ)| is bounded. Therefore, as the next
step of our reasoning, we consider a more general situation where we have a bounded set S =
{S1, . . . , Sr} where each Si is a set of at most c hyperedges such that the following conditions
hold regarding S: (i) for each 1 ≤ i ≤ r, γ(Si) ≥ 1 and (ii) the set U = B(γ) \

⋃
i∈[r]

⋂
Si

is of bounded size. Then the assignment ν as in Theorem 5 can be defined as follows. For
each e ∈

⋃
S, set ν(e) = γ(e). Next, we observe that for the subhypergraph H ′ = H −

⋃
S,

|BH′(γ)| is bounded, where subscript H ′ means that we consider B for hypergraph H ′ and γ
is restricted accordingly. Therefore, we define ν on the remaining edges as in the paragraph
above. It is not hard to see that the support of the resulting ν is of size at most c · r + 2|U |.
We are going to show that such a family of sets of edges can always be found for (c, d)
hypergraphs (after a possible modification of γ).

I Definition 6 (Well-formed pair). Let H = (V,E) be a hypergraph and let γ : E → [0, 1] be
an edge weight function. We say (S, U) is a well-formed pair (with regard to γ) if it satisfies
the following conditions:
1. U ⊆ B(γ)
2. S = {S1, . . . , Sr} where each Si is a set of at most c hyperedges of H.
3. B(γ) \ U ⊆

⋃
i∈[r]

⋂
Si.

We denote
∑
i∈[r] |Si|+ 2|U | by n(S, U) and refer to it as the size of (S, U).

I Definition 7 (Perfect well-formed pairs). A well-formed pair (S, U) is perfect if there is
an assignment ν : E → [0, 1] with weight(ν) ≤ k and | support(ν)| ≤ n(S, U) such that⋃
i∈[r]

⋂
Si ∪ U ⊆ B(ν).

Our aim now is to demonstrate the existence of a perfect pair (S, U) of size bounded by
a function depending on c, d, and k. Clearly, this will imply Theorem 5.

In particular, we will define the initial pair which is a well-formed pair but not necessarily
perfect. Then we will define two transformations from one well-formed pair into another
and prove existence of a function transf so that if (S1, U1) is transformed into (S2, U2), then
n(S2, U2) ≤ transf(n(S1, U1)). We will then prove that if we form a sequence of well-formed
pairs starting from the initial pair and obtain every next element by a transformation of the
last one then, after a bounded number of steps we obtain a perfect well-formed pair. We
start by defining the initial pair.

I Definition 8 (Initial pair). The initial pair is (S0, U0) where S0 = {{e} | γ(e) ≥ 1/(2c)}
and U0 = B(γ) \

⋃
{e}∈S0

e.

I Lemma 9. There is a function init such that n(S0, U0) ≤ init(c, d, k).

Proof. |U0| ≤ f(c, d, k) where f is as in Lemma 3 (for ε = 1) and |
⋃

S0| ≤ 2ck by
construction. J

We now introduce two kinds of transformations, folding and extension. A folding removes
a set S∗ of c edges from S and adds to U the vertices in the intersection of the edges of S∗.
In the resulting well-ordered pair (S’, U ′), S’ has one less element than S and U ′, compared
to U , has a bounded size increase of at most d vertices. Thus the action of folding gets the
resulting well-formed pair closer to one with empty first component, which is a perfect pair
according to the paragraph immediately after the statement of Theorem 5.

I Definition 10 (Folding). Let (S, U) be a well-formed pair such that S contains elements
of size c. Let S∗ ∈ S such that |S∗| = c. Let S’ = S \ {S∗} and U ′ = U ∪ (

⋂
S∗ ∩B(γ)). We

call (S’, U ′) a folding of (S, U).
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The folding, however, is possible only if S has an element of size c. Otherwise, we need a
more complicated transformation called an extension. The extension takes an element S ∈ S
of size r < c and expands it by replacing S with several subsets of E each containing all
the edges of S plus one extra edge. This replacement may miss some of the elements v of
B(γ) ∩

⋂
S simply because v is not contained in any of these extra edges. This excess of

missed elements is added to U and thus all the conditions of a well-formed pair are satisfied.

I Definition 11 (Extension). Let (S, U) be a well-formed pair with S 6= ∅ such that every
element of S is of size at most c − 1. For the extension, we identify S ∈ S be an element
called the extended element and a set S′ of hyperedges called the extending set. We refer to
L = (

⋂
S ∩B(γ)) \

⋃
S′ as the set of light vertices. An extension of (S, U) is (S’, U ′) where

S’ = (S \ {S}) ∪ {S ∪ {e} | e ∈ S′} and U ′ = U ∪ L.

I Proposition 12. With data as in Definition 11, (S’, U ′) is a well-formed pair.

At the first glance the transformation performed by the extension is radically opposite to
the one done by the folding: the first component grows rather than shrinks. Note, however,
that the new sets replacing the removed one contain a larger number of edges and thus they
are closer to being of size c at which stage the folding can be applied to them. Our claim
is that after a sufficiently large number of foldings and extensions, a well-formed pair with
empty first component is eventually obtained.

For our overall goal we then need to show that the size of the resulting perfect pair
is indeed bounded by a function of c, d, and k. To that end, the following lemma first
establishes that a single step in this process increases the size of the well-formed pair in a
controlled manner. To streamline our path to the main result, the proof of the lemma is
deferred to Section 4.

I Lemma 13. There is a function ext : N→ N such that the following holds. Let (S, U) be
a well-formed pair with S 6= ∅ such that every element of S is of size at most c− 1. Then
one of the following two statements is true.
1. (S, U) is a perfect pair.
2. There is an extension (S’, U ′) of (S, U) such that n(S’, U ′) ≤ ext(n(S, U)). We refer to

(S’, U ′) as a bounded extension of (S, U).

For the sake of syntactical convenience, we unify the notions of folding and bounded
extension into a single notion of transformation and prove the related statement following
from Lemma 13 and the definition of folding.

I Definition 14 (Transformation). Let (S, U) and (S’, U ′) be well-formed pairs. We say that
(S’, U ′) is a transformation of (S, U) if it is either a folding or a bounded extension of (S, U).

I Lemma 15. There is a monotone function transf : N → N with transf(x) ≥ x for any
natural number x such that the following holds. If (S, U) be a well-formed pair, then one of
the following two statements is true.
1. (S, U) is a perfect pair.
2. There is a transformation (S’, U ′) of (S, U) such that n(S’, U ′) ≤ transf(n(S, U)).

Proof. Assume that (S, U) is not a perfect pair. Then |S| is not empty (see the discussion at
the beginning of this section). Suppose that an element of S is of size c. Then we set (S’, U ′)
to be a folding of (S, U). By definition of the folding and of (c, d)-hypergraphs, (S’, U ′) is
obtained from (S, U) by removal of an element from S and adding at most d vertices to U .

MFCS 2020



41:8 Fractional Covers of Hypergraphs with Bounded Multi-Intersection

Hence the size of (S’, U ′) is clearly bounded in the size of (S, U). If all elements of S are of
size at most c− 1 then by Lemma 13, there is a bounded extension (S’, U ′) of (S, U).

Clearly, we can specify a function transf ′ so that in both cases n(S’, U ′) ≤ transf ′(n(S, U)).
To satisfy the requirement for transf, set transf(x) = max(x,maxi∈[x] transf ′(x)) for each
natural number x. J

Now that we know that each individual step on our path to a perfect pair increases the
size only in a bounded fashion, we need to establish that the number of steps is also bounded
by a function of c, d, and k. The following auxiliary theorem states that such a bound exists.
A full proof of Theorem 17 is available in the full version of this paper.

I Definition 16. A sequence of (S1, U1), . . . , (Sq, Uq) is a sequence of transformations if for
each i ∈ [q − 1] the following two statements hold
1. (Si, Ui) is not a perfect pair.
2. (Si+1, Ui+1) is a transformation of (Si, Ui).

I Theorem 17. There is a monotone function sl : N → N such that the following is true.
Let (S1, U1), . . . , (Sq, Uq) be a sequence of transformations. Then q ≤ sl(n(S1, U1)).

In summary, we have shown that we can reach a perfect pair in a bounded number of
transformations. Moreover, each transformation increases the size of a pair in a controlled
manner. We are now ready to prove our main result.

Proof of Theorem 5. Consider the following algorithm.
1. Let (S0, U0) be the initial pair (see Definition 8).
2. q ← 0
3. While (Sq, Uq) is not a perfect pair

a. q ← q + 1
b. Let (Sq, Uq) be a transformation of (Sq−1, Uq−1) existing by Lemma 15

By Theorem 17, the above algorithm stops with the final q being at most sl(n(S0, U0)). It
follows from the description of the algorithm that (Sq, Uq) is a perfect pair. It remains to
show that its size is bounded by a function of c, d, k.

q ≤ sl(n(S0, U0)) ≤ sl(init(c, d, k)) (1)

the second inequality follows from Lemma 9 and the monotonicity of sl. Next, by the
properties of transf, an inductive application of Lemma 15 and Lemma 9 yields

n(Sq, Uq) ≤ transfq(init(c, d, k)) (2)

where superscript q means that the function transf is applied q times.
Let h(c, d, k) = transfsl(init(c,d,k))(init(c, d, k)). It follows from combination of (1) and (2)

that n(Sq, Uq) ≤ h(c, d, k). J

4 Proof of Lemma 13

The first step of the proof is to define a unary linear program of bounded size associated with
(S, U). Then we will demonstrate that if the optimal value of this linear program is at most
k, then (S, U) is perfect. Otherwise, we show that a bounded extension can be constructed.

In order to define the linear program, we first formally define equivalence classes of edges
covering U (see the informal discussion at the beginning of Section 3).
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I Definition 18 (Working subset, witnessing edge). A set of vertices U ′ ⊆ U is called working
set (for (S, U)) if there is e ∈ E \

⋃
S such that e ∩ U = U ′. This e is called a witnessing

edge of U ′ and the set of all witnessing edges of U ′ is denoted by WU ′ .

Continuing on the previous definition, it is not hard to see that the sets WU ′ partition
the set of edges of E \

⋃
S having a non-empty intersection with U . Choose an arbitrary

but fixed representative of each WU ′ and let AU be the set of these representatives which we
also refer to as the set of witnessing representatives. Now, we are ready to define the linear
program.

I Definition 19 (LP (S, U)). The linear program LP (S, U) of (S, U) has the set of variables
X = {xe | e ∈

⋃
S ∪ AU}. The objective function is the minimization of

∑
xe∈X xe. The

constraints are of the following two kinds.
1. {OneS | S ∈ S} where OneS is

∑
e∈S xe ≥ 1.

2. {Oneu | u ∈ U} where Oneu is
∑
e∈Eu

xe ≥ 1 where Eu is the subset of
⋃

S ∪ AU
consisting of all the edges containing u.

I Lemma 20. Assume that the optimal solution of LP (S, U) is at most k. Then (S, U) is a
perfect pair.

Proof. Each variable xe of LP (S, U) corresponds to an edge e and this correspondence is
injective. For each xe, let ν(e) be the value of xe in the optimal solution. For each edge
e not having a corresponding edge, set ν(e) = 0. It follows from a direct inspection that
U ∪

⋃
i∈[r]

⋂
Si ⊆ B(ν) and the size of support of ν is at most n(S, U). J

As stated above, in case the optimal value of LP (S, U) is greater than k we are going to
demonstrate existence of a bounded extension of (S, U). The first step towards identifying
such an extension is to identify the extending element of S. Combining Lemma 4 from
Section 2 with Lemma 21 below, we observe that S has an element S∗ such that γ(S∗) is
much smaller than 1. This S∗ will be the extended element.

I Lemma 21. Let (S, U) be a well-formed pair. Let S∗ be the subset of S consisting of
all S such that γ(S) < 1. Let α be an optimal solution for LP (S, U). Then weight(α) ≤
weight(γ) +

∑
S∈S∗(1− γ(S)).

Proof. Let β be an arbitrary assignment of weights to the hyperedges of H. We say that β
satisfies a constraint OneS for S ∈ S if β(S) ≥ 1 and that β satisfies the constraint Oneu for
u ∈ U if β(Eu) ≥ 1.

We are going to demonstrate an assignment of weights whose total weight exceeds that γ
by at most

∑
S∈S∗(1− γ(S)) and that satisfies all the constraints OneS and Onev. Clearly,

this will imply correctness of this theorem.
For each S ∈ S∗ choose an arbitrary edge eS and let INCR be the set of all such edges.

For each e ∈ INCR, let incre = max{1− γ(S) | e = eS}.
Let γ′ be obtained from γ as follows. If e ∈ INCR then γ′(e) = γ(e) + incre. Otherwise,

γ′(e) = γ(e). It is not hard to see that γ′ satisfies the constraints OneS for each S ∈ S, that
weight(γ′) ≤ weight(γ) +

∑
S∈S∗(1− γ(S)), and that, since γ′ does not decrease the weight

of any edge, U ⊆ B(γ).
Let {U1, . . . , Ua} be all the working subsets of U and let e1, . . . , ea be the respective

witnessing representatives. Then the assignment γ′′ of weights is defined as follows.
1. If there is 1 ≤ i ≤ a such that e ∈ WUi

then γ′′(e) = γ′(Wui
) = γ(WUi

) if e = ei and
γ′′(e) = 0 otherwise.

2. Otherwise, γ′′(e) = γ′(e).
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Let W =
⋃
i∈[a] WUi . Note that, by construction, γ′(W ) = γ′′(W ) and the weights of

edges outside W are the same under γ′ and γ′′ and thus, weight(γ′) = weight(γ′′). Moreover
since

⋃
S does not intersect with W , γ′′ satisfies the constraints OneS for all S ∈ S.

It remains to show that γ′′ satisfies the constraints Oneu for each u ∈ U . Let e1, . . . , er
be the edges of

⋃
S containing u, let {U1, . . . , Ub} be the working subsets of U containing u,

and let e′1, . . . , e′b be the respective witnessing representatives. As u ∈ B(γ′), it follows that∑
i∈[r] γ

′(ei) +
∑
i∈[b] γ

′(WUi
) ≥ 1. By construction, γ′′(ei) = γ′(ei) for each 1 ≤ i ≤ r and

γ′′(e′i) = γ′(WUi) for each 1 ≤ i ≤ b. Consequently,
∑
i∈[r] γ

′′(ei) +
∑
i∈[b] γ

′′(e′i) ≥ 1. We
conclude that γ′′ satisfies Oneu. J

Lemma 4 and Lemma 21 imply the following corollary.

I Corollary 22. Let (S, U) be a well-formed pair. Assume that weight(γ) ≤ k while
OPT (LP (S, U)) > k. Let n = n(S, U). Then there is an S∗ ∈ S with 1 − γ(S∗) >

1/(D(n, k) ∗ |S|). In particular this means that S∗ is not empty where S∗ is as in Lemma 21.

Proof. Note that the number of variables of LP (S, U) is at most n. It follows from the
combination of Lemma 4 and Lemma 21 that weight(γ) +

∑
S∈S∗(1− γ(S)) > k + 1/D(n, k)

and, since weight(γ) ≤ k,
∑
S∈S∗(1 − γ(S)) > 1/D(n, k) and hence there is S∗ ∈ S∗ with

(1− γ(S∗)) > 1
D(n,k)·|S∗| ≥

1
D(n,k)·|S| . J

Proof of Lemma 13. If the value of the optimal solution of LP (S, U) is at most k, we are
done by Proposition 20.

Otherwise, let S∗ ∈ S be as in Corollary 22. Let ε = (D(n, k) · |S|)−1. It follows
from Corollary 22 that vertices of B(γ) ∩

⋂
S∗ need weight contribution of at least ε from

hyperedges of H other than S∗. We define the extending set S′ to be the set of all hyperedges
of H other than S∗ whose weight is at least ε/2c and therefore |S′| ≤ 2ck/ε. Accordingly, we
define the set L of light vertices to be the subset of B(γ) ∩

⋂
S∗ consisting of all vertices x

that, besides S∗ are contained only in hyperedges of weight smaller than ε/2c. By Lemma 3,
|L| ≤ f(c, d, k) and the size of S∗ is clearly bounded by a function on n and c, d, k. It is not
hard to see that the size of the resulting extension is bounded as well. J

5 Applications and Extensions

5.1 Checking Fractional Hypertree Width
Now that our main combinatorial result has been established we move our attention to an
algorithmic application of the support bound. In particular, we are interested in the problem
of deciding whether for an input hypergraph H and constant k we have fhw(H) ≤ k. The
problem is known to be NP-hard even for k = 2 [5]. However, as noted in the introduction,
in recently published research we were able to show that for hypergraph classes which enjoy
bounded intersection or bounded degree, it is indeed tractable to check fhw(H) ≤ k for
constant k [7].

Due to limited space we will recall the main components of the framework for tractable
width checking developed in [7] and use them in a black-box fashion.

I Definition 23 (q-limited fractional hypertree width). Let ρ∗q(U) be the minimal weight of an
assignment γ such that U ⊆ B(γ) and | support(γ)| ≤ q. We define the q-limited fractional
hypertree width of a hypergraph H as its ρ∗q-width.
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I Lemma 24 (Theorem 4.5 & Lemma 6.2 in [7]). Fix c, d, and q as constant integers. There
is a polynomial time algorithm testing whether a given (c, d)-hypergraph has a q-limited
fractional hypertree width at most k.

The underlying intuition of q-limited fhw is that the bounded support allows for a
polynomial time enumeration of all the (inclusion) maximal covers of sufficient weight. For
(c, d)-hypergraphs it is then possible to compute a set of candidate bags such that a fitting
tree decomposition, if one exists, uses bags only from this set. Deciding whether a tree
decomposition can be created from a given set of candidate bags is tractable under some
minor restrictions to the structure of the resulting decomposition (not of any concern to the
case discussed here).

We now apply our main result and show that, under BMIP, there exists a constant q such
that the q-limited fractional hypertree width always equals fractional hypertree width. From
the previous lemma is then straightforward to arrive at the desired tractability result.

I Theorem 25. There is a polynomial time algorithm for testing whether the fhw of the
given (c, d)-hypergraph H is at most k (the degree of the polynomial is upper bounded by a
fixed function depending on c, d, k).

Proof. It follows from Theorem 5 that if fhw(H) ≤ k for a (c, d)-hypergraph H then the
h(c, d, k)-limited fhw of H is also at most k.

Indeed, let (T, (Bu)u∈T ) be a tree decomposition with fhw at most k. Then, according
to Theorem 5, for each node u in T there is an edge weight function γ with | support(γ)| ≤
h(c, d, k) such that Bu ⊆ B(γ). In other words, it follows that (T, (Bu)u∈T ) has ρ∗q-width at
most k where q is h(c, d, k). Thus, H also has h(c, d, k)-limited fractional hypertree width at
most k.

Thus to test whether fhw(H) ≤ k, it is enough to test whether the h(c, d, k)-limited fhw
of H is at most k. This can be done in polynomial time according to Lemma 24. J

5.2 Extension to Fractional Vertex Cover
There are two natural dual concepts of fractional edge cover. One is the fractional vertex
cover problem which is the dual in the sense that it is equivalent to the fractional edge cover
on the dual hypergraph. The other, the fractional independent set problem, corresponds to
the dual linear program of a linear programming formulation of finding an optimal fractional
cover. Here we discuss how our results extend to vertex covers and discuss how the resulting
statement generalizes, in a particular sense, a well-known statement of Füredi [6]. Some
notes on connections to fractional independent sets are given in our discussion of future work
in Section 6.

We start by giving a formal definition of the fractional vertex cover problem. Let
H = (V,E) be a hypergraph and β : V → [0, 1] be an assignment of weights to the vertices
of H. Analogous to the definition of fractional edge covers we define

Bv(β) = {e ∈ E |
∑
v∈e β(v) ≥ 1},

vsupport(β) = {v ∈ V | β(v) > 0},
and weight(β) =

∑
v∈V β(v).

A fractional vertex cover is also called a transversal in some contexts (cf. [11]). For a
set of edges E′ we denote the weight of the minimal fractional vertex cover β such that
E′ ⊆ Bv(β) as τ∗(E′). For hypergraph H = (V,E), we say τ∗(H) = τ∗(E). Recall, that we
assume reduced hypergraphs and therefore there is a one-to-one correspondence of vertices in
H and edges in Hd. We will make use of the following well-known fact about the connection
of what we will call dual weight assignments.
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I Proposition 26. Let H = (V,E) be a (reduced) hypergraph and Hd = (W,F ) its dual. We
write fv to identify the edge in F that corresponds to the vertex v in V . The following two
statements hold:

For every γ : E → [0, 1] and the function β : W → [0, 1] with β(e) = γ(e) it holds that
Bv(β) = {fv | v ∈ B(γ)}.
For every β : V → [0, 1] and the function γ : F → [0, 1] with γ(fv) = β(v) it holds that
B(γ) = {v | fv ∈ Bv(β)}.

In the following we extend Theorem 5 to an analogous statement for fractional vertex
covers thereby generalizing the previous proposition significantly. To derive the result
we need a final observation about (c, d)-hypergraphs. In a sense, we show that bounded
multi-intersection is its own dual property.

I Lemma 27. Let H be a (c, d)-hypergraph. Then the dual hypergraph Hd is a (d + 1, c)-
hypergraph.1

Proof. Let v1, v2, . . . , vd+1 be d+ 1 distinct arbitrary vertices of a (c, d)-hypergraph H =
(V,E). We write I(v) = {e ∈ E | v ∈ e} for the set of edges incident to a vertex v.
Since H is a (c, d)-hypergraph, it must hold that X =

⋂
j∈[d+1] I(vj) has no more than c

elements. Otherwise, there would be at least c+ 1 edges in X that share d+ 1 vertices, i.e.,
a contradiction to the assumption that H is a (c, d)-hypergraph.

Now, consider the edges f1, f2 . . . , fd+1 in Hd = (W,F ) that correspond to the vertices
v1, v2, . . . , vd+1 inH. It follows from the definition of the dual hypergraph that |

⋂
j∈[d+1] fj | =

|X| since any two edges in Hd share exactly one vertex for each edge in H that they are
both incident to. We know from above that |X| ≤ c. As this applies to any choice of vertices
in H, and thus also to any choice of d+ 1 edges in Hd, we see that any intersection of d+ 1
edges in Hd has cardinality less or equal c. J

I Theorem 28. There is a function h(c, d, k) such that the following is true. Let c, d, k
be constants. Let H be a (c, d)-hypergraph and β be an assignment of weights to V (H).
Assume that weight(β) ≤ k. Then there is an assignment ν of weights to V (H) such that
weight(ν) ≤ k, Bv(β) ⊆ Bv(ν) and | vsupport(ν)| ≤ h(c, d, k).

Proof. Let γ be the dual weight assignment of β as in Proposition 26. That is, γ : F → [0, 1]
is an edge weight assignment in the dual hypergraph Hd = (W,F ) with | support(γ)| =
| vsupport(β)| and weight(γ) = weight(β).

From Lemma 27 we have that Hd is a (d + 1, c)-hypergraph and thus by Theorem 5
there is an edge weight function ν′ with B(γ) ⊆ B(ν′) and | support(ν′)| ≤ h′(d + 1, c, k).
Let ν now be the dual weight assignment of ν′. By Proposition 26 we then see that also
Bv(β) ⊆ Bv(ν) and | vsupport(ν)| = | support(ν′)| ≤ h′(d+ 1, c, k). J

To conclude this section we wish to highlight the connection of Theorem 28 to a classical
result on fractional edge covers. The following result is due to Füredi [6], who extended
earlier results by Chung et al. [3].

I Proposition 29 ([6], page 152, Proposition 5.11.(iii)). For every hypergraph H of rank (i.e.,
maximal edge size) r, and every fractional vertex cover w for H satisfying weight(w) = τ∗(H),
the property | vsupport(w)| ≤ r · τ∗(H) holds.

1 Note that the superscript of Hd only signifies that it is the dual of H. It is not connected to the integer
constant d used for the multi-intersection size of H.
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Recall that a hypergraph H with rank r is also a (1, r)-hypergraph. Hence, the above
proposition means that, for a (1, r)-hypergraph H, there is a fractional vertex cover of optimal
weight whose support is bounded by a function of the weight and r. Theorem 28 generalizes
Proposition 29 in two aspects. First, Theorem 28 considers (c, d)-hypergraphs with c ≥ 1
and second, it applies to assignments of weights to vertices in general not just to those that
establish an optimal fractional vertex cover. An important aspect of Proposition 29 not
reflected in Theorem 28 is a concrete upper bound on the size of the support. Optimizing
the upper bound following from Theorem 5 is left for future research.

6 Conclusion and Outlook

We have proved novel upper bounds on the size of the support of fractional edge covers and
vertex covers. These bounds have then been fruitfully applied to the problem of checking
fhw(H) ≤ k for given hypergraph H. Recall that, without imposing any restrictions on
the hypergraph H, this problem is NP-complete even for k = 2 [5], thus ruling out XP-
membership. In contrast, for hypergraph classes that exhibit bounded multi-intersection,
we have actually managed to establish XP-membership, that is, checking fhw(H) ≤ k for
hypergraphs in such a class is feasible in polynomial time for any constant k.

However, there is still room for improvement: first, our tractability result depends on a
big constant h(c, d, k). Hence, an important next step for future research will be a deeper
investigation of algorithms for checking fhw(H) ≤ k in case of the BMIP and either further
improve the runtime or prove a matching lower bound. Moreover, XP-membership is only
“second prize” in terms of a parameterized complexity result. It will be interesting to search
for further restrictions on the hypergraphs to achieve fixed-parameter tractability (FPT).

Another major challenge for future research is the computation of fhw(H). Note that our
tractability result refers to the decision problem of checking fhw(H) ≤ k. However, at its
heart, dealing with fractional hypertree width is an optimization problem, namely computing
the minimum possible width of all fractional hypertree decompositions of H. The difficulty
here is that our bound h(c, d, k) tends to infinity as k approaches the actual value of fhw(H).
Substantial new ideas are required to overcome this problem.

Our bound on the support of fractional vertex covers generalizes a classical result by
Füredi in two aspects. In future work, we plan to explore how this generalization can
be applied to known consequences (cf. [6]) of Füredi’s result. Finally, we have left open
the extension to fractional independent sets. By use of the complementary slackness of
linear programs our main result also implies structural restrictions for optimal fractional
independent sets since there can only be a bounded number of constraints that have slack.
We believe that an in-depth study of the connections to independent sets is merited.
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Abstract
Let f̃(X) ∈ Z[X] be a degree-n polynomial such that f(X) := f̃(X) mod p factorizes into n distinct
linear factors over Fp. We study the problem of deterministically factoring f(X) over Fp given f̃(X).
Under the generalized Riemann hypothesis (GRH), we give an improved deterministic algorithm
that computes the complete factorization of f(X) in the case that the Galois group of f̃(X) is
(permutation isomorphic to) a linear group G ≤ GL(V ) on the set S of roots of f̃(X), where V

is a finite-dimensional vector space over a finite field F and S is identified with a subset of V . In
particular, when |S| = |V |Ω(1), the algorithm runs in time polynomial in nlog n/(log log log log n)1/3

and
the size of the input, improving Evdokimov’s algorithm. Our result also applies to a general Galois
group G when combined with a recent algorithm of the author.

To prove our main result, we introduce a family of objects called linear m-schemes and reduce
the problem of factoring f(X) to a combinatorial problem about these objects. We then apply
techniques from additive combinatorics to obtain an improved bound. Our techniques may be of
independent interest.
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1 Introduction

Univariate polynomial factoring over finite fields is a fundamental problem in computer
algebra, which has been extensively studied over the years. A longstanding open problem
in this area is finding a deterministic algorithm that factors a degree-n polynomial f(X)
over a finite field Fq in time polynomial in n and log q. There is a long list of work on
this problem [1, 4, 5, 29, 33, 24, 25, 23, 30, 31, 17, 18, 8, 26, 9, 7, 12, 20, 13, 19, 2, 3, 6].
In particular, Berlekamp [5] gave a deterministic factoring algorithm that runs in time
poly(n, log q, char(Fq)). Building the work of Rónyai [24], Evdokimov [9] gave a deterministic
poly(nlogn, log q)-time algorithm under the generalized Riemann hypothesis (GRH).

Efforts were made to understand the combinatorics behind Evdokimov’s algorithm [7, 12],
culminating in the work [20] that proposed the notion of m-schemes together with an
algorithm that subsumes those in [24, 9]. See also the follow-up work [2, 3]. An m-scheme,

1 This work was done while the author was at the CSE department, IIT Kanpur.
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parameterized by m ∈ N+, can be seen as an extension of the notion of association schemes
in algebraic combinatorics. It was shown in [20] that whenever the algorithm fails to produce
a proper factorization of f(X) in time poly(nm, log q), there always exists an m-scheme on
[n] satisfying strict combinatorial properties. Evdokimov’s result can then be interpreted
as the fact that such an m-scheme exists only for m = O(logn). Thus, one natural way
of beating Evdokimov’s poly(nlogn, log q)-time algorithm is improving this O(logn) upper
bound for m. However, attempts of establishing an o(logn) upper bound for m have be
unsuccessful so far. Currently, the best known general upper bound is m ≤ c logn+O(1),
where c = 2/ log2 12 = 0.557 . . . , proved in [13] and independently in [2].

In another line of research [17, 18, 8, 26], the finite field over which f(X) is defined is
assumed to be a prime field Fp, and a lifted polynomial of f(X) is assumed to be given, i.e.,
a degree-n polynomial f̃(X) ∈ Z[X] satisfying f̃(X) mod p = f(X). In particular, Huang
[17, 18] proved that f(X) ∈ Fp[X] can be deterministically factorized in polynomial time
under GRH if the Galois group G of f̃(X) is abelian. This was generalized in [8] to the case
that G is solvable. For general G, Rónyai [26] gave a deterministic algorithm under GRH
that runs in time polynomial in |G| and the size of the input.

Recently, the author [16, 14, 15] proposed a unifying approach for deterministic polynomial
factoring over finite fields based on the notion of P-schemes, where P is a collection of
subgroups of the Galois group G of f̃(X). It was shown that above results [24, 9, 20, 17,
18, 8, 26] can be derived from this approach in a uniform way. In particular, the results
based on m-schemes [20] may be obtained using P-schemes by assuming G to be the full
symmetric group Sym(n) (which is the most difficult case). When G is less complex than
a full symmetric group, the approach based on P-schemes may lead to better factoring
algorithms by employing the structure of G. For example, a deterministic factoring algorithm
was given in [16] (under GRH) whose running time is bounded in terms of the nonabelian
composition factors of G. It runs in polynomial time when these nonabelian composition
factors are all subquotients of Sym(k) for k = 2O(

√
logn).

1.1 Our Results
This paper is a continuation of the work in [16, 14, 15]. We consider the problem of
deterministically factoring f(X) ∈ Fp[X] given a lifted polynomial f̃(X) ∈ Z[X] of f(X)
whose Galois group is denoted by G. We want to apply the main result of [16] to families of
Galois groups that are less complex than full symmetric groups. Natural candidates of such
kinds of groups come from linear groups, which are the main focus of this paper.

For example, suppose the action of G on the set of n roots of f̃(X) is permutation
isomorphic to the action of GL(V ) on V \ {0}, where V is a finite-dimensional vector
space over a finite field F. We know Evdokimov’s algorithm [9] factorizes f(X) in time
poly(nlogn, log p), whereas Rónyai’s algorithm [26] runs in time polynomial in |GL(V )| =
nΘ(dimV ) = nΘ(logn/ log |F|) and the size of the input. When |F| = O(1), the latter time bound
is still at least poly(nlogn, log p). Can we factorize f(X) in time polynomial in no(logn) and
the size of the input? We answer this question affirmatively in this paper.

Let S be a subset of a vector space V , and let G be a permutation group on S. We say
G acts linearly on S if we can identify G with a subgroup of GL(V ) such that the action of
G on S is induced by the natural action of GL(V ) on V . Our main result states as follows:

I Theorem 1. Under GRH, there exists a deterministic algorithm that, given f(X) ∈ Fp[X]
that factorizes into n distinct linear factors over Fp, and a lifted polynomial f̃(X) ∈ Z[X]
whose Galois group G acts linearly on the set S of roots of f̃(X), where S is identified with
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a subset of a vector space V over a finite field F, completely factorizes f(X) over Fp in time
polynomial in nm and the size of the input, where m is an integer satisfying:
(1) m = O(logn) and m ≤ dim〈S〉F, where 〈S〉F ⊆ V is the subspace spanned by S over F.
(2) m = O

(
logn

(ρ2 log log log logn)1/3

)
, where ρ := log |S|/ log |〈S〉| and 〈S〉 ⊆ V is the abelian

subgroup generated by S.

Note dim〈S〉F = log |S|
ρ log |F| = logn

ρ log |F| . Thus, the bound (2) slightly improves (1) when both
ρ−1 and |F| are small enough.

I Remark. The assumption that f(X) factorizes into distinct linear factors over Fp is not
essential. It can be removed if we replace the P-scheme algorithm [16] used in our proof by
the generalized P-scheme algorithm in [14, Chapter 5] which works for arbitrary f . We also
note that there exists a standard reduction in literature that reduces the problem of factoring
a univariate polynomial over a finite field to the special case of factoring a polynomial defined
over a prime field Fp that factorizes into distinct linear factors over Fp [5, 34].

General Galois groups. Combining our techniques with [15], we also obtain an improved
algorithm that applies to any finite Galois group G, whose running time is bounded in terms
of the nonabelian composition factors of G.

Specifically, two functions dSym(m) and dLin(m, q) are introduced in [15]. These functions
are further used to define quantities NA(G) ∈ N+ and NC(G) ∈ N+ respectively for every
finite group G. The following theorem is then proved in [15].

I Theorem 2 ([15, Theorem 1.2]). Under GRH, there exists a deterministic algorithm
that, given f(X) ∈ Fp[X] that factorizes into n distinct linear factors over Fp, and a lifted
polynomial f̃(X) ∈ Z[X] with Galois group G, completely factorizes f over Fp in time
polynomial in NA(G), NC(G), and the size of the input.

Here NA(G) (resp. NC(G)) measures the contribution from the alternating groups (resp.
classical groups) among the nonabelian composition factors of G to the running time. Using
the bounds dSym(m) = O(logm) and dLin(m, q) ≤ m, it is shown in [15] that if these
alternating groups and classical groups are all (isomorphic to) subquotients of a symmetric
group Sym(k), then NA(G), NC(G) = kO(log k). In particular, choosing k = n yields an
nO(logn)-time deterministic algorithm under GRH, matching the state-of-the-art results
[9, 20].

In this paper, we obtain the following new bound for dLin(m, q).

I Theorem 3. dLin(m, q) = O
(

m log q
(log log log(m log q))1/3

)
.

This bound is derived from Theorem 5 stated below. Its proof can be found in the full
version of the paper, where the definition of dLin(m, q) is also given.

When q is small, the bound in Theorem 3 is better than the bound dLin(m, q) ≤ m. It
has the following implication, which states that the contribution NC(G) from classical groups
to the time complexity of the algorithm in Theorem 2 is always subpolynomial in nlogn.
Thus, the contribution NA(G) from alternating groups is the only bottleneck for obtaining
an no(logn)-time deterministic algorithm under GRH.

I Corollary 4. We have NC(G) = no(logn) in Theorem 2. Furthermore, if every alternating
group among the composition factors of G has degree no(1), then the algorithm in Theorem 2
runs in time polynomial in no(logn) and the size of the input.
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Realizing a Galois group over Q. Given the results above, it is a natural question to ask if
a finite classical group G (or a finite group G that has large classical groups as composition
factors) can indeed be realized as a Galois group over Q. The problem of realizing a given
group G as a Galois group over Q is known as the inverse Galois problem [21]. While this
problem is unsolved in general, many partial results are known. In particular, there are
infinite families of finite classical groups that are realizable over Q. For example, PSLn(p)
is realizable over Q for odd prime p when gcd(n, p − 1) = 1, p > 3 and p 6≡ −1 (mod 12)
[21, Theorem III.6.8]. See [21, Section III.10.2] for a summary about realizing finite simple
groups over Q. These groups may also be used to build larger Galois groups via semidirect
products or wreath products [21].

Furthermore, given a Galois extension L/Q with Gal(L/Q) = G, we could realize any
permutation representation G→ Sym(S) as follows: Let H = Gx be a stabilizer for some
x ∈ S, and let K = LH , the fixed subfield of H. Choose f̃(X) ∈ Z[X] to be the minimal
polynomial of an integral primitive element of K. Then the action of G on the set of roots
of f̃ in L is permutation isomorphism to its action on S.

Finally, by Chebotarev’s density theorem [22], there exist infinitely many primes p such
that f̃(X) mod p factorizes into distinct linear factors, so that Theorem 1 and Theorem 2
may apply.

1.2 Proof Overview
We give a high-level overview of the proof of Theorem 1 in this subsection.

Linear m-schemes. To prove Theorem 1, we introduce a family of combinatorial objects
called linear m-schemes, which can be seen as the linear analogue ofm-schemes studied in [20].
Form ∈ N+ and a subset S ⊆ V , a linearm-scheme on S is a collection Π =

{
Π(1), . . . ,Π(m)}

of partitions satisfying a list of axioms, where Π(i) is a partition of Si for i ∈ [m] (see
Definition 9 for the formal definition). We are interested in a special kind of linear m-schemes
called strongly antisymmetric linear m-schemes. In particular, we will prove the following
statement about these objects.

I Theorem 5. Let V be a vector space over a finite field F, S ⊆ V , n = |S|, and ρ =
log |S|/ log |〈S〉|. Suppose Π is a strongly antisymmetric linear m-scheme on S, and Π(1) is
not the finest partition of S. Then m = O

(
logn

(ρ2 log log log logn)1/3

)
.

Moreover, we relate linear m-schemes to the notion of P-schemes in [16], which allows us
to translate Theorem 5 into a statement about P-schemes. Theorem 1 then follows from
the machinery developed in [16]. As the general theory of P-schemes is not the focus of this
paper, we defer the derivation of Theorem 1 from Theorem 5 to the full version of the paper.
The rest of this paper then focuses on Theorem 5, which is a purely combinatorial statement.

Reducing the cardinality of sets by restricting to a fiber. For B ⊆ S, B′ ⊆ B × B and
x ∈ B, call B′x := {y ∈ S : (x, y) ∈ B′} ⊆ B the x-fiber of B′. The combinatorics behind
Evdokimov’s algorithm [9] can be very roughly summarized as follows: The algorithm
produces a partition P of the set S, such that if B ∈ P is not a singleton, we can find
B′ ⊆ B ×B and x ∈ B such that 1 < |B′x| < |B|/2. The algorithm then replaces B by B′x
and repeats. At each step, |B| is reduced by at least a factor of two. So this process has
at most log |B| ≤ logn steps, which gives the O(logn) upper bound for m. To prove the
inequality |B′x| < |B|/2, Evdokimov crucially used the permutation (α, β) 7→ (β, α) of S2,
which can be seen as an element of the symmetric group Sym(2). The algorithm in [20] based
on m-schemes then upgraded this method by using permutations in Sym(k) for k ∈ [m].
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Our analysis uses similar ideas. The main difference is that here the structure of linear
Galois groups allows us to employ not only the permutations in Sym(k) but also linear
automorphisms. For example, when k = 2, we will use not only the map (α, β) 7→ (β, α)
but also maps of the form (α, β) 7→ (aα + bβ, cα + dβ), where a, b, c, d ∈ F. This set of
permutations forms a permutation group larger than Sym(k). Because of the richer set of
permutations, we are able to prove that on average, restricting to a fiber at each step reduces
the cardinality of a set by a superconstant factor. This is summarized by Lemma 17 (the
Key Lemma) from which the o(logn) bound in Theorem 5 follows.

Additive combinatorics. Our proof of Lemma 17 heavily uses tools from additive combin-
atorics. These tools seem very useful for studying linear m-schemes as they apply to “soft”
combinatorial objects like subsets and partitions while also capturing the rigid abelian group
structure of V . Specifically, our analysis for a subset B ⊆ S is divided into the following
three cases, depending on how large B +B is compared with B and B ×B:
1. |B| � |B +B| � |B|2. In this case, we show that if K|B| ≤ |B +B| ≤ |B|2/K for some

factor K, then restricting to a fiber at each step reduces |B| by a factor of KΩ(1).
2. |B+B|/|B| is small. This is the most difficult case and the proof becomes rather technical.

In particular, we will prove a “decomposition theorem” using Fourier analysis. Due to
the page limit, we defer the analysis for this case to the full version of the paper.

3. |B|2/|B+B| is small. This happens only when the “entropy rate” ρ(B) := log |B|/ log |〈B〉|
is low (/ 1/2). We reduce this case to the previous two cases by replacing B with a
partial sumset B′ ⊆ kB for some integer k > 1, which increases the entropy rate.

2 Notations and Preliminaries

Let N := {0, 1, 2, . . . } and N+ := {1, 2, . . . }. Let [k] := {1, 2, . . . , k}. Write log for base 2
logarithms. Denote by A \B the set difference {x : x ∈ A and x 6∈ B}. The cardinality of a
set S is |S|. Alternatively, we write #{ · · · } for the cardinality of a set { · · · }. The restriction
of a map f : S → S′ to a subset T ⊆ S is denoted by f |T .

A partition of a set S is a set P of nonempty subsets of S satisfying S =
∐
B∈P B, where∐

denotes the disjoint union. Each B ∈ P is called a block of P . For T ⊆ S and a partition
P of S, the set P |T := {B ∩ T : B ∈ P} \ {∅} is a partition of T , called the restriction of
P to T . Denote by ∞S the finest partition of S, i.e., ∞S = {{x} : x ∈ S}. For a set P of
subsets of S, define B(P ) to be the set of subsets of S that are unions of sets in P .

Additive combinatorics. Suppose V is a vector space over a field F. For A,B ⊆ V , define
A+B := {a+ b : a ∈ A, b ∈ B} and A−B := {a− b : a ∈ A, b ∈ B}. For k ∈ N+, write kA
for A+A+ · · ·+A︸ ︷︷ ︸

k times

. Write 〈A〉 for the abelian subgroup of V generated by A. For A,B ⊆ V ,

define µB(A) to be the density of A in B, i.e., µB(A) := |A∩B|/|B|. Write µ(A) for µ〈A〉(A).
Clearly, if |〈A〉|/|A| is small, so is |A+A|/|A|. The inverse of this fact is the content of the
Freiman–Ruzsa Theorem [27]. We need the following version of this theorem.

I Theorem 6 (Freiman–Ruzsa Theorem [10, 11]). Let V be a vector space over a prime finite
field F`. Suppose A ⊆ V satisfies |A+A| ≤ K|A| for some K > 0. Then |〈A〉| ≤ `2K |A|.

We also need Plünnecke’s inequality:

I Theorem 7 (Plünnecke’s inequality [32, Corollary 6.28]). Suppose A,B ⊆ V satisfies
|A+B| ≤ K|A| for some K > 0. Then |kB| ≤ Kk|A| for k ∈ N+.
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3 Introducing Linear m-schemes

Let V be a finite-dimensional vector space over a finite field F. For k, k′ ∈ N+, denote by
Mk,k′(F) the set of linear maps τ : V k → V k

′ of the form

x = (x1, . . . , xk) 7→
(

k∑
i=1

ci,1xi, . . . ,

k∑
i=1

ci,k′xi

)
, where ci,j ∈ F,

i.e., each coordinate of τ(x) ∈ V k′ is a linear combination of the coordinates of x ∈ V k over
F. In most cases, the base field F is clear from the context and we simply writeMk,k′ for
Mk,k′(F).

The following special maps inMk,1 will be used in the paper.

I Definition 8 (projection and summation). For k ∈ N+ and i ∈ [k], write πk,i : V k → V

for the projection of V k to its ith coordinate, and write σk : V k → V for the map sending
(x1, . . . , xk) ∈ V k to x1 + x2 + · · ·+ xk. We have πk,i, σk ∈Mk,1 for k ∈ N+ and i ∈ [k].

Now we are ready to define the notion of linear m-schemes.

I Definition 9 (linear m-scheme). Let m ∈ N+ and S ⊆ V . Let Π =
{

Π(1), . . . ,Π(m)}, where
Π(k) is a partition of Sk for k ∈ [m]. We say Π is a linear m-scheme on S if for k, k′ ∈ [m],
B ∈ Π(k), B′ ∈ Π(k′), and τ ∈Mk,k′ , we have
(P1): Either τ(B) = B′ or τ(B) ∩B′ = ∅.
(P2): #{x ∈ B : τ(x) = y} is constant when y ranges over B′.

Definition 9 can be viewed as a linear analogue of m-schemes in [20]. In fact, it is not
hard to show that a linear m-scheme on a set S always induces an m-scheme on S.

The following lemma states that the coordinates of elements in the same block of a linear
m-scheme always satisfy the same linear relations. Its proof can be found in full version.

I Lemma 10. Let Π be a linear m-scheme on S. For k ∈ [m], B ∈ Π(k) and x =
(x1, . . . , xk),y = (y1, . . . , yk) ∈ B, the coordinates xi satisfy a linear relation

∑k
i=1 cixi = 0

iff the coordinates yi satisfy the same relation, i.e.,
∑k
i=1 ciyi = 0.

Strong antisymmetry. We are interested in a special kind of linearm-schemes called strongly
antisymmetric linear m-schemes.

I Definition 11 (strong antisymmetry). Let Π be a linear m-scheme. Define

MΠ :=
{
τ |B : B → B′

∣∣∣∣ k, k′ ∈ [m], B ∈ Π(k), B′ ∈ Π(k′),

τ ∈Mk,k′ , τ maps B bijectively to B′

}
.

Define M̃Π to be the set of all possible compositions of the maps τ ∈ MΠ as well as their
inverses τ−1. We say Π is strongly antisymmetric if for k ∈ [m] and B ∈ Π(k), M̃Π does
not contain a nontrivial permutation of B.

3.1 Basic Facts about Linear m-schemes
In this subsection, we list some basic facts about linear m-schemes. Proofs are omitted due
to the page limit and can be found in the full version of the paper.
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Closedness of sets B(Π(k)). Recall that for a set P of subsets of S, we define B(P ) to be
the set of subsets of S that are unions of sets in P . The following lemma states that for a
linear m-scheme Π, the sets B(Π(k)) are closed under various operations.

I Lemma 12. Let Π be a linear m-scheme on S ⊆ V . We have:
1. For k ∈ [m], B(Π(k)) is closed under union, intersection, and complement in Sk.
2. Let k, k′ ∈ [m] such that k + k′ ≤ m. Let B ∈ B(Π(k+k′)). Let Q be a quantifier of the

form ∃, ∀, or ∃=t (which means “there exist exactly t elements”). Let BQ be the set of
x ∈ Sk satisfying the condition “Qy ∈ Sk′ : (x, y) ∈ B”. Then BQ ∈ B(Π(k)).

3. Let k, k′ ∈ [m], B ∈ B(Π(k)), and τ ∈Mk,k′ . Then τ(B) ∩ Sk′ ∈ B(Π(k′)).
4. Let k, k′ ∈ [m], B ∈ B(Π(k′)), and τ ∈Mk,k′ . Then τ−1(B) ∩ Sk ∈ B(Π(k)).

Recursive structure of linear m-schemes. Next, we show that linear m-schemes have a
recursive structure. Namely, for t ∈ [m− 1], each “fiber” of a linear m-scheme with respect
to the projection to the first t coordinates is a linear (m− t)-scheme.

IDefinition 13. Let Π be a linearm-scheme on S ⊆ V . Let t ∈ [m−1] and x = (x1, . . . , xt) ∈
St. Define Πx =

{
Π(1)
x , . . . ,Π(m−t)

x

}
, where for k ∈ [m− t], Π(k)

x is the partition of Sk such

that two elements y, z ∈ Sk are in the same block of Π(k)
x iff (x, y), (x, z) ∈ St+k are in the

same block of Π(t+k). Also write Πx1,...,xt
for Πx.

I Lemma 14. Πx in Definition 13 is a linear (m − t)-scheme on S. Moreover, if Π is
strongly antisymmetric, so is Πx.

We also have the following easy observation.

I Lemma 15. Let Π and Πx be as in Definition 13. Then B(Π(1)) ⊆ B(Π(1)
x ), i.e., the

partition Π(1)
x refines Π(1).

Basic upper bounds for m. Next, we give the following basic upper bounds for m when Π
is a strongly antisymmetric linear m-scheme satisfying Π(1) 6=∞S .

I Lemma 16. Suppose Π is a strongly antisymmetric linear m-scheme on S ⊆ V , where
|S| = n, and B ∈ Π(1) is not a singleton. Denote by 〈S〉F the subspace of V spanned by S
over F. Then (1) m < dim〈S〉F and (2) m ≤ log |B| ≤ logn.

4 Proof of Theorem 5

In the rest of the paper, Π is assumed to be a strongly antisymmetric linear m-scheme on
S ⊆ V , where V is a finite-dimensional vector space over a finite field F. Let n := |S|,
ρ := log |S|/ log |〈S〉|, and ` := char(F).

Assumptions. Throughout the analysis, we make the following assumptions: Assume n ≥ C
for some sufficiently large constant C. Also assume ρ2 log log log logn > 1, since otherwise
Theorem 5 holds by Lemma 16 (2).

In addition, we assume F is a prime field, which can be justified as follows: Note that
V , as a vector space over F, may be identified with a vector space over F`. Under this
identification, we haveMk,k′(F`) ⊆Mk,k′(F) for k, k′ ∈ [m], because linear combinations of
the k coordinates of x ∈ V k over F` are also linear combinations of these coordinates over F.
This means if Π is a strongly antisymmetric linear m-scheme over F, then it remains so over
F`. Therefore, it suffices to prove Theorem 5 for the case F = F`.
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Because of the assumption that F is a prime field, the abelian group 〈S〉 and the F-subspace
〈S〉F spanned by S coincide. They are used interchangeably from now on.

Finally, assume log ` ≤ (ρ−1 log log log logn)1/3 ≤ (log log log logn)1/2, since otherwise
dim〈S〉F = log` n1/ρ ≤ logn

(ρ2 log log log logn)1/3 and Theorem 5 holds by Lemma 16 (1).

Reduction to the Key Lemma. The following lemma is the key in the proof of Theorem 5.

I Lemma 17 (Key Lemma). Suppose B ∈ Π(1) has cardinality at least n1/(ρ2 log log log logn)1/3 ,
and m ≥ (log logn)2. Then there exist k ∈ [m − 2], x1, . . . , xk ∈ B, and B′ ∈ B(Π(1)

x1,...,xk )
such that B′ ⊆ B and min{|B′|, |B|/|B′|} ≥ 2Ck(ρ2 log log log logn)1/3 for some constant C > 0.

We first use Lemma 17 to prove a very similar lemma below, which shows that on average,
replacing Π by Πx at each step reduces the cardinality of blocks by a superconstant factor.

I Lemma 18. Suppose B ∈ Π(1), |B| ≥ n1/(ρ2 log log log logn)1/3
> 1, and m ≥ (log logn)2.

Then there exist k ∈ [m− 2], x1, . . . , xk ∈ B, and B′ ∈ Π(1)
x1,...,xk such that B′ ( B, |B′| > 1,

and |B|/|B′| ≥ 2Ck(ρ2 log log log logn)1/3 for some constant C > 0.

The derivation of Lemma 18 from Lemma 17 can be found in the full version. Theorem 5
now follows from Lemma 18 and a simple induction.

Proof of Theorem 5. If m < (log logn)2 then we are done. So assume m ≥ (log logn)2. Let
C > 0 be the constant in Lemma 18. Let t := 1/(ρ2 log log log logn)1/3. Choose B ∈ Π(1)

such that |B| > 1. We claim

m ≤ C−1t log |B|+ t logn = O

(
logn

(ρ2 log log log logn)1/3

)
.

Induct on |B|. If |B| < nt, we have m ≤ log |B| ≤ t logn by Lemma 16 (2). So the claim
holds in this case. Now assume |B| ≥ nt. Then we can choose k ∈ [m− 2], x1, . . . , xk ∈ B,
and B′ ∈ Π(1)

x1,...,xk as in Lemma 18. By Lemma 14, Πx1,...,xk
is a strongly antisymmetric

(m− k)-scheme. By the induction hypothesis, we have m− k ≤ C−1t log |B′|+ t logn. The
claim then follows from the inequality |B′| ≤ 2−Ck/t|B|. J

So it remains to prove Lemma 17. We divide its proof into three cases: (1) |B| �
|B +B| � |B|2, (2) |B +B|/|B| is small, and (3) |B|2/|B +B| is small.

4.1 The Case |B| � |B + B| � |B|2

We first prove Lemma 17 for the case |B| � |B +B| � |B|2. To see the intuition, consider
x, y ∈ B. The set B ∩ (x + y − B) = {z ∈ B : x + y − z ∈ B} is in B(Π(1)

x,y), since
{(x, y, z) ∈ S3 : z ∈ B, x + y − z ∈ B} ∈ B(Π(3)) by Lemma 12 (1) and (4). Moreover,
B ∩ (x+ y −B) maps bijectively to {(z, w) ∈ B ×B : z +w = x+ y} via z 7→ (z, x+ y − z).
Therefore,

|B ∩ (x+ y −B)| = #{(z, w) ∈ B ×B : z + w = x+ y}.

On the other hand, we have∑
t∈B+B

#{(z, w) ∈ B ×B : z + w = t} = |B ×B| = |B|2.

Let us pretend that the sets {(z, w) ∈ B ×B : z + w = t} have equal size for all t ∈ B +B.
Then we may choose B′ = B ∩ (x + y − B) for arbitrary x, y ∈ B, whose cardinality is
|B′| = |B|2/|B +B|. As |B| � |B +B| � |B|2, both |B′| and |B|/|B′| are large, as required
by Lemma 17.
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In general, the sets {(z, w) ∈ B ×B : z + w = t} may have very different sizes. Still, we
manage to prove that if K|B| ≤ |B +B| ≤ |B|2/K holds for some K ≥ 4, then there exist
x, y ∈ B and a subset B′ of B in B(Π(1)

x,y) such that |B′|, |B|/|B′| ≥ K1/2. In fact, in order
to later extend the analysis to the case that |B|2/|B +B| is small, we prove the result in the
following more general form.

I Lemma 19. Let B ∈ Π(1) and k ∈ N+. Suppose m ≥ 2k + 2. Let A be a block in
Π(k) contained in Bk, and let A′ = σk(A) (see Definition 8). Suppose K|A′| ≤ |A′ +B| ≤
|A′||B|/K for some K ≥ 4. Then there exist x1, . . . , xk+1 ∈ B and B′ ∈ B(Π(1)

x1,...,xk+1) such
that B′ ⊆ B and min{|B′|, |B|/|B′|} ≥ K1/2.

In particular, by choosing k = 1 and A = A′ = B, we see that Lemma 17 holds when
K|B| ≤ |B +B| ≤ |B|2/K for some K = 2Ω((ρ2 log log log logn)1/3) ≥ 4.

Proof of Lemma 19. For z ∈ A′ + B, define ν+(z) := #{(x, y) ∈ A′ × B : x + y = z}.
First assume there exists an element z ∈ A′ + B such that ν+(z) ∈ [K1/2, |B|/K1/2]. Fix
such z. Choose (x1, . . . , xk) ∈ A and xk+1 ∈ B such that x1 + · · · + xk+1 = z. Let
T = {y ∈ B : z − y ∈ A′}. Note y 7→ (z − y, y) is a one-to-one correspondence between T
and {(x, y) ∈ A′ ×B : x+ y = z}. So |T | = ν+(z) ∈ [K1/2, |B|/K1/2]. We also have

T = {y ∈ B : ∃ (x′1, . . . , x′k) ∈ A : x′1 + · · ·+ x′k + y = x1 + · · ·+ xk+1}

which is in B(Π(1)
x1,...,xk+1) by Lemma 12. Choosing B′ = T proves the lemma.

So we may assume ν+(z) 6∈ [K1/2, |B|/K1/2] for z ∈ A′ +B. Define

Z := {z ∈ A′ +B : ν+(z) ≤ |B|/K1/2} = {z ∈ A′ +B : ν+(z) < K1/2}.

As
∑
z∈A′+B ν

+(z) = |A′||B|, the number of z ∈ A′ +B satisfying ν+(z) > |B|/K1/2 is less
than K1/2|A′|. So we have

|Z| > |A′ +B| −K1/2|A′| ≥ K|A′| −K1/2|A′| ≥ K1/2|A′|

where the last inequality holds since K ≥ 4.
For x ∈ A′, define Zx := {y ∈ B : x+ y ∈ Z}. Then Z =

⋃
x∈A′(x+ Zx). Therefore,∑

x∈A′
|Zx| ≥ |Z| ≥ K1/2|A′|. (1)

On the other hand, we have∑
x∈A′

|Zx| = #{(x, y) ∈ A′ ×B : x+ y ∈ Z} =
∑
z∈Z

#{(x, y) ∈ A′ ×B : x+ y = z}

=
∑
z∈Z

ν+(z) ≤ K1/2|A′ +B| ≤ |A′||B|/K1/2.
(2)

B Claim 20. |Zx| is constant when x ranges over A′.

Proof of Claim 20. For t ∈ N, let At be the set of y ∈ A such that there exist precisely t
elements x ∈ A satisfying σk(x) = σk(y). Then At ∈ B(Π(k)) for t ∈ N by Lemma 12. Also
note A =

⋃
t∈NAt. As A ∈ Π(k), we have A = At0 for some t0 ∈ N. This means for all

z ∈ A′, there exist precisely t0 elements x ∈ A satisfying σk(x) = z.
For t ∈ N, denote by Xt the set of (z, w) ∈ A × B such that there exist precisely t

elements (x, y) ∈ A′ ×B satisfying x+ y = σk(z) + w, or equivalently, there exist precisely
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tt0 elements (x, y) ∈ A × B satisfying σk(x) + y = σk(z) + w. The latter characterization
shows Xt ∈ B(Π(k+1)) for t ∈ N by Lemma 12. Let Z ′ =

⋃
t∈N:t<K1/2 Xt ∈ B(Π(k+1)). Then

(x, y) ∈ A×B is in Z ′ iff σk(x) + y is in Z.
For t ∈ N, denote by Yt the set of x ∈ A such that there exist precisely t elements y ∈ B

satisfying (x, y) ∈ Z ′, or equivalently, σk(x) + y ∈ Z. We have Yt ∈ B(Π(k)) for t ∈ N by
Lemma 12. Also note A =

⋃
t∈N Yt. As A ∈ Π(k), we have A = Yt1 for some t1 ∈ N. So for

all x ∈ A, there exist precisely t1 elements y ∈ B such that σk(x) + y ∈ Z, i.e., |Zσk(x)| = t1.
As A′ = σk(A), this proves the claim. C

By (1), (2) and Claim 20, we have K1/2 ≤ |Zx| ≤ |B|/K1/2 for all x ∈ A′. Choose
arbitrary x = (x1, . . . , xk) ∈ A and xk+1 ∈ B, and let x′ = σk(x) ∈ A′. Note Zx′ = {y ∈
B : x′ + y ∈ Z} = {y ∈ B : (x, y) ∈ Z ′} is in B(Π(1)

x1,...,xk ) ⊆ B(Π(1)
x1,...,xk,xk+1). The lemma

follows by choosing B′ = Zx′ . J

4.2 The Case |B + B|/|B| is small
Next, we address the case that |B+B|/|B| is small. This is equivalent to µ(B)−1 = |〈B〉|/|B|
being small by the Freiman-Ruzsa Theorem (Theorem 6). Our main result in this case is the
following lemma.

I Lemma 21. Let N ≥ c such that log ` ≤ (log log log logN)1/2, where c > 0 is a sufficiently
large constant. Suppose B ∈ Π(1), |B +B|/|B| ≤ (log log logN)1/2, and m, |B| ≥ log logN .
Then there exist k = O(log log logN), x1, . . . , xk ∈ B, and B′ ∈ B(Π(1)

x1,...,xk ) such that
B′ ⊆ B and 2Ck log log log logN ≤ |B|/|B′| ≤ 2(logN)1/2 for some constant C > 0.

Due to the page limit, we defer the proof of Lemma 21 to the full version. Here we only
sketch the main ideas: Observe that the argument in Subsection 4.1 does not directly apply
since B is dense in 〈B〉 and therefore |B +B|/|B| is small. So our first step is reducing the
density of B. Roughly speaking, we show that restricting to a fiber of Π (i.e., replacing Π
by Πx for some x ∈ B) each time reduces not only the cardinality of a block but also its
density by at least a constant factor. By repeatedly restricting to fibers k times for some
k = ω(1), we reduce the density of a block to exp(−k). Then we manage to prove Lemma 21
by repeatedly applying an argument similar to that in Subsection 4.1 to blocks that are
already sparse enough.

The actual proof is much more complicated than the above sketch due to many technical
issues that we need to solve, and we refer the reader to the full version of the paper for
the details. For example, one issue is that replacing B ∈ Π(1) by a subset B′ ∈ Π(1)

x , while
always reducing the cardinality, may actually increase the density (i.e., µ(B′) > µ(B)).
We observe that this happens only when B is “overrepresented” in the subspace 〈B′〉. To
solve this problem, we find a small collection of subspaces Wi ⊆ 〈B〉 such that B becomes
“pseudorandom” within each Wi, which ensures that overrepresentation never occurs within
Wi. We state this as the decomposition theorem. The actual proof of Lemma 21 then uses
the density µWi(B) of B in some Wi instead of µ(B).

4.3 The Case |B|2/|B + B| is small
Finally, we address the case that |B|2/|B + B| is small and finish the proof of Lemma 17.
When |B|2/|B +B| is small, the argument in Subsection 4.1 does not directly apply since
there are not enough linear dependencies of the form a+ b = c+ d with a, b, c, d ∈ B. To
solve this problem, we first find a partial sumset A′ = σk(A) for some A ⊆ Bk, where k ∈ N+

is small, such that either |A′ +A′|/|A′| is small or Lemma 17 already holds.
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For B ⊆ V , define ρ(B) := log |B|/ log |〈B〉|. Then we have

I Lemma 22. Let K ≥ 4. Suppose B ∈ Π(1) has cardinality at least 2K2 and m >

4/ρ(B) + logK + 1. Then one of the following is true:
1. There exist 1 ≤ k ≤ 2/ρ(B) + 1, x1, . . . , xk ∈ B, and B′ ∈ B(Π(1)

x1,...,xk ) such that B′ ⊆ B
and min{|B′|, |B|/|B′|} ≥ K1/2.

2. There exist 1 ≤ k ≤ 2/ρ(B) and A ∈ Π(k) such that A ⊆ Bk, |A| ≥ |B|k/K(k−1)/2,
|A′ +A′| ≤ K2k|A′|, and σk|A : A→ A′ is bijective, where A′ := σk(A).

The proof of Lemma 22 uses the following lemma, whose proof is deferred to the full
version of the paper.

I Lemma 23. Let k ∈ [m], A ∈ Π(k) and A′ = σk(A). Suppose m ≥ 2k and m >

k + log(|A|/|A′|). Then σk maps A bijectively to A′. In particular, |A′| = |A|.

Proof of Lemma 22. Let k = 1 and A = A′ = B. We will gradually increase k and update
A,A′ = σk(A) until we find the desired data. Throughout the process, we maintain the
invariants that A ⊆ Bk, |A| ≥ |B|k/K(k−1)/2 and σk|A : A→ A′ is bijective, which obviously
hold when k = 1. Note these invariants imply k ≤ 2/ρ(B) since |A| = |A′| ≤ |σk(Bk)| ≤ |〈B〉|
and |A| ≥ |B|k/K(k−1)/2 ≥ |B|k/2.

Consider the following cases.

Case 1: K|A′| ≤ |A′ + B| ≤ |A′||B|/K. In this case, (1) of the lemma holds by
Lemma 19.

Case 2: |A′ + B| < K|A′|. It follows from Plünnecke’s inequality (Theorem 7) that
|2kB| ≤ K2k|A′|. As A′ +A′ ⊆ 2kB, we have |A′ +A′| ≤ K2k|A′|. So (2) holds.

Case 3: |A′+ B| > |A′||B|/K. In this case, let T be the union of the blocks B′ ∈ Π(k+1)

satisfying B′ ⊆ A × B and |B′| ≤ K1/2|A|. First assume |T | ≥ K1/2|A|. By removing
a subset of blocks in Π(k+1) from T if necessary, we can find a subset T ′ ⊆ T such that
T ′ ∈ B(Π(k+1)) and K1/2|A| ≤ |T ′| ≤ 2K1/2|A| ≤ |A||B|/K1/2. Choose x ∈ A and let
B′ = {y ∈ B : (x, y) ∈ T ′} ∈ B(Π(1)

x ). Then |B′| = |T ′|/|A| ∈ [K1/2, |B|/K1/2] by Property
(P2). So (1) holds.

So we may assume |T | < K1/2|A|. For x ∈ A, the number of y ∈ B satisfying (x, y) ∈ T
is bounded by K1/2 by Property (P2). So |σk+1(T )| ≤ K1/2|A′|. Let U = (A×B) \ T . As
A′ +B = σk+1(A×B) = σk+1(T ) ∪ σk+1(U), we have

|σk+1(U)| ≥ |A′ +B| − |σk+1(T )| ≥ |A′||B|/K −K1/2|A′| ≥ |A′||B|/(2K).

So |U | ≤ |A × B| = |A′||B| ≤ 2K|σk+1(U)|. By an averaging argument, there exists
A∗ ∈ Π(k+1) such that A∗ ⊆ U and |A∗| ≤ 2K|σk+1(A∗)|. By Lemma 23 and the fact
m ≥ 4/ρ(B) + logK + 1, the map σk+1|A∗ : A∗ → σk+1(A∗) is bijective. Pick x ∈ A and let
B′ = {y ∈ B : (x, y) ∈ A∗}. Then B′ ∈ Π(1)

x . As A∗ ⊆ U , we have |B′| = |A∗|/|A| ≥ K1/2.
If |B′| ≤ |B|/K1/2 then (1) holds. So assume |B′| > |B|/K1/2. Then |A∗| = |A||B′| ≥
|A||B|/K1/2 ≥ |B|k+1/Kk/2, where the last inequality holds since |A| ≥ |B|k/K(k−1)/2.
Then we replace k, A, and A′ by k+1, A∗, and σk+1(A∗) respectively. Note all the invariants
are preserved.

Continue the above process and note k never exceeds 2/ρ(B). This proves the lemma. J
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In Case (2) of Lemma 22, we obtain a set A′ = σk(A) such that |A′ +A′|/|A′| is small.
Our strategy in this case consists of the following steps:
1. Using Π to construct a new linear m′-scheme Π′ on A′ such that A′ ∈ Π′(1), where

m′ ≤ m.
2. Applying Lemma 21 to Π′ and A′, and obtain an improved bound with respect to Π′.
3. Turning the bound obtained in Step (2) into an improved bound with respect to Π.
Step (1) is achieved by the following lemma, whose proof can be found in the full version.

I Lemma 24. Let k,m′ ∈ [m], A ∈ Π(k) and A′ = σk(A) such that m ≥ 2km′ and
σk|A : A → A′ is bijective. For k ∈ [m′], write σ(i)

k : V ki → V i for the map sending
(x1, . . . , xi) to (σk(x1), . . . , σk(xi)), where x1, . . . , xi ∈ V k. Define Π′ = {Π′(1), . . . ,Π′(m′)}
such that for i ∈ [m′], Π′(i) := {σ(i)

k (B) : B ∈ Π(ki), B ⊆ Ai}. Then Π′ is a well defined
strongly antisymmetric linear m′-scheme on A′. Moreover, for i ∈ [m′] and B ∈ Π(ki)

satisfying B ⊆ Ai, the map σ(i)
k |B : B → σ

(i)
k (B) is bijective.

Now we are ready to prove Lemma 17.

Proof of Lemma 17. As |〈B〉| ≤ |〈S〉| = |S|1/ρ = n1/ρ and |B| ≥ n1/(ρ2 log log log logn)1/3 , we
have ρ(B) = log |B|/ log |〈B〉| ≥ (ρ/ log log log logn)1/3. Let K = (log log logn)ρ(B)/8. By
Lemma 22, one of the following is true:
1. There exist 1 ≤ k ≤ 2/ρ(B) + 1, x1, . . . , xk ∈ B, and B′ ∈ B(Π(1)

x1,...,xk ) such that B′ ⊆ B
and min{|B′|, |B|/|B′|} ≥ K1/2.

2. There exist 1 ≤ k ≤ 2/ρ(B) and A ∈ Π(k) such that A ⊆ Bk, |A| ≥ |B|k/K(k−1)/2,
|A′ +A′| ≤ K2k|A′|, and σk|A : A→ A′ is bijective, where A′ := σk(A).

If (1) holds then we are done since K1/2 = 2Ω(ρ(B) log log log logn) = 2Ω(k(ρ2 log log log logn)1/3).
So assume (2) holds. Choose m′ = bm/(2k)c. Let Π′ be the strongly antisymmetric linear
m′-scheme on A′ constructed from Π as in Lemma 24.

As |A′ + A′| ≤ K2k|A′| and K2k ≤ K4/ρ(B) ≤ (log log logn)1/2, we know by Lemma 21
(applied to Π′, A′, and N = n) that there exist r = O(log log logn), x1, . . . , xr ∈ A′, and
A′′ ∈ B(Π′(1)

x1,...,xr ) such that A′′ ⊆ A′ and

2Cr log log log logn ≤ |A′|/|A′′| ≤ 2(logn)1/2

for some constant C > 0.
For i ∈ [r], choose yi ∈ A such that σk(yi) = xi. Let y = (y1, . . . , yr) ∈ Ar ⊆ Bkr. We

then have the following claim, whose proof can be found in the full version of the paper.

B Claim 25. There exists a set T ∈ B(Π(k)
y ) such that T ⊆ A and |T | = |A′′|.

Let T be as in Claim 25. Let K ′ = (log log logn)rρ(B). For 0 ≤ i ≤ k, let πi : V k → V i

be the projection to the first i coordinates. For i ∈ [k], we say a block U ∈ Π(k)
y is i-small if

|πi(U)|/|πi−1(U)| ≤ K ′. For i ∈ [k], let Ti be the union of the i-small blocks U ∈ B(Π(k)
y )

satisfying U ⊆ T . We address the following two cases separately:

Case 1: |Ti| ≥ K′|B|k−1 for some i ∈ [k]. Fix such i ∈ [k]. As Ti ⊆ T ⊆ A ⊆ Bk, we
have |πi−1(Ti)| ≤ |B|i−1 and |πi(Ti)| ≥ |Ti|/|B|n−i ≥ K ′|B|i−1. By the pigeonhole principle,
there exists z ∈ πi−1(Ti) such that the cardinality of Z := {w ∈ B : (z, w) ∈ πi(Ti)} is at
least K ′. Fix such z. Then Z ∈ B(Π(1)

y,z). As Ti only contains i-small blocks, every block in
Π(1)
y,z contained in Z has cardinality at most K ′. By removing some of these blocks if necessary,

we obtain a subset Z ′ ⊆ Z such that Z ′ ∈ B(Π(1)
y,z) and K ′ ≤ |Z ′| ≤ 2K ′ = O(|B|/K ′).

Choose B′ = Z ′. Note (y, z) ∈ Bk′ where k′ := kr + i− 1. To see Lemma 17 is satisfied
by B′, it suffices to show K ′ = 2Ω(k′(ρ2 log log log logn)1/3). This holds since k′ = O(r/ρ(B)),
K ′ = (log log logn)rρ(B), and ρ(B) ≥ (ρ/ log log log logn)1/3.
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Case 2: |Ti| < K′|B|k−1 for all i ∈ [k]. So
∑k
i=1 |Ti| < kK ′|B|k−1 = |B|k−12(logn)o(1) .

As σk|A : A→ A′ is bijective, we also have

|A′| = |A| ≥ |B|k/K(k−1)/2 = |B|k/2(logn)o(1)
.

Using the facts |B| ≥ n1/(ρ2 log log log logn)1/3 and |T | = |A′′| ≥ |A′|/2(logn)1/2 , we see |T | >∑k
i=1 |Ti|. Therefore, there exists a block U ∈ Π(k)

y such that U ⊆ T and U is not i-small
for i ∈ [k]. Note |U | =

∏k
i=1 |πi(U)|/|πi−1(U)|. Fix i ∈ [k] that minimizes |πi(U)|/|πi−1(U)|.

Then

|πi(U)|/|πi−1(U)| ≤ |U |1/k ≤ |T |1/k = |A′′|1/k ≤
(
|A|/2−Cr log log log logn)1/k ≤ |B|/K ′Ω(1).

As U is not i-small, we also have |πi(U)|/|πi−1(U)| ≥ K ′. Pick z ∈ πi−1(U). Let B′ =
{w ∈ B : (z, w) ∈ πi(Ti)}. Then B′ ∈ B(Π(1)

y,z), |B′| = |πi(U)|/|πi−1(U)|, and (y, z) ∈ Bk′ ,
where k′ = kr + i− 1. As in the previous case, we have K ′ = 2Ω(k′(ρ2 log log log logn)1/3). So
Lemma 17 is satisfied by B′. J

5 Conclusion

It is natural to ask how to simplify our proof and/or improve our bounds. The bottleneck
is Lemma 21, whose proof suffer exponential loss in several places, resulting in the weak
(ρ2 log log log logn)1/3 improvement. For example, in the Freiman–Ruzsa Theorem (The-
orem 6), the bound |〈A〉|/|A| ≤ `2K is exponential in K. One natural idea is replacing it by
the quasi-polynomial Freiman-Ruzsa Theorem [28]. However, it is not clear to us if the latter
can be made constructive enough to be compatible with our notion of linear m-schemes.
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Abstract
We show that given an embedding of an O(log n) genus bipartite graph, one can construct an edge
weight function in logarithmic space, with respect to which the minimum weight perfect matching
in the graph is unique, if one exists.

As a consequence, we obtain that deciding whether such a graph has a perfect matching or not
is in SPL. In 1999, Reinhardt, Allender and Zhou proved that if one can construct a polynomially
bounded weight function for a graph in logspace such that it isolates a minimum weight perfect
matching in the graph, then the perfect matching problem can be solved in SPL. In this paper, we
give a deterministic logspace construction of such a weight function for O(log n) genus bipartite
graphs.
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1 Introduction

Given a graph G(V,E), a perfect matching is defined as a set of disjoint edges which covers
all the vertices in the graph. The perfect matching problem asks whether a graph has a
perfect matching or not. The first polynomial time sequential algorithm to solve this problem
was given by Edmonds [6]. Since then, there has been a lot of effort to solve this problem
efficiently in a parallel computation model. NC is a class of problem that can be solved
efficiently in parallel computation model. Lovász gave the first randomized NC algorithm to
solve the perfect matching problem [13]. However, the question whether the problem can be
solved in NC or not is still open.

Mulmuley et al. made significant progress in answering this question and gave the famous
isolating lemma [14].

I Lemma 1. (Isolating Lemma [14]) For a set S = {x1, x2, . . . xn}, let F be a family of
subsets of S. If the elements in the set S are assigned integer weights chosen uniformly
and independently from the set {1, 2, . . . 2n} then with probability greater than half there is a
unique minimum weight set in F .
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Mulmuley et al. used this lemma to get a randomized NC algorithm for finding a perfect
matching in graphs. They also showed that if one can construct an isolating weight function in
NC (derandomizing the isolating lemma), then a perfect matching can be found in NC. SPL is
a class of problems reducible to computing determinant with the promise that the determinant
is either 0 or 1. Allender et al. proved that if one can construct a perfect matching isolating
weight function in logspace then the perfect matching problem can be solved in SPL, which
is a subset of NC2 [2]. In a recent result, a quasi-polynomial (O(log2 n)-bit) size isolating
weight function was constructed for bipartite graphs which implies that the perfect matching
problem can be solved in quasi-NC [7]. This result was subsequently extended to general
graphs as well [17]. However, constructing polynomially bounded isolating weight functions
for general graphs has been elusive so far. Constructing isolating weight functions also
has ramification in the directed graph reachability problem. A logspace construction of a
polynomially bounded path isolating weight function will imply that reachability problem
in directed graphs can be solved in UL, which will solve the NL vs. UL question, which
has been open for a very long time[16]. Also, a logspace construction of a polynomially
bounded perfect matching isolating weight function even for bipartite graphs will prove that
NL ⊆ SPL [4].

Although constructing polynomially bounded isolating weight function seems to be hard
for general graphs, such weight functions have been constructed for various subclasses of
graphs such as planar graphs [18], bounded genus graphs [5], K3,3 and K5-free graphs [3],
graph with small number of matchings [9, 1] and graph with small number of nice cycles
[11]. The weight function constructed in [5] is a O(g · logn)-bit weight function for g-genus
graphs. Thus their result does not yield a polynomial size weight function for the graphs of
genus more than constant. The question whether one can construct a polynomially bounded
isolating weight function efficiently for graphs of genus beyond constant or not has been open
since then. In this work, we settle this question by constructing a O(g + logn) bit isolating
weight function for g-genus graphs. Thus our result gives a polynomial size isolating weight
function for O(logn) genus bipartite graphs.

For a class of bipartite graphs, one way to obtain an isolating weight function is to
construct a skew-symmetric weight function for the same class of directed graphs such that
every cycle in the graph gets a nonzero weight. This is the common technique in most of
the above mentioned results. Having a skew-symmetric weight function such that it gives
nonzero weights to every cycle in the graph, is sufficient for both path and matching isolation
but is not necessary. Also, a weight function which isolates a path in the graph may not
isolate a matching and vice-versa. That is why the weight functions constructed in [12], [19]
and [10] are path isolating but do not isolate perfect matching. In this result, we construct a
weight function which isolates a perfect matching in g-genus graphs even though it does not
give nonzero weight to every cycle in the graphs.

1.1 Our Result
In this paper, we extend the above line of work and prove the following theorem.

I Theorem 2. Given an undirected O(logn) genus bipartite graph along with its polygonal
schema, the problem of deciding whether the graph has a perfect matching or not is in SPL.

Given a g-genus bipartite graph G we construct O(g + logn)-bit weight functions
w1, w2, . . . wk, where k = O(nc + 2g), such that there exists a unique minimum weight
perfect matching in the G with respect to some wi, if G has a perfect matching. To achieve
this, we first construct a directed graph ~G which is same as G, but its edges are assigned
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direction as follows. Let L and R be the two sets of the bipartition of G. We assign a
direction to all the edges in ~G from L to R. Then we divide the perfect matchings of ~G into
different classes according to their signatures. Signature of a matching represents the parity
of number of its edges crossing each pair of sides of the polygonal schema of ~G (defined in
Section 2). Matchings in one class are said to be topologically equivalent to each other in a
sense. Polygonal schema of a g-genus graph consists of 2g pairs of sides. Therefore there
are 22g many classes. We construct our isolating weight function in two steps. In the first
step, we construct a weight function which is a linear combination of the weight function
constructed in [18] and another weight function defined later in this paper and show that
there is at most one minimum weight perfect matching in each class with respect to this
weight function. In the second step, we use the hashing scheme of Fredman, Komlós and
Szemerédi [8] to get k many weight functions w1, w2, . . . , wk such that for some i ≤ k, wi

isolates a minimum weight perfect matching in ~G. A matching in ~G corresponds to a unique
matching G and vice-versa. Therefore we get a unique minimum weight perfect matching in
G with respect to wi.

For g = O(logn) we get k = O(nc′), for some constant c′ > 0. That means we get
polynomially many weight functions such that there is at most one minimum weight perfect
matching in the graph with respect to at least one of the weight function. Then we apply
the result of [2] to get an SPL algorithm for perfect matching problem in O(logn) genus
bipartite graphs.

Comparison with the path isolating weight function for O(log n) genus graphs [10]:
Note that the weight function constructed in [10] is also a linear combination of two weight
functions, one of which gives nonzero weights to all surface separating cycles in the graph.
Therefore, when we divide the paths between a pair of vertices into classes and take any two
minimum weight non-intersecting paths with respect to this weight function from the same
class, we know that the cycle formed by reversing one of the paths is surface separating. Since
every surface separating cycle has nonzero weight, and the weight function is skew-symmetric,
this implies that these paths can not be of equal weights. Which means there is at most one
minimum weight path in each class with respect to that weight function. Similarly, we handle
the case when the paths are intersecting. However, that same weight function does not work
here in matching isolation. Here also we first divide the matchings into classes according to
their signatures. Now if we consider two minimum weight perfect matchings within a class,
all the cycles formed by taking their disjoint union can be surface non-separating. Since the
weight of a surface non-separating cycle can be zero with respect to that weight function, this
does not give any contradiction to the fact that there can be two minimum weight perfect
matchings within a class. In this paper, we overcome this hurdle by constructing a new
weight function which isolates a matching within a class. Then we isolate a matching across
the classes by the technique mentioned above.

1.2 Organization of the Paper
The rest of the paper is organized as follows. In Section 2, we define the necessary notations
and a suitable representation of high genus graphs which we use in this paper. In Section 3,
we define the first part of our weight function, which is a linear combination of two weight
functions defined in that section. In Section 4, we prove that the number of minimum weight
perfect matchings with respect to this weight function is very small. Then we use the hashing
scheme of [8] to obtain our final weight function, which isolates a minimum weight perfect
matching in the graph.
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a b

cd

e
T1 T ′1

T2

T ′2

Figure 1 Polygonal schema of K5, embedded on a surface of genus 1. Edges {a, c} and {b, d} are
crossing the sides T1 and T2 respectively. Vertices a and c are said to be incident on the sides T1

and T ′1 respectively.

2 Preliminaries and Notations

A g-genus surface is a sphere with g-many handles on it. A g-genus graph is a graph which
can be embedded on a g-genus surface without intersecting its edges. A g-genus surface can
be represented by a polygon called polygonal schema(see Figure 1). The polygonal schema
of a g-genus surface has 4g-sides T1, T2, T

′
1, T

′
2, . . . , T

′
2g−1, T

′
2g identified in pairs. The sides

Ti and T ′i form a pair together in the sense that an edge going into Ti will come out of T ′i
and vice versa. An embedding of a graph G on a g-genus surface can be represented by an
embedding of G inside this polygon. In such an embedding an edge {u, v} of a graph G is
said to cross a side S of the polygonal schema, if u or v is incident on the side S (for example
in Figure 1, the edge {a, c} is crossing the sides T1 and T ′1). We assume that we are given the
combinatorial embedding of the graph G inside this polygon together with the ordered set of
edges crossing each side of the polygon. We also assume that no vertex of G lies on the sides
of the polygonal schema. Such an embedding is called the polygonal schema of the graph G.

In the polygonal schema of a graph G, the edges which do not cross any side of the
polygonal schema, we call them planar edges. Note that in the polygonal schema of a graph
G, the subgraph induced by the planar edges of G, is a planar graph and we call this subgraph
Gplanar.

A piecewise straight-line embedding of a planar graph is an embedding where all the
vertices of the graph have integral coordinates and the edges are piecewise straight line
segment connecting their two end points. Given a combinatorial embedding of a planar graph,
a piecewise straight-line embedding of it can be constructed in logspace [18]. Thus given
a polygonal schema of a g-genus graph G, a piecewise straight-line embedding of Gplanar
can be constructed in logspace. We will need such an embedding to construct our desirable
weight function.

Given the polygonal schema of a g-genus graph G, we define the signature of an edge e in
G, denoted as sign(e), as a 2g-bit binary string b1b2 . . . b2g, such that bi = 1 if e crosses Ti,
otherwise 0. Similarly, for any set of edges say E = {e1, e2, . . . , ek}, we define the signature
of E as, sign(E) = sign(e1) ⊕ sign(e2)⊕ . . . ⊕ sign(ek), where ⊕ represents the bitwise-XOR
operator. Note that the i-th bit in the signature of a set E represents the parity of the
number of edges from that set, crossing the side Ti, i.e. if the number of edges in the set E,
crossing the side Ti are even then i-th bit in the sign(E) will be 0; otherwise it will be 1.
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Followings are the properties of signature that we will use later in this paper. For any set of
edges E1, E2, and E3 of the graph G, we have
(a) commutativity: sign(E1) ⊕ sign(E2) = sign(E2) ⊕ sign(E1),
(b) associativity:

(
sign(E1) ⊕ sign(E2)

)
⊕ sign(E3) = sign(E1) ⊕

(
sign(E2) ⊕ sign(E3)

)
.

Without loss of generality assume that each edge crosses at most one pair of sides of the
polygonal schema. If it crosses more than one pair of sides, we break it into multiple edges
by inserting dummy vertices. To preserve matching, we always break an edge into an odd
number of edges. Every term defined until now remains the same in case of directed graphs
as well.

Since in this paper we work with both directed and undirected graphs, it is essential
that we make a demarcation in the notation used for directed and undirected graphs. For a
directed edge ~e = (u, v), the edge e = {u, v} represents the underlying undirected edge and
the edge ~e r represents the directed edge (v, u) that is the edge ~e with its direction reversed.
Similarly, for any set of directed edges ~E, set E represents the set of underlying undirected
edges of ~E and set ~E r represents the set where each edge ~e ∈ ~E is replaced with the edge ~e r.

In a directed graph ~G, we call a set of edges ~C, a directed cycle if (i) edges of C (underlying
undirected edges of ~C) form a simple cycle and, (ii) for every two adjacent edges of ~C, tail
of one edge is followed by the head of another edge. When we call ~C just a cycle then (ii)
may not hold. Similarly, we can define a directed path and path in ~G.

(0)k represents the string
k-times︷ ︸︸ ︷
00 . . . 0, where k is an integer. For an integer l > 0, [l] denotes

the set {1, 2, . . . , l}.

3 Isolating Weight function

As discussed in the introduction, our main goal here is to construct a weight function for
graphs efficiently. Let us first define the weight function formally. A weight function for a
graph (directed or undirected) G(V,E) is a map w : E → Z which assigns an integer weight
to every edge in the graph. For any set of edges E′ in the graph, the weight of the set E′ is
defined as w(E′) =

∑
e∈E′ w(e). A weight function w for a graph G is called min-isolating if

there exists at most one minimum weight perfect matching in G with respect to the weight
function w.

In case of directed graphs, a weight function w is called skew-symmetric if w(~e) = −w(~e r),
for all ~e ∈ ~E.

For a g-genus graph ~G, we define a weight function wcomb which is a linear combination
of the following two weight functions.

The first weight function we define is the same as the one defined in [18] for directed
planar graphs. We call it wpl. As we mentioned in Section 2, we can construct a piecewise
straight-line embedding of ~Gplanar in logspace. In such an embedding an edge of the
graph ~Gplanar consists of constant many straight line segments. We assign weights to
these line segments and the weight of an edge is defined as the sum of the weights of
the line segments constituting that edge. Let ~l be a line segment such that (x1, y1) and
(x2, y2) be the coordinates of its head and tail in such a piecewise straight-line embedding.
Weight of ~l is defined as wpl(~l) = (y2 − y1)(x1 + x2) and weight of an edge ~e is defined as

wpl(~e) =
{∑

~l∈~e wpl(~l), if ~e is a planar edge,
0, otherwise.

(1)

MFCS 2020



43:6 Efficient Isolation of Perfect Matching in O(log n) Genus Bipartite Graphs

We state the following theorem regarding the weight function wpl, which gives us a
characterization of the weight of a directed cycle in a directed planar graph, established
as Lemma 3 in [18].
I Theorem 3 ([18]). Given a piecewise straight-line embedding of a planar graph ~G, there
exists a logspace computable weight function wpl such that for any directed cycle ~C in ~G, we
have wpl(~C) = 2 ·Area(~C) if ~C is a counter-clockwise cycle and wpl(~C) = −(2 ·Area(~C))
if ~C is a clockwise cycle, where Area(~C) is the area of the region enclosed by ~C.
We define another weight function wside as follows. Let σ = (~f1, ~f2, . . . , ~fk) be the ordered
set of edges crossing the sides of the polygonal schema T1 to T2g, ordered in a clockwise
manner starting from the tail of T1.

wside(~fi) =
{
i, if tail(~fi) is incident on some side Tj for j ∈ [2g],
−i, if head(~fi) is incident on some side Tj for j ∈ [2g].

For all other edges ~e, wside(~e) = 0.
Our weight function wside is somewhat similar to the weight function defined in Theorem
8 of [5]. However, the main difference is that, in [5], they define 2g many weight functions
(one for each pair of sides of the polygonal schema) similar to wside and their final weight
function is a linear combination of those 2g weight functions, making it an O(g · logn)-bit
size weight function for g-genus graphs. Whereas in this paper wside is a single O(logn)-bit
weight function for a g-genus graph.
Since each of these two weight functions are polynomially bounded and are computable
in logspace, the overall computation remains in logspace as well. We combine these two
weight functions into a single weight function and call it wcomb, defined as follow:

wcomb = wpl · n10 + wside. (2)
Since for any two subsets of edges ~E′1 and ~E′2 of the graph, both weight functions wpl and wside

are loosely bounded by n10, hence wcomb( ~E′1) = wcomb( ~E′2) if and only if wpl( ~E′1) = wpl( ~E′2)
and wside( ~E′1) = wside( ~E′2).

Note that in the perfect matching problem, we are given an undirected graph and asked
to find if the graph has a perfect matching or not. However, we have defined the weight
function wcomb for directed graphs. In order to give weights to an undirected bipartite graph
G, we first obtain a directed graph ~G and construct a weight function for ~G. Then we use
that weight function to build a weight function for G.

Let G be an undirected bipartite graph and (L,R) be its bipartition. We construct a
directed graph ~G as follows. For an edge {u, v} in G such that u ∈ L and v ∈ R, we replace
it with a directed edge (u, v) in ~G. We use Reingold’s algorithm [15] to find out whether a
vertex belongs to L or R. Let w be a weight function for ~G. We define corresponding weight
function wund for G as follow. For an edge {u, v} ∈ G such that u ∈ L and v ∈ R,

wund
(
{u, v}

)
= w(u, v), where (u, v) ∈ ~G (3)

Note that if ~M is a matching of weight t in ~G then M will be a matching of weight t in G.
Thus, if w is a min-isolating weight function for ~G then wund will be min-isolating for G.
Also note that the construction of the graph ~G is the place where we use the bipartiteness of
G crucially.

In the next section, we will construct a min-isolating weight function for directed g-genus
bipartite graphs. Then ultimately we will use that weight function to obtain a min-isolating
weight function for undirected g-genus bipartite graphs.
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4 Isolating a Minimum Weight Perfect Matching

Let ~G be a g-genus bipartite graph and (L,R) be its bipartition. Let us assume that all the
edges in ~G have direction from L to R. We will prove that there are at most 22g minimum
weight perfect matchings in ~G with respect to the weight function wcomb, if ~G has a perfect
matching.

Let ~M be a perfect matching in ~G. As we defined in Section 2, the signature of ~M is,

sign( ~M) = sign(~e1) ⊕ sign(~e2) ⊕ . . .⊕ sign(~ej), where ~ei ∈ ~M for all i ∈ [j].

Note that for a g-genus graph each matching has a 2g-bit signature. Thus there are 22g

many possible signatures. For each 0 ≤ i ≤ 22g − 1, let bin(i) represent the 2g-bit binary
number(with possible leading 0’s) equivalent to an integer i. We define a class Ai of perfect
matchings in ~G with respect to the signature bin(i) for all 0 ≤ i ≤ 22g − 1, as

Ai = { ~M | ~M is a perfect matching in ~G and sign( ~M) = bin(i)}

We will prove that there exists at most one minimum weight perfect matching in each
class with respect to the weight function wcomb.

I Lemma 4. For a g-genus bipartite graph ~G, there exists at most one minimum weight perfect
matching in the class Ai with respect to the weight function wcomb, for all 0 ≤ i ≤ 22g − 1.

For two matchings ~M1 and ~M2 in ~G, we define ~E ~M1∆ ~M2
= ( ~M1 ∪ ~M2) \ ( ~M1 ∩ ~M2). Let

us first prove the following lemma about the characterization of the edges in the set ~E ~M1∆ ~M2
,

when ~M1 and ~M2 are two perfect matchings from the same class.

I Lemma 5. If ~M1 and ~M2 are the two perfect matchings in the class Ai then sign( ~E ~M1∆ ~M2
)=

(0)2g that is, the edges in the set ~E ~M1∆ ~M2
collectively cross each side of the polygonal schema

an even number of times.

Proof. Since ~M1 and ~M2 are the matchings from the same class, we have

sign( ~M1) = sign( ~M2)
sign( ~M1)⊕ sign( ~M2) = (0)2g(

sign( ~M1 ∩ ~M2)⊕ sign( ~E ~M1∆ ~M2
\ ~M2)

)
⊕(

sign( ~M1 ∩ ~M2)⊕ sign( ~E ~M1∆ ~M2
\ ~M1)

)
= (0)2g

We know that for any set of edges ~S, sign(~S) ⊕ sign(~S) = (0)2g; and from the properties
of signature mentioned in Section 2, we have(

sign( ~E ~M1∆ ~M2
\ ~M2)

)
⊕
(

sign( ~E ~M1∆ ~M2
\ ~M1)

)
= (0)2g

sign( ~E ~M1∆ ~M2
) = (0)2g. J

We will now show that there is at most one minimum weight perfect matching in each
class. Assume that ~M1 and ~M2 are the two minimum weight perfect matchings in the class
Ai with respect to the weight function wcomb. We know that the edges in the set ~E ~M1∆ ~M2

form vertex disjoint cycles. Let ~C1, ~C2, . . . , ~Ck be those cycles. Notice that all the edges in
the cycle ~Ci are directed from L to R therefore ~Ci is not a directed cycle, for any i. Also,
note that each ~Ci consists of even number of edges and contain alternating edges from ~M1
and ~M2. Hence we can claim the following.
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B Claim 6. Let ~E1i and ~E2i be the set of edges of ~M1 and ~M2 respectively in ~Ci then
wcomb( ~E1i) = wcomb( ~E2i), for all i ∈ [k].

Proof. Let us assume that there exists some j ∈ [k] such that wcomb( ~E1j) 6= wcomb( ~E2j).
Without loss of generality assume that wcomb( ~E1j) > wcomb( ~E2j). Now consider a new
perfect matching

(
( ~M1 \ ~E1j) ∪ ~E2j

)
. This matching has strictly lesser weight than ~M1,

which is a contradiction because we have assumed that ~M1 is a minimum weight perfect
matching. C

Now consider another graph ~G′ which is same as ~G but direction of the edges belonging to
~M2 is reversed in ~G′. Let ~M ′1 and ~M ′2 be the matchings in ~G′ corresponding to the matchings
~M1 and ~M2 in ~G, i.e. underlying undirected edges of matchings ~M1 and ~M2 are same as
that of matchings ~M ′1 and ~M ′2 respectively. We know that the edges in the set ~E ~M ′

1∆ ~M ′
2
will

form vertex disjoint cycles. Let ~C ′1,
~C ′2, . . . ,

~C ′k be those cycles and ~E′1i and ~E′2i be the edges
of matching ~M ′1 and ~M ′2 respectively, in the cycle ~C ′i. By claim 6 we know that

wcomb( ~E1i) = wcomb( ~E2i), for all i ∈ [k].

Also ~E1i = ~E′1i and ~E2i = ~E′ r2i , therefore

wcomb( ~E′1i) = wcomb( ~E′ r2i ), for all i ∈ [k].

Since wcomb is skew-symmetric, we have

wcomb( ~E′1i) = −wcomb( ~E′2i),
wcomb( ~E′1i) + wcomb( ~E′2i) = 0,
wcomb( ~C ′i) = 0, for all i ∈ [k]. (4)

Note that the edges in the set ~E′1i have direction from L to R and the edges in set ~E′2i

have direction from R to L therefore the cycles ~C ′1,
~C ′2, . . . ,

~C ′k are the directed cycles in ~G′.
We will now prove that wcomb( ~C ′i) 6= 0 for some i ∈ [k], which will be a contradiction with
Equation 4.

Since changing the direction of an edge does not change its signature, by Lemma 5 we
know that sign( ~C ′1)⊕ sign( ~C ′2)⊕ . . .⊕ sign( ~C ′k) = (0)2g.

I Lemma 7. Let ~G′ be a g-genus graph which contains directed cycles { ~C ′1, ~C ′2, . . . , ~C ′k}
such that sign ( ~C ′1)⊕ sign ( ~C ′2)⊕ . . .⊕ sign ( ~C ′k) = (0)2g. Then there exists i ∈ [k], such that
wcomb( ~C ′i) 6= 0.

Proof. First consider the case, when no edge of the cycles { ~C ′1, ~C ′2, . . . , ~C ′k} crosses any side
of the polygonal schema. In that case each cycle ~C ′i is a planar cycle i.e. consists of only
planar edges. By Theorem 3 we know that wpl( ~Ci) 6= 0, which implies that wcomb( ~Ci) 6= 0
for all i ∈ [k]. Hence the lemma holds in this case.

We will now prove the lemma for the case when some edges of the cycles { ~C ′1, ~C ′2, . . . , ~C ′k}
cross some sides of the polygonal schema.

Let us consider a graph G′′ such that edges of G′′ are the underlying undirected edges of
the cycles ( ~C ′1, ~C ′2, . . . , ~C ′k). Let C = (C ′′1 , C ′′2 , . . . , C ′′k ) be the cycles in G′′ corresponding to
cycles ( ~C ′1, ~C ′2, . . . , ~C ′k). We will construct another directed graph ~G′′ from G′′(by assigning
direction to the edges of G′′) such that either ~C ′′i = ~C ′i or ~C ′′i = ~C ′ri , for all i ∈ [k]. Let EC
be the set of edges of the cycles in C. We assign direction to the edges of EC in two steps.
In the first step, we assign direction to only those edges of EC which are crossing some side
of the polygonal schema. In the second step, we assign direction to the planar edges of EC ,
based on the direction of the edges which were assigned direction in the first step.
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Figure 2 (v1, v2, v3, v4, v5, v6, v7, v8) are the vertices of the edges which are crossing sides of the
polygonal schema. Path v8av5 is a planar path.

We know that all the cycles in C collectively cross each side of the polygonal schema an
even number of times. Let E = (e1, e2, . . . e2l) for some integer l > 0, be the edges in the set
EC , which cross some of the sides of the polygonal schema, indexed in clockwise order from
T1 to T2g, starting from the tail of T1. Without loss of generality assume that no two edges
in E share a vertex because if they do, we insert a dummy vertex in one of the edges to
replace its end point so that our assumption holds. We will need this assumption to simplify
our analysis.

Step 1: In this step, we assign direction to the edges in the set E. Let ei = {u, v} be an
edge in E such that u and v are incident on sides Tj and T ′j respectively, of the polygonal
schema. We assign direction to ei ∈ E as follows:

Assign direction to ei from u to v, if i is odd, i.e. assign direction to ei in such a way
that u becomes the tail of ~ei and v becomes the head of ~ei in ~G′′.
Similarly, assign direction to ei from v to u, if i is even.

Before going to Step 2, let us make the following observations. Let ~E = (~e1, ~e2 . . . ~e2l) be
the edges in ~G′′ corresponding to edges in E after Step 1. Let X = {v1, v2, . . . v4l} be the
vertices of the edges of ~E ordered in a clockwise manner, according to their incidence on
the side of the polygonal schema, starting from the tail of T1(see Figure 2). Note that,

~ei = (vd1 , vd2), where d1 is odd and d2 is even, for all i ∈ [2l]. (5)

We define a function τ : X → X. τ(vi) = vj if there is a simple path P from vi to vj

which consists of only planar edges of EC, for i, j ∈ [4l]. We call such paths as planar
paths (see Figure 2). Since vertices in X are the part of simple cycles, the function τ is a
bijective function.
I Lemma 8. If τ(vi) = vj, then |i− j| is odd.

Proof. Assume that both i and j are odd. Without loss of generality assume that j > i.
This implies that there are an odd number of vertices in the set X, between vi and vj

namely, X ′ = (vi+1, vi+2, . . . vj−1). Note that vertices in X ′ are part of non-intersecting
simple cycles therefore they must be connected to each other through simple planar
paths. Since τ is a bijective function we know that there is some vertex v′ ∈ X ′ such that
τ(v′) = vt where t ∈ [4l] and, t > j or t < i. This is not possible because it will imply that
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planar paths say from v′ to vt and from vi to vj say P1 and P2 respectively, must intersect
each other. This is a contradiction since P1 and P2 are the parts of non-intersecting
cycles. J

I Lemma 9. Let P be a planar path between vertices vi and vj , i, j ∈ [4l]. If vi is the
head of some edge then vj will be the tail of some edge, in ~E and vice versa.

Proof. Let vi and vj both the vertices are the heads of the edges ec1 and ec2 , where
c1, c2 ∈ [k]. We know that if i is even then j is odd and if i is odd then j is even. Without
loss of generality assume that i is even and j is odd. However, from Equation 5 we know
that j must be even. Hence we get a contradiction to Lemma 8.
Similarly, we can handle the case when vi and vj are the tail of some edges. J

Step 2: Now we will assign the direction to the planar edges of ~G′′. This step is
straightforward. Take a planar path P of ~G′′. Let v′ and v′′ be its end vertices such that
v′ is the head of an edge ~e′ and v′′ is the tail of some edge ~e′′, where ~e′, ~e′′ ∈ ~E. Assign
direction to all the edges in P in such a way that the path ~P ′ = ~e′ ~P ~e′′ becomes a directed
path in ~G′′.

Let ~C ′′1 ,
~C ′′2 , . . . ,

~C ′′k be the cycles in ~G′′ after assigning direction to the underlying undir-
ected cycles C ′′1 , C ′′2 , . . . , C ′′k . After assigning direction using the above procedure, we can
ensure that no two adjacent edges in the cycle ~C ′′i for all i ∈ [k] get opposite direction i.e. if
~e and ~e′ are two adjacent edges in the cycle ~C ′′i then the tail of e will be followed by the head
of ~e′ or vice-versa (because of Step 2). This implies that ~C ′′1 ,

~C ′′2 , . . . ,
~C ′′k are the directed

cycles in ~G′′. Note that the way we have defined weight function wside, we know that

wside(~ei) < −
(
wside(~ei+1)

)
, for all odd i ∈ [2l − 1]

=⇒ wside(~e1) + wside(~e3) + . . . + wside(~e2l−1) < −
(
wside(~e2) + wside(~e4) + . . . + wside(~e2l)

)
=⇒ wside(~e1) + wside(~e3) + . . . + wside(~e2l−1) + wside(~e2) + wside(~e4) + . . . + wside(~e2l) 6= 0.

Since for all planar edges ~e, wside(~e) = 0,

k∑
i=1

wside( ~C ′′i ) 6= 0.

Thus there exist some i ∈ [k] such that

wside( ~C ′′i ) 6= 0 =⇒ wcomb( ~C ′′i ) 6= 0, (6)

Note that ~C ′i and ~C ′′i for all i ∈ [k], are the directed cycles such that their underlying
undirected cycle is same. In a directed cycle there are only two directions possible. Therefore,
we can say that

~C ′i = ~C ′′i or ~C ′i = ~C ′′ ri ,

⇒ wcomb( ~C ′i) = wcomb( ~C ′′i ) or wcomb( ~C ′i) = wcomb( ~C ′′ ri ),
⇒ wcomb( ~C ′i) = wcomb( ~C ′′i ) or wcomb( ~C ′i) = −wcomb( ~C ′′i ), for all i ∈ [k], since (7)

wcomb is skew-symmetric.

From Equation 6 and 7 we can conclude that there exists some i ∈ [k] such that
wcomb( ~C ′i) 6= 0. J



C. Gupta, V. R. Sharma, and R. Tewari 43:11

This gives a contradiction with Equation 4. Therefore we can conclude that there cannot
exist two minimum weight perfect matchings in ~G within a class Ai for all 0 ≤ i ≤ 22g − 1.
This finishes the proof of Lemma 4.

Note that we have proved that there is at most one minimum weight perfect matching
in each class and there are total 22g many classes. Therefore, we can say that there are at
most 22g minimum weight matchings in ~G with respect to the weight function wcomb. As we
mentioned in Section 3 that given a weight function wcomb for a directed bipartite graph
~G such that edges of ~G are directed from L to R, we can get a weight function wund

comb for
underlying undirected graph G such that if ~M is a matching of weight t in ~G then M will be
a matching of weight t in G.

I Lemma 10. Given a g-genus graph G along with its polygonal schema we can construct
a weight function wund

comb for G in logspace such that there are at most 22g minimum weight
perfect matchings in G with respect to wund

comb.

Now that given an undirected graph G we have obtained at most 22g many minimum
weight perfect matchings in G, we will use the following hashing scheme by Fredman, Komlós
and Szemerédi [8] to isolate a minimum weight perfect matching among them. Let us first
state their result in a form suitable to our purpose.

I Theorem 11. [8] Let S = {x1, x2, . . . , xk} be a set of n-bit integers. Then there exists a
O(logn+ log k)-bit prime number p so that for all xi 6= xj ∈ S, xi mod p 6= xj mod p.

Let M be the set of minimum weight perfect matchings in G with respect to wund
comb.

Assume edges of the graph G are indexed as e1, e2, . . . , em. Let wb be a weight function
that assigns weight 2i to the edge ei. This is an m-bit weight function, where m ≤ n2. All
matchings in G get different weight with respect to this weight function therefore, any two
matchings M1,M2 ∈M, wb(M1) 6= wb(M2). Also, note that |M| ≤ 22g, because each class
has at most one minimum weight perfect matching. Thus by Theorem 11 there exists an
O(logn+ g)-bit prime p such that with respect to weight function wfks := wb mod p, every
matching inM gets a different weight. Hence our final min-isolating weight function for G
will be,

wp := wund
comb · n10 + wfks,

Note that for every O(logn + g)-bit prime p we get a corresponding weight function
wp and by Theorem 11 we know that there will be at least one O(logn + g)-bit prime p1
such that wp1 isolates a minimum weight perfect matching in G. Thus we can conclude the
following.

I Theorem 12. Given a g-genus graph along with its polygonal schema, we can construct
weight functions w1, w2, . . . , wk in O(logn+g) space such that if graph has a perfect matching
then for some i ∈ [k] and, G has a unique perfect matching M of weight j with respect to
weight function wi, where j, k = O(nc + 2g) for some constant c > 0.

For a graph of genus g = O(logn) we get polynomially many weight functions w1, w2, . . . wt

where t = O(nc) for some constant c, such that each wi is polynomially bounded and there is
a unique minimum weight perfect matching in graph with respect to at least one wi if G has
a perfect matching. Then we apply the algorithm given in [2] to get an SPL algorithm for
perfect matching in O(logn) genus bipartite graphs. This finishes the proof of Theorem 2.
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Abstract
It is known that the mutual information, in the sense of Kolmogorov complexity, of any pair of
strings x and y is equal to the length of the longest shared secret key that two parties can establish
via a probabilistic protocol with interaction on a public channel, assuming that the parties hold as
their inputs x and y respectively. We determine the worst-case communication complexity of this
problem for the setting where the parties can use private sources of random bits.

We show that for some x, y the communication complexity of the secret key agreement does not
decrease even if the parties have to agree on a secret key the size of which is much smaller than the
mutual information between x and y. On the other hand, we provide examples of x, y such that the
communication complexity of the protocol declines gradually with the size of the derived secret key.

The proof of the main result uses spectral properties of appropriate graphs and the expander
mixing lemma as well as various information theoretic techniques.
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1 Introduction

In this paper we deal with Kolmogorov complexity and mutual information, which are the
central notions of algorithmic information theory. Kolmogorov complexity C(x) of a string
x is the length of the shortest program that prints x. Similarly, Kolmogorov complexity
C(x|y) of a string x given y is the length of the shortest program that prints x when y is
given as the input. Let us consider two strings x and y. The mutual information I(x : y)
can be defined by a formula: I(x : y) = C(x) + C(y)− C(x, y). Intuitively, this quantity is
the information shared by x and y. In general, it cannot be “materialized” as one object of
complexity I(x : y) that can be easily extracted from both x and y. However, this quantity
has a sort of operational interpretation. The mutual information of x and y is essentially
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equal to the size of a longest shared secret key that two parties, one having x and the other
one having y, and both parties also possessing the complexity profile of the two strings can
establish via a probabilistic protocol:

I Theorem 1 (sketchy version; see [16] for a more precise statement).
(a) There is a secret key agreement protocol that, for every n-bit strings x and y, allows

Alice and Bob to compute with high probability a shared secret key z of length equal to
the mutual information of x and y (up to an O(logn) additive term).

(b) No protocol can produce a longer shared secret key (up to an O(logn) additive term).
In this paper we study the communication complexity of the protocols that appear in this
theorem. The statement of Theorem 1 in the form given above is vague and sketchy. Before
we proceed with our results, we must clarify the setting of this theorem: we should explain
the rules of the game between Alice, Bob, and the eavesdropper, and specify the notion of
“secrecy” of the key in this context.

I Clarification 1 (secrecy). In this theorem we say that the obtained key z is “secret” in
the sense that it looks random. Technically, it must be (almost) incompressible, even from
the point of view of the eavesdropper who does not know the inputs x and y but intercepts
the communication between Alice and Bob. More formally, if t denotes the transcript of the
communication, we require that C(z|t) ≥ |z| −O(1). We will need to make this requirement
even slightly stronger, see below.

I Clarification 2 (randomized protocols). In this communication model we assume that Alice
and Bob may use additional randomness. Each of them can toss a fair coin and produce a
sequence of random bits with a uniform distribution. The private random bits produced by
Alice and Bob are accessible only to Alice and Bob respectively. (Of course, Alice and Bob
can send the produced random bits to each other, but then this information becomes visible
to the eavesdropper.)

In an alternative setting, Alice and Bob use a common public source of randomness (also
accessible to the eavesdropper). The model with public randomness is easier to analyze, see
[16], and in this paper we focus on the setting with private randomness.

I Clarification 3 (minor auxiliary inputs). We assume also that besides the main inputs x
and y Alice and Bob both are given the complexity profile of the input, i.e., the values C(x),
C(y), and I(x : y). Such a concession is unavoidable for the positive part of the theorem.
Indeed, Kolmogorov complexity and mutual information are non-computable; so there is no
computable protocol that finds a z of size I(x : y) unless the value of the mutual information
is given to Alice and Bob as a promise. This supplementary information is rather small, it
can be represented by only O(logn) bits. The theorem remains valid if we assume that this
auxiliary data is known to the eavesdropper. So, formally speaking, the protocol should find
a key z such that C(z|t, complexity profile of (x, y)) ≥ |z| −O(1).

Now we can formulate the main question studied in this paper:

I Central Question. What is the optimal communication complexity of the communication
problem from Theorem 1? That is, how many bits should Alice and Bob send to each other
to agree on a common secret key?

A protocol proposed in [16] allows to compute for all pairs of inputs a shared secret key of
length equal to the mutual information of x and y with communication complexity

min{C(x|y), C(y|x)}+O(logn). (1)
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Alice and Bob may need to send to each other different number of bits for different pairs
of input (even with the same mutual information). It was proven in [16] that in the worst
case (i.e., for some pairs of inputs (x, y)) the communication complexity (1) is optimal for
communication protocols using only public randomness. The natural question whether this
bound remains optimal for protocols with private sources of random bits remained open
(see Open Question 1 in [16]). The main result of this paper is the positive answer to this
question. More specifically, we provide explicit examples of pairs (x, y) such that

I(x : y) = 0.5n+O(logn)
C(x|y) = 0.5n+O(logn)
C(y|x) = 0.5n+O(logn)

(2)

and in every communication protocol satisfying Theorem 1 (with private random bits)
Alice and Bob must exchange approximately 0.5n bits of information. Moreover, the same
communication complexity is required even if Alice and Bob want to agree on a much smaller
secret key of size, say, ω(logn).

I Theorem 2. Let π be a communication protocol such that given inputs x and y satisfying (2)
Alice and Bob use poly(n) private random bits and compute with probability > 1/2 a shared
secret key z of length δ(n) = ω(logn). Then for every n there exists a pair of n-bit strings
(x, y) satisfying (2) such that following this communication protocol with inputs x and y,
Alice and Bob send to each other messages with a total length of at least 0.5n− O(logn)
bits. In other words, the worst-case communication complexity of the protocol is at least
0.5n−O(logn).

I Remark 1. We assume that the computational protocol π used by Alice and Bob is
computable, i.e., the parties send messages and compute the final result by following rules
that can be computed given the length of the inputs. We may assume that the protocol is
public (known to the eavesdropper). The constants hidden in the O(·) notation may depend
on the protocol, as well as on the choice of the optimal description method in the definition
of Kolmogorov complexity.

An alternative approach might be as follows. We might assume that the protocol π is not
uniformly computable (but its description is available to Alice, Bob, and to the eavesdropper).
Then substantially the same result can be proven for Kolmogorov complexity relativized
conditional on π. That is, we should define Kolmogorov complexity and mutual information
in terms of programs that can access π as an oracle, and the inputs x and y should satisfy a
version of (2) with the relativized Kolmogorov complexity. Our main result can be proven
for this setting (literally the same arguments applies). However, to simplify the notation, we
focus on the setting with only computable communication protocols (whose size does not
depend on n).

Theorem 2 can be viewed as a special case of the general question of “extractability” of
the mutual information studied in [4]. We prove this theorem for two specific examples of
pairs (x, y). In the first example x and y are a line and a point incident with each other
in a discrete affine plane. In the second example x and y are points of the discrete plane
with a fixed distance between them. The proof consists in a combination of a spectral
and information-theoretical techniques. In fact, our argument applies to all pairs with
similar spectral properties. Our main technical tools are the Expander Mixing Lemma (see
Lemma 9) and the lemma on non-negativity of the triple mutual information (see Lemma 14).
We also use Muchnik’s theorem on conditional descriptions with multiple conditions (see
Proposition 15).
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The communication protocol proposed in [16] and Theorem 2 imply together that we
have the following phase transition phenomenon. When the inputs given to Alice and Bob
are a line and a point (incident with each other in a discrete affine plane), then the parties
can agree on a secret key of size I(x : y) with a communication complexity slightly above
min{C(x|y), C(y|x)}. But when a communication complexity is slightly below this threshold,
the optimal size of the secret key sinks immediately to O(logn).

We also show that the “phase transition” property mentioned above is not universally
true. There exist pairs (x, y) with the same values of Kolmogorov complexities and the
same mutual information as in the example above, but with a sharply different trade-off
between the size of a secret key and the communication complexity needed to establish this
key. In fact, for some (x, y) the size of the optimal secret key decreases gradually with the
communication complexity of the protocol. More specifically, we show that for some x and
y, Alice and Bob can agree on a secret key of any size k (which can be chosen arbitrarily
between 0 and I(x : y)) via a protocol with a communication complexity of Θ(k).

Historical digression: classical information theory. The problem of secret key agreement
was initially proposed in the framework of classical information theory by Ahlswede and
Csiszár, [1] and Maurer, [12]. In these original papers the problem was studied for the case
when the input data is a pair of random variables (X,Y ) obtained by n independent draws
from a joint distribution (Alice can access X and Bob can access Y ). In this setting, the
mutual information between X and Y and the secrecy of the key are measured in terms of
Shannon entropy. Ahlswede and Csiszár in [1] and Maurer in [12] proved that the longest
shared secret key that Alice and Bob can establish via a communication protocol is equal
to Shannon’s mutual information between X and Y . This problem was extensively studied
by many subsequent works in various restricted settings, see the survey [19]. The optimal
communication complexity of this problem for the general setting remains unknown, though
substantial progress has been made (see, e.g., [20, 10]).

There is a deep connection between the frameworks of classical information theory
(based in Shannon entropy) and algorithmic information theory (based on Kolmogorov
complexity). It can be shown that the statements of Theorem 1 and Theorem 2 imply similar
statements in Shannon’s theory. We refer the reader to [16] for a more detailed discussion
of parallels and differences between Shannon’s and Kolmogorov’s version of the problem of
secret key agreement. Here we only mention two important distinctions between Shannon’s
and Kolmogorov’s framework. The first one regards ergodicity of the input data. Most
results on secret key agreement in Shannon’s framework are proven with the assumption that
the input data are obtained from a sequence of independent identically distributed random
variables (or at least enjoy some properties of ergodicity and stationarity). In the setting
of Kolmogorov complexity we usually deal with inputs obtained in “one shot” without any
assumption of ergodicity of the sources (see, in particular, Example 1 and Example 2 below).
Another distinction regards the definition of correctness of the protocol. The usual paradigm
in classical information theory is to require that the communication protocol works properly
for most randomly chosen inputs. In our approach, we prove a stronger property: for each
valid pair of input data, the protocol works properly with high probability (this approach is
more typical for the theory of communication complexity).

Organization of the paper. The rest of the paper is organized as follows. In Section 2 we
translate information theoretic properties of pairs (x, y) in the language of graph theory and
present three explicit examples of pairs (x, y) satisfying (2),
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Example 1 involves finite geometry, x and y are incident points and lines on a finite plane;
Example 2 uses a discrete version of the Euclidean distance, x and y are points on the
discrete plane with a known quasi-Euclidean distance between them;
Example 3 involves x and y that are binary strings with a fixed Hamming distance
between them.

The pairs (x, y) from these examples have pretty much the same complexity profile, but
the third example has significantly different spectral properties. In Section 3 we use a
spectral technique to analyze combinatorial properties of graphs and prove our main result
(Theorem 2) for the pairs (x, y) from Example 1 and Example 2 mentioned above. In Section 4
we show that the statement of Theorem 2 is not true for the pairs (x, y) from our Example 3:
for those x and y there is no “phase transition” mentioned above, and the size of the longest
achievable secret key depends continuously on the communication complexity of the protocol,
see Theorem 3 and Theorem 4.

Notation. Throughout this paper, | · | denotes the length of a string, C(x) denotes Kol-
mogorov complexity of x, and C(x|y) denotes conditional complexity of x given y. We use
the following standard notation: I(x : y) := C(x) + C(y) − C(x, y) stands for the mutual
information between x and y, and I(x : y|z) := C(x|z) + C(y|z)− C(x, y|z) stands for the
conditional mutual information between x and y given z. We refer the reader to the classical
paper [22] and to the textbooks [18] and [9] for a systematic introduction to Kolmogorov
complexity.

We study randomized communication protocols for parties (Alice and Bob) with private
sources of randomness. The transcript of the communication is the concatenation of messages
sent the parties to each other while following the protocol. Communication complexity
of a protocol is the maximal length of the transcript. A comprehensive introduction to
communication complexity can be found in [8].

2 From information theoretic properties to combinatorics of graphs

To study information theoretic properties of a pairs (x, y) we will embed this pair of strings
in a large set of pairs that are in some sense similar to each other. We will do it in the
language of bipartite graphs. The information theoretic properties of the initial pair (x, y)
will be determined by combinatorial properties of these graphs. In their turn, combinatorial
properties of these graphs will be proven using the spectral technique. In this section we
present three examples of (x, y) corresponding to three different constructions of graphs.
In next sections we will study spectral and combinatorial properties of these graphs and,
accordingly, information theoretic properties of these pairs (x, y).

We start with a simple lemma that establishes a correspondence between information
theoretic and combinatorial language for the properties of pairs (x, y).

I Lemma 2. Let G = (L ∪ R,E) be a bipartite graph such that |L| = |R| = 2n+O(1) and
the degree of each vertex is D = 20.5n+O(logn). We assume that this graph has an explicit
construction in the sense that the complete description of this graph (its adjacency matrix)
has Kolmogorov complexity O(logn). Then most (x, y) ∈ E (pairs of vertices connected by
an edge) have the complexity profile (2).

(See the proof of the lemma in the full version of the paper.)
I Remark 3. In a graph satisfying the conditions of Lemma 2 each vertex has D = 20.5n

neighbors. Therefore, for all (x, y) ∈ E we have C(x|y) ≤ 0.5n + O(logn), C(y|x) ≤
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0.5n+O(logn), (given x, we can specify y by its index in the list of all neighbors of x and
vice-versa.) From Lemma 2 it follows that for most (x, y) ∈ E these inequalities are tight,
i.e., C(x|y) = 0.5n+O(logn) and C(y|x) = 0.5n+O(logn).

I Example 1 (discrete plane). Let Fq be a finite field of cardinality q = 2n. Consider the
set L of points on plane F2

q and the set R of non-vertical lines, which can be represented
as affine functions y = ax − b for (a, b) ∈ F2

q. Let G = (L ∪ R,E) be the bipartite graph
where a point (x0, y0) is connected to a line y = ax − b if and only if it is on the line i.e.
y0 = ax0− b. Clearly |L| = |R| = 22n. The degree of each vertex is 2n since there are exactly
q points on each line and there are exactly q lines on each point. In the sequel we denote
this graph by GPln .

This graph (or its adjacency matrix) can be constructed effectively when the field Fq is
given. We assume a standard construction of the field F2n to be fixed. Thus, the graph is
uniquely defined by the binary representation of n. Therefore, we need only O(logn) bits to
describe the graph (as a finite object). Lemma 2 applies to this graph, so for most (x, y) ∈ E
the equalities in (2) are satisfied.

I Example 2 (discrete Euclidean distance). Let Fq be a finite field of order q, where
q is an odd prime power. Let us define the distance function between two points in
F2
q as dist((x1, x2), (y1, y2)) = (x1 − y1)2 + (x2 − y2)2. For every r ∈ Fq \ {0} we de-

fine the finite Euclidean distance graph G = (L ∪ R,E) as follows: L = R = F2
q, and

E = {((x1, x2), (y1, y2)) : dist((x1, x2), (y1, y2)) = r}. Obviously, |L| = |R| = q2. It can be
shown that the degree of this graph is O(q), and |E| = O(q3), see [13].

For every integer n > 0 we fix a prime number qn such that d2 log qne = n. For the defined
above graph G = (L ∪R,E) for this Fqn we have |L| = |R| = 2n+O(1) and |E| = 21.5n+O(1),
and Lemma 2 applies to this graph. We should also fix the value of r. Any non-zero element
of Fqn

would serve the purpose, it only should be computable from n. For simplicity we may
assume that r = 1. In the sequel we denote this graph by GEucn .

I Example 3 (Hamming distance). We choose θ ∈ (0, 1
2 ) such that h(θ) = 0.5 for h(θ) :=

−θ log θ−(1−θ) log(1−θ). Let L = R = {0, 1}n. We define the bipartite graph G = (L∪R,E)
so that two strings (vertices) from L and R are connected if and only if the Hamming
distance between them is θn. Clearly |L| = |R| = 2n. The degree of each vertex is
D =

(
n
θn

)
= 20.5n+O(logn). Lemma 2 applies to this graph. Therefore, for most (x, y) ∈ E we

have (2). In the sequel we denote this graph by GHamθ,n .

We are interested in properties of (x, y) that are much subtler than those from Lemma 2.
For example, we would like to know whether there exists a z materializing a part of the
mutual information between x and y (i.e., such that C(z|x) ≈ 0, C(z|y) ≈ 0, and C(z)� 0).
These subtler properties are not determined completely by the “complexity profile” of (x, y).
In particular, we will see that some of these properties are different for pairs (x, y) from
Example 1 and Example 2 on the one hand and from Example 3 on the other hand. In the
next section we will show that some information theoretic properties of (x, y) are connected
with the spectral properties of these graphs.

Randomized communication protocols in the information theoretic framework. In our
main results we discuss communication protocols with two parties, Alice and Bob, who are
given inputs x and y. We will assume that Alice and Bob are given the ends of some edge
(x, y) from GPln , from GEucn , or from GHamθ,n .
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We admit randomized communication protocols with private sources of randomness.
Technically this means that besides the inputs x and y, Alice and Bob are given strings of
random bits, rA and rB respectively. We assume that both rA and rB are binary strings
from {0, 1}m for some m = poly(n).

It is helpful to represent the entire inputs available to Alice and Bob as an edge in a
graph. The data available to Alice are x′ := 〈x, rA〉 and the data available to Bob are
y′ := 〈y, rB〉. We can think of the pair (x′, y′) as an edge in the graph ĜPln := GPln ⊗KM,M

(if (x, y) is an edge in GPln ), or ĜEucn := GEucn ⊗KM,M (if (x, y) is an edge in GEucn ), or
ĜHamθ,n := GHamθ,n ⊗ KM,M (if, respectively, (x, y) is an edge in GHamθ,n ). Here KM,M is a
complete bipartite graph with M = 2m vertices in each part, and ⊗ denotes the usual tensor
product of bipartite graphs.

Keeping in mind Example 1, Example 2, and Example 3, we obtain that for most edges
(x′, y′) in ĜPln , in ĜEucn , and in ĜHamθ,n we have

C(x′) = n + m+O(logn),
C(y′) = n + m+O(logn),
C(x′, y′) = 1.5n + 2m+O(logn).

3 Bounds with the spectral method

3.1 Information inequalities from the graph spectrum
In this section we show that spectral properties of a graph can be used to prove information
theoretic inequalities for pairs (x, y) corresponding to the edges in this graph. We start with
a reminder of the standard considerations involving the spectral gap of a graph.

Let G = (L∪R,E) be a regular bipartite graph of degree D on 2N vertices (|L| = |R| = N ,
each edge e ∈ E connects one vertex from L with another one from R, and each vertex is
incident to exactly D edges). The adjacency matrix of such a graph is a (2N)×(2N) zero-one

matrix H of the form
(

0 J

J> 0

)
(the N ×N submatrix J is usually called bi-adjacency

matrix of the graph; Jab = 1 if and only if there is an edge between the a-th vertex in L
and the b-th vertex in R). Let λ1 ≥ λ2 ≥ . . . ≥ λ2N be the eigenvalues of H. Since H is
symmetric, all λi are real numbers. It is well know that for a bipartite graph the spectrum is
symmetric, i.e., λi = −λ2N−i+1 for each i. As the degree of each vertex in the graph is equal
to D, we have λ1 = −λ2N = D. We focus on the second eigenvalue of the graph λ2; we are
interested in graphs such that λ2 � λ1 (that is, the spectral gap is large).

I Remark 4. If the bi-adjacency matrix of the graph is symmetric, then the spectrum of the
(2N)× (2N) matrix H consists of the eigenvalues of the N ×N matrix J and their opposites.
This observation makes the computation of the eigenvalues simpler.

It is immediately clear that the bi-adjacency matrices of the bipartite graphs from
Example 2 and Example 3 are symmetric. For Example 1 this is also true, since a point with
coordinates (x, y) and a line indexed (a, b) are incident if a · x− y − b = 0.

In the sequel we will use the fact that for the graphs from Example 1 and Example 2 the
value of λ2 is much less than λ1 = D:

I Lemma 5 (see lemma 5.1 in [15]). For the bipartite graph GPln from Example 1 (incident
points and lines on plane F2

q) the second eigenvalue is equal to √q =
√
D.
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I Remark 6. We prove the main result of this paper (Theorem 2) for the construction of
(x, y) from Example 1. The same result can be proven for a similar (and even somewhat
more symmetric) construction: we can take lines and points in the projective plane over a
finite field. The projective plane has spectral properties similar to Lemma 5.

I Lemma 7 (see theorem 3 in [13]). For the bipartite graph GEucn from Example 2 (a discrete
version of the Euclidean distance) the second eigenvalue is equal to O(√q) = O(

√
D).

I Remark 8. For the tensor product of two graphs G1 ⊗G2, the eigenvalues can be obtained
as pairwise products of the eigenvalues of G1 and G2. So, for the graph ĜPln (see p. 7) the
eigenvalues are all pairwise products of the graph of incidents lines and points GPln and the
complete bipartite graph KM,M . For GPln the first eigenvalue D and the second eigenvalue√
D. The bi-adjacency matrix of KM,M is the M ×M matrix with 1’s in each cell. It is

not hard to see that its maximal eigenvalue is M and all other eigenvalues are 0. Therefore,
the first eigenvalue of ĜPln is equal to MD and the second one is equal to M

√
D. A similar

observation is valid for GEucn .
It is well known that the graphs with a large gap between the first and the second

eigenvalues have nice combinatorial properties (vertex expansion, strong connectivity, mixing).
One version of this property is expressed by the expander mixing lemma, which was observed
by several researchers (see, e.g., [6, lemma 2.5] or [2, theorem 9.2.1]). We use a variant of
the expander mixing lemma for bipartite graphs (see [5]):

I Lemma 9 (Expander Mixing Lemma). Let G = (L ∪ R,E) be a regular bipartite graph,
where |L| = |R| = N and each vertex has degree D. Then for each A ⊆ L and B ⊆ R we
have

∣∣∣E(A,B)− D·|A|·|B|
N

∣∣∣ ≤ λ2
√
|A| · |B|, where λ2 is the second largest eigenvalue of the

adjacency matrix of G and E(A,B) is the number of edges between A and B.

I Remark 10. In what follows we apply Lemma 9 to the graphs with a large gap between D
and λ2. This technique is pretty common. See, e.g., [21, Theorem 3] where the Expander
Mixing Lemma was applied to the graph from Example 1. Due to technical reasons, we
will need to apply the Expander Mixing Lemma not only to the graph GPln from Example 1
and GEucn from Example 2 but also to the tensor product of these graphs and a complete
bipartite graph, see below.
In what follows we use a straightforward corollary of the expander mixing lemma:

I Corollary 11. (a) Let G = (L ∪ R,E) be a graph satisfying the same conditions as in
Lemma 2 with λ2 = O(

√
D). Then for A ⊆ L and B ⊆ R such that |A| · |B| ≥ N2/D we

have

|E(A,B)| = O

(
D · |A| · |B|

N

)
. (3)

(b) Let G = (L∪R,E) be the same graph as in (a), and let KM,M be a complete bipartite
graph for some integer M . Define the tensor product of these graphs Ĝ := G⊗KM,M (this
is a bipartite graph (L̂ ∪ R̂, Ê) with |L̂| = |R̂| = N ·M , with degree D ·M). Then for all
subsets A ⊂ L̂ and B ⊂ R̂ such that |A| · |B| ≥ (MN)2/D inequality (3) holds true.

(See the proof of the corollary in the full version of the paper.)
Now we translate the combinatorial property of mixing in the information-theoretic

language. We show that a large spectral gap in a graph implies some inequality for Kolmogorov
complexity that is valid for each pair of adjacent vertex in this graph. We do it in the next
lemma, which is the main technical ingredient of the proof of our main result.
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I Lemma 12. Let G = (L ∪R,E) be a graph satisfying the same conditions as in Lemma 2,
with |L| = |R| = N and degree D = O(

√
N). Assume also that the second largest eigenvalue

of this graph is λ2 = O(
√
D). Let KM,M be a complete bipartite graph for some M = 2m.

Define the tensor product of these graphs Ĝ := G⊗KM,M .
For each edge (x, y) in Ĝ and for all w, if C(x|w) + C(y|w) > 1.5n+ 2m then we have

I(x : y|w) ≥ 0.5n+O(log k), where k = n+m.

I Remark 13. Note that Lemma 12 applies to the graphs from Example 1 and Example 2
due to Lemma 5 and Lemma 7 respectively.

Proof. Denote a = C(x|w) and b = C(y|w). By the assumption of the lemma we have
a+ b > 1.5n+ 2m. Let A be the set of all x′ ∈ L such that C(x′|w) ≤ a and B be the set of
all y′ ∈ R such that C(y′|w) ≤ b. Note that by definition A contains x and B contains y. In
what follows we show that for all pairs (x′, y′) ∈ (A×B)∩E we have C(x, y) ≤ a+ b− 0.5n.

B Claim 1. We have |A| = 2a+O(log k) and |B| = 2b+O(log k).

Proof of the claim 1: We start with a proof of the upper bounds. Each element of A can be
obtained from w with a programs (description) of length at most a. Therefore, the number
of elements in A is not greater than the number of such descriptions, which is at most
1 + 2 + . . .+ 2a < 2a+1. Similarly, the number of elements in B is less than 2b+1.

Now we proceed with the lower bounds. Given w and an integer number a we can take all
programs of size at most a, apply them to w and run in parallel. As some programs converge,
we will discover one by one all elements in A (though we do not know when the last stopping
program terminates, and when the last element of A is revealed). The element x must appear
in this enumeration. Therefore, we can identify it given its position in this list, which requires
only log |A| bits. Thus, we have C(x|w) ≤ log |A|+O(log k) (the logarithmic additive term is
needed to specify the binary expansion of a). On the other hand, we know that C(x|w) = a.
It follows that |A| ≥ 2a−O(log k), and we are done. The lower bound |B| ≥ 2b−O(log k) can be
proven in a similar way. C

B Claim 2. The number of edges between A and B is rather small: |(A × B) ∩ E| ≤
O
(
D·|A|·|B|

N

)
.

Proof of the claim 2: By Claim 1 we have |A| = 2a+O(log k) and |B| = 2b+O(log k). Since
a + b > 1.5n we obtain |A| · |B| = 2a+b+O(log k) > 21.5n+2m = (NM)2/D. Hence, we can
apply Corollary 11 (b) and obtain the claim. C

B Claim 3. For all pairs (x′, y′) ∈ (A×B)∩E we have C(x′, y′|w) ≤ log |E(A,B)|+O(log k).

Proof of the claim 3: Given a string w and the integer numbers a, b, we can run in parallel
all programs of length at most a and b (applied to w) and reveal one by one all elements of
A and B. If we have in addition the integer number n, then we can construct the graph G
and enumerate all edges between A and B in the graph G. The pair (a′, b′) must appear in
this enumeration. Therefore, we can identify it by its ordinal number in this enumeration.
Thus, C(x′, y′|w) ≤ log |E(A,B)|+O(log k), where the logarithmic term involves the binary
expansions of n, a, and b.

Now we can finish the proof of the lemma. By claim 3, we have C(x′, y′|w)≤ log |E(A,B)|+
O(log k) for all pairs x′, y′ ∈ (A×B)∩E. By using claim 2, we obtain C(x′, y′|w) ≤ logD+
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log |A|+log |B|− logN+O(1).With claim 1 this rewrites to C(x′, y′|w) ≤ a+b−0.5n+O(1).
Now we apply this inequality to the initial x and y:

I(x : y|w) = C(x′|w) + C(y′|w)− C(x′, y′|w) +O(logn)
≥ a+ b− (a+ b− 0.5n) +O(log k)−O(logn) = 0.5n+O(logn). C

J

3.2 Information inequalities for a secret key agreement
In this section we prove some information theoretic inequalities that hold true for the objects
involved in a communication protocol: the inputs given to Alice and Bob, the transcript of
the communication, and the final result computed by Alice and Bob.

In the sequel we use the following lemma from [16] (see also a similar result proven for
Shannon entropy in [7]):

I Lemma 14 ([16]). Let us consider a communication protocol with two parties. Denote by x
and y the inputs of the parties, and denote by t = t(x, y) the transcript of the communication
between the parties. Then I(x : y|t) ≤ I(x : y) +O(logn), where n is the sum of complexities
of x, y, t.

I Proposition 15 (Muchnik’s theorem on conditional descriptions, [14]). (a) Let a and b be
arbitrary strings of length at most n. Then there exists a string p of length C(a|b) such that
C(p|a) = O(logn) and C(a|p, b) = O(logn).

(b) Let a, b1, b2 be arbitrary strings of length at most n. Then there exist strings q1,
q2 of length C(a|b1) and length C(a|b2) respectively such that C(qj |a) = O(logn) and
C(a|bj , qj) = O(logn) for j = 1, 2; we may also require that one of the strings q1, q2 is a
prefix of another one. As usual, the constants in O(logn)-notation do not depend on n.

I Remark 16. In Proposition 15(a) the string p can be interpreted as an almost shortest
description of a conditional on b that satisfies a nice additional property: it can be easily
computed given a. Similarly, in Proposition 15(b) the strings q1 and q2 can be interpreted as
almost shortest descriptions of a given b1 and b2 respectively. The non-trivial part of (b) is
the requirement that one of the strings q1, q2 (the shorter one) is a prefix of the other (the
longer) one. In particular, if C(a|b1) = C(a|b2), then q1 = q2, and we can use one and the
same shortest program to transform b1 or b2 into a.

We combine Lemma 14 and Proposition 15 to prove the next technical lemma.

I Lemma 17. Assume a deterministic communication protocol for two parties on inputs x
and y gives transcript t and denote n = C(x, y, t).
(a) C(t|x, y) = O(logn); (b) C(t|x) = I(t : y|x)+O(logn); (c) C(t|y) = I(t : x|y)+O(logn);
(d) C(t|x) + C(t|y) = I(t : x|y) + I(t : y|x) +O(logn) ≤ C(t) +O(logn);
(e) There exist tx and ty such that

C(tx) = C(t|x) and C(ty) = C(t|y),
C(tx|t) = O(logn) and C(ty|t) = O(logn),
C(t|tx, x) = O(logn) and C(t|ty, y) = O(logn),
C(tx, ty) = C(tx) + C(ty) +O(logn).

Speaking informally, tx and ty are “fingerprints” of t that can play the roles of (almost)
shortest descriptions of t conditional on x and y respectively. The last condition means that
the mutual information between tx and ty is negligibly small.
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This lemma is a technical statement, and its claim (e) might look artificial. However, this
claim has an intuitive motivation. In natural examples of communication protocols, each
message of Alice can be chosen in such a way that it is has virtually no mutual information
with Bob’s input y (even given all the previous messages of the protocol as a condition).
Similarly, each message of Bob can be chosen in such a way that it has virtually no mutual
information with Alice’s input x (again, given all the previous messages of the protocol as a
condition). In such a “natural” protocol, the communication transcript can be subdivided into
two components with (virtually) no mutual information between them: the first component
tA consists of all Alice’s messages, and the second component tB consists of all Bob’s messages.
Then, these components would have properties similar to those of ty and tx in the lemma.
Thus, a transformation of the transcript t into a pair 〈tx, ty〉 can be interpreted as a reduction
of an arbitrary protocol to a “compressed” form.

If a protocol is not “natural” in the sense explained above, we can compress all its messages
using Muchnik’s method (Lemma 15). But technically, the reduction of an arbitrary protocol
to its compressed version is more involved when the number of rounds in the protocol is
unbounded. In this case we have to use a less intuitive argument based on Lemma 14, which
helps to handle the transcript of a protocol in one piece, without splitting it into separate
messages. The complete proof of Lemma 17 is given in the full version of the paper.

3.3 Proof of the main result

Now we are ready to combine the spectral technique from Section 3.1 and the information
theoretic technique from Section 3.2 and prove our main result.

Proof of Theorem 2. Let us take a pair of (x, y) from Example 1 or Example 2. We know
that it satisfies (2). Assume that in a communication protocol π Alice and Bob (given as
inputs x and y respectively) agree on a secret key z of size δ(n). We will prove a lower
bound on the communication in this protocol. To simplify the notation, in what follows we
ignore the description of π in all complexity terms (assuming that it is a constant, which is
negligible compared with n).

In this proof we will deal with four objects: the inputs x′ = 〈x, rA〉 and y′ = 〈y, rB〉, the
transcript t, and the output of the protocol (secret key) z. Our aim is to prove that C(t)
cannot be much less than 0.5n. This is enough to conclude that the length of the transcript
measured in bits (which is exactly the communication complexity of the protocol) also cannot
be much less than 0.5n. Due to some technical reasons that will be clarified below we need
to reduce in some sense the sizes of t and z.

Reduction of the key. First of all, we reduce the size of z. This step might seem counter-
intuitive: we make the assumption of the theorem weaker suggesting that Alice and Bob
agree on a rather small secret key. We know from [16] that C(z) can be pretty large (more
specifically, it can be of complexity 0.5n + O(logn)). However, we prefer to deal with
protocols where Alice and Bob agree on a moderately small (but still not negligibly small)
key. To this end we may need to degrade the given communication protocol and reduce the
size of the secret key to the value µ logn (the constant µ to be chosen later). It is simple to
make the protocol weaker: if the original protocol provides a common secret key z of bigger
size, then in the degraded protocol Alice and Bob can take only the δ(n) first bits of this key.
Thus, without loss of generality, we may assume that the protocol gives a secret key z with
complexity δ(n) = µ logn.
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Reduction of the transcript. Now we perform a reduction of t. We known from Lemma 14
that the difference I(x′ : y′)− I(x′ : y′|t) is non-negative. We want to reduce t to a t′ such
that the difference I(x′ : y′) − I(x′ : y′|t′) is exactly 0 (here exactly means, as usual, an
equality that holds up to O(logn)). To this end, we apply Lemma 17 to the triple (x′, y′, t)
and obtain tx and ty, which play the roles of optimal descriptions of t given the conditions
x′ and y′ respectively. We let t′ := 〈tx, ty〉. Though technically this t′ is not a transcript of
any communication protocol, we will see that in some sense it behaves similarly to the initial
transcript.

We know from Lemma 17(d,e) that C(t′) ≤ C(t) +O(logn). Thus, to prove the theorem,
it is enough to show that C(t′) ≥ 0.5n− 2δ(n)−O(logn).

I Lemma 18. For t′ = 〈tx, ty〉 we have the following equalities:
(a) C(x′|t′, z) = n+m− C(ty)− δ(n) +O(logn),
(b) C(y′|t′, z) = n+m− C(tx)− δ(n) +O(logn), and
(c) I(x′ : y′|t′, z) = I(x′ : y′)− C(z) +O(logn) = 0.5n− δ(n) +O(logn).

(See the proof of the lemma in the full version of the paper.)
Now we are ready to prove the theorem. Assume that

C(tx) + C(ty) < 0.5n− 2δ(n)− λ logn. (4)

If the constant λ is large enough, then we obtain from Lemma 18(a,b) C(x′|t′, z)+C(y′|t′, z) >
1.5n + 2m. Now we can apply Lemma 12 (the spectral bound applies to Example 1 and
Example 2, see Remark 13), which gives

I(x′ : y′|t′, z) ≥ 0.5n+O(logn). (5)

Comparing Lemma 18(c) and (5) we conclude that δ(n) = O(logn) (the constant hidden in
O(·) depends only on the choice of optimal description method in the definition of Kolmogorov
complexity). This contradicts the assumption δ(n) = µ logn, if µ is chosen large enough.
Therefore, the assumption in (4) is false (without this assumption we cannot apply Lemma 12
and conclude with (5)).

The negation of (4) gives C(t) ≥ C(tx) + C(ty) − O(logn) ≥ 0.5n − 2δ(n) − O(logn),
and we are done. J

4 Pairs with a fixed Hamming distance

Theorem 2 estimates communication complexity of the protocol in the worst case. For some
classes of inputs (x, y) there might exist more efficient communication protocol. In this
section we study one such special class – the pairs (x, y) from Example 3. The spectral
argument from the previous section does not apply to this example. The spectral gap for the
graph from Example 3 is too small: for this graph we have λ2 = Θ(λ1), while in Example 1
and Example 2 we had λ2 = O(

√
λ1) (the eigenvalues of the graph from Example 3 can be

computed explicitly, see [3] and the survey [11]).
It is no accident that our proof of Theorem 2 fails on Example 3. In fact, the statement of

the theorem is not true for (x, y) from this example. In what follows we show that given these
x and y Alice and Bob can agree on a secret key of any size m (intermediate between logn
and n/2) with communication complexity Θ(m). The positive part of this statement (the
existence of a communication protocol with communication complexity O(m)) is proven in
Theorem 3. The negative part of the statement (the lower bound Ω(m) for all communication
protocols) is proven in Theorem 4.
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I Theorem 3. For every δ ∈ (0, 1) there exists a two-parties randomized communication
protocol π such that given inputs x and y from Example 3 (a pair of n-bit strings with the
Hamming distance θn and complexity profile (2)) Alice and Bob with probability > 0.99
agree on a secret key z of size δn/2 − o(n) with communication complexity O(δn). (The
constant hidden in the O(·) does not depend on n or δ.)

Sketch of the proof. It is enough to apply the communication protocol from Theorem 1 (see
[16]) to the prefixes of x and y of length δn. See the full version of the paper for details. J

I Theorem 4. For every δ ∈ (0, 1) for every randomized communication protocol π such
that for inputs x and y from Example 3 Alice and Bob with probability > 0.99 agree on a
secret key z of size ≥ δn, the communication complexity is at least Ω(δn). (The constant
hidden in the Ω(·) does not depend on n or δ.)

Sketch of the proof. The argument is based on the following fact proven in [17]. For some
k = O(1) there exist two sequences of n-bit binary strings x1, . . . , xk and y1, . . . , yk such that

I(xi : yi|xi+1) = O(logn) for i = 0, . . . , k − 1,
I(xi : yi|yi+1) = O(logn) for i = 0, . . . , k − 1,
I(xk : yk) = O(logn)

(here x0 = x and y0 = y). The lower bound for communication complexity can be proven
with standard information inequalities applied to x = x0, x1, . . . , xk and y = y0, y1, . . . , yk,
see the full version of the paper for details. J

5 Conclusion

In Theorem 2 we have proven a lower bound for communication complexity of protocols with
private randomness. The argument can be extended to the setting where Alice and Bob use
both private and public random bits (the private sources of randomness are available only to
Alice and Bob respectively; the public source of randomness is available to both parties and
to the eavesdropper). Thus, the problem of the worst case complexity is resolved for the most
general natural model of communication. At the same time, we have no characterization of
the optimal communication complexity of the secret key agreement for pairs of inputs (x, y)
that do not enjoy the spectral property required in Corollary 11. In particular, there is a
large gap between constant hidden in the O(δn) notation in Theorem 3 and in the Ω(δn)
notation in and Theorem 4, so the question on the optimal trade-off between the secret key
size and communication complexity for (x, y) from Example 3 remains open (cf. Conjecture 1
in [10] for an analogous problem in Shannon’s setting).

Our main result is proven only for communication protocols where Alice and Bob use at
most m ≤ poly(C(x) + C(y)) random bits. The reason is that the proven bounds involve an
error term O(logm), which comes from the Kolmogorov–Levin theorem. We conjecture that
Theorem 2 remains valid without this restriction, although our proof fails if the number of
public random bits used in the protocol is super-polynomial.
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Abstract
We show that the problem of deciding whether in a multi-player perfect information recursive game
(i.e. a stochastic game with terminal rewards) there exists a stationary Nash equilibrium ensuring
each player a certain payoff is ∃R-complete. Our result holds for acyclic games, where a Nash
equilibrium may be computed efficiently by backward induction, and even for deterministic acyclic
games with non-negative terminal rewards. We further extend our results to the existence of Nash
equilibria where a single player is surely winning. Combining our result with known gadget games
without any stationary Nash equilibrium, we obtain that for cyclic games, just deciding existence
of any stationary Nash equilibrium is ∃R-complete. This holds for reach-a-set games, stay-in-a-set
games, and for deterministic recursive games.
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1 Introduction

The most common solution concept for noncooperative games is that of a Nash equilibrium
(NE), which was shown by Nash [26] to be guaranteed to exist in finite games in strategic
form. On the other hand, existence of a NE is not guaranteed in more general models of
games, and one must therefore settle for weaker solutions. From a computational point
of view this leads to the natural problem of deciding whether a given game admits a NE.
Likewise, if a NE is guaranteed to exist this leads to the natural problem of computing a
NE. In case a NE exists it will generally not be unique, and some NE may be more desirable
than others. For instance, if comparing two different NE, all players may strictly prefer the
first NE and we might consider the second NE undesirable. From a computational point
of view this leads to the natural problem of deciding whether a given game admits a NE
in which every player receives payoff meeting a given payoff demand. The computational
complexity of these three basic problems naturally depends heavily on the model of games
under consideration.

In the basic setting of finite games in strategic form, the computational complexity of
these problems is now well understood. The problem of computing a NE was shown to be
PPAD-complete for 2-player games by Daskalakis, Goldberg, and Papadimitriou [13] and
Chen and Deng [11] and FIXP-complete for m-player games, when m ≥ 3, by Etessami and
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Yannakakis [15]. The problem of deciding existence of a NE meeting given payoff demands
was shown to be NP-complete for 2-player games by Gilboa and Zemel [18] and ∃R-complete
for m-player games, when m ≥ 3, by Garg et al. [17].

Littman et al. [25] studied the arguably much simpler case of two-player perfect information
extensive form games, which we shall refer to simply as tree games. Here a NE is guaranteed
to exist and may be computed efficiently by backward induction [34]. In this way one may
in fact always find a pure NE. On the other hand, players are in general required to make
probabilistic choices in order to ensure maximum possible payoff. While Littman et al. devise
an efficient algorithm for computing the set of NE payoffs for deterministic games, they
show that for two-player games with chance-nodes, it is NP-hard to decide existence of a NE
meeting given payoff demands. One may for two-player games also prove NP-membership of
this problem, thereby settling its complexity.

A more general setting where backward induction also show existence and efficient
computation of NE is that of perfect information games that are given as a directed acyclic
graph. We shall refer to these simply as acyclic games. Here the strategies of the players
may in general depend on past history, but we shall here mainly be interested in the simple
case when strategies just depend on the current node of the graph, i.e. stationary strategies.

Our main result is that for m-player perfect information acyclic games, m ≥ 7, it is ∃R-
complete to decide existence of a stationary NE meeting given payoff demands. This problem
is thus presumably significantly harder for acyclic games than for tree games. Recently
several works have proved ∃R-completeness for decision problems about NE in multiplayer
games, but these all concerns games in strategic form [28, 17, 2, 3, 21, 1], or the even more
general models of extensive-form games with perfect recall but imperfect information [21]
and extensive form games with imperfect recall [20]. In contrast, our results are the first
∃R-completeness results for perfect information games.

Acyclic games form a special case of perfect information recursive games, which again form
a special case of perfect information stochastic games. The complexity of deciding existence
of a NE meeting given payoff demands in multiplayer stochastic games was first studied
systematically by Ummels and Wojtczak [33, 31]. Motivated by applications to verification
and synthesis of reactive systems, they study the cases of games where players have ω-regular
objectives and of mean-payoff games, in addition to the special case of recursive games.
Ummels and Wojtczak show that the problem of existence of a NE meeting given payoff
constraints1 is undecidable for 10-player recursive games with non-negative terminal rewards
or for deterministic 14-player recursive games. Since then, Das et al. [12] improved this,
by showing undecidability of recursive games with non-negative terminal rewards with just
5 players. In the more general setting of concurrent games, Bouyer et al. [7] even showed
undecidability of the problem of existence of a NE where a given player is surely winning for
deterministic concurrent 3-players games with reachability objectives.

In order to obtain decidability, Ummels and Wojtczak considered positional and stationary
NE. For existence of stationary NE meeting given payoff constraints, they prove NP-hardness
for 2-player recursive games with non-negative terminal rewards and for n-player deterministic
recursive games (with n being part of the input), and they prove SqrtSum-hardness for
4-player recursive games with non-negative terminal rewards and for 8-player deterministic
recursive games. On the other hand, they show PSPACE-membership of existence of a NE

1 Ummels and Wojtczak consider having both lower bounds (i.e. demands) and upper bounds on payoffs.
Their results however also holds with few changes assuming just payoff demands.
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meeting given payoff constraint for recursive games, games with common ω-regular objectives,
and mean-payoff games. One may observe that their proofs in fact give ∃R-membership (cf.
Section 3.4).

From our initial ∃R-completeness result we show that deciding existence of a stationary
NE meeting given payoff demands is ∃R-complete also for deterministic 13-player acyclic
games with non-negative terminal rewards. To prove this we make use of a modified version
of a gadget constructed by Ummels and Wojtczak [31] to simulate chance nodes. To use this
modified gadget we rely on the fact, that we have proved ∃R-hardness for acyclic games. In
passing, we also observe that the chance node gadget can be combined with the NP-hardness
result for tree games of Littman et al. [25] to give NP-hardness for deterministic tree games.
Due to space constraints, we refer to the full version of the paper for this result [23].

Combining our results with known gadget games without any stationary NE, we obtain
that for cyclic games, just deciding existence of any stationary NE is ∃R-complete. This
holds for reach-a-set games, stay-in-a-set games, and for deterministic recursive games.
Ummels previously proved NP-hardness and SqrtSum-hardness for deciding existence of
any stationary NE in reach-a-set games [30, Corollary 4.9]. The gadgets used for the last
two constructions were only constructed recently and to use them we again rely on the fact
that we have proved ∃R-hardness for acyclic games.

2 Preliminaries

For a finite set S, let ∆(S) denote the set of probability distributions on S. Denote by
∆n ⊆ Rn+1 the standard n-simplex {x ∈ Rn+1 | x ≥ 0∧

∑n+1
i=1 xi = 1}. We may then identify

∆n and ∆({1, . . . , n + 1}) in the natural way. Denote by ∆n
c ⊆ Rn the standard corner

n-simplex {x ∈ Rn | x ≥ 0 ∧
∑n
i=1 xi ≤ 1}.

We next define the types of games, payoffs, and equilibria we consider in this paper.
Striving for a uniform exposition we modify common definitions in slight and non-essential
ways.

2.1 Perfect Information Stochastic Games

An m-player perfect information stochastic game G is given by a directed graph (digraph)
D = (V,A). For u ∈ V denote by N+(u) = {v ∈ V | (u, v) ∈ A} the out-neighborhood of u.
Let T = {u ∈ V | N+(u) = ∅} denote the set of sink nodes of D, also called the terminals.
The non-terminal nodes are partitioned into disjoint sets V \ T = V0 ∪ V1 ∪ · · · ∪ Vm, where
V0 is the set of chance nodes and Vi is the set of Player i nodes, when i ≥ 1. To each v ∈ V0
is assigned a probability distribution πv ∈ ∆(N+(v)). We say the game G is deterministic if
V0 = ∅.

We fix an initial node u0 ∈ V from which play proceeds in rounds. A history of play is
an infinite sequence (uk)k≥0 such that (uk, uk+1) ∈ A when uk /∈ T and uk+1 = uk when
uk ∈ T . Let H∞ denote the set of all such histories. A finite history is a prefix of a history
of play. For i ≥ 0 and v ∈ Vi, let Hi,v denote the set of finite histories (uk)Kk=0 ending in
node uK = v. For i ≥ 0, let Hi = ∪v∈Vi

Hi,v denote the finite histories ending in a node in
Vi, and finally let H = ∪i≥0Hi denote the set of all finite histories. If some prefix of a play
is contained in Hi,v for some i and v ∈ Vi we say that the play reaches v. A finite history
h = (uk)Kk=0 ∈ H defines a subgame G[h] of G with uK being the initial node of G[h], play
proceeding from uK in rounds extending h.

MFCS 2020
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2.1.1 Strategies and Equilibria
A strategy τi for Player i assigns to each h ∈ Hi,v a probability distribution τi(h) ∈ ∆(N+(v)),
viewed as a function N+(v)→ [0, 1]. The strategy τi is stationary if τi(h) = τi(h′) for every
h, h′ ∈ Hi,v and every v ∈ Vi, i.e. when τi only depends on v. It is pure if τi(h) is a single-point
distribution for every h ∈ Hi. A positional strategy is a strategy that is simultaneously pure
and stationary.

A strategy profile τ = (τ1, . . . , τm) consists of a strategy for each player. The strategy
profile is stationary, pure, or positional if all of its strategies are stationary, pure, or positional,
respectively. The set of plays that extend a given finite history h = (uk)Kk=0 is called a
cylinder set. The total probability of these plays is given by the product

∏K−1
k=0 pk(uk+1)

where pk = τi(u0, . . . , uk) when uk ∈ Vi for some i ≥ 1 and where pk = πuk
when uk ∈ V0.

By Carathéodory’s extension theorem this defines a unique probability measure on the Borel
σ-algebra generated by the cylinders sets. Assume now that each Player i is equipped with
a bounded Borel measurable utility function ui : H∞ → R. Let u : H∞ → Rm denote the
vector function of utilities u(h) = (u1(h), . . . , um(h)). Given a strategy profile τ , the expected
payoff Ui(x) for Player i is given by Ui(τ) = Eτ [ui(h)]. We let U(τ) = (U1(τ), . . . , Um(τ))
denote the payoff profile of τ .

Given a strategy profile τ we let τ−i = (τ1, . . . , τi−1, τi+1, . . . , τm) denote the strategy
profile of all players except Player i. Given a strategy τ ′i for Player i, we let (τ−i; τ ′i) denote
the strategy profile (τ1, . . . , τi−1, τ

′
i , τi+1, . . . , τm). We also denote (τ−i; τ ′i) by τ \ τ ′i . We say

that τ ′i is a best reply for Player i to τ if ui(τ \ τ ′i) ≥ ui(τ \ τ ′′i ) for all strategies τ ′′i of Player i.
We say that τ is a Nash equilibrium (NE) if τi is a best reply to τ for every Player i.

Any finite history h ∈ H induces a conditional strategy τi[h] in the subgame G[h] from a
strategy τi of Player i. We say that τ = (τ1, . . . , τm) is a subgame perfect equilibrium (SPE)
if the conditional strategy profile τ [h] = (τ1[h], . . . , τm[m]) is a NE in G(h), for every h ∈ H.

2.1.2 Utility Functions
We shall consider several different types of utility functions which in turn gives rise to different
classes of games. In a recursive game [16] only plays that reach a terminal are assigned
non-zero utility. We may thus view the utility functions as functions ui : T → R, also
known as terminal rewards. Recursive games where all terminal payoffs are non-negative or
non-positive are respectively called non-negative recursive games and non-positive recursive
games. If we normalize the utility functions to take values in the range [−1, 1], every terminal
reward vector u(v), for v ∈ T , can be written as a convex combination

∑k
i=1 αkpk of vectors

pk ∈ {−1, 0, 1}m. By replacing terminal nodes with payoff u(v) with an additional chance
node going to a terminal with payoff pk with probability αk, we transform a recursive game
into an equivalent recursive game with terminal reward vectors from the set {−1, 0, 1}m.

In a mean-payoff game [19, 14], Player i is given a reward function ri : V → R and the
utility assigned to a play h = (uk)k≥0 is ui(h) = lim inf

K→∞
1
K

∑K−1
k=0 ri(uk), for all i. Note that

a recursive game is a special case of a mean-payoff game, where all non-terminal nodes are
given reward 0.

Utility functions that are indicator functions of Borel sets of plays are called objectives.
For convenience we simply identify the objective with its defining set of plays. For S ⊆ V ,
the reachability objective Reach(S) is the set of plays that reach a node in S and the safety
objective Safe(S) is the set of plays that only reach nodes in S. Games in which all players
have reachability objectives are called reach-a-set games [10] and games in which all players
have safety objectives are called stay-in-a-set games [29]. We say that Reach(S) is a terminal
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reachability objective if S ⊆ T and similarly that Safe(S) is a terminal safety objective if
V \ T ⊆ S. Note that a reach-a-set game with terminal reachability objectives is equivalent
to a recursive game with terminal rewards from the set {0, 1}. Likewise, a stay-in-a-set
game with terminal safety objectives is equivalent to a recursive game with terminal rewards
from the set {−1, 0}. Other objectives of interest are the standard ω-regular objectives of
Büchi, co-Büchi, Parity, Streett, Rabin, Muller objectives, see e.g. [33] for definitions. These
objectives all generalize terminal reachability and safety objectives.

2.1.3 Games on Trees and DAGs
When the digraph D of a given perfect information stochastic game G is acyclic we refer to
G as an acyclic game. Likewise, when D is a tree we refer to G as a tree game. A tree game
is in particular an acyclic game.

In an acyclic game we have that every play reaches a terminal. For a general acyclic
game there may be multiple plays reaching the same terminal, but for a tree game there
is a unique play reaching each specific terminal. Thus for a tree game we may view the
utility functions simply as terminal payoffs. This also means that tree games correspond
exactly to perfect information extensive form games. The method of backward induction [34]
shows existence of a (pure) SPE for any terminal payoff acyclic game, and by considering
the unfolding of an acyclic game into a tree game, also a SPE for any acyclic game.

2.2 The Existential Theory of the Reals
The existential theory of the reals ETR is the set of all true sentences of the form ∃x1, . . . , xn ∈
R : ϕ(x1, . . . , xn), where ϕ is a quantifier-free Boolean formula of inequalities and equalities
of polynomials with integer coefficients. Schaefer and Štefankovič [28] defined the complexity
class ∃R as the closure of ETR under polynomial time many-one reductions. Alternatively,
∃R is equal to the constant-free Boolean part of the class NPR [8], which is the analogue
class to NP in the Blum-Shub-Smale model of computation [4]. Clearly NP ⊆ ∃R and from
the decision procedure by Canny [9] we have that ∃R ⊆ PSPACE.

A fundamental complete problem for ∃R is the problem Quad of deciding whether a
system S of quadratic polynomials in n variables with integer coefficients has a solution in
Rn [4]. Schaefer [27] proved that the similar problem Quad(B(0,1)) of deciding whether
the system S has a solution in the unit ball is also ∃R-complete. Analogously one can prove
(cf. [21]) that the problem Quad(∆c) of deciding whether the system S has a solution in the
corner simplex ∆n

c is ∃R-complete.
Define HomQuad(∆) as the problem of deciding whether a system S ′ of homogeneous

quadratic polynomials in n variables with integer coefficients has a solution in the unit
simplex ∆n−1. This problem will form the basis of our ∃R-hardness results.

I Proposition 1. HomQuad(∆) is ∃R-complete.

Proof. Membership of ∃R is straightforward. To obtain ∃R-hardness we reduce from
Quad(∆c). Suppose S is a system of quadratic equations in n − 1 variables x1, . . . , xn−1.
Introduce the slack variable xn = 1−

∑n−1
i=1 xi. We may then homogenize each polynomial of

S forming the set of homogeneous quadratic polynomials S ′, replacing constant terms of the
form a by

∑n
i=1
∑n
j=1 axixj and degree 1 terms of the form axi by

∑n
j=1 axixj . Solutions

of S in ∆n−1
c then correspond exactly to solutions of S ′ in ∆n, by either introducing or

dropping the slack variable xn. J
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3 ∃R-Completeness of Stationary NE

Consider an m-player game G and let L ∈ Rm be a vector of payoff demands. We say
that a strategy profile τ satisfies the payoff demands L if U(τ) ≥ L (with component-wise
comparison).

Our main result is a precise characterization of the complexity of deciding existence of
stationary NE in perfect information recursive games satisfying given payoff demands.

I Theorem 2. It is ∃R-complete to decide whether for a given m-player recursive game G
and payoff demands L ∈ Rm there exists a stationary NE τ with U(τ) ≥ L. The problem is
∃R-complete even for acyclic 7-player recursive games with non-negative rewards. The same
result holds for the analogous problem for stationary SPE.

Membership of ∃R follows by expressing that τ is a stationary NE (SPE) satisfying the
given payoff demands by an existential first-order formula over the reals. This is done by
expressing for all i that τi is an optimal solution of the Markov Decision Process (MDP) for
Player i that results from fixing the strategies of the other players according to τ−i. Ummels
and Wojtczak give a detailed proof for the (more general) case of mean-payoff games [31,
Theorem 7] (see the full version of the paper [32] for the actual proof). We return to this in
Section 3.4.

Our proof of ∃R-hardness is by reduction from the problem HomQuad(∆) and involves
several gadget games that we describe next. In the following let S be a system of homogeneous
quadratic polynomials q1(x), . . . , q`(x) in variables x = (x1, . . . , xn). We write qk(x) =∑n
i=1
∑n
j=1 a

k
ijxixj for k = 1, . . . , `, and assume that coefficients are scaled to be rational

numbers in the interval [−1, 1]. That is akij ∈ Q and −1 ≤ akij ≤ 1, for all i, j, k.
I Remark 3. For clarity, drawings of the many gadget games are provided in accompanying
figures. Chance nodes v ∈ V0 are diamond-shaped with out-going arcs labelled by the values
of πv. Nodes v ∈ Vi controlled by Player i are circular nodes labelled with i above and
unlabelled out-going arcs. Nodes themselves may also contain labels, though these labels are
only used to refer to the specific nodes inside the proofs.
The first gadget is the variable selection game Gvar shown in Figure 1. An initial chance
node leads to Player 1 nodes v1, . . . , vn, each chosen with probability 1

n . In node vi, Player 1
makes a binary choice between either giving payoff 1 to Player 2 and Player 4 or to Player 3
and Player 5 and all other players payoff 0. We let xi denote the probability of the former
choice, and let x = (x1, . . . , xn). Since 0 ≤ xi ≤ 1, it follows that x ≥ 0 and ‖x‖1 ≤ n.

vi

1

→
(0, 1, 0, 1, 0, 0, 0)

(0, 0, 1, 0, 1, 0, 0)

xi

1− xi

(a) The nodes vi of Gvar.

→

v1

vn

1
n

1
n

...

(b) The game Gvar.

Figure 1 The variable selection game Gvar.

The payoff analysis of Gvar is straightforward.

I Lemma 4. The payoff profile of the subgame of Gvar starting from node vi is equal to
(0, xi, 1− xi, xi, 1− xi, 0, 0), for i = 1, . . . , n. The payoff profile of the game Gvar itself is of
the form (0, 1

n‖x‖1, 1− 1
n‖x‖1,

1
n‖x‖1, 1− 1

n‖x‖1, 0, 0).



K.A. Hansen and S. C. Sølvsten 45:7

We eventually want to enforce that x ∈ ∆n−1 by payoff demands. Note that this can be
obtained locally in Gvar by payoff demands 1

n for Player 2 and n−1
n for Player 3.

The second gadget is the multiplication game Gmul(i, j, α), defined for 1 ≤ i, j ≤ n and
α ∈ [0, 1] and shown in Figure 2. Note that it connects to nodes vi and vj of Gvar. By Lemma 4
these may be viewed as terminal nodes with reward vectors (0, xi, 1− xi, xi, 1− xi, 0, 0) and
(0, xj , 1−xj , xj , 1−xj , 0, 0), and we shall do so in the analysis in order to be able to analyze
Gmul(i, j, α) separately.

First Player 2 and Player 3 are able to threat to leave to node vi. Otherwise Player 1 is
given a binary choice: either continue or give Player 1 and Player 3 reward 1. We denote by
x′i the probability of the former choice. If Player 1 continues, Player 4 and Player 5 are able
to threat to leave to node vj . Otherwise Player 1 is given a binary choice between terminal
reward vectors (1, 1, 0, 1, 0, α, 1− α) and (1, 1, 0, 0, 1, 0, 0). We denote by x′j the probability
the former choice.

vi

w1

2

→ w2

3

w3

1

(1, 0, 1, 0, 0, 0, 0)

w4

4

w5

5

vj

w6

1

(1, 1, 0, 1, 0, α, 1− α)

(1, 1, 0, 0, 1, 0, 0)

x′
i

1− x′
i

x′
j

1− x′
j

Figure 2 The multiplication game Gmul(i, j, α).

I Lemma 5. Any NE payoff profile of Gmul(i, j, α) in which Player 1 receives payoff 1 is of
the form (1, xi, 1− xi, xixj , xi(1− xj), αxixj , (1− α)xixj).

Proof. For Player 1 to receive payoff 1, neither of Player 2, 3, 4, or 5 execute their threats to
leave to vi or vj with positive probability. Conditioned on play reaching node w3, Player 2
and Player 3 receives payoff x′i and 1− x′i, respectively. Thus, unless x′i = xi, either Player 2
or Player 3 would gain by leaving to vi in node w1 or w2. Similarly, conditioned on play
reaching node w6, Player 4 and Player 5 receive payoff x′j and 1 − x′j , respectively. Thus,
unless x′j = xj , either Player 4 or Player 5 would gain by leaving to vj in node w4 or w5. It
follows that the payoff profile is as claimed. J

The third gadget is the polynomial evaluation game Gpoly(k) defined by the polynomial
qk(x) and shown in Figure 3. First Player 6 and Player 7 are in turn able to threat to leave
to a terminal giving payoff 1/(2n2) (and all other players payoff 0). Otherwise a chance node
leads to the game Gmul(i, j, (1 + akij)/2), with probability 1/n2, for i, j = 1, . . . , n.

The analysis of Gpoly(k) follows by using Lemma 5.

I Lemma 6. Any NE payoff profile of Gpoly(k) in which Player 1 receive payoff 1 is of the
form(

1, 1
n
‖x‖1, 1− 1

n
‖x‖1, ( 1

n
‖x‖1)2, 1

n
‖x‖1(1− 1

n
‖x‖1), 1

2n2 (‖x‖2
1 + qk(x)), 1

2n2 (‖x‖2
1 − qk(x))

)
.

Proof. For Player 1 to receive payoff 1, neither Player 6 nor Player 7 execute their threats
to leave directly to the terminal nodes. Likewise, Player 1 must receive payoff 1 in each
of the games Gmul(i, j, (1 + akij)/2), each of which by Lemma 5 then has the payoff profile
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6

→

(0, 0, 0, 0, 0, 1
2n2 , 0)

7

(0, 0, 0, 0, 0, 0, 1
2n2 )

Gmul(1, 1,
1+ak

1,1
2 )

Gmul(i, j,
1+ak

i,j

2 )

Gmul(n, n,
1+ak

n,n

2 )

1
n2

1
n2

Figure 3 The polynomial evaluation game Gpoly(k).

(1, xi, 1 − xi, xixj , xi(1 − xj), (1 + akij)xixj/2, (1 − akij)xixj/2). Taking the average of this
over all pairs i, j ∈ {1, . . . , n} is easily seen to yield the claimed payoff vector. For instance,
the payoff of Player 6 is equal to

1
n2

n∑
i=1

n∑
j=1

(
1 + ak

ij

2

)
xixj = 1

2n2

((
n∑

i=1

xi

n∑
j=1

xj

)
+

n∑
i=1

n∑
j=1

ak
ijxixj

)
= 1

2n2 (‖x‖2
1 + qk(x)) .

J

I Corollary 7. If ‖x‖1 = 1 and Player 1 receives payoff 1 in a NE of Gpoly then qk(x) = 0.

Proof. Again, for Player 1 to receive payoff 1, neither of Player 6 and Player 7 execute their
threats to leave directly to the the terminal nodes. For this to happen it is required that

1
2n2 (‖x‖2

1 + qk(x)) ≥ 1
2n2 and 1

2n2 (‖x‖2
1 − qk(x)) ≥ 1

2n2 . When ‖x‖1 = 1 this implies that
1

2n2 qk(x) ≥ 0 and − 1
2n2 qk(x) ≥ 0, and thus qk(x) = 0. J

v0

↓

Gvar

Gpoly(1)

Gpoly(`)
1
2

1
2

1
`

1
`

...

Figure 4 The game G(S).

We now have all the ingredients needed for our ∃R-hardness proof.

Proof of Theorem 2. We already discussed the proof of ∃R-membership. For proving ∃R
hardness we reduce from HomQuad(∆). As above, let S be a system of homogeneous
quadratic polynomials q1(x), . . . , q`(x) in variables x = (x1, . . . , xn). We construct the
game G(S) as shown in Figure 4. Using initial chance nodes, play proceeds to Gvar with
probability 1

2 and to Gpoly(k) with probability 1
2` , for k = 1, . . . , `.

We shall prove that G(S) has a stationary NE satisfying the payoff demands

L =
(

1
2 ,

1
n
, 1− 1

n
,

1 + n

2n2 ,
n2 − 1

2n2 ,
1

4n2 ,
1

4n2

)
,

if and only if there exists x ∈ ∆n−1 such that qk(x) = 0, for all k.
Suppose first that G(S) has a NE satisfying the payoff demands L. Since Player 1

receives payoff 0 in Gvar, Player 1 must receive payoff 1 in every game Gpoly(k). Thus by
Lemma 6 Player 2 and Player 3 receive payoff 1

n‖x‖1 and 1− 1
n‖x‖1, respectively, which by
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Lemma 4 also is their payoff in Gvar. We conclude that 1
n‖x‖1 and 1 − 1

n‖x‖1 is also the
payoff of Player 2 and Player 3 in G(S). The payoff demands L gives that 1

n‖x‖1 ≥ 1
n and

1− 1
n‖x‖1 ≥ 1− 1

n , which implies ‖x‖1 = 1. By Corollary 7 this implies qk(x) = 0 for all k.
Suppose now that x ∈ ∆n−1 is such that qk(x) = 0 for all k. We let Player 1 play

according to x in Gvar and consistent to that (i.e. also according to x) in Gmul(i, j, (1+akij)/2),
for all i, j, k. We let all other players not execute any of their threats. It remains to be
shown that this strategy profile τ is a NE. No strategy profile yields payoff larger than 1

2 to
Player 1, so Player 1 has no incentive to change strategy. What remains to prove is that
no player gains from executing a threat. In Gmul(i, j, (1 + akij)/2), if either Player 2 or 3
execute their threat to vi in Gvar then their payoff stays unchanged, since Player 1 is playing
according to xi in both vi and w3. Likewise, the payoffs for Player 4 and Player 5 are neither
improved by executing their threat to vj . In Gpoly(k), since ‖x‖1 = 1 and qk(x) = 0, Player 6
and Player 7 are both receiving payoff 1

2n2 which is also exactly what they would receive by
executing their threat. This concludes the proof that x defines a NE. Let us finally note that
the payoff profile of Gvar is (0, 1

n , 1−
1
n ,

1
n , 1−

1
n , 0, 0) and the (average of) the payoff profiles

of Gpoly(k) is (1, 1
n , 1−

1
n ,

1
n2 ,

1
n (1− 1

n ), 1
2n2 ,

1
2n2 ), and the average of these is exactly L. Let

us finally note that τ is easily seen to in fact be a SPE. J

I Remark 8. We only used the first 3 entries of the payoff demands L to argue a NE satisfying
the payoff demand implies the system S is satisfied. We could therefore equivalently have
used the demands L = ( 1

2 ,
1
n ,

n−1
n , 0, 0, 0, 0).

3.1 Deterministic Games
Ummels and Wojtczak [31] constructed a gadget that allows for simulation of a chance node
by a deterministic game under certain conditions. Ummels and Wojtczak used this to prove
that deciding existence of a stationary NE is SqrtSum-hard for 8-player recursive games.
Their proof constructs games with both positive and negative terminal rewards. Terminals
with negative rewards are used to make a player prefer infinite play away from terminals to
such a terminal. We describe their gadget below, modified to have non-negative terminal
rewards (and thus not applicable in the reduction of Ummels and Wojtczak). In acyclic
games, as we have constructed, any play reaches a terminal, and in turn makes non-negative
rewards sufficient.

Let p ∈ ∆n
c with ‖p‖1 < 1. We construct a gadget game Gchance(p) with designated nodes

u1 . . . , un in order to simulate a single chance node that for each i = 1, . . . , n continues play
in nodes ui with probability pi and with the remaining probability 1− ‖p‖1 > 0 leads to a
terminal ⊥.

Define q1, . . . , qn by

qi =
1−

∑n
j=i pj

1−
∑n
j=i+1 pj

.

Note that
∏n
j=i qj = 1 −

∑n
j=i pj for all i = 1, . . . , n. The chance node described above

can be simulated by the following stochastic process in steps k = 0, . . . , n. When k < n,
we select node un−k as the outcome with probability 1 − qn−k, and otherwise proceed to
the next step k + 1 with probability qn−k. When k = n, we end with outcome ⊥. Then
the probability of outcome ui is equal to (1 − qi)

∏n
j=i+1 qj = (

∏n
j=i+1 qj) − (

∏n
j=i qj) =

(1−
∑n
j=i+1 pj)− (1−

∑n
j=i pj) = pi as required.

The game Gchance(p) shown in Figure 5 consists of non-terminal nodes si, ti, ri and ui, for
i = 1, . . . , n, with the initial node being sn. Player 1 has the role of implementing the chance
node, whereas Player 2 and Player 3 incentivize Player 1 to play using the probabilities
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sn

2

→ ti+1

1

si

2

ri

3

ti

1

t1

1

(1, 0, 1)· · · · · ·
q′

i+1 q′
1

(0, 1− q̂n, 0) ui+1 (0, 1− q̂i, 0) (0, 0, q̂i) ui u1

1− q′
i+1 1− q′

i 1− q′
1

Figure 5 The game Gchance(p).

q1, . . . , qn by means of threats. In nodes ti Player 1 has the choice between node ui, or
when i > 1 continuing in node si−1 and when i = 1 end in a terminal with rewards (1, 0, 1),
corresponding to ⊥. Before each node ti, Player 2 and Player 3 are able to threat to end in
terminals with rewards (0, 1− q̂i, 0) and (0, 0, q̂i) from nodes si and ti, respectively, where
we define q̂i by

q̂i =
i∏

j=1
qj =

1−
∑n
j=1 pj

1−
∑n
j=i+1 pj

.

I Lemma 9. Consider the game derived from Gchance(p) where each node ui is changed to be
a terminal node with rewards (1, 1, 0). Then, play according to any stationary NE in which
Player 1 receives payoff 1 reaches terminal ui with probability pi, for all i.

Proof. For Player 1 to receive payoff 1, play must reach either one of the terminals ui or ⊥
with probability 1, so no threat is executed by Player 2 and Player 3. Suppose Player 1
chooses node ui with probability 1− q′i, for every i. Since Player 3 only receives a positive
reward in ⊥, play must reach ⊥ with positive probability which means q′i > 0 for all i. For
a given i and conditioned on play reaching si, Player 2 receives payoff 1 −

∏i
j=1 q

′
j and

Player 3 receives payoff
∏i
j=1 q

′
j . For Player 2 and Player 3 to not execute their threats in si

and ri it is required that 1−
∏i
j=1 q

′
j ≥ 1−

∏i
j=1 qj and

∏i
j=1 q

′
j ≥

∏i
j=1 qj , which implies∏i

j=1 q
′
j =

∏i
j=1 qj . Since this must hold for all i, we have q′i = qi for all i, and thus play

reaches terminal ui with probability pi for all i. J

Using the construction above, we replace the chance nodes in G(S) used to prove Theorem
2. We combine v0 and its two immediate chance nodes into a single one, that leads to
v1, v2, . . . , vn in Gvar with probability 1

4n and Gpoly(1), . . . ,Gpoly(`) with probability 1
4` . With

the remaining probability of 1
2 it leads to a new terminal ⊥0 where all 7 original players of

G(S) receive payoff 0. This modified chance node is replaced by the gadget of Lemma 9,
adding 3 new players. In the terminals of all subgames (including the terminals added next),
the first two newly added players receive payoff 1 while the third receives 0. Similarly, the
chance node within each Gpoly(k) can altered to lead with probability 1

2 to a terminal ⊥k
and with probability 1

2n2 to Gmul(i, j, (1 + aki,j)/2), for all i, j, k. To compensate that original
players receive payoff 0 in ⊥k, the payoff in the threats by the original sixth and seventh
player is decreased to 1

4n2 . Since each Gpoly(k) is independent of the other, then all chance
nodes can be implemented by only another 3 players, the first two of which gain payoff 1 in
all Gmul(i, j, (1 + aki,j)/2) and the last gains payoff 0, while all three gain 0 in the ⊥0 and in
Gvar.

We therefore obtain the following result for deterministic recursive games.
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I Theorem 10. It is ∃R-complete to decide whether for a given m-player deterministic
recursive game G and payoff demands L ∈ Rm there exists a stationary NE τ with U(τ) ≥ L.
The problem is ∃R-complete even for 13-player acyclic deterministic recursive games with
non-negative rewards. The same result holds for the analogous problem for stationary SPE.

Proof. The result follows by similar argumentation as in the proof of Theorem 2 on the
payoff vector L = ( 1

8 ,
3

8n ,
3
8 (1− 1

n ), 0, 0, 0, 0, 1, 0, 0, 1
4 , 0, 0) together with Lemma 9. J

3.2 Stationary NE where a Player Wins Almost Surely
Theorem 2 was proven using a payoff demand L that is non-zero for more than one player.
In applications of verification and synthesis it is of interest to discern whether there exists a
Nash equilibria in a game with terminal rewards in {0, 1}, where a single player can expect
payoff 1.

t1

1

→ t2

2

t3

3

G(S)

( 1
2 ,

1
n ,

n−1
n , 0, 0, 0, 0, 0

)
Figure 6 The game Gsure(S).

Consider the game Gsure(S) in Figure 6, where Player 1, Player 2, and Player 3 can choose
to not continue into the game G(S) used in the proof of Theorem 2, but instead end the
game early at a terminal with payoff L of Remark 8. An eighth player is added, who always
gains payoff 1 in G(S) but only payoff 0 at the newly added terminal. Since this construction
only consists of non-negative fractional terminal rewards, then one may replace all terminals
with chance nodes that lead to binary terminal rewards without altering the expected payoff.
From Theorem 2 we then obtain.

I Theorem 11. It is ∃R-complete to decide whether for a given m-player recursive game
G, in which all rewards are 0 or 1, and a given k, there exists a stationary NE in which
Player k is almost surely winning. The problem is ∃R-complete even for acyclic 8-player
recursive games. The same result holds for the analogous problem for stationary SPE.

Proof. In a stationary NE of Gsure(S), Player 8 is almost surely winning if and only if neither
Player 1, Player 2, nor Player 3 execute their threat to end the game early. Their expected
payoff for executing the threat is respectively 1

2 ,
1
n , and

n−1
n , which also is their expected

payoff in the proof of Theorem 2. That is, the three players effectively enforce the payoff
demand L to G(S). J

3.3 Stationary NE without Payoff Demands
Theorem 2 settles the complexity of deciding existence of stationary NE satisfying payoff
demands. While deciding the mere existence of any NE may seem an easier problem, we
show it is just as hard.

Suppose that we have an m-player gadget game GnoNE which does not have a stationary
NE and Player 1, 2, and 3 receive payoff 0 for all strategy profiles of the players; examples
of such gadgets will be elaborated below. Let L be given by Remark 8. Construct now
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the game G∃NE(S) shown in Figure 7a, where similar to Gsure(S) the first three players can
choose not to go into G(S) but into a different subgame. On this alternative path, a chance
node t4 leads with probability 1

2 to a terminal, which has twice the payoff demand L. In the
other case, the chance node leads to GnoNE.

t1

1

→ t2

2

t3

3

t4

G(S)

GnoNE 2 ·
( 1

2 ,
1
n ,

n−1
n , 0, . . . , 0

)
1
2

1
2

(a) The game G∃NE(S).

t1

1

→

t2

2 t3

3

t8

8

t11

11

G(S)′

GnoNE

(b) The game G′
∃NE(S).

Figure 7 The games G∃NE(S) and G′
∃NE(S).

I Lemma 12. The game G∃NE(S) has a stationary NE if and only if there is a stationary
NE of G(S) satisfying the payoff demands L.

Proof. Since GnoNE does not permit a stationary NE, the game G∃NE(S) has a NE if and
only if none of Player 1, Player 2, and Player 3 execute their threat to go to t4. Similarly
to the proof of Theorem 11, the three players enforce the payoff demand L of Remark 8 to
G(S). J

Boros and Gurvich [5] and Kuipers et al. [24] (cf. [30, Proposition 3.3]) construct a (cyclic)
3-player recursive game with non-negative rewards which has no stationary NE. We may let
Player 4, 5, and 6 take the role of playing in this game, letting Player 1, 2, and 3 receive
reward 0 in all terminals. Together with Theorem 2 we obtain the following result.

I Theorem 13. It is ∃R-complete to decide whether a given m-player recursive game has a
stationary NE, even for 7-player recursive games with non-negative rewards.

In continuation of Section 3.1 we would like to dispense with the chance node t4 to
thereby combine Theorem 10 with Theorem 13. We thus consider the game in Figure 7b,
where t4 has been removed in favor of going directly to GnoNE and a threat is added for the
chance node implemented by Player 8 and 11. Unlike above, since play never reaching a
terminal results in payoff 0, then it is not possible to guarantee positive payoffs in the GnoNE.
Instead, let G(S)′ be the game obtained from G(S) of Theorem 10 where all terminal rewards
of Player 1, 2, 3, 8, and 11 have been decreased by 1

8 ,
3

8n ,
3n−3

8n , 1, and 1
4 , respectively. Since

the game is acyclic, and hence reaches a terminal with probability 1, this does not change
the NE of the game, but just subtracts 1

8 ,
3

8n ,
3n−3

8n , 1, and 1
4 from the NE payoffs of Player 1,

2, 3, 8, and 11, respectively.
Boros et al. [6] recently constructed a deterministic 3-player recursive game without a

stationary NE. As above, we can let Player 4, 5, and 6 take the role of playing in this game .
Repeating the arguments in the proof of Lemma 12 and Theorem 10 we obtain the following
result.

I Theorem 14. It is ∃R-complete to decide whether a given m-player deterministic recursive
game has a stationary NE, even for m = 13.
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3.4 ω-Regular Objectives and Mean-Payoff Games
Ummels and Wojtczak proved membership of PSPACE by giving reductions to ETR for
the problem of deciding existence of a stationary NE meeting given payoff constraints in
several classes of perfect information games. For stochastic games where all players have
Streett or Rabin objectives (Streett-Rabin games) or all players have Muller objectives, the
reduction is non-determistic [33]. For mean-payoff games a deterministic reduction to ETR
is given [31]. Using the characterization of ∃R in terms of nondeterministic Blum-Shub-Smale
machines, the many-one reductions may be combined with decision of ETR, thereby proving
∃R-membership for these problems.

Street-Rabin games generalize reach-a-set games and stay-in-a-set games where all object-
ives are terminal. One may prove ∃R-membership for general reach-a-set and stay-in-a-set
games in a similar way as Ummels and Wojtczak did.

I Theorem 15. It is ∃R-complete to decide whether a given m-player perfect information
reach-a-set game has a stationary NE, even for m = 7.

Proof. Recursive games with non-negative rewards may, after normalizing rewards to [0, 1],
be viewed as a special case of reach-a-set games. The result then follows from Theorem 13. J

I Theorem 16. It is ∃R-complete to decide whether a given m-player perfect information
stay-in-a-set game has a stationary NE, even for m = 7.

Proof. Hansen and Raskin [22] constructed a 2-player perfect information stay-in-a-set
game without any stationary NE. We may use this game in place of GnoNE in the proof of
Theorem 13. Namely, consider transforming the game G∃NE(S) by first dividing all rewards
by 2 and then subtracting 1 from all rewards. This does not alter the set of NE of the game,
but maps all rewards to the interval [−1, 0], which may then be viewed as a stay-in-a-set game
with terminal safety objectives. We may then replace GnoNE by the 2-player stay-in-a-set
game of Hansen and Raskin, where we let Player 4 and Player 5 take the role of the 2 players
and all nodes of this game are excluded from the safe sets of Player 1, 2, and 3. J

Let us finally consider mean-payoff games. Ummels and Wojtczak [31] note that non-
negative fractional terminal rewards may in mean-payoff games be simulated with a simple
cycle where all rewards are chosen from the set {0, 1}. Since the construction of G(S) used
to prove Theorem 2 and 10 only uses non-negative fractional terminal rewards, then with
the ∃R-membership result above we thus obtain analogous results to Theorem 2 and 10 for
mean-payoff games with binary rewards.

I Theorem 17. It is ∃R-complete to decide whether a given m-player perfect information
mean-payoff game where all rewards are 0 or 1 has a stationary NE that satisfies a given
payoff demand, even for m = 7. The same result holds for the analogous problem for
stationary SPE.

I Theorem 18. It is ∃R-complete to decide whether a given m-player deterministic perfect
information mean-payoff game with binary rewards has a stationary NE that satisfies a given
payoff demand, even for m = 13. The same result holds for the analogous problem for
stationary SPE.
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Abstract
For a metric µ on a finite set T , the minimum 0-extension problem 0-Ext[µ] is defined as follows:
Given V ⊇ T and c :

(
V
2

)
→ Q+, minimize

∑
c(xy)µ(γ(x), γ(y)) subject to γ : V → T, γ(t) =

t (∀t ∈ T ), where the sum is taken over all unordered pairs in V . This problem generalizes several
classical combinatorial optimization problems such as the minimum cut problem or the multiterminal
cut problem. The complexity dichotomy of 0-Ext[µ] was established by Karzanov and Hirai, which
is viewed as a manifestation of the dichotomy theorem for finite-valued CSPs due to Thapper and
Živný.

In this paper, we consider a directed version −→0 -Ext[µ] of the minimum 0-extension problem,
where µ and c are not assumed to be symmetric. We extend the NP-hardness condition of 0-Ext[µ]
to −→0 -Ext[µ]: If µ cannot be represented as the shortest path metric of an orientable modular graph
with an orbit-invariant “directed” edge-length, then −→0 -Ext[µ] is NP-hard. We also show a partial
converse: If µ is a directed metric of a modular lattice with an orbit-invariant directed edge-length,
then −→0 -Ext[µ] is tractable. We further provide a new NP-hardness condition characteristic of−→0 -Ext[µ], and establish a dichotomy for the case where µ is a directed metric of a star.
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1 Introduction

A metric on a finite set T is a function µ : T × T → R+ that satisfies µ(x, x) = 0, µ(x, y) =
µ(y, x), and µ(x, y) + µ(y, z) ≥ µ(x, z) for every x, y, z ∈ T , and µ(x, y) > 0 for every
x 6= y ∈ T . For a rational-valued metric µ on T , the minimum 0-extension problem 0-Ext[µ]
on µ is defined as follows:

0-Ext[µ]: Instance : V ⊇ T, c :
(
V

2

)
→ Q+

Min.
∑

xy∈
(
V
2

) c(xy)µ(γ(x), γ(y))

s.t. γ : V → T with γ(t) = t for all t ∈ T, (1)
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where
(
V
2

)
denotes the set of all unordered pairs of V , and xy denotes the unordered pair

consisting of x, y ∈ V . The minimum 0-extension problem was introduced by Karzanov [11],
and also known as the multifacility location problem in facility location theory [15]. Note
that the formulation (1) of 0-Ext[µ] is different from but equivalent to that of [11].

The minimum 0-extension problem generalizes several classical combinatorial optimization
problems: If T = {s, t}, then 0-Ext[µ] is nothing but the minimum s-t cut problem in an
undirected network. If T = {x, y, z} and µ(x, y) = µ(y, z) = µ(z, x) = 1, then 0-Ext[µ] is
the 3-terminal cut problem. Similarly, 0-Ext[µ] can formulate the k-terminal cut problem.
Moreover, 0-Ext[µ] appears as a discretized LP-dual problem for a class of maximum
multiflow problems [10, 11] (also see [7, 8]).

The computational complexity of 0-Ext[µ] depends on metric µ. In the above examples,
the minimum s-t cut problem is in P and the 3-terminal cut problem is NP-hard. In [11],
Karzanov addressed the classification problem of the computational complexity of 0-Ext[µ]
with respect to µ. After [5, 13], the complexity dichotomy of 0-Ext[µ] was fully established
by Karzanov [12] and Hirai [9], which we explain below.

A metric µ on T is called modular if for every s0, s1, s2 ∈ T , there exists an element
m ∈ T , called a median, such that µ(si, sj) = µ(si,m) + µ(m, sj) holds for every 0 ≤ i <

j ≤ 2. The underlying graph of µ is defined as the undirected graph Hµ = (T,U), where
U = {xy ∈

(
T
2

)
| ∀z ∈ T \ {x, y}, µ(x, y) < µ(x, z) + µ(z, y)}. We say that an undirected

graph is orientable if it has an edge-orientation such that for every 4-cycle (u, v, w, z, u), uv
is oriented from u to v if and only if wz is oriented from z to w.

The dichotomy theorem of the minimum 0-extension problem is the following:

I Theorem 1 ([12]). Let µ be a rational-valued metric. 0-Ext[µ] is strongly NP-hard if
(i) µ is not modular, or
(ii) Hµ is not orientable.

I Theorem 2 ([9]). Let µ be a rational-valued metric. If µ is modular and Hµ is orientable,
then 0-Ext[µ] is solvable in polynomial time.

The minimum 0-extension problem constitutes a fundamental class of valued CSPs (valued
constraint satisfaction problem) [9] – a minimization problem of a sum of functions having
a small number of variables. More concretely, 0-Ext[µ] is precisely the finite-valued CSP
generated by a single binary function µ : T × T → Q+ that is a metric. From this viewpoint,
the above complexity dichotomy result (Theorem 1 and 2) is a manifestation of the dichotomy
theorem for finite-valued CSPs obtained by Thapper and Živný [16]. They gave a complete
characterization of tractable finite-valued CSPs in terms of the existence of a certain fractional
polymorphism. Actually Theorem 2 was proved by utilizing a related tractability condition
obtained by Kolmogorov, Thapper, and Živný [14]. However, it is a strong characterization
specialized for the minimum 0-extension problem, which yields an efficient and combinatorial
polynomial time testing algorithm for the tractability of 0-Ext[µ]. Indeed, we can verify
modularity of µ by checking whether m is a median of triple t1, t2, t3 for every m, t1, t2, t3 ∈ T .
We can also verify the orientability of Hµ by orienting each edge in depth first order with
respect to an adjacency relation such that edges uv and zw in each 4-cycle (u, v, w, z, u)
are said to be adjacent. Moreover, a known polynomial time testing algorithm [17] (that is
applicable to 0-Ext[µ]) is based on the ellipsoid method, and of much worse complexity. So
it is a natural direction to seek such an efficient combinatorial characterization for a more
general binary function µ : T ×T → Q+ for which the corresponding valued CSP is tractable.

Motivated by these facts, in this paper, we consider a directed version of the minimum
0-extension problem, aiming to extend the above results. Here, by “directed” we mean
that symmetry of µ and c is not assumed. A directed metric on a finite set T is a function
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µ : T ×T → R+ that satisfies µ(x, x) = 0 and µ(x, y) +µ(y, z) ≥ µ(x, z) for every x, y, z ∈ T ,
and µ(x, y) + µ(y, x) > 0 for every x 6= y ∈ T . For a rational-valued directed metric µ on T ,
the directed minimum 0-extension problem −→0 -Ext[µ] on µ is defined as follows:
−→0 -Ext[µ]: Instance : V ⊇ T, c : V × V → Q+

Min.
∑

(x,y)∈V×V

c(x, y)µ(γ(x), γ(y))

s.t. γ : V → T with γ(t) = t for all t ∈ T.

The minimum s-t cut problem on a directed network is a typical example of −→0 -Ext[µ] in
the case of T = {s, t}, µ(s, t) = 1, and µ(t, s) = 0. Also, the directed minimum 0-extension
problem contains the undirected version. Hence, the complexity classification of the directed
version is an extension of that of the undirected version.

In this paper, we explore sufficient conditions for which −→0 -Ext[µ] is tractable, and for
which −→0 -Ext[µ] is NP-hard. Our first contribution is an extension of Theorem 1 to the
directed version:

I Theorem 3. Let µ be a rational-valued directed metric. −→0 -Ext[µ] is strongly NP-hard if
one of the following holds:
(i) µ is not modular.
(ii) Hµ is not orientable.
(iii) µ is not directed orbit-invariant.

The modularity and the underlying graph Hµ of a directed metric µ are natural extensions
of those of a metric. In 0-Ext[µ], the condition (i) in Theorem 1 contains the condition (iii)
in Theorem 3. See Section 3 for the precise definitions of the terminologies.

We next consider the converse of Theorem 3. It is known [1] that a canonical example
of a modular metric is the graph metric of the covering graph of a modular lattice with
respect to an orbit-invariant edge-length. Moreover, a tractable metric µ in Theorem 2 is
obtained by gluing such metrics of modular lattices [9]. It turns out in Section 3 that a
directed metric excluded by (i), (ii), and (iii) in Theorem 3 also admits an amalgamated
structure of modular lattices. Our second contribution is the tractability for the building
block of such a directed metric.

I Theorem 4. Let µ be a rational-valued directed metric. Suppose that Hµ is the covering
graph of a modular lattice and µ is directed orbit-invariant. Then −→0 -Ext[µ] is solvable in
polynomial time.

See Sections 2 and 3 for the undefined terminologies.
The converse of Theorem 3 is not true: Even ifHµ is a tree (that is excluded by (i), (ii), and

(iii) in Theorem 3), −→0 -Ext[µ] can be NP-hard. On the other hand, 0-Ext[µ] for whichHµ is a
tree is always tractable (see [15]). This is a notable difference between 0-Ext[µ] and−→0 -Ext[µ].
Our third contribution is a new hardness condition capturing this difference. For x, y ∈ T , let
Iµ(x, y) := {z ∈ T | µ(x, y) = µ(x, z) + µ(z, y)}, which is called the interval from x to y. We
denote I := Iµ if µ is clear in the context. For x, y ∈ T , the ratio Rµ(x, y) from x to y is defined
as Rµ(x, y) := µ(x, y)/µ(y, x) (if µ(y, x) = 0, then Rµ(x, y) := ∞). A pair (x, y) ∈

(
T
2

)
is

called a biased pair if Rµ(x, z) > Rµ(z, y) holds for every z ∈ I(x, y) ∩ I(y, x) \ {x, y}, or
Rµ(x, z) < Rµ(z, y) holds for every z ∈ I(x, y)∩ I(y, x) \ {x, y}. A triple (s0, s1, s2) is called
a non-collinear triple if si /∈ I(si−1, si+1) ∩ I(si+1, si−1) holds for every i ∈ {0, 1, 2} (the
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indices of si are taken modulo 3). A non-collinear triple (s0, s1, s2) is also called a biased
non-collinear triple if (si, sj) is a biased pair for every i 6= j. We now state an additional
NP-hardness condition of −→0 -Ext[µ]:

I Theorem 5. Let µ be a rational-valued directed metric on T . If there exists a biased
non-collinear triple for µ, then −→0 -Ext[µ] is strongly NP-hard.

Our forth contribution says that the non-existence of a biased non-collinear triple implies
tractability, provided the underlying graph is a star.

I Theorem 6. Let µ be a rational-valued directed metric on T . If Hµ is a star and there
exists no biased non-collinear triple for µ, then −→0 -Ext[µ] is solvable in polynomial time.

The organization of this paper is as follows. Section 2 provides preliminary arguments
which are necessary for the proofs. Section 3 introduces some notions and shows several
properties in directed metric spaces. Section 4 provides a proof of Theorem 4 (see the full
version for a proof of Theorem 6). To show Theorem 4 and 6, we utilize the tractablity
condition of valued CSPs by Kolmogorov, Thapper, and Živný [14], as in the spirit of [9]
to prove Theorem 2. Section 5 shows one of the hardness results of −→0 -Ext[µ] (see the full
version for proofs of the other hardness results). We prove Theorem 3 and 5 by showing
polynomial-time reductions from the maximum cut problem, which are originated from the
hardness proof of the multiterminal cut problem [6], and were also used by [11, 12] to prove
Theorem 1. Also see the full version for proofs omitted in Section 2, 3, 4, 5.

Notation

Let R, Q, Z, and N denote the sets of reals, rationals, integers, and positive integers,
respectively. Let Q := Q ∪ {∞}, where ∞ is an infinity element. We also denote the sets of
nonnegative reals and rationals by R+ and Q+.

2 Preliminaries

2.1 Modular graphs
Let G = (V,E) be a connected graph. The graph metric dG : V × V → Z is defined as
follows:

dG(x, y) := the number of edges in a shortest path from x to y in G (x, y ∈ V ). (2)

We denote dG simply by d if G is clear in the context. We say that G is modular if its graph
metric dG is modular.

I Lemma 7 ([2]). A connected graph G = (V,E) is modular if and only if the following two
conditions hold:
(i) G is a bipartite graph.
(ii) For vertices p, q ∈ V and neighbors p1, p2 of p with d(p, q) = 1 + d(p1, q) = 1 + d(p2, q),

there exists a common neighbor p′ of p1, p2 with d(p, q) = 2 + d(p′, q).

Let (T, µ) be a metric space. For x, y ∈ T , we denote the interval of x, y by Iµ(x, y) :=
{z ∈ T | µ(x, y) = µ(x, z) + µ(z, y)}. We denote I := Iµ if µ is clear in the context. A
subset X ⊆ T is called a convex set if I(p, q) ⊆ X for every p, q ∈ X. A subset X ⊆ T is
called a gated set if for every p ∈ T , there exists p′ ∈ X, called the gate of p at X, such that
µ(p, q) = µ(p, p′) + µ(p′, q) for every q ∈ X. The gate of p at X is unique. Chepoi [4] showed
the following relation between convex sets and gated sets:
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I Lemma 8 ([4]). Let G = (V,E) be a modular graph. For the metric space (V, d) and a
subset X ⊆ V , the following conditions are equivalent:
(i) X is convex.
(ii) X is gated.

2.2 Modular lattices
Let L be a partially ordered finite set with a partial order �. By a ≺ b we mean a � b and
a 6= b. For a, b ∈ L, we denote by a ∨ b the minimum element of the set {c ∈ L | c � a and
c � b}, and denote by a ∧ b the maximum element of the set {c ∈ L | c � a and c � b}.
If for every a, b ∈ L there exist a ∨ b and a ∧ b, then L is called a lattice. A lattice L is
called modular if for every a, b, c ∈ L with a � c it holds that a ∨ (b ∧ c) = (a ∨ b) ∧ c. For
a � b ∈ L, we let [a, b] denote the interval {c ∈ L | a � c � b}. For a ≺ b ∈ L, a sequence
(a = u0, u1, . . . , un = b) is called a chain from a to b if ui−1 ≺ ui holds for all i ∈ {1, 2, . . . , n}.
Here the length of a chain (u0, u1, . . . , un) is n. We denote by r[a, b] the length of the longest
chain from a to b. For a lattice L, let 0 denote the minimum element of L, and let 1 denote
the maximum element of L. The rank r(a) of an element a is defined by r(a) := r[0, a].

I Lemma 9 (see [3, Chapter II]). Let L be a modular lattice. For a � b ∈ L, the following
condition (called Jordan-Dedekind chain condition) holds:

All maximal chains from a to b have the same length. (3)

By Lemma 9, we can see that for a modular lattice L and a ∈ L, r(a) is equal to the length
of a maximal chain from 0 to a. A modular lattice is also characterised by rank as follows:

I Lemma 10 (see [3, Chapter II]). A lattice L is modular if and only if for every a, b ∈ L,
r(a) + r(b) = r(a ∧ b) + r(a ∨ b) holds.

For a poset L and a, b ∈ L, we say that b covers a if a ≺ b holds and there is no c ∈ L with
a ≺ c ≺ b. The covering graph of L is the undirected graph obtained by linking all pairs a, b
of L such that a covers b, or b covers a. Here we have the following relation between modular
lattices and modular graphs:

I Lemma 11 ([18]). A lattice L is modular if and only if the covering graph of L is modular.

Let L be a lattice. A function f : L → R is called submodular if f(p) + f(q) ≥
f(p∨ q) +f(p∧ q) holds for every p, q ∈ L. If a, b ∈ L are covered by a∨ b, then the pair (a, b)
is called a 2-covered pair. We have the following characterization of submodular functions on
modular lattices:

I Lemma 12. Let L be a modular lattice. A function f : L → R is submodular if and only
if f(a) + f(b) ≥ f(a ∨ b) + f(a ∧ b) holds for every 2-covered pair (a, b).

2.3 Valued CSP
Let D be a finite set. For a positive integer k, a function f : Dk → Q is called a k-ary cost
function on D. For a cost function f , let domf := {x ∈ Dk | f(x) <∞}. Let kf := k denote
the arity of f . Let Cn(D) be the set of all pairs of a cost function f on D of arity at most
n and an assignment σ : {1, 2, . . . , kf} → {1, 2, . . . , n}. The valued constraint satisfaction
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problem (VCSP) on D is defined as follows [19]:

VCSP: Instance : n ∈ N, C ⊆ Cn(D)

Min.
∑

(f,σ)∈C

f(xσ(1), xσ(2), . . . , xσ(kf ))

s.t. x = (x1, x2, . . . , xn) ∈ Dn.

Without loss of generality, we may assume that for any i ∈ {1, 2, . . . , n}, there exist j and
(f, σ) ∈ C that satisfy σ(j) = i (otherwise, we can erase unused variables).

Let Γ be a set of cost functions, which is called a language. The instance of VCSP is
called a Γ-instance if all cost functions in the instance belong to Γ. Let VCSP[Γ] denote the
class of the optimization problems whose instances are restricted to Γ-instances.

Let µ be a directed metric on T . The directed minimum 0-extension problem −→0 -Ext[µ]
is viewed as a language-restricted VCSP. Indeed, let

D := T,

f(x, y) := µ(x, y),
gt(x) := µ(x, t),
ht(x) := µ(t, x),

and let

Γ := {Cf | C ∈ Q+} ∪ {Cgt | t ∈ T, C ∈ Q+} ∪ {Cht | t ∈ T, C ∈ Q+}. (4)

Then we can conclude that −→0 -Ext[µ] is an instance-restricted VCSP[Γ] on D.
Kolmogorov, Thapper, and Živný [14] discovered a powerful criterion for a language Γ

such that VCSP[Γ] is tractable. A special case of this criterion is the following:

I Theorem 13 ([14]). Let D be a lattice, and Γ be a set of cost functions on D. Suppose
that for every f ∈ Γ and x, y ∈ domf , we have

f(x) + f(y) ≥ f(x ∨ y) + f(x ∧ y). (5)

Then VCSP[Γ] can be solved in polynomial time.

3 Directed metric spaces

3.1 Modular directed metrics
We first extend the notions of modularity, medians, and underlying graphs to directed
metric spaces. Let µ be a directed metric on T . We say that µ is modular if and only
if for every s0, s1, s2 ∈ T , there exists an element m ∈ T , called a median, such that
µ(si, sj) = µ(si,m) + µ(m, sj) for every 0 ≤ i, j ≤ 2 (i 6= j). See Figure 1 (a) for an example
of modular directed metrics. We define the underlying graph of µ as the undirected graph
Hµ = (T,U), where

U := {xy ∈
(
T

2

)
| ∀z ∈ T \ {x, y}, µ(x, y) < µ(x, z) + µ(z, y)

or ∀z ∈ T \ {x, y}, µ(y, x) < µ(y, z) + µ(z, x)}. (6)
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Figure 1 (a) a modular directed metric. (b) the underlying graph of (a).

For a directed metric µ on T and v0, v1, . . . , vn ∈ T , we say that a sequence (v0, v1, . . . , vn) is
µ-shortest if µ(v0, vn) =

∑n−1
i=0 µ(vi, vi+1). Bandelt [1] showed that for a modular (undirected)

metric µ, a µ-shortest sequence is also dHµ -shortest. We have the following directed version
of this property:

I Lemma 14. Let µ be a modular directed metric on T , and let v0, v1, . . . , vn ∈ T .
(1) If a sequence (v0, v1, . . . , vn) is µ-shortest, then the inverted sequence (vn, vn−1, . . . , v0)

is also µ-shortest.
(2) If a sequence (v0, v1, . . . , vn) is µ-shortest, then this sequence is also dHµ-shortest.

For a modular directed metric µ on T , let m be a median of x, y, z ∈ T in µ. Then, by
Lemma 14 m is also a median of x, y, z in Hµ. Hence, we have the following lemma:

I Lemma 15. If a directed metric µ is modular, then Hµ is also modular.

3.2 Directed orbits and directed orbit invariance
Let G = (V,E) be an undirected graph. Let ←→E := {(u, v) | uv ∈ E} ⊆ V × V , and
←→
G := (V,←→E ). An element of ←→E is called an oriented edge of E. For a path P from s to t in
G, we orient each edge of P along the direction of P , and we denote by −→P the corresponding
path in←→G . Let −→P and −→W be paths in←→G such that the end point of −→P and the start point of−→
W are identified. Then we denote by −→P ∪ −→W the path obtained by concatenating −→P and −→W
in this order. In particular, if −→W consists of one oriented edge (p, q), then we simply denote
−→
W := (p, q) and −→P ∪ −→W := −→P ∪ (p, q). For −→e ,

−→
e′ ∈

←→
E , we say that −→e and

−→
e′ are projective

if there exists a sequence (−→e = −→e0 ,
−→e1 , ...,

−→em =
−→
e′ ) (−→ei = (pi, qi) ∈

←→
E for each i) such that

(pi, qi, qi+1, pi+1, pi) is a 4-cycle in G for each i. An equivalence class of the projectivity
relation is called a directed orbit. Then we have the following lemma about the number of
oriented edges of each directed orbit included in a shortest path. This is a sharpening of the
result for undirected graphs due to Bandelt [1], and is similarly shown by the proof of the
undirected version.

I Lemma 16 ([1]). Let G = (V,E) be a modular graph, and let −→Q be a directed orbit. For
x, y ∈ V , let P be a path from x to y, and let P ∗ be a shortest path from x to y. Then we
have

|
−→
P ∗ ∩

−→
Q | ≤ |

−→
P ∩

−→
Q |. (7)
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Let G = (V,E) be an undirected graph. If a function h :←→E → R+ satisfies h(−→e ) = h(
−→
e′ )

for every −→e ,
−→
e′ ∈

←→
E belonging to the same directed orbit, then we say that h is directed

orbit-invariant. Let µ be a directed metric on T with the underlying graph Hµ = (T,U).
We say that µ is directed orbit-invariant if µ(u1, u2) = µ(u′1, u′2) holds for every −→u =
(u1, u2),

−→
u′ = (u′1, u′2) ∈ ←→U belonging to the same directed orbit in Hµ. A 4-cycle (p, q, r, s, p)

in Hµ is called a directed orbit-varying modular cycle if µ(p, q)− µ(s, r) = µ(r, s)− µ(q, p) =
µ(p, s)− µ(q, r) = µ(r, q)− µ(s, p) 6= 0. The cycle (p, q, r, s, p) in Figure 1 (b) is an example
of a directed orbit-varying modular cycle.

Bandelt [1] showed that a metric µ is orbit-invariant if µ is modular. A directed metric
µ is not necessarily directed orbit-invariant even if µ is modular. For example, if Hµ is a
directed orbit-varying modular cycle, then µ is modular but not directed orbit-invariant.
The name “directed orbit-varying modular cycle” is motivated by this fact. We now have
the following sufficient condition of a directed metric to be directed orbit-invariant.

I Lemma 17. Let µ be a modular directed metric. Suppose that Hµ has no directed orbit-
varying modular cycle. Then, µ is directed orbit-invariant.

This lemma is used to prove Theorem 3 (iii) in the full version.
We now consider a sufficient condition for which the converse of Lemma 14 (2) holds. For

an undirected metric µ, Bandelt [1] showed that if µ is orbit-invariant and Hµ is modular,
then a dHµ -shortest sequence is also µ-shortest. The similar property also holds for a directed
metric as follows:

I Lemma 18. Let µ be a directed metric on T , and let v0, v1, . . . , vn ∈ T . If µ is directed
orbit-invariant and Hµ is modular, then the following condition holds:

If (v0, v1, . . . , vn) is dHµ-shortest, then it is also µ-shortest. (8)

4 Proof of tractablity

In this section, we give a proof of Theorem 4. Let µ be a directed metric on T , and Γ be the
language defined in (4). Then we see that −→0 -Ext[µ] is a subclass of VCSP[Γ]. Hence, by
Theorem 13 we can prove the tractability of −→0 -Ext[µ] by showing submodularity of µ. To
show submodularity, we imitate the proof of submodularity of metric functions on modular
semilattices in the undirected version [9].

4.1 Proof of Theorem 4
Note that the underlying graph Hµ of µ is the covering graph of a modular lattice L with
a partial order �. We define a partial order � on L × L by (a, b) � (c, d) ⇐⇒ a � c and
b � d (a, b, c, d ∈ L). Then L × L is also a modular lattice. If µ is a submodular function on
L × L, then by Theorem 13 we can conclude that −→0 -Ext[µ] is solvable in polynomial time.
Hence, the following property completes the proof:

I Theorem 19. Let µ be a directed metric. Suppose that Hµ is the covering graph of a
modular lattice L and µ is directed orbit-invariant. Then the function µ : L × L → R+ is
submodular.

Proof. Note that L × L is a modular lattice. By Lemma 12, µ is a submodular function
on L × L if and only if µ(a) + µ(b) ≥ µ(a ∨ b) + µ(a ∧ b) holds for every 2-covered pair
(a, b) (a, b ∈ L×L). Thus, it suffices to show that µ(a) + µ(b) ≥ µ(a∨ b) + µ(a∧ b) holds for
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any 2-covered pair (a, b). Let a = (a1, a2), b = (b1, b2) (a1, a2, b1, b2 ∈ L). Then, it suffices to
consider the following two cases:
(i) a1 = b1, and a2 ∨ b2 covers a2, b2.
(ii) a1 covers b1, and b2 covers a2.

We first consider the case (i). It suffices to show that µ(a1, a2) + µ(a1, b2) ≥ µ(a1, a2 ∨ b2) +
µ(a1, a2 ∧ b2). Let Y := [a2 ∧ b2, a2 ∨ b2]. Then, for every y ∈ Y \ {a2 ∧ b2, a2 ∨ b2}, it holds
that a2 ∨ b2 covers y and y covers a2 ∧ b2, because of Lemma 9 and Lemma 10. Hence, Y
is a convex set in the metric space (T, d) (in this proof, we denote d := dHµ for simplicity).
Since Hµ is modular, by Lemma 8 Y is a gated set. Hence, there exists y∗ ∈ Y such that
d(a1, y) = d(a1, y

∗) + d(y∗, y) holds for every y ∈ Y . Therefore, by Lemma 18, (a1, y
∗, y) is

µ-shortest for every y ∈ Y . If y∗ = a2, then we have

µ(a1, a2 ∨ b2) = µ(a1, a2) + µ(a2, a2 ∨ b2),
µ(a1, a2 ∧ b2) = µ(a1, a2) + µ(a2, a2 ∧ b2),

µ(a1, b2) = µ(a1, a2) + µ(a2, b2). (9)

Furthermore, since µ is directed orbit-invariant, we have µ(a2 ∨ b2, b2) = µ(a2, a2 ∧ b2). In
addition, by Lemma 18 we have µ(a2, b2) = µ(a2, a2 ∨ b2) + µ(a2 ∨ b2, b2). Hence, we have
µ(a1, b2) = µ(a1, a2)+µ(a2, a2∨b2)+µ(a2, a2∧b2). Therefore, we obtain µ(a1, a2)+µ(a1, b2) =
µ(a1, a2 ∨ b2) + µ(a1, a2 ∧ b2). Similarly, if y∗ = b2, we obtain µ(a1, a2) + µ(a1, b2) =
µ(a1, a2 ∨ b2) + µ(a1, a2 ∧ b2). If y∗ = a2 ∨ b2, then we have

µ(a1, a2) = µ(a1, a2 ∨ b2) + µ(a2 ∨ b2, a2),
µ(a1, b2) = µ(a1, a2 ∨ b2) + µ(a2 ∨ b2, b2),

µ(a1, a2 ∧ b2) = µ(a1, a2 ∨ b2) + µ(a2 ∨ b2, a2) + µ(a2, a2 ∧ b2). (10)

Since µ is directed orbit-invariant, we have µ(a2 ∨ b2, b2) = µ(a2, a2 ∧ b2). Hence, by (10) we
obtain µ(a1, a2) + µ(a1, b2) = µ(a1, a2 ∨ b2) + µ(a1, a2 ∧ b2). Similarly, if y∗ = a2 ∧ b2, then
we obtain µ(a1, a2) + µ(a1, b2) = µ(a1, a2 ∨ b2) + µ(a1, a2 ∧ b2). Thus, it suffices to consider
the case when y∗ 6= a2, b2, a2 ∨ b2, a2 ∧ b2. In this case, we have

µ(a1, a2) = µ(a1, y
∗) + µ(y∗, a2 ∨ b2) + µ(a2 ∨ b2, a2) ≥ µ(a1, a2 ∨ b2),

µ(a1, b2) = µ(a1, y
∗) + µ(y∗, a2 ∧ b2) + µ(a2 ∧ b2, b2) ≥ µ(a1, a2 ∧ b2). (11)

Hence, we have µ(a1, a2) + µ(a1, b2) ≥ µ(a1, a2 ∨ b2) + µ(a1, a2 ∧ b2).
For the next, we consider the case (ii). The submodularity is µ(a1, a2) + µ(b1, b2) ≥

µ(a1, b2)+µ(b1, a2). Since Hµ is bipartite, d(a1, b2) is equal to either d(b1, a2) or d(b1, a2)+2
or d(b1, a2) − 2. If d(a1, b2) is equal to d(b1, a2) + 2 or d(b1, a2) − 2, then by Lemma
18 we have µ(a1, a2) + µ(b1, b2) = µ(a1, b2) + µ(b1, a2). Thus, it suffices to consider the
case when d(a1, b2) = d(b1, a2). In this case, d(a1, a2) is equal to either d(a1, b2) − 1 or
d(a1, b2) + 1. Suppose that d(a1, a2) = d(a1, b2) + 1. Then, by Lemma 18 we have µ(a1, a2) =
µ(a1, b2)+µ(b2, a2). Hence, we obtain µ(a1, a2)+µ(b1, b2) = µ(a1, b2)+µ(b2, a2)+µ(b1, b2) ≥
µ(a1, b2) + µ(b1, a2). Consider the case when d(a1, a2) = d(a1, b2)− 1. Similarly, d(b1, b2) is
equal to either d(a1, b2)− 1 or d(a1, b2) + 1, and by the similar argument, we may assume
that d(b1, b2) = d(a1, b2)− 1. Let P be a shortest path in Hµ from a1 to a2. Let z be the
vertex in P that is adjacent to a1. Then, we have d(z, b2) = d(b1, b2) = d(a1, b2)− 1. Hence,
by Lemma 7, there exists a common neighbor w of z, b1 with d(w, b2) = d(a1, b2)− 2. Then,
we have d(z, b2) = d(w, a2) = d(a1, b2)− 1, d(z, a2) = d(z, b2)− 1, and d(w, b2) = d(z, b2)− 1.
Furthermore, since a1 covers b1, we see that z covers w. Hence, we can apply the same
argument to z, w, a2, b2 which we apply to a1, b1, a2, b2 above. By repeating this argument,
we can see that a2 covers b2, but this is a contradiction. J
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5 Proof of hardness

In this section, we give a proof of Theorem 3 for the case (i) (see the full version for proofs
of the other cases and Theorem 5). We prove them by reductions from the maximum cut
problem (MAX CUT). In each reduction, we construct a “gadget” which is a counterexample
to submodularity of the objective function of −→0 -Ext[µ] (in a certain sense). This type of
reduction is originated from the proof of hardness of the 3-terminal cut problem [6]. Also,
Karzanov [11, 12] showed the hardness of the minimum 0-extension problems on undirected
metrics by using similar reductions (Theorem 1). We extend these reductions to directed
cases. We first describe the main idea of a reduction from MAX CUT to −→0 -Ext[µ] in Section
5.1. For the next, we prove Theorem 3 for the case (i) by using this reduction in Section 5.2.

5.1 Approach

Let µ be a rational-valued directed metric on T . Suppose that we are given V ⊇ T and
c : V × V → Q as an instance of −→0 -Ext[µ]. For s0, s1, . . . , sk ∈ T and x0, x1, . . . , xk ∈
V \ T , we denote by τc(s0, x0|s1, x1| · · · |sk, xk) the optimal value of −→0 -Ext[µ] subject to
γ(x0) = s0, γ(x1) = s1, . . . , γ(xk) = sk. We simply denote τ(s0, x0|s1, x1| · · · |sk, xk) :=
τc(s0, x0|s1, x1| · · · |sk, xk) if c is clear in the context. Let τ∗ be the optimal value of −→0 -
Ext[µ] subject to no constraint. Imitating the constructions in [6, 11, 12], we call a pair
(V, c) a gadget if it satisfies the following properties (in other words, “violates submodularity,”
cf. [6]) for specified elements s, t ∈ T and x, y ∈ V \ T .

(i) τ(s, x|t, y) = τ(t, x|s, y) = τ∗,

(ii) τ(s, x|s, y) = τ(t, x|t, y) = τ∗ + δ for some δ > 0,
(iii) τ(s′, x|t′, y) ≥ τ∗ + δ for all other pairs (s′, t′) ∈ T × T. (12)

We now show that there exists a polynomial-time reduction from MAX CUT to −→0 -Ext[µ] if
there exists a gadget (V, c) that satisfies (12) with respect to some s, t ∈ T and x, y ∈ V \ T .
Suppose that we are given a graph G = (U,E) and a positive integer k as an instance of
MAX CUT. In MAX CUT, we are asked whether there exists a partition (S,U \S) such that
the number of edges between S and U \ S is at least k. Let (V, c) be a gadget which satisfies
(12) with respect to s, t ∈ T, x, y ∈ V \ T . For each edge e = uv ∈ E, we replace e by a
copy of (V, c), identifying x with u, and y with v. We also identify copies of each element in
T which belong to different copies of (V, c). The other copied elements are distinct. Then,
for the gadget (V ′, c′) constructed above, the optimal value of −→0 -Ext[µ] with respect to
(V ′, c′) is at most |E|τ∗ + (|E| − k)δ if and only if there exists a cut in G whose size is at
least k (if a partition (S,U \ S) cuts the maximum number of edges, then the optimal value
of −→0 -Ext[µ] is achieved when γ(u) = s for every u ∈ S, and γ(u) = t for every u ∈ U \ S).
This is a polynomial-time reduction from MAX CUT to −→0 -Ext[µ].

5.2 Proof of Theorem 3 for the case (i)

We first introduce the following lemma, which is originated from the proof of Theorem 1 (i)
in [12].

I Lemma 20. Let µ be a rational-valued directed metric on T . If there exists a gadget (V, c)
which satisfies the following properties for a non-collinear triple (s0, s1, s2) in T and distinct
elements zi ∈ V \ T (i = 0, . . . , 5), then −→0 -Ext[µ] is strongly NP-hard.
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(i) τ(si0+1, z0|si1−1, z1|si2 , z2|si3+1, z3|si4−1, z4|si5 , z5) = τ∗ (ij ∈ {0, 1} for each j),
(ii) τ(s′0, z0|s′1, z1|s′2, z2|s′3, z3|s′4, z4|s′5, z5) ≥ τ∗ + δ

for all other sextuplets s′0, s′1, s′2, s′3, s′4, s′5, s′6 and some δ > 0, (13)

where the indices of si are taken modulo 3.

We now show Theorem 3 for the case (i) by use of Lemma 20. The proof we describe below
is a directed version of that of Theorem 1 (i) in [12]. Let µ be a nonmodular rational-valued
directed metric on T . For x, y, z ∈ T , we denote ∆(x, y, z) := µ(x, y) + µ(y, x) + µ(y, z) +
µ(z, y) + µ(z, x) + µ(x, z). Let (s0, s1, s2) be a medianless triple such that ∆(s0, s1, s2)
is minimum. Let ∆̄ := ∆(s0, s1, s2). Take six elements z0, z1, . . . , z5, and let V := T ∪
{z0, z1, . . . , z5}. Let µi := µ(si−1, si+1)+µ(si+1, si−1) and ai := (µi−1 +µi+1−µi)/µi−1µi+1
for i = 0, 1, 2, where the indices of si and µi are taken modulo 3. Then we define a function
c : V × V → Q+ as follows:

c(si, zi+1) = c(zi+1, si) = 1 (0 ≤ i ≤ 5),
c(si, zi+2) = c(zi+2, si) = 1 (0 ≤ i ≤ 5), (14)

where the indices of zi are taken modulo 6. Also we define a function c′ : V × V → Q+ as
follows:

c′(si, zj) = c′(zj , si) = ai (0 ≤ i ≤ 2, 0 ≤ j ≤ 5). (15)

Let N be a sufficiently large positive rational. We define a function c̃ by c̃ := Nc+ c′. We
now show that a gadget (V, c̃) satisfies (13). We first observe that τc̃(γ) is not the optimal
or nearly optimal value if γ(zi) /∈ I(si−1, si+1) ∩ I(si+1, si−1) for some i. Consider the case
when γ(zi) ∈ I(si−1, si+1) ∩ I(si+1, si−1) holds for each i. We show the following claim:

B Claim 21. Let x ∈ I(si−1, si+1) ∩ I(si+1, si−1). Then at least one of the following
conditions holds:
(i) Both of sequences (si, si−1, x) and (x, si−1, si) are µ-shortest.
(ii) Both of sequences (si, si+1, x) and (x, si+1, si) are µ-shortest.

Proof. Suppose that (ii) does not hold. Let i = 1. By the assumption, we have µ(s1, x) <
µ(s1, s2)+µ(s2, x) or µ(x, s1) < µ(x, s2)+µ(s2, s1). Then we have ∆(s0, s1, x) < ∆(s0, s1, s2).
Hence, there exists a median m of s0, s1, x. If m = s0, then (i) holds. If m 6= s0, then we
have

∆(s1,m, s2) = µ(s1, s2) + µ(s2, s1) + µ(s1,m) + µ(m, s1) + µ(s2,m) + µ(m, s2)
< µ(s1, s2) + µ(s2, s1) + µ(s1, s0) + µ(s0, s1) + µ(s2, x) + µ(x,m)
+ µ(m,x) + µ(x, s2)
< ∆(s0, s1, s2). (16)

Hence, there exists a median w of s1,m, s2. However, w is also a median of s0, s1, s2, and
this is a contradiction. J

For each i ∈ {0, 1, . . . , 5}, let gi be the contribution to the value τc̃(γ) from c′(zi, s0), c′(zi, s1),
c′(zi, s2), c′(s0, zi), c′(s1, zi), c′(s2, zi). If γ(zi) = s0, then we have gi = a1µ2 + a2µ1 =
(µ0 +µ2−µ1)/µ0 +(µ1 +µ0−µ2)/µ0 = 2. Similarly, we have gi = 2 when γ(zi) = s1 or s2. We
next consider the case when γ(zi) ∈ I(si−1, si+1)∩ I(si+1, si−1) \ {si−1, si+1}. Let i = 0 and
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ε := µ(s1, γ(z0))+µ(γ(z0), s1). By Claim 21, we may assume that µ(s0, γ(zo))+µ(γ(z0), s0) =
µ2 + ε holds. Hence, we have

g0 = a0(µ2 + ε) + a1ε+ a2(µ0 − ε)
= a0µ2 + a2µ0 + ε(a0 + a1 − a2)
= 2 + ε(a0 + a1 − a2). (17)

Note that we have

µ0µ1µ2(a0 + a1 − a2) = µ0(µ1 + µ2 − µ0) + µ1(µ0 + µ2 − µ1)− µ2(µ0 + µ1 − µ2)
= 2µ0µ1 − µ2

1 − µ2
0 + µ2

2

= µ2
2 − (µ0 − µ1)2 > 0. (18)

Hence, we have g0 > 2. Similarly, for each i ∈ {0, 1, . . . , 5}, we have gi > 2 if γ(zi) ∈
I(si−1, si+1) ∩ I(si+1, si−1) \ {si−1, si+1}. Hence, the gadget (V, c̃) satisfies (13).
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Abstract
We study the complexity of finding an optimal hierarchical clustering of an unweighted similarity
graph under the recently introduced Dasgupta objective function. We introduce a proof technique,
called the normalization procedure, that takes any such clustering of a graph G and iteratively
improves it until a desired target clustering of G is reached. We use this technique to show both
a negative and a positive complexity result. Firstly, we show that in general the problem is NP-
complete. Secondly, we consider min-well-behaved graphs, which are graphs H having the property
that for any k the graph H(k) being the join of k copies of H has an optimal hierarchical clustering
that splits each copy of H in the same optimal way. To optimally cluster such a graph H(k) we thus
only need to optimally cluster the smaller graph H. Co-bipartite graphs are min-well-behaved, but
otherwise they seem to be scarce. We use the normalization procedure to show that also the cycle
on 6 vertices is min-well-behaved.
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1 Introduction

Clustering is an unsupervised machine learning technique and one of the most important
problems in data-mining [3, 9–11]. Given a data set and a pairwise similarity measure, the
task is to partition the data set into clusters so that similar data points belong to the same
cluster. In a hierarchical clustering the data set is recursively partitioned into smaller clusters,
by means of a rooted binary tree whose leaves are in one-to-one correspondence with the
data points. Hierarchical clustering emerged as a central task in the study of phylogenetic
trees [2, 12]. Such a clustering is very general, capturing clustering structure at all levels of
granularity, with a clustering into two parts given by the root of the tree, and finer clusterings
given by lower levels of the tree. Algorithms for hierarchical clustering have been widely used
for many years, but it was only recently that an objective function to measure their quality
was formalized. In a STOC 2017 paper [6] Dasgupta introduced a natural objective function
measuring the global cost of a hierarchical clustering. From now on, this function will be
called the Dasgupta Clustering function - DC function. Several follow-ups to Dasgupta’s
work have appeared, we mention only a couple: in [4], the authors improve the ratio of the
approximation algorithm proposed by Dasgutpa; in [5], the authors revisit the DC function
and propose some axioms that a “good” cost function should satisfy.

In this paper we investigate the complexity of finding the DC-optimal hierarchical
clustering for unweighted similarity graphs. Thus, we assume that any pair of data points has
been marked as either ’similar’ or ’non-similar’ and represent this information as an undirected,
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47:2 Hierarchical Clusterings of Unweighted Graphs

unweighted graph G whose vertex set V (G) is the set of data points and adjacencies represent
similarity. We ask for an HC-tree (a Hierarchical Clustering tree), a rooted binary tree T
with leaves in one-to-one correspondence with V (G), such that the DC-cost of T - i.e. the
sum over all edges uv of G, of the number of leaves of the subtree rooted at the least common
ancestor of u and v - is minimized. Dasgupta [6] showed that the edge-weighted version of
this problem, with weights representing degree of similarity, is NP-complete. In this paper we
focus on unweighted graphs, the hardness of which was left open by Dasgupta [7]. Unweighted
graphs naturally appear in this context, for example in the correlation clustering problem [1].
It is also a common approach to transform a similarity matrix into a similarity graph by
fixing a threshold value that determines whether two objects are similar or not (see [9] for
example). We focus on dense similarity graphs. Such graphs typically appear when there
is a fixed threshold for similarity that is set to be very low, for example the existence of
email correspondence within a single (small) organization, or existence of non-zero trade
relations between countries. We show that the problem remains NP-complete, already for
dense graphs. More precisely, by a reduction building on the one used in [6], we establish the
NP-hardness for unweighted n-vertex graphs where every vertex has at least n−6 neighbours.

Note that all pairs of vertices will be split into distinct clusters at some point in the
HC-tree, namely at their least common ancestor. Minimizing the DC-cost encourages pairs of
adjacent vertices (similar data points) to be split lower in the tree than non-adjacent vertex
pairs (non-similar data points). For example, if G is the complement of a bipartite graph
on color classes A,B then any HC-tree T that splits A and B at the root is optimal, which
follows easily from observations in [6] since G[A] and G[B] are complete graphs. Dasgupta
showed that minimizing the DC-cost of G is equivalent to maximizing the DC-cost of the
complement of G. Thus the previous result can be restated to say that for a bipartite graph
any HC-tree splitting the two color classes at the root will have max DC-cost, rendering
the result trivial as all edges are now split at the root. In the current paper we will usually
take this viewpoint, thus considering unweighted sparse graphs and looking for an HC-
tree maximizing the DC-cost, typically splitting pairs of adjacent vertices, now denoting
non-similarity, at higher levels of the tree.

As noted, bipartite graphs are then trivial, but what other graphs can be handled
efficiently? What about G being a collection of disjoint copies of the same bipartite graph?
Maximizing DC-cost is still trivial, in fact G is again bipartite, so at the root we can simply
split each copy in the same optimal way. Let us define a more complex property generalizing
this behavior. Consider a graph H of max DC-cost W achievable by some HC-tree T and
let the graph H(k) consist of k disjoint copies of H. If we use T to simultaneously cluster
each of the k copies of H then each leaf of T will contain k copies of the same vertex. These
vertices induce a stable set so we can further cluster them in an arbitrary way to get an
HC-tree T (k). Note that this tree will have DC-cost k2W since each edge of H has k copies
in H(k), and the subtree of T (k) that splits an edge contains a multiplicative factor k more
vertices than the similar subtree of T . We call such H max-well-behaved if for any k the
max DC-cost of H(k) is no higher than k2t, and the complement of H min-well-behaved.

We have argued that any bipartite graph is max-well-behaved, but this is not the case
for all H. For a simple example, in Figure 1 we see that complete split graphs are not
max-well-behaved. In this paper, as a spin-off of our NP-completeness proof, we initiate
the study of well-behaved graphs. We introduce a normalization procedure that makes
incremental changes to a given HC-tree of some H(k), while observing monotonicity in the
DC-cost, to arrive at a new HC-tree showing that H is well-behaved. We employ this to
show that the prism graph (the complement of a 6-cycle) is max-well-behaved, and thus C6
min-well-behaved, establishing the aforementioned NP-completeness along the way.
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Figure 1 The complete split graph Q2,3 is not max-well-behaved. We have DC-cost(Q2,3, T ) =
6 × 5 + 1 × 2 = 32 which is the maximum possible. The HC-tree T ′ of Q

(k)
2,3 with k = 2 (vertices

s1, c1, ... in one copy and s′
1, c′

1, ... in the other copy) satisfies DC-cost(Q(k)
2,3, T ′) = 130 which is larger

than DC-cost(Q2,3, T )× k2 = 128, i.e. the DC-cost of the factorized HC-tree clustering both copies
according to T simultaneously.

2 Preliminaries

We use standard graph-theoretic notation [8]. A hierarchical clustering of a similarity graph
G = (V,E) is a full rooted binary tree T , together with a bijection δ from V to L(T ), the set
of leaves of T . We call such a pair (T, δ) an HC-tree of G. For a node t of T we denote by
T [t] the subtree of T rooted at t. The Dasgupta cost function [6] is this (lca means least
common ancestor):

DC-cost(G, (T, δ)) =
∑
uv∈E

w(uv) · |L(T [x])| : x is the lca of δ(u) and δ(v)

and an HC-tree of minimum DC-cost (under Dasgupta’s objective function) is thus an
HC-tree (T ∗, δ∗) that minimizes DC-cost. In this paper, when we talk about “hierarchical
clustering” as a problem, we always refer to the problem of finding a HC-tree that is optimal
(minimum or maximum) with respect to DC-cost.

Dasgupta shows that any HC-tree with minimum weight for graph G is also an HC-
tree with maximum weight for its complement G. We consider only unweighted graphs,
equivalently w(uv) = 1 for all uv ∈ E and 0 otherwise. For any node t ∈ T , we define
G(T,δ)[t] as the subgraph of G induced by δ−1(L(T [t])), the vertices of G mapped to leaves
in T [t]. Similarly, for any two nodes t1, t2 ∈ T with L[t1] ∩ L[t2] = ∅, we define G(T,δ)[t1, t2]
as the bipartite subgraph of G consisting of all edges with one endpoint in δ−1(L(T [t1])) and
the other endpoint in δ−1(L(T [t2])). If (T, δ) is inferred from context, we further shorten
these to G[t] and G[t1, t2]. We can now simplify the Dasgupta cost function on unweighted
graphs as follows:

DC-cost(G, (T, δ)) =
∑

t∈V (T )\L(T )

|V (G[t])| · |E(G[cl, cr])| : cl, cr children of t

We start with a simple but useful fact.

I Property 1. Let G,G′ be two edge-disjoint graphs over the same vertex set V (G), and (T, δ)
an HC-tree of V . The DC-cost of the decomposition on their union GU = (V (G), E(G) ∪
E(G′)) is the sum of the costs on each graph:

DC-cost(GU , (T, δ)) = DC-cost(G, (T, δ)) + DC-cost(G′, (T, δ))

MFCS 2020
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Proof. The cost of (T, δ) on GU is simply the sum, over every edge e ∈ E(GU ), of the size
(i.e. number of vertices) of the subgraph in which e is cut. This is the same as adding
together the sums over every edge in G and every edge in G′. J

I Corollary 1 ( [6], Section 4.1). An HC-tree of G with minimum DC-cost is also an HC-tree
of G with maximum DC-cost.

Proof. G is by definition edge-disjoint from G, therefore DC-cost(GU , (T, δ)) =
DC-cost(G, (T, δ))+DC-cost(G, (T, δ)) by Property 1. But the union of G and G is isomorphic
to Kn where n = |V (G)|, and we know that every HC-tree of Kn has the same cost,
namely 1

3 (n3 − n) ( [6], Theorem 3). Therefore, for any HC-tree (T, δ), DC-cost(G, (T, δ)) =
1
3 (n3 − n)− DC-cost(G, (T, δ)). We conclude that a HC-tree of G with minimum cost is a
HC-tree of G with maximum cost, and vice versa. J

3 Well-behaved Graphs

Minimizing DC-cost of a graph is accomplished by the exact same HC-trees that maximize
DC-cost for the complement graph. However, for specific graph classes, like bipartite graphs,
it can be easy to find an HC-tree maximizing the DC-cost but hard to minimize the DC-cost,
or vice-versa. Let us consider a very simple operation to construct sparse graphs. Take
G(k), consisting of k disjoint copies of some graph G. If we are given an HC-tree T for
G of minimum DC-cost then any HC-tree for G(k) hierarchically clustering each copy of
G as done in T will have minimum DC-cost. However, maximizing the DC-cost for G(k)

seems harder. Given an HC-tree T of maximum DC-cost for G we call any HC-tree for G(k)

that hierarchically clusters each copy of G as in T a factorized HC-tree. Let us define this
formally:

I Definition 2 (Factorized HC-tree). Let G be a graph, (T, δ) an HC-tree of G of maximum
DC-cost W , and k a natural number. A factorized HC-tree (T, δ)(k) of the graph G(k) is
made as follows: Make a copy of (T, δ) and for every node t, make

G
(k)
(T,δ)(k) [t] =

k⋃
i=1

G(T,δ)[t]

This is not a complete HC-tree, since for t ∈ L(T ), G(k)[t] is not a single vertex, but k
vertices. But these k vertices are all disjoint, therefore any extension of this partial HC-tree
will have the same DC-cost k2W and be regarded as a factorized HC-tree.

As previously mentioned, if G is bipartite then for any k the factorized HC-tree for G(k)

will have max DC-cost. We give this property a name.

I Definition 3 (Well-behaved graph). Let G be an unweighted graph, and W the maximum
DC-cost over HC-trees of G. We call G max-well-behaved, or just well-behaved if, for any
natural number k, the maximum Dasgupta cost over HC-trees of the graph G(k) is equal to
k2W . The complementary graph G is called min-well-behaved.

So any bipartite graph G is well-behaved and thus computing the max DC-cost of any
G(k) can be reduced to computing the max DC-cost of G, or equivalently, computing the
min DC-cost of G(k) (the join of k copies of G) reduces to computing the min DC-cost of
G. We may naturally ask: Is every graph well-behaved? On the contrary, counterexamples
abound, even for very small graphs, see Figure 1 for an example.
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How to show that some interesting non-bipartite graph G is well-behaved? We need to
show that for any value of k no HC-tree of G(k) has higher DC-cost than the factorized
HC-tree. We will show this by what we call a normalization procedure on HC-trees: starting
with an arbitrary HC-tree we incrementally, step by step, modify it into the factorized
HC-tree and show that at no step does the cost decrease. We formalize this notion:

I Definition 4 (Safe operation). An operation that takes an HC-tree of a graph G as input
and outputs another HC-tree of the same graph is called safe (for maximization) if the
DC-cost of the input is no larger than the DC-cost of the output.

I Property 2. [Normalization Procedure] Let G have max HC-tree (T, δ). If there is a
procedure that for any k takes as input any HC-tree of G(k), iteratively applies safe operations,
and outputs a factorized HC-tree (T, δ)(k) of G(k) then G is well-behaved.

The prism P is the graph on six vertices shown in Figure 2. It is non-bipartite, and its
complement is a cycle. P exhibits a high degree of symmetry (it is vertex-transitive), and
thus has a limited number of non-isomorphic decompositions. The optimal HC-tree we will
base our normalization procedure around is also shown in Figure 2, and has the maximum
cost of 48 (note P has also another optimal HC-tree). To be convinced that this is indeed
optimal, note that in a minimum optimal HC-tree (T, δ) of its complement, every subgraph
induced by a node in T must be connected if the whole graph is connected. We will show in
Section 5 a normalization procedure for the prism as described in Property 2 to establish the
following:

I Lemma 5. The prism is max-well-behaved, and thus C6 is min-well-behaved.

This result is non-trivial, and should be seen in light of e.g. the five-vertex graph in
Figure 1, whose complement is a 3-cycle and two isolated vertices, that is not max-well-
behaved.

4 NP-Hardness for Unweighted Graphs

Dasgupta shows that for edge-weighted graphs, finding an HC-tree of maximum DC-cost is
NP-hard, by reduction from an NP-complete problem he called NAESAT*:

I Definition 6 (NAESAT*). We are given a boolean CNF formula where every clause contains
either two or three literals (called “2-clauses” and “3-clauses”, respectively), and every variable
appears in exactly one 3-clause, and in exactly two 2-clauses with one appearance positive
and the other negative. Moreover, no 2-clause nor its copy with polarities reversed is part
of any 3-clause. Is there a not-all-equal-satisfying assignment, i.e. one where every clause
contains at least one true and one false literal?

Dasgupta first gave a simple reduction from NAE3SAT, where every clause has exactly 3
literals but there is no restriction on how many times each variable appears in the formula, to
NAESAT*. In that reduction it follows trivially that no 2-clause nor its copy with polarities
reversed will be contained in a 3-clause, so we have included that property in our definition
of NAESAT*. We will assume, as Dasgupta [7] does, that if there is a 2-clause C whose
literals also appear in a 2-clause C ′, but with reversed polarity, then C ′ is removed.

Dasgupta’s reduction to hierarchical clustering takes as input a NAESAT* formula ϕ on
n variables with m = 1

3n 3-clauses and m′ ≤ n 2-clauses, and constructs a graph G with two
vertices for each variable x appearing in the formula ϕ: one corresponding to x and one to
x. For every 2-clause (x̃ ∨ ỹ), where a variable with a tilde above, x̃, is shorthand for “x or

MFCS 2020
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x”, he adds an edge between x̃ and ỹ, and also between x̃ and ỹ (these 2m′ edges are called
the 2-clause edges). For every 3-clause (x̃ ∨ ỹ ∨ z̃), he adds a triangle between x̃, ỹ and z̃,
and also between x̃, ỹ and z̃ (these 6m edges are called the 3-clause edges). In addition, he
adds one edge between x and x for every variable (these n edges are called the matching
edges). He shows that ϕ is in NAESAT* if and only if G has weighted DC-cost at least M
(for some fixed M that we do not specify here). Let us see how this comes about. Given a
not-all-equal assignment of truth values to the n variables of ϕ, he constructs an HC-tree
of G by first splitting V (G) evenly at the root into True literals and False literals and then
splitting all remaining edges at the next level.

This HC-tree cuts all n matching edges at the top since x and x have opposite truth
values. Since the assignment is not-all-equal satisfying all 2m′ 2-clause edges are cut at the
top, and also 4m of the 6m 3-clause edges are cut at the top. Thus 4m+ 2m′ + n are cut at
the top. The remaining 2m 3-clause edges are all disjoint, without sharing any endpoints,
and can thus be cut in one single split at the level below the root. Dasgupta in his reduction
gives a high weight to the matching edges (specifically, the matching edges have weight
2nm + 1) to ensure that any HC-tree of weighted DC-cost M will be a tree that cuts all
matching edges at the top. Note that an HC-tree cutting all matching edges at the top will
naturally define a truth assignment to the variables of the formula. We will show the same
result even when all edges have unit weight; this will imply the following:

I Theorem 7. Hierarchical clustering of unweighted graphs is NP-hard.

Proof. Let the graph G constructed by the Dasgupta reduction when given ϕ be unweighted.
What is then the cost of the HC-tree described above on G, given some not-all-equal
assignment of the underlying Boolean formula ϕ? As described above, in G there are
4m + 2m′ + n edges that are cut at the top and each receive a cost of 2n, and 2m edges
that are split at the next level and each receive a cost of n. The total cost is thus W ∗ =
10nm+4nm′+2n2. We have already argued that if ϕ is not-all-equal-satisfiable then DC-cost
of G is at least W ∗, but now we need to argue the converse. If we restrict to HC-trees that
split V (G) into two equally big parts, then we see that W ∗ is the maximum possible and it
can only be reached if the resulting assignment is not-all-equal satisfying. This is because it
will have to cut all matching edges at the top and furthermore there is no way to cut more
than two edges of a triangle in a single split.

It remains to show that an HC-tree not splitting V (G) evenly at the top will have DC-cost
less than W ∗. To this purpose, we partition the edges of G into two subgraphs G′ and G′′,
with G′ being the graph containing only the 2m′ 2-clause edges, and G′′ containing the
3-clause edges and matching edges. We observe that the 3-clause edges comprise 2m disjoint
triangles, and that the matching edges bind together pairs of triangles, as shown in Figure
2. This means that G′′ is a collection of m disjoint prisms. The graph G′ is also easy to
describe; every variable appears in either one or two 2-clauses. It will belong to a single
2-clause when there was a 2-clause C whose literals also appeared with reversed polarity in
a 2-clause C ′ and C ′ was removed, otherwise it will belong to two 2-clauses. Thus G′ will
be a collection of disjoint components that are 1-regular (single edges) or 2-regular (cycles).
Since G′ is a collection of edges and cycles it is easy to see that no HC-tree whose root is
an uneven split can cut all its 2m′ edges at the top. From Property 1 we know that for an
HC-tree (T, δ) of G we have DC-cost(G, (T, δ)) = DC-cost(G′, (T, δ)) + DC-cost(G′′, (T, δ)).
Thus, for an uneven HC-tree (T, δ) of G to have cost at least W ∗, then DC-cost(G′′, (T, δ)′)
must be strictly higher than W ∗ − 4nm′ since G′ would contribute less than 4nm′. By the
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equality n = 3m, we get

W ∗ − 4nm′ = 10mn+ 2n2 = 30m2 + 18m2 = 48m2

so that G′′ must contribute more than 48m2. But our main Lemma 5 showing that the prism
is well-behaved, implies that 48m2 is the maximum cost achievable for G′′ being m copies of
the prism. It must then be the case that there is no uneven HC-tree of G with cost at least
W ∗.

We conclude that there exists an HC-tree of G with weight at least 10nm+ 4nm′ + 2n2

if and only if the underlying Boolean formula is not-all-equal satisfiable. J

x̃

x̃

ỹ
ỹ

z̃
z̃

x̃ x̃

ỹ ỹ

z̃ z̃
x̃ ỹ

z̃ x̃

ỹ z̃

Figure 2 The prism P , made from 3-clause edges and matching edges. By our definition of
NAESAT*, every 3-clause in ϕ is represented in G. To the middle and right, one possible HC-tree
of P with maximum DC-cost, and the top split of this tree.

5 The Normalization Procedure

We give a normalization procedure for G = P (k) = P1 ∪ P2 ∪ . . . ∪ Pk consisting of k disjoint
copies of the prism P . This procedure takes as input an HC-tree for G, performs a series of
safe operations, and outputs a factorized HC-tree where every prism is clustered according
to the evenly balanced HC-tree T in Figure 2. We could have done this naively by a single
Bottom-Up traversal of the tree, performing some PowerfulBalancing operation on each node
t of the tree. For every possible split of a subgraph of a prism at node t, PowerfulBalancing
would have to perform a safe operation that changes this split into one that is closer to
the desired end goal. However, the number of subgraphs of a prism, and the number of
distinct splits of these subgraphs is very high, 11 and 83 respectively. Thus the naive
PowerfulBalancing is not a practical option to try and prove that the prism is well-behaved.
Instead, our normalization procedure will lower the number of distinct subgraphs and splits
of these subgraphs that appear in a node of the tree before doing the Balancing. In total, we
employ 3 subroutines at each node t of the tree:

Cut Optimization: ensures that every sub-prism split at t involves one of the 6 subgraphs
given in Figure 3 and is split according to one of 8 specific splits plus 6 distinct mirror-
images.
Left-Heavy Distribution: ensures that no sub-prism split at t has the subgraph in the
right child bigger than the one in the left child, restricting to the 8 distinct splits; in the
full version is a picture of these splits.
Balancing: ensures that every sub-prism split at t is split as evenly as possible

MFCS 2020



47:8 Hierarchical Clusterings of Unweighted Graphs

The normalization procedure will make 2 traversals of the tree: the first is a Top-Down
traversal that will perform Cut Optimization on each node, the second is a Bottom-Up
traversal that on each node will perform Left-Heavy Distribution followed by Balancing.
Pseudo-code for this can be found in the full version.

For every prism Pi in G and every internal node t in T , we define Pi[t] to be the subgraph
of Pi that lies inside the cluster at t: Pi[t] = Pi ∩G[t]. Each step of the procedure works on
each of these subgraphs, striving to optimize the way these subgraphs are split.

In the next section we show that after the Cut Optimization is done on all nodes of
the tree, every subgraph Pi[t] is one of the six subgraphs S1, . . . , S6 that are depicted in
Figure 3. This means that in the continuation we only have to consider splits involving these
subgraphs.

We introduce some symbolic notation to easily talk about these splits. Let t be an internal
node in the HC-tree T and let cl and cr be its children. Let Pi[t] be any subgraph. If we
have done Cut Optimization on (T, δ), we know that Pi[t], Pi[cl] and Pi[cr] are isomorphic to
some Sa, Sal

and Sar , respectively. Then we denote the split of Pi at t as Sa → (Sal
, Sar ).

S6 S5 S4 S3 S2 S1

Figure 3 The sub-prisms arising from optimal splits.

We must say a few words on what it means for a subtree of an HC-tree to be fully
normalized, i.e. after we have performed Balancing on the root of the subtree. The end goal
is clear: when we are finished, i.e. when we have performed Balancing on the root r of T , we
want every prism being split into two S3’s at the root, and those S3’s split into S2’s and S1’s
at the children of the root, as seen in Figure 2. But when dealing with the subtree T [t] for a
node t further down the tree, the subgraphs involved can be any Sa. Therefore we define
“fully normalized” as every such Sa in the subtree T [t] being split the same way, for all a.
The allowed splits are S6 → (S3, S3), S5 → (S3, S2), S4 → (S2, S2) and S3 → (S2, S1).

The next sections are devoted to proving that in our normalization procedure, both
the top-down traversal is a safe operation, performing Cut Optimization on every node,
and also the subsequent bottom-up traversal is a safe operation, performing Left-Heavy
Distribution followed by Balancing on every node of the tree. In the full version are a number
of illustrations to help visualizing each step of the normalization procedure.

5.1 Cut Optimization
Let G = P (k) be k disjoint prisms, and let (T, δ) be any HC-tree of G. We look at some
node t ∈ T . Every subgraph Pi[t] is split into two subgraphs Pi[cl] and Pi[cr], with some r
and s vertices, respectively. Not every way to split one graph into two subgraphs with given
numbers of vertices is equally good. The optimal split of Pi[t] into subgraphs with r and s
vertices, is simply the split that cuts the most edges.
I Remark 8. Let G and (T, δ) as above. Let t be an internal node in T with children cl, cr,
and assume that some Pi[t] is split optimally. Furthermore, let S1, . . . , S6 be the graphs
depicted in Figure 3. Whenever Pi[t] = Sa for some a, then Pi[cl] = Sal

and Pi[cr] = Sar
for

some al, ar.
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Proof. It is not hard to verify via simple counting that the subgraphs S1, . . . , S6 have the
minimal number of edges among the subgraphs of the prism. Since there, for any Sa, Sb with
a + b ≤ 6, exists a split of Sa+b into Sa and Sb, this split must cut more edges than any
other split of Sa+b.

Obtaining an optimal split is thus a matter of simply switching around vertices between
Pi[cl] and Pi[cr]. Formally, switching vertices u and v in G with respect to (T, δ) can be
seen as an operation on δ, yielding a new bijection δ′ with the property that δ(u) = δ′(v),
δ(v) = δ′(u), and for every vertex w 6= u, v, δ(w) = δ′(w). This operation preserves the size
of every subgraph of G induced by (T, δ), therefore the only edges affected are the ones that
lie on u or v. We thus conclude that every split that cuts some Sa optimally, cuts it into
Sal

, Sar
for some al, ar. J

I Lemma 9. For any node t ∈ T , Cut Optimization on (T [t], δ) is a safe operation.

Proof. From the proof of Remark 8, we see that for all Pi[t] that is isomorphic to some Sa,
performing Cut Optimization is a safe operation, as it never decreases the DC-cost of (T, δ).
Now, note that we perform this operation on each node of T in top-down fashion. At the
root of T , r, we have that for every 1 ≤ i ≤ k, Pi[r] = P = S6, so the operation is safe on r.
At any other node t, we have already optimized the cuts in u, the parent of t. By Remark 8,
we again have that for every 1 ≤ i ≤ k, there exists some a such that Pi[t] = Sa. Therefore,
the operation also is safe on every other node of T . J

5.2 Left-Heavy Distribution
Now we show that also Left-Heavy Distribution is a safe operation on each node. This step
is performed after Cut Optimization, therefore we can assume every split in the HC-tree is
an optimal one. Furthermore, since this step is done in tandem with the Balancing step, on
each node before moving up to its parent, we can assume that when performing Left-Heavy
Distribution on some node t in T with children cl and cr, then T [cl] and T [cr] are already
fully normalized.

The goal of the second step, Left-Heavy Distribution, is to ensure that for every i,
|Pi[cl]| ≥ |Pi[cr]|. The intuition behind this step is clear: if we first split one component
unevenly, we would expect more uncut edges in the big part than in the small part. Indeed,
this is true for the subgraphs S1, . . . , S6; Sa does not have more edges than Sa+1 for any
a ∈ {1, . . . , 5}. Splitting all components unevenly with the big part on the same side, we
give more weight to these remaining edges when they are cut, further down in T .

We begin by dividing G[t] into two pieces, G[t]L and G[t]R. G[t]L is the union of all those
Pi[t] for which |Pi[cl]| ≥ |Pi[cr]| (the left-heavily split subgraphs), while G[t]R is the union
of all those Pi[t] for which |Pi[cl]| < |Pi[cr]| (the right-heavily split subgraphs). G[t]L and
G[t]R are clearly disjoint, since every connected subgraph lies wholly within one of these
parts. We make a couple of observations about these two subgraphs:
I Remark 10. Every edge in G[cl] is also in G[t]L, and every edge in G[cr] except those
arising from (3-3)-splits is also in G[cr].

Proof. We begin looking at G[cl]: As we have performed Cut Optimization on the HC-tree,
we can assume that Pi[cl] is isomorphic to Sal

for some al ∈ {0, . . . , 6} for every i, and
equivalently every Pi[cr] is isomorphic to some Sar

. Now, for any Pi[t], if this subgraph has
been put into G[t]R it is because it has been split right-heavily, i.e. al < ar. Since al + ar is
at most 6, is follows that al is at most 2. But the optimal subsets of the prism that contain
edges all have at least 3 vertices, therefore Pi[t] cannot contain any edges.
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The proof for G[cr] is roughly equivalent to the one above, but we have to factor in
that there can exist some Pi[cr] in G[t]L that is isomorphic to S3. If this is the case, then
we know that Pi[cl] also must be isomorphic to S3, therefore Pi[t] is a prism that is split
(3-3)-wise. J

I Remark 11. Let (T, δ) be a HC-tree, and t a node with children cl, cr. We give the
children of cl and cr names l1, l2 and r1, r2 respectively. Furthermore, we give the children of
these 4 nodes names x1, x2, x3, x4, y1, y2 and y3, y4 respectively. If T [cl] and T [cr] are fully
normalized, then for every i ∈ {1, . . . , 4}, G[xi] and G[yi] have no edges.

Proof. Assume that T [cl] and T [cr] are fully normalized. By definition, we know that all
the subgraphs in G[cl] and G[cr] have been split optimally as balanced as possible. This
means that all the subgraphs in G[l1], G[l2], G[r1] and G[r2] have at most 3 vertices. These
subgraphs are also split optimally and balanced. This means that for any T [xi] or T [yi],
every subgraph is isomorphic to either of ∅, S1, s2 and thus have no edges. J

When explaining the operation, we assume that the nodes have the same names as in
Remark 11. From here, we identify the nodes that are children of l1, l2, r1 and r2. We then
switch around all the subgraphs that are split right-heavy, so they become left-heavy split.
In the full version is shown a visual representation of this operation. Specifically, we modify
(T, δ) into (T ′, δ′) such that for each pair of nodes xi, yi ∈ T ′, we have

G(T ′,δ′)[xi] = (G(T,δ)[xi] ∩G[t]L) ∪ (G(T ′,δ′)[yi] ∩G[t]R)

G(T ′,δ′)[yi] = (G(T,δ)[xi] ∩G[t]R) ∪ (G(T ′,δ′)[yi] ∩G[t]L)

I Lemma 12. Left-Heavy Distribution on any node t is a safe operation.

Proof. As implied by Remark 11, none of the subgraphs G[xi] or G[yi] have any edges. This
means that for every i, any HC-tree of G(T ′,δ′)[xi] or G(T ′,δ′)[yi] has DC-cost zero. When
this step is done, every edge in G[t] is cut at one of the nodes t, cl, cr, l1 or l2. It is also
evident that every edge is cut in a subgraph that is at least as big in T ′ as it was in T ,
except the edges in cr. Following Remark 10, these edges must necessarily follow from a
S6 → (S3, S3) split at t. The decrease in cost for these edges are therefore matched by the
increase in cost for the other S3 that is split at cl. It follows that (T ′, δ′) has at least as
high DC-cost as (T, δ). Note that every subgraph in T ′[cl] and T ′[cr] is still fully normalized,
since they are split the same way as before. J

5.3 Balancing the HC-tree
Let t be a node of HC-tree (T, δ) on which we have just performed Left-Heavy Distribution.
This means that every split at a node t is optimal and left-heavy, and also that we have
performed Balancing on both its children cl, cr, so that T [cl], T [cr] are both fully normalized.
In the Balancing step we fully normalize T [t]. Since splits at the children are left-heavy,
there are 12 possible splits of sub-prisms at t before we perform Balancing. 4 of these 12
(the first 4 in below) are as even as possible, while 8 are uneven.

a splits of type S6 → (S3, S3)
b splits of type S5 → (S3, S2)
c splits of type S4 → (S2, S2)
d splits of type S3 → (S2, S1)
a′ splits of type S6 → (S6, ∅)
b′ splits of type S6 → (S5, S1)

c′ splits of type S6 → (S4, S2)
d′ splits of type S5 → (S5, ∅)
e′ splits of type S5 → (S4, S1)
f ′ splits of type S4 → (S4, ∅)
g′ splits of type S4 → (S3, S1)
h′ splits of type S3 → (S3, ∅)
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The Balancing step is done as follows: Each uneven split of a sub-prism is modified into
the unique even split on the same sub-prism, by way of moving some vertices from the left
side over to the right side. The details of this operation is shown in a figure in the full
version. In the resulting HC-tree, the sub-prisms are not necessarily split left-heavily in cl or
cr anymore. This does not affect the cost, as these nodes are the lowest that cut edges. We
still flip the left and right side of these sub-prisms to guarantee the behavior of performing
Left-Heavy distribution on the parent of t.

As an example of this type of modification, consider a sub-prism that is split S5 → (S4, S1)
before the modification. We will modify it into S5 → (S3, S2). In this case, we move one
single vertex from the left side to the right side. To optimize the split, we must pick the one
vertex that is not adjacent to the vertex already lying on the right side. However, note that
these movements of vertices from left subtree to right subtree affect also the cost of edges
belonging to even splits, as the sizes of the subtrees in which these edges are cut change.

For every possible split, we have denoted the number of sub-prisms that are split this
way at t with a letter as shown above, where the letters a to d are reserved for even splits
and ticked letters a′ through h′ are reserved for uneven splits.

From Remark 11, we know that before the Balancing step at t, every edge in G[t] is cut
at one of the nodes t, cl, cr, l1 and l2 (where the nodes are named as in Remark 11). After
the modification, every edge in G[t] is cut at one of the nodes t, cl and cr in (T ′, δ′). How
much is gained and lost for each type of split is shown in the figure in the full version.

I Lemma 13. In the bottom-up traversal the Balancing operations collectively contribute to
making this bottom-up traversal a safe operation.

Proof. Assume Balancing has been performed at a node t as explained above, with the
letters a, ..., d, a′, ...h′ denoting the number of sub-prisms before the Balancing of each of the
12 types. To calculate the change in cost, we must look at the sizes of subgraphs of G[t],
with A the number of leaves of the subtree rooted at left child before Balancing at t and A′
this number after the balancing at t, and similarly for B,B′, C (remember that (T, δ) is the
tree before this step and (T ′, δ′) is the modified HC-tree):

A := |G(T,δ)[cl]| = 6(a′) + 5(b′ + d′) + 4(c′ + e′ + f ′) + 3(a+ b+ g′ + h′) + 2(c+ d)
A′ := |G(T ′,δ′)[cl]| = 3(a+ b+ a′ + b′ + c′ + d′ + e′) + 2(c+ d+ f ′ + g′ + h′)
B := |G(T,δ)[cr]| = 3(a) + 2(b+ c+ c′) + 1(d+ e+ b′ + e′ + g′)
B′ := |G(T ′,δ′)[cr]| = 3(a+ a′ + b′ + c′) + 2(b+ c+ d′ + e′ + f ′ + g′) + 1(d+ h′)
C := |G(T,δ)[l1]| ≤ 3(a′ + b′ + d′) + 2(a+ b+ c′ + e′ + f ′ + g′ + h′ + c+ d)
N := |G[t]| = A+B = A′ +B′

Back to our example, we see that in each of the e′ sub-prisms that used to be split
S5 → (S4, S1) there are 3 edges that have their cost changed, for two of them a gain of
B = (A+B)−A since these edges used to be on the left side but are now cut at t, while
one edge incurs a loss of A−A′ since the left side has shrunk in size. The net gain (Gain
minus Loss) for these e′ sub-prisms is thus e′(2B −A+A′).

The net gain for all sub-prisms split at t is found by summing in a similar way the net gain
for all the 12 cases. Into this total net gain we now plug the definitions of A,A′, B,B′, C,N
given above, to get a large sum of products of pairs of the variables a, ..., d, a′, ..., h′. After a
simple, but tedious reorganizing of this sum each pair will be multiplied by a coefficient in
this total net gain; these coefficients are shown in the table in the full version.

In this sum, every coefficient is non-negative, except for two terms: −b′h′ and −c′h′.
This means that if G[t] consists of only S6 → (S4, S2)’s (denoted by c′) and S3 → (S3, ∅)’s
(denoted by h′), then the modified (T ′, δ′) actually has lower DC-cost than the original
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(T, δ). In other words, not every call to Balancing will be safe. But in every ancestor of t,
the c′ S6 → (S4, S2)’s are S6 → (S6, ∅)’s, and the h′ S3 → (S3, ∅)’s will at some ancestor be
involved in one of S4 → (S3, S1), S5 → (S3, S2) or S6 → (S3, S3). The coefficients for these
combinations in the sum are 8, 13 and 24, respectively. Therefore, even when including these
combinations of sub-prisms, the cost for these sub-prisms must increase more at the ancestors
of t than it decreases at t. The same argument can be put forward for the combination −b′h′.
This implies that no pair of sub-prisms contributes a lower DC-cost in the finished, factorized
HC-tree than at the start of the bottom-up traversal. J

I Lemma 14. The top-down traversal of (T, δ) in which Cut Optimization is performed is
a safe operation. The bottom-up traversal of (T, δ) in which Left-Heavy Distribution and
Balancing is performed is a safe operation.

Proof. Lemma 9 has already established that the top-down traversal consists of a series of
safe operations and is therefore itself a safe operation, i.e. the DC-cost of the HC-tree that
was given as input is no higher than the DC-cost of the HC-tree after top-down traversal. By
Lemma 12 the Left-heavy Distribution on each node is also safe. By Lemma 13 the combined
result of all the Balancing operations together imply that the bottom-up traversal is also a
safe operation, i.e. the DC-cost of the HC-tree resulting from the top-down traversal does
not have DC-cost higher than the DC-cost of the HC-tree after the bottom-up traversal. J

I Lemma 5. The prism P is max-well-behaved, and thus C6 is min-well-behaved.

Proof. We have demonstrated a safe normalization procedure that works for any k and any
HC-tree of G = P (k) as described by Property 2. Safeness of the procedure follows from
the safeness of the two steps, both the top-down traversal and the bottom-up traversal, as
established by Lemma 14. This means that no HC-tree of G = P (k) has DC-cost higher than
the tree output by the normalization procedure. This output tree is a factorized HC-tree
since at its root node r every connected subgraph Pi[r] of G[r] is the prism S6 and every
prism at r is split into two S3’s, which are further split into the independent sets S2 and S1,
as in Figure 2. This decomposition is thus the factorized HC-tree, of DC-cost 48k2. J

6 Conclusion

We leave as an open problem the complexity of deciding if a graph is max or min well-behaved.
A related question arises if we assume that we are given an HC-tree T of max DC-cost for a
graph H and also an integer k, and we ask for an HC-tree of max DC-cost for H(k). Note
that the equivalent min DC-cost version of this problem, where adjacency denotes similarity,
instead looks at the join of k copies, i.e. a dense graph where an edge is added between
any two vertices from distinct copies. It is not clear to us if these problems on k copies are
solvable in polynomial time, even though we assume an optimal HC-tree is given for a single
copy.

It is also currently an open problem whether an optimal hierarchical clustering can be
found efficiently when the input graph is an unweighted tree.
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1 Introduction

Counter machines. Counter machines are abstract models of computation, consisting of
a finite control and a set of registers which store numbers. Upon taking a transition, the
machine may perform simple arithmetic on the registers. There is a great variety of such
machines, depending on the domain of the registers (Q, Z, N, . . . ), whether the content of
the registers influences the control flow (e.g., via zero tests), and the types of allowed register
updates (changes can only be additive, linear, affine, polynomial, . . . ).

As a model of programs with arithmetic, counter machines relate to program analysis and
verification. They also provide natural classes of finitely presented systems with infinitely
many states, with a regular-shaped transition structure. Minsky [18] showed that counter
machines with nonnegative integer registers, additive updates, and zero tests are Turing-
powerful. Vector addition systems with states (VASS), which are roughly equivalent to Petri
nets, are a related well-studied model without zero tests. Reachability in this model is
decidable, albeit with very high complexity [10]. Recent work [4] considers reachability in
certain variants of VASS, including in affine VASS, which are closely related to affine register
machines (see below) but have multiple counters.

In this paper, we establish the precise complexity of reachability in affine re-
gister machines. These are counter machines with a single integer register (two registers
already lead to undecidability [26, Chapter 2.5]), no zero tests, and affine register updates;
i.e., the transitions are labelled with updates of the form x := ax+ b, where x stands for the
register and a, b are integer coefficients. Finkel et al. [12] considered a more general model,
polynomial register machines, with the difference that the updates consist of arbitrary integer
polynomials, not just affine polynomials ax+ b. The main result of [12] is that reachability
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in polynomial register machines is PSPACE-complete. We show that reachability in affine
register machines is also PSPACE-hard, hence PSPACE-complete. Niskanen [20] strengthened
the lower bound from [12] in an orthogonal direction, by showing PSPACE-hardness in the
case with polynomial updates but without control states.

As we explain in the following (see also Proposition 1 below), the stateless case is
intimately connected with finitely generated monoids over two-dimensional upper-triangular
integer matrices. This leads us to investigate several natural reachability problems in such
monoids.

Matrix monoids. A finite set of matricesM⊂ Qd×d generates a monoid 〈M〉 under matrix
multiplication, i.e., 〈M〉 is the set of products of matrices fromM, including the identity
matrix, which we view as the empty product. Algorithmic problems about such monoids
are hard, often undecidable. For example, Paterson [23] showed in 1970 that the mortality
problem, i.e., deciding whether the zero matrix is in the generated monoid, is undecidable,
even for integer matrices with d = 3. It remains undecidable for d = 3 with |M| = 6 and
for d = 18 with |M| = 2; see [19]. Mortality for two-dimensional matrices is known to be
NP-hard [1], but decidability remains a long-standing open problem; see, e.g., [25].

Mortality is a special case of the membership problem: given M and a matrix T , is
T ∈ 〈M〉? Two other natural problems consider certain linear projections of the matrices
in 〈M〉: The vector reachability problem asks, givenM and two vectors ~x, ~y ∈ Qd, if there is
a matrix M ∈ 〈M〉 such that M~x = ~y. Similarly, the scalar reachability problem asks if there
is a matrix M ∈ 〈M〉 such that ~yTM~x = λ holds for given vectors ~x, ~y and a given scalar
λ ∈ Q. For d = 2 none of these problems are known to be decidable, not even for integer
matrices. In the case d = 2, mortality is known to be decidable when |M| = 2 holds [6], and
for integer matrices whose determinants are in {−1, 0,+1} (see [21]).

Even the case of a single matrix, i.e., |M| = 1, is very difficult; see [22] for a survey.
This case is closely related to the algorithmic analysis of linear recurrence sequences, which
are sequences u0, u1, . . . of numbers such that there are constants a1, . . . , ad such that
un+d = a1un+d−1 + a2un+d−2 + · · · + adun holds for all n ∈ N. In the case |M| = 1 the
vector reachability problem is referred to as the orbit problem, and the scalar reachability
problem as the Skolem problem. The orbit problem is decidable in polynomial time [16],
but the Skolem problem is only known to be decidable for d ≤ 4 (this requires Baker’s
Theorem) [22, 9].

In the following, we do not restrict |M| but focus on integer matrices in d = 2. Recently,
there has been steady progress for certain special cases. It was shown by Potapov and
Semukhin [25] that the membership problem for two-dimensional integer matrices is decidable
for non-singular matrices. This result builds on automata-theoretic techniques developed,
e.g., in [8], where it was shown that the problem of deciding whether 〈M〉 is a group
is decidable. At its heart, this technique exploits the special structure of the group of
matrices with determinants ±1 and its subgroups. For matrices with determinant 1, further
results are known, namely decidability of vector reachability [24] and NP-completeness of the
membership problem [2]. If all matrices inM have determinant 1 andM is closed under
inverses, then 〈M〉 is a group. In this case, one can decide in polynomial time for a given
matrix M whether M or −M is in 〈M〉 [14].

Building on these recent results [24, 2] we prove that the mortality problem for
two-dimensional integer matrices with determinants +1 or 0 is NP-complete. The
main result of [1] was NP-hardness for the same problem but allowing also for determinant −1.
Thus, we strengthen the lower bound from [1] by disallowing determinant −1, and our subset-
sum based proof is considerably simpler.
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We then focus on upper-triangular integer matrices, i.e., integer matrices of the form(
a b

0 c

)
. Curiously, decidability of the membership, vector reachability, and scalar reachability

problems are still challenging, and indeed open, despite the severe restriction on the matrix
shape and dimension. This class of reachability problems is motivated by its tight connection
to (stateless) affine reachability. For instance, affine reachability over Q reduces to scalar
reachability for upper-triangular two-dimensional integer matrices; see Proposition 1. Affine
reachability over Q asks, given a set of affine rational functions in one variable and two rational
numbers x, y ∈ Q, whether x can be transformed into y using one or more applications of
the given functions, chosen nondeterministically.

Whereas affine reachability over Z is in PSPACE by [12], decidability of affine reachability
over Q is open. The problem is related to the reachability problem with a single, but only
piecewise affine, function (“piecewise affine maps”); this problem is not known to be decidable
either; see [17, 7]. Variants of piecewise affine reachability, also over Z, are studied in [3].

Organization of the paper. In Section 2 we state tight (perhaps folklore) connections
between (1) reachability problems in monoids over two-dimensional upper-triangular integer
matrices, and (2) reachability problems of one-dimensional affine functions. We then make
the following contributions:
1. In Section 3 we show that reachability in affine register machines is PSPACE-hard, hence

PSPACE-complete.
2. In Section 4 we prove NP-completeness of the mortality problem for two-dimensional

integer matrices with determinants +1 or 0.
3. In Section 5 we study the complexity reachability problems in monoids over two-

dimensional upper-triangular integer matrices:
a. In Section 5.1 we study the case with ±1 on the diagonal. Establishing a connection

with so-called Z-VASS [15] allows us to prove NP-completeness, although we show
that the case where all generator matrices have determinant −1 is in P by a reduction
to a linear system of Diophantine equations over the integers.

b. In Section 5.2 we study vector reachability. We show that the problem is hard for
affine reachability over Q, hence decidability requires a breakthrough, but the case
where the bottom-right entries are non-zero is in PSPACE.

c. In Section 5.3 we study the membership problem. If both diagonal entries are non-zero,
we show that the problem is NP-complete, which in turn shows NP-completeness of
the following problem: given n+ 1 non-constant affine functions over Z in one variable,
can the n+ 1st function be represented as a composition of the other n functions? The
case where only one of the diagonal entries is restricted to be non-zero is decidable
in PSPACE. Finally, for the case where both diagonal entries may be 0, we establish
reductions between membership and scalar reachability, suggesting that decidability of
membership would also require a breakthrough.

We conclude in Section 6. For space reasons, some missing proofs are only available in the
full version of the paper.

2 Preliminaries

We write Z for the set of integer numbers, N = {0, 1, 2, . . .} for the set of nonnegative integers,
and Q for the set of rationals. We write UT for the set (and the monoid under matrix
multiplication) of two-dimensional upper-triangular integer matrices:

UT :=
{(

x y

0 z

) ∣∣∣∣ x, y, z ∈ Z
}
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We may drop the 0 in the bottom-left corner and write
(
x y

z

)
for matrices in UT. Let

Φ(A) be a constraint for A ∈ UT. We write UT[Φ(A)] := {A ∈ UT | Φ(A)}, e.g., UT[A22 = 1]
denotes the set of all upper-triangular matrices whose bottom-right coefficient equals 1.

For a finite set M of matrices, we write 〈M〉 for the monoid generated by M under
matrix multiplication. In this paper we consider mainly the following reachability problems:

Membership: Given a finite setM⊆ UT, and a matrix T ∈ UT, is T ∈ 〈M〉?
Vector reachability: Given a finite set M ⊆ UT, and vectors ~x, ~y ∈ Z2, is there a
matrix M ∈ 〈M〉 such that M~x = ~y?
Scalar reachability: Given a finite setM⊆ UT, vectors ~x, ~y ∈ Z2, and a scalar λ ∈ Z,
is there a matrix M ∈ 〈M〉 such that ~yTM~x = λ? We refer to the special case with λ = 0
as the 0-reachability problem.

We write Aff(Z) for the set (and the monoid under function composition) of affine functions:

Aff(Z) := {x 7→ ax+ b | a, b ∈ Z} ⊆ ZZ (where ZZ = {f : Z→ Z})

Define Aff(Q) similarly, with Z replaced by Q. For a finite set A of affine functions, we
write 〈A〉 for the monoid (i.e., including the identity function x 7→ x) generated by A under
function composition. The motivation to study the matrix reachability problems above is
their relationship to the following one-dimensional affine reachability problems:

Affine membership over Z: Given a finite set A ⊆ Aff(Z), and a function f ∈ Aff(Z),
is f ∈ 〈A〉?
Affine reachability over Z: Given a finite set A ⊆ Aff(Z), and numbers x, y ∈ Z, is
there a function f ∈ 〈A〉 such that f(x) = y?
Affine reachability over Q: The same problem with Z replaced by Q.

These problems are linked by the following proposition. Recall from the definitions above
that the matrices are restricted to be two-dimensional upper-triangular integer matrices.

I Proposition 1.
1. Affine membership over Z is logspace inter-reducible with (matrix) membership restricted

to matrices with 1 in the bottom-right corner.
2. Affine reachability over Z is logspace inter-reducible with vector reachability restricted to

matrices with 1 in the bottom-right corner and vectors with 1 in the bottom entry.
3. Affine reachability over Q is logspace inter-reducible with 0-reachability restricted to

matrices with non-zero entries in the bottom-right corner and vectors ~x, ~y ∈ Z2 such that
the bottom entry of ~x and the top entry of ~y are non-zero.

Proof. The proof is fairly standard and can be found in the full version of the paper. J

Simple reductions show that these problems are all NP-hard:

I Proposition 2. Membership, vector reachability and 0-reachability are all NP-hard, even

for matrices with only 1s on the diagonal, and for ~x =
(

0
1

)
and for ~y =

(
t

1

)
(for vector

reachability) resp. ~yT =
(
1 −t

)
(for 0-reachability).

Proof. The following problem, multi-subset-sum, is known to be NP-complete; see the
comment under “[MP10] Integer Knapsack” in [13]: given a finite set {a1, . . . , ak} ⊆ N and a
value t ∈ N, decide whether there exist coefficients α1, . . . , αk ∈ N such that

∑k
i=1 αiai = t.

Given an instance of multi-subset-sum, construct

M :=
{(

1 ai

1

) ∣∣∣∣ i ∈ {1, . . . , k}} and T :=
(

1 t

1

)
.
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Using the observation that
(

1 a

1

)(
1 b

1

)
=
(

1 a+ b

1

)
and that, hence, 〈M〉 is commut-

ative, it is straightforward to verify that the instance of multi-subset-sum is positive if and
only if T ∈ 〈M〉. The proofs for vector reachability and 0-reachability are similar. J

On various occasions, we make use of the notion of polynomial register machine: Let Z[x]
denote the set of polynomials over x with integer coefficients. A polynomial register machine
(PRM) is a tuple R = (Q,∆, λ) where Q is a finite set of states, ∆ ⊆ Q×Q is the transition
relation, and λ : ∆→ Z[x] is the transition labelling function, labelling each transition with
an update polynomial. We write q p(x)−−−→ q′ whenever (q, q′) ∈ ∆ and λ((q, q′)) = p(x). The
set C(R) of configurations of R is C(R) := Q × Z. By (−→R) ⊆ C(R) × C(R) we denote the
one-step relation given by

(q, a) −→R (q′, b) ⇐⇒ q
p(x)−−−→ q′ and b = p(a).

Let −→∗R be the reflexive-transitive closure of −→R. The next theorem is the main result of [12]:

I Theorem 1 ([12]). The following problem is PSPACE-complete: given a PRM R and two
configurations (q, a), (q′, b) ∈ CR, does (q, a) −→∗R (q′, b) hold?

Restricting register values to positive numbers up to a given bound and update polynomials
to simple increments/decrements leads to the notion of a bounded counter automaton. A
bounded one-counter automaton can be specified as a tuple (Q, b,∆) where

Q is a finite set of states,
b ∈ N is a global counter bound,
∆ is the transition relation containing tuples of the form (q, p, q′) where
q, q′ ∈ L are predecessor/successor states,
p ∈ [−b, b] specifies how the counter should be modified.

A configuration of the automaton consists of a state q ∈ Q and counter value c. We define
the set of configurations to be S = Q× [0, b]. For two configurations (q, c), (q′, c′) we write
(q, c) −→ (q′, c′) whenever (q, p, q′) ∈ ∆ for some p ∈ Z such that c′ = c+ p ∈ [0, b].

By ∗−→ we denote the reflexive-transitive closure of the relation −→.

I Theorem 2 ( [11]). The reachability problem for bounded one-counter automata is PSPACE-
complete. This is the following problem: given a bounded one-counter automaton (Q, b,∆), a
state q0, and a configuration (q, c) ∈ S, does (q0, 0) ∗−→ (q, c) hold?

3 Reachability in Affine Register Machines

In this section, we show that the reachability problem for PRMs is PSPACE-complete even
when the register updates are restricted to affine functions. We call such PRMs affine register
machines. We show that reachability in affine register machines is PSPACE-complete via a
reduction from the reachability problem for bounded one-counter automata.

I Theorem 3. The following problem is PSPACE-complete: Given an affine register machine,
and configurations (q, x), (r, y), does (q, x) ∗−→ (r, y) hold?

Proof. Membership in PSPACE follows from Theorem 1. It remains to show that the problem
is PSPACE-hard. Fix a bounded one-counter automaton A = (Q, b,∆). We give a polynomial-
time construction of affine register machine R such that (q0, 0) ∗−→A (q, ctgt) holds for some
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configurations (q0, 0), (q, ctgt) of A if and only if (r0, 0) ∗−→R (r, ctgt) holds for some distinct
states r0 and r of R.

Let i ∈ [0, b] and c ∈ Z, and define:

K := 2b+ 1 K(i, c) := (K + 1)c− i ·K.

It can be shown that the following implications hold:

i 6= c =⇒ K(i, c) 6∈ [−b, 2b] (1)
i = c =⇒ K(i, c) = i = c ∈ [0, b] (2)

The derivation of these implications can be found in the full version of the paper.
Implications (1) and (2) suggest the following (tentative) construction of the PRM R

with affine updates: R stores the counter value of the bounded one-counter automaton A
in its register x, and it stores the state of A in its state. When R simulates a transition
(q, c) −→ (q′, c′) due to (q, p, q′) ∈ ∆, it does the following: It guesses i ∈ [0, b], and performs
the updates x← (K + 1) · x, followed by the update x← x− i ·K. If i = c and x ∈ [0, b],
then by (2) the register value remains unchanged in the interval [0, b]; otherwise the updates
result in a value outside the interval [−b, 2b] by (1). Finally, R performs the update x← x+p

and transitions to state q′. Since p ∈ [−b, b], our sequence of updates maintains the following
invariant: once the register value x lies outside the interval [0, b], it remains so forever.
Moreover, if the target state (q, ctgt) is reachable from (q0, 0) in the counter machine, then
we have a corresponding sequence in the affine register machine, and vice versa.

There is one caveat: representing all possible guesses of i = 0, 1, . . . , b directly in the
transition relation of R would not be polynomial. However, these nondeterministic updates
can be represented more succinctly with a slight modification: Let j = dlog be + 1. We
first transform the counter machine A into an equivalent machine A′ with counter bound
B = 2j − 1 ≥ b by replacing every transition (q, p, q′) ∈ ∆ with three transitions (q, p, q′1),
(q′1, (B − b), q′2), and (q′2,−(B − b), q′) (where q′1 and q′2 are auxiliary intermediate locations).
Observe that by construction of A′, (q0, 0) ∗−→A (q, c) holds if and only if (q0, 0) ∗−→A′ (q, c).
Moreover, the size of A′ is polynomial in the size of A. In order to prove our hardness
result, it thus suffices to construct a PRM R of size polynomial in the size of A′, such that
(q0, 0) ∗−→A′ (q, c) holds if and only if (q0, 0) ∗−→R (q, c) holds. To this end, apply the previous
construction of the PRM to A′, but instead of guessing i ∈ [0, B] directly and computing
x← x− i ·K, the PRM uses intermediate auxiliary states r0, . . . rj , and transitions

rk
x←x−2k·K−−−−−−−→ rk+1 (decrement) rk

x←x−−−→ rk+1 (no update)

for every k ∈ [0, j − 1]. Thus, instead of guessing i and subsequent decrementation of x by
i ·K, the machine guesses the j binary digits of i in increasing order, and updates the register
accordingly after each guess. These nondeterministic choices of binary digits represent all
updates for values of i in the range [0, B] = [0, 2j − 1]. The number of states of the resulting
PRM is polynomial in the size of the reachability query for A′. This completes the proof. J

4 Mortality

In this section we consider the mortality problem: given a finite setM ⊆ Z2×2 of integer
matrices (not necessarily triangular), is the zero matrix 0 in 〈M〉? In the upper-triangular
case the problem is almost trivial: if there is M ∈ 〈M〉 with only zeros on the diagonal,

there must be M1,M2 ∈M with M1 =
(

0 b

c

)
and M2 =

(
a′ b′

0

)
– but then M1M2 = 0.

We consider mortality for matrices with determinants +1, 0 and prove:



S. Jaax and S. Kiefer 48:7

I Theorem 4. The mortality problem for two-dimensional integer matrices (not necessarily
triangular) with determinants +1 or 0 is NP-complete. It is NP-hard even if there is one

singular matrix and the non-singular matrices are of the form
(

1 a

1

)
.

Both for the lower and the upper bound we need the following lemma from [6]:

I Lemma 5 ([6, Lemma 2]). LetM⊆ R2×2 be a finite set of matrices. We have 0 ∈ 〈M〉 if
and only if there are M1, . . . ,Mn ∈M with M1 · · ·Mn = 0 and rank(M1) = rank(Mn) < 2
and rank(Mi) = 2 for all i ∈ {2, . . . , n− 1}.

First we prove NP-hardness:

Proof of the NP-hardness part of Theorem 4. Concerning NP-hardness, the reduction
from Proposition 2 for 0-reachability constructs, given an instance of multi-subset-sum,

a set M of matrices of the form
(

1 a

1

)
(hence of rank 2) and a number t ∈ N such

that the instance of multi-subset-sum is positive if and only if there is M ∈ M with(
1 −t

)
M

(
0
1

)
= 0. Define the rank-1 matrix T :=

(
0
1

)(
1 −t

)
=
(

0 0
1 −t

)
and set

M′ := M∪ {T}. If there is M ∈ M with
(
1 −t

)
M

(
0
1

)
= 0, then 0 = TMT ∈ 〈M′〉.

Conversely, if there is 0 ∈ 〈M′〉, then, by Lemma 5, there is M ∈M with TMT = 0, hence(
1 −t

)
M

(
0
1

)
= 0. J

We remark that this NP-hardness proof subsumes the main result of [1], which is slightly
weaker in that it allows also for matrices with determinant −1. For the upper bound we use
results from [24, 2]. As usual, define SL(2,Z) := {M ∈ Z2×2 | det(M) = 1}.

I Lemma 6 ([24, Lemma 4]). Let ~x =
(
x1
x2

)
∈ Z2 and ~y =

(
y1
y2

)
∈ Z2 and M ∈ SL(2,Z).

If M~x = ~y then gcd(x1, x2) = gcd(y1, y2).

I Theorem 7 ([24, Theorem 8, Corollary 9]). Let ~x, ~y ∈ Z2 with ~x 6= ~0. Then one can compute
in polynomial time matrices B,C ∈ SL(2,Z) such that for every M ∈ SL(2,Z) the following

equivalence holds: M~x = ~y ⇐⇒ there is k ∈ Z with M = B

(
1 1
0 1

)k

C.

In the following theorem, a regular expression describes a set of matrices, so that the
atomic expressions describe singleton sets, the operator ∪ is set union, and the operator · is
elementwise multiplication:

I Theorem 8 ([2, Corollary 5.1]). Given a regular expression over matrices in SL(2,Z), one
can decide in NP whether the set described by the regular expression intersects with {I,−I},
where I denotes the identity matrix.

Now we can complete the proof of Theorem 4:

Proof of the upper bound in Theorem 4. We give an NP procedure. We guess the matrices
M1,Mn from Lemma 5. DefineM′ :=M∩SL(2,Z). We have to verify that there is a matrix

M ∈ 〈M′〉 such that M1MMn = 0. Let ~x =
(
x1
x2

)
∈ Z2 be a non-zero rational multiple of

MFCS 2020



48:8 On Affine Reachability Problems

a non-zero column of Mn (if Mn does not have a non-zero column, the problem is trivial)
such that gcd(x1, x2) = 1. This defines ~x uniquely up to a sign. Similarly, let

(
y1 y2

)
∈ Z2

be a non-zero rational multiple of a non-zero row of M1 such that gcd(y1, y2) = 1. Now it
suffices to check whether there is M ∈ 〈M′〉 such that

(
y1 y2

)
M~x = 0. By Lemma 6, this

holds if and only if M~x ∈ {~y,−~y} where ~y :=
(
−y2
y1

)
. For ~y and −~y, compute the matrices

B1, C1 and B2, C2 from Theorem 7, respectively. Let {A1, . . . , Am} = M′, and note that
A−1

1 , . . . , A−1
m ∈ SL(2,Z).

We claim that there is M ∈ 〈M′〉 with M~x ∈ {~y,−~y} if and only if there is i ∈ {1, 2}
with

Bi

((
1 1
0 1

)
∪
(

1 −1
0 1

))∗
Ci

(
A−1

1 ∪ · · · ∪A−1
m

)∗ ∩ {I,−I} 6= ∅ . (3)

By Theorem 8, this claim completes the proof.
To prove the claim, suppose there is M ∈ 〈M′〉 with M~x = +~y (the negative case

is similar). By Theorem 7, there is k ∈ Z with I = B1

(
1 1
0 1

)k

C1M
−1, implying (3).

Conversely, suppose (3) holds for i = 1 (the case i = 2 is similar). Then there are k ∈ Z and

M ∈ 〈M′〉 such that B1

(
1 1
0 1

)k

C1 ∈ {M,−M}. By Theorem 7 it follows that M~x = ~y or

−M~x = ~y. J

5 Two-Dimensional Upper-Triangular Integer Matrices

Motivated by the connections with affine reachability (Proposition 1) we study in this
section the complexity of reachability problems in finitely generated monoids 〈M〉 over
two-dimensional upper-triangular integer matrices. Specifically, we consider membership,
vector reachability, and scalar reachability as defined in Section 2.

5.1 Determinant ±1
In this section we study the case where the monoid 〈M〉 is restricted to matrices with
determinants ±1, i.e., with ±1 on the diagonal. In this case, the matrices M ∈ 〈M〉 are
characterized by the sign pattern on the diagonal and the top-right entry. Our problems
become NP-complete under this restriction, but are in P if the determinants are −1. First
we prove the following lemma:

I Lemma 9. Let M ⊆ UT be with det(M) ∈ {1,−1} for all M ∈ M. There exists an
existential Presburger formula ϕ(s, a, t) that can be constructed in time polynomial in the

description ofM such that ϕ(s, a, t) holds if and only if
(
s a

t

)
∈ 〈M〉.

Proof sketch. Note that M ⊆ UT[|A11| = |A22| = 1]. We reduce the problem whether(
s a

t

)
∈ 〈M〉 holds for some s, t ∈ {1,−1} and a ∈ Z to a reachability problem on one-

dimensional Z-VASS (integer vector addition systems with states) [15]. The reachability
relation of one-dimensional Z-VASS is known to be effectively definable by an existential
Presburger formula in polynomial time; see, e.g., [15]. This entails the claim to be shown.
See the full version of the paper for the details. J
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I Theorem 10. LetM⊆ UT be with det(M) ∈ {1,−1} for all M ∈M.
1. Membership, vector reachability and scalar reachability are NP-complete.
2. They are NP-hard even forM⊆ UT[A11 = A22 = 1] and forM⊆ UT[A11 = A22 = −1].
3. They are in P if det(M) = −1 for all M ∈M.

Proof (sketch). For item 1 the lower bound follows from Proposition 2. The upper bound
for membership follows from Lemma 9 and the folklore result that existential Presburger
arithmetic is in NP [5, 28]. Vector and scalar reachability are easily reduced to membership,
as there are only four choices in total for the diagonal entries s, t, and this choice together
with the input determines the top-right entry uniquely. This completes the proof of item 1.

Towards item 2, NP-hardness of the case UT[A11 = A22 = 1] follows from the proof of
Proposition 2. For the case UT[A11 = A22 = −1] we adapt this reduction by constructing

M :=
{(
−1 −ai

−1

) ∣∣∣∣ i ∈ {1, . . . , k}} ∪{(−1 0
−1

)}
and T :=

(
1 t

1

)
.

Note that
(
−1 −a

−1

)(
−1 −b

−1

)
=
(

1 a+ b

1

)
. The additional (negative identity) matrix

ensures that an even number of matrices from M can be used to form the product T .
NP-hardness for vector reachability and 0-reachability are similar. This completes the proof
of item 2.

Towards item 3, we will give an explicit description of 〈M〉, such that membership can
be checked in polynomial time. In slightly greater detail, we focus on matrix products of
even length M1 · · ·M2n ∈ 〈M〉. These are exactly the matrices in 〈M〉 with determinant 1.
The extension to odd-length products (which have determinant −1) will be straightforward,
as such products simply arise from even-length products multiplied with a single element
ofM. The even-length products also form a monoid, finitely generated byM′ := {M1M2 |
M1 ∈ M, M2 ∈ M}, and all matrices in M′ have (+1,+1) or (−1,−1) on the diagonal.
Clearly,M′ can be computed in polynomial time. We show in the full version of the paper
that 〈M′〉 can be characterized by a system of affine Diophantine equations. It is known
that affine Diophantine equations can be solved in polynomial time [27, Chapter 5]. The
vector reachability and scalar reachability problems (with the restriction on determinants in
place) easily reduce to the membership problem, hence are also in P. J

5.2 Vector Reachability
We show:

I Theorem 11. The vector reachability problem for UT[A22 6= 0] is in PSPACE.

Proof. We construct a nondeterministic Turing machine T that decides the reachability
problem for UT[A22 6= 0] in polynomial space. LetM ⊆ UT[A22 6= 0] and ~x, ~y ∈ Z2 be an
instance of the reachability problem, that is, T has to check whether M · ~x = ~y holds for
some M ∈ 〈M〉.

Assume that M (1) · . . . ·M (k) · ~x = ~y holds for some M (1), . . . ,M (k) ∈M. Observe that

for all A ∈M and all z1, z2, z
′
1, z
′
2 ∈ Z such that A

(
z1
z2

)
=
(
z′1
z′2

)
, we have z′2 = A22z2. From

this observation we conclude:
1. If x2 6= 0, then y2 6= 0, too, and the number of indices 1 ≤ i ≤ k s.t. |M (i)

22 | > 1 is bounded
by O (log(|y2|)).

2. If x2 = 0, then y1 = M
(1)
11 · . . . ·M

(k)
11 · x1.

3. If x2 = 0 or y2 = 0, then x2 = y2 = 0.
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Let us first consider the case where x2 = 0 or y2 = 0 holds. In this case, T rejects the
input if x2 6= 0 or y2 6= 0. Otherwise, T needs to check whether y1 can be written as a
product M (1)

11 · . . . ·M
(k)
11 ·x1 for some indices 1, . . . , k, which can be done in polynomial space

(even in NP), since k can be bounded by O(log(|y1|)).
Now consider the case where |x2| > 0 and |y2| > 0 holds. By the above observation, if

the reachability problem has a solution, it can be given by

~y = A(l+1) ·B(l) ·A(l) · . . . ·B(2) ·A(2) ·B(1) ·A(1) · ~x , (4)

where the length of l ∈ N is polynomially bounded in the size of the input,
B(i) ∈ UT[|A22| > 1] ∩M for every i,
A(i) can be written as product of matrices from UT[|A22| = 1] ∩M.

Notice that the matrices from UT[|A22| = 1] behave like affine update polynomials
in a PRM, with the register value stored in the first component of the vector. This
suggests the following approach: T guesses the sequence of matrices B = B(1), . . . , B(l)

and constructs a PRM RB , whose size is polynomially bounded in the size of the input, such
that (q, x1) −→∗RB

(q′, y1) holds for some fixed states q, q′ if the reachability problem has a
solution of the form given in (4). The register machine only needs to store in its states how
many of the B-matrices have already been applied, plus the current sign of the second vector
component reached thus far. The size is polynomial in the input. The claim then follows by
applying Theorem 1. Details can be found in the full version of the paper. J

Without the restriction on UT[A22 6= 0] the vector reachability problem becomes hard for
affine reachability over Q:

I Theorem 12. There is a polynomial-time Turing reduction from affine reachability over Q
to vector reachability.

Proof. Let an instance of affine reachability over Q be given. We first assume that all input
functions are non-constant. Then we use the reduction from Proposition 1.3 to obtain an

instance of the 0-reachability problem: M ⊆ UT[A11 6= 0, A22 6= 0] and
(
x1
x2

)
and

(
y1
y2

)
with x2 6= 0 and y1 6= 0. (The top-left entries are non-zero as the functions are non-constant.)

Define T :=
(
y1 y2

0

)
andM′ :=M∪{T}. We show that the instance of the 0-reachability

problem is positive if and only if the vector reachability for M′ and ~x and ~0 is positive.
Suppose the instance of the 0-reachability problem is positive. Then there is M ∈ 〈M〉 such
that

(
y1 y2

)
M~x = 0, thus TM~x = ~0, so ~0 is reachable from ~x. Conversely, suppose the

instance of the 0-reachability problem is negative. Let M ∈ 〈M〉. Then M~x 6= ~0, as the
bottom component of M~x is non-zero. Since the instance of the 0-reachability problem is

negative, we have TM~x =
(
t

0

)
for some t 6= 0. Since the top-left component of all matrices

in M′ ⊇ {T} is non-zero, it follows that M ′TM~x 6= ~0 holds for all M ′ ∈ 〈M′〉. Thus,
M ′′~x 6= ~0 holds for all M ′′ ∈ 〈M′〉, and so the instance of the vector reachability problem is
negative.

Now we allow input functions of affine reachability to be constant. Suppose the constant
functions are fi : x 7→ 0x+ ci for i ∈ {1, . . . , n} for some n ∈ N. It is easy to see that then
the affine reachability problem can be solved by removing all fi from the set of functions
and checking affine reachability starting from ci, where i ∈ {1, . . . , n}, one by one. These
instances can be reduced to vector reachability, as described before. J



S. Jaax and S. Kiefer 48:11

5.3 Membership
In this section we study the membership problem. As we will see, the difficulty depends
on how many 0s are allowed on the diagonal. Any product of upper-triangular matrices is
non-zero on the top-left (bottom-right, respectively) if and only if all factors are non-zero on
the top-left (bottom-right, respectively). So when we speak of the membership problem for,
say, UT[A11 6= 0], the restriction refers both toM and the target matrix T .

The case with no 0s on the diagonal is NP-complete:

I Theorem 13. The membership problem for UT[A11 6= 0 ∧A22 6= 0] is NP-complete.

Proof. The lower bound was shown in Proposition 2. For the upper bound, we construct
an NP Turing machine. FixM and T . Assume for the moment that T can be written as a
product T = M (k) · . . . ·M (1) of matrices fromM. Let l be the number of indices i > 1 where
M (i) ∈ UT[|A11| > 1∨ |A22| > 1] holds. Since Tii =

∏k
j=1 M

(j)
ii holds for both i ∈ {1, 2}, the

number l can be bounded by O (log(|T11|) + log(|T22|)), and T can be written as

T = A(l+1)B(l)A(l) · . . . ·B(1) ·A(1)M (1) (5)

s.t. B(j) ∈ UT[|A11| > 1 ∨ |A22| > 1] ∩M and A(j) ∈ 〈UT[|A11| = |A22| = 1] ∩M〉 for all j.
The Turing machine guesses matrices B(1), . . . , B(l) and the matrix M (1) and constructs

in polynomial time an existential Presburger formula ϕ(t1, t2, t3) that satisfies t1 = T11,
t2 = T12, t3 = T22 if and only if T can be written as a product of the form given in (5)
for the guessed B(i) and M (1). By Lemma 9, such a formula ϕ(t1, t2, t3) exists and can be
efficiently constructed. The claim then follows from the fact that ϕ(t1, t2, t3) is existential
Presburger of size polynomial in the input, and that the existential Presburger fragment is
in NP [5, 28]. J

The proof of Proposition 1.1 with the isomorphism between affine functions over Z and
upper-triangular matrices with 1 on the bottom-right shows that non-constant functions
correspond to matrices that do not have 0s on the diagonal. Hence we have:

I Corollary 14. Affine membership over Z with non-constant functions is NP-complete.

The case with at most one 0 on the diagonal can be reduced to vector reachability:

I Theorem 15. The membership problems for UT[A11 6= 0] and for UT[A22 6= 0] are in
PSPACE.

Proof. We give a proof sketch for UT[A22 6= 0]; the detailed proof can be found in the full
version of the paper. If T11 6= 0, then a PSPACE decision procedure follows from Theorem 13.
If T11 = 0, then the problem reduces to a reachability problem with the additional restriction
that some element of UT[A11 = 0] must be included in the matrix product. This problem in
turn is decidable in PSPACE via a straightforward modification of the PRM RB in the proof
of Theorem 11. J

The general membership problem, without restrictions on the position of 0s, is related to
(variants of) scalar reachability. Theorems 16 and 17 provide reductions in both ways.

I Theorem 16. Let s be an oracle for the scalar reachability problem. The membership
problem is in PSPACEs.
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Proof. Fix some finiteM⊆ UT and T ∈ UT. We give a PSPACEs procedure that decides
whether T ∈ 〈M〉 holds. We make the following case distinction:
1. T = 0
2. T ∈ UT[A11 6= 0 ∨A22 6= 0]
3. T ∈ UT[A11 = A22 = 0 ∧A12 6= 0]

In the first case, the membership problem is easy: if T = 0 ∈ 〈M〉, then there must exist
matrices M1 ∈ UT[A11 = 0] ∩M and M2 ∈ UT[A22 = 0] ∩M, but then T = 0 = M1 ·M2.
The existence of such M1,M2 is trivial to check. In the second case, the problem reduces
to T ∈ 〈UT[A11 6= 0] ∩M〉 or T ∈ 〈UT[A22 6= 0] ∩M〉, which is decidable in PSPACE by
Theorem 15. In the full version of the paper we show that the last case reduces to an instance
of scalar reachability by an NP procedure, and thus can be solved in NPs ⊆ PSPACEs. J

I Theorem 17. The following sign-invariant version of the scalar-reachability problem is
polynomial-time Turing-reducible to the membership problem: given M⊆ UT and column
vectors ~x, ~y ∈ Z2, does ~yTM~x ∈ {−1, 1} hold for some M ∈ 〈M〉?

Proof. FixM, ~x, ~y. Let I be the identity, A :=M∩ UT[A22 = 0], B :=M∩ UT[A11 = 0],

C := (M\ (A ∪ B)), Y :=
(
y1 y2
0 0

)
, and X :=

(
0 x1
0 x2

)
. Set A′ := A, if |y1| = 1, otherwise

set A′ := ∅; further set B′ := B, if |x2| = 1, otherwise set B′ := ∅.
We obtain the following equivalences:

∃M ∈ 〈M〉 : ~yTM~x ∈ {±1} ⇔ (6)
∃A ∈ A ∪ {I}, B ∈ B ∪ {I}, C ∈ 〈C〉 : ~yT · (A · C ·B) · ~x ∈ {±1} ⇔ (7)(

0 ±1
0 0

)
∈

⋃
A∈A′∪{Y },B∈B′∪{X}

〈C ∪ {A,B}〉. (8)

We provide detailed derivations of these equivalences in the full version of the paper. Decid-
ing (8) requires polynomially many queries to a membership oracle where input sizes are
polynomial in the description ofM, ~x, ~y. This entails the theorem. J

6 Conclusion

We have proved PSPACE-completeness of reachability in affine register machines, and NP-
completeness of the mortality problem over two-dimensional integer matrices with determin-
ants +1 or 0.

Motivated by their connections to affine reachability, we have studied membership, vector
reachability, and scalar reachability for two-dimensional upper-triangular integer matrices.
We have established several complexity results and reductions. Concerning upper complexity
bounds, we have employed a variety of techniques, including existential Presburger arithmetic,
Z-VASS, PRMs, and solving linear Diophantine equations over the integers. We have also
established lower bounds, including hardness of vector reachability for affine reachability
over Q, and a connection between membership and scalar reachability.

As open problem, we highlight the precise complexity (between NP and PSPACE) of
(stateless) affine reachability over Z.
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Abstract
A clique coloring of a graph is an assignment of colors to its vertices such that no maximal clique is
monochromatic. We initiate the study of structural parameterizations of the Clique Coloring
problem which asks whether a given graph has a clique coloring with q colors. For fixed q ≥ 2,
we give an O?(qtw)-time algorithm when the input graph is given together with one of its tree
decompositions of width tw. We complement this result with a matching lower bound under the
Strong Exponential Time Hypothesis. We furthermore show that (when the number of colors is
unbounded) Clique Coloring is XP parameterized by clique-width.
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1 Introduction

Vertex coloring problems are central in algorithmic graph theory, and appear in many variants.
One of these is Clique Coloring, which given a graph G and an integer k asks whether G
has a clique coloring with k colors, i.e. whether each vertex of G can be assigned one of k
colors such that there is no monochromatic maximal clique. The notion of a clique coloring
of a graph was introduced in 1991 by Duffus et al. [16], and it behaves quite differently
from the classical notion of a proper coloring, which forbids monochromatic edges. Any
proper coloring is a clique coloring, but not vice versa. For instance, a complete graph on
n vertices only has a proper coloring with n colors, while it has a clique coloring with two
colors. Moreover, proper colorings are closed under taking subgraphs. On the other hand,
removing vertices or edges from a graph may introduce new maximal cliques, therefore a
clique coloring of a graph is not always a clique coloring of its subgraphs, not even of its
induced subgraphs.
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49:2 Structural Parameterizations of Clique Coloring

Also from a complexity-theoretic perspective, Clique Coloring behaves very differently
from Graph Coloring. Most notably, while it is easy to decide whether a graph has a
proper coloring with two colors, Bacsó et al. [2] showed that it is already coNP-hard to
decide if a given coloring with two colors is a clique coloring. Marx [26] later proved Clique
Coloring to be Σp2-complete for every fixed number of (at least two) colors.

On the positive side, Cochefert and Kratsch showed that the Clique Coloring problem
can be solved in O?(2n) time,1 and the problem has been shown to be polynomial-time
solvable on several graph classes. Mohar and Skrekovski [27] showed that all planar graphs
are 3-clique colorable, and Kratochvíl and Tuza gave an algorithm that decides whether a
given planar graph is 2-clique colorable [24]. For several graph classes it has been shown that
all their members except odd cycles on at least five vertices (which require three colors) are
2-clique colorable [2, 3, 6, 7, 14, 23, 28, 31]. Therefore, on these classes Clique Coloring is
polynomial-time solvable. Duffus et al. [16] even conjectured in 1991 that perfect graphs are
3-clique colorable, which was supported by many subclasses of perfect graphs being shown to
be 2- or 3-clique colorable [1, 2, 9, 14, 16, 27, 28]. However, in 2016, Charbit et al. [8] showed
that there are perfect graphs whose clique colorings require an unbounded number of colors.

In this work, we consider Clique Coloring from the viewpoint of parameterized
algorithms and complexity [13, 15]. In particular, we consider structural parameterizations of
Clique Coloring by two of the most commonly used decomposition-based width measures
of graphs, namely treewidth and clique-width. Informally speaking, the treewidth of a graph
G measures how close G is to being a forest. On dense graphs, the treewidth is unbounded,
and clique-width can be viewed as an extension of treewidth that remains bounded on several
simply structured dense graphs.

Our first main result is a fixed-parameter tractable algorithm for q-Clique Coloring
parameterized by treewidth. More precisely: we show that for any fixed q ≥ 2, q-Clique
Coloring (asking for a clique coloring with q colors) can be solved in time O?(qtw), where
tw denotes the width of a given tree decomposition of the input graph. We also show
that this running time is likely the best possible in this parameterization; we prove that
under the Strong Exponential Time Hypothesis (SETH), for any q ≥ 2, there is no ε > 0
such that q-Clique Coloring can be solved in time O?((q − ε)tw). In fact, we rule out
O?((q − ε)t)-time algorithms for a much smaller class of graphs than those of treewidth t,
namely: graphs that have both pathwidth and feedback vertex set number simultaneously
bounded by t.

Our second main result is an XP algorithm for Clique Coloring with clique-width as
the parameter. The algorithm runs in time kf(w) · n ≤ nO(f(w)), where w is the clique-width
w of a given clique-width expression of the input n-vertex graph, k the number of colors, and
f(w) = 22O(w) . The double-exponential dependence on w in the degree of the polynomial
stems from the notorious property of clique colorings which we mentioned above; namely,
that taking induced subgraphs does not necessarily preserve clique colorings. This results in
a large amount of information that needs to be carried along as the algorithm progresses.

This algorithm raises two questions. First, if Clique Coloring is FPT parameterized
by clique-width even if k is a priori unbounded. Second, if the triple exponential dependence
on w can be avoided under for instance the Exponential Time Hypothesis (ETH), also in the
case when k is fixed. Intuitively, a positive answer to the first question only seems feasible
via a proof that all graphs of clique-width w can be clique colored with at most some g(w)

1 The O?-notation suppresses polynomial factors in the input size, i.e. for inputs of size n, we have that
O?(f(n)) = O(f(n) · nO(1)).
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colors, for some function g. However, the current literature appears to be far from providing
such a result. On the other hand, hardness proofs for Graph Coloring parameterized
by clique-width [17, 18] rely on the fact that cliques require many colors while keeping the
clique-width small; since cliques can be clique colored with two colors, these tricks are of no
use in the setting of Clique Coloring. For the second (possibly more tangible) question,
one could search for an algorithm for 2-Clique Coloring running in time 222o(w)

· nO(1), or
rule out the existence of such an algorithm under ETH.

2 Preliminaries

Throughout this work, proofs of statements marked with “♣” are deferred to the full version.
For basic terminology in graph theory we refer the reader to [5] (or the full version). Let Ω
be a set and ∼ an equivalence relation over Ω. For an element x ∈ Ω the equivalence class of
x, denoted by [x], is the set {y ∈ Ω | x ∼ y}. We denote the set of all equivalence classes of
∼ by Ω/ ∼.

Parameterized Complexity and SETH. We give the basic definitions of parameterized
complexity that are relevant to this work and refer to [13, 15] for details. Let Σ be an
alphabet. A parameterized problem is a set Π ⊆ Σ∗ × N, the second component being the
parameter which usually expresses a structural measure of the input. A parameterized
problem Π is said to be fixed-parameter tractable, or in the complexity class FPT, if there is
an algorithm that for any (x, k) ∈ Σ∗ × N correctly decides whether or not (x, k) ∈ Π, and
runs in time f(k) · |x|c for some computable function f : N→ N and constant c. We say that
a parameterized problem is in the complexity class XP, if there is an algorithm that for each
(x, k) ∈ Σ∗ × N correctly decides whether or not (x, k) ∈ Π, and runs in time f(k) · |x|g(k),
for some computable functions f and g.

In 2001, Impagliazzo et al. conjectured that a brute force algorithm to solve the q-SAT
problem which given a CNF-formula with clauses of size at most q, asks whether it has a
satisfying assignment, is “essentially optimal”. This conjecture is called the Strong Exponential
Time Hypothesis, and can be formally stated as follows. (For a survey of conditional lower
bounds based on SETH and related conjectures, see [32].)

I Conjecture (SETH, Impagliazzo et al. [19, 20]). For every ε > 0, there is a q ∈ O(1) such
that q-SAT on n variables cannot be solved in time O?((2− ε)n).

Treewidth. We now define the treewidth and pathwidth of a graph.

I Definition 1 (Treewidth, Pathwidth). Let G be a graph. A tree decomposition of G is a
pair (T,B) of a tree T and an indexed family of vertex subsets B = {Bt ⊆ V (G)}t∈V (T ),
called bags, satisfying the following properties.
(T1)

⋃
t∈V (T )Bt = V (G).

(T2) For each uv ∈ E(G) there exists some t ∈ V (T ) such that {u, v} ⊆ Bt.
(T3) For each v ∈ V (G), let Uv ..= {t ∈ V (T ) | v ∈ Bt} be the nodes in T whose bags contain

v. Then, T [Uv] is connected.
The width of (T,B) is maxt∈V (T )|Bt|−1, and the tree-width of a graph is the minimum width
over all its tree decompositions. If T is a path, then (T,B) is called a path decomposition,
and the path-width of a graph is the minimum width over all its path decompositions.

MFCS 2020



49:4 Structural Parameterizations of Clique Coloring

Branch Decompositions and Module-Width. We skip the definition of clique-width and
refer to [11]; instead, we define the equivalent measure of module-width that we will use
in our algorithm. The definition of module-width is based the notion of a rooted branch
decomposition.

I Definition 2 (Branch decomposition). Let G be a graph. A branch decomposition of G is a
pair (T,L) of a subcubic tree T and a bijection L : V (G)→ L(T ). If T is a caterpillar, then
(T,L) is called a linear branch decomposition. If T is rooted, then we call (T,L) a rooted
branch decomposition. In this case, for t ∈ V (T ), we denote by Tt the subtree of T rooted at
t, and we define Vt ..= {v ∈ V (G) | L(v) ∈ L(Tt)}, Vt ..= V (G) \ Vt, and Gt ..= G[Vt].

Module-width is attributed to Rao [29, 30]. On a high level, the module-width of a rooted
branch decomposition bounds, at each of its nodes t, the maximum number of subsets of Vt
that make up the intersection of Vt with the neighborhood of some vertex in Vt.

I Definition 3 (Module-width). Let G be a graph, and (T,L) be a rooted branch decomposition
of G. For each t ∈ V (T ), let ∼t be the equivalence relation on Vt defined as follows:

∀u, v ∈ Vt : u ∼t v ⇔ NG(u) ∩ Vt = NG(v) ∩ Vt

The module-width of (T,L) is mw(T,L) ..= maxt∈V (T )|Vt/∼t|. The module-width of G,
denoted by mw(G), is the minimum module width over all rooted branch decompositions of G.

We introduce some notation. For a node t ∈ V (T ) and a set S ⊆ V (Gt), we let eqct(S) be
the set of all equivalence classes of ∼t which have a nonempty intersection with S, and eqct(S)
be the remaining equivalence classes of ∼t. Formally, eqct(S) ..= {Q ∈ Vt/∼t | Q ∩ S 6= ∅}
and eqct(S) ..= Vt/∼t \ eqct(S). Moreover, for a set of equivalence classes Q ⊆ Vt/∼t, we let
V (Q) ..=

⋃
Q∈QQ.

Let (T,L) be a rooted branch decomposition of a graph G and let t ∈ V (T ) be a node
with children r and s. We now describe an operator associated with t that tells us how the
graph Gt is formed from its subgraphs Gr and Gs, and how the equivalence classes of ∼t
are formed from the equivalence classes of ∼r and ∼s. Concretely, we associate with t a
bipartite graph Ht on bipartition (Vr/∼r, Vs/∼s) such that:
(i) E(Gt) = E(Gr) ∪ E(Gs) ∪ F , where F = {uv | u ∈ Vr, v ∈ Vs, {[u], [v]} ∈ E(Ht)}, and
(ii) there is a partition P = {P1, . . . , Ph} of V (Ht) such that Vt/∼t = {Q1, . . . , Qh}, where

for 1 ≤ i ≤ h, Qi =
⋃
Q∈Pi

Q. For each 1 ≤ i ≤ h, we call Pi the bubble of the resulting
equivalence class

⋃
Q∈Pi

Q of ∼t.

As auxiliary structures, for p ∈ {r, s}, we let ηp : Vp/∼p → Vt/∼t be the map such that
for all Qp ∈ Vp/∼p, Qp ⊆ ηp(Qp), i.e. ηp(Qp) is the equivalence class of ∼t whose bubble
contains Qp. We call (Ht, ηr, ηs) the operator of t.

I Theorem 4 (Rao, Thm. 6.6 in [29]). For any graph G, mw(G) ≤ cw(G) ≤ 2 ·mw(G), where
mw(G) denotes the module-width of G and cw(G) denotes the clique-width of G, and given a
decomposition of bounded clique-width, a decomposition of bounded module-width, and vice
versa, can be constructed in time O(n2), where n = |V (G)|.

Colorings. Let G be a graph. An ordered partition C = (C1, . . . , Ck) of V (G) is called a
coloring of G with k colors, or a k-coloring of G. (Observe that for i ∈ {1, . . . , k}, Ci may
be empty.) For i ∈ {1, . . . , k}, we call Ci the color class i, and say that the vertices in Ci
have color i. C is called proper if for all i ∈ {1, . . . , k}, Ci is an independent set in G.
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A coloring C = (C1, . . . , Ck) of a graph G is called a clique coloring (with k colors) if
there is no monochromatic maximal clique, i.e. no maximal clique X in G such that X ⊆ Ci
for some i. In this work, we study the following computational problem.

Input: Graph G, integer k
Question: Does G have a clique coloring with k colors?

Clique Coloring

For q ≥ 2, we denote by q-Clique Coloring the problem when the number of colors q is
fixed and not part of the input. The q-Coloring and q-List Coloring problems also make
an appearance. In the former, we are given a graph G and the question is whether G has a
proper coloring with q colors. In the latter, we are additionally given a list L(V ) ⊆ {1, . . . , q}
for each vertex v ∈ V (G), and additionally require the color of each vertex to be from its list.

Whenever convenient, we alternatively denote a coloring of a graph with k colors as a map
φ : V (G)→ {1, . . . , k}. In this case, a restriction of φ to S is the map φ|S : S → {1, . . . , k}
with φ|S(v) = φ(v) for all v ∈ S. For any T ⊆ V (G) with S ⊆ T , we say that φ|T extends φ|S .

3 Parameterized by Treewidth

In this section, we consider the q-Clique Coloring problem, for fixed q ≥ 2, parameterized
by treewidth. First, in Section 3.1, we show that if we are given a tree decomposition of
width tw of the input graph, then q-Clique Coloring can be solved in time O?(qtw). After
that, in Section 3.2, we show that this is tight according to SETH, by providing one reduction
ruling out O?((2− ε)tw)-time algorithms for 2-Clique Coloring and another one ruling
out O?((q − ε)tw)-time algorithms for q-Clique Coloring when q ≥ 3.

3.1 Algorithm
The algorithm is bottom-up dynamic programming along a nice tree decomposition (T,B) of
the input graph G. At each bag Bt, we enumerate all colorings of G[Bt] and verify for each
such coloring if it can be extended to Gt such that there are no monochromatic maximal
cliques that use a vertex from Vt \Bt. Necessarily, we have to allow monochromatic maximal
cliques S that are contained inside G[Bt], since further up in the tree decomposition, there
may be a vertex v that is complete to S. Therefore, all vertices in S may receive the same
color, as long as v (or another such vertex) receives a different color. If on the other hand a
monochromatic maximal clique has a vertex that has already been “forgotten” at t, i.e. it is
contained in Vt \Bt, then this vertex has no neighbors in V (G) \Vt; therefore, no vertex from
V (G) \ Vt can “fix” this monochromatic maximal clique, and we can disregard the coloring
at hand.

As a subroutine, we will have to be able to check at each bag Bt, if some subset S ⊆ Bt
contains a maximal clique in Gt. Doing this by brute force would add a multiplicative factor
of roughly 2tw ·n to the runtime which we cannot afford. To avoid this increase in the runtime,
we use fast subset convolution2 [4] to build an oracle that, once constructed, can tell us in
constant time whether or not any subset S ⊆ Bt contains a maximal clique in Gt, for each
node t. We give a dynamic programming algorithm (♣) that constructs such oracles for all

2 Similar ideas have been used by Cochefert and Kratsch [10] to give an O?(2n)-time algorithm for Clique
Coloring.
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nodes in the tree decomposition, to ensure that we can maintain a runtime that is linear
in n. Since it suffices to construct this oracle once per node, this will infer only an additive
factor of 2tw · twO(1) · n to the runtime, which does not increase the worst-case complexity
for any q ≥ 2.

I Theorem 5 (♣). For any fixed q ≥ 2, there is an algorithm that given an n-vertex graph
G and a tree decomposition of G of width tw which has O(tw · n) nodes, decides whether
G has a clique coloring with q colors in time O(qtw · twO(1) · n), and constructs one such
coloring, if it exists.

3.2 Lower Bound
In this section we show that the previously presented algorithm is optimal under SETH. In
fact, we prove hardness for a much larger parameter, namely the distance to a linear forest
(for q = 2), and the distance to a caterpillar forest (for q ≥ 3). Note that both paths and
caterpillars have pathwidth 1, and clearly, they do not contain any cycles. Therefore, a lower
bound parameterized by the (vertex deletion) distance to a linear/caterpillar forest implies a
lower bound for the parameter pathwidth plus feedback vertex set number.

We first give the lower bound for the case q = 2. We would like to remark that Kratochvíl
and Tuza [24] gave a reduction from Not-All-Equal SAT to 2-Clique Coloring as
well, but their reduction does not imply the fine-grained lower bound we aim for here: the
resulting graph is at distance 2n to a disjoint union of cliques of constant size (at most s).
This only rules out O?((

√
2− ε)t)-time algorithms parameterized by pathwidth, and does

not give any lower bound if the feedback vertex set number is another component of the
parameter.

I Theorem 6. For any ε > 0, 2-Clique Coloring parameterized by the distance t to a
linear forest cannot be solved in time O?((2− ε)t), unless SETH fails.

Proof. We give a reduction from the well-known s-NAE-SAT problem, in which we are
given a boolean CNF formula φ whose clauses are of size at most s, and the question is
whether there is a truth assignment to the variables of φ, such that in each clause, at least
one literal evaluates to true and at least one literal evaluates to false.

Let φ be a boolean CNF formula on n variables x1, . . . , xn with maximum clause size s.
We denote by clauses(φ) the set of clauses of φ and by vars(C) the set of variables that
appear in the clause C of φ.

Given φ, we construct an instance Gφ for 2-Clique Coloring as follows. For each
variable xi, we create a vertex vi in G. Let V ′ = {v1, . . . , vn}. For each set S of variables,
let VS = {vi | xi ∈ S}. For each clause Ci of φ, we add the following clause gadget to
Gφ. If Ci is monotone, add a path on four vertices to Gφ, the end vertices of which are
ai and bi. Make N(ai) ∩ V ′ = N(bi) ∩ V ′ = Vvars(Ci), and make Vvars(Ci) ⊂ V ′ a clique.
If Ci is not monotone, let pos(C) (resp. neg(C)) denote the set of variables with positive
(resp. negative) literals in C. Add a path on three vertices to Gφ, the end vertices of which
are ai and bi, make N(ai) ∩ V ′ = Vpos(C) and make Vpos(C) a clique. Analogously, make
N(bi) ∩ V ′ = Vneg(C) and make Vneg(C) a clique. Finally, add two adjacent vertices u, v to
Gφ and make N [u] = N [v] = {u, v} ∪ V ′. See Figure 1.

B Claim (♣). Gφ is a yes-instance to 2-Clique Coloring if and only if φ is a yes-instance
to s-NAE-SAT.
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a2 b2a1 b1

V ′

u v

v1 v2 v3 v4 v5 v6 v7

Figure 1 Depiction of Gφ with two clauses, namely a monotone clause C1 = ¬x1∨¬x2∨¬x3∨¬x4

and a non-monotone clause C2 = x4 ∨ x5 ∨ ¬x6 ∨ ¬x7. Note that Gφ − V ′ is a linear forest.

Finally, note that G − V ′ is a disjoint union of paths of length at most four. Hence,
G is at distance n to a linear forest. Therefore, if for some ε > 0, 2-Clique Coloring
parameterized by the distance t to a linear forest can be solved in time O?((2− ε)t), then
s-NAE-SAT can be solved in time O?((2− ε)n), which would contradict SETH [12]. This
concludes the proof. J

We now turn to the case q ≥ 3. Our reduction is from q-List-Coloring parameterized by
the distance t to a linear forest, which has no O?((q − ε)t)-time algorithms under SETH [21].
We require the lower bound to hold even when the input graphs are triangle-free, and in the
full version we sketch that this is indeed the case, by the reduction presented in [21].

I Theorem 7 (Jaffke and Jansen [21]). For any ε > 0 and any fixed q ≥ 3, q-List Coloring
on triangle-free graphs parameterized by the distance t to a linear forest cannot be solved in
time O?((q − ε)t), unless SETH fails.

The main ingredient in the proof of the next theorem is a construction based on Mycielski
graphs. We would like to remark that also Marx [26] used Mycielski graphs and their
properties in hardness proofs for the Clique Coloring problem.

I Theorem 8. For any ε > 0 and any fixed q ≥ 3, q-Clique Coloring parameterized by
the distance t to a caterpillar forest cannot be solved in time O?((q − ε)t), unless SETH fails.

Proof. We give a reduction from q-List Coloring on triangle-free graphs parameterized by
distance to linear forest. In this proof we use the phrases “q-colorable” as short for “can be
properly colored with at most q colors”, and “q-coloring” as short for “a proper coloring with
at most q colors”. To construct our instance of q-Clique Coloring, we will first describe
the construction of a color selection gadget, and then describe how this gadget is attached to
the rest of the graph. The description of the color selection gadget makes use of the famous
Mycielski graphs (♣). For each p ≥ 2, the graph Mp is p-colorable (but not (p− 1)-colorable)
and edge-critical, that is, the deletion of any edge of Mp leads to a (p− 1)-colorable graph
(see for instance [5, 25]). Moreover, |V (Mp)| = 3 · 2p−2 − 1. We use the graph M ′p, obtained
from Mp by the deletion of an arbitrary edge xy.

B Observation 9. Let M ′p be the graph obtained from Mp by the deletion of an edge xy.
Then, M ′p is (p− 1)-colorable, and in any (p− 1)-coloring of M ′p, the vertices x and y receive
the same color.
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V ′

x2
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y32

Figure 2 Here, q = 3 and L(v) = {1}. Note that G′ − (S ∪ V (Hq)) is a caterpillar forest.

Color selection gadget. We construct a gadget Hq in the following way. Consider q disjoint
copies of M ′q+1. For 1 ≤ i ≤ q, let xiyi be the edge removed from Mq+1 in order to obtain
the ith copy of M ′q+1. For each i, add q − 1 false twins to yi. We denote these vertices by
yij , with 1 ≤ j ≤ q, j 6= i. Then delete the vertex yi, for every i. Note that this graph is
still q colorable and, by Observation 9, in every such q-coloring, for each i, the vertices xi
and yij , for all j 6= i, receive the same color. Now we add

(
q
2
)
edges to connect the copies of

M ′q+1: for 1 ≤ i < j ≤ q, add the edge yijyji to Hq. Note that Hq remains triangle-free after
the addition of these edges, since for all 1 ≤ i < j ≤ q, N(yij) ∩N(yji) = ∅. We will need
the following property of the q-colorings of Hq.

B Claim (♣). The graphHq is q-colorable. Moreover, in any q-coloring φ ofHq, φ(xi) 6= φ(xj)
for all 1 ≤ i < j ≤ q.

We are now ready to describe the construction of our instance G′ to q-Clique Coloring.
Let (G,L) be an instance of q-List Coloring on triangle-free graphs that is at distance t
from a linear forest. We construct G′ as follows. Add a copy of G and a copy of Hq to G′.
We denote by V ′ the set of vertices corresponding to V (G) in G′. For each v ∈ V ′, add
q − |L(v)| vertices adjacent to v. We denote these vertices by {vj | j /∈ L(v)}. Finally, make
vj adjacent to all the vertices of {x` | ` 6= j}. See Figure 2. Let S ⊆ V (G) be a set such that
G− S is a linear forest and |S| = t. Then each connected component of G′ − (S ∪ V (Hq)) is
a caterpillar and |S ∪ V (Hq)| = t+O(1), since q is a constant.

B Claim (♣). (G,L) is a yes-instance to q-List Coloring if and only if G′ is a yes-instance
to q-Clique Coloring.

Now, if q-Clique Coloring admits an algorithm running in time O?((q − ε)t′), for
some ε > 0, then we can solve q-List-Coloring in time O?((q − ε)t+O(1)) = O?((q − ε)t),
contradicting SETH by Theorem 7, where t′ and t denote the distance to a caterpillar forest
and linear forest, respectively. J

4 Parameterized by Clique-width

In this section, we give an XP-time algorithm for Clique Coloring parameterized by clique-
width, more precisely, parameterized by the equivalent measure module-width. We provide
an algorithm that given an n-vertex graph G with one of its rooted branch decompositions
(T,L) of module-width w and an integer k, decides whether G has a clique coloring with k



L. Jaffke, P. T. Lima, and G. Philip 49:9

colors in time nf(w), where f(w) = 22O(w) . Before we describe the algorithm, we give a high
level outline of its main ideas. The algorithm is bottom-up dynamic programming along the
given branch decomposition of the input graph. Let t ∈ V (T ). To keep the number of table
entries bounded by something that is XP in the module-width, we group color classes into a
number of types that is upper bounded by a function of w alone. Two color classes of the
same type are interchangeable with respect to the underlying coloring being completable
to a valid clique coloring of the whole graph. Partial solutions can then be described by
remembering, for each type, how many color classes of that type there are. If the number
of types is f(w) for some function f , this gives an upper bound of nf(w) on the number of
table entries at each node of the branch decomposition.

Let us discuss what kind of information goes into the definition of a type. We maintain
information about cliques in Gt that are or may become monochromatic maximal cliques in
some extension of the coloring at hand. It is not sufficient to consider only maximal cliques
in Gt; given a maximal clique X in Gt, it may happen that in Vt there is a vertex v that is
adjacent to a strict subset Y ⊂ X of that clique, forming a maximal clique with Y – which
does not fully contain X – in a supergraph of Gt. Considering the equivalence classes of ∼t,
this implies that the equivalence classes containing Y and the ones containing X \ Y are
disjoint. We therefore consider cliques X that are maximal in the subgraph induced by the
equivalence classes containing vertices of X. We call such cliques X eqc-maximal, and observe
that with a little extra information, we can keep track of the forming and disintegrating
of eqc-maximal cliques along the branch decomposition. If an eqc-maximal clique is fully
contained in some set of vertices (/color class) C, then we call it potentially bad for C. A
potentially bad clique is described via its profile, which consists of the intersection pattern
with the equivalence classes of ∼t, and some extra information. At each node, there are at
most 2O(w) profiles.

Equipped with this definition, we can define the notion of a t-type of a color class C,
which is simply the subset of profiles at t, such that Gt contains a potentially bad clique with
that C-profile. It immediately follows that the number of t-types is 22O(w) . Now, colorings Ct
of Gt are described by their t-signature, which records how many color classes of each type
Ct has. There are at most kf(w) many t-signatures, where f(w) = 22O(w) , and this essentially
bounds the runtime of the resulting algorithm by nf(w).

At the root node r ∈ V (T ), there is only one equivalence class, namely Vr = V (G), and if
in a coloring, there is a clique that is potentially bad for some color class, then it is indeed a
monochromatic maximal clique. Therefore, at the root node, we only have to check whether
there is a coloring all of whose color classes have no potentially bad cliques.

4.1 Potentially Bad Cliques
We now introduce the main concept used to describe color classes in partial solutions of our
algorithms, namely potentially bad cliques. These are cliques that are monochromatic in
some subgraph induced by a set of equivalence classes.

I Definition 10 (Potentially Bad Clique). Let G be a graph with rooted branch decomposition
(T,L) and let t ∈ V (T ). A clique X in Gt is called eqc-maximal (in Gt) if it is maximal in
Gt[V (eqct(X))]. Let C ⊆ Vt and let X be a clique in Gt. Then, X is called potentially bad
for C (in Gt), if X is eqc-maximal in Gt and X ⊆ C.

Naturally, it is not feasible to keep track of all potentially bad cliques. We therefore
capture the most vital information about potentially bad cliques in the following notion of
a profile. For our algorithm, it is only important to know for a color class whether or not
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X

Q1 Q2 Q3 Q4 Q5

Figure 3 Illustration of the C-profile of a clique X that is potentially bad for a color class C,
depicted as the shaded areas within the equivalence classes. In this case, we have that π(X | C) =
({Q1, Q2}, {Q3, Q4}).

it has some potentially bad clique with a given profile, rather than how many, or what its
vertices are. This is key to reduce the amount of information we need to store about partial
solutions. There are two components of a profile of a potentially bad clique X; the first one
is the set of equivalence classes Q containing its vertices, and the second one consists of the
equivalence classes P /∈ Q that have a vertex that is complete to X. This is because, at a
later stage, P may be merged with an equivalence class containing vertices of X (via the
bubbles), in which case X is no longer potentially bad. We illustrate the following definition
in Figure 3.

I Definition 11 (Profile). Let G be a graph with rooted branch decomposition (T,L) and
let t ∈ V (T ). Let C ⊆ Vt and let X be a clique in Gt that is potentially bad for C. The
C-profile of X is a pair of subsets of Vt/∼t, π(X | C) ..= (Q,P), where

Q = eqct(X) and P = {P ∈ eqct(X) | ∃v ∈ P : X ⊆ N(v)}.

We call the set of all pairs of disjoint subsets of Vt/∼t, where the first coordinate is nonempty,
the profiles at t, formally, Πt

..= {(Q,P) | Q,P ⊆ Vt/ ∼t : Q 6= ∅ ∧ Q ∩ P = ∅}.

B Observation 12. Let (T,L) be a rooted branch decomposition. For each t ∈ V (T ), there
are at most 2O(w) profiles at t, where w = mw(T,L).

Let t ∈ V (T ) \ L(T ) be an internal node with children r and s and operator (Ht, ηr, ηs),
and let πr ∈ Πr and πs ∈ Πs be a pair of profiles. We are now working towards a notion
that precisely captures when and how a potentially bad clique in Gr for some Cr ⊆ Vr with
Cr-profile πr can be merged with a potentially bad clique in Gs for some Cs ⊆ Vs with
Cs-profile πs to obtain a potentially bad clique for Cr ∪ Cs in Gt. As it turns out, if this is
possible, then the profile of the resulting clique only depends on πr, πs, and the operator of t.
Note that for now, we focus on the case when the cliques in Gr and Gs are both nonempty,
and we discuss the case when one of them is empty below.

Before we proceed with this description, we need to introduce some more concepts.
We illustrate all of the following concepts in Figure 4. For a set of equivalence classes
S ⊆ Vr/∼r ∪ Vs/∼s, its bubble buddies at t, denoted by bbt(S), are the equivalence classes of
Vr/∼r ∪ Vs/∼s that are in the same bubble as some equivalence class in S, i.e.

bbt(S) ..=
⋃

p∈{r,s}
{Qp ∈ Vp/∼p | ηp(Qp) ∈ ηp(S ∩ Vp/∼p)} .

We call πr = (Qr,Pr) and πs = (Qs,Ps) compatible if Qr ∪ Qs is a maximal biclique in
H ′t(πr, πs) ..= Ht[(Qr ∪Qs) ∪ ((Pr ∪ Ps) ∩ bbt(Qr ∪Qs))]. As we show below, the notion of
compatibility precisely captures the “merging behavior” of potentially bad cliques. Moreover,
for πr and πs compatible, we can immediately construct the profile of the resulting potentially
bad clique: the merge profile of πr and πs is the profile µ(πr, πs) = (Qt,Pt) such that
Qt = ηr(Qr) ∪ ηs(Qs) and
Pt =

⋃
{o,p}={r,s}{η(Qp) | Qp ∈ Pp \ bbt(Qr ∪Qs) : Qo ⊆ NHt(Qp)}.
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Figure 4 Merging a potentially bad clique X in Gr with a potentially bad clique Y in Gs to obtain
a potentially bad clique in Gt. The color class at hand is depicted in blue and the gray and yellow
areas show the (three) bubbles. Note that the equivalence classes P1 and Q2 are bubble buddies
of eqcr(X) and eqcs(Y ). Moreover, the types of X and Y are compatible, since {Q1, P2, P3} is a
maximal biclique in Ht[{Q1, P1, P2, P3}]. Finally, note that the equivalence class of ∼t corresponding
to the bubble containing Q3 will have a vertex that is complete to the potentially bad clique X ∪ Y .

I Lemma 13 (♣). Let t ∈ V (T )\L(T ) be an internal node with children r and s and operator
(Ht, ηr, ηs). For all p ∈ {r, s}, let Cp ⊆ Vp, let Xp be a clique in Gr that is potentially bad for
Cp, and let πp ..= π(Xp | Cp) = (Qp,Pp). If πr and πs are compatible, then Xt

..= Xr ∪Xs

is a clique that is potentially bad for Ct ..= Cr ∪ Cs, and π(Xt | Ct) = µ(πr, πs).

I Lemma 14 (♣). Let t ∈ V (T ) \ L(T ) be an internal node with children r and s and
operator (Ht, ηr, ηs). Let Ct ⊆ Vt, and let Xt be a clique in Gt that is potentially bad for
Ct. For all p ∈ {r, s}, let Xp

..= Xt ∩ Vp and Cp ..= Ct ∩ Vp. Suppose that for all p ∈ {r, s},
Xp 6= ∅. Then, for all p ∈ {r, s}, Xp is a potentially bad clique for Cp, and πr ..= π(Xr | Cr)
and πs ..= π(Xs | Cs) are compatible.

As mentioned above, we treat the case when a clique Xp in one of the children p ∈ {r, s}
remains potentially bad in Gt separately. This is because in that case, the notion of a
maximal biclique in H ′t as defined above does not hold up very naturally. We formulate the
analogous requirements for this case here, and we skip some of the details.

Let t ∈ V (T ) \ L(T ) be an internal node with children r and s and operator (Ht, ηr, ηs).
Let πr ∈ Πr. We say that πr is liftable if there is no Qs ∈ bbt(Qr) that is complete to Qr
in Ht, and bbt(Qr) ∩ Pr = ∅. The lift profile of πr, denoted by λ(πr), is constructed as the
merge profile of πr with the empty set; i.e. we take (Qs,Ps) = (∅, Vs/∼s) and apply the
definition given above, meaning λ(πr) = µ(πr, (∅, Vs/∼s)).

I Lemma 15 (♣). Let t ∈ V (T ) \ L(T ) be an internal node with children r and s. Let
Cr ⊆ Vr, Cs ⊆ Vs, let Xr be a clique in Gr, and let πr ..= π(Xr | Cr). Then, Xr is a
potentially bad clique for Cr ∪Cs in Gt if and only if Xr is a potentially bad clique for Cr in
Gr and πr is liftable, in which case πt(Xr | Cr ∪ Cs) = λ(πr).

4.2 The type of a color class

We now describe the t-type of a color class C, which is the subset of profiles at t such that
there is a clique in Gt that is potentially bad for C, with that C-profile. For our algorithm,
two color classes with the same type will be interchangeable, therefore we only have to
remember the number of color classes of each type.
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I Definition 16 (t-Type). Let G be a graph with rooted branch decomposition (T,L), and let
t ∈ V (T ). For a set C ⊆ Vt, the t-type of C, denoted by γt(C) is

γt(C) ..= {πt ∈ Πt | ∃ clique X in Gt which is potentially bad for C and π(X | C) = πt}.

With slight abuse of notation, we call the set Γt = 2Πt of all subsets of profiles at t the t-types.

B Observation 17. Let (T,L) be a rooted branch decomposition, and let t ∈ V (T ). There
are at most 22O(w) many t-types, where w ..= mw(T,L).

The previous observation follows from Observation 12. In our algorithm we want to be
able to determine the t-type of the union of a color class in Gr and a color class in Gs. This
is done via the following notion of a merge type.

I Definition 18 (Merge Type). Let G be a graph with rooted branch decomposition (T,L),
let t ∈ V (T ) \ L(T ) with children r and s. For a pair of an r-type γr ∈ Γr and an s-type
γs ∈ Γs, the merge type of γr and γs, denoted by µ(γr, γs), is the t-type obtained as follows.

µ(γr, γs) ..= {µ(πr, πs) | πr ∈ γr, πs ∈ γs,where πr and πs are compatible}⋃
p∈{r,s}

{λ(πp) | πp ∈ γp,where πp is liftable}

The proof of the following lemma which shows that the merge type faithfully represents
the merging of two color classes can be done using Lemmas 13, 14, and 15.

I Lemma 19 (♣). Let G be a graph with rooted branch decomposition (T,L), let t ∈ V (T ) \
L(T ) with children r and s. Let Cr ⊆ Vr and Cs ⊆ Vs. Then, γt(Cr∪Cs) = µ(γr(Cr), γs(Cs)).

4.3 The algorithm
We are now ready to describe the algorithm. As alluded to above, partial solutions at a node
t, i.e. colorings of Gt, are described via the notion of a t-signature which records the number
of color classes of each type in a coloring. If two colorings have the same t-signature, then
they are interchangeable as far as our algorithm is concerned. We show that this information
suffices to solve the problem in a bottom-up dynamic programming fashion.

I Definition 20 (t-Signature). Let k be a positive integer. Let G be a graph with rooted
branch decomposition (T,L), let t ∈ V (T ), and let C = (C1, . . . , Ck) be a k-coloring of Gt.
Then, σC : Γt → {0, 1, . . . , k} where ∀γt ∈ Γt : σC(γt) ..= |{i ∈ {1, . . . , k} | γ(Ci) = γt}|, is
called the t-signature of C. The set of t-signatures is defined as:

sigt ..=
{
σt : Γt → {0, 1, . . . , k}

∣∣∣ ∑
γt∈Γt

σt(γt) = k
}

The following bound on the number of t-signatures immediately follows from Observa-
tion 17, stating that the number of t-types is upper bounded by 22O(w) .

B Observation 21. Let (T,L) be a rooted branch decomposition of an n-vertex graph, and
let t ∈ V (T ). There are at most k22O(w)

≤ n22O(w)

many t-signatures, where w ..= mw(T,L).

B Definition of the table entries. For each t ∈ V (T ) and σt ∈ sigt, we let tab[t, σt] = 1 if and
only if there is a k-coloring C of Gt such that σC = σt.

I Lemma 22 (♣). Let G be a graph with rooted branch decomposition (T,L), and let r be
the root of T . G has a clique coloring with k colors if and only if tab[r, σ?] = 1, where σ? is
the r-signature for which σ?(∅) = k.
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B Leaves of T . Let t ∈ L(T ) be a leaf node in T and let v ∈ V (G) be the vertex such that
L(v) = t. We show how to compute the table entries tab[t, ·]. Note that Gt = ({v}, ∅), and
that {v} is the only equivalence class of ∼t. To describe the types of color classes of Gt,
observe that the only eqc-maximal clique in Gt is {v} =.. Xv, which is potentially bad for
Cv ..= {v} = Xv. In that case, we have that πv ..= π(Xv | Cv) = ({v}, ∅), and the type of
color class Cv is {πv}. The type of the remaining k − 1 color classes is ∅, since they are all
empty. Therefore, for each t-signature σt, we set tab[t, σt] ..= 1 if and only if σt({πv}) = 1
and σt(∅) = k − 1.

Next, we move on to the computation of the table entries at internal nodes of the branch
decomposition. To describe this part of the algorithm, we borrow the following notion of a
merge skeleton from [22].

I Definition 23 (Merge skeleton). Let G be a graph and (T,L) one of its rooted branch
decompositions. Let t ∈ V (T ) \ L(T ) with children r and s. The merge skeleton of r and s is
an edge-labeled complete bipartite graph (J,m) where

V (J) = Γr ∪ Γs, and
for all γr ∈ Γr, γs ∈ Γs, m(γrγs) = µ(γr, γs).

B Internal nodes of T . Let t ∈ V (T ) \ L(T ) be an internal node with children r and s. We
discuss how to compute the table entries at t, assuming the table entries at r and s have
been computed. Each coloring of Gt can be obtained from a coloring of Gr and a coloring of
Gs, by merging pairs of color classes. Therefore, for each pair σr ∈ sigr, σs ∈ sigs such that
tab[r, σr] = 1 and tab[s, σs] = 1, we do the following. We enumerate all labelings of the edge
set of the merge skeleton with numbers from {0, 1, . . . , k}, with the following interpretation.
If an edge γrγs has label j, then it means that j color classes of r-type γr will be merged
with j color classes of s-type γs; this gives j color classes of t-type µ(γr, γs) = m(γrγs). Each
such labeling that respects the number of color classes available of each type will produce a
coloring of Gt with some signature σt, which can then be read off the edge labeling. For all
such σt, we set tab[t, σt] = 1. We give the formal details in the full version.

The proof of the following lemma which asserts the correctness of our algorithm can be
done via induction on the height of t and using Lemma 19.

I Lemma 24 (♣). Let G be a graph and (T,L) one of its rooted branch decompositions, and
let t ∈ V (T ). The above algorithm computes the table entries tab[t, ·] correctly, i.e. for each
σt ∈ sigt, it sets tab[t, σt] = 1 if and only if Gt has a k-coloring C with σC = σt.

The details of the runtime discussion (based on Observation 21 and the fact that |V (T )| =
O(n)) are deferred to the full version; correctness is shown in Lemma 24, and by Lemma 22,
the solution to the problem can be read off the table entries at the root. Using memoization
techniques, the above algorithm can return a coloring if one exists.

I Theorem 25. There is an algorithm that given an n-vertex graph G together with one of
its rooted branch decompositions (T,L) and a positive integer k, decides whether G has a
clique coloring with k colors in time k22O(w)

· n ≤ n22O(w)

, where w ..= mw(T,L). If such a
coloring exists, the algorithm can construct it.
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Abstract
It can be shown that each permutation group G v Sn can be embedded, in a well defined sense, in a
connected graph with O(n + |G|) vertices. Some groups, however, require much fewer vertices. For
instance, Sn itself can be embedded in the n-clique Kn, a connected graph with n vertices.

In this work, we show that the minimum size of a context-free grammar generating a finite
permutation group G v Sn can be upper bounded by three structural parameters of connected graphs
embedding G: the number of vertices, the treewidth, and the maximum degree. More precisely, we
show that any permutation group G v Sn that can be embedded into a connected graph with m

vertices, treewidth k, and maximum degree ∆, can also be generated by a context-free grammar of
size 2O(k∆ log ∆) ·mO(k). By combining our upper bound with a connection established by Pesant,
Quimper, Rousseau and Sellmann [33] between the extension complexity of a permutation group
and the grammar complexity of a formal language, we also get that these permutation groups can
be represented by polytopes of extension complexity 2O(k∆ log ∆) ·mO(k).

The above upper bounds can be used to provide trade-offs between the index of permutation
groups, and the number of vertices, treewidth and maximum degree of connected graphs embedding
these groups. In particular, by combining our main result with a celebrated 2Ω(n) lower bound on
the grammar complexity of the symmetric group Sn due to Glaister and Shallit [22] we have that
connected graphs of treewidth o(n/ log n) and maximum degree o(n/ log n) embedding subgroups
of Sn of index 2cn for some small constant c must have nω(1) vertices. This lower bound can be
improved to exponential on graphs of treewidth nε for ε < 1 and maximum degree o(n/ log n).
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50:2 Compressing Permutation Groups into Grammars and Polytopes

1 Introduction

Let Sn be the set of permutations of the set {1, ..., n} and str(Sn) be the set of strings in
{1, ..., n}n encoding permutations in Sn. The search for minimum size grammars generating
the language str(Sn) has sparked a lot of interest in the automata theory and in the complexity
theory communities, both in the study of lower bounds [18, 31, 20], and in the study of upper
bounds [25, 3, 2]. In particular, a celebrated result due to Ellul, Krawetz and Shallit [18]
states that any context-free grammar generating the language str(Sn) must have size 2Ω(n).
In this work, we complement this line of research by showing that the minimum size of a
context-free grammar representing a finite permutation group G v Sn can be upper bounded
by three structural parameters of connected graphs whose automorphism group embed G:
number of vertices, treewidth and maximum degree.

We say that a permutation group G v Sn can be embedded in a graph X with vertex
set [m] = {1, ...,m}, if m ≥ n and G is equal to the restriction of the automorphism group
of X to its first n vertices [n] = {1, ..., n}. A more precise definition of the notion of graph
embedding is given in Section 3. For a given class of connected graphs X , the X -embedding
complexity of G, denoted by gecX (G), is defined as the minimum m such that G can be
embedded in an m-vertex graph X ∈ X .

Given an alphabet Σ, the symmetric grammar complexity (SGC) of a formal language
L ⊆ Σn measures the minimum size of a context-free grammar accepting a permuted version
of L. As a matter of comparison, we note that languages accepted by online Turing machines
working in space s and with access to a stack have symmetric grammar complexity 2O(s) [24].
In this setting, the machine reads the input string w ∈ Σn from left to right, one symbol at a
time. While reading this string, symbols can be pushed into or popped from the stack. The
transitions relation depends on the current state, on the symbol being read at the input, and
on the symbol being read at the top of the stack. The caveat is that the number of symbols
used in the stack (which can be up to n) is not counted in the space bound s, which can be
much smaller than n (say s = O(logn)). The SGC of a language L ⊆ Σn is also polynomially
related to the minimum size of a read-once branching program with a stack accepting L (see
for instance [32]).

Our Results. We show that the automorphism group of any graph with n vertices, maximum
degree ∆ and treewidth k has symmetric grammar complexity at most 2O(k∆ log ∆) · nO(k)

(Theorem 3). More generally, we show that the SGC of groups that can be embedded
in m-vertex graphs of maximum degree ∆ and treewidth k is at most 2O(k∆ log ∆) ·mO(k)

(Theorem 5).
In linear programming theory, it can be shown that there are interesting polytopes

P ⊆ Rn, which can only be defined with an exponential (in n) number of inequalities, but
which can be cast as a linear projection of a higher dimensional polytope Q that can be defined
with polynomially many variables and constraints. Such a polytope Q is called an extended
formulation of P . Extended formulations of polynomial size play a crucial role in combinatorial
optimization because they provide a unified framework to obtain polynomial time algorithms
for a large variety of combinatorial problems. For this reason, extended formulations of
polytopes associated with formal languages and with groups have been studied intensively
during the past decades, both from the perspective of lower bounds [37, 21, 39, 34, 4, 13, 29],
and from the perspective of upper bounds [10, 17, 9, 10, 35, 19, 39, 14, 15].
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By combining our main theorem 5 with a connection established by Pesant, Quimper,
Rousseau and Sellmann [33] between the extension complexity of a permutation group and
the grammar complexity of a formal language, we show that any permutation group that can
be embedded in a connected graph with m vertices, treewidth k, and maximum degree ∆
can be represented by polytopes of extension complexity 2O(k∆ log ∆) ·mO(k) (Theorem 14).

By combining our upper bound from Theorem 5 with the 2Ω(n) lower bound from [18], we
obtain an interesting complexity theoretic trade-off relating the index of a permutation group
with the size, treewidth and maximum degree of a graph embedding this group (Theorem 19).
As a corollary of this trade-off, we show that subgroups of Sn with index up to 2cn for some
small constant c have superpolynomial graph embedding complexity on classes of graphs
with treewidth o(n/ logn) and maximum degree o(n/ logn) (Corollary 20). Additionally,
this lower bound can be improved from super-polynomial to exponential on classes of graphs
of treewidth nε (for ε < 1) and maximum degree o(n/ logn) (Corollary 21). In particular,
Corollary 21 implies exponential lower bounds for minor-closed families of connected graphs
(which have treewidth

√
n).

Related Work. Proving lower bounds for the size of graphs embedding a given permutation
group is a challenging and still not well understood endeavour. It is worth noting that it is
still not known whether the alternating group An can be embedded in a graph with nO(1)

vertices. We note that by solving an open problem stated by Babai in [7], Liebeck has shown
that any graph whose automorphism group is isomorphic to the alternating group (as an
abstract group) must have at least 2Ω(n) vertices [30]. Nevertheless, a similar result has not
yet been obtained in the setting of graph embedding of groups, and indeed, constructing
an explicit sequence of groups that have superpolynomial graph embedding complexity is
a long-standing open problem [8]. Our results in Corollary 20 and Corollary 21 provide
unconditional lower bounds for interesting classes of graphs for any group of relatively small
index (index at most 2cn for some small enough constant c).

The crucial difference between the abstract isomorphism setting considered in [30] and
our setting is in the way in which graphs are used to represent groups. In the setting of [30],
given a group G, the goal is to construct a graph X whose automorphism group is isomorphic
to G. On the other hand, in the graph embedding setting, we want the group G to be equal
to the action of the automorphism group Aut(X) on its first [n] vertices. In the abstract
isomorphism setting it has been shown by Babai that for any class of graphs X excluding
a fixed graph H as a minor, there exists some finite group which is not isomorphic to the
automorphism group of any graph in X [6]. Our Corollary 21 can be regarded as a result in
this spirit in the context of graph embedding. While the lower bound stated in Corollary
21 also applies to graphs that are not minor closed, this lower boud is only meaningful for
graphs of maximum degree at most o(n/ logn).

We observe that in Theorem 5 an exponential dependence on the maximum degree
parameter ∆ is unavoidable. Indeed, as stated above, the symmetric grammar complexity of
the language str(Sn) is 2Θ(n). On the other hand, for each n ∈ N+, the symmetric group
Sn can be embedded in the star graph Kn,1 with vertex set V (Kn,1) = {1, ..., n + 1}, and
edge set E(Kn,1) = {{i, n+ 1} : i ∈ {1, . . . , n}}, which is a connected graph of treewidth 1.
Nevertheless, it is not clear to us whether the logarithmic factor log ∆ can be shaved from
the exponent of the upper bound 2O(k∆ log ∆) ·mO(k). We also note that the connectedness
requirement is also crucial for our upper bounds since Sn can be embedded in the discrete
graph Dn with vertex set Dn = {1, ..., n}, and edge set E(Dn) = ∅.
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2 Preliminaries

Proofs of statements marked with ‘♠’ are deferred to the full version. We let N denote the
set of non-negative integers and N+ = N \ {0} denote the set of positive integers. For each
n ∈ N+, we let [n] = {1, ..., n}. For each finite set S we let P(S) = {S′ : S′ ⊆ S} denote
the set of all subsets of S. For each set S and each k ∈ N, we let

(
S
k

)
= {S′ ⊆ S : |S′| = k}

be the set of subsets of S of size k and
(
S
≤k
)

=
⋃k
i=0
(
S
i

)
the set of subsets of size at most k.

For a function f : X → Y and a set X ′ ⊆ X, we denote by f |X′ the restriction of f to X ′,
i.e. the function f |X′ : X ′ → Y with f |X′(x) = f(x) for each x ∈ X ′.

Prefix Closed Sets. For each r ∈ N+, we let [r]∗ be the set of all strings over [r], including
the empty string λ. Let p and u be strings in [r]∗. We say that p is a prefix of u if there
exists q ∈ [r]∗ such that u = pq. Note that u is a prefix of itself, and that the empty string
λ is a prefix of each string in [r]∗. A non-empty subset U ⊆ [r]∗ is prefix closed if for each
u ∈ U , each prefix of u is also in U . We note that the empty string λ is an element of any
prefix closed subset of [r]∗. We say that U ⊆ [r]∗ is well numbered if for each p ∈ [r]∗ and
each j ∈ [r], the presence of pj in U implies that p1, ..., p(j − 1) also belong to U .

Tree-Like Sets. We say that a subset U ⊆ [r]∗ is tree-like if U is both prefix-closed and
well-numbered. Let U be a tree-like subset of [r]∗. If pj ∈ U , then we say that pj is a child
of p, or interchangeably, that p is the parent of pj. If pu ∈ U for u ∈ [r]∗, then we say that
pu is a descendant of p. For a node p ∈ U we let U |p = {pu ∈ U : u ∈ [r]∗} denote the
set of all descendants of p. Note that p is a descendant of itself and therefore, p ∈ U |p. A
leaf of U is a node p ∈ U without children. We let leaves(U) be the set of leaves of U , and
leaves(U, p) be the set of leaves which are descendants of p.

Terms. Let Σ be a finite set of symbols. An r-ary term over Σ is a function t : Pos(t)→ Σ
whose domain Pos(t) is a tree-like subset of [r]∗. We denote by Ter(Σ) the set of all terms
over Σ. If t1, ..., tr are terms in Ter(Σ), and a ∈ Σ, then we let t = a(t1, ..., tr) be the term
in Ter(Σ) which is defined by setting t(λ) = a and t(jp) = tj(p) for each j ∈ [r] and each
p ∈ Pos(tj).

3 Embedding Permutation Groups in Graphs

For each finite set Γ, we let S(Γ) be the group of permutations of Γ. If Ω ⊆ Γ and α ∈ S(Γ),
then we say that α stabilizes Ω setwise if α(Ω) = Ω. Alternatively, we say that Ω is invariant
under α. We let αΩ be the permutation in S(Ω) which is defined by setting αΩ(i) = α(i) for
each i ∈ Ω. In other words, αΩ is the restriction of α to Ω. If G is a subgroup of S(Γ), then
we let stab(G,Ω) be the set of permutations in G that stabilize Ω setwise. We say that a
group G stabilizes Ω if stab(G,Ω) = G. Alternatively, we say that Ω is invariant under G.
We let G|Ω = {α|Ω : α ∈ G} be the set of restrictions of permutations in G to Ω. In what
follows, for each n ∈ N+ we write Sn to denote S([n]).

Graphs. Let m ∈ N+. An m-vertex graph is a pair X = ([m], E(X)), where E(X) ⊆
([m]

2
)
.

Isomorphisms and Automorphisms. If X and Y are two m-vertex graphs, then an iso-
morphism between X and Y is a permutation α ∈ Sm such that for each {i, j} ∈

([m]
2
)
,

{i, j} ∈ E(X) if and only if {α(i), α(j)} ∈ E(Y ). An automorphism of X is an isomorphism
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between X and X. We let Iso(X,Y ) denote the set of all isomorphisms between X and Y ,
and let Aut(X) = Iso(X,X) be the set of automorphisms of X. If Ω ⊆ [m] is invariant under
Aut(X) then we define Aut(X,Ω) = Aut(X)|Ω = {α|Ω : α ∈ Aut(X)}.

I Definition 1. Let G be a subgroup of Sn and X be a connected m-vertex graph where
m ≥ n. We say that G is embeddable in X if Aut(X, [n]) = G.

In other words, G is embeddable in X if the image of action of the automorphism group
of X on its first n vertices is equal to G. We note that the requirement that the graph X of
Definition 1 is connected is crucial for our applications.

Let X be a class of connected graphs and G be a subgroup of Sn. We say that G is
X -embeddable if there exists some graph X ∈ X such that G is embeddable in X. The X
embedding complexity of G, denoted by gecX (G) is the minimumm such that G is embeddable
in a graph X ∈ X with at most m vertices. If no such a graph X ∈ X exists, then we set
gecX (G) =∞.

4 Using Grammars to Represent Finite Permutation Groups

A context-free grammar is a 4-tuple G = (Σ,B, R,B1) where Σ is a finite set of symbols, B
is a finite set of variables, R ⊆ B × (Σ ∪ B)∗ is a finite set of production rules, and B1 ∈ B is
the initial variable of G. The notion of a string w generated by G can be defined with basis
on the notions of G-parse-tree and yield of a G-parse-tree, which are inductively defined as
follows.

1. For each a ∈ Σ ∪ {λ} the term t : {λ} → Σ ∪ {λ} which sets t(λ) = a is a G-parse-tree.
Additionally, yield(t) = a.

2. If t1, ..., tr are G-parse-trees and B → t1(λ) · t2(λ) · ... · tr(λ) is a production rule in
R, then the term t = B(t1, ..., tr) is a G-parse-tree. Additionally, yield(t) = yield(t1) ·
yield(t2) · ... · yield(tr). In other words, the yield of t is the concatenation of the yields of
the subterms t1, . . . , tr.

We say that a G-parse-tree t is accepting if t(λ) = B1. We say that a string w ∈ Σ∗
is generated by G if there is an accepting G-parse-tree with yield(t) = w. The language
generated by G is the set L(G) = {w ∈ Σ∗ : w is generated by G} of strings generated
by G. The size of G is defined as |G| =

∑
(B,u)∈R(1 + |u|) log(|Σ| + |B|), where |u| is the

number of symbols/variables in u, |Σ| is the number of elements in Σ and |B| is the number
of elements in B. We denote by G(Σ) the set of context-free grammars over the alphabet Σ.

A context-free grammar G is said to be regular if each production rule is either of the
form (B, a) for some B ∈ B and a ∈ Σ, or of the form (B, aB′) for some B,B′ ∈ B and some
a ∈ Σ. We denote by RG(Σ) the set of regular context-free grammars over the alphabet Σ.

Complexity Measures. If α ∈ Sn and w ∈ Σn then we let Perm(w,α) def= wα(1)wα(2)...wα(n)
be the string obtained by permuting the positions of w according to α. If L ⊆ Σn then we let
Perm(L,α) def= {Perm(w,α) : w ∈ L}. In other words, Perm(L,α) is the language obtained
by permuting the positions of each string w ∈ L according to α. The symmetric grammar
complexity of a language L ⊆ Σn is defined as the minimum size of a context-free grammar
generating Perm(L,α) for some α ∈ Sn. More precisely, sgc(L) = min{|G| : ∃α ∈ Sn, G ∈
G(Σ), L(G) = Perm(L,α)}.
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Analogously, the symmetric regular grammar complexity of a language L ⊆ Σn is defined as
the minimum size of a regular grammar generating Perm(L,α) for some α ∈ Sn. reg-sgc(L) =
min{|G| : ∃α ∈ Sn, G ∈ RG(Σ), L(G) = Perm(L,α)}.

We note that the symmetric regular grammar complexity of a language L ⊆ Σn is
polynomially related to the minimum size of an acyclic non-deterministic finite automaton
accepting some permuted version of L, or equivalently to the minimum size of a non-
deterministic read-once oblivious branching program accepting L. On the other hand, the
symmetric context-free complexity of a language L is polynomially related to the minimum
size of a pushdown automaton accepting some permuted version of L.

Let α : [n] → [n] be a permutation in Sn. We let str(α) = α(1)α(2)...α(n) ∈ [n]n be
the string associated with α. For each group G v Sn we let str(G) = {str(α) : α ∈ G}
be the language associated with G. The symmetric grammar complexity of G is defined
as sgc(G) def= sgc(str(G)). Analogously, the regular grammar complexity of G is defined as
reg-sgc(G) def= reg-sgc(str(G)).

If β : [n] → [n] and γ : [n] → [n] are permutations in Sn, then we let β ◦ γ be the
permutation that sends each i ∈ [n] to the number β(γ(i)). If S is a subset of Sn, we let
β ◦ S def= {β ◦ γ : γ ∈ S}. Note that if G is a subgroup of Sn, H is a subgroup of G, and
β ∈ G, then β ◦H is a left coset of H in G. The following proposition, which will be used in
the proofs of Lemma 16 and Theorem 5 follows from the fact that context-free languages are
closed under homomorphisms.

I Proposition 2 (♠). Let H ⊆ Sn, and α be a permutation in Sn. Let G be a context-free
grammar such that L(G) = Perm(str(H), α). Then for each permutation β ∈ Sn there is a
context-free grammar Gβ of size |Gβ | = |G| generating Perm(str(β ◦H), α).

The following theorem, which will be crucial to the proof of our main result (Theorem 5),
upper bounds the symmetric grammar complexity of the automorphism group of a graph in
terms of the number of its vertices, its maximum degree, and its treewidth. If the latter two
quantities are bounded, then this upper bound is polynomial in the number of its vertices.

I Theorem 3. Let X be a connected graph with n vertices, treewidth k and maximum degree
∆. Then

sgc(Aut(X)) ≤ 2O(k∆ log ∆) · nO(k).

Additionally, one can construct in time 2O(k∆ log ∆) · nO(k) a permutation α ∈ Sn and a
context-free grammar G(X) generating the language Perm(str(Aut(X)), α).

I Remark 4. If the graph X of Theorem 3 has pathwidth k, then one may assume that G(X)
is a regular grammar. In other words, in this case, reg-sgc(Aut(X)) ≤ 2O(k∆ log ∆) · nO(k).

Theorem 3 can be simultaneously generalized in two ways. First, by allowing grammars
to represent not only the automorphism group of a graph, but also groups that can be
embedded in the graph. Second, not only the groups themselves but also left cosets of such
groups can be represented in the same way. The result of these generalizations is stated in
the next theorem.

I Theorem 5. Let G v Sn, and suppose that G is embeddable in a connected graph X with
m vertices (m ≥ n), maximum degree ∆, and treewidth k. Then, for each β ∈ Sn,

sgc(β ◦G) ≤ 2O(k∆ log ∆) ·mO(k).

Additionally, given X and β, one can construct in time 2O(k∆ log ∆) ·mO(k) a permutation
α ∈ Sn (depending only on X) and a grammar Gβ generating the language Perm(str(β◦G), α).
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I Remark 6. If the graph X of Theorem 5 has pathwidth k, then one may assume that Gβ(X)
is a regular grammar. In other words, in this case, reg-sgc(β ◦G) ≤ 2O(k∆ log ∆) ·mO(k).

4.1 Proof of Theorem 5
In this section, we will prove Theorem 5, which establishes an upper bound for the symmetric
grammar complexity of a permutation group G in function of the size, treewidth and
maximum degree of a graph embedding G. On the way to prove Theorem 5, we will first
prove Theorem 3. The proofs of Remarks 4 and 6 follow by small adaptations of the proofs
of Theorems 3 and 5 respectively.

Subtree-Like Sets and Subterms. Let r ∈ N+, U ⊆ [r]∗ be a tree-like set, p, q ∈ U and u
be the longest common prefix of p and q. Let p = up′ and q = uq′. The distance between
p and q is defined as |p′| + |q′|. We call a set M ⊆ U subtree-like if there exists a p ∈ M ,
such that M = U |p. We let M ′ = {u | pu ∈M} be the tree-like set induced by M . For a set
U ′ ⊆ U , we call the smallest subtree-like set containing U ′ the closest ancestral closure of
U ′. For any subtree-like set M ⊆ Pos(t), we call t|M a subterm of t. If M ′ is the induced
tree-like set of M , then we call the corresponding term t′ with Pos(t′) = M ′ the t-term
induced by M . For a position p ∈ Pos(t), we denote by t|p the subterm of t rooted at p,
i.e. we let t|p

def= t|Pos(t)|p .

Neighborhood of a Vertex, and Induced Subgraphs. Let X be an n-vertex graph. For
a vertex v ∈ [n], we let N(v) def= {u ∈ [n] : {v, u} ∈ E(X)} be the neighborhood of
v. If S ⊆ [n] then we let N(S) =

⋃
v∈S N(v) be the neighborhood of S. Finally, we let

N(S) = N(S) ∪ S be the closed neighborhood of S. The subgraph of X induced by S is
defined as X[S] = (S,E(X[S])) where E(X[S]) = E(X) ∩

(
S
2
)
.

Tree decomposition as Terms. If we regard the set
(
V (X)
≤k+1

)
as an alphabet, then each

width-k tree decomposition of a graph X may be regarded as a term over
(
V (X)
≤k+1

)
. More

precisely, let X be an n-vertex graph and k ∈ {0, 1, . . . , n− 1}. A width-k tree decomposition
(or simply tree decomposition, if k is clear from the context) of X is a term t ∈ Ter(

(
V (X)
≤k+1

)
)

satisfying the following axioms.
(T1)

⋃
p∈Pos(t) t(p) = V (X)

(T2) For each vertex v ∈ V (X) and each of its neighbors u ∈ N(v), there is a position
p ∈ Pos(t) such that {v, u} ⊆ t(p).

(T3) For each vertex v ∈ V (X), the set {p ∈ Pos(t) | v ∈ t(p)} induces a subterm of t.
The treewidth of X, is defined as the smallest non-negative integer k ∈ N such that X admits
a width-k tree decomposition.

Annotated Tree Decompositions. Let X be an n-vertex graph, S and S′ be subsets of [n]
such that |S| = |S′|, and ν : S → S′ be a bijection. We say that ν is a partial automorphism
of X if ν is an isomorphism from the subgraph X[S] of X induced by S to the subgraph X[S′]
of X induced by S′. Next, we define the notion of annotated tree decomposition of a graph
X. These are tree-decompositions whose bags are annotated with partial automorphisms.

I Definition 7 (Annotated Bags). Let X be an n-vertex graph and k ∈ {0, . . . , n − 1}. A
k-annotated bag is a pair (S, ν), where S ∈

(
V (X)
≤k+1

)
, and ν : N [S] → V (X) is a function

satisfying the following two properties.
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1. ν(N(S)) = N(ν(S)). In other words, the image of N(S) under ν is equal to the closed
neighborhood of the image of S under ν.

2. ν is a partial automorphism of X.

We let B(X, k) be the set of all k-annotated bags of X. If b is a k-annotated bag in
B(X, k), then we denote the first coordinate of b by b.S and the second coordinate of b by
b.ν. In other words, b = (b.S, b.ν). We let ρ : B(X, k)→

(
V (X)
≤w+1

)
be the map that takes an

annotated bag b ∈ B(X, k) and sends it to the bag ρ(b) = b.S ∈
(
V (X)
≤k+1

)
. In other words,

the map ρ erases the second coordinate of the annotated bag b. We extend ρ to terms in
Ter(B(X, k)) positionwise. More precisely, for each term t̂ ∈ Ter(B(X, k)), we let ρ(t̂) be the
term in Ter(

(
V (X)
≤k+1

)
) where Pos(ρ(t̂)) def= Pos(t̂) and ρ(t̂)(p) def= ρ(t̂(p)) for each p ∈ Pos(t).

We say that a term t̂ ∈ Ter(B(X, k)) is an annotation of a term t ∈ Ter(
(
V (X)
≤k+1

)
) if ρ(t̂) = t.

Note that a term t ∈ Ter(
(
V (X)
≤k+1

)
) may have many annotations.

We give an upper bound on the number of annotated bags, see Definition 7. There are at
most O(nk+1) choices for the set S. Once such a set S is fixed, there are (at most) O(nk+1)
ways of mapping the vertices in S to vertices in X. (In other words, there are at most
O(nk+1) choices for the image of S under the partial automorphism ν.) Once the image of
S is fixed, for each vertex x ∈ S there are at most ∆! ways of mapping the neighbors of x
to the neighbors of ν(x). Hence there are at most (∆!)k+1 choices for obtaining a partial
automorphism for a fixed image of S. Therefore, by noting that ∆! = 2O(∆ log ∆), we have
the following observation.

I Observation 8. Let X be a graph of maximum degree ∆ and let k ∈ {0, . . . , n− 1}. Then,
|B(X, k)| ≤ 2O(k∆·log ∆) · nO(k).

I Definition 9 (Annotated Tree Decomposition). Let t̂ be a term in Ter(B(X, k)). We say
that t̂ is an annotated width-k tree decomposition if the following conditions are satisfied.
1. ρ(t̂) is a tree decomposition.
2. for each p ∈ Pos(t̂) with children p1, . . . , pd, and for each j ∈ [d], the restriction of t̂(p).ν

to N [t̂(p).S] ∩N [t̂(pj).S] is equal to the restriction of t̂(pj).ν to N [t̂(p).S] ∩N [t̂(pj).S].

Intuitively, the first condition states that if we take an annotated tree decomposition t̂
and forget annotation then the result is a tree-decomposition of X. The second condition
guarantees that the annotation is consistent along the whole tree decomposition, in the
sense that for each vertex x ∈ V (X), if the partial automorphism of one bag sends x to
vertex x′, then the partial automorphism of each bag sends x to x′. Each annotated tree
decomposition t̂ gives rise to a map µ(t̂) : V (X)→ V (X) which sets µ(t̂)|N [t̂(p).S] = t̂(p).ν
for each p ∈ Pos(t̂). We call the map µ the annotation morphism of t̂. The following lemma
is the main technical tool of this section.

I Lemma 10 (♠). Let X be an n-vertex graph of treewidth k and α ∈ Sn. Then, α is an
automorphism of X if and only if there exists an annotated tree decomposition t̂ of X such
that α = µ(t̂).

I Definition 11. A tree decomposition t is called permutation yielding, if there is a bijection
π : leaves(Pos(t))→ V (X) such that for each leaf p ∈ leaves(Pos(t)), t(p) = {π(p)}.

In other words, a tree decomposition t is permutation yielding if each vertex occurs
in precisely one leaf bag. The next lemma shows that any tree decomposition t can be
transformed in polynomial time into a permutation yielding tree decomposition of the same
width. We note that a statement analogous to Lemma 12 can also be obtained by observing
that tree-decompositions can be converted in polynomial time into branch decompositions of
roughly the same width [36]. We include a proof of Lemma 12 for completeness.
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I Lemma 12 (♠). Let X be an n-vertex graph, k ∈ {0, . . . , n − 1}, and t a width-k tree
decomposition of X. Then, one can construct from t in polynomial time a permutation
yielding width-k tree decomposition.

Let t̂ be an annotated tree decomposition with r leaves, and let yield(t̂)=(S1, ν1). . .(Sr, νr)
be the yield of t̂. In other words, yield(t̂) is the sequence of annotated bags obtained by
reading the leaves of t̂ from left to right. We define the annotation yield of t̂ as the sequence
yieldν(t̂) def= ν1(S1) . . . νm(Sr). Note that if t is a permutation yielding tree decomposition
of X, and t̂ is an annotation of t, then r = |V (X)|, and yieldν(t̂) is a string of singletons of
the form {v1}{v2} . . . {vr} where vi ∈ V (X) for each i ∈ [r], and vi 6= vj for i 6= j.

I Restatement of Theorem 3. Let X be a connected graph with n vertices, treewidth k and
maximum degree ∆. Then sgc(Aut(X)) ≤ 2O(k∆ log ∆) ·nO(k). Additionally, one can construct
in time 2O(k∆ log ∆) · nO(k) a permutation α and a context-free grammar G(X) generating
Perm(str(Aut(X)), α).

Proof. Since the graph X has treewidth k, one can construct in time 2O(k) · nO(1) a width
O(k) tree decomposition t of X. Additionally, from Lemma 12, one can assume that t is
yielding. Let yield(t) = {v1}{v2}...{vn}. Then we let αt be the permutation in Sn with
str(αt) = v1v2...vn. We set α = α−1

t . Since t can be constructed in time 2O(k) · nO(1), so
can the permutation α. We show that from t one can construct a context-free grammar G
accepting the language L(G) = Perm(str(Aut(X)), α). Intuitively, the parse trees accepted
by the grammar G correspond to annotations of t, and by Lemma 10, these annotations
correspond to automorphisms of X. Formally, the grammar G = (Σ,B, R,B1) is defined as
follows. We let Σ = V (X) = [n] and B = (Pos(t)×B(X, k)) ∪ {B1} where B1 is the initial
variable of G. Recall that ρ : B(X, k)→

(
V (X)
≤k+1

)
is the map that erases the second coordinate

from each annotated bag b ∈ B. The set R contains the following rules.

1. A rule B1 → (λ, b) for each annotated bag b ∈ B(X, k) such that ρ(b) = t(λ). Intuitively,
each such b is an annotated bag corresponding to the bag at the root of t.

2. For each non-leaf position p ∈ Pos(t) \ leaves(Pos(t)), with children p1, . . . , pd, we have
a rule (p, b)→ (p1, b1)(p2, b2) . . . (pd, bd), for each sequence b, b1, ..., bd of annotated bags
in B(X, k) satisfying the following conditions:
(i) ρ(b) = t(p) and for j ∈ [d], ρ(bj) = t(pj), and
(ii) for each j ∈ [d], b.ν|S∗ = bj .ν|S∗ where S∗ = b.S ∩ bj .S.

3. A rule (p, b)→ j for each leaf position p ∈ Pos(t) with b.S = {i} and b.ν(i) = j.

These rules defined above ensure that if we take an accepting parse tree t of G and remove
its root (i.e the variable B1) and its leaves (which are labeled with numbers in [n]) then
we are left with an annotated version t̂ of the tree decomposition t. By Lemma 10, t̂ is
an annotation of t if and only if the map µ(t̂) : V (X) → V (X) is an automorphism of X.
Therefore, since str(µ(t̂)) = yield(t), we have that L(G) = Perm(str(Aut(X)), α). Since we
can assume that |Pos(t)| = O(kn) (see e.g. [16, Lemma 7.4]), and for each bag, there are at
most 2O(k∆ log ∆) · nO(k) annotations, we have that |G| = 2O(k∆ log ∆) · nO(k), as claimed. J

I Restatement of Theorem 5. Let G v Sn, and suppose that G is embeddable in a connected
graph X with m vertices (m ≥ n), maximum degree ∆, and treewidth k. Then, for each
β ∈ Sn, sgc(β ◦G) ≤ 2O(k∆ log ∆) ·mO(k). Additionally, given X and β, one can construct in
time 2O(k∆ log ∆) ·mO(k) a permutation α ∈ Sn (depending only on X) and a grammar Gβ
generating the language Perm(str(β ◦G), α).
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Proof. This is a consequence of Theorem 3, together with the fact that context free
grammars are closed under homomorphisms. More precisely, we first construct in time
2O(k∆ log ∆) · mO(k) a permutation α′ ∈ Sm, and a context-free grammar G′ such that
L(G) = Perm(str(Aut(X)), α). Now let h : [m]\[n] → {λ} be the map that sends each
number in [m]\[n] to the empty string λ. Then using G, one can construct in time polyno-
mial in |G′| a context-free grammar G′′ whose language L(G′′) is the homomorphic image
of L(G′) under h. Additionally, one may assume that the grammar G′′ has no production
rule containing the empty string λ. Let α = α′|[n] be the permutation in Sn obtained by
restricting α′ to [n]. Note that α is well defined, since the fact that G v Sn is embeddable
in X implies that α′([n]) = [n], and therefore that α([n]) = [n]. Then we have that the
language accepted by G′′ is L(G′′) = Perm(str(Aut(X)), α).

Finally, let β : [n] → [n] be a permutation in Sn. Then we can regard β as a usual
map from [n] to [n], and using again the fact that context-free languages are closed under
homomorphism, we can construct in time O(|G′′|) a context-free grammar G accepting the
homomorphic image of L(G′′) under β. This homomorphic image is simply the language
Perm(str(β ◦G), α). J

5 Polytopes for Permutation Groups

In linear-programming theory, the n-permutahedron is the polytope P (Sn) formed by the
convex-hull of the set of permutations of the set {1, . . . , n}. It can be shown that to define
the permutahedron on the n-dimensional space, 2Ω(n) constraints are required. On the other
hand, a celebrated result from Goemans states that the n-permutahedron has extended
formulations with O(n logn) variables and constraints [23].

More generally, given a subgroup G v Sn, one can define the G-hedron as the convex-hull
of the permutations in G. The technique used in [23] to upper bound the extension complexity
of polytope P (Sn), which is based on the existence of sorting networks of size O(n logn) [1],
has been used to show that polytopes corresponding to certain families of groups have small
extension complexity. This includes polytopes corresponding to the alternating group [38],
and to finite reflection groups [27, 28, 26, 11]. Nevertheless, techniques to prove non-trivial
upper bounds on the extension complexity of polytopes associated with general permutation
groups based on structural properties of these groups are still lacking. We note that a trivial
upper bound of |G| can be obtained from the fact that the extension complexity of a polytope
is upper bounded by its number of vertices. Nevertheless, |G| may have up to n! = 2Ω(n logn)

elements.
In this section, by combining our main theorem (Theorem 5) with a connection established

in [33] between the grammar complexity of a given formal language L ⊆ [n]r (for n, r ∈ N+)
and the extension complexity of the polytope P (L) associated with L, we obtain a new
approach for proving upper bounds on the extension complexity of a general permutation
group G v Sn based on structural parameters of graphs embedding G (Theorem 14). We
note that Theorem 14 is more general in the sense that it also can be used to upper bound
the extension complexity of polytopes associated with cosets of G.

Let X be a set of real variables. A real vector over X is a function v : X → R. We let
RX be the set of all real vectors over X . Given a set W = {v1, . . . , vr} of real vectors, the
convex-hull of W is the set conv(W ) = {

∑r
i=1 αivi : αi ≥ 0,

∑r
i=1 αi = 1} of all convex

linear-combinations of vectors in W . A subset P ⊆ RX is a polytope over X if P = conv(W )
for some finite set W of real vectors over X . For each such a polytope P , there is a finite
set E of linear inequalities over X such that P is the set of vectors in RX which satisfy each
inequality in E .
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Let X and Y be sets of real variables with X ∩ Y = ∅. We say that a (X ∪ Y)-polytope
Q is an extended formulation of P if there exists a linear projection ρ : RX∪Y → RX such
that P = ρ(Q). The extension complexity of P , denoted by xc(P ), is defined as the least
number of inequalities necessary to define an extended formulation of P .

For each n ∈ N+, we let [n]X be the set of real vectors over X whose coordinates are chosen
from the set [n]. For r ∈ N+, let w = w1 . . . wr be a string in [n]r, and let Xr = {x1, ..., xr}
be an ordered set of real variables. We let ŵ : Xr → [n] be the real vector over Xr which
sets ŵi = wi for each i ∈ [r]. Given a subset L ⊆ [n]r, the Xr-polytope associated with L is
defined as P (L) = conv({ŵ : w ∈ L}).

The following theorem, proved in [33], relates the grammar complexity of a subset L ⊆ [n]
with the extension complexity of the polytope P (L).

I Theorem 13 ([33]). Let G be a context-free grammar such that L(G) ⊆ [n]r for some
n, r ∈ N+. Then the extension complexity of the polytope P (L(G)) is upper bounded by
|G|O(1). A system of inequalities defining P (L(G)) can be constructed in time |G|O(1).

If G is a subgroup of Sn, and β ∈ G, then we let P (β ◦ G) ..= P (str(β ◦ G)) be the
polytope associated with the coset β ◦G. The following theorem, which is the main result of
this section, follows by a direct combination of Theorem 5 with Theorems 13.

I Theorem 14. Let G v Sn, and suppose that G is embeddable on a graph X with m

vertices (m ≥ n), maximum degree ∆, and treewidth k. Then, for each β ∈ Sn, the extension
complexity of the polytope P (β ◦G) is at most 2O(k∆ log ∆) ·mO(k). Additionally, given X and
β, a system of inequalities defining P (β ◦G) can be constructed in time 2O(k∆ log ∆) ·mO(k).

6 Complexity Theoretic Tradeoffs

In 1969 Babai and Bouwer showed independently that any subgroup G of Sn can be embedded
in a connected graph with O(n+ |G|) vertices [5, 12]. Note that |G| can be as large as n!.
Classifying which groups can, or cannot, be embedded in connected graphs with a much
smaller number of vertices is an important problem in algebraic graph theory [8]. Indeed,
constructing an explicit class of groups with superpolynomial graph embedding complexity
is still an open problem, although a conjecture of Babai states that the alternating group An
has graph embedding complexity 2Ω(n) [7]. We note that Liebeck has shown that any graph
whose automorphism group is isomorphic to the alternating group An (as an abstract group)
has an exponential number of vertices [30]. Nevertheless this result does not extend to the
graph embedding setting.

In this section we use our main theorem to establish a trade-off between the index of
a subgroup G of Sn, and structural parameters of graphs embedding G. In particular,
for several classes of graphs X , this trade-off can be used to prove lower bounds on the
X -embedding complexity of subgroups of Sn of small index (i.e index up to 2cn for some
small constant c). We start by stating the following immediate observation.

I Observation 15. Let G1 and G2 be context-free grammars. Then there is a context-free
grammar G1 ∪G2 of size O(|G1|+ |G2|) such that L(G1 ∪G2) = L(G1) ∪ L(G2).

The next lemma states that the symmetric grammar complexity of a group G is at most
the index of a subgroup H in G times the symmetric grammar complexity of H. Recall that if
G is a group and H is a subgroup of G, then the index of H in G is defined as IG(H) = |G|

|H| .

I Lemma 16 (♠). Let H v G v Sn. Then sgc(G) ≤ IG(H) · sgc(H).
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It has been shown in [18] (Theorem 30) that the language str(Sn) cannot be represented
by context-free grammars of polynomial size. Since str(Sn) is invariant under permutation
of coordinates, i.e., str(Sn) = Perm(str(Sn), α) for any permutation α ∈ Sn, we have that
the symmetric context-free complexity of str(Sn) is exponential.

I Theorem 17 (Theorem 30 of [18]). sgc(Sn) ≥ 2Ω(n).

Now, by combining Theorem 17 with Lemma 16 (for G = Sn), we have the following
immediate corollary.

I Corollary 18. Let H be a subgroup of Sn. Then sgc(H) ≥ 2Ω(n)

ISn (H) .

By combining Theorem 5 with Corollary 18, we have a trade-off between the index of a
group H, and the number of vertices, the treewidth and the maximum degree of a graph
embedding H. Below, we write exp2(x) to denote 2x.

I Theorem 19 (♠). There exist positive real constants c1, c2 and c3 such that for large
enough n, and each subgroup H of Sn, if H is embeddable in a connected graph with m

vertices, maximum degree ∆ and treewidth k, then

m ≥ exp2

(
c1n− c2k∆ log ∆− c3 log ISn(H)

k

)
.

As a corollary of Theorem 19, we get the following lower bound stating that subgroups of
Sn with small index (i.e. index at most 2cn for some small constant c) cannot be embedded
in graphs of treewidth o(n/ logn), maximum degree o(n/ logn) and a polynomial number of
vertices.

I Corollary 20. Let X be a class of connected graphs of treewidth o(n/ logn) and maximum-
degree o(n/ logn). Then there is a function f ∈ ω(1), and a constant c ∈ R, such that for
each sufficiently large n, each subgroup G of Sn of index ISn(G) ≤ 2cn has X -embedding
complexity at least nf(n).

For classes of graphs of treewidth nε (for ε < 1), and maximum degree o(n/ logn),
Theorem 5 implies exponential lower bounds on the embedding complexity of groups of small
index (i.e. index at most 2cn for some small constant c).

I Corollary 21. Let X be a class of connected graphs of treewidth nε (for ε < 1) and maximum-
degree o(n/ logn). Then there exist constants c, c′ ∈ R, such that for each sufficiently large n,
each subgroup G of Sn of index ISn

(G) ≤ 2cn has X -embedding complexity at least 2c′n1−ε .

In particular, for some small c, c′ ∈ R, the graph embedding complexity of subgroups of
Sn of index at most 2c′n is lower bounded by 2c

√
n for any minor closed class of graphs of

maximum degree o(n logn). Note that these classes of graphs have treewidth at most
√
n.

7 Conclusion and Open Problems

In this work, we have established new connections between three complexity measures for
permutation groups: embedding complexity parameterized by treewidth and maximum-
degree, symmetric grammar complexity and extension complexity. In particular, we have
shown that groups that can be embedded in graphs of small treewidth and degree have
small symmetric grammar complexity and small extension complexity. These results can also
be used to translate strong lower bounds on the symmetric grammar complexity or on the
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extension complexity of a group G v Sn into lower bounds on the embedding complexity of
G. In particular, using this approach, we have shown that subgroups G v Sn of sufficiently
small index have superpolynomial embedding complexity on classes of graphs of treewidth
o(n/ logn) and maximum degree o(n/ logn).

Below, we state some interesting open problems related to our work.

I Problem 22. Construct an explicit family of groups {Gn}n∈N+ with superpolynomial graph
embedding complexity, that is to say, such that gec(Gn) = nΩ(1).

In particular, it is not known if the graph embedding complexity of the alternating group
An is superpolynomial. Note that the graph embdding complexity of the symmetric group
Sn is n, which is witnessed by Kn, the complete graph with vertex set {1, . . . , n}.

I Problem 23. Does the alternating group An have superpolynomial graph embedding com-
plexity?

The n-alternahedron polytope P (An) is the polytope associated with the alternating
group An. The technique used in [23] to prove an O(n logn) upper bound on the extension
complexity of the n-permutahedron P (Sn) was generalized in [38] to show that the extension
complexity of the n-alternahedron is O(n logn).
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Abstract
A regular language L of finite words is composite if there are regular languages L1, L2, . . . , Lt such
that L =

⋂t

i=1 Li and the index (number of states in a minimal DFA) of every language Li is strictly
smaller than the index of L. Otherwise, L is prime. Primality of regular languages was introduced
and studied in [9], where the complexity of deciding the primality of the language of a given DFA
was left open, with a doubly-exponential gap between the upper and lower bounds. We study
primality for unary regular languages, namely regular languages with a singleton alphabet. A unary
language corresponds to a subset of N, making the study of unary prime languages closer to that of
primality in number theory. We show that the setting of languages is richer. In particular, while
every composite number is the product of two smaller numbers, the number t of languages necessary
to decompose a composite unary language induces a strict hierarchy. In addition, a primality witness
for a unary language L, namely a word that is not in L but is in all products of languages that
contain L and have an index smaller than L’s, may be of exponential length. Still, we are able
to characterize compositionality by structural properties of a DFA for L, leading to a LogSpace
algorithm for primality checking of unary DFAs.
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1 Introduction

Compositionality is a well motivated and studied notion in mathematics and computer science
[2]. By decomposing a problem into several smaller problems, it is possible not only to
increase parallelism, but also to sometimes handle inputs that are otherwise intractable. A
major challenge is to identify problems and instances that can be decomposed. Motivated by
practical barriers of the automata-theoretic approach to formal verification [8], Kupferman
and Mosheiff introduced in [9] the notion of compositionality for regular languages. The
algebraic approach to DFAs associates each DFA with a monoid, and is used in [7] in order to
show that every DFA A can be presented as a wreath product of reset DFAs and permutation
DFAs, whose algebraic structure is simpler than that of A. The definition of decomposition in
[9] is simpler, and is based on the right-congruence relation ∼L between words in Σ∗: given
a regular language L ⊆ Σ∗, we have that two words x, y ∈ Σ∗ satisfy x ∼L y, if for every
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word z ∈ Σ∗, it holds that x · z ∈ L iff y · z ∈ L. By the Myhill-Nerode theorem [10, 11],
the equivalence classes of ∼L constitute the state space of a minimal canonical DFA for L.
The number of equivalence classes is referred to as the index of L. Then, according to [9], a
language L ⊆ Σ∗ is composite if there are languages L1, . . . , Lt such that L =

⋂t
i=1 Lt and the

index of Li, for all 1 ≤ i ≤ t, is strictly smaller than the index of L. Otherwise, L is prime1.
The definitions apply also to DFAs, referring to the languages they recognize. Back to formal
verification, by decomposing a specification automaton A to automata A1,A2, . . . , At such
that L(A) =

⋂t
i=1 L(At), one can replace a language-containment problem L(S) ⊆ L(A)

by a sequence of simpler problems, namely L(S) ⊆ L(Ai), for the automata Ai in the
decomposition.

Decompositions of width 2 were studied in [3]. For such decompositions, the question
of deciding whether a given DFA A is composite is clearly in NP, as one can guess the two
factors. It is shown in [9] that there are regular languages whose decomposition require width
3, which was generalized in [12] to languages whose decomposition require arbitrarily large
widths. In fact, the only bound known for the required width is exponential in |A|, which
follows from the bound on the size of the underlying DFAs. Accordingly, the best upper bound
known for the problem of deciding the compositionality of a given DFA is ExpSpace. This is
quite surprising, especially given that the best lower bound for the problem is NLogSpace,
making the gap between the upper and lower bounds doubly-exponential. For the class of
permutation DFAs, whose monoid consists of permutations, compositionality can be decided
in PSpace [9], making the gap exponentially less embarassing, but the general case is still
open.

We study regular languages over a unary alphabet, thus Σ = {1}. Each word 1i ∈ Σ∗
can be identified with its length i ∈ N = {0, 1, 2, . . .}, and a language L ⊆ 1∗ can be viewed
as a subset of N. The association of words with natural numbers strengthens the relation
between the notions of primality in number theory and regular languages. In particular, it is
shown in [9] that for every k ∈ N, we have that the language (1k)∗ is composite iff k is not a
prime power (see Example 1). The fact, however, that each DFA defines a set of numbers,
makes the regular setting much richer [1]. We present two indications of this rich setting.
The first concerns the width of a decomposition, namely the number t of languages in it.
The width of decompositions in number theory is 2. Indeed, every composite number is the
product of two smaller numbers. We show that for unary regular languages, the width is
arbitrarily large. Specifically, if a language L is defined by a unary DFA of size n, then the
width of a decomposition of L may be ω(n), namely the number of distinct prime divisors of
n. This bound is tight.

An additional indication to the richness of the setting is the length of primality witnesses.
Consider a DFA A. It is not hard to see that A is prime iff there exists a word w that
is rejected by A yet accepted by all DFAs B that are potential decomposers of A, namely
L(A) ⊆ L(B) and |B| < |A|. Indeed, such a word w indicates that every product of DFAs that
attempts to decompose A would fail on w. Accordingly, w is termed a primality witness for
A, and a decision procedure for checking primality can be based on a search for a primality
witness. In the general (non unary) case, the best known upper bound for the length of a
primality witness is doubly exponential in A, with no matching lower bound [9]. We study
the length of primality witnesses for unary DFAs and show an exponential tight bound.

1 We note that a different notion of primality, relative to the concatenation operator rather than to
intersection, has been studied in [4].
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In spite of the above two hardness indications, we are able to describe a LogSpace
algorithm for checking primality of unary DFAs. Our algorithm is based on the trivial
observation that a unary DFA A is lasso shaped, and the not-at-all trivial observation that A
is composite iff it can be decomposed to clean quotients – once quotients obtained by folding
the cycle of length ` of A’s lasso to a cycle of length d, for d that is a strict divisor of `. All
the clean quotients over-approximate the language of A, and the algorithm essentially has to
check whether each rejecting state q of A is covered by some clean quotient, in the sense
that this clean quotient rejects all words that A rejects in a run that reaches q. As we show,
the above condition can be checked in logarithmic space.

2 Preliminaries

A deterministic finite automaton (DFA hereafter) is a 5-tuple A = 〈Σ, Q, qI , δ, F 〉, where Q
is the finite set of states, Σ is a finite non-empty alphabet, δ : Q × Σ → Q is a transition
function, qI ∈ Q is an initial state, and F ⊆ Q is a set of accepting states. For each state
q ∈ Q, we use Aq to denote the DFA A with q as the initial state. That is, Aq = 〈Σ, Q, q, δ, F 〉.
We extend δ to words in the expected way, thus δ : Q × Σ∗ → Q is defined recursively by
δ(q, ε) = q and δ(q, w1w2 · · ·wn) = δ(δ(q, w1w2 · · ·wn−1), wn). We sometimes omit the initial
state qI as a parameter of δ and write δ(w) instead of δ(qI , w) in order to refer to the state
that A visits after reading w. The DFA A naturally induces an equivalence relation ∼A over
the set of words Σ∗ defined by v ∼A w iff δ(v) = δ(w).

The run of A on a word w = w1 . . . wn is the sequence of states s0, s1 . . . sn such that
s0 = qI and for each 1 ≤ i ≤ n it holds that δ(si−1, wi) = si. Note that sn = δ(qI , w). The
DFA A accepts w iff δ(qI , w) ∈ F . Otherwise, A rejects w. The set of words accepted by A is
denoted L(A) and is called the language of A. We say that A recognizes L(A). A language
recognized by some DFA is called a regular language. Two DFAs A and B are equivalent if
L(A) = L(B). The complement of a regular language L over Σ is comp(L) = Σ∗ \ L.

We refer to the size of a DFA A, denoted |A|, as the number of states in A. A DFA A is
minimal if every DFA B equivalent to A satisfies |B| ≥ |A|. Every regular language L has a
single (up to isomorphism) minimal DFA A such that L(A) = L. The index of L, denoted
ind(L), is the size of the minimal DFA recognizing L.

Quotient DFA. Consider a DFA A = 〈Σ, Q, qI , δ, F 〉. We say that an equivalence relation
∼⊆ Q×Q is coherent with δ if for every two states p, q ∈ Q, if p ∼ q then δ(p, a) ∼ δ(q, a)
for all a ∈ Σ. Then, the quotient A′ of A by ∼ is the DFA obtained by merging the states of
A that are equivalent with respect to ∼. Formally, A′ = 〈Σ, Q′, [qI ], δ′, F ′〉, where Q′ is the
set of equivalence classes [p] of the states p ∈ Q, the transition function δ′ is such that for all
a ∈ Σ we have that δ′([p], a) = [δ(p, a)], and F ′ is composed of the classes [p] such that there
is q ∈ F such that p ∼ q. Note that the coherency of ∼ with respect to δ guarantees that
the definition of δ′ is independent of the choice of the state p in [p]. On the other hand, we
do not require states related by ∼ to agree on membership in F , and define F ′ so that the
language of A′ over-approximates that of A. Formally, L(A) ⊆ L(A′), as every accepting
run of A induces an accepting run of A′.

Composite and Prime DFAs. A DFA A is composite if there are t ≥ 1 and DFAs A1, . . . ,At

such that for all 1 ≤ i ≤ t, it holds that |Ai| < |A|, and
⋂t

i=1 L(Ai) = L(A). Thus, L(A)
can be described by means of an intersection of DFAs all strictly smaller than A. Otherwise,
A is prime. We refer to t as the width of the decomposition of A. For t ≥ 2, we say that A
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s0 s1 s2 sk−1 q0 q1 q2 ql−1

Figure 1 A lasso-shaped unary DFA.

is t-composite if it has a decomposition of width t. Otherwise, A is t-prime. Then, the width
of a composite A is the minimal t ≥ 1 such that A is t-composite. Note that non-minimal
DFAs are 1-composite, and so compositionality is of interest mainly for minimal DFAs, where
|A| = ind(L(A)). We identify a regular language with its minimal DFA. Thus, we talk
also about a regular language being composite or prime, referring to its minimal DFA. The
Prime-DFA problem is to decide, given a DFA A, whether A is prime.

A primality witness for a DFA A is a word w ∈ Σ∗ such that w /∈ L(A) and w ∈ L(B)
for all B with L(A) ⊆ L(B) and |B| < |A|. Note that such a word w indeed witnesses that
A is prime, as w is a member in every intersection of DFAs that attempts to compose A.
Moreover, every prime DFA A admits at least one primality witness, as otherwise L(A) would
be equal to the intersection of the languages of all the DFAs B satisfying L(A) ⊆ L(B) and
|B| < |A|.

2.1 Unary DFAs
A DFA A = 〈Σ, Q, qI , δ, F 〉 is unary if its alphabet Σ is of size 1. Discussing unary DFAs,
we denote the alphabet by 1, its single letter by 1, and we identify a word 1i ∈ 1∗ with its
length i ∈ N = {0, 1, 2, . . .}. Thus, the language of a unary DFA A is viewed as a subset of N.
Likewise, we refer to the transition function of a unary DFA as δ : N→ Q, where δ(i) is the
state that A visits after reading 1i. Clearly, i ∈ L(A) iff δ(i) ∈ F . Finally, note that a unary
DFA must be lasso shaped. Indeed, as |Q| is finite, there must be k, j ∈ N such that k < j and
δ(j) = δ(k). Then, as A is deterministic, we have that δ(k+ i) = δ(j + i) for all i ≥ 0. When
j is minimal, we say that A is a (k, `)-DFA, for ` = j−k. Thus, A is lasso-shape with a prefix
of lenght k and cycle of length `. We refer to the states δ(0), . . . , δ(k) by s0, . . . , sk−1, q0,
and to the states δ(k + 1), . . . , δ(j − 1) by q1, . . . , q`−1 (see Figure 1). Note that since k < j,
it must be that ` > 0. When we want to fix only one of the two parameters of the lasso,
we use the notations (∗, `)-DFA, for fixing only the cycle, and (k, ∗)-DFA for fixing only the
prefix. In particular, a (0, ∗)-DFA consists of a single cycle.

As demonstrated in Example 1 below, taken from [9], primality questions about unary
languages are strongly related to primality questions in number theory.

I Example 1. Let Lk = {x : x ≡ 0 mod k}. Clearly, the minimal DFA that recognizes Lk is
a (0, k)-DFA, and so ind(Lk) = k. We show that Lk is composite iff k is not a prime power.

Assume first that k is not a prime power. Thus, there exist co-prime integers 1 < p, q < k

such that p · q = k. It then holds that Lk = Lp ∩ Lq. Since ind(Lp) < k and ind(Lq) < k, it
follows that Lk is composite.

For the other direction, assume that k is a prime power. Let p, r ∈ N be such that p is a
prime and k = pr. Let x = (p+ 1)pr−1. Note that x /∈ Lk. We claim that x is a primality
witness for Lk, and conclude that Lk is prime.

Recall that ind(Lk) = k. Consider a language L′ such that L ⊆ L′ and ind(L′) < ind(L).
We show that x ∈ L′. Assume by contradiction that x /∈ L′. Let A′ be a DFA for L′. Since
ind(L′) < ind(Lk) = k and x > k, the rejecting run of A′ on x must traverse the cycle of
A′. Let ` be the length of this cycle, and note that 0 < ` < k. Note that for all i ≥ 0, we



I. Jecker, O. Kupferman, and N. Mazzocchi 51:5

have that i`+ (p+ 1)pr−1 is not accepted by A′, and hence, i`+ (p+ 1)pr−1 6∈ L′. On the
other hand, since ` 6≡ 0 mod k, there exists i ≥ 0 such that i` ≡ −pr−1 mod k. For this
value of i, we have that i`+ (p+ 1)pr−1 ∈ L \ L′, and thus, L 6⊆ L′, and we have reached a
contradiction. Therefore, x ∈ L, and we are done. J

I Remark 2. Since DFAs can be complemented by dualizing the set of final states, we can
dualize the definition of composite and prime DFAs and consider definitions that are based
on union of DFAs. Specifically, L is ∪-composite if there are DFAs A1, . . . ,At such that for
all 1 ≤ i ≤ t, it holds that |Ai| < |A|, and

⋃t
i=1 L(Ai) = L(A). Otherwise, A is ∪-prime.

Clearly, L is ∩-composite iff comp(L) is ∪-composite.

3 Decompositions of Unary DFAs

In this section we study decompositions of unary DFAs. We characterize these decompos-
itions by means of clean quotients, which will become handy when we study the width of
decompositions, the length of primality witnesses, and the complexity of the Prime-DFA
problem for unary DFAs.

3.1 Clean quotients of unary DFA
Let A = 〈1, Q,Σ, qI , δ, F 〉 be a unary (k, `)-DFA. Recall (see Figure 1) that we refer to
the states leading to the cycle of A by s0, s1, . . . , sk−1, and to the states in the cycle by
q0, q1, . . . , q`−1. A clean quotient Ad of A is a (k, d)-DFA obtained by quotienting A by
folding its cycle to a cycle of length d, for some strict divisor d of `. Formally, Ad is induced
by the equivalence relation ∼d defined by

si ∼d sj if and only if i = j;
qi ∼d qj if and only if i ≡ j mod d.

Note that ∼d is coherent with δ, and so L(A) ⊆ L(Ad). As with general quotient DFAs,
the latter containment may be strict.

I Example 3. In Figure 2, we describe a (4, 6)-DFA A, and its two clean quotients: the
(4, 3)-DFA A3 and the (4, 2)-DFA A2.

s0 s1 s2 s3 q0 q1 q2 q3 q4 q5

A:

s0 s1 s2 s3 q0 q1 q2

A3:
s0 s1 s2 s3 q0 q1

A2:

Figure 2 The DFA A and its clean quotients A3 and A2.

Omega function. For n ∈ N, the omega function ω(n) maps n to the number of distinct
prime divisors of n. Formally, for every integer n, if the decomposition of n into prime
factors is n = pg1

1 p
g2
2 . . . pgt

t , then ω(n) = t. For example, as 45 = 3 · 3 · 5, then ω(45) = 2.
The asymptotic behavior of ω is tricky, as it behaves irregularly. Indeed, if n is a prime
number, then ω(n) = 1. On the other hand, if n is a primorial, namely n = p1p2 . . . pt is the
product of the first t prime numbers, then ω(n) ∼ ln(n)

ln(ln(n)) [5]. Note that for every t ∈ N,
the primorial n = p1p2 . . . pt is the smallest integer satisfying ω(n) ≥ t. Accordingly, ln(n)

ln(ln(n))
serves as an upper asymptotical bound for ω(n).
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In Subsection 3.2, we relate compositionality with compositionality by clean quotients.
Here, we bound the width of such compositions:

I Lemma 4. Every unary (k, `)-DFA that has a decomposition into clean quotients is ω(`)-
composite.

Proof. Let A be a unary (k, `)-DFA, and assume that L(A) =
⋂m

i=1 L(Adi
) for some strict

divisors di of `. Let p1, p2, . . . , pω(`) be an enumeration of the prime strict divisors of `, and
for every 1 ≤ i ≤ ω(`), let `i = `/pi. For all 1 ≤ i ≤ ω(`), we get L(A) ⊆ L(A`i

) since A`i

is a quotient of A, hence L(A) ⊆
⋂ω(`)

i=1 A`i . Conversely, for every 1 ≤ i ≤ m, there exists
1 ≤ j ≤ ω(`) such that di divides `j , thus the DFA Adi

is a subquotient of the DFA A`j
,

which implies that L(Adi
) ⊇ L(A`j

). Since this is true for every 1 ≤ i ≤ m, it follows that
L(A) =

⋂ω(m)
i=1 Adi

⊇
⋂ω(`)

i=1 A`i
. Hence L(A) =

⋂ω(`)
i=1 A`i

, thus A is ω(`)-composite. J

Bézout’s Identity. We use in our proofs a weaker version of Bézout’s Identity, a well known
theorem in number theory. For the sake of completeness, we state here the specific part of
the result that we use, along with its proof.

I Lemma 5. Consider an integer b ∈ N. If b has a strict divisor, then for all a < b we have
that b has a strict divisor that can be expressed as a linear combination λa− µb, for some
λ, µ ∈ N.

Proof. Let U be the set of integers definable as a linear combination λa − µb for some
λ, µ ∈ N. We prove that the minimal strictly positive element d of U satisfies the statement.
First, since a ∈ U , then d ≤ a < b. Now, since d ∈ U , there exist λ0, µ0 ∈ N satisfying
d = λ0a− µ0b. Let β ∈ N be the minimal integer satisfying βd ≥ b. Then 0 ≤ βd− b < d,
yet βd− b = βλ0a− (βµ0 + 1)b, is an element of U . Since we chose d as the minimal strictly
positive integer of U , this implies that βd− b = 0. Hence, d divides b and we are done. J

Key Lemma. Recall that every clean quotient Ad of A is such that L(A) ⊆ L(Ad), and
that the latter containment may be strict. We now prove the existence of clean quotients of
A for which this strict containment is good enough for our decomposition goal. Intuitively,
each clean quotient rejects large parts of the language rejected by A. Formally, we have the
following.

I Lemma 6. Let A be a unary (k, `)-DFA. For every unary (kB, `B)-DFA B such that `B < `

and L(A) ⊆ L(B), there is a strict divisor d of ` such that the clean quotient Ad rejects all
the words w > kB rejected by B.

Proof. Let A = 〈1, Q, qI , δ, F 〉, and let B be a unary (kB, `B)-DFA such that `B < ` and
L(A) ⊆ L(B). Since `B < `, then, by Lemma 5, there exists a strict divisor d of ` that can
be expressed as a linear combination d = λ`B − µ` for some λ, µ ∈ N.

We prove that the clean quotient Ad of A rejects all the words w > kB rejected by B.
Assume by way of contradiction that there is a word w > kB accepted by Ad. If w < k,
w ∈ L(Ad) immediately implies that w ∈ L(A). Then, as L(A) ⊆ L(B), we have that
w ∈ L(B), and we reach a contradiction. If w ≥ k, then by definition of the quotient Ad,
the equivalence class of the state δ(w) ∈ Q in Ad contains an accepting state of A since
w ∈ L(Ad). Therefore, there exists an integer α ∈ N such that w + αd is accepted by A.
Since adding a multiple of ` to w + αd yields another element of L(A), we obtain that
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x = w + αd+ αµ` ∈ L(A). Since L(A) ⊆ L(B), it follows that x is also accepted by B. Now,
by the definition of d, we have that

x = w + αd+ αµ` = w + αλ`B.

Therefore, since B accepts x, and w > kB by supposition, B also accepts the word w, and we
reach a contradiction. J

3.2 Characterizing compositionality
Consider a unary (k, `)-DFA A = 〈1, Q, qI , δ, F 〉. We say that a rejecting state q of A is
covered by a quotient A′ of A if the state [q] of A′ is rejecting. That is, q is covered by A′
iff A′ rejects all the words w such that δ(w) = q. We show that we can determine if A is
composite by checking whether some of its rejecting states are covered by clean quotients.
Our analysis distinguishes between several cases, as detailed below. We start with (k, `)-DFAs
satisfying k = 0.

I Lemma 7. Consider a unary (0, `)-DFA A. The following are equivalent:
1. A is ω(`)-composite;
2. A is composite;
3. For every rejecting state qi of A, the word `+ i is not a primality witness of A;
4. Every rejecting state of A is covered by a clean quotient.

Proof. It is clear that Item 1 implies Item 2. Moreover, Item 2 implies Item 3: indeed, if A
is composite, then it has no primality witness.

We now show that Item 3 implies Item 4. Consider a rejecting state qi of A. We argue
that either the word wi = i + ` ∈ N is a primality witness, or there is a clean quotient of
A covering qi. Assume that wi is not a primality witness for A. Thus, there is a unary
(kB, `B)-DFA Bi such that |Bi| < |A|, L(A) ⊆ L(Bi), and wi 6∈ L(Bi).

As k = 0, we have that |A| = `, and so `B ≤ |B| < |A| = `. Hence, by Lemma 6, there
is a clean quotient Adi

of A that rejects all the words longer than kB that are rejected by
B. In particular, since kB ≤ |B| < |A| ≤ i+ `, the DFA Adi

rejects wi. However, as Adi
is

a quotient of A, then Adi
either accepts all words w with δ(w) = qi or it rejects them all.

Therefore, as δ(wi) = qi and Adi rejects wi, we conclude that the clean quotient Adi rejects
all words w with δ(w) = qi, implying it covers qi.

To conclude, we show that Item 4 implies Item 1. Assume that every rejecting state qi

of A is covered by a clean quotient Adi
. Let I ⊆ {0, . . . , ` − 1} be such that i ∈ I iff qi is

rejecting. We show that L(A) =
⋂

i∈I L(Adi), which implies that A is ω(`)-composite by
Lemma 4. First, by definition of a quotient DFA, we have that L(A) ⊆ L(Adi

) for all i ∈ I,
and thus L(A) ⊆

⋂
i∈I L(Adi

). Second, each word w that A rejects reaches a rejecting state
qi of A. Therefore, Adi also rejects w, and so L(A) ⊇

⋂
i∈I L(Adi). J

We continue to (k, `)-DFAs with k > 0. Consider such a DFA A, and consider the state
sk−1, namely the last state visited by A before entering the cycle, and the state q`−1, namely
the last state of the cycle. Let Ã be the quotient DFA of A induced by the equivalent
sk−1 ∼ q`−1. Thus, Ã is obtained from A by merging sk−1 and ql−1. Clearly, |Ã| < |A|.

The following lemmas handle three possible cases.

I Lemma 8. Consider a unary (k, `)-DFA A with k > 0. If sk−1 and q`−1 are both in F or
are both not in F , then A is composite.
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Proof. The agreement of sk−1 and q`−1 on membership in F guarantees that L(Ã) = L(A).
Hence, A is not minimal, and is thus composite with t = 1. J

I Lemma 9. Consider a unary (k, `)-DFA A with k > 0. If sk−1 6∈ F and q`−1 ∈ F , then A
is composite iff ` > 1.

Proof. If ` = 1, then A is prime with primality witness k−1. If ` > 1, then A is 2-composite.
Indeed, consider the language N \ {k − 1}. Clearly, it can be accepted by a (k − 1, 1)-DFA.
Since L(A) is the intersection of L(Ã) and N \ {k − 1}, we are done. J

I Lemma 10. Consider a unary (k, `)-DFA A with k > 0. If sk−1 ∈ F and q`−1 6∈ F , then
the following assertions are equivalent:
1. A is 2-composite;
2. A is composite;
3. The word k − 1 + (|A| − 1)! is not a primality witness of A;
4. The rejecting state q`−1 of A is covered by a clean quotient.

Proof. It is clear that Item 1 implies Item 2. Moreover, Item 2 implies Item 3: indeed, if A
is composite, then it has no primality witness.

To prove that Item 3 implies Item 4, we argue that either the word w = k− 1 + (|A| − 1)!
is a primality witness of A, or there exists a clean quotient of A covering q`−1. Assume that
the word w is not a primality witnesses of A. Thus, there exists a unary (kB, `B)-DFA B
such that |B| < |A|, L(A) ⊆ L(B), and w 6∈ L(B). In order to use Lemma 6, we show that
the cycle of B is strictly smaller than the cycle of A. Assume by way of contradiction that
`B ≥ `. Since kB + `B = |B| < |A| = k + `, this implies that kB < k. Therefore, B reaches
its cycle while reading the word k − 1. Since sk−1 ∈ F , the word k − 1 is accepted by A.
Since L(A) ⊆ L(B), the word k − 1 is also accepted by B, which thus accepts all words in
(k − 1) + µ`B. Indeed, the run of B on all of them reaches the same accepting state. In
particular, B accepts the witness w = k− 1 + (|A|− 1)!, and we have reached a contradiction.

Now that we have proven that `B < `, we can apply Lemma 6 to guarantee the existence
of a clean quotient Ad of A that rejects (in particular) the word w. However, as Ad is a
quotient of A, then Ad either accepts all words w′ with δ(w′) = q`−1 or it rejects them all.
Therefore, as δ(w) = q`−1 and Ad rejects w, we conclude that the clean quotient Ad rejects
all words w′ with δ(w′) = q`−1, hence it covers q`−1.

We conclude by showing that Item 4 implies Item 1. Assume that the rejecting state
q`−1 of A is covered by a clean quotient Ad. We show that L(A) = L(Ã) ∩ L(Ad). Since
both Ã and Ad are quotients of A, then L(A) ⊆ L(Ã) ∩ L(Ad). Now consider a word w

rejected by A. Then, either δ(w) = q`−1, in which case, as Ad covers q`−1, the word w

is also rejected by Ad, or δ(w) 6= q`−1, in which case it is also rejected by Ã. Therefore,
L(A) ⊇ L(Ã) ∩ L(Ad). J

4 The Width of Unary Languages

Recall that [9, 12] shows that in the general (non unary) case, the width of composite
languages may be arbitrarily large. This is in contrast with composite numbers, which are
always 2-composite. The languages used in [9, 12] for showing the strict hierarchy are over
alphabets of size O(t). In this section we show that the hierarchy is strict even for unary
languages, which are closer to number theory. We show that the width of a unary language
of index n is closely related to the omega function ω(n) that counts the number of distinct
prime divisors of n.
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First, our results from Section 3 provide an upper bound on the width of a composite
(k, `)-DFA A: If k = 0, then, by Lemma 7, we have that A is ω(`)-composite, and if k > 0,
then, by Lemmas 8, 9, and 10, we have that A is 2-composite. We thus have the following.

I Theorem 11. Every unary composite language of index n is max(2, ω(n))-composite.

We prove that such a large width is sometimes required.

I Theorem 12. For every n ∈ N with ω(n) ≥ 2, there is a composite unary language of
index n and width ω(n).

Proof. Let n ∈ N, and consider the decomposition n = pg1
1 p

g2
2 . . . p

gω(n)
ω(n) of n into prime

factors. Assume that ω(n) ≥ 2. For every 1 ≤ i ≤ ω(n), let γi = n/pgi

i , and let Li = {x : x 6≡
0 mod γi}. We set L =

⋂ω(n)
i=1 Li, and prove that L is ω(n)-composite and (ω(n)− 1)-prime.

It is easy to see that L can be recognized by a (0, n)-DFA, and that each Li can be
recognized by a (0, γi)-DFA. To conclude, we show that if L is expressed as the intersection
of m < ω(n) languages, then at least one of these language has an index bigger or equal
to n. This implies that the index of L is n (using the particular case m = 1), and that
L =

⋂ω(n)
i=1 Li has minimal width amongst the decompositions of L into languages of indices

smaller than n. Formally, we prove the following:

B Claim. Let m < ω(n), and let B1, . . . ,Bm be m unary DFAs satisfying
⋂m

i=1 L(Bi) = L.
Then, there exists 1 ≤ i ≤ m, such that |Bi| ≥ n.

Since m < ω(n) and
⋂m

i=1 L(Bi) = L =
⋂ω(n)

i=1 Li, there exist 1 ≤ i ≤ m and 1 ≤ j1 <

j2 ≤ ω(n) such that Bi rejects both n+ γj1 /∈ Lj1 and n+ γj2 /∈ Lj2 . We prove that |Bi| ≥ n.
Let k, ` ∈ N be the integers such that Bi is a (k, `)-DFA. If k ≥ n, we are done. Otherwise,

B reaches its cycle while reading the word n+ γj for both j ∈ {j1, j2}. As the cycle of B is of
length `, we also have that n+ γj + ` · pj 6∈ L(Bi). Therefore, as L ⊆ L(Bi), it must be that
n+ γj + ` · pj 6∈ L. Thus, there exists 1 ≤ j′ ≤ ω(n) such that n+ γj + ` · pj 6∈ Lj′ . Hence,

n+ γj + ` · pj ≡ 0 mod γj′ . (1)

As pj divides both n and ` · pj but not γj , we get from Equation 1 that γj′ is not divisible by
pj , which is possible only if j′ = j. Therefore, γj′ = γj , and as n is divisible by γj , Equation 1
becomes ` · pj ≡ 0 mod γj . Then, since pj and γj are co-prime, it follows that ` ≡ 0 mod γj .
Finally, since this equation holds for both j = j1 and j = j2, and j1 6= j2, it must be that
` ≡ 0 mod n by definition of γj1 and γj2 . This implies that ` ≥ n, hence |Bi| ≥ n. J

5 Primality Witnesses For Unary Languages

Recall that every prime DFA A has a primality witness: a word that is rejected by A yet
accepted by all DFAs B that are potential decomposers of A, namely L(A) ⊆ L(B) and
|B| < |A|. Note that indeed A is prime iff it has a primality witness w: since w is accepted
by all the potential decomposers of A, then w is accepted by all products of potential
decomposers, implying they strictly contain A.

For general DFAs, [9] provides a doubly-exponential upper bound on the length of a
minimal primality witnesses, with no lower bound. In this section we describe a tight
exponential bound for unary DFAs, and we start with the lower bound:

I Theorem 13. For every n ≥ 1, there is a unary prime language Ln that is recognized by a
DFA with O(n) states, yet the shortest primality witness for Ln is of length exponential in n.
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Proof. For n ∈ N, let An be the unary (2n+ 1, 2)-DFA whose language is the union of the
odd numbers and the singleton 2n. Thus, L(An) = {2λ + 1 : λ ∈ N} ∪ {2n}. We define
Ln = L(An). Clearly, An has 2n+ 3 states, which is linear in n. We prove that Ln is prime,
yet the size of its smallest primality witness is exponential in n.

Let p1, p2, . . . , pm be an enumeration of the prime numbers smaller than or equal to n+ 1,
moreover for every 1 ≤ i ≤ m, let gi be the highest power such that pgi

i ≤ n+ 1. Finally, let
P = pg1

1 · p
g2
2 · . . . · pgm

m . We prove that the word 2(n+P ) is a primality witness for Ln. Since
2(n+ P ) is even and is different from 2n, then it is rejected by An. We show that 2(n+ P )
is accepted by every unary (kB, `B)-DFA B that satisfies |B| < |An| and Ln ⊆ L(B).

We distinguish between the two cases, according to the parity of `B – the length of the
cycle of B. If `B is odd, then, in order to ensure that Ln ⊆ L(B), all the states in the cycle of B
have to be accepting. Therefore B accepts every word greater than kB < |B| < |An| = 2n+ 3.
In particular, it accepts 2(n+ P ).

If `B is even, let `′ ≥ 1 be such that `B = 2`′. Then, since kB+ 2`′ = |B| < |An| = 2n+ 3,
we obtain that kB < 2n+ 1, and `′ ≤ n+ 1. Since Ln ⊆ L(B), the run of B on the word 2n
is accepting. Since kB < 2n+ 1, the accepting run of B on 2n reaches its cycle. Thus, B also
accepts all words obtained by adding to 2n a multiple of `B = 2`′. However, 2P is a multiple
of 2`′, as the definition of P ensures that every divisor of integers smaller than n + 1, in
particular `′, is also a divisor of P . Therefore, B accepts the word 2(n+P ), and we are done.

Next, we prove that P is exponential in n. Recall that there are m prime numbers
smaller than or equal to n + 1. By the Prime Number Theorem, the integer m can be
approximated with (n+ 1)/ ln(n+ 1). Also, for every 1 ≤ i ≤ m, the definition of gi implies
that pgi

i ≥
√
n+ 1. As a consequence, we get

P = pg1
1 · p

g2
2 · . . . · pgm

m ≥
√
n+ 1m = (n+ 1) m

2 ∼ (n+ 1)
n+1

2 ln(n+1) = e
n+1

2 .

Finally, we prove that every word smaller than 2(n+ P ) is not a primality witness for
Ln. Let x ∈ N be such that x < 2(n + P ) and x 6∈ Ln. We prove that there is an NBW
B such that |B| < |An| and x 6∈ L(B). Since x 6∈ Ln, then it is of the form 2(n + λ), for
some λ ∈ N satisfying 0 < |λ| < P . Therefore, there exists an index 1 ≤ i ≤ m such
that the prime power pgi

i does not divide |λ|. Let B be the unary (0, 2pgi

i )-DFA whose
language is the union of the odd words and the words equivalent to 2n modulo 2pgi

i . That
is, L(B) = {2κ + 1 : κ ∈ N} ∪ {2pki

i + 2n : κ ∈ N}. Note that Ln ⊆ L(B). Moreover, as
pgi

i ≤ n+ 1, we have that |B| = 2pgi

i ≤ 2(n+ 1) < |An|. Finally, x 6∈ L(B). Indeed, since x is
even, it is not in {2κ + 1 : κ ∈ N}. Also, as we chose i so that pgi

i does not divide |λ|, we
also have that x 6∈ {2pki

i + 2n : κ ∈ N}. Thus, x is not a primality witness for Ln, and we
are done. J

We continue with a matching upper bound.

I Theorem 14. Every prime DFA A has a primality witness of length at most exponential
in |A|.

Proof. Consider a prime (k, `)-DFA A. If k = 0 then, by Lemma 7, there is a primality
witness for A of length smaller than 2`. If k > 0 then, by Lemmas 8, 9, and 10, there is a
primality witness for A of length smaller than |A|!. In order to reduce the |A|! bound to
an exponential one, we do a more careful analysis of the length of the primality witness in
Item 3 of Lemma 10, reducing it from k − 1 + (|A| − 1)! down to k − 1 + P , where P is the
product of the maximal prime powers pgi

i smaller than |A| (the same P used in the proof of
Theorem 13). Essentially, this follows form the fact the DFA B in the proof of Lemma 10
accepts all words in {(k − 1) + µ`B : µ ∈ N}, in particular it accepts k − 1 + P , as `B can be
decomposed into prime factors in {p1, . . . , pm}. J
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6 Solving the Prime-DFA problem

The Prime-DFA problem is to decide, given a DFA A, whether A is prime. As discussed
in [9], the Prime-DFA problem for general DFAs is in ExpSpace and is hard for NLogSpace.
In this section we show that for unary DFAs, the problem can be solved in deterministic
logarithmic space.

I Theorem 15. The Prime-DFA problem for unary DFAs is in LogSpace.

Proof. We first describe a deterministic algorithm for the problem, and then explain its
correctness and argue it uses logarithmic space.

Algorithm 1 Algorithm for deciding compositionality.

Function IsComposite(A : unary 〈k, `〉-DFA)
if k ?= 0 then /* by Lemma 7 */

foreach qi /∈ F do
if not IsCleanlyCovered(A, qi) then return false

return true
if sk−1 ∈ F ⇔ q`−1 ∈ F then return true /* by Lemma 8 */
if sk−1 /∈ F ∧ q`−1 ∈ F then return ` 6 ?= 1 /* by Lemma 9 */
if sk−1 ∈ F ∧ q`−1 /∈ F then /* by Lemma 10 */

return IsCleanlyCovered(A, q`−1)

Function IsCleanlyCovered(A : unary 〈k, `〉-DFA, qi /∈ F )
foreach 1 < d < ` such that d divides ` do

nb_final := 0
foreach 0 ≤ j < ` with j ≡ i mod d do

if qj ∈ F then nb_final := nb_final + 1
if nb_final ?= 0 then return true

return false

Let A = 〈Σ, Q, qI , δ, F 〉 be a unary (k, `)-DFA. The main decision procedure is straightfor-
ward from the cases considered in Subsection 3.2, and uses a constant local space. However,
a call to the function “IsCleanlyCovered”, which takes as input a DFA A and a rejecting state
qi from its cycle, requires a logarithmic space. We prove that “IsCleanlyCovered” return true
iff there exists a strict divisor d of ` such that the clean quotient Ad of A covers qi.

First, the function searches for divisors d by checking every decomposition d ·m of ` with
d,m ∈ {2, 3, . . . `−1}. Then, given d, let Ad = 〈Σ, Q′, [qI ], δ′, F ′〉. Recall that Ad has a cycle
of length d. To perform in logarithmic space, the function cannot construct Ad explicitly
and has to perform on-the-fly. It counts in nb_final how many accepting states belong to
the equivalence class [qi] by increasing a counter on all states qj ∈ F for which i ≡ j mod d.
By the definition of a quotient automaton, Ad rejects all the words w for which δ(w) = qi iff
[qi] /∈ F ′; that is, iff qj /∈ F for every i ≡ j mod d. Hence, qi is covered by Ad iff the counter
nb_final stays zero. These operations are doable within space logarithmic in |A| since all
the numerical values are bounded by ` and thus representable in O

(
log2(|A|)

)
bits with a

binary encoding. J
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7 Discussion

We studied primality for unary regular languages, and showed that while the setting is
richer than that of primality in number theory, we can decide primality of a given unary
DFA in deterministic logarithmic space. Beyond the interest in unary languages and their
relation to number theory, we believe that our results can contribute to an improved upper
bound in the general (non unary) case, where the best known algorithm for the Prime-DFA
problem requires exponential space. A promising direction for closing the doubly-exponential
gap is to consider more special cases. Different semantic fragments of regular languages
induce different structural properties of the their DFAs. For example, languages closed for
letter-swapping are recognized by DFAs that are products of lassos, and bounded semilinear
languages, namely languages L for which there exists k > 0 and words u1, . . . , uk ∈ Σ∗
such that L ⊆ u∗1 . . . u∗k, are recognized by DFAs that are concatenation of lassos, as well as
deterministic Parikh automata [6] – all are good candidates for a tighter analysis. Likewise,
the considerations we made for lasso-shape DFAs may be extendible to DFAs that are trees
with back edges. Another interesting direction is to allow richer compositions, in particular
ones that allow both intersection and union.
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Abstract
Permutation Pattern Matching (PPM) is the problem of deciding for a given pair of permuta-
tions π and τ whether the pattern π is contained in the text τ . Bose, Buss and Lubiw showed
that PPM is NP-complete. In view of this result, it is natural to ask how the situation changes
when we restrict the pattern π to a fixed permutation class C; this is known as the C-Pattern
PPM problem. There have been several results in this direction, namely the work of Jelínek and
Kynčl who completely resolved the hardness of C-Pattern PPM when C is taken to be the class of
σ-avoiding permutations for some σ.

Grid classes are special kind of permutation classes, consisting of permutations admitting a
grid-like decomposition into simpler building blocks. Of particular interest are the so-called monotone
grid classes, in which each building block is a monotone sequence. Recently, it has been discovered
that grid classes, especially the monotone ones, play a fundamental role in the understanding of the
structure of general permutation classes. This motivates us to study the hardness of C-Pattern
PPM for a (monotone) grid class C.

We provide a complexity dichotomy for C-Pattern PPM when C is taken to be a monotone
grid class. Specifically, we show that the problem is polynomial-time solvable if a certain graph
associated with C, called the cell graph, is a forest, and it is NP-complete otherwise. We further
generalize our results to grid classes whose blocks belong to classes of bounded grid-width. We show
that the C-Pattern PPM for such a grid class C is polynomial-time solvable if the cell graph of C
avoids a cycle or a certain special type of path, and it is NP-complete otherwise.
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52:2 A Complexity Dichotomy for Permutation Pattern Matching on Grid Classes

An essential algorithmic problem involving permutations is Permutation Pattern
Matching (PPM): Given a permutation π (“pattern”) of size k and τ (“text”) of size n,
does τ contain π? Bose, Buss and Lubiw [10] have shown that PPM is NP-complete. This
result has motivated a study of various variants of PPM , in particular to obtain the best
possible runtime dependence on k. Guillemot and Marx [15] provided the break-through
result in this direction by establishing the fixed-parameter tractability of PPM in terms of
the pattern length with algorithm running in 2O(k2 log k) · n time. The first phase of their
algorithm finds a suitable decomposition that relies on the proof of Stanley-Wilf conjecture
given by Marcus and Tardos [21]. Subsequently, Fox [14] refined the results by Marcus and
Tardos and thereby reduced the complexity of the algorithm to 2O(k2) · n.

Several algorithms also exist whose runtimes depend on different parameters than the
length of π. Bruner and Lackner [12] described an algorithm for PPM with run time
O(1.79run(τ) · kn) where run(τ) is the number of consecutive monotone sequences needed
to obtain τ via concatenation. Ahal and Rabinovich [1] designed an algorithm for PPM
that runs in time nO(tw(Gπ)) where Gπ is a certain graph associated to the pattern π and
tw(Gπ) denotes the treewidth of Gπ. Later Jelínek, Opler and Valtr [19] introduced a related
parameter gw(π), called the grid-width of π, and showed that gw(π) is equivalent to tw(Gπ)
up to a constant and thereby implying an algorithm for PPM running in time O(nO(gw(π))).

A permutation class is a set of permutations C such that for every σ ∈ C, every pattern
contained in σ belongs to C as well. For a permutation σ, we let Av(σ) denoted the class of
permutations avoiding σ. Different approach to tackling the hardness of PPM is to restrict
the choice of pattern to a particular permutation class C.

C-Pattern Permutation Pattern Matching (C-Pattern PPM)
Input: A pattern π ∈ C of size k and a permutation τ of size n.

Question: Does τ contain π?

Notice that Av(21)-Pattern PPM simply reduces to finding the longest increasing
subsequence of τ , which is a well-known problem and can be solved in time O(n log logn) [20].
Bose, Buss and Lubiw [10] showed that C-Pattern PPM can be solved in polynomial time
if C is the class of the so-called separable permutations. Further improvements were given
by Ibarra [17], Albert et al. [3] and by Yugandhar and Saxena [28]. Recently, Jelínek and
Kynčl [18] completely resolved the hardness of C-Pattern PPM for classes avoiding a
single pattern. They proved that Av(α)-Pattern PPM is polynomial-time solvable for
α ∈ {1, 12, 21, 132, 213, 231, 312} and NP-complete otherwise.

Lately, a new type of permutation classes has been gaining a lot of attention. The grid
class of a matrixM whose entries are permutation classes, denoted by Grid(M), is a class of
permutations admitting a grid-like decomposition into blocks that belong to the classesMi,j .
If moreoverM contains only Av(21),Av(12) and ∅ we say that Grid(M) is a monotone grid
class. To each matrix M we also associate a graph GM, called the cell graph of M. We
postpone their full definitions to Section 2.

Monotone grid classes were introduced partly by Atkinson, Murphy and Ruškuc [6] and in
full by Murphy and Vatter [22] who showed that a monotone grid class Grid(M) is partially
well-ordered if and only if GM is a forest. Brignall [11] later extended their results to a
large portion of general grid classes. General grid classes themselves were introduced by
Vatter [25] in his paper investigating the growth rates of permutation classes. Since then the
grid classes played a central role in most consequent works on growth rates of permutations
classes [4, 27]. Bevan [8, 9] tied the growth rates of grid classes to algebraic graph theory.
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Given the prominent role of grid classes in recent developments of the permutation pattern
research, it is only natural to investigate the hardness of searching patterns that belong to
a grid class. Neou, Rizzi and Vialette [24] designed a polynomial-time algorithm solving
C-Pattern PPM when C is the class of the so-called wedge permutations, which can be also
described as a monotone grid class. Consequently, Neou [23] asks at the end of his thesis
about the hardness of Grid(M)-Pattern PPM for a monotone grid class Grid(M).

Our results. In Section 3, we answer the question of Neou by proving that for a monotone
grid class Grid(M), the problem Grid(M)-Pattern PPM is polynomial-time solvable if
GM is a forest, NP-complete otherwise.

In Section 4, we further extend our results to matrices whose every entry is a permutation
class of bounded grid-width. We prove that for such grid classes, Grid(M)-Pattern PPM
is polynomial-time solvable if GM is a forest which does not contain a certain type of path,
and NP-complete otherwise.

2 Preliminaries

A permutation of length n is a sequence in which each element of the set [n] = {1, 2, . . . , n}
appears exactly once. When writing out short permutations explicitly, we shall omit all
punctuation and write, e.g., 15342 for the permutation 1, 5, 3, 4, 2. The permutation diagram
of π is the set of points {(i, πi); i ∈ [n]} in the plane. Note that we use Cartesian coordinates,
that is, the first row of the diagram is at the bottom. We blur the distinction between
permutations and their permutation diagrams, e.g. we shall refer to the point set π.

For a point p in the plane, we denote its first coordinate as p.x, and its second coordinate
as p.y. A subset S of a permutation diagram is isomorphic to a subset R of a permutation
diagram if there is a bijection f : R → S such that for any pair of points p 6= q of R we
have f(p).x < f(q).x if and only if p.x < q.x, and f(p).y < f(p).y if and only if p.y < q.y. A
permutation π of length n contains a permutation σ of length k, if there is a subset of π
isomorphic to the permutation diagram of σ. Such a subset is then an occurrence (or a copy)
of σ in π. If π does not contain σ, we say that π avoids σ.

A permutation class is a set C of permutations with the property that if π is in C, then
all the permutations contained in π are in C as well. For a permutation σ, we let Av(σ)
denote the class of σ-avoiding permutations. We shall sometimes use the symbols and
as short-hands for the class of increasing permutations Av(21) and the class of decreasing
permutations Av(12)

For a permutation π of length n the reverse of π is the permutation πn, πn−1, . . . , π1, the
complement of π is the permutation n+ 1− π1, n+ 1− π2, . . . , n+ 1− πn, and the inverse
of π is the permutation σ = σ1, . . . , σn satisfying πi = j ⇐⇒ σj = i. We let πr, πc and π−1

denote the reverse, complement and inverse of π, respectively. Similarly, for a permutation
class C, we let Cr denote the set {πr; π ∈ C}, and similarly for Cc and C−1. Note that Cr, Cc
and C−1 are again permutation classes.

A permutation π of length n is a horizontal alternation if all the even entries of π precede
all the odd entries of π, i.e. there are no indices i < j such that πi is odd and πj is even. A
permutation π is a vertical alternation if π−1 is a horizontal alternation.

Griddings and grid classes

A k×` matrixM whose entries are permutation classes is called a gridding matrix. Moreover,
if the entries ofM belong to the set { , , ∅} then we say thatM is a monotone gridding
matrix. A k× `-gridding of a permutation π of length n are two sequences of (possibly empty)

MFCS 2020
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M =

Av(132) Av(21)

Av(321) Av(12)


Figure 1 A gridding matrix M on the left and an M-gridded permutation on the right. Empty

entries of M are omitted and the edges of GM are displayed inside M.

disjoint integer intervals I1 < I2 < · · · < Ik and J1 < J2 < · · · < J` such that both
⋃k
i=1 Ii

and
⋃`
j=1 Jj are equal to [n]. We call the set Ii × Jj an (i, j)-cell of π. AnM-gridding of a

permutation π is a k× `-gridding such that the restriction of π to the (i, j)-cell is isomorphic
to a permutation from the classMi,j . If π possesses anM-gridding, then π is said to be
M-griddable and π equipped with a fixedM-gridding is called anM-gridded permutation.
We let Grid(M) be the class ofM-griddable permutations. Note that for consistency with
our Cartesian numbering convention, we number the rows of a matrix from bottom to top.

The cell graph of the gridding matrixM is the graph GM whose vertices are the cells of
M that contain an infinite class, with two vertices being adjacent if they share a row or a
column ofM and all cells between them are empty. A proper turning path in GM is a path
P such that no three consecutive cells of P share the same row or column. See Figure 1.

Grid-width

An interval family I is a set of pairwise disjoint integer intervals. The intervalicity of a
set A ⊆ [n], denoted by int(A), is the size of the smallest interval family whose union is
equal to A. For a point set S in the plane, let Πx(S) denote its projection on the x-axis and
similarly Πy(S) its projection on the y-axis. For a subset S of the permutation diagram, the
grid-complexity of S is the maximum of int(Πx(S)) and int(Πy(S)).

A grid tree of a permutation π of length n is a rooted binary tree T with n leaves, each
leaf being labeled by a distinct point of the permutation diagram. Let πTv denote the point
set of the labels on the leaves in the subtree of T rooted in v. The grid-width of a vertex v in
T is the grid-complexity of πTv , and the grid-with of T , denoted by gwT (π), is the maximum
grid-width of a vertex of T . Finally, the grid-width of a permutation π, denoted by gw(π), is
the minimum of gwT (π) over all grid trees T of π.

We also consider a linear version of this parameter. We say that a rooted binary tree T is
a caterpillar if each vertex is either a leaf or has at least one leaf as a child. The path-width
of a permutation π, denoted by pw(π), is the minimum of gwT (π) over all caterpillar grid
trees T of π.

We now provide a useful alternative definition of path-width. For permutations π and
σ of length n, the path-width of π in σ-ordering, denoted by pwσ(π) is the maximum
grid-complexity attained by a set {(σ1, πσ1), . . . , (σi, πσi)} for some i ∈ [n].

I Lemma 2.1. A permutation π of length n has path-width p if and only if the minimum
value of pwσ(π) over all permutations σ of length n is exactly p.

Ahal and Rabinovich [1] designed an algorithm for PPM that runs in time nO(tw(Gπ))

where Gπ is a certain graph associated to the pattern π and tw(Gπ) denotes the treewidth
of Gπ. The following theorem follows by combining this algorithm with the result of Jelínek
et al. [19] who showed that up to a constant, gw(π) is equivalent to tw(Gπ).
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I Theorem 2.2 (Ahal and Rabinovich [1], Jelínek et al. [19]). Let π be a permutation of length
k and τ a permutation of length n. The problem whether τ contains π can be solved in time
nO(gw(π)).

Importantly, Theorem 2.2 implies that C-Pattern PPM is decidable in polynomial time
whenever the class C has bounded grid-width. In fact, we obtain all the polynomial-time
solvable cases of C-Pattern PPM in this paper via showing that C has bounded grid-width.

3 Monotone grid classes

This section is dedicated to proving that the complexity of Grid(M)-Pattern PPM is for
a monotone gridding matrixM determined by whether GM contains a cycle.

I Theorem 3.1. For a monotone gridding matrixM one of the following holds:
Either GM is a forest, Grid(M) has bounded path-width and Grid(M)-Pattern PPM
can be decided in polynomial time, or
GM contains a cycle, Grid(M) has unbounded grid-width and Grid(M)-Pattern PPM
is NP-complete.

A consistent orientation of a k × ` monotone gridding matrixM is a pair of functions
(c, r) such that c : [k] → {−1, 1}, r : [`] → {−1, 1} and for every i ∈ [k], j ∈ [`] the value
c(i)r(j) is positive ifMi,j = and negative ifMi,j = .

It was observed by Albert et al. [4] that we can without loss of generality assume thatM
has a consistent orientation. LetM be a k × ` monotone gridding matrix and q a positive
integer. The refinementM×q ofM is the qk× q` matrix obtained fromM by replacing each
-entry by a q × q diagonal matrix with all the non-empty entries equal to , each -entry

by a q × q anti-diagonal matrix with all the non-empty entries equal to and each empty
entry by a q × q empty matrix. It is easy to see that Grid(M×q) is a subclass of Grid(M).
Moreover, if GM is a forest then Grid(M×q) = Grid(M) and GM×q is a forest as well.

I Lemma 3.2 (Albert et al. [4, Proposition 4.1]). For every monotone gridding matrixM,
the refinementM×2 admits a consistent orientation.

We remark that Albert et al. [4] use a slightly different way of defining a permutation
class from a given gridding matrix: specifically, their classes only contain permutations in
which the entries represented by each cell of the gridding can be placed on a segment with
slope +1 or −1. However, as Lemma 3.2 is a claim about gridding matrices and not about
permutation classes, we can use it here for our purposes.

Now we provide bounds on the width parameters of monotone grid classes depending on
the structure of their cell graphs.

I Proposition 3.3. LetM be a k×` monotone gridding matrix that has consistent orientation.
If GM is a forest then every permutation of Grid(M) has path-width at most max(k, `).

Proof. Let π be a permutation from Grid(M) of length n together with an M-gridding
I0

1 < · · · < I0
k and J0

1 < · · · < J0
` . We fix a consistent orientation (c, r) for the matrixM.

For I ⊆ I0
i , the extremal point of I is the rightmost point of π restricted to I × [n] if c(i)

is positive, the leftmost point otherwise. Similarly for J ⊆ J0
j , the extremal point of J is the

topmost point of π restricted to [n]× J if r(j) is positive, the bottommost point otherwise.
Importantly, the definition of consistent orientation guarantees that if I × J contains the
extremal points of both I and J , then these two points must actually be the same point.

We now construct an ordering σ of length n and a sequence of interval families (Im,Jm)
for m ∈ [n] such that for every m

MFCS 2020



52:6 A Complexity Dichotomy for Permutation Pattern Matching on Grid Classes

Im contains k (possibly empty) intervals Im1 < · · · < Imk and Jm contains ` (possibly
empty) intervals Jm1 < · · · < Jm` ,
Ims ⊆ I0

s and Jmt ⊆ J0
t for every s and t, and

for P = {(σm+1, πσm+1), (σm+2, πσm+2), . . . , (σn, πσn)} we have Πx(P ) =
⋃
Im and

Πy(P ) =
⋃
Jm.

From the third condition then follows that pwσR(π) ≤ max(k, `) which proves the proposition.
Suppose that we have already defined the sequences up to m. Let Gm be an auxiliary

oriented bipartite graph whose vertices are s1, . . . , sk, t1, . . . , t`, and there is an edge (si, tj)
whenever the extremal point of Imi lies in the j-th row of theM-gridding and an edge (tj , si)
whenever the extremal point of Jmj lies in the i-th column of theM-gridding.

Note that every vertex corresponding to a non-empty row has exactly one outgoing edge
to a non-empty column and vice versa. Therefore, we can find a cycle in Gm by starting in
arbitrary non-empty column and following the outgoing edges. However, observe that there
cannot be a cycle of length larger than 2 as such cycle would imply a cycle in the graph GM.
Thus, there exists a column i and a row j such that the extremal point of Imi lies in Jmj and
vice versa. As we observed, this must be the same point p. We set σm+1 to be p.x and we
define the interval families Im+1, Jm+1 by removing respective coordinates of p from Im
and Jm. Observe that Im+1, Jm+1 are well-defined because p was the extremal point of
both intervals Imi and Jmj . J

I Lemma 3.4. Let M be a monotone gridding matrix such that GM contains a path of
length k. Then there exists a permutation π ∈ Grid(M) with grid-width at least k

4 .

Proof. Without loss of generality, we assume that GM is a path of length k, i.e. all the
other entries are empty. We construct anM-gridded permutation π of length k3 such that
gw(π) ≥ k

4 in the following way. The permutation π is a union of point sets B1, . . . , Bk,
called blocks, such that each Bi is contained in the cell of theM-gridding corresponding to
the i-th vertex of the path. Moreover for every i, the point set Bi ∪Bi+1 forms a vertical or
horizontal alternation, depending on whether their respective cells share the same row or
column. If the relation between point sets Bi and Bj for |i− j| ≥ 2 is not fully determined
by the position of their respective cells (they share the same row or column) they can be
interleaved in arbitrary way as long as Bk ∪Bk+1 forms an alternation for every k.

For a contradiction, suppose that gw(π) < k
4 and fix the corresponding grid tree T . By

standard arguments there is a vertex v ∈ T such that the subtree of v contains at least n
3 and

at most 2n
3 leaves. Let S be the subset of permutation diagram π defined by these leaves.

We first show that each block of π contains both a point in S and a point outside of S.
Let the density of the block Bi be the ratio |S∩Bi||Bi| , denoted by di. We claim that the densities
of consecutive blocks cannot differ too much, in particular that the difference |di − di+1| is
at most 1

4k . Without loss of generality assume that Bi and Bi+1 share the same column and
that di+1 > di. If the density of Bi and Bi+1 differed by at least 1

4k , there would be at least
k/4 more points in Bi+1. Since Bi ∪Bi+1 forms a vertical alternation, we could pair each
point of Bi with the nearest point to the right of it in Bi+1. Then at least k/4 of these pairs
would consist of a point of Bi+1 in S and a point of Bi outside of S. The intervalicity of
Πx(S ∩ (Bi ∪Bi+1)) would thus be at least k/4 and that is a contradiction.

Now suppose that block Bi is fully contained in S, i.e. the density di is equal to 1. Since
the differences in densities of consecutive blocks cannot be larger than 1

4k , every block has
density at least 1 − k 1

4k = 3
4 . But then S must contain at least 3

4n of points, which is a
contradiction. For the same reason, there cannot be any block whose density is equal to 0.
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Figure 2 The matrix modification process in the proof of Lemma 3.5. A gridding matrix M
with a consistent orientation on the left, its refinement M×3 with labeled rows and columns in the
middle and the gridding matrix M3 on the right. The endpoints of path in GM3 are highlighted.

Therefore, every block Bi contains both a point from S and a point outside of S. The
number of rows and columns of M spanned by the path is at least k since every step on
the path introduces either a new row or a new column. Let us therefore, without loss of
generality, assume that the path spans at least k2 columns. Since each of the columns contains
point both from S and outside of S, any consecutive interval of Πx(S) cannot intersect more
than 2 of these columns and the grid-complexity of S is at least k

4 . J

We proceed to show that whenever GM contains a cycle, Grid(M) contains grid subclasses
with arbitrarily long paths in their cell graph. In fact, all the properties we show about cyclic
grid classes rely structurally only on the existence of these long paths.

I Lemma 3.5. LetM be a monotone gridding matrix such that GM contains a cycle. For
every p ≥ 1, there is a gridding matrix Mp such that Grid(M) contains Grid(Mp) as a
subclass and moreover GMp

is a proper turning path of length at least p. Furthermore, given
M and the integer p we can computeMp in polynomial time.

Proof. Let C be a cycle in GM. We can without loss of generality assume that C is proper
turning and that every cell outside of C is actually empty, otherwise we could replace all the
cells ofM that do not correspond to the turns of C by empty cells.

The proof is illustrated in Figure 2. Fix a consistent orientation (c, r) ofM and recall
the definition of the refinement M×p. We proceed by labeling the rows and columns of
M×p using the set [p]. The p-tuple of columns created from the i-th column ofM is labeled
1, 2, . . . , p from left to right if c(i) is positive, and right to left otherwise. Similarly, the
p-tuple of rows created from the j-th row ofM′ is labeled 1, 2, . . . , p from bottom to top
if r(j) is positive, and top to bottom otherwise. The characteristic of a cell inM×p is the
pair of labels given to its column and row. The consistent orientation guarantees that each
non-empty cell inM×p has a characteristic of form (s, s) for some s ∈ [p]. Therefore,M×p
consists exactly of p components, each being a copy ofM.

The (i, j)-block ofM×p is the p× p submatrix corresponding to the (i, j)-cell ofM. We
pick an arbitrary non-empty cell (i, j) ofM and obtain a matrixMp by replacing (i, j)-block
inM×p with the matrix whose only non-empty entries have the characteristic (s, s+ 1) for
all s ∈ [p− 1] and are of the same type asMi,j . Grid(Mp) is a subclass of Grid(M) since
the modified (i, j)-block corresponds to shifting the original (anti-)diagonal matrix by one
row either up or down, depending on the orientation of the j-th row ofM.

Observe that we connected all the p copies ofM into a single long path. Moreover, we in
fact described an algorithm how to computeMp in polynomial time. J
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Combining Lemmas 3.4 and 3.5, we directly obtain the following corollary.

I Corollary 3.6. Let M be a monotone gridding matrix such that GM contains a cycle.
Then Grid(M) has unbounded grid-width. J

In order to state and prove our hardness result that contrasts Proposition 3.3, we need to
introduce few definitions. Let C and D be permutation classes and k a positive integer. The
(C,D)-staircase of k steps is the (k+ 1)× k gridding matrix Stk(C,D) such that the (i, i)-cell
contains C, the (i+ 1, i)-cell contains D for every i ∈ [k], and every other cell is empty. The
staircase classes have been studied by Albert et al. [2] in the context of determining the
growth rates of certain permutation classes.

LetM,N be k × ` gridding matrices, let π be anM-gridded permutation and let τ an
N -gridded permutation. We say that τ contains a grid-preserving copy of π, if there is an
occurrence of π in τ such that the elements from the (i, j)-cell of theM-gridding of π are
mapped to elements in the (i, j)-cell of the N -gridding of τ for every i and j.

The final missing piece toward the Theorem 3.1 is showing that whenever GM contains a
cycle, Grid(M)-Pattern PPM is NP-complete. To that end, we need to inspect the results
proved by Jelínek and Kynčl [18]. We remark that the following theorem describes only an
intermediate step of their proof showing that Av(321)-Pattern PPM is NP-complete.

I Theorem 3.7 (Jelínek and Kynčl [18]). Let Φ be a 3-CNF formula with v variables and c
clauses. There is a polynomial time algorithm that outputs a St2c+1( , )-gridded permutation
π and a St2c+1(Av(321), )-gridded permutation τ such that Φ is satisfiable if and only if
there is a grid-preserving copy of π in τ . Additionally, the longest increasing subsequences of
the (1, 1)-cell of π and the (1, 1)-cell of τ are both of length 2v.

Let us modify π and τ such that any embedding that maps the (1, 1)- cell of π to the
(1, 1)-cell of τ must already be grid-preserving.

The lane of k steps is the Stk( , )-gridded permutation such that each non-empty cell of
the staircase contains exactly 2 points and two neighboring cells in the same row form a copy
of 1423 while two neighboring cells in the same column form a copy of 1342. The intuition
here is that as the lane intersects two adjacent cells in the same row, the two elements in the
left cell (corresponding to 1 and 4 of the pattern 1423) are “sandwiching” the two elements
of the right cell from above and from below. Similarly, for two cells in the same column, the
bottom part of the lane sandwiches the top part from the left and from the right.

For a Stk(C,D)-gridded permutation π, the result of confining π is the following gridded
permutation π′. Let N be the gridding matrix obtained by replacing every non-empty entry
of Stk(C,D) with a 3× 3 diagonal matrix whose (1,1)-cell and (3,3)-cell contain and the
(2, 2)-cell is equal to the original entry. Observe that N consists of 3 components, namely a
copy of Stk(C,D) “sandwiched” between two copies of Stk( , ). We obtain π′ by placing π
in the middle copy and two lanes of k steps in the outer copies. Finally, we unify each 3× 3
block of the N -gridded π′ into a single cell. See the left part of Figure 3.

Let π and τ be the gridded permutations from Theorem 3.7 and π′, τ ′ their confined
versions. Suppose there is an occurrence of π′ in τ ′ that maps the (1, 1)-cell of π′ to the
(1, 1)-cell of τ ′. It must map the first two points of the two lanes in π′ to the first two points
of the lanes in τ ′ since the longest increasing subsequences in the (1, 1)-cells of π and τ are
of the same length. But then the whole lanes from π′ map to the respective lanes in τ ′; this
is because the pair of elements in a given cell of the lane in π′ (or τ ′) sandwiches exactly
two other elements of π′ (or τ ′), namely the two elements of the same line belonging to the
following cell. This then forces the elements of each non-empty (i, j)-cell of π′ to map to the
(i, j)-cell of τ ′.
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B1 B2

B3 B4

B5 B6

B1 B2

B3B4

B5B6

Figure 3 Situation in the proof of Proposition 3.8. The confined permutation π on the left, the
permutation π? obtained by adding anchors (highlighted) to the (f, g)-transform π′ on the right.

I Proposition 3.8. LetM be a monotone gridding matrix such that GM contains a cycle.
Then Grid(M)-Pattern PPM is NP-complete.

Proof. We describe the reduction from 3-SAT to Grid(M)-Pattern PPM. Let Φ be a
given 3-CNF formula with v variables and c clauses. Using Theorem 3.7, we compute gridded
permutations π and τ such that Φ is satisfiable if and only if there is a grid-preserving
copy of π in τ . As we have shown, we can assume that any occurrence of π in τ that maps
the (1, 1)-cell of π to the (1, 1)-cell of τ must be grid-preserving. Furthermore, we obtain
a monotone gridding matrixM′ such that Grid(M′) is a subclass of Grid(M) and GM′ is
a proper turning path P of length 4c + 2 by application of Lemma 3.5. Without loss of
generality we may assume that the first two cells of this path occupy the same row.

First, we aim to construct gridded permutations π′ and τ ′ such that π′ ∈ Grid(M′) and
there is a grid-preserving copy of π′ in τ ′ if and only if there is a grid-preserving copy of π
in τ . We essentially aim to generalize the “twirl” operation used by Jelínek and Kynčl [18]. A
signed permutation of length k is a permutation of length k in which each entry is additionally
equipped with a sign. Let Q be an arbitrary k × ` gridding matrix and let f be a signed
permutation of length k and g be a signed permutation of length `. The (f, g)-transform of
Q is a gridding matrix Q′ such that Q′i,j = (Q|f(i)|,|g(j)|)o where the operation o is identity
if both f(i) and g(j) are positive, reversal if only f(i) is negative, complement if only g(j) is
negative and reverse complement if both f(i) and g(j) are negative. In other words, Q′ is
created by permuting the rows and columns of Q according to the permutations f and g
while also flipping around those with negative signs.

Analogously, we can define a transformation of a Q-gridded permutation into a Q′-
gridded one. The (f, g)-transform of a Q-gridded permutation σ is the gridded permutation
σ′ obtained by permuting the columns of the gridding according to f , rows according to
g, replacing the point set of the i-th column with its reversal if f(i) is negative and then
replacing the point set of the j-th row with its complement if g(j) is negative.

For any fixed f and g, there is indeed a grid-preserving occurrence of π in τ if and only
if there is a grid-preserving occurrence of the (f, g)-transform of π in the (f, g)-transform
of τ . Let us now define f and g such that the (f, g)-transform of St2c+1( , ) is exactly the
gridding matrix M′. Let (c, r) be a consistent orientation of M′, let s1, . . . , s2c+2 be the
sequence of column indices in the order as visited by the path P and let t1, . . . , t2c+1 be the
sequence of row indices in the order as visited by P . We set f(si) = c(i)i and g(tj) = r(j)j.
Observe that the i-th cell of the path in the staircase is mapped by the (f, g)-transform

MFCS 2020



52:10 A Complexity Dichotomy for Permutation Pattern Matching on Grid Classes

precisely to the i-th cell of P . Moreover, the consistent orientation guarantees that the type
of the entry obtained via (f, g)-transform agrees with the type of the entry inM′. Let N be
the (f, g)-transform of St2c+1(Av(321), ).

We set π′ to be the (f, g)-transform of π and τ ′ to be the (f, g)-transform of τ . As
we already argued, π′ is anM′-gridded permutation, τ ′ is an N -gridded permutation and
there is a grid-preserving occurrence of π′ in τ ′ if and only if there is a grid-preserving
occurrence of π in τ . Moreover it is still true that if there is an occurrence of π′ in τ ′

that maps the (s1, t1)-cell to the (s1, t1)-cell of τ ′ then it must be grid-preserving. By the
very same argument as before, in any map of the (s1, t1)-cell of π′ the beginning of the
(f, g)-transformed lanes must map to the beginnings of the (f, g)-transformed lanes in τ ′. As
before, this forces the whole mapping to be grid-preserving.

To summarise the argument so far, we used Theorem 3.7 to reduce the NP-complete
3-SAT problem to the problem of deciding whether a St2c+1( , )-gridded permutation π
has a grid-preserving occurrence in a St2c+1(Av(321), )-gridded permutation τ . Then, by
means of the (f, g)-transform, we showed that this is equivalent to finding a grid-preserving
occurrence of anM′-gridded permutation π′ in an N -gridded permutation τ ′.

As the final step of our argument, we transform π′ and τ ′ into permutations π? ∈ Grid(M′)
and τ? ∈ Grid(N ) (that are no longer gridded) such that τ? contains π? if and only if there
is a grid-preserving copy of π′ in τ ′. This will imply that Grid(M′)-Pattern PPM is
NP-complete, and therefore Grid(M)-Pattern PPM is NP-complete as well.

Let p be the length of the longest monotone subpermutation of τ ′. Suppose that the
(s1, t1)-cell ofM′ contains , the other case being symmetric. We obtain π? by inserting two
increasing sequences of length p+ 1 into π′, one directly to the left and below the (s1, t1)-cell,
called a lower anchor, and one directly above and to the right of the (s1, t1)-cell, called an
upper anchor. We perform the same modification on τ ′ to obtain τ?. See Figure 3.

Fix any embedding of π? into τ?. Since there is no increasing subsequence of length p+ 1
in τ ′, at least p+ 2 of the points from the anchors in π? must map to the anchors of τ?. In
particular, there is a point of the upper anchor in π? mapped to the upper anchor in τ? and
the same holds for the lower anchors. This implies that the whole copy of the initial block of
π′ inside π? maps to the initial block of τ?. We claim that everything except perhaps its
rightmost point and its leftmost point (that belong to the lanes) in fact maps to the initial
block of τ ′ inside τ?. Suppose for a contradiction that the two leftmost points q and r of the
initial block of π′, i.e. the beginning of one of the lanes, map both to the lower anchor. The
second block of the lane must lie in the vertical interval between q and r either to the right of
both of them or to the left of both of them. But for any two points of the lower anchor in τ?
there are no such points to map q and r to. The same is true for the beginning of the second
lane. Furthermore, we can then modify the embedding to map the leftmost, respectively
rightmost, point of π′ to the leftmost, respectively rightmost, point of τ ′. By the previous
arguments, such an embedding must be grid-preserving which concludes the proof. J

The first part of Theorem 3.1 follows by combining Proposition 3.3 with Theorem 2.2
and the second part follows from Corollary 3.6 and Proposition 3.8.

4 General grid classes

In this section, we generalize the results of Theorem 3.1 to any gridding matrix whose every
entry has bounded grid-width. Note that a “bumper-ended” path is a certain kind of path in
GM whose definition we provide later.
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I Theorem 4.1. Let M be a gridding matrix such that every entry of M has bounded
grid-width. Then one of the following holds:

Either GM is a forest that avoids a bumper-ended path, Grid(M) has bounded grid-width
and Grid(M)-Pattern PPM can be decided in polynomial time, or
GM contains a bumper-ended path or a cycle, Grid(M) has unbounded grid-width and
Grid(M)-Pattern PPM is NP-complete.

Unlike monotone grid classes, general grid classes may contain finite entries. However,
we can ignore them without affecting the properties we are interested in. Let M′ be
the gridding matrix obtained by removing all finite entries from a gridding matrix M.
The NP-completeness of Grid(M′)-Pattern PPM trivially implies the NP-completeness
of Grid(M)-Pattern PPM. Moreover, Grid(M′) has bounded grid-width if and only
if Grid(M) has bounded grid-width since inserting a constant number of points into a
permutation increases its grid-width at most by a constant. Thus, from now on we suppose
thatM contains only infinite entries.

One natural way to generalize the notion of monotone classes is to consider classes that
have bounded path-width in left-to-right ordering or in the bottom-to-top ordering. For
permutation π, the horizontal path-width is pwσ(π) where σi = i, and the vertical path-width
is pwσ(π) where σi = π−1

i . The horizontal path-width was introduced independently by Ahal
and Rabinovich [1] and Albert et al. [3] in the context of designing permutation pattern
matching algorithms. Moreover, there is a connection to the so-called insertion-encodable
classes which appear often in the area of permutation classes enumeration, see e.g. [5, 26, 7].

A horizontal monotone juxtaposition is a monotone grid class Grid(C D) where both C
and D are non-empty. Similarly, a vertical monotone juxtaposition is a monotone grid class
Grid ( CD ). The following two lemmas are stated for the horizontal path-width, but their
symmetric versions hold for the vertical path-width. The first lemma have been observed in
different form by Albert et al. [5] when studying regular insertion-encodable classes.

I Lemma 4.2. For a permutation class C the following are equivalent:
(a) C has unbounded horizontal path-width,
(b) C contains arbitrarily large horizontal alternations, and
(c) C contains a horizontal monotone juxtaposition as a subclass.

I Lemma 4.3. Let π be a permutation from class C with bounded horizontal path-width and
let S be a subset of π such that int(Πx(S)) = k. Then int(Πy(S)) ≤ αk where the constant α
depends only on C.

An ordered pair (p, q) of vertices in GM is a bumper if eitherMq has unbounded horizontal
path-width and shares the same column withMp, or ifMq has unbounded vertical path-
width and shares the same row withMp. A bumper-ended path is a path P = p1, . . . , pk in
GM such that both (p2, p1) and (pk−1, pk) are bumpers.

I Lemma 4.4. If GM contains a bumper-ended path then Grid(M) has unbounded grid-width
and the problem Grid(M)-Pattern PPM is NP-complete.

Proof. We aim to show that Grid(M) must contain a cyclic monotone grid class as its
subclass. The proof is illustrated in Figure 4. Consider the bumper-ended path p1, p2, . . . , pk.
Let us assume that both Mp1 andMpk have unbounded horizontal path-width as the other
cases can be proved in an analogous way. Each of the infinite classes Mpi contains a
monotone subclass Ci due to the Erdős–Szekeres theorem [13]. Moreover, the classesMp1

andMpk contain some monotone juxtaposition due to Lemma 4.2. Let Grid(C1 D1) be the
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Mp1 Mp2

Mp3Mp4

Mp5

→ →

Figure 4 Transforming a bumper-ended path to cycle in the proof of Lemma 4.4.

juxtaposition contained inMp1 and Grid(Ck Dk) the juxtaposition contained inMpk . We
define the monotone gridding matrixM′ by replacing every entry ofM with the following
2× 2 matrix:

entryMpi for i between 2 and k − 1 is replaced with C×2
i

entryMpt for t ∈ {1, k} is replaced with
( ∅ ∅
Ct Dt

)
, and

every other entry is replaced with an empty 2× 2 matrix.

Clearly, Grid(M′) is still a subclass of Grid(M). The (i, j)-block of M′ is the 2 × 2
submatrix obtained from the (i, j)-cell inM. If we forget about the blocks of p1 and pk we
are left with two disjoint copies of the original path. Adding back the blocks connects the
endpoints of both paths together and creates a cycle since p2 shares the same column with p1
and pk−1 shares the same column with pk. Thus, Grid(M′) is a monotone grid subclass of
Grid(M) whose cell graph contains a cycle and the claim follows from Proposition 3.8. J

I Proposition 4.5. If GM is a forest that avoids a bumper-ended path then Grid(M) has
bounded grid-width and Grid(M) can be decided in polynomial time.

Sketch of proof. We can without loss of generality assume that GM is connected. Otherwise
we could decompose each connected component individually.

We aim to transform GM into a rooted tree, such that no path in GM from root ends
with a bumper. We pick an arbitrary non-empty cell ofM as the root r. Suppose that there
are vertices v1, . . . , vs such that the rvi-path ends with a bumper. Select as the new root
the vertex vi which is furthest from r. Assume that there exists a vertex w such that the
viw-path ends with a bumper. If w lied in the same subtree of vi as r then the wvi-path
would have to be bumper-ended. Therefore, w and r lie in different subtrees of vi. The
rw-path then ends with a bumper which implies that w is the vertex vj for some j ∈ [s].
However, that is not possible since w is further away from r than vi.

Let us transform GM into a tree TM, also rooted in r. For a vertex v 6= r in GM, we set
the parent of v in TM to be the furthest vertex on the vr-path in GM that shares the same
row or column with v. Whenever a vertex v shares the same column with its parent w in
TM then the entryMv has bounded horizontal path-width and whenever v shares the same
row with w, the entryMv has bounded vertical path-width.

Let π be anM-gridded permutation that contains point in every non-empty cell and let
πv be the subset of points contained in the v-cell. We define an auxiliary oriented graph Gπ.
Suppose that the vertex v of TM shares the same column with its parent w. The parent of a
point p in the v-cell is the nearest point in the w-cell to the right of p, and if there is no such
point then the rightmost point in the w-cell. If v and w share the same row, then the parent
of p is the nearest point in the w-cell above p, or if there is no such point then the topmost
point in the w-cell. Let P be a subset of the permutation diagram of P . The point set P
contains P and every point that lies in Gπ in a subtree of some point p ∈ P .
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For a vertex v in GM, let αv denote the constant obtained from Lemma 4.3 if v shares
a column with its parent in TM, or from its “vertical” version otherwise. We inductively
define a function h as follows. Let h(u) = 1 for any leaf u of TM and for every other vertex
v with children w1, . . . , wk, set h(v) = 1 +

∑j
i=1 αwih(wi). Suppose that v is a vertex in TM

whose children lie in the same column and that S is a subset of π that forms one consecutive
vertical interval in the column of v. We prove by induction that the set S has grid-complexity
at most h(v) when ignoring the row occupied by v. Let wi be a child of v in TM. Due
to Lemma 4.3, the points of S form at most αwi horizontal intervals inside wi. Applying
inductively the “vertical” version of the same claim on each of them bounds grid-complexity
of S by

∑j
i=1 αwih(wi) when ignoring the row and column occupied by v. We obtain the

promised bound by adding extra 1 for the column occupied by v.
Let p be a point of πr. Using the arguments of previous paragraph, we construct a grid

tree of the point set {p} with grid-width at most h(r) + 1. Let Tr be the optimum grid tree
of πr with grid-width at most g. A grid tree T ? of the whole π is obtained by replacing the
leaf containing point p in Tr with Tp. The proof is concluded by arguing that for every subset
S of πr with grid-complexity at most g, the grid-complexity of S is at most 2gh(r). J

Finally, if GM contains a cycle then Grid(M) contains a monotone grid subclass Grid(M′)
where M′ is obtained by replacing every infinite class in M by its monotone subclass.
Applying Proposition 3.8 then wraps up the proof of Theorem 4.1.

5 Concluding remarks and open problems

The C-PPM is the problem of determining whether a permutation π ∈ C is contained in a
permutation τ ∈ C. Even though Av(321)-Pattern PPM is NP-complete, Av(321)-PPM
can be decided in polynomial time [16]. This leads to the natural question of whether there
are any such grid classes.

I Open problem 1. Is there any (monotone) gridding matrix M such that Grid(M)-
Pattern PPM is NP-complete and Grid(M)-PPM can be decided in polynomial time?

We showed that if C contains arbitrarily large connected grid class (large with respect to
the size of gridding matrix) as a subclass then C has unbounded grid-width and C-Pattern
PPM is NP-complete. In fact in all the cases when C is known to have unbounded grid-width,
C contains arbitrarily large connected monotone grid class as its subclass. We may therefore
ask whether this property precisely characterizes the classes with unbounded grid-width.

I Open problem 2. Does every class C with unbounded grid-width contain arbitrarily large
connected monotone grid subclasses?
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A Appendix

Due to the page limit, we had to omit some proofs of our results from the main paper. We
provide them here.

Proof of Lemma 2.1. Suppose that pw(π) = p as witnessed by a caterpillar grid tree T .
Observe that all leaves of T except for the deepest pair lie in different depths. Define σ to
simply order the labels by the depths of their leaves, defining arbitrarily the order of the two
deepest leaves. Then every set {(σ1, πσ1), . . . , (σi, πσi)} corresponds exactly to the set πTv
for some vertex v of T .

In order to prove the other direction, we define a sequence of caterpillar trees T1, . . . , Tn
in the following way. Let T1 be a single vertex labeled by (σ1, πσ1). For i > 1, let Ti be the
binary rooted tree with left child a leaf labeled by (σi, πσi) and right child the tree Ti−1.
The tree Tn is a caterpillar grid tree of π and for every inner vertex v the set πTv is equal to
{(σ1, πσ1), . . . , (σi, πσi)} for some i. The claim follows. J

Proof of Lemma 4.2. Suppose (a) holds and for every integer k there is a permutation
πk ∈ C such that the horizontal path-width of πk is at least k. Then there is i such that the
set {πk1 , . . . , πki } has intervalicity at least k. Each pair of neighboring intervals is separated by
πkj for some j > i. Therefore, πk contains a horizontal alternation of size at least 2k−1 which
proves (b). On the other hand, a horizontal alternation of size 2k must have a horizontal
path-width at least k and thus (b) implies (a).

Now suppose that (b) holds. A monotone horizontal alternation is a horizontal alternation
whose set of odd entries and set of even entries both form monotone sequences. We claim
that every horizontal alternation π of size 2k4 contains a monotone horizontal alternation of
size 2k. By applying the Erdős–Szekeres theorem [13] on the odd entries of π we obtain a
horizontal alternation π′ of size at least 2k2 whose odd entries form a monotone sequence.
Applying the Erdős–Szekeres theorem again on even entries of π′ yields a monotone horizontal
alternation π′′ of size at least 2k. Therefore, C contains arbitrarily large monotone horizontal
alternations. There are only four possible types of such alternations depending on the type of
the monotone sequences. Therefore, C also contains arbitrarily large alternations belonging
to a horizontal monotone juxtaposition Grid(D1 D2) for some choice of D1, D2. Since every
σ ∈ Grid(D1 D2) is contained in a sufficiently large monotone alternation, in fact C must
contain the whole class Grid(D1 D2) as a subclass.

On the other hand, if (c) holds then C contains arbitrarily large monotone horizontal
alternations which trivially implies (b). J
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Proof of Lemma 4.3. Due to Lemma 4.2, there exists an l such that C does not contain any
vertical alternation of size l. Let I be the interval family of size k such that

⋃
I = Πx(S)

and let I be a single interval of I. Let us denote by SI the subset of S such that Πx(SI) = I

and let J be the smallest interval family such that Πy(SI) =
⋃
J . We claim that J contains

at most 2l − 1 intervals. For a contradiction suppose that the size of J is at least 2l. Then
between each pair of consecutive intervals of J there is a value j such that π−1

j lies outside
the interval I. There is at least 2l − 1 gaps between intervals of J and therefore by the
pigeon-hole principle either l of them contain a point to the right of I or at least l of the
gaps contain a point to the left of I. Either way we have obtained a horizontal alternation of
size l, which is a contradiction.

For each interval I ∈ I, we showed that the intervalicity of Πy(Si) is at most 2l − 1 and
thus the intervalicity of Πy(S) is at most k(2l − 1). J

Full proof of Proposition 4.5. First, suppose that GM contains more than one component.
In that case, let M1 be a connected component of M and M2 the remaining part of M.
An M-gridded permutation π can be split into π1 and π2 where πi is the Mi-gridded
subpermutation of π consisting of the rows and columns ofMi. Let Ti be the optimal grid
tree of πi. We define a grid tree T of π by taking a root vertex with children T1 and T2. The
grid-complexity of any vertex in T1 or T2 has increased at most by max(k, `) where k and `
are the dimensions ofM. Therefore gw(π) ≤ max(gw(π1), gw(π2)) + max(k, `). Applying
this argument inductively shows that Grid(M) has bounded grid-width if and only if the
grid-width of Grid(M′) is bounded for every connected componentM′ ofM. In the rest of
the proof we assume that GM is a tree.

We aim to transform the tree GM into a rooted tree, such that no path in GM from root
ends with a bumper. We pick an arbitrary non-empty cell of M as the root r. Suppose
that there are vertices v1, . . . , vs such that the rvi-path ends with a bumper. Select as the
new root the vertex vi which is furthest from r. Assume that there exists a vertex w such
that the viw-path ends with a bumper. If w lied in the same subtree of vi as r then the
wvi-path would have to be bumper-ended. Therefore, w and r lie in different subtrees of vi.
The rw-path then ends with a bumper which implies that w is the vertex vj for some j ∈ [s].
However, that is not possible since w is further away from r than vi and we picked i such
that vi is the vertex furthest from r among v1, . . . , vs.

Let us transform GM into a slightly different tree TM rooted in r. For a vertex v 6= r

in GM, we set the parent of v in TM to be the furthest vertex on the vr-path in GM that
shares the same row or column with v. Observe that whenever a vertex v shares the same
column with its parent w in TM then the entryMv has bounded horizontal path-width and
whenever v shares the same row with w, the entryMv has bounded vertical path-width.The
dominant cell of a row, or a column, is the cell v such that every other cell in the row, or
column, are its children in TM.

Let π be anM-gridded permutation and let us assume that it contains point in every
non-empty cell and let πv be the subset of points contained in the v-cell. We define an
auxiliary oriented graph Gπ on the points of π such that every connected component is a
tree rooted in some point of the r-cell. Suppose that the vertex v of TM shares the same
column with its parent w. The parent of a point p in the v-cell is the nearest point in the
w-cell to the right of p, and if there is no such point (p lies to the right of all the points of
the w-cell) then the rightmost point in the w-cell. If v and w share the same row, then the
parent of p is the nearest point in the w-cell above p, or if there is no such point (p lies above
all the points of the w-cell) then the topmost point in the w-cell. Let P be a subset of the
permutation diagram of P . The point set P contains P and every point that lies in Gπ in a
subtree of some point p ∈ P .
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Let v be a non-empty cell such that πv contains m points. The permutation π∗v is the
standardized version of πv, i.e. the point set inside [m]× [m] that is isomorphic to πv. The
construction of the graph Gπ guarantees the following property and its symmetric version.

B Observation A.1. Let v be the dominant cell of its row. Let S be a subset of πv, let S∗ be
the corresponding subset of the standardized π∗v and let S′ be the set containing S and all
its children in Gπ that lie in the same row. Then int(Πy(S∗)) = int(Πy(S′)).

We inductively define a function h that we will later serve as an upper bound for grid-
width of any π ∈ Grid(M). Let h(u) = 1 for any leaf u of TM and for every other vertex
v with children w1, . . . , wk, we set h(v) = 1 +

∑j
i=1 αwih(wi) where αwi is the constant

obtained as follows. If v shares a column with its children then αwi is the constant from
Lemma 4.3 applied on the classMwi , otherwise it is the constant from the “vertical” version
of Lemma 4.3 applied on the classMwi . We state only one of the symmetric version of the
following two claims. However, we are proving both of them simultaneously by induction.

B Claim A.2. Let I be a subinterval of the i-th column of theM-gridding of π and let v be
the dominant cell of the i-th column. Let S be the set of points of π such that Πx(S) = I

and let Sv = S ∩ πv. Then int(Πx((S \ Sv) ∪ Sv)) ≤ h(v) and int(Πy(S \ Sv)) ≤ h(v)− 1.

First, suppose that v is the only cell in its column, i.e. v is a leaf of TM. Then
int(Πx(S)) ≤ 1 and int(Πy(S′)) = 0 since S′ is an empty set.

Otherwise, let Sw be the set of S ∩ πw for every non-empty cell w 6= v in the same
column. Observe that w is a child of v in TM and that S \ Sv is a disjoint union of
the sets Sw. Due to Lemma 4.3, the points of Sw can be split into at most αw subsets
Siw, each satisfying the requirements of Claim A.1. Let Riw be the set Siw together with
all its children in Gπ that lie in the same row. By Observation A.1, each Πy(Riw) is a
single interval, let us denote it by J iw. Using symmetric version of Claim A.2 on each J iw
shows that int(Πx(Riw \ Siw)) ≤ h(w)− 1 and int(Πy((Riw \ Siw) ∪ Siw)) ≤ h(w). Therefore,
int(Πx((S \ Sv) ∪ Sv)) is at most 1 +

∑
w αwh(w) = h(v), where the extra 1 comes from

counting the interval I, and int(Πy(S \ Sv)) is at most
∑
w αw(h(w)− 1) ≤ h(v)− 1.

B Claim A.3. Let I be a subinterval of the i-th column of theM-gridding of π and let v be
the dominant cell of the i-th column. Let S be the set of points of π such that Πx(S) = I

and let Sv = S ∩ πv. If int(Πy(Sv)) ≤ 1 then there is a grid tree TI of (S \ Sv) ∪ Sv such
that gwTI ((S \ Sv) ∪ Sv) ≤ h(v).

First, we remark that (S \ Sv)∪Sv has bounded grid-complexity. It follows from Claim A.2
that int(Πx((S \ Sv) ∪ Sv)) is at most h(h) and int(Πy((S \ Sv))) is at most h(v)− 1. It is
sufficient to combine this with the assumption int(Πy(Sv)) ≤ 1.

Let p be the leftmost point of S and let I ′ = I \ {p}. We can use Claim A.3 inductively
on I ′ to obtain a grid tree TI′ . First, suppose that p lies in the v-cell. We define TI to be the
grid tree whose root has as children the point p and the grid tree TI′ . We already checked
the grid-complexity of the root of TI , the rest follows inductively.

The other option is that p lies in an w-cell ofM such that w is a child of v in TM. Let
S′ be the points of {p} that lie in the same row as w. Observe that int(Πy(S′)) = 1 and let
J = Πy(S′). Therefore, we can obtain inductively a grid tree TJ of {p} using the symmetric
version of Claim A.3 on J (it contains only a single point in the w-cell). We define TI to be
the grid tree whose root has as children the grid tree TJ and the grid tree TI′ . The grid-with
of TJ is at most h(w), while the grid-width of TI′ and the grid-complexity of the root of TS
are both at most h(v) which concludes the proof of Claim A.3.
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For a point p of πr, we define a grid tree Tp of the point set {p} as follows. Let Sx be
the children of p in Gπ that lie in the same column as the r-cell and let Sy be the children
of p in Gπ that lie in the same row as the r-cell. Both Πx(Sx ∪ {p}) and Πy(Sy ∪ {p}) are
a single intervals due to Observation A.1, let us denote them by I and J . We can obtain
grid trees Tx of Sx ∪ {p} and Ty of Sy ∪ {p} by applying Claim A.3 on I and J , both with
grid-width at most h(r). Set Tp to be tree whose root has children Tx and T ′y where T ′y is
obtained from Ty by removing the leaf of p. The grid-width of T ′y is at most h(r) + 1 and
thus the grid-width of Tp is also at most h(r) + 1.

Finally, let Tr be the optimum grid tree of π∗r whose grid-width is at most g. A grid tree
T ? of the whole permutation π is obtained by taking Tr and replacing the leaf containing
point p with the tree Tp. We claim that gwT?(π) is at most 2gh(r). The tree T ? contains
every point of π and we showed that the grid-width of any vertex contained in a copy of
some Tp is at most h(r) + 1. Let s be an inner vertex of T ? that belonged to Tr and let
S be the associated subset of πr. The subset of π contained in the subtree of s in T ? is
precisely S. Applying Observation A.1, we see that S together with its neighbors in Gπ
spans g consecutive intervals in the row and column dominated by the r-cell. Thus, we get
that the grid-complexity of S is at most 2gh(r) by applying Claim A.2 individually on each
of these 2g intervals. J
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1 Introduction

Background. One of the most celebrated quantum algorithms discovered so far is the HHL
algorithm [13]. This quantum algorithm solves a system of linear equations of the form
Ax = b, where A is an n× n matrix and b is an n-dimensional vector, in time polynomial in
logn when the matrix A is sufficiently sparse and well-conditioned. This is exponentially
better that the best known classical algorithms, which run in time polynomial in n (see also
[1, 7, 8, 20] for improvements and relaxations of the assumptions). There are nevertheless
two significant caveats. First, the input should be given in a way that allows very specific
quantum access. In particular, the HHL algorithm requires the ability to efficiently create a
quantum state proportional to b. The second, and main, caveat is that the output of the
HHL algorithm is not the solution x of the linear system (which is an n-dimensional vector)
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but only a O(logn)-qubit quantum state proportional to this vector. While measuring this
quantum state can give some meaningful statistics about the solution x, this naturally does
not give enough information to obtain the whole vector x. In this perspective, the HHL
algorithm does not explicitly solve the system of equations, but instead enables sampling
from the solution, in a very efficient way.

There have been several proposals to apply the HHL algorithm (and one of its core
components, phase estimation) to linear-algebra based machine learning tasks, leading for
instance to the discovery of quantum algorithms for principal component analysis (PCA) [15]
and quantum support vector machine [16]. We refer to [3] for a recent survey on this field
called quantum machine learning. One of the most convincing applications of quantum
algorithms to machine learning has been speeding up recommendation systems [14]. In
machine learning, recommendations systems are used to predict the preferences of users.
From a mathematical perspective, the core task in recommendation systems can be modeled
as follows: given an m× n matrix A (representing the preferences of m users) and an index
i ∈ [m] (representing one specific user), sample from the i-th row of a low-rank approximation
of A. Kerenidis and Prakash [14] showed how to adapt the HHL algorithm to solve this
problem in time polynomial in log(mn), which was exponentially better than the best known
classical algorithms for recommendation systems.

Similarly to the HHL algorithm, the quantum algorithm from [14] works only under
the assumption that the input is stored in an appropriate structure (called “Quantum
Random-Access Memory”, or “QRAM”) that allows specific quantum access. Very recently,
Tang [18] has shown that assuming that the input is stored in a classical data structure that
allows `2-norm sampling access (i.e., allows sampling rows with probability proportional to
their `2-norm), polylog(mn)-time classical algorithms for recommendation systems can be
designed as well. This results eliminates one of the best examples of quantum speedup for
machine learning. The paper [18] also introduced the term “quantum-inspired algorithms”
to refer to such classical algorithms obtained by “dequantizing” quantum algorithms.

More quantum-inspired algorithms have soon been developed: Tang [17] first showed
how to construct classical algorithms for PCA that essentially match the complexity of the
quantum algorithm for PCA from [15] mentioned above. Gilyén, Lloyd and Tang [11] and,
independently, Chia, Lin and Wang [6] have shown how to obtain new classical algorithms
for solving linear systems of equations, which also essentially match the complexity of the
quantum algorithms when the input matrix has low-rank (see below for details). We also refer
to [2] for a discussion of the performance of these quantum-inspired algorithms in practice.

Singular value transformation. The Singular Value Decomposition (SVD) of a matrix
M ∈ Cm×n is a factorization of the form M = UΣV ∗ where U ∈ Cm×m and V ∈ Cn×n are
unitary matrices and Σ is a m×n diagonal matrix with min(m,n) non-negative real numbers
on the diagonal, where V ∗ denotes the complex-conjugate transpose of V. A crucial property
is that this decomposition exists for any complex matrix. Given a function f : R≥0 → R≥0,
the singular value transformation associated with f , denoted Φf , is the function that maps
the matrix M = UΣV ∗ to the matrix Φf (M) = U ΣfV

∗ where Σf is the diagonal matrix
obtained from Σ by replacing each diagonal entry σ by f(σ). We refer to Definition 4 in
Section 2 for more details.

An important example is obtained by taking the “pseudo-inverse” function inv : R≥0 →
R≥0 such that inv(x) = 1/x if x > 0 and inv(0) = 0. Solving a linear system of equations
Ax = b corresponds1 to calculating (or approximating) the vector Φinv(A∗)b. If all the

1 Indeed, one solution is given by x = A+b, where A+ represents the Moore-Penrose pseudo-inverse of
the matrix A (or simply the inverse when A is invertible). It is easy to check that A+ = Φinv(A∗).
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singular values of A are between 1/κ and 1, for some value κ, the quantum-inspired algorithms
from [6, 11] solve this task in time poly (kA, κ, ‖A‖F , 1/ε, log(mn)), where kA denotes the
rank of A, ‖A‖F denotes the Frobenius norm of A and ε denotes the approximation error.2
One crucial point here is that the dependence on the dimensions of the matrix is only
poly-logarithmic. Another important point is that the best known quantum algorithms
(see [4, 11]) enable `2-norm sampling from the output in time O (κ‖A‖Fpolylog(mn/ε)) in
the QRAM input model. This means that, except for the dependence in ε, for low-rank
matrices the classical running time is polynomially related to the quantum running time.

The core computational problem in recommendation systems can also be described as
approximating the i-row of the matrix Φth(A) for the threshold function th : R≥0 → R≥0
such that th(x) = x if x ≥ σ and th(x) = 0 otherwise (for some appropriate threshold
value σ). This corresponds to approximating the vector Φth(A∗)b where b is the vector with 1
in the i-th coordinate and zero elsewhere. Ref. [18] shows how to solve this problem in time
poly (‖A‖F /σ, 1/ε, log(mn)). (For the value σ chosen for recommendation systems, the term
‖A‖F /σ becomes an upper bound on the rank of a low-rank approximation of A.)

Our results. In this paper we significantly extend the class of functions for which the
singular value transformation can be efficiently computed by “quantum-inspired” classical
algorithms. The formal and most general statements of our results are given in Section 3.
For the sake of readability, in this introduction we only describe our results for a restricted
(but still very general) class of “smooth” functions. Let R≥0 and R>0 denote the sets of
non-negative numbers and positive numbers, respectively. We say below that a function
f : R≥0 → R≥0 is “smooth” if f is differentiable in R>0 and the following condition holds: for
any α, β ≥ 1, over the interval [1/α, β] the maximum values of f and its derivative f ′ can be
upper bounded by a polynomial function of α and β. We are mostly interested in functions
such that f(0) = 0 since typically we do not want the transformation to increase the rank.
Our main results are the following two theorems (refer to Section 3 for the formal versions).3

I Theorem 1 (Informal Version). Let f : R≥0 → R≥0 be any smooth function such that
f(0) = 0. For any sufficiently small ε > 0, there exists a classical algorithm that has sampling
access to a matrix A ∈ Cm×n with singular values in [1/κ, 1] and to a non-zero vector b ∈ Cm,
receives as input an index i ∈ [n], outputs with high probability an approximation of the i-th
coordinate of the vector Φf (A∗)b with additive error ε, and has poly (κ, ‖A‖F , 1/ε, log(mn))
time complexity.

I Theorem 2 (Informal Version). Let f : R≥0 → R≥0 be any smooth function such that
f(0) = 0 and f(x) > 0 for all x > 0. For any sufficiently small ε > 0, there exists a classical
algorithm that has sampling access to a matrix A ∈ Cm×n with singular values in [1/κ, 1]
and to a non-zero vector b ∈ Cm, and `2-samples with high probability from a distribution
ε-close in total variation distance to the distribution associated with the vector Φf (A∗)b, and
has poly (κ, ‖A‖F , 1/ε, log(mn)) time complexity.

2 The term log(mn) represents the time complexity of implementing sampling and query operations (see
Proposition 6 in Section 2.3), which we also include in the complexity.

3 These informal versions can be derived from the formal versions given in Section 3 by observing that
κ2/‖A‖2 ≤ κ if all the singular values of A are between 1/κ and 1. The smoothness condition implies
that both Ω and φ are upper bounded by a polynomial of κ and ‖A‖F . Note that for Theorem 2 we
actually need an additional smoothness condition expressing that the minimum value of f cannot be
too small as well (see the term ω in the formal version of Theorem 2).
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Note that instead of stating our results for the transformation Φf (A) we state them
for the transformation Φf (A∗) = (Φf (A))∗ in Theorems 1 and 2. The reason is that this
simplifies the presentation of our algorithms and makes the comparison with prior works
easier.

Theorems 1 and 2 show that under the same assumptions (namely, sampling access
to the input) and similar requirements for the output (i.e., outputting one coordinate of
Φf (A∗)b or sampling from the associated distribution) as the prior works on quantum-inspired
algorithms, we can efficiently compute classically the singular value transformation for any
smooth enough function. This extends the results from [6, 11, 18] and significantly broadens
the applicability of quantum-inspired algorithms.

Fast quantum algorithms have been constructed in recent works [4, 12] for singular value
transformations. For the class of smooth functions we consider, the quantum running time
obtained would be O (poly (κ, ‖A‖F , log(mn/ε))) in the QRAM input model. Our results thus
show that except possibly for the dependence on ε, we can again obtain classical algorithms
with running time polynomially related to the quantum running time.

Overview of our approach. We use the same sampling methods as in [2, 6, 9, 11, 18]: we
first sample r rows from the input matrix A ∈ Cm×n according to probability proportional
to the row norms, which gives (after normalization) a matrix S ∈ Cr×n. We then do the
same with matrix S, this time sampling c columns, which gives (after normalization) a
matrix W ∈ Cr×c. The analysis of this process, which has been done in the seminal work by
Frieze, Kannan and Vempala [9], shows that with high probability we have A∗A ≈ S∗S and
SS∗ ≈WW ∗ when r and c are large enough (but still much smaller than m and n). Since
W is a small matrix, we can then afford to compute its SVD.

The main contribution of this paper is the next step (and its analysis). We show how
to use the SVD of the matrix W in order to compute the singular value transformation Φf .
Using the SVD of W , we first compute the matrices Φinv(W ), Φinv(W ∗) and Φf (W ). We
then compute the matrix P ′ = Φinv(W )Φf (W ∗)Φinv(W )Φinv(W ∗) ∈ Cr×r. This matrix P ′
is the output of Algorithm 1 presented in Section 3.2. Our central claim is the following:

S∗P ′SA∗ ≈ Φf (A∗). (1)

Proving (1) and quantifying the quality of the approximation is our main technical
contribution. This is done in Proposition 13 (which itself relies on several lemmas proved
in Sections 3.1 and 3.2). Finally, using similar post-processing techniques as in prior works
[6, 18], from the output P ′ of Algorithm 1 we can efficiently approximate coordinates of
Φf (A∗)b and sample from Φf (A∗)b. This post-processing is described in Algorithms 2 and 3
in Section 3.3.

We now give an outline of the main ideas used to establish (1). The basic strategy is to
exploit the relations A∗A ≈ S∗S and SS∗ ≈WW ∗ mentioned above. Our first insight is to
define the function h : R≥0 → R≥0 such that h(x) = f(

√
x)/
√
x if x > 0 and h(0) = 0, and

observe that Φf (A∗) = Φh(A∗A)A∗. We then prove, in Lemma 10, that A∗A ≈ S∗S implies
Φh(A∗A) ≈ Φh(S∗S). The next natural step would be to relate Φh(S∗S) and Φh(W ∗W ), but
this cannot be done directly since the only guarantee is SS∗ ≈WW ∗, and not S∗S ≈W ∗W .
Instead, we observe that Φh(S∗S) = S∗PS, where P = Φinv(S)Φf (S∗)Φinv(S)Φinv(S∗).
Since Φinv(S)Φf (S∗) = Φh(SS∗) and Φinv(W )Φf (W ∗) = Φh(WW ∗), and since we can show
that Φh(SS∗) is close to Φh(WW ∗) using Lemma 10, we are able to prove that P ≈ P ′ (this
is proved in Lemma 12). To summarize, we have S∗P ′SA∗ ≈ S∗PSA∗ = Φh(S∗S)A∗ ≈
Φh(A∗A)A∗ = Φf (A∗), as needed.
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Related independent work. Independently from our work, Chia, Gilyén, Li, Lin, Tang
and Wang simultaneously derived similar results [5]. They additionally provide general
matrix arithmetic primitives for adding and multiplying matrices having sample and query
access, and recover known dequantized algorithms. They also show how to use these results
on the singular value transformation to obtain new quantum-inspired algorithms for other
applications, including Hamiltonian simulation and discriminant analysis.

2 Preliminaries

2.1 Notations and conventions
General notations. In this paper we use the notation [n] = {1, ....., n} for any integer n ≥ 1.
For any set S we denote Conv(S) the convex hull of S.

Given a matrix M ∈ Cm×n, we use M(i,.) ∈ C1×n, M(.,j) ∈ Cm×1 and M(i,j) ∈ C to
denote its i-th row, its j-th column and its (i, j)-th element, respectively. The complex-
conjugate transpose or Hermitian transpose of a matrix M ∈ Cm×n (or a vector v ∈ Cn)
is denoted as M∗ (and v∗, respectively). The notations ‖M‖F and ‖M‖2 represent the
Frobenius and spectral norm, respectively. Note that ‖M‖2 ≤ ‖M‖F for any M . For a
vector v ∈ Cn, we denote ‖v‖ the `2 norm of the vector. In this paper we will use several
times the following standard inequalities that hold for any vector v ∈ Cn and any matrices
M ∈ Cn×m and N ∈ Cm×p:

‖Mv‖ ≤ ‖M‖2‖v‖, ‖MN‖F ≤ ‖M‖2‖N‖F , ‖MN‖F ≤ ‖M‖F ‖N‖2. (2)

For a non-zero vector v ∈ Cn, let Pv denote the probability distribution on [n] where
the probability of choosing i ∈ [n] is defined as Pv(i) = |vi|2

‖v‖2 . For two vectors v and w,
the total variation distance between distributions Pv and Pw is defined as ‖Pv − Pw‖TV =
1
2
∑n
i=1|Pv(i)− Pw(i)|.
We will use the following easy inequality (see for instance [6, 18] for a proof): for any

two vectors v, w ∈ Cn,

‖Pv − Pw‖TV ≤
2‖v − w‖
‖v‖

. (3)

Singular Value Decomposition. The Singular Value Decomposition (SVD) of a matrix
M ∈ Cm×n is a factorization of the form M = UΣV ∗ where U ∈ Cm×m and V ∈ Cn×n
are unitary matrices and Σ is an m× n diagonal matrix with min(m,n) non-negative real
numbers, in non-increasing order, down the diagonal. The columns of U and V represent the
left and right singular vectors, respectively. Each entry of this diagonal matrix is a singular
value of matrix M . A crucial property is that a SVD exists for any complex matrix.

We can also write the SVD of a matrix as

M = UΣV ∗ =
min(m,n)∑
i=1

σiuiv
∗
i (4)

where {ui}i∈[m] and {vj}j∈[n] are columns of matrices U and V and thus the left and right
singular vectors of matrix M , respectively, and σi denotes the i-th singular value (the i-th
entry of the diagonal matrix Σ) for each i ∈ [min(m,n)].

For any matrix M ∈ Cm×n, we denote the set of all singular values of M as s(M).
We denote its i-th singular value (in non-increasing order) as σi(M), i.e., the value σi
in the decomposition of Equation (4). We write σmax(M) the largest singular value (i.e.,
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σmax(M) = σ1(M)), and write σmin(M) the smallest non-zero singular value. We define
the `2 condition number of M as κ2(M) = σmax(M)/σmin(M) ≥ 1. Note that with this
definition, κ2 is well defined even for singular matrices.

In this paper, we will use the following inequality by Weyl [19] quite often.

I Lemma 3 (Weyl’s inequality [19]). For two matrices M ∈ Cm×n, N ∈ Cm×n and any
i ∈ [min(m,n)], |σi(M)− σi(N)| ≤ ‖M −N‖2.

Singular Value Transformation. We are now ready to introduce the Singular Value Trans-
formation.

I Definition 4 (Singular Value Transformation). For any function f : R≥0 → R≥0 such that
f(0) = 0, the Singular Value Transformation associated to f is the function denoted Φf that
maps any matrix M ∈ Cm×n to the matrix Φf (M) ∈ Cm×n defined as follows:

Φf (M) =
min(m,n)∑
i=1

f(σi)uiv∗i ,

where the σi’s, the ui’s and the vi’s correspond to the SVD of M given in Eq. (4).

It is easy to check that the value Φf (M) does not depend on the SVD of M chosen in the
definition (i.e., it does not depend on which U and which V are chosen). Also note that from
our requirement on the function f , the rank (i.e., the number of nonzero singular values) of
Φf (M) is never larger than the rank of M .

The Moore-Penrose pseudo-inverse of matrix M is the matrix M+ =
∑k
i=1 σ

−1
i viu

∗
i ,

where k is the rank of the matrix M . Note that we only consider non-trivial singular values
of the matrix. As in the introduction, we define the inverse function inv : R≥0 → R≥0
such that inv(0) = 0 and inv(x) = 1/x for x > 0. Then we have Φinv(M∗) = M+. Note
that MM+ = MΦinv(M∗) = Πcol(M) and M+M = Φinv(M∗)M = Πrow(M), where Πcol(M)
denotes the orthogonal projector into the column space of M and Πrow(M) denotes the
orthogonal projector into the row space of M .

2.2 `2-norm sampling
We now present the assumptions to sample from a matrix and then introduce the technique
of `2-norm sampling that has been used in previous works [2, 6, 9, 11, 18].

Sample accesses to matrices. Let M ∈ Cm×n be a matrix. We say that we have sample
access to M if the following conditions hold:
1. We can sample from the probability distribution RM : [m]→ [0, 1] defined as RM (i) =
‖M(i,.)‖2

‖M‖2
F

for any i ∈ [m].
2. For each i ∈ [m], we can sample from the probability distribution RiM : [n]→ [0, 1] defined

as RiM (j) = |M(i,j)|2

‖M(i,.)‖2 for any j ∈ [n]. (Note that RiM is precisely the distribution Pu
introduced in Section 2, where u is the i-th row of M .)

We define sample access to a vector v ∈ Cm using the same definition, by taking the
matrix M ∈ Cm×1 that has v as unique row. Note that with this definition, the distribution
RM is precisely the distribution Pv introduced in Section 2.1.

For an algorithm handling matrices and vectors using sample accesses, the sample
complexity of the algorithm is defined as the total number of samples used by the algorithm.
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`2-norm sampling. Let M ∈ Cm×n be a matrix for which we have sample access. Consider
the following process. For some integer q ≥ 1, sample q row indices p1, p2, . . . , pq ∈ [m] using
the probability distribution RM and then form the matrix N ∈ Cq×n by defining

N(i,.) =
M(pi,.)

‖M(pi,.)‖
‖M‖F√

q

for each i ∈ [q]. Note that this corresponds to selecting the rows with indices p1, . . . , pq of
M and re-normalizing them. We will also use the following fact which is easy to observe
using the definition of matrix N :

‖N‖F = ‖M‖F (5)

The central insight of the `2-norm sampling approach introduced in [9] is that the matrix
N obtained by this process is in some sense close enough to M to be able to perform several
interesting calculations. We will in particular use the following result that shows that when q
is large enough, with high probability the matrix N∗N is close to the matrix M∗M .

I Lemma 5 (Lemma 2 in [9]). For any η ∈ (0, 1), any β > 0 and for q ≥ 1
ηβ2 , the inequality

‖M∗M −N∗N‖F ≤ β‖M‖2F holds with probability at least 1− η.

2.3 Data structures for storing matrices
The following proposition shows that there exist low over-head data structures that enable
sampling access to matrices.

I Proposition 6 ([18]). There exists a tree-like data structure that stores a matrixM ∈ Cm×n
in O(a log2(mn)) space, where a denotes the number of non-zero entries of M , and supports
the following operations:
1) Output ‖M‖2F in O(1) time;
2) Read and update an entry M(i,j) in O(log2 (mn)) time;
3) Output ‖M(i,.)‖ in O(log2 (m)) time;
4) Sampling from RM in O(log2 (mn)) time;
5) For any i ∈ [m], sampling from RiM in O(log2 (mn)) time.

The data structure of Proposition 6 can naturally be used to store vectors as well.
We will need the following two technical lemma in our main algorithms. Lemma 7 shows

that a vector-matrix-vector product can be efficiently approximated given sampling access.
Lemma 8 states that, given sampling access to k vectors represented by a n × k matrix,
sampling from their linear combination is possible.

I Lemma 7 ([6]). Let v ∈ Cm and w ∈ Cn be two vectors and M ∈ Cm×n be a matrix, all
stored in the data structure specified in Proposition 6. Then for any ε′ > 0 and δ > 0, the
value v∗Mw can be approximated with additive error ε′ with probability at least 1−δ in sample
complexity O

(
‖v‖2‖w‖2‖M‖2

F

ε′2 log ( 1
δ )
)
and time complexity O

(
‖v‖2‖w‖2‖M‖2

F

ε′2 polylog
(
mn
δ

))
.

I Lemma 8 ([18]). Let M ∈ Cn×k be a matrix stored in the data structure specified in Pro-
position 6. Let v ∈ Ck be an input vector. Then a sample from Mv can be obtained in expec-
ted sample complexity O

(
k2C(M, v)

)
and expected time complexity O

(
k2C(M,v) log2(nk)

)
,

where C(M, v) =
∑k

i=1
‖viM(.,i)‖2

‖Mv‖2 .
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3 Formal Versions and Proofs of the Main Theorems

We now give the formal versions of Theorems 1 and 2 presented in the introduction. In
this section, κ2 will always denote the `2 condition number of the matrix A. We define the
intervals L and Q (which depend on A) as follows:

L =
[
‖A‖2√

2κ2
,
‖A‖2√

2κ2

√
(2κ2

2 + 1)
]

and Q =
[
‖A‖22
2κ2

2
,
‖A‖22
2κ2

2

(
2κ2

2 + 1
)]
. (6)

I Theorem 1 (Formal Version). Let f : R≥0 → R≥0 be any function such that f(0) = 0. For
any η > 0 and any sufficiently small ε1 > 0, there exists a classical algorithm that has sampling
access as in Proposition 6 to a matrix A ∈ Cm×n and to a non-zero vector b ∈ Cm, receives
as input an index i ∈ [n] and has the following behavior: if f is differentiable on the set L,
the algorithm outputs with probability at least 1− η a value λ such that |(Φf (A∗)b)i−λ| ≤ ε1,
using

O

(
‖A‖8F ‖b‖4κ4

2
ε41η

(
κ2

‖A‖2

)6
Ω2
{
φ+ 3

√
2Ω κ2

‖A‖2

}2
polylog

(
mn

η

))
samples and

O

(
‖A‖12

F ‖b‖62κ12
2

ε61η
3

{
φ+ 7

√
2Ω κ2

‖A‖2

}6
polylog(mn)

)
time complexity, where Ω = maxσ∈L|f(σ)| and φ = maxσ∈L|f ′(σ)|.

I Theorem 2 (Formal Version). Let f : R≥0 → R≥0 be any function such that f(0) = 0 and
f(x) > 0 for all x > 0. For any η > 0 and any sufficiently small ε2 > 0, there exists a
classical algorithm that has sampling access as in Proposition 6 to a matrix A ∈ Cm×n and
to a non-zero vector b ∈ Cm and has the following behavior: if f is differentiable on the set
L and the projection of b on the column space of Φf (A∗) has norm Ω(‖b‖), with probability
at least 1− η the algorithm samples from a distribution which is ε2-close in total variation
distance to the distribution PΦf (A∗)b, using

O

(
‖A‖10

F κ
14
2

ε42η
2‖A‖62

(
Ω
ω

)2{
φ

ω
+ 3
√

2Ω
ω

κ2

‖A‖2

}4
polylog(mn)

)
samples and

O

(
‖A‖12

F κ
12
2

ε62η
3

{
φ

ω
+ 7
√

2Ω
ω

κ2

‖A‖2

}6
polylog(mn)

)
time complexity, where Ω = maxσ∈L|f(σ)|, φ = maxσ∈L|f ′(σ)| and ω = minσ∈L|f(σ)|.

Theorems 1 and 2 are stated for a fixed function f and their correctness is guaranteed for
matrices A such that f is differentiable on L (remember that L depends on A). Another way
of interpreting these theorems is as follows: for a matrix A and vector b (given as inputs),
the algorithms of Theorems 1 and 2 work for any function f : R≥0 → R≥0 with f(0) = 0
(and f(x) > 0 ∀ x > 0 for Theorem 2) that is differentiable in the set L.

Section 3 is organized as follows. Section 3.1 presents a crucial lemma that gives an
upper bound on ‖Φg(X)− Φg(Y )‖F in terms of ‖X − Y ‖F , the values of g and the values
of its derivative g′. In Section 3.2 we present our central procedure, which performs row
and column sampling to compute a matrix P ′ ∈ Cr×c, and analyze this procedure using the
lemma proved in Section 3.1. Finally, in Section 3.3 we prove Theorems 1 and 2 by applying
appropriate post-processing to the matrix P ′.
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3.1 Bound on the distance between two singular value transformations
The following lemma uses a result from [10] in order to derive an upper bound on the distance
between two singular value transformations of positive semi-definite matrices. The proof of
the lemma has been omitted.

I Lemma 10. Let X,Y ∈ Cm×m be two m×m positive semi-definite matrices, and write
S = Conv ((s(X) ∪ s(Y )) \ {0}). For any function g : R≥0 → R≥0 such that g(0) = 0 and g
is differentiable in S, we have: ‖Φg(X)−Φg(Y )‖F ≤ ‖X − Y ‖F ·maxσ∈S

{
|g′(σ)|+

∣∣∣ g(σ)
σ

∣∣∣}.
3.2 Core procedure
Let us consider Algorithm 1 below. The goal of this subsection is to analyze its behavior.

Algorithm 1 Computing the matrix P ′.

Parameters: Three real numbers θ, γ ∈
(

0, ‖A‖2
2

4κ2
2‖A‖2

F

)
and η ∈ (0, 1)

Input: A ∈ Cm×n stored in the data structure specified in Proposition 6
1: Set r =

⌈
3/(ηθ2)

⌉
.

2: Set c =
⌈
3/(ηγ2)

⌉
.

3: Sample r row indices p1,...., pr using operation 4) of Proposition 6. Let S ∈ Cr×n be the
matrix whose s-th row is S(s,.) = A(ps,.)

‖A(ps,.)‖
‖A‖F√

r
, for each s ∈ [r].

4: Sample c column indices q1,...., qc by repeating the following procedure c times: sample
a row index s ∈ [r] uniformly at random and then sample a column index q ∈ [n] with
probability |S(s,q)|2

‖S(s,.)‖2 = |A(ps,q)|2

‖A(ps,.)‖2 using operation 5) of Proposition 6.

5: Define the matrix W ∈ Cr×c such that W(s,t) = S(s,qt)
‖S(.,qt)‖

‖S‖F√
c

= S(s,qt)
‖S(.,qt)‖

‖A‖F√
c
, for each

(s, t) ∈ [r]×[c]. Query all the entries of A corresponding to entries ofW using operation 2)
of Proposition 6.

6: Compute the singular value decomposition of matrix W .
7: Compute the matrix P ′ = Φinv(W )Φf (W ∗)Φinv(W )Φinv(W ∗) using the output of the

SVD step.

The sampling process of Steps 3–5 is exactly the same as in prior works [2, 6, 9, 11, 18],
but with different values for c and r. The following lemma analyzes the matrices S and W
obtained by this process. The proof is similar as in these prior works (but with different
values for c and r).

I Lemma 11. For any input matrix A and any parameters (θ, γ, η) in the specified range,
with probability at least 1 − 2η/3 the following statements are simultaneously true for the
matrices S and W computed by Algorithm 1:

‖S‖F = ‖A‖F (7)
‖A∗A− S∗S‖F ≤ θ‖A‖2F , (8)
‖SS∗ −WW ∗‖F ≤ γ‖S‖2F , (9)

σmin(S) > ‖A‖2√
2κ2

, σmax(S) < ‖A‖2√
2κ2

√
(2κ2

2 + 1), (10)

σmin(W ) > ‖A‖2√
2κ2

, σmax(W ) < ‖A‖2√
2κ2

√
(2κ2

2 + 1). (11)
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Lemma 11 above guarantees in particular that with high probability all the nontrivial
singular values of the matrix S and W are in the interval L defined in Equation (6).

The main originality of our approach is Step 7 of Algorithm 1, which we now analyze.
Let us define the matrix P = Φinv(S)Φf (S∗)Φinv(S)Φinv(S∗). The following lemma shows
that the output P ′ of Algorithm 1 is close to the matrix P . Due to space constraints, here
we only give a sketch of the proof (which omits some long calculations).

I Lemma 12. Assume that Statements (7)-(11) of Lemma 11 all hold (which happens with
probability at least 1− 2η/3). Assume that f is differentiable in L and f(0) = 0. Then the
matrix P ′ ∈ Cr×r obtained as the output of Algorithm 1 satisfies the following inequality,
where Ω = maxσ∈L|f(σ)| and φ = maxσ∈L|f ′(σ)|.

‖P ′ − P‖F ≤ 2γ‖A‖2F
(

κ2

‖A‖2

)4{
φ+ 7

√
2Ω κ2

‖A‖2

}
, (12)

Sketch of the proof. Let us define a function h : R≥0 → R≥0 as follows. For any σ ∈ Q we
define h(σ) = f(

√
σ)inv(

√
σ) = f(

√
σ)/
√
σ, we define h(0) = f(0)inv(0) = 0, and we define

h(σ) arbitrarily when σ /∈ Q∪{0}. Since f is differentiable in L, the function h is differentiable
in Q. From Equations (10) and (11) we know that Conv (s(SS∗) ∪ s(WW ∗) \ {0}) ⊂ Q and
can write Φh(SS∗) = Φinv(S)Φf (S∗) and Φh(WW ∗) = Φinv(W )Φf (W ∗).

Using the definition of P and P ′, we now have

‖P ′ − P‖F
= ‖Φinv(W )Φf (W ∗)Φinv(W )Φinv(W ∗)− Φinv(S)Φf (S∗)Φinv(S)Φinv(S∗)‖F
= ‖Φh(WW ∗)Φinv(WW ∗)− Φh(SS∗)Φinv(SS∗)‖F
= ‖{Φh(WW ∗)− Φh(SS∗)}Φinv(WW ∗) + Φh(SS∗) {Φinv(WW ∗)− Φinv(SS∗)}‖F
≤ ‖{Φh(WW ∗)− Φh(SS∗)}Φinv(WW ∗)‖F + ‖Φh(SS∗) {Φinv(WW ∗)− Φinv(SS∗)}‖F
≤ ‖Φinv(WW ∗)‖2‖Φh(WW ∗)− Φh(SS∗)‖F + ‖Φh(SS∗)‖2‖Φinv(WW ∗)− Φinv(SS∗)‖F .

Using Lemma 10 twice for Φh and Φinv, we obtain

‖P ′ − P‖F ≤ ‖Φinv(WW ∗)‖2‖WW ∗ − SS∗‖F
(

max
σ∈Q

{
|h′(σ)|+

∣∣∣∣h(σ)
σ

∣∣∣∣})
+ ‖Φh(SS∗)‖2‖WW ∗ − SS∗‖F

(
max
σ∈Q

{
|inv′(σ)|+

∣∣∣∣ inv(σ)
σ

∣∣∣∣}) .
Now we use condition (9). Also, since the non-trivial singular values of SS∗ and WW ∗

lie in the set Q, the non-trivial singular values of S and W lie in set L (i.e., if σ ∈ Q then
σ1/2 ∈ L). Using this observation, we can then derive the claimed upper bound by routine
calculations (omitted here). J

The next proposition is the main result of this subsection. Due to space constraints, the
proof has been omitted.

I Proposition 13. Let b ∈ Cm be any non-zero vector and ε be any positive number such
that

ε <
1
2‖A‖2‖b‖

{
φ+ 3

√
2Ω κ2

‖A‖2

}
. (13)
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Let us fix the parameters of Algorithm 1 as follows:

θ = ε

(
2‖A‖2F

κ2
2

‖A‖2

{
φ+ 3

√
2Ω κ2

‖A‖2

}
‖b‖
)−1

, (14)

γ = ε

(
2‖A‖2F

κ2
2

‖A‖2

{
φ+ 7

√
2Ω κ2

‖A‖2

}
‖b‖
)−1

. (15)

Then, under the assumptions of Lemma 12, the two vectors x = S∗P ′SA∗b and Φf (A∗)b
satisfy the inequality ‖x− Φf (A∗)b‖ ≤ ε.

3.3 Post-processing and proofs of Theorems 1 and 2
Proof of Theorem 1. Let us write

ε′ = ε1

4Ω
√
r (2κ2

2 + 1)

(
‖A‖2
κ2

)2
and δ′ = η/3r. (16)

The algorithm we consider for estimating the value (Φf (A∗)b)i is described below.

Algorithm 2 Estimating (Φf (A∗)b)i.

1: Apply Algorithm 1 with matrix A as input, using the values θ and γ given by Equa-
tions (14) and (15) with ε = ε1/2, and using the desired η as parameters. This returns a
matrix P ′ and a description of a matrix S.

2: Compute an estimation z of the vector SA∗b ∈ Cr×1 by estimating, for each j ∈ [r], the
quantity S(j,.)A

∗b using Lemma 7 with parameters ε′ and δ′ given by Equation (16).
3: Compute the row vector S∗(i,.) ∈ C1×r by querying all the elements in the i-th row of S∗

(i.e., the i-th column of S).
4: Output the complex number S∗(i,.)P ′z.

We now analyze Algorithm 2. Let us write x′ = S∗P ′z ∈ Cn×1, where P ′ and z are
the matrices and the vector computed at Steps 1 and 2 of the algorithm, respectively.
Remember that P ′ = Φinv(W )Φf (W ∗)Φinv(W )Φinv(W ∗), where W is the matrix computed
in Algorithm 1. Note that the output of Algorithm 2 is the i-th coordinate of the vector x′.

Let us write x = S∗P ′SA∗b. From the analysis of Section 3.2, and especially Lemma 11 and
Proposition 13, we know that Statements (10) and (11) and the inequality ‖x−Φf (A∗)b‖ ≤ ε1

2
simultaneously hold with probability 1− 2η/3.

The vector x′ then satisfies the inequality

‖x′ − x‖ ≤ ‖S∗P ′z − S∗P ′SA∗b‖
≤ ‖S∗‖2‖P ′‖2‖z − SA∗b‖
≤ ‖S∗‖2‖Φinv(W )‖2‖Φf (W ∗)‖2‖Φinv(W )‖2‖Φinv(W ∗)‖2‖z − SA∗b‖

≤
{
‖A‖2√

2κ2

(
2κ2

2 + 1
)1/2}{Ω

(√
2κ2

‖A‖2

)3}
‖z − SA∗b‖,

where we used Statements (10) and (11) and the bound ‖Φf (W ∗)‖2 ≤ Ω to derive the last
inequality.

Lemma 7 now guarantees that with probability at least 1−η/3 we have ‖z−SA∗b‖ ≤ ε′
√
r,

which implies:

‖x′ − x‖ ≤
{
‖A‖2√

2κ2

(
2κ2

2 + 1
)1/2}{Ω

(√
2κ2

‖A‖2

)3}{
ε1

4Ω
√

(2κ2
2 + 1)

(
‖A‖2
κ2

)2
}

= ε1
2 .
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In conclusion, the inequality

‖x′ − Φf (A∗)b‖ ≤ ‖x′ − x‖+ ‖x− Φf (A∗)b‖ ≤ ε1 (17)

holds with overall probability at least 1 − η for sufficiently small ε1 > 0 (a precise upper
bound can be derived by using Proposition 13 with ε = ε1/2).

This implies that Algorithm 2 outputs, with probability at least 1− η, the i-th coordinate
of a vector x′ that satisfies Equation (17). This proves the correctness of Algorithm 2.

Let us now analyze the complexity of Algorithm 2. Algorithm 1 (and thus Step 1 of
Algorithm 2) has time complexity dominated by the computation of the SVD of the matrix
W , i.e.,

O
(
max

{
r2c, rc2

}
polylog(mn)

)
= O

(
‖A‖12

F ‖b‖62κ12
2

ε61η
3

{
φ+ 7

√
2Ω κ2

‖A‖2

}6
polylog(mn)

)
.

Algorithm 1 uses r + c samples.
Observe that ‖S(j,.)‖ = ‖A‖F√

r
for any j ∈ [r] (see Step 3 of Algorithm 1). Step 2 of

Algorithm 2 thus uses

O

(‖S(j,.)‖2‖b‖2‖A∗‖2F
ε′2

polylog
(mn
δ

)
r

)
=

O

(
‖A‖8F ‖b‖4κ4

2
ε41η

(
κ2

‖A‖2

)6
Ω2
{
φ+ 3

√
2Ω κ2

‖A‖2

}2
polylog

(
mn

η

))
samples, and has the same time complexity.

Finally, Step 3 of Algorithm 2 has time complexity O(r), while Step 4 has time complexity
O(r2). These two steps do not use any sample.

In conclusion, the time complexity of Algorithm 2 is dominated by Step 1, while the
sample complexity is dominated by Step 2. J

Proof sketch of Theorem 2. Let us write

ε′′ = ε2ωα‖b‖
8Ω
√
r (2κ2

2 + 1)

(
‖A‖2
κ2

)2
and δ′′ = η/3r, (18)

where α is a constant such that the norm of the projection of b on the column space of Φf (A)
is at least α‖b‖. The algorithm we use to sample from a distribution ε2-close to PΦf (A∗)b is
described below.

Algorithm 3 Sample access to a distribution ε2-close to PΦf (A∗)b.

1: Apply Algorithm 1 with matrix A as input, using the values θ and γ given by Equa-
tions (14) and (15) with ε = ε2ωα

4 ‖b‖, and using the desired η as parameters. This returns
a matrix P ′ and a description of a matrix S.

2: Compute an estimation z of the vector SA∗b ∈ Cr×1 by estimating, for each j ∈ [r], the
quantity S(j,.)A

∗b using Lemma 7 with parameters ε′′ and δ′′ given by Equation (18).
3: Compute the vector P ′z.
4: Use Lemma 8 to output a sample from x′ = S∗P ′z.

Note that Algorithm 3 is very similar to Algorithm 2: the main modification is Step 4.
Also note that we can use Lemma 8 since we have sample access to the columns of S∗, from
the information obtained at Step 1, and we can compute the vector P ′z from the information
obtained at Steps 1 and 2.
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The complete analyses of the correctness and the complexity of Algorithm 3, which are
similar to the analyses done for Algorithm 2 in the proof of Theorem 2, are omitted due to
space constraints. J
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Abstract
Consider a discrete dynamical system given by a square matrix M ∈ Qd×d and a starting point
s ∈ Qd. The orbit of such a system is the infinite trajectory 〈s, Ms, M2s, . . .〉. Given a collection
T1, T2, . . . , Tm ⊆ Rd of semialgebraic sets, we can associate with each Ti an atomic proposition Pi

which evaluates to true at time n if, and only if, Mns ∈ Ti. This gives rise to the LTL Model-Checking
Problem for discrete linear dynamical systems: given such a system (M, s) and an LTL formula over
such atomic propositions, determine whether the orbit satisfies the formula. The main contribution
of the present paper is to show that the LTL Model-Checking Problem for discrete linear dynamical
systems is decidable in dimension 3 or less.
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1 Introduction

A discrete-time linear dynamical system consists of a square matrix M ∈ Qd×d and a starting
point s ∈ Qd. Its trajectory, the orbit of s under M , is the infinite sequence 〈s,Ms,M2s, . . .〉.
Such systems constitute a family of fundamental models, and decision problems associated
with their trajectories arise frequently in the analysis of automata, Markov chains, linear
recurrence sequences, and linear while loops (see, e.g., [8, 10, 13] and references therein).

One of the earliest decision problems for linear dynamical systems was formulated by
Harrison in 1969 [11], and subsequently baptised the “Orbit Problem” by Kannan and Lipton,
who famously solved it a decade later [12]. The Orbit Problem asks, given a linear dynamical
system (M, s) in ambient space Rd together with a point target t ∈ Qd, whether the orbit of
s under M reaches t. Kannan and Lipton established polynomial-time decidability of the
Orbit Problem in all dimensions. In subsequent work [13], Kannan and Lipton speculated
that more complex decision problems might also be decidable; specifically, they considered
variants of the Orbit Problem in which the target t is replaced by a linear subspace T ⊆ Rd.
They conjectured that for one-dimensional subspaces, reachability might remain decidable,
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but in the same breath they noted that when T is a (d− 1)-dimensional subspace of Rd, the
corresponding reachability problem is precisely equivalent to the well-known Skolem Problem
asking whether a linear recurrence sequence has a zero, which itself has been open for many
decades [10, 23] (although decidability is known in dimension 4 or less [18, 24]).

The problem of reaching a linear subspace was studied by Chonev et al. in [6, 8], in
which the authors established decidability for subspaces of dimension up to three (regardless
of the dimension of the ambient space). Chonev et al. then turned their attention to the
Polyhedron-Hitting Problem [7], in which the target is an arbitrary polyhedron. Decidability
in dimension 3 was established, but the authors showed that in dimensions 4 or higher,
solving the Polyhedron-Hitting Problem would necessarily entail major breakthroughs in
Diophantine approximation, considered out of reach at the present time. More recently,
Almagor et al. studied the Semialgebraic Orbit Problem, in which the target is an arbitrary
semialgebraic set [3]. Once again, decidability in dimension 3 was shown to hold. Finally, in
very recent work, and building on earlier results [2], Almagor et al. introduced a unifying
framework for formulating reachability queries for discrete linear dynamical systems [4],
subsuming all of the above problems. Roughly speaking, the authors considered instances in
which both the source and target are semialgebraic sets, and a specification formalism in
which one may quantify over members of these sets. Crucially, however, their First-Order
Orbit Queries framework only allows reachability queries (“is there a positive integer n such
that, after n steps, such and such properties hold?”). Almagor et al. established decidability
in dimension 3.

Main contributions. In this paper, going considerably beyond reachability, we tackle
the problem of full LTL model checking for orbits of discrete-time linear dynamical systems in
dimension 3 (or less). More precisely, we are given a linear dynamical system (M, s) (with a
singleton starting point s ∈ Q3), together with a collection T1, . . . , Tm ⊆ R3 of semialgebraic
sets, and an LTL formula ϕ over atomic propositions P1, . . . , Pm. The atomic proposition
Pi evaluates to true at time n if, and only if, the n-th component of the orbit lies in Ti,
i.e., Mns ∈ Ti. Such a framework enables one to formulate vastly more sophisticated and
complex properties of orbits than mere reachability. Our main result is that the LTL
Model-Checking Problem for discrete-time linear dynamical systems in three
dimensions is decidable, with complexity in exponential space.

Some remarks are in order:
1. Since we have a single starting point, the orbit consists of a single trajectory. The problem

we are solving is sometimes referred to in the literature as “path checking”, although
typical applications in runtime verification and online monitoring involve finite traces,
e.g., [15]. Path checking ultimately periodic infinite traces is considered in [16], but the
traces arising from linear dynamical systems need not be ultimately periodic (see [1]).

2. Our framework is limited to dynamical systems in three (or fewer) dimensions. As men-
tioned earlier, it is known that mere polyhedral reachability is “hard” (in a Diophantine-
approximation sense) in dimensions 4 and above, and as LTL model checking with
semialgebraic targets vastly generalises polyhedral reachability, one cannot reasonably
expect to prove decidability in dimensions higher than 3.

3. Beyond the search for maximal versatility and generality, our use of semialgebraic sets –
rather than, say, products of intervals or polyhedra – in our specification framework has
a practical motivation: in application areas such as program analysis, semialgebraic sets
are indispensable to formulate sufficiently expressive properties, whether one seeks to
overapproximate a set of reachable states, or to synthesise invariants or barrier certificates;
see, e.g., [14].
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On a technical level, our approach makes extensive use of spectral techniques and relies on
various tools from algebraic and transcendental number theory, notably Baker’s theorem on
linear forms in logarithms of algebraic numbers, as well as Kronecker’s theorem in Diophantine
approximation.

In [1], Agrawal et al. consider a problem that is closely related to ours, namely the
approximate verification of the symbolic dynamics of Markov chains. More specifically, they
view a Markov chain as a distribution transformer: a stochastic matrix M and an initial
probability distribution s give rise to an orbit 〈s,Ms,M2s, . . .〉. They further discretise the
probability space into finitely many boxes (products of intervals), which give rise to atomic
propositions in exactly the same manner as in our setting. They then consider LTL model
checking over the resulting formalism, but observe that the set of infinite words arising as
symbolic trajectories of a given Markov chain can fail to be ω-regular; consequently, they
switch their attention to “ε-approximations” of the model-checking problem (the precise
definitions are technical) and are able to establish decidability in all dimensions. This
variant of the model-checking problem does not allow to check a specific path and thereby
circumvents many of the difficulties arising in the present paper. The two pieces of work
are therefore fairly distinct, both in terms of their respective scope and in the mathematical
approach taken, despite sharing similar motivations.

2 Mathematical background

A semialgebraic set T ⊆ Rn is defined by a Boolean combination of polynomial inequalities
of the form p(x1, . . . , xn) ≥ 0 and q(x1, . . . , xn) > 0 for polynomials p, q ∈ Z[x1, . . . , xn].

2.1 Algebraic numbers
A complex number α is algebraic if it is a root of a polynomial p with integer coefficients. We
denote the set of algebraic numbers by A. For an algebraic number α, its defining polynomial
pα is the unique polynomial of the least degree that has α as a root and coefficients that do
not share common factors. Given a polynomial p ∈ Z[x], let ‖p‖ denote the bit length of its
representation as a list of coefficients encoded in binary, deg(p) denote its degree and H(p)
denote its height (i.e. the maximum of the absolute value of coefficients of p). Throughout
this work we make an extensive use of the facts that for each pair α, β of algebraic numbers,
deg(αβ) ≤ deg(α) + deg(β) and H(αβ) ≤ H(α)H(β).

An algebraic number α can be represented using its defining polynomial pα together with
rational approximations of its real and imaginary parts to sufficient precision. More precisely,
α can be represented by (pα, a, b, r) ∈ Z[x]×Q3 provided that α is the unique root of pα in
the circle of radius r around a+ bi. A separation bound due to Mignotte [17] asserts that for
roots α 6= β of a polynomial p ∈ Z[x],

|α− β| >
√

6
d(d+1)/2Hd−1

where d,H are the degree and height of pα, respectively. Thus if r is less than a quarter
of the root separation bound, then the representation is well-defined. Given a polynomial
p ∈ Z[x], we can compute a standard representation of each of its roots in time polynomial
in ‖p‖ [5]. Thus for an algebraic number α, we denote by ‖α‖ the bit length of its standard
representation.

Given representations of algebraic numbers α, β we can effectively compute representations
for the algebraic numbers α+ β, αβ, 1

α , |α|, Re(α), Im(α) in time polynomial in ‖α‖+ ‖β‖.
Efficient algorithms for these tasks can be found in [5, 9].
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2.2 Number-theoretic bounds
Throughout the paper, we make an extensive use of the following lemma, which itself is a
consequence of the celebrated Baker-Wüstholtz theorem.

I Lemma 1 ([19]). There exists a constant C such that for algebraic numbers α, β, for
every n ≥ 2 if αn 6= β, then |αn − β| ≥ 1

n(‖α‖+‖β‖)C .

Lemma 2 below states the following: if we start at an arbitrary point γ ∈ T on the unit
circle, and repeatedly apply rotation through arg(λ) radians for λ ∈ T ∩ A that is not a root
of unity, we will enter any open interval J ⊆ T in at most a certain number of steps that
does not depend on the starting point γ but depends on the size of J . Henceforth we denote
by |J | the arc length of the interval J ⊆ T in radians.

I Lemma 2. There exists a constant D such that for every λ ∈ T ∩ A that is not a root of

unity and open subinterval J of T, for each γ ∈ T, γλn ∈ J for some n < 2π
(

2π
|J|

)‖λ‖D
.

Proof. By the Pigeonhole principle, if there are N1 >
2π
|J| points on the unit circle, at least

two of them will have arc distance smaller than |J |. We select N1 =
⌊

2π
|J|

⌋
+ 1 > 2π

|J| and
consider the sequence 〈λ, λ2, . . .〉. By the preceding argument, there exist 1 ≤ k < m ≤ N1
such that λk and λm have arc distance smaller than |J |. That is, arg(λm−k) < |J |.

Bounding arc length from below with Euclidean distance and using Lemma 1,

arg(λm−k) ≥
∣∣λm − λk∣∣ =

∣∣λm−k − 1
∣∣ ≥ 1

(m− k)(‖λ‖+‖1‖)C ≥
1⌊

2π
|J|

⌋(‖λ‖+‖1‖)C .

Now consider the sequence zi = γλi(m−k) for i ≥ 0. As the arc distance between any
consecutive terms zi, zi+1 is less than |J |, this sequence must enter J before winding around
the unit circle once. We therefore obtain that for some

n1 ≤
⌊

2π − |J |
arg(λm−k)

⌋
+ 1 ≤

⌊
(2π − |J |)

⌊
2π
|J |

⌋(‖λ‖+‖1‖)C
⌋

+ 1 ≤ 2π
(

2π
|J |

)(‖λ‖+‖1‖)C

zn1 ∈ J . Translating this back to the sequence 〈λ, λ2, . . .〉 we have that γλn ∈ J for some

n ≤ 2π
|J |
· 2π

(
2π
|J |

)(‖λ‖+‖1‖)C

= 2π
(

2π
|J |

)(‖λ‖+‖1‖)C+1
.

Finally, choosing D such that (‖λ‖+ ‖1‖)C + 1 ≤ ‖λ‖D yields the desired result. J

3 The LTL Model-Checking Problem

Suppose we are given a matrix M ∈ Q3×3, a point s ∈ Q3 and an LTL formula ϕ over
semialgebraic predicates T1, . . . , Tm ⊆ R3 as an input. We associate with each Ti an atomic
proposition Pi which evaluates to true at time n in case Mns ∈ Ti. Hence we associate an
ω-word w over 2{P1,...,Pm} with the orbit 〈s,Ms,M2s, . . .〉 in the standard manner. The LTL
Model-Checking Problem is then to decide whether w |= ϕ.

We assume that ϕ is given in the form

ϕ := T | ϕ ∧ ϕ | ϕ ∨ ϕ | ϕUϕ | ϕRϕ | Xϕ
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where T is an atomic semialgebraic set described via a single polynomial inequality of the
form p(x) > 0 or p(x) ≥ 0. Observe that ϕ does not contain the ¬ operator: an arbitrary
formula ψ over semialgebraic sets (defined by a Boolean combination of inequalities of the
type p(x) > 0 or p(x) ≥ 0) can be translated into an equivalent formula in this form by first
translating ψ into negation-normal form and then replacing ¬p(x) ≥ 0 with −p(x) > 0 and
¬p(x) > 0 with −p(x) ≥ 0. This translation incurs at most a linear blowup in size.

Throughout the paper we assume that the polynomials p defining the atomic predicates
are given as a list of coefficients including (possibly many) zeros. Hence it is always the case
that ‖p‖ ≥ deg (p).

We analyse the problem based on the eigenvalues of M . Our main result is the following.

I Theorem 3. Given M ∈ Q3×3, s ∈ Q3 and ϕ, the LTL Model-Checking Problem is
decidable in EXPSPACE in ‖M‖+ ‖s‖+ ‖ϕ‖.

4 When not all three eigenvalues are real

We first consider the case in which M has complex eigenvalues λ, λ and a real eigenvalue ρ.
Moreover, we assume that λk /∈ R for all k ∈ N, i.e. γ = λ

|λ| is not a root of unity. This case
requires by far the most detailed analysis. However, the final model-checking algorithm is
quite simple in that it does not involve any non-trivial manipulations of algebraic numbers
or semialgebraic sets.

4.1 Preliminary analysis
In this section we introduce normalised expressions in order to study the set of all values of
n for which the term Mns of the orbit is in an atomic semialgebraic set T . The treatment
here mostly mirrors that in [4].

Since M is assumed to have three distinct eigenvalues, we can diagonalise M = PDP−1

where D =

λ 0 0
0 λ 0
0 0 ρ

. Observe that Mns = PDnP−1s and P, P−1 contain algebraic

entries of constant degree and height polynomial in ‖M‖. Hence we can write

Mns =

a1λ
n + a1λ

n + c1ρ
n

a2λ
n + a2λ

n + c2ρ
n

a3λ
n + a3λ

n + c3ρ
n


where a1, a2, a3 and c1, c2, c3 are all algebraic numbers with fixed degree and description
length polynomial in ‖M‖+ ‖s‖.

Let T = {x ∈ R3 : p(x) ∼ 0}, ∼ ∈ {>,≥} be an atomic semialgebraic set. We study the
set Z(T ) = {n ≥ 0 : Mns ∈ T} = {n ≥ 0 : p(Mns) ∼ 0}. In the full version of the paper we
show that p(Mns) can be written as∑

0≤p1,p2,p3≤deg(p)

αp1,p2,p3λ
np1λ

np2
ρnp3 + αp1,p2,p3λ

np1λ
np2

ρnp3 (1)

where each αp1,p2,p3 is an algebraic number of degree polynomial and height exponential
in ‖M‖+ ‖s‖+ ‖p‖. If all the coefficients αp1,p2,p3 above are 0 then p(Mns) = 0 for all n,
and hence the orbit is either always or never in the semialgebraic set T . In this case, we
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can replace T in any LTL formula with true or false. Otherwise, let Λ = max{
∣∣∣λp1λ

p2
ρp3

∣∣∣ :
αp1,p2,p3 6= 0}. Dividing the expression in (1) by Λ we obtain that p(Mns) ∼ 0 if and only if

k∑
m=0

βmγ
nm + βmγ

nm + r(n) ∼ 0

where
γ = λ

|λ| with degree at most 12 and height polynomial in ‖M‖,
k ≤ deg(p),
r(n) =

∑k′

l=1 χlµ
n
l + χlµl

n with |µl| < 1 for every 1 ≤ l ≤ k′,
and all the coefficients and exponents βm, 0 ≤ m ≤ k and χl, µl, 1 ≤ l ≤ k′ are algebraic.

We refer to e(n) =
∑k
m=0 βmγ

nm + βmγ
nm + r(n) as the normalised expression corres-

ponding to T , and denote the bit-length of its syntactic representation by ‖e‖, which can
again be shown to be of size polynomial in ‖M‖+ ‖s‖+ ‖p‖.

4.2 On visiting atomic semialgebraic sets

Recall that we defined, for an atomic semialgebraic set T , a matrix M and a starting point s,
Z(T ) = {n ≥ 0 : Mns ∈ T}. We now study the structure of Z(T ) and show how to compute
a useful finite representation for it.

In this section, let ‖IT ‖ = ‖M‖ + ‖s‖ + ‖p‖, where p is the polynomial defining T .
Let e(n) =

∑k
m=0 βmγ

nm + βmγ
nm + r(n) be the normalised expression corresponding to

T . We call the function f(z) =
∑k
m=0 βmz

m + βmz
m, f : C → R the dominant function

corresponding to T . Observe that e(n) = f(γn) + r(n).
From [4] we know that f has at most 4k zeros in the unit circle T, which are algebraic

numbers with description length polynomial in ‖f‖, and that

I Lemma 4. There exists N = 2‖e‖O(1) such that for all n > N ,
f(γn) 6= 0, and
f(γn) > 0 iff f(γn) + r(n) > 0 iff Mns ∈ T .

Since f is a continuous real-valued function, it maintains its sign between its (at most 4k)
roots on the unit circle. Recalling that ‖e‖ = ‖IT ‖O(1), we rephrase Lemma 4 as follows:

I Theorem 5. Let T be an atomic semialgebraic set. There exist N = 2‖IT ‖O(1) and J ⊆ T
that is a union of finitely many open intervals such that for n > N , Mns ∈ T if and only if
γn ∈ J .

Such J can be written uniquely as a disjoint union of open arcs in T. We refer to such
intervals as the component intervals or components of J . Observe that the endpoints of
components of J are roots of f . Recall that γ is not a root of unity, and hence by Kronecker’s
theorem, the sequence (γi)i∈N is dense in T. It follows that the sequence (γN+i)i∈N is likewise
dense in T, and we obtain that J is unique, in the sense of being independent from any N
that satisfies the conclusion of Theorem 5. Hence we refer to J as the finite union of (open)
intervals corresponding to T .
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4.3 Z(ϕ) for general ϕ

We now study the set Z(ϕ) = {n ≥ 0 : 〈Mns,Mn+1s, . . .〉 |= ϕ}, i.e. the set of all suffixes
of the original orbit 〈s,Ms,M2s, . . .〉 that satisfy ϕ, for an arbitrary LTL formula ϕ. We
extend Theorem 5 by showing that Z(ϕ) also has a corresponding union of finitely many
open intervals that can be effectively computed from the finite unions of open intervals
corresponding to its subformulas.

In this section, let ‖Ib‖ = ‖M‖ + ‖s‖ +
∑m
i=1 ‖Ti‖ where T1, T2, . . . , Tm are atomic

predicates appearing in some formula ϕ. Intuitively, ‖Ib‖ is the “basic length” of the input
that doesn’t account for the structure of ϕ. Our main result is the following:

I Theorem 6. Let ϕ be an LTL formula. There exists N = 2‖Ib‖O(1) and a finite union of
open intervals Jϕ ⊆ T such that for all n > N , n ∈ Z(ϕ) if and only if γn ∈ Jϕ.

To prove this, we will combine Theorem 5 with the following result:

I Theorem 7. Let semialgebraic sets T1, T2, . . . , Tm, time step N and finite unions of open
intervals J1, J2, . . . , Jm ⊆ T be such that for all 1 ≤ i ≤ m and time steps n > N , n ∈ Z(Ti)
if and only if γn ∈ Ji. Then for every LTL formula ϕ over T1, T2, . . . , Tm there exists a finite
union of open intervals Jϕ ⊆ T such that for all n > N , n ∈ Z(ϕ) if and only if γn ∈ Jϕ.
Moreover, such Jϕ is unique.

Proof. The uniqueness of Jϕ, if such a finite union of open sets exists, can be established
using the same topological argument as the one used in the uniqueness result accompanying
Theorem 5. In order to prove existence of Jϕ with the desirable properties we proceed by
induction on the structure of ϕ. If ϕ = Ti, then Jϕ = Ji by assumption.

Next, let Jϕ1 and Jϕ2 be the finite unions of open intervals corresponding to ϕ1 and ϕ2,
respectively. Recall from Section 3 that we can assume ϕ does not contain the ¬ operator.
1. Suppose ϕ = ϕ1 ∨ ϕ2. Then Jϕ = Jϕ1 ∪ Jϕ2 .
2. Similarly, if ϕ = ϕ1 ∧ ϕ2 then Jϕ = Jϕ1 ∩ Jϕ2 .
3. Consider ϕ = Xϕ1. Suppose n > N . Then

n ∈ Z(Xϕ1) ⇐⇒ n+ 1 ∈ Z(ϕ1)
⇐⇒ γn+1 ∈ Jϕ1

⇐⇒ γn ∈ γ−1Jϕ1 .

The first equivalence follows from the semantics of the X operator, and the second from
the fact that n+ 1 > N . Hence Jϕ = γ−1Jϕ1 .

4. The main difficulty lies in analysing the case ϕ = ϕ1Uϕ2. If Jϕ2 is empty, then Jϕ will
be empty too. Now suppose Jϕ2 is not empty, and let l be length of a maximal interval
in Jϕ2 . Using Lemma 2 we can effectively compute a bound

b = b(ϕ2) = 2π
(

2π
l

)‖γ‖D
such that γn returns to Jϕ2 after at most b time steps – that is, for every n > N , there
exists 0 ≤ ∆ ≤ b such that γn+∆ ∈ Jϕ2 . Thus we have that for n > N ,

n ∈ Z(ϕ1Uϕ2) ⇐⇒ ∃∆ ≥ 0. n+ ∆ ∈ Z(ϕ2) ∧ ∀m ∈ [n, n+ ∆). m ∈ Z(ϕ1)
⇐⇒ ∃∆ ∈ [0, b]. n+ ∆ ∈ Z(ϕ2) ∧ ∀m ∈ [n, n+ ∆). m ∈ Z(ϕ1)

⇐⇒
b∨

∆=0

(
n+ ∆ ∈ Z(ϕ2) ∧

∆−1∧
m=0

n+m ∈ Z(ϕ1)
)
.
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By the induction hypothesis, n+ ∆ ∈ Z(ϕ2) ⇐⇒ γn+∆ ∈ Jϕ2 , which is equivalent to
γn ∈ γ−∆Jϕ2 . Similarly, n+m ∈ Z(ϕ1) ⇐⇒ γn ∈ γ−mJϕ1 . Hence we obtain that

n ∈ Z(ϕ1Uϕ2) ⇐⇒ γn ∈
b∨

∆=0

(
γ−∆Jϕ2 ∧

∆−1∧
m=0

γ−mJϕ1

)

and therefore, the union of open intervals corresponding to ϕ is

Jϕ =
b⋃

∆=0

(
γ−∆Jϕ2 ∩

∆−1⋂
m=0

γ−mJϕ1

)
.

5. Finally, suppose ϕ = ϕ1Rϕ2. If Jϕ1∧ϕ2 = Jϕ1 ∩Jϕ2 is empty, then Jϕ = T if Jϕ2 = T and
Jϕ is empty otherwise. If, on the other hand, Jϕ1∧ϕ is not empty, then Jϕ = Jϕ2U(ϕ1∧ϕ2)
which can be computed using the preceding analysis. J

From the construction described above we can observe that the endpoints of components of
Jϕ come from those of its immediate subformulas. For example, the endpoints in Jϕ1Uϕ2 are
all endpoints of either ϕ1 or ϕ1 which have been multiplied by γ−1 for at most b(ϕ2) steps.
In general, the endpoints of component intervals in Jϕ are of the form γ−nz where n is an
integer and z is a zero of a dominant function (as defined in Section 4.2) corresponding to
some semialgebraic target set Ti appearing in ϕ.

To prove Theorem 6, recall from Theorem 5 that we already know that for each atomic
Ti, there exist Ni = 2(‖M‖+‖s‖+‖Ti‖)O(1) and Ji such that for n > N , n ∈ Z(Ti) if and only
if γn ∈ Ji. Taking N = max1≤i≤mNi = 2‖Ib‖O(1) we obtain the desired result.

4.4 Analysing the inductive construction of Z(T ) quantitatively
We now study how small the component intervals in the set Jϕ corresponding to a formula ϕ
can be. Our aim with this analysis is to be able to bound the return time T (ϕ) of ϕ with
respect to the orbit π = 〈s,Ms,M2s, . . .〉, defined as

T (ϕ) = sup{t2 − t1 | t1, t2 ∈ N ∧ π[t2,∞) � ϕ ∧ π[t,∞) 2 ϕ for every t1 ≤ t < t2}.

Informally, T (ϕ) denotes the longest time ϕ remains false in π = 〈s,Ms,M2s, . . .〉 before
becoming true.

Recall from Section 4.3 that the endpoints of intervals in Jϕ are of the form γ−nz for some
z that is a root of a dominant function corresponding to an atomic predicate Ti appearing in
ϕ. Hence for an endpoint u ∈ T we define the retraction depth of u to be the smallest integer
n such that u = γ−nz for such z. Next, for an LTL formula ϕ over T1, . . . , Tm, define

d(ϕ) to be the length of a smallest maximal interval in the finite union Jϕ of intervals
corresponding to ϕ,
R(ϕ) to be the maximum of retraction depths of endpoints in Jϕ, called the retraction
depth of ϕ, and
D(ϕ) denote the maximum nesting depth of temporal operators in ϕ, with atomic formulas
having depth 0.

Further, throughout this section let ‖Ib‖ = ‖M‖+‖s‖+
∑m
i=1 ‖Ti‖ and ‖I‖ = ‖M‖+‖s‖+‖ϕ‖

where T1, . . . , Tm are the atomic semialgebraic sets appearing in the input formula ϕ. We link
the quantities defined above by analysing the inductive construction described in Theorem 7.

I Lemma 8. For every ϕ, d(ϕ) ≥ 1
(R(ϕ)+2)‖Ib‖O(1) .
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Proof. We proceed by bounding how close two endpoints of an interval in Jϕ can be given
the retraction depth R(ϕ) of Jϕ. Let z1, z2 be roots of dominant functions corresponding to
T1, T2 that appear in ϕ and γ−n1z1, γ

−n2z2 two endpoints of component intervals in Jϕ. We
show that ‖γ−n1z1 − γ−n2z2‖ ≥ 1

(N+2)‖Ib‖O(1) where N = |n1 − n2|. The statement of the

lemma then follows from the fact that N ≤ R(ϕ) by definition.
For simplicity assume n1 ≥ n2. Recall that the roots z1, z2 have degree ‖Ib‖O(1) and

height 2‖Ib‖O(1) whereas γ has degree at most 12 and height ‖Ib‖O(1). Next, observe that

∥∥γ−n1z1 − γ−n2z2
∥∥ =

∥∥z1 − γn1−n2z2
∥∥ =

∥∥∥∥z1

z2
− γn1−n2

∥∥∥∥ =
∥∥z′ − γn1−n2

∥∥
where z′ ∈ T is also of degree ‖Ib‖O(1) and height 2‖Ib‖O(1) .

If n1 − n2 < 2, then we use the root separation bound given in Section 2.1 to obtain
that ‖z1 − γn1−n2z2‖ ≥ 1

2‖Ib‖O(1) . This can done by separating the roots of the product
polynomial p1p2 where p1, p2 are polynomials that have z′ and γn1−n2 as roots. Observe
that p1p2 itself is also of degree ‖Ib‖O(1) and height 2‖Ib‖O(1) .
If n1 − n2 ≥ 2, then by a direct application of Lemma 1 we obtain that∥∥z1 − γn1−n2z2

∥∥ ≥ 1
(n1 − n2)(‖γ‖+‖z′‖)C = 1

(n1 − n2)‖Ib‖O(1) .

Combining the two bounds yields the desired result. J

We now move onto analysing the retraction depth of ϕ. If ϕ does not contain any temporal
operators then all the endpoints in Jϕ are roots of dominant functions themselves. Hence,
by definition, R(ϕ) = 0. For general ϕ, on the other hand, we have the following result.

I Lemma 9. For every formula ϕ with temporal operator depth D(ϕ) > 0 there exist
k ≤ D(ϕ) formulas ϕ1, . . . , ϕk over the same atomic predicates as ϕ such that D(ϕ1) <
D(ϕ2) < · · · < D(ϕk) < D(ϕ) and

R(ϕ) ≤ k + 2π
k∑
i=1

(
2π
d(ϕi)

)‖γ‖D
.

Proof. Let ϕ be a formula with D(ϕ) > 0. We first show that there exist a subformula ϕ′ of
ϕ with smaller temporal operator depth and a formula ϕ′′ (possibly not a subformula of ϕ)
with D(ϕ′′) < D(ϕ) such that

R(ϕ) ≤ 1 +R(ϕ′) + 2π
(

2π
d(ϕ′′)

)‖γ‖D
.

The statement of the lemma then follows by repeatedly applying the inequality to R(ϕ′) at
most D(ϕ) times. We proceed by a case analysis on the structure of ϕ.
1. If ϕ = ϕ1 ∧ ϕ2 or ϕ = ϕ1 ∨ ϕ2, then R(ϕ) ≤ max{R(ϕ1), R(ϕ2)}. Hence we can take

ϕ′ to be the immediate subformula with the larger retraction depth and ϕ′′ to be any
subformula of ϕ;

2. If ϕ = Xϕ1, then R(ϕ) ≤ 1 +R(ϕ′) for a smaller subformula ϕ′ (namely ϕ1);
3. If ϕ = ϕ1Uϕ2, and Jϕ2 is empty, then so is Jϕ and R(ϕ) = 0. If Jϕ2 is not empty, then

the inductive construction shows that the endpoints of Jϕ are all endpoints of Jϕ1 or

Jϕ2 multiplied by γ−1 for at most b = b(ϕ2) = 2π
(

2π
d(ϕ2)

)‖γ‖D
steps (Theorem 7, case
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4). Hence R(ϕ) ≤ max{R(ϕ1), R(ϕ2)}+ b(ϕ2) and we can take ϕ′ to be the immediate
subformula of ϕ with larger retraction depth and ϕ′′ to be ϕ2 (which indeed does have a
smaller temporal operator depth and also happens to be a subformula of ϕ).

4. Finally, suppose ϕ = ϕ1Rϕ2. The only non-trivial case arises from non-empty Jϕ1∧ϕ2 ,
where the endpoints of Jϕ are all endpoints of Jϕ1∧ϕ2 or Jϕ2 multiplied by γ−1 for at most

b(ϕ1 ∧ ϕ2) steps. In this case, similarly to the above, R(ϕ) ≤ R(ϕ′) + 2π
(

2π
d(ϕ′′)

)‖γ‖D
where ϕ′ is the immediate subformula of ϕ with smaller temporal operator depth and
ϕ′′ is a formula with smaller temporal operator depth (namely, ϕ1 ∧ ϕ2, which is not a
subformula of ϕ). J

We now combine Lemmas 8 and 9 in the following way. Let q be a polynomial such
that ‖γ‖D ≤ q(‖Ib‖) and d(ϕ) ≥ 1

(R(ϕ)+2)q(‖Ib‖) . We obtain that for every ϕ with temporal
operator depth D(ϕ) > 0 there exist k ≤ D(ϕ) formulas ϕ1, . . . , ϕk with D(ϕ1) < D(ϕ2) <
· · · < D(ϕk) < D(ϕ) such that

d(ϕ) ≥ 1
(R(ϕ) + 2)q(‖Ib‖)

≥ 1(
k + 2 + 2π

∑k
i=1

(
2π
d(ϕi)

)q(‖Ib‖))q(‖Ib‖) .
In the full version of this paper we analyse this recursive relation and show the following.

I Theorem 10. For any LTL formula ϕ, d(ϕ) = 1

22(‖Ib‖+D(ϕ))O(1) . In particular, d(ϕ) =
1

22‖I‖O(1) , where ‖I‖ = ‖M‖+ ‖s‖+ ‖ϕ‖.

The interpretation is that all intervals in Jϕ have length bounded below by the reciprocal of
quantity whose magnitude is doubly exponential in the length of the input. In particular, we
can compute a uniform lower bound that only depends on the encoding length of the atomic
predicates and the depth of the temporal operators (in addition to ‖M‖ and ‖s‖) and not
on the structure of ϕ.

We are now in a position to apply our quantitative analysis to the model-checking problem
via the return time, as discussed at the beginning of this section.

I Theorem 11. The return time T (ϕ) of any LTL formula ϕ with respect to an orbit
〈s,Ms,M2s, . . .〉 is 22(‖Ib‖+D(ϕ))O(1)

. In particular, T (ϕ) = 22‖I‖O(1)

.

Proof. Let N = 2‖Ib‖O(1) be the time after which whether the suffix 〈Mns,Mn+1s, . . .〉 |= ϕ

depends only on γn, as described in Theorem 7. Applying Lemma 2 to Theorem 10 we obtain
that the return time T ′(ϕ) of ϕ with respect to 〈MN+1s,MN+2s, . . .〉 is 22(‖Ib‖+D(ϕ))O(1)

.
Hence the return time with respect to the original orbit is at mostN+T ′(ϕ) = 22(‖Ib‖+D(ϕ))O(1)

.
J

We will use this result in Section 6 to construct, given an input formula, an equivalent
formula (with respect to the given orbit) that only has bounded quantifiers and then proceed
to solve the resulting finitary model-checking problem.

5 The remaining cases

Now suppose M has three real eigenvalues or eigenvalues λ, λ, ρ with γ = λ
|λ| a root of unity.

In the full version of this paper we show that in both cases, for an atomic semialgebraic
target T , Z(T ) = {n ≥ 0 : 〈Mns,Mn+1s, . . .〉 ∈ T} is a semilinear set for which an explicit
representation can be computed. In particular,
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Listing 1 Recursive model-checking algorithm for formulas with only bounded temporal operators.
ModelCheck ( formula F, starting point n)

case F = Until(F1 , F2 , upper bound B):
for i=0 to B do

if ModelCheck (F2 , n+i) return true
if not ModelCheck (F1 , n+i) return false

return false
case F = Release (F1 , F2 , upper bound B):

for i=0 to B do
if not ModelCheck (F2 , n+i) return false
if ModelCheck (F1 , n+i) return true

return true
case F = Next(F1)

return ModelCheck (F1 , n+1)
case F = And(F1 , F2):

l = ModelCheck (F1 , n)
r = ModelCheck (F2 , n)
return l and r

case F = Or(F1 , F2):
l = ModelCheck (F1 , n)
r = ModelCheck (F2 , n)
return l or r

case F = atomic semialgebraic T:
return Oracle (T, n)

I Theorem 12. Given a semialgebraic set T , a square matrix M ∈ Q3×3 with three real
eigenvalues, and a starting point s ∈ Q, there exists an integer N = 2‖IT ‖O(1) and a
computable X ⊆ {0, 1} such that for all n > N , Mns ∈ S if and only if n mod 2 ∈ X.

I Theorem 13. Given a semialgebraic set T , a square matrix M ∈ Q3×3 with eigenvalues
λ, λ, ρ where γ = λ

|λ| is a root of unity, and a starting point s ∈ Q, there exists an integer

N = 2‖IT ‖O(1) and a computable X ⊆ {0, 1, . . . , 287} such that for all n > N , Mns ∈ S if
and only if n mod 288 ∈ X.

Here once again ‖IT ‖ = ‖p‖+ ‖M‖+ ‖s‖, where p is the polynomial defining T . In the next
section we discuss how to utilise Theorems 12 and 13 in order to obtain a decision procedure
for the relevant cases of the LTL Model-Checking Problem.

6 Model-checking algorithm and its complexity

In this section we summarize our algorithmic contribution. Suppose we are given M ∈ Q3×3,
s ∈ Q3 and an LTL formula ϕ over semialgebraic T1, . . . , Tm as the input. We describe a
decision procedure for determining whether 〈s,Ms,M2s, . . .〉 |= ϕ.

Let us first consider the complexity of determining, for a given n, M ∈ Q3×3, s ∈ Q3 and
a semialgebraic target T defined via p(x) ∼ 0, whether Mns ∈ T . Using iterated squaring
we can encode the statement p(Mns) ∼ 0 into the existential theory of real numbers using
a formula of size O(‖M‖ logn + ‖p‖ + ‖s‖). If the input is M , s and an LTL formula ϕ
containing T , this can be written as O(‖I‖ + logn). Since the existential theory of real
numbers can be decided in polynomial space (see, e.g., [21]), an oracle for determining
whether Mns is in a target set T can be implemented using space polynomial in ‖I‖+ logn.
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We now move onto the main algorithm. As the first step, determine whether M has
three real eigenvalues ρ1, ρ2, ρ3 or two complex eigenvalues λ, λ and a real eigenvalue ρ. If
the latter is the case, additionally determine whether γ = λ

|λ| is a root of unity or not.

If M only has real eigenvalues or γ is a root of unity, we proceed by computing an explicit
representation for the semilinear set Z(ϕ) = {n ≥ 0 : 〈Mns,Mn+1s, . . .〉 |= ϕ}. We illustrate
how this can be done by using Theorem 13 and repeatedly combining semilinear sets in case
where γ is a root of unity. In case M has three real eigenvalues the same procedure can be
applied to Theorem 12.

We first compute an explicit representation for Z(Ti) = {n ≥ 0 : 〈Mns,Mn+1s, . . .〉 ∈ Ti}
for each atomic Ti in ϕ. To this end, we compute the value of Ni = 2‖ITi‖

O(1)
described

in Section 5 for each 1 ≤ i ≤ m and then take the maximum N = max1≤i≤mNi. Next we
determine Fi = {n ≤ N : Mns ∈ Ti} and compute Xi ⊆ {0, 1, . . . , 287} such that for n > N ,
Mns ∈ Ti if and only if n mod 288 ∈ X. These sets can be determined by making queries
to the oracle of the form Mns

?
∈ Ti for 0 ≤ n ≤ N + 288, requiring 2‖I‖O(1) space in total.

Finally, from sets Fi, Xi for 1 ≤ i ≤ m we can construct, for arbitrary formula ϕ, sets F and
X such that for all n ≤ N , 〈Mns,Mn+1s, . . .〉 |= ϕ if and only if n ∈ F and for all n > N ,
〈Mns,Mn+1s, . . .〉 |= ϕ if and only if n mod 288 ∈ X. It only remains to check whether
0 ∈ F . Hence we have a decision procedure that is in EXPSPACE in ‖I‖.

If, on the other hand, γ is not a root of unity, then we proceed by replacing each R
and U operator in ϕ with a bounded one. Suppose ϕ1Uϕ2 is a subformula of ϕ. Using
Theorem 11 we can compute an upper bound B on return time T (ϕ2) of ϕ2 with respect
to 〈s,Ms,M2s, . . .〉. We then simply replace ϕ1Uϕ2 in ϕ with ϕ1U≤Bϕ2 (“ϕ1 remains true
until ϕ2 is true, and ϕ2 becomes true within the first B steps”), with the justification that
at any time step n, if the formula ϕ2 remains false for all suffixes 〈Mn+δs,Mn+δ+1s, . . .〉,
0 ≤ δ ≤ B, then ϕ2 will remain false for all 〈Mn+δs,Mn+δ+1s, . . .〉, δ ≥ 0. Similarly, for
a subformula of the form ϕ1Rϕ2 we first compute bounds B1 and B2 on the return times
T (ϕ1 ∧ ϕ1) and T (¬ϕ2), respectively, and set B = max{B1, B2}. Observe that B is at most
the bound stipulated in Theorem 11 on the return time of ϕ1Rϕ2 as the latter has higher
temporal operator depth. Finally, we replace ϕ1Rϕ2 with the bounded version ϕ1R≤Bϕ2
with the semantics that either ϕ1 successfully releases ϕ2 within the first B steps or ϕ2
remains true for the first B steps.

We have now reduced the original problem of checking whether the orbit 〈s,Ms,M2s, . . .〉
satisfies ϕ to determining whether it satisfies ϕ′ with all operators bounded by at most
22‖I‖O(1)

steps. Moreover, note that our algorithm so far does not involve any manipulation
of semialgebraic sets or algebraic numbers. In Listing 1 we describe a simple recursive
procedure for determining whether a path satisfies such a formula ϕ′ with only bounded
temporal operators starting from a time step n.

To analyse the complexity of our main algorithm, let B be a maximum bound on
a temporal operator in ϕ′ (i.e. maximum bound on the return time of a subformula
of ϕ). Observe that during the run of the model-checking algorithm, all calls to the
oracle are for time steps n ≤ D(ϕ′)B = 22‖I‖O(1)

, where D(ϕ) is the temporal operator
depth of ϕ as defined in Section 4.4. Therefore, the total space required by the oracle is
O (‖I‖+ log(D(ϕ)B)) = 2‖I‖O(1)

. With respect to the oracle, our algorithm operates in
O(D(ϕ) · log(D(ϕ)B)) = 2‖I‖O(1) space as it simply maintains at most D(ϕ)-many counters
with D(ϕ)B bits. Adding the two space requirements we conclude that our decision procedure
lies in EXPSPACE in ‖I‖.
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7 Conclusion

We have given an algorithm to model check an LTL formula on the orbit of a linear dynamical
system in dimension at most 3. The procedure reduces the LTL Model-Checking Problem
to an equivalent bounded model-checking problem, which can be solved directly. The heart
of the proof is the effective upper bound, given in Theorem 11, of the so-called return time
of an LTL formula on a given orbit. Establishing this bound requires the use of several
number-theoretic tools. As we have noted in the introduction, there are formidable obstacles
to generalising this result to matrices of higher dimensions, since the LTL Model-Checking
Problem generalises numerous longstanging open decision problems on linear dynamical
systems. Another direction for further work is to consider the problem of model checking
MSO, i.e., to generalise the logic. Here we plan to explore connections with the respective
frameworks of Semenov [22] and Rabinovitch [20] on decidable extensions of MSO with almost
periodic predicates. Finally, in this work we have considered the unique orbit determined by
a fixed starting point. But many situations ask to quantify over different orbits, e.g., one
could ask whether there is a neighbourhood of a given point such that all orbits starting in
the neighbourhood satisfy a given LTL formula – see [4] and [1] for work in this direction.
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Abstract
Recently, a few papers considering the polynomial equation satisfiability problem and the circuit
satisfiability problem over finite supernilpotent algebras from so called congruence modular varieties
were published. All the algorithms considered in these papers are quite similar and rely on checking
a not too big set of potential solutions. Two of these algorithms achieving the lowest time complexity
up to now, were presented in [1] (algorithm working for finite supernilpotent algebras) and in [5]
(algorithm working in the group case). In this paper we show a deterministic algorithm of the same
type solving the considered problems for finite supernilpotent algebras which has lower computational
complexity than the algorithm presented in [1] and in most cases even lower than the group case
algorithm from [5]. We also present a linear time Monte Carlo algorithm solving the same problem.
This, together with the algorithm for nilpotent but not supernilpotent algebras presented in [17], is
the very first attempt to solving the circuit satisfiability problem using probabilistic algorithms.
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1 Introduction

Solving equations is one of the most important mathematical problems with applications in
many areas. We are interested in the computational complexity of the equation satisfiab-
ility problem for a fixed finite algebra. The most-studied version of this problem (called
PolSat(A)) asks if a given equation of polynomials over a fixed algebra A has a solution
or not. There is a number of papers which characterized algebras for which this problem
is tractable in polynomial time and for which it is hard in terms of some well-established
complexity assumptions (i.e. P 6= NP). Most of these papers consider only well-known
structures like groups [8], [15], [12], [13], [5], [6], rings [12], [20] or lattices [25]. However there
is a number of papers considering more general cases e.g. [10], [9], [1]. A new look on the
problem was proposed in [19]. This paper was the first systematic study on solving equations
in quite general setting. The authors of [19] decided to allow a more compact representation
of polynomials on the input of the problem, so to represent them as multi-valued circuits. It
leads to the following definition of the problem:
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Csat(A) given a circuit over A with two output gates g1, g2 is there a valuation of input
gates x that gives the same output on g1, g2, i.e. g1(x) = g2(x).

Under this definition, the computational complexity of Csat(A) depends only on the
polynomial clone of A and, in consequence, can be characterized in terms of algebraic
properties of A.

Several articles considering this new approach to solving equations have appeared e.g.
[23], [16], [1], [21], [24], [17]. In this paper, we also study Csat problems. However, for clarity
we mention that all the algorithms and upper bounds presented here apply also to PolSat
since polynomials can be represented by circuits expanding the size of the representation
only by a constant factor.

Algebras generating congruence modular varieties form a wide class of algebras containing
among others many popular algebraic structures like groups, rings and lattices. We will call
this class of algebras CM for short. Analyzing a partial characterization of the computational
complexity of Csat for algebras from CM presented in [19] and also the results of [16],
[24] and [17], we can see the truly rich world in which one can find problems of different
complexities: NP-complete problems, problems contained in P and those, that are natural
candidates for NP-intermediate problems. Surprisingly, there are only three known essentially
different polynomial time algorithms solving Csat over algebras from congruence modular
varieties. Two of them are black-box algorithms i.e. algorithms which treat circuits as a
black-box and try to find the solution by checking some not too big set of potential solutions
(so called hitting set). One of them originally was proposed for nilpotent groups [8] and the
second one works for distributive lattices [25]. The third of the algorithms mentioned above
solves Csat by inspecting some kind of normal form of a given circuit but it seems that the
usefulness of such kind of algorithm is limited to so called 2-step supernilpotent algebras
[16], [17].

In this paper we consider supernilpotent algebras from CM which are natural general-
izations of nilpotent groups (among all groups only those nilpotent ones induce tractable
problems, assuming P 6= NP). Every such a supernilpotent algebra A decomposes into a
direct product of supernilpotent algebras of prime power order. That is why we can reduce
the problem of solving equations over A to a fixed number (at most log |A|) of similar
problems over supernilpotent algebras, but this time of prime power order. This Turing
reduction can be performed in linear time and thus we will only be looking for an algorithm
for solving equations over supernilpotent algebras of prime power order.

We slightly modify the algorithm that was applied in the group setting. In this algorithm
we check potential solutions in which at most d variables are assigned to some non-zero value.
It was introduced by Goldmann and Russell in [8] for nilpotent groups and its correctness
was reproved by Horváth in [12]. In both cases, it was shown that the considered algorithm
works in polynomial time but the degree of the polynomial came from an application of
Ramsey Theory and was really huge. Later, it was independently shown in [23] and [19] that
essentially the same algorithm works for supernilpotent algebras from a congruence modular
variety in polynomial time with the same huge degree of the polynomial. These results
were improved by Aichinger in [1]. In his paper the degree of the polynomial describing the
complexity of Csat(A) was bounded by d = |A|log2 |A|+log2 m+1, where m is the maximal
arity of basic operations of A. Using similar tools as Aichinger and some new ideas we show
the following.

I Theorem 1.1. Let A be a supernilpotent algebra of prime power order qh from a congruence
modular variety. Then there exists a black-box algorithm solving Csat(A) in time O(ndk),
where d = |A|logq m+1, n is the number of input gates in the given circuit, k is the size of the
circuit, and m is the maximal arity of basic operations of A.
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The proof of this theorem can be found in Section 5. Note, that after applying Theorem
1.1 to nilpotent groups of prime power order qh we obtain that d = |G|logq 2+1. We note here
that in [5] A. Földvári, using some group specific tools, gave a different algorithm for the
PolSat(A) problem of time complexity O(nd), where d = 1

2 |G|
2 · log |G| (here n denotes

the input size). So in most cases our algorithm improves this result too (especially when the
prime q is big) and it applies to a much more general class of algebras.

It turns out that switching from a deterministic computational model to a probabilistic
one we obtain a great improvement. It is shown in the second main result of this paper,
which states the following.

I Theorem 1.2. Let A be a supernilpotent algebra of prime power order from a congruence
modular variety. Then, there exists a linear time Monte Carlo algorithm solving Csat(A).

The surprising corollary we get when we apply Theorem 1.2 to finite groups and use
results from [8] and [14].

I Corollary 1.3. Let G be a finite group. Then, Csat(G)
can be solved by a linear time Monte Carlo algorithm if G is nilpotent,
is NP-complete otherwise.

To obtain the algorithms mentioned above we study the structure of nilpotent algebras
of prime power order. Thanks to deep universal algebraic tools developed in [7] and [26] our
study does not contain hard to read technical proofs. The readers not interested in algebraic
details can skip Section 3. The readers interested in more systematic and detailed study in
this spirit but in more general settings can see [18].

The main conclusion of Section 3 is that solving equations over nilpotent algebras of
prime power order qh can be reduced to solving one special equation of bounded degree
between polynomials in the finite field Fq. Thus, in the next sections we do not need the
universal algebraic tools and we work with finite fields only.

Our randomized algorithm solving equations over Fq of low degree is very simple. It
turned out that all we need to do is randomly draw solutions with a uniform distribution.
In such a way, we obtain a c-correct true-biased algorithm for some constant c depending
on the algebra. It works thanks to the nice behavior of polynomial over Fq of not too high
degree. This behavior is described in the following Lemma.

I Lemma 1.4. Let f be an n-ary polynomial of degree d over the finite field Fq. Then, for
every y ∈ Fq such that |f−1(y)| > 0 we have |f−1(y)| > qn−d−q log2 q.

The lemma is in fact a generalization of the one proven in [11] for the field F2. However, the
method presented there cannot be applied to prove the similar fact in every finite field. Note
that if the degree of the polynomial was smaller than the size of the field, then we would
just need to apply the famous Schwartz–Zippel lemma to get that the density of solutions
among all possible assignments to variables is huge. In our case the degree of the polynomial
is bounded by a constant depending on A and almost always it exceeds the field size we are
working with. There are also a number of other results, that can be applied here, introduced
for polynomial identity checking of s-sparse polynomials, but they do not lead to linear time
algorithms.

The article is organized as follows. The second section contains some definitions and
background materials. In Section 3 we present the structure of supernilpotent algebras and
show that Csat for such algebras can be reduced to solving equations between polynomials
of a bounded degree over a finite field. The proof of Lemma 1.4 is contained in Section 4.

MFCS 2020
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In Sections 5 and 6 we show deterministic and randomized algorithms solving Csat for
supernilpotent algebras and prove Theorem 1.1 and Theorem 1.2. Finally, Section 7 contains
remarks regarding the results contained in this paper and conclusions.

2 Background material

In this paper we use the standard notation of universal algebra (see e.g. [4]). An algebra is a
structure consisting of a set called universe and a set of finitary operations on it. Groups
and fields are obviously examples of algebras. All algebras considered in this paper are finite
i.e. with finite universe and finite set of operations. We usually denote algebras using bold
capital letters and their universes by the same but non-bold letters. The language or type of
algebra is the set F of function symbols together with non-negative integers assigned to each
member of F . We say that an algebra A = (A,F ) is of type F if the set F of its operations
is indexed by elements of F and for every n-ary function symbol the corresponding operation
fA ∈ F is also n-ary. We use overlined small letters e.g. x, a to denote tuples of variables or
elements of an algebra and the same letters without overline but with subscript to denote
elements of tuples e.g. xi, ai. Let A = (A,F ) be an algebra.

By terms over an algebra A we mean all proper expressions in language of A built up from
variables and function symbols. Polynomials are expressions in which we additionally admit
constants from the algebra’s universe. With terms and polynomials we can associate term
and polynomial operations in the obvious way. We say that a polynomial p(x1, . . . , xk−1, z)
of an algebra A is a commutator polynomial of rank k iff p(a1, . . . , ak−1, b) = b whenever
b ∈ {a1, . . . , ak−1} ⊆ A and p(a1, . . . , ak−1, b) 6= b for some a1, . . . , ak−1, b ∈ A.

In this paper we consider supernilpotent algebras from congruence modular varieties. The
notion of supernilpotency is strongly connected with the modular commutator theory (see
[7] for details) and so called higher commutators introduced by A. Bulatov [3] and further
developed by E. Aichinger and N. Mudrinski [2]. Since, the definition of supernilpotent
algebras is quite technical and requires introducing a bunch of auxiliary notions we decided to
omit it. Instead of the definition we will use the following characterization of supernilpotent
algebras from a congruence modular varieties which can be easily inferred from the deep
work of R. Freese and R. McKenzie [7] and K. Kearnes [22], and has been observed in [2].

I Theorem 2.1. For a finite algebra A from a congruence modular variety the following
conditions are equivalent:
1. A is supernilpotent,
2. A is nilpotent, decomposes into a direct product of algebras of prime power order and the

term clone of A is generated by finitely many operations,
3. A is nilpotent and there exists k such that all commutator polynomials have rank at

most k.

In the next sections we will see that Theorem 2.1 shows two key properties of supernilpotent
algebras: the possibility of decomposition into direct product of algebras of prime power
order and bounded essential arity of commutator polynomials. The second property can be
formulated in a less formal way that for every supernilpotent algebra there exists k such that
no polynomial function behaves similarly to k + 1-ary conjunction.

We define circuits in a common way as a directed acyclic graphs. Note that every gate
is in fact an operation on some domain. Hence, the set of gates with the same domain can
be treated as an algebra. In the similar way we can look at a finite algebra as a collection
of gates. Thus, every circuit over an algebra A can be represented as a term of A (or
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polynomial of A if values on some input gates are fixed). Note that in many cases circuits
enable much shorter description of functions than polynomials. The reason is that the
value computed in some subcircuit can be used as an input for many gates. In the case of
terms/polynomials to use many times the value of some subterm/subpolynomial we have to
make many copies of it. It implies that for many algebras (e.g. solvable but non-nilpotent
groups) PolSat is easier than Csat. On the other hand, in our case there are no differences
in the complexity between PolSat and Csat. The reason is that we consider algorithms
which do not analyze the form of the input but use the hitting set which depends only on
the number of input gates/variables. Note that computing the value of either circuit or
polynomial for any evaluation of input gates/variables can be done in linear time. Thus, in
this paper we do not focus on the form of the input but on its algebraic properties.

3 The structure of supernilpotent algebras

In this section we will see that every supernilpotent algebra of prime power order qh from
CM is in fact a wreath product of algebras polynomially equivalent to simple modules of
order qα. In fact, we will see even more. We will prove that every polynomial operation of
such an algebra can be described by a bunch of polynomials over Fq of bounded degree. More
detailed investigations of structure of supernilpotent and not only supernilpotent algebras
can be found in [18].

First, we present the mentioned decomposition of supernilpotent algebras into a wreath
product of algebras that are polynomially equivalent to simple abelian groups. We will use
Freese and McKenzie’s ideas from [7] developed in more general settings in VanderWerf’s
PhD thesis [26]. In particular, consider algebras Q = (Q,FQ) and B = (B,FB) of the same
type F , such that Q is abelian with the associated group (Q,+,−). Morover let T be a set
of operations such that for every n-ary operation f ∈ F there is tf : Bn 7−→ Q. According
to [7] we can define the algebra A = Q⊗T B of type F with universe Q×B and operations
defined as follows

fA((q1, b1), . . . , (qn, bn)) =
(
fQ(q1, . . . , qn) + tf (b1, . . . , bn), fB(b1, . . . , bn)

)
,

where f is an n-ary operation from F . Note that since Q is an abelian algebra from a
congruence modular variety and hence affine fQ can be expressed in the form fQ(q1, . . . , qn) =∑n
i=1 λiqi + c, where λi’s are endomorphisms of (Q,+).

Let A be a supernilpotent algebra of prime power order qh and θ be one of its atoms
i.e. congruences covering 0A. Then, using results from [7] it can be shown that A can be
decomposed into a wreath product of A/θ and some algebra Q polynomially equivalent to a
simple module. More precisely A is isomorphic to the algebra Q⊗T A/θ for some T and Q.
Note that if |Q| = qα then A/θ has order qh−α. Repeating this procedure recursively for
A/θ we obtain that A is isomorphic to some algebra which is the wreath product of algebras
polynomially equivalent to simple modules of order pα1 . . . . , pαs . From this point we assume
that A itself is such an algebra. Denote ei the projection on the i-th coordinate of A (for
i = 1 . . . s). Now, unwinding the recursive procedure we get that every basic operation f of
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A fulfills the following properties:

es(f(x1, . . . , xn)) =
n∑
i=1

λsi es(xi) + tsf ,

. . .

ej(f(x1, . . . , xn)) =
n∑
i=1

λjiej(xi) + tjf (ej+1(x1), . . . , es(x1), . . . , ej+1(xn), . . . , es(xn)),

for some λji ’s being endomorphisms of j-th module (of order pαj ) and some tjf ’s. Note that
constant summands in the above expressions are hidden in tjf ’s and tsf is just a constant.

Now, we will translate every polynomial g over A to a system of polynomials over the
field Fq, that will simulate the behaviour of g, From the above observations about wreath
products we see that every element a ∈ A can be written as a tuple a = (e1a. . . . , esa).
Furthermore, each eia can be identified with a tuple b1, . . . , bαs , where each bj ∈ Zq . Indeed,
each simple module of size qα has a group reduct of prime exponent. This group must be
then isomorphic to the group Zαq . So, each element a ∈ A can be identified in such a way with
a tuple (π1(a), . . . , πh(a)) (with πi(a) ∈ Zq) and without loss of generality we will just write
a = (a1, . . . , ah) (as we can replace the algebra A with an isomorphic algebra accordingly)
or a = (a1, a2. . . . , aαi), when a ∈ eiA.

So now it is clear, that for i = 1 . . . h each πig(x1, . . . , xn) is in fact a function from
(Zq)nh −→ Zq and hence it can be represented by multivariate polynomial over variables
π1x1, . . . πhx1, . . . , π1xn, . . . πhxn. So for each i = 1 . . . h we have some polynomial pi
satisfying πig(x1, . . . , xn) = pi(π1x1, . . . πhx1, . . . , π1xn, . . . πhxn). From basic algebra we
know that pi has a unique representation up to equations xq = x (for all variables). We will
always mean by polynomial representing πig this of the smallest total degree up to those
equations. We will also write deg πig for the total degree of the polynomial representing πig.
Now, we want to prove, that such polynomials have small degrees.

I Lemma 3.1. Let A be a supernilpotent algebra of prime power order qh from a congruence
modular variety and g be an n-ary polynomial of A. Let di be the maximal total degree of
πjg for α1 + . . .+ αi−1 < j 6 α1 + . . .+ αi−1 + αi. Then

s∑
i=1

αi · di 6 (mq)α1+...+αs−1 · αs

where m is the maximal arity of basic operatios in the signature of A.

Proof. We will inductively decrease j = s . . . 1 and consider coordinates of ejA (there are
αj of them) to obtain the degree of πjg for α1 + . . . + αi−1 < j 6 α1 + . . . + αi−1 + αi.
Observe, that from the form of any basic operation of A that we derived from wreath product
representation we can get (by simple induction) that for any n-ary polynomial g its j-th
coordinate ejg can be written as a sum of elements of one of the forms:

λejxi, where xi is a variable and λ is some endomorphism of a module corresponding to
ejA,
tjf (ej+1g(1), . . . , esg(1) . . . , ej+1g(l) . . . , esg(l)), where tjf comes from the l-ary basic oper-
ation f of the algebra A and g(i) are other polynomials of A,
constant.

For j = s we do not have the second type of the above summands. To start with take
j = s. Then, esA is then the underlying set of a module of size qαs , so it has αs coordinates.
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We want to bound the degree of the polynomial representing esf projected to each such
coordinate. Notice that λesxi is essentially a unary function, that depends only on projections
of xi to αs coordinates. Moreover, on each coordinate it must be a linear function, because λ
is an endomorphism of an abelian group of exponent q. It means that on each coordinate it
can be represented by an polynomial of degree at most 1. So we get that ds 6 1 (because the
degree of sum of polynomials is at most the maximal degree of the summands and adding
constants does not affect our upper bound).

In case j < s the degrees of polynomials for λejxi are again bounded by 1 and we
are left with summands of the form tjf (ej+1g(1), . . . , esg(1), . . . , ej+1g(l), . . . , esg(l)), where
l is the arity of the basic operation f . For u > j each eug(v) can be represented by
αu many polynomials of degree at most du. Every projection of tjf itself can be repres-
ented as a polynomial, each of whose variable appears with degree at most q − 1, so
tjf (ej+1g(1), . . . , esg(1), . . . , ej+1g(l), . . . , esg(l)) projected to any of its αj coordinates can be
represented by a polynomial of degree at most l · (q − 1) ·

∑s
i=j+1 αidi. As m is the maximal

arity of basic operations of A we get:

dj 6 m · (q − 1) ·
s∑

i=j+1
αidi.

Since this holds for any j < s we have that:
s∑
i=1

αidi = α1d1 +
s∑
i=2

αidi 6 α1 ·m ·(q−1) ·
s∑
i=2

αidi+
s∑
i=2

αidi = ((q−1)mα1 +1)(
s∑
i=2

αidi).

As (q − 1)mα1 + 1 6 (qm)α1 we get
s∑
i=1

αidi 6 (qm)α1 · (
s∑
i=2

αidi)

and applying the same reasoning recursively to
∑s
i=j αidi for j = 2, 3, . . . , s we will end up

s∑
i=1

αidi 6 (qm)α1(qm)α2 · . . . · (qm)αs−1αsds = (qm)α1+...+αs−1 · αs

which is what we wanted to prove. J

Lemma 3.1 shows in fact how to reduce solving one equation over a supernilpotent algebra
A of prime power order qh to a system of h equations over the field Fq. Now, we would like
to reduce solving one equation over A to solving one equation of the from p(x) = 1, where p
is a bounded degree polynomial over the field Fq. Moreover, the lemma shows that there is
an easy to compute one to one mapping between the solutions of the new equation and the
original one.

I Lemma 3.2. Let A be a supernilpotent algebra of prime power order qh from a congruence
modular variety and m be the maximal arity of basic operations of A. Then, for n-ary
polynomials p and g over A, there exists an nh-ary polynomial f over Fq of degree at most
|A|logq m+1, such that f(Fhnq ) ⊆ {0, 1} and for a ∈ An

p(a1, . . . , an) = g(a1, . . . , an)

iff

f(π1a1, . . . , πha1, . . . , π1an, . . . , πhan) = 1.

MFCS 2020
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Proof. Let

p(x1, . . . , xn) = g(x1, . . . , xn) (1)

be an equation over A. Note that every polynomial of A projected by every πi can be
represented by a polynomial over the field Fq. So, naturally we can write our equations
equivalently as system of h polynomial equations:

p1(π1x1, . . . , πhxn) = 0
p2(π1x1, . . . , πhxn) = 0
. . .

ph(π1x1, . . . , πhxn) = 0

(2)

It is easy to see that the function defined as follows

f(x) =
h∏
i=1

(1− pi(x)q−1) (3)

fulfills the conditions of the Lemma. It remains to determine the degree of f . As αj of those
polynomials have the degree bounded by dj for j = 1 . . . s, we get that degree of f is bounded
by (q − 1)(

∑s
i=1 αidi). So by Lemma 3.1 as qα1+...+αs = |A| this is bounded by

(q − 1) · (mq)α1+...+αs−1 · αs 6 (mq)α1+...,+αs = (qlogq m+1)α1+...,+αs = |A|logq m+1 J

4 Behavior of polynomials over finite fields

This section contains the proof of Lemma 1.4. The main idea of the proof is to show that
a given polynomial over a finite field can be transformed into some special polynomial of
known degree. The way we do this transformation allows us to establish a lower bound of
the given polynomial’s degree depending among other, on the inverse image of the chosen
element of the field. Hence, by elementary calculations we obtain that the statement of the
lemma holds.

Let f be a n-ary polynomial over the field Fq for some prime q. We will prove that for
every y ∈ f(Fnq ) we have that |f−1(y)| > qn−deg f−q log2 q. Since for a constant polynomial
this is obviously true, we assume that f is not constant. Fix y ∈ f(Fnq ). We will construct a
sequence of at most n polynomials of decreasing arity, such that:

f0 = f ,
the arity of fi is n− i,
|f−1

i
(y)|
c > |f−1

i+1(y)| > 0, where c ∈ {2, q},
the polynomial fi+1 is obtained by substituting some variable in fi by a constant or a
linear combination of other variables,
if fl is the last polynomial in the sequence, then either |f−1

l (y)| = 1 or fl is a polynomial
in one variable.

We start with the definition of the sequence {fi}li=0. Let f0 = f . If the arity of fi is
higher than 1 and |f−1

i (y)| > 1, then we define fi+1 in one of two ways depending on the
size of |f−1

i (y)| > 1. If 1 < |f−1
i (y)| < qq, then there exists a, b ∈ f−1

i (y), such that a 6= b.
Since a and b are not equal we can choose j such that aj 6= bj . Without loss of generality
assume that j = n − i. Now we obtain fi+1 from fi by substituting the variable xn−i by
some constant c ∈ Zq. We choose the value c to minimize |f−1

i+1(y)|, but to keep |f−1
i+1(y)| > 0.
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Note that there are at least two possible values for c preserving |f−1
i+1(y)| > 0, namely an−i

and bn−i. So 1 6 |f−1
i+1(y)| 6 |f−1

i
(y)|

2 . Moreover, it is easy to see that deg fi > deg fi+1.
Case |f−1

i (y)| > qq is a bit more complicated since we want to reduce the size of f−1
i (y)

faster than in the previous case. As |f−1
i (y)| > qq we can find q elements of f−1

i (y), say v1,
v2,. . . , vq, which treated as a vectors over the field Fq are linearly independent. Hence, there
exists (0, . . . , 0) 6= (β1, . . . , βn−i) ∈ Fn−iq , such that for every a ∈ Fq there exists k such that

n−i∑
j=1

βj · vkj = a.

Since, vj ’s are taken from f−1
i (y) it follows that for every a ∈ Fq the system of equations{

fi(x) = y∑n−i
j=1 βj · xj = a

has a solution. Denote the set of solutions of such a system of equations as Sa. Let u be
such that βu 6= 0. Assume without loss of generality, that u = n− i. We choose b ∈ Fq which
minimizes the size of Sb and produce fi+1 by substituting in fi the variable xn−i with

β−1
n−i(b−

n−i−1∑
j=1

βj · xj).

Note that
∑
a∈Fq

|Sa| = |f−1
i (y)| and hence |Sb| 6

|f−1
i

(y)|
q . Thus, |f−1

i+1(y)| 6 |f−1
i

(y)|
q .

Besides, deg fi > deg fi+1. It is easy to see that the sequence of polynomials constructed in
the presented way fulfills the required conditions.

Now, we will prove that deg f > n − l. There are two cases: fl is a polynomial in one
variable and |f−1

l (y)| = 1. If fl is an univariate polynomial then n− l = 1 and since f is not
a constant polynomial deg f > n− l. The case when |f−1

l (y)| = 1 is a bit more complicated.
Notice, that there is exactly one tuple a = (a1, . . . , an−l) ∈ Fn−lq such that fl(a) = y. Let

f ′(x1, . . . , xn−l) = 1− (fl(x1 + a1, . . . , xn−l + an−l)− y)q−1.

One can easily check that f ′(x) = 1 iff x = (0, . . . , 0) and otherwise it is equal zero. Obviously
deg f ′ 6 (q − 1) deg fl. On the other hand, we can express f ′ in the following way:

f ′(x1, . . . , xn−l) =
n−l∏
i=1

(1− xq−1
i ).

The above polynomial has degree (q − 1) · (n− l). This is the lowest possible degree as every
polynomial over the field Fq has a unique representation as a sum of monomials modulo
identities in the form xqi = xi. Hence, (q − 1) deg fl > deg f ′ > (q − 1)(n − l) and, as a
consequence, deg f > deg fl > n− l.

Now, we are ready to do the final calculations. Denote K = |f−1(y)|. Let l1 be the
number of fi’s obtained by substituting one of the variables in fi−1 by a constant, and
l2 = l − l1 i.e the number of fi’s we get substituting one of the variables of fi−1 by a linear
combination of other variables. It is easy to see that l1 6 log2 q

q = q log2 q and l2 6 logqK.
Summarizing,

deg f > n− l = n− l1 − l2 > n− q log2 q − logqK.
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Hence,

qdeg f > qn−q log2 q−logq K ,

and finally

|f−1(y)| = K = qlogq K > qn−deg f−q log2 q,

which finishes the proof of the lemma.

5 Deterministic algorithm

In this Section we prove Theorem 1.1. Let A be a fixed supernilpotent algebra of prime
power order qh and

p(x) = g(x) (4)

be a given equation over A. By Lemma 3.2 there exists a polynomial f over Fq of degree
d 6 |A|logq m+1 and arity hn, where m is bound on arity of a basic operation of A, such that
f(Fhnq ) ⊆ {0, 1} and the equation

f(x1
1, . . . , x

h
1 , . . . , x

1
n, . . . , x

h
n) = 1 (5)

has a solution iff equation (4) has a solution. We have even more, a ∈ An is a solution of
equation (4) iff f(π1(a1), . . . , πh(a1), . . . , π1(an), . . . , πh(an)) = 1. Thus, it is enough to give
an algorithm solving equation f(x) = 1.

Our algorithm treats circuits as a black-box and checks the set Sn,h ⊆ Fnhq of potential
solutions of polynomial size in n with the property that if equation (5) has a solution it has
a solution contained in Snh. The algorithm returns “yes” if it finds the solution in a hitting
set, and “no” otherwise. In the next paragraph we will show that such the set Snh exists for
every n and it can be computed in polynomial time. If f is a constant function, then the
algorithm obviously returns the proper answer for every non-empty set of potential solutions
as a hitting set. Hence, we can assume that f is not a constant function.

As every polynomial over Fq also the polynomial f can be presented as a sum of pairwise
different monomials multiplied by nonzero constants from the field. Let t be a monomial
taken from this presentation which contains the biggest number of different variables. From
the fact that the degree of f is bounded by d we have that t depends on at most d variables.
Now consider the polynomial f ′ formed by substituting variables not contained in t by 0 ∈ Fq.
Note that f ′ is not syntactically equal to any constant and hence it is not a constant function
as every polynomial function over a finite filed has a unique representation (modulo equations
xq = x for variables). Therefore, there exists a solution to the equation f ′(x) = 1. Such a
solution corresponds to a solution of equation (5) in which at most d variables are not equal
0. Hence, we obtain that equation (5) has a solution if it has a solution in which at most
d variables are not equal 0. There are O((qhn)d) = O(nd) valuations of variables in which
at most d variables are different than 0. Thus, to check if equation (5) has a solution it is
enough to check O(nd) potential solutions and it can be done in time O(ndk), where k is the
size of the circuit on the input.

It is worth noting, that the algorithm presented here does not compute the polynomial f
from Lemma 3.2. We can translate the hitting set for (5) to a hitting set for the original
equation over A. That is why we are not concerned with the time complexity of computing f .
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6 Randomized algorithm

In this section we will prove Theorem 1.2 which says that there exists a linear time Monte
Carlo algorithm solving Csat for supernilpotent algebras. More precisely, we will prove that
if there exists a solution to the equation over a fixed supernilpotent algebra of prime power
order, then by checking random assignment of variables with uniform distribution we will
find the solution with probability at least c for some c > 0.

Let

p(x1, . . . , xn) = g(x1, . . . , xn)

be a given equation over supernilpotent algebra A of prime power order qh. By Lemma 3.2
we get a function f which is an hn-ary polynomial over Fq, such that a ∈ A is a solution to
the above equation iff f(π1a1, . . . , πha1, . . . , π1an, . . . , πhan) = 1. Moreover, the degree of f
is bounded by a constant d which depends only on A.

Assume |f−1(1)| > 0. Now, by Lemma 1.4 as f is nh-ary we obtain that |f−1(1)| >
qnh−deg f−q log2 q > qnh−d−q log2 q. Observe that |f

−1(1)|
|A|n , the fraction of assignments of vari-

ables for which f is equal 1, is at least c = qnh−d−g log2 q

qnh = q−d−q log2 q. This bound does not
depend on f or n. Hence, the linear time randomized algorithm which picks the assignments
of variables with uniform distribution and checks if picked assignments are a solution to the
equation is a c-correct true-biased Monte Carlo algorithm solving Csat(A).

7 Conclusions

The main idea of the presented deterministic black-box algorithm correctness proof is
translating polynomials of a nilpotent algebra A of prime power order to polynomials over
Fq of small degree d 6 |A|logq m+1. This allowed us to create the hitting sets for Csat(A)
by translating hitting sets for bounded degree polynomial equations over Fq. It is worth
to emphasize that this reasoning works for any hitting set. This means that any black-box
algorithm for polynomials over Fq of degree at most d translates to an algorithm solving
equations over supernilpotent algebras of prime power order. As each variable from A (in the
reduction from Csat(A) to polynomial equations) is factored to at most log(|A|) variables,
the reduction does not affect the time complexity too much. For instance, if we have some
black-box algorithm for polynomial equations with hitting set of size O(nc), the same upper
bound holds for Csat(A).

On the other hand it is easy to prove the dual theorem. For any polynomial equation
over Fq of degree at most d = |A|logq m

m there is a nilpotent algebra A of size qh and maximal
arity of basic operation m such that any black-box algorithm for the algebra A translates to
black box algorithm for solving equations over Fq of degree at most d. To see it, we will
consider the following example.

I Example 7.1. For h,m ∈ N, let A[h,m] = (Ah,+, p1, . . . , ph−1) be an algebra, such that:
(Ah,+) = Zhq ,
πipi(x1, . . . , xm) =

∏k
j=1 πi+1xj

πjpi(x1, . . . , xm) = 0 for j 6= i

Note that by results of [7] the algebra A from Example 7.1 is supernilpotent and belongs
to a congruence modular variety. It is easy to see that every equation between polynomials
over Fq of degree bounded by d = mh−1 = mlogq |A|

m = |A|logq m

m can be easily translated into
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an equation over A. Moreover, the projections on the first coordinate of elements of any
hitting set for Csat(A) is a hitting set for solving equations of polynomials over Fq of degree
bounded by d.

In the light of above paragraphs, to obtain an efficient black-box algorithm solving Csat
over supernilpotent algebras it is enough to produce a black-box algorithm for solving bounded
degree equations for polynomials over fields and translate it to the black-box algorithm
for supernilpotent algebras since any other black-box algorithm for supernilpotent algebras
cannot be much more efficient (in terms of the size of the algebra and the maximal arity of an
operation). So it seems that the right approach to find asymptotically optimal deterministic
algorithms for supernilpotent algebras is to find optimal algorithms for polynomials of
bounded degree.

There is a big disproportion between the computational complexity of deterministic and
probabilistic algorithms presented in this paper. Hence, it would not be surprising if there
was an effective derandomization of our Monte Carlo algorithm which would result in a new
fast deterministic algorithm solving Csat. The results of this paper also imply, that there is
one probabilistic algorithm for all supernilpotent algebras that is probabilistic FPT in terms
of the algebras’ signature. It is a nontrivial result, because if we were allowed to present a
signature of a supernilpotent algebra on the input, such a problem would be NP-complete
(to prove it, we can use the construction of the algebra shown in Example 7.1 to encode
q-coloring).
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Abstract
We investigate a variant of the fuel-based approach to modeling diverging computation in type
theories and use it to abstractly capture the essence of oracle Turing machines. The resulting objects
we call continuous machines. We prove that it is possible to translate back and forth between such
machines and names in the standard function encoding used in computable analysis. Put differently,
among the operators on Baire space, exactly the partial continuous ones are implementable by
continuous machines and the data that such a machine provides is a description of the operator as a
sequentially realizable functional. Continuous machines are naturally formulated in type theories and
we have formalized our findings in Coq as part of Incone, a Coq library for computable analysis.

The correctness proofs use a classical meta-theory with countable choice. Along the way we
formally prove some known results such as the existence of a self-modulating modulus of continuity
for partial continuous operators on Baire space. To illustrate their versatility we use continuous
machines to specify some algorithms that operate on objects that cannot be fully described by finite
means, such as real numbers and functions. We present particularly simple algorithms for finding
the multiplicative inverse of a real number and for composition of partial continuous operators on
Baire space. Some of the simplicity is achieved by utilizing the fact that continuous machines are
compatible with multivalued semantics.
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systems, and the number of applications is steadily growing. Computable analysis is a
formal model for reliable computation involving real numbers and other spaces of interest in
analysis. It extends classical computability theory from discrete structures to continuous
ones, replacing natural numbers as codes for abstract objects by elements of Baire space.
Computable analysis originated with Turing’s fundamental work [27] and was later extended
to a theory of computation on real numbers and functions [9, 17], and to more general spaces
by Kreitz and Weihrauch [16, 29]. The current work arose as part of our effort to contribute
to the development of a framework for conveniently formulating algorithms from computable
analysis in a setting that is both fully computational and features formal correctness proofs.
Our work has meanwhile been used to extend Incone [26], a computable analysis library
based on the proof assistant Coq. Formalizing known results may not be particularly creative,
but difficulties encountered in such an endeavour often lead to new developments. In the
present case, attempts to avoid overly heavy use of Coq’s dependent type system, and to
maintain executability within Coq in the presence of non-computational axioms have lead
us to concepts that we believe to be of theoretical interest.

We introduce “continuous machines” as an encoding of partial continuous operators
derived from the fuel-based approach to modeling diverging computation in intuitionistic
type theories [1]. Continuous machines can be understood as an abstraction of oracle machines
as used to introduce the model of computation central to computable analysis. There are
two main points that support this analogy and distinguish our approach from uses in type
theory: The first is the presence of a functional parameter that is considered an input and
that takes the role of the oracle in an oracle machine. Machines are type-two objects, which
is crucial as it makes continuity and information theoretic arguments applicable. The second
particularity is a curried discrete input, meaning that for fixed functional input we get a
function that we consider the return value if it is total, if it is not total the return value is
undefined. As a consequence, the natural domains need not be open but only Gδ sets.

These two features reflect that we really encode continuous operators, i.e. partial functions
from Baire space to Baire space, as opposed to partial continuous functionals. We consider
operator composition a natural operation, while for functionals the same operation would be
called functional substitution and is less important [5]. The emphasis on operators is in tune
with the principle of computable analysis to almost consistently replace the natural numbers
by Baire space as the base type. The reason this works is that partial continuous operators
can be encoded as elements of Baire space via the application of a partial combinatory
algebra [12, 15]. A partial operator is computable by an oracle machine if and only if there
is a computable code. Computability as a functional is also equivalent [22].

Working directly with codes from Baire space is tedious and our main result, Theorem
6, shows that continuous machines are completely equivalent: It provides a full translation
from a continuous machine to a code from Baire space and back that preserves computability.
As type-two objects continuous machines are a high-level concept and more convenient for
defining partial operators. We illustrate just how concisely algorithms on continuous data
can be formulated using continuous machines at the example of inversion of a real number in
Section 3.1. As another example we describe a simple and fairly efficient implementation
of the composition of partial operators encoded as continuous machines in Section 4.2. We
have fully automated the translations between continuous machines and Baire-space codes in
that we have defined them in Coq and provide complete formal proofs of correctness. In
fact, also the two main examples, all other important points made in this paper, and further
examples whose description we omit for space reasons, have been formalized. This should be
kept in mind as it justifies cutting down on some details for the sake of communicating the
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important ideas. Instructions on how to access our formal development and relate it to the
contents of the paper can be found on the project homepage (see supplement material listed
on the first page).

The topics of this paper can be viewed from a number of different perspectives. Clearly
there are links to type theory. In particular, the results have been formalized in the type
theory based proof assistant Coq. The main object of investigation can be understood as
a variant of the fuel-based approach to modeling divergent computations in constructive
type theories. A survey of such methods presented in type-theoretic language and many
relevant references can be found in [1]. However, here we avoid a type-theory-like presentation
and prefer mathematical notation consisting of a mix of conventions commonly found in
computable analysis and game-centered parts of higher-order computability and programming
language theory [21]. In particular we choose to illustrate the use of fuel with Turing machines
and oracle machines directly to avoid pointers to type theory in the body of the paper.

The connection of our work to higher-order computability theory is reflected in a possible
interpretation of the main result: we provide yet another characterization of the sequentially
realizable functionals [20]. The connection to computable analysis is also evident and it
is our main source of examples. Some of these examples nicely illustrate connections to
precompleteness, constructions forcing precompleteness and completions [16, 24]. These
concepts have quite some history but have recently been rediscovered for their applications in
the theory of Weihrauch reductions and in complexity theory for computable analysis [7, 2].

Partial operators on Baire space can also be captured in Coq’s type theory, where
partiality is reflected in the use of sigma-types as inputs, i.e. by taking as input a dependent
pair of the actual input and a proof that this input is from its domain. While continuous
machines provide additional information over a direct definition in Coq, we believe that on
the computability level this difference is irrelevant as the information can be read off from
each respective Coq term. For an equivalent of a fragment of the Coq terms, an extraction
of the additional information a continuous machine provides has been formalized in Agda
[30]. We know that an internal formulation of such a result that covers all definable functions
in Coq is impossible. It involves extracting a modulus of continuity and there are known
obstructions to extracting this information extensionally [10]. The support of tactics and
Coq’s formalization of Coq, i.e. the MetaCoq project [25] should allow to adapt the work
in Agda and extend the extraction to cover all or at least the majority of relevant Coq
terms [8].

We give a quite detailed sketch of the proof of our main theorem (Theorem 6) but for
space reasons did not include most of the other proofs. Some of them can be found in
the appendix. Note that fully formal versions of all proofs are also contained in our Coq
development and that a longer and more exhaustive version of this paper that also contains
some additional results is available [14].

2 Computable analysis revisited

Let Q and A be two sets that we understand to consist of questions and answers. We
always assume these sets to be countable, and in all concrete examples considered specifying
explicit bijections with the natural numbers is straightforward. In the following we restate
standard definitions from computable analysis where we insert Q and A for the appropriate
copies of N. A representation of a set X is a partial surjective function δ : ⊆ AQ → X.
For x ∈ X, each ϕ : Q→ A with δ(ϕ) = x is called a name of x and should be understood
to provide on-demand information about x. I.e. if ϕ is a name of x then given a question
q ∈ Q about x the value ϕ(q) ∈ A is a valid answer to the question. Call B := AQ the space
of names of the representation, B due to the case Q = N = A where it is the Baire space.
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A represented space is a pair X := (X, δX) where δX is a representation of X. The
representation induces topological and computability structures on the set X. Namely, X
can be made a topological space by considering the final topology of the representation and
an element of a represented space is called computable if it has a computable name. The
latter of course presumes that Q and A are such that it is clear what computability of a
function from Q to A means; which is in particular the case when Q and A come with
explicit bijections to N. More generally, Q and A can be thought of as being equipped with
a numbering. If a topological space is given and a representation is to be constructed, then
the candidates are expected to reproduce the given topology.

I Example 1 (RQ: Reals via rational approximations). One possible way to represent real
numbers is via rational approximations. The rational representation of the real numbers
is the unique partial function δRQ : ⊆ QQ → R that satisfies the specification

δRQ(ϕ) = x ⇐⇒ ∀ε > 0: |x− ϕ(ε)| ≤ ε.

We denote the corresponding represented space by RQ and use it as one of the running
examples. The represented space RQ is widely considered to provide the “correct” computab-
ility structure on the real numbers and sometimes even used as a benchmark representation
in work that reasons about complexity in the setting of computable analysis [13, 18]. The
rational representation is fairly convenient: It provides a simple question and answer structure
and an intuitive interface for accessing information about real numbers. It only uses a single
additional type, namely Q, which has a well-developed theory in Coq’s standard library.

2.1 Continuous and computable functions
Fix some represented spaces X and X′. Let B := AQ be the space of names of the
representation δX of X and B′ := A′Q′ that of δX′ . As Q, A, Q′ and A′ are countable, we
may think of them as discrete spaces and it makes sense to talk about continuity of operators
F : ⊆ B → B′. Such an operator is continuous if its return values are determined by a finite
number of values of its input function. That is, if for all ϕ ∈ dom(F ) and each q′ ∈ Q′ there
exists a finite list of questions q ∈ seq Q such that

∀ψ ∈ dom(F ) : ϕ|q = ψ|q =⇒ F (ϕ)(q′) = F (ψ)(q′)

where ϕ|q denotes the restriction of ϕ to q. Since Q and Q′ are countable, equivalent
definitions can be obtained by introducing metric structures on B and B′ or by requiring a
continuous function to preserve limits of sequences. These equivalences are useful for abstract
reasoning about continuity and formal versions are available in the Incone library [26]. In
the case where all question and answer sets coincide with the natural numbers, computability
of operators can be introduced by means of oracle machines. An oracle machine is a machine
with a marked oracle query and answer states and a marked oracle tape. The run of such a
machine on oracle ϕ ∈ B is defined as the run of a regular machine but any time the oracle
query state is entered, the content q of the oracle tape is replaced by ϕ(q) and the state is
changed to the answer state. For some background and more details we point the reader to
[11]. It should be kept in mind that the oracle is considered an input to the computation and
despite the name and other applications of the same concept with fixed oracle, this makes
oracle machines a realistic model of computation.

An operator F : ⊆ B → B′ is said to realize a function f : X→ X′ if for each name ϕ of
some x ∈ X the value F (ϕ) is a name of f(x) ∈ X′. A function between represented spaces
is called continuous or computable if it has a realizer with that property. In all cases we
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are interested in, this notion of continuity coincides with topological continuity w.r.t. the
final topology of the representations and the natural topology on the spaces. Without going
into detail, this is because we only consider admissible representations [24].

Continuity is a prerequisite for computability. The real numbers are connected, discrete
spaces are totally disconnected and images of connected sets under continuous functions are
connected. For this reason each non-constant function from the reals to the Booleans fails to
be computable. This argument covers equality checks, comparisons and other operations
that are routinely used and seem indispensable for applications. Often, computability can be
recovered by replacing a discrete target space by an appropriate non-discrete finite space.

I Example 2 (Sign function and Kleeneans). The sign function is discontinuous as a function
from the reals to a discrete space (e.g. its image as a subspace of the reals ). A computable
version can be recovered by replacing its three possible values with elements of the following
space: For any set Q, denote by opt Q be the union of Q with a new element None and
use Some q for the element of opt Q corresponding to q ∈ Q. Consider the three-point set
{trueK, falseK,⊥K} and equip it with a representation δK on names of type N→ optB by

δK(ϕ) =
{
bK if ∃n, ϕ(n) = Some b and ∀m < n,ϕ(m) = None
⊥K otherwise.

That is, the constant None sequence is a name of ⊥K and for any other sequence the first
element that is not None determines which of trueK and falseK is named.

We refer to K := ({trueK, falseK,⊥K}, δK) as the Kleeneans as it models the behavior
of three-valued logics considered by Kleene. Note that the representation is total, i.e. all
sequences are valid names, which makes it convenient to define realizers of functions into
the space. When defining functions that use the Kleeneans as an argument, it is often more
convenient to require names to be monotone in the sense that if the sequence contains true
or false, the subsequent values remain the same. The use of this restriction does not change
the space, as an arbitrary name can be computably transformed into a monotone name. The
sign function as a function from the reals to the Kleeneans can be defined from the Boolean
comparison on the reals as

signK(x) :=
{

(0 < x)K if x 6= 0
⊥K otherwise.

Where the strict inequality could as well have been replaced by non-strict inequality as the
case x = 0 is treated separately anyway. A continuous realizer of the sign as a function of
type RQ → K can be specified from the Boolean comparisons on the rational numbers as

F (ϕ)(n) :=
{

Some(0 < ϕ(2−n)) if |ϕ(2−n)| > 3 · 2−n

None otherwise.

As comparison of rational numbers is decidable, this realizer is computable. To verify its
correctness note that if ϕ is a name of 0, then |ϕ(2−n) − 0| ≤ 2−n implies that F returns
the constant None sequence. If ϕ is a name of some x 6= 0 then there exists some n such
that 2−(n−2) < |x| and thus |ϕ(2−n)| > 3 · 2−n by a use of the reverse triangle inequality.
Whenever we are in the first case it follows that as Booleans 0 < ϕ(2−n) = 0 < x. In
combination of these we conclude that F returns a name of the correct value.

The requirement to be greater than 3 · 2−n in the definition of F can be replaced by
just demanding the same value to be greater or equal 2−n while maintaining correctness.
However, the former forces that the realizer always returns names that are monotone in
the sense discussed above. To verify this note that as |ϕ(2−n)− ϕ(2−(n+1))| ≤ 3 · 2−(n+1),
whenever |ϕ(2−n)| > 3 · 2−n it follows that |ϕ(2−(n+1))| > 3 · 2−(n+1).
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3 Multifunctions and abstract machines

In computable analysis it is often the case that continuity fails for extensionality reasons and
dropping extensionality by using multivalued functions is a popular and powerful tool to work
around such problems. A multivalued function from a set X to another set Y assigns to each
element x ∈ X a set of eligible return values F (x) ⊆ Y . This set may be empty and those
x for which it is non-empty are considered to constitute the domain dom(F ) ⊆ X. The
multifunction is called total if its domain is all of X and single-valued if it only returns
sub-singletons, i.e. each value set has at most one element. Each partial function can be
considered a single-valued multifunction; this multifunction uniquely specifies the partial
function and is total if and only if the partial function is.

A partial function f is said to choose through a multifunction F if for each x ∈ dom(F )
it returns an eligible return value, i.e. f(x) is defined and an element of F (x). Note that the
domain of the partial function can be bigger than that of the multifunction. A multifunction
should be considered a specification of all partial functions that choose through it. This
defines an important ordering on the multifunctions: A multifunction F is said to tighten
another multifunction G, in symbols F ≺ G, if any partial function that is a choice for F is
also a choice for G or equivalently F ≺ G if and only if

dom(G) ⊆ dom(F ) and ∀x ∈ dom(G), F (x) ⊆ G(x).

For partial functions f ≺ g if and only if f is an extension of g. A partial function f chooses
through a multivalued F if and only if f ≺ F . Multivalued functions from X to Y are in one
to one correspondence with relations, i.e. subsets of X × Y . However, multivalued functions
should be understood as directed and thus the natural operations such as composition differ.

Recall that a function f : X → Y between represented spaces is realized by some
F : ⊆ B → B if F translates names of x ∈ X to names of f(x). An alternate way to
express this is that δY ◦ F is an extension of f ◦ δX. This suggests a lift to multivalued
functions: a multifunction g : X ⇒ Y is realized by another multifunction G : B ⇒ B if
δY ◦ G ≺ g ◦ δX. This definition behaves as expected, in particular for partial functions:
An operator realizes a partial function if and only if it is a realizer w.r.t. the subspace
representation on the argument space. For multifunctions, being a realizer is preserved
under tightening the realizer and “loosening” the realized function. As continuity and
computability are preserved under composition and multifunction composition is compatible
with tightenings, the notions of continuous and computable realizability compose well. While
any multivalued function is uniquely determined by its partial choice functions, the same
need not be true for continuous partial functions: A continuously realizable multifunction
need not have any partial continuous choice functions at all.

As we are mostly interested in continuous and computable realizers, one may argue that
allowing multivalued realizers is not necessary. Continuity makes sense only for functions, or
at least is known to be problematic in the presence of multivaluedness [23]. However, we
shall use a notion of algorithms that can a priori give multivalued results. Although it is
possible to force single-valuedness, it can be convenient to not always do this right away
and the notion of multivalued realizers turns out to be useful. Another consequence that is
useful in other parts of computable analysis is that when multivalued realizers are allowed,
any multifunction g between represented spaces has a unique realizer that is maximal with
respect to tightenings, namely δ−1

Y ◦ g ◦ δX [3].
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3.1 Algorithmic content and machines
Now that we discussed the tools we need for specification, the next step is to see how to
produce computational objects that can fulfill these specifications. In particular, we are
interested in devising operators, that is, partial functions on Baire space or Baire-space-like
spaces of functions. We take the fuel-based approach for capturing divergence in type theories
and adapt it to the operator and oracle machine setting of computable analysis. As before,
fix some countable sets Q, A, Q′ and A′ and abbreviate B := AQ and B′ := A′Q′ . To each
function M : B → opt(A′)N×Q′ assign a multifunction FM : B ⇒ B′ whose return value on
input ϕ is the set {ψ ∈ B′ | ∀q′,∃n,M(ϕ)(n, q′) = Some(ψ(q′))}. This set can be empty or
contain more than one element but for each ϕ ∈ B the set FM (ϕ) is a closed subset of B′.

Whenever an operator F can be computed by an oracle machine, M can be chosen to be
the function that on inputs ϕ, n and q′ runs the oracle machine for up to n time steps on
input q′ and oracle ϕ, in case of termination returns Some a′ where a′ is what the machine
returned and otherwise returns None. Then FM is single-valued and the corresponding
partial function extends F . The values of F can be recovered from those of M by searching
through increasing values of n, and for a general M this gives a choice function of FM . Coq’s
standard library proves a restricted choice principle called constructive epsilon that can be
used to recover a choice function of FM as a dependently typed function when given an
arbitrary function M . Internally this leads to a linear search through the values.

Motivated by the oracle machine example, we call a function M a machine for F if FM
tightens F . This analogy should be taken with a grain of salt, and, in particular, it does not
appropriately reflect the role played by the natural number input n. We refer to n as the
effort parameter, and while higher values do usually indicate a higher time consumption
of the computation, it need not be directly related to the running time. In particular, we
refrain from interpreting the effort parameter as ordering a computation into a sequence of
steps and instead embrace the view that it is a functional input.

For illustration, let us discuss the task of finding a multiplicative inverse in the rational
representation. Consider x 7→ 1/x as a partial function on the represented space RQ from
Example 1. The function is partial as it is undefined in 0. We define a function M : B →
optQN×Q of which we claim that FM : B ⇒ B is a realizer of inversion: Let

M(ϕ)(n, ε) =

Some 1
ϕ(min{δ, εδ2}/2) if δ := |ϕ(2−n)| − 2−n > 0

None otherwise.

Or in words: Use n as a guess for how precise one has to know x to bound it away from zero
and return an approximation to the inverse that can be straight forwardly computed once
x is bounded away from zero. Unfolding of the definitions reveals that to demonstrate the
correctness of our assertion we have to prove that for all x 6= 0

δ−1
RQ

(x) ⊆ dom(FM ) ∧ ∀ϕ ∈ δ−1
RQ

(x) : FM (ϕ) ⊆ δ−1
RQ

(1/x).

This should be understood as two statements: Firstly that the domain of FM includes all
names of real numbers from the domain of the inversion function, and secondly that on valid
arguments it only returns correct values.

To prove the first of these statements, let ϕ be a name of some x 6= 0. It suffices to pick
n larger than log2(|1/x|) to avoid the second case and thus the domain of FM is big enough.
To check the second condition, i.e. that FM only returns correct values, let ϕ be a name of x.
It suffices to check for each ε > 0 that M(ϕ)(n, ε) = Some r implies that |r − 1/x| ≤ ε. If the
assumption of this implication is true, then we have δ := |ϕ(2−n)| − 2−n > 0 and we know
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the value of r. First note that |x| ≥ δ as can be seen using the inverse triangle inequality and
that δ is positive. This, together with another application of the inverse triangle inequality,
leads to

|ϕ(min{δ, εδ2}/2)| ≥
∣∣∣|x| − min{δ, εδ2}

2

∣∣∣ ≥ δ

2

and allows us to conclude that∣∣∣ 1
ϕ(min{δ, εδ2}/2) −

1
x

∣∣∣ = |ϕ(min{δ, εδ2}/2)− x|
|ϕ(min{δ, εδ2}/2)x|

≤ min{δ, εδ2}
δ2 ≤ ε.

As the left-hand side is the value of r this proves the correctness of return values.
The function M is computable as all operations it uses on the rational numbers are

computable. Note that FM is properly multivalued. In general, computability should imply
continuity, but this does not make sense here as continuity only makes sense for single-valued
functions. This can be resolved by removing the multivaluedness of FM via picking its value
on the smallest n for which it returns something. Realizability is preserved under tightening,
thus the function obtained in this way is a realizer again. As searching is a computable
operation, this realizer is still computable, which is reflected in the fact that it can be defined
as a dependently typed function in Coq from the definition of M as above.

4 Machines as names of functions

It is true that for every partial operator F there exists some machine M such that FM
extends F . This means that we can understand M as a description of F in a similar way
to how representations work. Nevertheless, as the candidates for question and answer sets
are full function spaces and thus uncountable, this does not formally define a representation.
Access to M alone is an inconvenient set of information in the sense that it is difficult to
maintain. For instance, given such information for two operators F and G, it can not be
easily found for the operator F ◦ G. This is because G(ϕ) and thus the input for F can
only be approximated from access to a machine for G. Only when restricting to continuous
operators, can one hope to succeed by extending some finite sub-function in an arbitrary
way. To guarantee that this does not interfere with the correctness of the return values, one
needs explicit continuity information about F .

Fix some Q, A, Q′ and A′ and use the abbreviations B := AQ and B′ := A′Q′ . A set of
continuity information about a continuous function that is often used in constructive analysis
is a modulus function. A function µ : ⊆ B → (seq Q)Q′ is called a modulus of an operator
F : ⊆ B → B′ if it is a Skolem function of the continuity statement from Section 2.1 in the
sense that for all ϕ,ψ ∈ dom(F ) and q′ ∈ Q′

ϕ|µ(ϕ)(q′) = ψ|µ(ϕ)(q′) =⇒ F (ϕ)(q′) = F (ψ)(q′). (1)

In particular dom(F ) ⊆ dom(µ) as otherwise the premise of the implication does not make
sense. A modulus µ may itself be considered an operator and the type of a modulus of µ
coincides with the type of µ itself. It thus makes sense to call a modulus self-modulating
if it is its own modulus.

I Proposition 3. Any continuous partial operator has a self-modulating modulus of continuity.
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Call a pair (M,µ) a continuous machine if M is of type B → opt A′N×Q′ and µ is a self-
modulating modulus of M . Say that a continuous machine (M,µ) implements an operator
F : ⊆ B → B′ if FM tightens F . Let us emphasize that the function µ above is a modulus
of continuity of the machine M itself and not of a potential operator F that it computes.
In particular, just like M itself, the modulus µ is always a total function. Proposition 5
below implies that from µ one can obtain a modulus of continuity of any operator that
is tightened by FM . However, it is not difficult to construct a discontinuous M such that
FM is a continuous partial function and thus a modulus of FM is not enough information
to recover one of M . Thus, a modulus of the computed operator should be considered to
provide strictly less information than µ.

If M is constructed from an oracle machine, a computable self-modulating modulus µ
for M can be readily read off the oracle machine by following the queries that the machine
writes to its oracle tape. The resulting pair (M,µ) is a continuous machine that implements
F . More generally, every continuous operator can be implemented by a continuous machine.

I Proposition 4. If F : ⊆ B → B′ is continuous then there exists some continuous machine
that implements it.

Just like it is possible to reconstruct the values of F from M , a modulus for F can be
reconstructed using the additional information that a continuous machine provides.

I Proposition 5. A machine that computes a modulus for F : ⊆ B → B can be obtained in a
fully uniform way from a continuous machine that implements F . The construction can be
done in such a way that it preserves being self-modulating.

Here and in the following results by “fully uniformly” we mean that the transformation can
be defined in a fragment of Coq’s type theory small enough to not go beyond definability
in system T when all the question and answer types are the natural numbers. Adding a
self-modulating modulus µ to a machine completes the set of information about F in the sense
that a continuous machine implementing a realizer of some function between represented
spaces contains exactly the amount of information that one would expect to be specified
about such a function in computable analysis. To understand this in more detail let us first
recall how computable analysis treats spaces of functions.

4.1 Function spaces and continuous machines
In this part we make the additional assumption that the question type Q features decidable
equality to allow encoding finite functions as lists over seq(Q×A). The decidable equality
on Q is needed to make evaluation and checking for inclusion of a finite list in the domain of
the finite function definable. In Incone each question type of a represented space comes
with a default question qd ∈ Q. For convenience this section also assumes a default answer
to be available. This can be avoided by using the answer for the default question instead.

Fix some represented spaces X and X′ whose spaces of names are B = AQ and B′ = A′Q′

respectively. In the following use ? as notation for the right inclusion into A′ + seq Q and !
for the left inclusion, i.e. a question mark for a list of questions and an exclamation mark
for an answer. For a fixed function ψ : seq(Q×A)×Q′ → A′ + seq Q and fixed ϕ ∈ B and
q′ ∈ Q′ inductively define a sequence of finite functions φn ∈ seq(Q×A) by φ0 := ε and

φn+1 :=
{
φn ++ ϕ|q if ψ(φn, q′) = ?q
φn otherwise.
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FMψ

φ := ε

(φ, q′)

ψ

d
d = ? q

d = ! a′

q1, . . . , q|q|

ϕ

ϕ(q1) . . . ϕ(q|q|)

append to φ

q′
a′

Figure 1 Some ψ is a name of a function f : X→ X′ iff FMψ realizes f . The box with pointy
corners represents a realistically implementable algorithm while ϕ and ψ may be computable or
non-computable and are therefore depicted with rounded corners. Whenever ψ is computable and
has pointy corners, also FMψ will be computable and can be depicted with pointy corners.

From this sequence define a machine Mψ as follows:

Mψ(ϕ)(n, q′) :=
{

Some a′ if ψ(φn, q′) = !a′

None otherwise.

The function-space representation δX′X assigns ψ as name to a function f : X → X′
if and only if FMψ

realizes f (see Figure 1). That is, the space of names is given by
BX′X = (A′ + seq Q)seq(Q×A)×Q′ . In particular the questions and answers are countable.
While our presentation is different, the central idea coincides with that behind Weihrauch’s η
[29]. Straightforward computations show that µψ(ϕ)(n, q′) := dom(φn) is a self-modulating
modulus of Mψ and thus (Mψ, µψ) is a continuous machine and that FMψ

is single-valued
and therefore also continuous by Proposition 5. The set underlying the represented space
XX′ are exactly the continuous functions. Call ψ an associate of F : B ⇒ B′ if FMψ

tightens
F . Then ψ is a name of f if and only if it is an associate of a realizer of f and any associate
of F can be used to obtain a continuous machine that implements F .

Let us argue that the converse also holds, i.e. that from a continuous machine (M,µ) one
can obtain an associate ψM,µ of FM . To get an intuition for what an associate of FM should
be doing, first consider the computable case where an actual oracle machine is available.
The main obstacle in this case is that the associate is required to be total and divergences
of the oracle machine need to be taken care of. Define an associate ψ of the operator as
follows: given a finite function φ and some question q′ run the oracle machine for at most
|φ| steps while looking up the answers to the questions that the oracle machine asks in the
finite function. If the lookup fails for a question q ∈ Q, then return ?(q). If all lookups are
successful and the machine terminates with return value a′ return !a′. In case that |φ| steps
are exceeded without either happening, return ?(qd) where qd is the default question of X.

Next, let us discuss how to supplement full inspection capabilities into how an operator
is computed with access to a self-modulating modulus. For illustration, we consider only the
special case where F is total and let µ be a self-modulating modulus of F itself. That is, we
drop the effort parameter and remark that this simplification is partially justified by the last
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Fig. 1

(φ, q′)

ϕφ

µ

(i, q′) q
?
⊆ domφ

ϕφ

M

(i, q′) o
?= None

7

3

 ?(q \ domφ)
7

3

o = Some(a′)  !a′

i
?
< |φ|

7

3

 ?(qd)

increase i
i := 0

Figure 2 Constructing an associate ψM,µ from a continuous machine (M,µ). Here, ϕφ is the
total function that extends φ with a default value. If M and µ come with algorithms to compute
them, we obtain an algorithm for ψM,µ.

paragraph, which argues that divergences can be taken care of. Thus, for fixed inputs ϕ, q′,
an associate should attempt to get hold of µ(ϕ)(q′), as this is the set of arguments whose
return-values its final answer should depend on. However, the associate does not have access
to ϕ but only to a finite sub-function φ. Let ϕφ denote the constant extension of φ with some
default answer ad. The associate may on input of φ and q′ use ϕφ as a replacement for ϕ.
However, ϕ and ϕφ can only be expected to coincide on dom(φ) and so µ(ϕ)(q′) and µ(ϕφ)(q′)
could be different. This is where µ being self-modulating comes in: the values of the modulus
coincide whenever µ(ϕφ)(q′) ⊆ dom(φ), and this condition can be checked by the associate.
Thus, let the associate on input of φ and q′ check whether µ(ϕφ)(q′) ⊆ dom(φ). If this test
fails ask for the difference, i.e. return ?(µ(ϕφ)(q′) \ dom(φ)). If the test is successful, then
µ(ϕφ)(q′) = µ(ϕ)(q′) and the associate can safely return !F (ϕφ)(q′) as µ is a modulus of F .

By construction, the candidate for an associate that we implicitly defined in the last
paragraph is an associate of a restriction of F . However, as the modulus is evaluated on
functional inputs different from the actual input in relevant places, an argument is needed to
see that the iteration is always finite. First argue that the sequence ϕn := ϕφn converges to
some limit ψ ∈ BX. This is because for some fixed q ∈ Q either there exists some n such that
q ∈ dom(φn), in which case ϕk(q) = ϕ(q) for all k bigger than n, or there does not exist such
an n and ϕk(q) = ad for all k. As µ is self-modulating, it is continuous, and since all question
and answer types are countable, also sequentially continuous. Thus µ(ϕn) converges to µ(ψ)
and there exists some k such that µ(ϕm)(q′) = µ(ψ)(q′) for any m ≥ k. In particular k + 1
is a sufficiently large effort to lead the evaluation of the associate to return a value. Figure 2
shows the behaviour of the associate we used for the proof of the following theorem.

I Theorem 6. There exists a fully uniform way to construct from a continuous machine
(M,µ) and default elements qd ∈ Q and ad ∈ A an associate of FM .

4.2 Continuous machines and monotonicity
Continuous machines and associates theoretically contain the same information about a
continuous operator. However, in practice continuous machines are vastly superior to
associates if the task is to directly implement and formally prove the correctness of an
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algorithm. The skeptical reader may revisit the example of inversion from Section 3.1,
supplement a self-modulating modulus and extract an associate. Totality of the associate and
encoding finite functions by lists introduces irrelevant default values and correctness proofs
tedious due to complicated induction recursion arguments. Translating from continuous
machines takes part of these burdens off the user.

As the concept of an associate is linked to partial combinatory algebras (c.f. for instance
[28]), many operations on continuous operators are in principle implementable for associates
and thus also for continuous machines. For implementation of operations on continuous
operators, both working with associates and working with machines is unhandy but for
somewhat different reasons. While associates are difficult to construct, a continuous machine
as input makes some important information not readily available. One way of reflecting the
difference in rigidity of the concepts is to translate back and forth between them. While any
continuous machine can be translated to an associate, the machines that are obtained from
an associate have very special properties some of which can be maintained separately. Strictly
speaking, that the modulus is self-modulating is already an example of such a property as,
so far, all arguments still work if it is only required to be sequentially continuous.

A property of continuous machines that can be propagated with relatively low effort and
vastly simplifies implementation of operations such as composition is monotonicity in the
following sense: Call a machine M monotone if M(ϕ)(n, q′) = Some a′ implies that for any
m ≥ n it holds that M(ϕ)(m, q′) = Some a′. Call a continuous machine (M,µ) a monotone
machine if M is monotone and µ terminates with M in the sense that once M returns a
value, further increasing the effort on the same inputs does not lead µ to return bigger lists.

For a monotone machine M , the operator FM is single-valued. The machine we used to
implement inversion in Section 3.1 is not monotone. A continuous machine constructed from
an oracle machine as outlined previously and those constructed from associates as outlined in
the previous subsection are monotone. Thus, if equality on Q is decidable, translating from
a continuous machine to an associate and back allows to force monotonicity. There is also a
direct method that works without additional assumptions about question and answer sets.

I Proposition 7. From a continuous machine (M,µ) a monotone machine that implements
a choice function of FM can be obtained. This construction can be done fully uniformly.

Monotone machines are easier to operate on as it is not necessary to keep track of the
exact value of an effort that leads to a return value but an upper bound is sufficient.

I Theorem 8. From monotone machines (M,µ) and (M ′, µ′) another monotone machine
(M ′ ◦µ′ M,µ ◦M µ′) such that FM ′◦µ′M = FM ′ ◦ FM can be obtained in a fully uniform way.

Similar results hold for other basic operations. Continuous machines can be composed by
first making them monotone and then composing them. There is also a more direct way of
composing continuous machines but we failed to produce a simple description, the proofs of
correctness are complicated and in experiments it did not perform well.

5 Conclusion

This paper is formulated from a point of view of computable analysis. Computable analysis
traditionally investigates known theorems from analysis and functional analysis concerning
their computational content. The mathematical background is developed over a classical
meta-theory as are correctness proofs of algorithms. An important part of computable analysis
is that incomputable and discontinuous functions are not excluded and the classification
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of problems according to their degree of incomputability or discontinuity via Weihrauch
reducibility is frequently studied [3]. Our work and the Incone library follow the traditions
of computable analysis in the Coq development and as mathematicians we found working
over a strong meta-theory convenient. A clear drawback is that providing computational
content often means refining classical proofs and leads to some redundancy. However, starting
with a classical proof and effectivize step by step is often instructive.

Represented spaces relate to concepts popular in constructive analysis: A representation
defines a partial equivalence relation on its names by ϕ ∼ ψ ⇐⇒ δ(ϕ) = δ(ψ). Conversely,
given a partial equivalence relation on Baire space one can consider the quotient space
and consider the quotient mapping a representation. Formulating everything using the
equivalence relations, mentioning X can be avoided completely. This approach is for instance
followed by developments like C-CoRn [6]. A function is called a morphism if it respects
the equivalence relations and each such function induces a corresponding function on the
equivalence classes that it realizes with respect to the quotient mapping as representation.
Coq does not support quotient types and a direct description of the set of equivalence classes
is additional information. Definability of a function on abstract description need no longer
correspond to computability. Variations of this approach exist in Coq and other proof
assistants under the name “refinements” [4, 19], but the objectives and with them which
concepts are considered basic or useful differ significantly from our setting.

In our presentation we completely skipped the discussion of dialogue trees and jumped to
associates directly. In work about total functionals and mathematical work, dialogue trees
play a central role. Partial functions can be captured using a coinductive type of such trees.
We decided against this due to negative experiences with coinduction in Coq, but we may
try in the future. It may also be worth looking into sequentiality concerns closer: While
continuous machines characterize a sequential model of computation, they are seemingly
non-sequential as the computations for different efforts may take distinct paths and need not
be increasing in any way.
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A Proofs

Proposition 3

Fix an enumeration of Q. Let µ be the function that returns the minimal initial segment
with respect to this enumeration such that the implication (1) is fulfilled. Since F is
continuous, µ is well defined. It is a modulus by definition and it can be checked that it is
also self-modulating.

Proposition 4

Let d : seq(Q ×A) → opt(B) be a function that, if the input list is the graph of a finite
function φ, returns some ϕ ∈ dom(F ) such that φ = ϕ|dom(φ) if such a ϕ exists and otherwise
returns None. Let µ a self-modulating modulus of F that exists by Proposition 3 and (qn)n∈N
an enumeration of Q. Let M(ϕ)(n, q′) be given by

Some(F (ϕ′)(q′)) if d(ϕ|(q1,...,qn)) = Someϕ′

and µ(ϕ′)(q′) ⊆ (q1, . . . , qn)
None otherwise.

If M returns something, the return value is correct because µ is self-modulating. On the
other hand, whenever ϕ ∈ dom(F ), there exists some n such that µ(ϕ)(q′) ⊆ (q1, . . . , qn) and
for this n the machine reproduces the value of F . Clearly, the values of M depend only on
the values of ϕ on (q1, . . . , qn), where n is such that µ(ϕ′)(q′) ⊆ (q1, . . . , qn). Just returning
(q1, . . . , qn) is a modulus of M that is independent of ϕ and thus self-modulating.

Proposition 7

Consider the monotone machine uf(M) (for “use first”) defined as follows: on input of ϕ, n
and q′ search for the smallest m ≤ n such that a return-value is produced and return this
value, if no such m exists return None. As uf(M) is monotone, Fuf(M) is a partial function
and it respects the interpretation of M in the sense that Fuf(M) is a choice function for the
multivalued function FM .

A version uf(µ) of the modulus such that (uf(M),uf(µ)) is a monotone machine can be
defined by

uf(µ)(ϕ)(n, q′) :=
⋃

{i|i≤n∧∀j<i : M(ϕ)(j,q′)=None}

µ(ϕ)(i, q′).

We omit the straight forward computation that this modulus is appropriate.
The modulus takes a union over all previous values, which leads to an undesirable

overestimation. As a consequence, the modulus is monotone in the sense that the lists it
returns grow with increasing effort and, while this can be a useful property, it is not required
for the modulus of a monotone machine. One may be tempted to improve the construction
by omitting the values of the modulus where M returns None. Unfortunately, the function
obtained in this way is in general neither a modulus of uf(M) nor self-modulating.

Theorem 8

Let (M,µ) and (M ′, µ′) be monotone machines such that FM : AQ ⇒ A′Q′ and FM ′ : A′Q′
⇒

A′′Q′′ . Define the monotone machine composition as follows: First fix some default
element a′d∈A′ and for each function ϕ : Q→A define a sequence of functions ϕ′n : Q′→A′ by

ϕ′n(q′) :=
{
a′ if M(ϕ)(n, q′) = Some a′

a′d otherwise.
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Use domn as shorthand for the set of elements q′ ∈ Q′ such that there exists an a′ with
M(ϕ)(n, q′) = Some a′. Note that whenever ϕ ∈ dom(FM ), then ϕ′n and FM (ϕ) coincide on
domn by these definitions. Let (M ′ ◦µ′ M)(ϕ)(n, q′′) be{

M ′(ϕ′n)(n, q′′) if µ′(ϕ′n)(n, q′′) ⊆ domn

None otherwise.

Here, we put the index µ′ at the composition as the outcome may be different for different
valid moduli µ′ of M ′. Define the composition of the moduli by

(µ ◦M µ′)(ϕ)(n, q′′) :=
⋃

q′∈µ′(ϕ′
n)(n,q′′)

µ(ϕ)(n, q′).

Just like the composition of machines depends on µ′, the composition of moduli depends on
M via the definition ϕ′n.

The above correctly implements composition. To see this, Let us first argue that
the composition is monotone again. For this fix some inputs ϕ and q′′ and assume that
(M ′ ◦µ′ M)(ϕ)(n, q′′) = Some a′′. This can only be the case if µ′(ϕ′n)(n, q′′) ⊆ domn and
M ′(ϕ′n)(n, q′′) = Some a′′. To prove monotonicity we need to show that the same is true
if n is replaced by n + 1. Since M ′ is monotone it is sufficient to prove the list returned
by the modulus to be included in domn+1. Since M is monotone, ϕ′n and ϕ′n+1 coincide
on domn. As µ′ is a modulus of M ′, it holds that M ′(ϕ′n+1)(n, q′′) = Some a′′. Since µ′
terminates with M ′, we get µ′(ϕ′n+1)(n+ 1, q′′) = µ′(ϕ′n+1)(n, q′′). Finally, using that µ is
self-modulating, we conclude

µ′(ϕ′n+1)(n+ 1, q′′) = µ′(ϕ′n+1)(n, q′′)
= µ′(ϕ′n)(n, q′′) ⊆ domn ⊆ domn+1 .

We omit the details of how to verify that the modulus is appropriate, and only outline
how to prove the more important half of the equality, namely that the left-hand of the
equation extends the right-hand side. For this assume that the right-hand side is defined in ϕ.
This means that ϕ ∈ dom(FM ) and FM (ϕ) ∈ dom(FM ′). Consider the sequence of functions
ϕ′n as defined above and note that since M is monotone and ϕ ∈ dom(FM ), this sequence
converges to FM (ϕ). Since µ′ is self-modulating, it is in particular sequentially continuous
and therefore the sequence µ′(ϕ′n) converges to µ′(FM (ϕ)). This means that for any fixed q′′
we can first pick n big enough for M ′(FM (ϕ))(n, q′′) to take a value, then increase it further
so that for all k ≥ n it holds that µ′(ϕ′k)(n, q′′) = µ′(FM (ϕ))(n, q′′). As µ′ terminates with
M ′, further increasing n will no longer change the list it returns and we can use this to make
sure that it is contained in domn as domn eventually contains every element of Q′. As q′′
was arbitrary, the left-hand side is defined and equal FM ′(FM (ϕ)).
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1 Introduction

A graph G is an intersection graph if there exists a family of nonempty sets F = {S1, . . . , Sn}
such that for each vertex vi in G, a set Si ∈ F is assigned in a way that there is an edge vivj
in G if and only if Si ∩ Sj 6= ∅. We say that G has an F-intersection representation. Any
graph can be represented as an intersection graph since per each vertex, we can use the set of
its incident edges. However, many important graph classes can be described as intersection
graphs with a restricted family of sets. Depending on the geometrical representation, different
types of intersection graphs are defined, for instance, interval, circular-arc, disk graphs, etc.

Interval graphs are intersection graphs of segments of the real line, called intervals. Such
a representation is being referred to as interval representation. They have been a well known
and widely studied class of graphs from both the theoretical and the algorithmic points of
view. Interval graphs have a nice structure, they are chordal and, therefore, also perfect
which provides a variety of graph decompositions and models. Such properties are often
useful tools for the algorithm design – the most common algorithms on them are based on
dynamic programming. Therefore, many classical NP-hard problems are polynomial-time
solvable on interval graphs, for instance Hamiltonian cycle [20], Graph isomorphism [4]
or Colorability [14] are solvable even in linear time. Surprisingly, the complexity of some
well-studied problems is still unknown despite extensive research, e.g. the MaxCut problem,
the L2,1-labeling problem, or the packing coloring problem.

An important subclass of interval graphs is the class of proper interval graphs, graphs
which can be represented by such an interval representation that no interval properly contains
another one. Another interval representation is a representation with intervals (of the same
type) of only unit lengths, graphs which have such a representation are called unit interval
graphs. Roberts proved [25] that a graph is a proper interval graph if and only if it is a unit
interval graph. Later, Gardi came up with a constructive combinatorial proof [13]. The
mentioned results do not specifically care about what types of intervals (open, closed, semi-
closed) are used in the interval representation. However, as far as there are no restrictions
on lengths of intervals, it does not matter which types of intervals are used [27]. The same
applies if there is only one type of interval in the interval representation. However, this is
not true when all intervals in the interval representation have unit length and at least two
types of intervals are used. In particular, the claw K1,3 can be represented using one open
interval and three closed intervals.

Recently, it has been observed that a restriction on different types of intervals in the unit
interval representation leads to several new subclasses of interval graphs. We denote the set
of all open, closed, open-closed, and closed-open intervals of unit length by U−−, U++, U−+,
and U+−, respectively. Let U be the set of all types of unit intervals. Although there are 16
different combinations of types of unit intervals, it was shown in [9, 24, 27, 18, 28] in the years
2012–2018 that they form only four different classes of mixed unit interval graphs. In par-
ticular, the following closure holds: ∅ ( unit interval ( unit open and closed interval (
semi-mixed unit interval ( mixed unit interval ( interval graphs, where unit open and
closed interval graphs have (U++ ∪ U−−)-representation, semi-mixed unit interval graphs have
(U++ ∪ U−− ∪ U−+)-representation, and mixed unit interval graphs have U-representation.
Hence, mixed unit interval graphs allow all types of intervals of unit length.

I Definition 1. A graph G is a mixed unit interval graph if it has a U-intersection repre-
sentation. We call such representation a mixed unit interval representation.

There are lots of characterizations of interval and unit interval graphs. Among many
of the characterizations, we single out a matrix-like representation called bubble model [16].



J. Kratochvíl, T. Masařík, and J. Novotná 57:3

A similar notion was independently discovered by Lozin [23] under the name canonical
partition. In the bubble model, vertices of a unit interval graph G are placed into a “matrix”
where each matrix entry may contain more vertices as well as it can be empty. Edges of G
are represented implicitly with quite strong conditions: each column forms a clique; and in
addition, edges are only between consecutive colums where they form nested neighborhood
(two vertices u and v from consecutive colums are adjacent if and only if v occurs in a
higher row than u). In particular, there are no edges between non-consecutive columns.
This representation can be computed and stored in linear space given a proper interval
ordering representation. We introduce a similar representation of mixed unit interval graphs,
called U-bubble model, and we extend some results from unit interval graphs to mixed unit
interval graphs using this representation. The representation has almost the same structure
as the original bubble model, except that edges are allowed in the same row under specific
conditions. We show that a graph is a mixed unit interval graph if and only if it can be
represented by a U-bubble model.

I Theorem 1. A graph is a mixed unit interval graph if and only if it has a U-bubble model.
Moreover, given a mixed unit interval representation of graph G on n vertices, a U-bubble
model can be constructed in O(n) time.

Given a graph G, the MaxCut problem is a problem of finding a partition of vertices of G
into two sets S and S such that the number of edges with one endpoint in S and the other
one in S is maximum among all partitions. There were two results about polynomiality of
the MaxCut problem in unit interval graphs in the past years; the first one by Bodlaender,
Kloks, and Niedermeier in 1999 [3], the second one by Boyaci, Ekim, and Shalom which has
been published in 2017 [5]. The result of the first paper was disproved by authors themselves
a few years later [2]. In the second paper, the authors used a bubble model for proving the
polynomiality. However, we realized that this algorithm is also incorrect. Moreover, it seems
to us to be hardly repairable. We provide further discussion and also a concrete example, in
Subsection 3.1.

Using the U -bubble model, we obtain at least a subexponential-time algorithm for MaxCut
in mixed unit interval graphs. We are not aware of any subexponential algoritms on interval
graphs. In general graphs, there has been an extensive research dedicated to aproximation of
MaxCut in subexponential time, see e.g. [1] or [17]. Furthermore, we obtain a polynomial-time
algorithm if the given graph has a U -bubble model with a constant number of columns. This
extends a result by Boyaci, Ekim and Shalom [6] who showed a polynomial-time algorithm
for MaxCut on unit interval graphs which have a bubble model with two columns (also called
co-bipartite chain graphs). The question whether the MaxCut problem is polynomial-time
solvable or NP-hard in unit interval graphs still remains open.

I Theorem 2. Let G be a mixed unit interval graph. The maximum cardinality cut can be
found in time 20̃(

√
n).

I Corollary 3. The size of a maximum cut in the graph class defined by U-bubble models
with k columns can be determined in the time O(nk+5). Moreover, for k = 2 in time O(n5).

Many NP-hard problems can be solved efficiently on graphs with bounded clique-width [8].
In general, it is NP-complete even to decide if the graph has clique-width at most k for a given
number k, see [11]. Unit interval graphs are known to have unbounded clique-width [15]. It
follows from results by Fellows et al. [10], and Kaplan and Shamir [19] that the clique-width
of (mixed) unit interval graphs is upper-bounded by ω (the maximum size of their clique) +1.
Heggernes et al. [16] improved this result for unit interval graphs using the bubble model.
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There, the clique-width is upper-bounded by a minimum of α (the maximum size of an
independent set) + 1, and a parameter related to the bubble model representation which
is in the worst case ω + 1. We use similar ideas to extend these bounds to mixed unit
interval graphs using the U-bubble model. In particular, we obtain that the upper-bound
on clique-width is the minimum of the analogously defined parameter for a U -bubble model
and 2α+ 3. The upper-bound is still in the worst case ω + 1. The upper-bound can be also
expressed in the number of rows or colums of U-bubble model. See Section 4 for further
details. As a consequence, we obtain an analogous result to Corollary 3 for rows using the
following result. Fomin, Golovach, Lokshtanov, and Saurabh [12] showed that the MaxCut
problem can be solved in time O(n2t+O(1)) where t is clique-width of the input graph. By
combination of their result and our upper-bounds on clique-width (Theorem 8 in Section 4)
we derive not only polynomial-time algorithm when the number of columns is bounded
(with worse running time) but also a polynomial-time algorithm when the number of rows is
bounded, formulated as Corollary 4.

I Corollary 4. The size of a maximum cut in the graph class defined by U-bubble models
with k rows can be determined in the time O(n4k+O(1)).

Preliminaries and Notation. By a graph we mean a finite, undirected graph without loops
and multiedges. Let G be a graph. We denote by V (G) and E(G) the vertex and edge set of
G, respectively; with n = |V (G)| and m = |E(G)|. Let α(G) and ω(G) denote the maximum
size of an independent set of G and the maximum size of a clique in G, respectively. By
a family we mean a multiset {S1, . . . , Sn} which allows the possibility that Si = Sj even
though i 6= j.

Let x, y ∈ R be real numbers. We call the set {z ∈ R : x ≤ z ≤ y} closed interval [x, y],
the set {z ∈ R : x < z < y} open interval (x, y), the set {z ∈ R : x < z ≤ y} open-closed
interval (x, y], and the set {z ∈ R : x ≤ z < y} closed-open interval [x, y). By semi-closed
interval we mean interval which is open-closed or closed-open. We denote the set of all
open, closed, open-closed, and closed-open intervals of unit length by U−−, U++, U−+, and
U+−, respectively. Formally, U++ := {[x, x + 1] : x ∈ R}, U−− := {(x, x + 1) : x ∈ R},
U+− := {[x, x + 1) : x ∈ R}, and U−+ := {(x, x + 1] : x ∈ R}. We further denote the set
of all unit intervals by U := U++ ∪ U−− ∪ U+− ∪ U−+. From now on, we will be speaking
only about unit intervals. Let I be an interval, we define the left and right end of I as
`(I) := inf(I) and r(I) := sup(I), respectively. Let I, J ∈ U be unit intervals, I, J are almost
twins if `(I) = `(J). The type of an interval I is a pair (r, s) where I ∈ Ur,s, r, s ∈ {+,−}.

Let G = (V,E) be a graph and I an interval representation of G. Let v ∈ V be represented
by an interval Iv ∈ Ur,s, where r, s ∈ {+,−}, in I. The type of a vertex v ∈ V in I, denoted
by typeI(v), is the pair (r, s). We use type(v) if it is clear which interval representation we
have in mind. We follow the standard approach where the maximum over the empty set
is −∞. The notion of Õ denotes the standard “big 0” notion which ignores polylogarithmic
factors, i.e, O(f(n) logk n) = Õ(f(n)), where k is a constant.

2 Bubble model for mixed unit interval graphs

In this section, we present a U-bubble model, a new representation of mixed unit interval
graphs which is inspired by the notion of bubble model for proper interval graphs created by
Heggernes, Meister, and Papadopoulos [16] in 2009.
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I Definition 2 (Heggernes et al. [16], reformulated). If A is a finite non-empty set, then a 2-di-
mensional bubble structure for A is a partition B = 〈Bi,j〉1≤j≤k,1≤i≤rj

, where A =
⋃
i,j Bi,j ,

∅ ⊆ Bi,j ⊆ A for every i, j with 1 ≤ j ≤ k and 1 ≤ i ≤ rj, and B1,1 . . . Bk,rk
are pairwise

disjoint. The graph given by B, denoted as G(B), is defined as follows:
1. G(B) has a vertex for every element in A, and
2. uv is an edge of G(B) if and only if there are indices i, i′, j, j′ such that u ∈ Bi,j , v ∈ Bi′,j′ ,
|j − j′| ≤ 1, and one of the two conditions holds: either j = j′ or (i− i′)(j − j′) < 0.

A bubble model for a graph G = (V,E) is a 2-dimensional bubble structure B for V such
that G = G(B).

I Theorem 5 (Heggernes et al. [16]). A graph is a proper interval graph if and only if it has
a bubble model.

We define a similar matrix-type structure for mixed unit interval graphs where each
set Bi,j is split into four parts and edges are allowed also in the same row under specific
conditions.

I Definition 3. Let A be a finite non-empty set and B = 〈Bi,j〉1≤j≤k,1≤i≤rj
be a 2-

dimensional bubble structure for A such that Bi,j = B++
i,j ∪ B

+−
i,j ∪ B

−+
i,j ∪ B

−−
i,j , Br,si,j are

pairwise disjoint, and ∅ ⊆ Br,si,j ⊆ Bi,j for every r, s ∈ {+,−} and i, j with 1 ≤ j ≤ k and
1 ≤ i ≤ rj. We call the partition B a 2-dimensional U-bubble structure for A.

We call each set Bi,j a bubble, and each set Br,si,j , r, s ∈ {+,−}, a quadrant of the
bubble Bi,j . The type of a quadrant Br,si,j , r, s ∈ {+,−}, is the pair (r, s). We denote
by ∗ both + and −, for example B∗+i,j = B−+

i,j ∪ B
++
i,j . Bubbles with the same i-index

form a row of B, and with the same j-index a column of B, we say vertices from bubbles
Bi,1 ∪ . . . ∪Bi,k appear in row i, and we denote i as their row-index. We define an analogous
notion for columns. We denote the index of the first row with a non-empty bubble as
top(j) := min {i | Bi,j ∈ B and Bij 6= ∅}. Thus, Btop(j),j is the first non-empty bubble in the
column j. Let B be a bubble, then row(B) and col(B) is the row-index and column-index of
B, respectively. Let u ∈ Bi,j , v ∈ Bi′,j′ ; we say that u is under than v and v is above u if
i > i′.

I Definition 4. Let B = 〈Bi,j〉1≤j≤k,1≤i≤rj
be a 2-dimensional U-bubble structure for A.

The graph given by B, denoted as G(B), is defined as follows:
1. V (G(B)) = A,
2. uv is an edge of G(B) if and only if there are indices i, i′, j, j′ such that u ∈ Bi,j , v ∈ Bi′,j′ ,

or v ∈ Bi,j, u ∈ Bi′,j′ , and one of the three conditions holds:
a. j = j′, or
b. j = j′ − 1 and i > i′, or
c. j = j′ − 1 and i = i′ and u ∈ B∗+i,j , v ∈ B

+∗
i′,j′ .

The definition says that the edges are only between vertices from the same or consecutive
columns and if u ∈ Bi,j and v ∈ Bi′,j+1, there is an edge between u and v if and only if
u is lower than v (i > i′), or they are in the same row and u ∈ B∗+i,j , v ∈ B

+∗
i′,j+1. Vertices

from the same column form a clique, as well as vertices from the same bubble. Vertices from
the same bubble are almost-twins and their neighborhoods can differ only in the same row,
anywhere else they behave as twins. Vertices from the same bubble quadrant are true twins.
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I Definition 5. Let G = (V,E) be a graph. A U-bubble model for a graph G is a 2-
dimensional U-bubble structure B = 〈Bi,j〉1≤j≤k,1≤i≤rj

for V such that
(i) G is isomorphic to G(B), and
(ii) each column and each row contains a non-empty bubble, and
(iii) no column ends with an empty bubble, and
(iv) top(1) = 1, and for every j ∈ {1, . . . , k − 1} : top(j) ≤ top(j + 1).

For a U-bubble model B = 〈Bi,j〉1≤j≤k,1≤i≤rj
, by the number of rows of B we mean

max{rj | 1 ≤ j ≤ k}. We define the size of the U -bubble model B as the number of columns
multiplied by the number of rows, i.e., k ·max{rj | 1 ≤ j ≤ k}.

See Figure 1 with an example of a mixed unit interval graph, given by a mixed unit
interval representation, and by a U-bubble model.
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(a) Graph G; the blue ellipse denotes clique cdefgh; colors are used only for clarity.
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Figure 1 Three different representations of a mixed unit interval graph G.
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Construction of U-bubble model. First, we construct a mixed unit interval representation
I of a graph G using the quadratic-time algorithm by [28]; then each vertex of G is represented
by a corresponding interval in I. Having a mixed unit interval representation of the graph,
our algorithm outputs a U-bubble model for the graph in O(n) time.

Given a mixed unit interval representation I, we put all intervals (vertices) that are
almost-twins in I into a single bubble, to the particular quadrant which corresponds by its
type to the type of the interval. From now on, we speak about bubbles only, we denote
the set of all such bubbles by B. We are going to determine their place (row and column)
to create a 2-dimensional U-bubble structure for B. We show that the U-bubble structure
is a U-bubble model for our graph. Based on the order σ by endpoints of intervals in the
representation I from left to right, we obtain the same order on bubbles in B. The idea of
the algorithm is to process the bubbles in the order σ, and assign to each bubble its column
immediately after processing it. During the processing, the algorithm maintains an auxiliary
path in order to assign rows at the end. Thus, rows are assigned to each bubble after all
bubbles are processed.

For bubbles A,B ∈ B, A <σ B denotes that A is smaller than B in order σ. We
denote the order of bubbles by subscripts, i.e., B1 <σ B2 <σ . . . are all bubbles in the
described order σ. For technical reasons, we create two new bubbles: Bstart, Bend such that
`(Bstart) = r(Bstart) = −∞. We refer to them as auxiliary bubbles, in particular, if we speak
about bubbles, we exclude auxiliary bubbles. We enhance the representation in a way that
each bubble B ∈ B has a pointer prev : B→ B ∪ {Bstart} defined as follows.

prev(B) =


Bstart if `(B) < r(B1),
A s. t. `(B) = r(A) if such a bubble A exists,
Bj s. t. j = maxi

{
i | `(B) > r(Bi)

}
otherwise.

In order to set rows at the end, the algorithm is creating a single oriented path P that
has the necessary information about the height of elements in the U -bubble structure being
constructed. Some of the arcs of the path can be marked with level indicator (L). For ease
of notation, we use nextP (Bi) = Bj to say that Bj is the next element on path P after
Bi. Note that we can view P as an order of bubbles; we denote by A <P B, A,B ∈ B,

the information that A occurs earlier than B on P . Also from technical reasons, P starts
and ends with Bstart and Bend, respectively. Except P and pointers prev and nextP , the
algorithm remembers the highest bubble of column i, denoted by Ctop

i . Also, denote by curr,
the index of the currently processed column.

Now, we are able to state the algorithm for assigning columns and rows to bubbles in
B and its properties which will be useful for showing the correctness.
Property 1: Bubbles are processed (and therefore added somewhere to P ) one by one

respecting the order σ.
Property 2: The order induced by P of already processed vertices never changes, i.e., once

A ≤P B then A ≤P B for the rest of the algorithm.
Property 3: The arc of P between bubbles A and B has the level indicator (L) if and only

if r(A) = `(B). Moreover, if the arc from A to B has level indicator, then
col(A) < col(B).

Property 4: col(Bi) ≤ col(Bj) whenever i ≤ j.
Property 5: prev(B) is the closest ancestor of B on P in the previous column, i.e., prev(B) =

max{A | A ≤P B, col(A) = col(B)− 1}.
Property 6: The order induced by P of vertices in the same column is exactly the order of

those vertices induced by σ.
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Algorithm. Given bubbles B1, B2, . . . in B ordered by σ, the algorithm creates P by
processing bubbles one by one in order σ. The algorithm outputs a row and a column to each
bubble. Initially, set col(B1) = 1, P = {Bstart, B1, Bend}, curr =1 and Ctop

1 = B1. Suppose
that i−1 bubbles have been already processed, for i ≥ 2. Split the cases of processing bubble
Bi based on the following possibilities:
i. `(Bi) > r(Ctop

curr): First increase curr by one, then set col(Bi) = curr and Ctop
curr = Bi.

ii. `(Bi) = r(Ctop
curr): First increase curr by one, then set col(Bi) = curr and Ctop

curr = Bi. Let
Q be nextP (Ctop

curr−1). Substitute arc in P from Ctop
curr−1 to Q with two new arcs Ctop

curr−1
to Bi that has L indicator set and from Bi to Q.

iii. `(Bi) < r(Ctop
curr): Set col(Bi) = curr.

We continue only with cases i. and iii. and distinguish multiple possibilities:
1. r(prev(Bi)) = `(Bi): Let Q be nextP (prev(Bi)). Then substitute arc in P from prev(Bi)

to Q with two new arcs prev(Bi) to Bi that has L indicator set and from Bi to Q.
2. r(prev(Bi)) < `(Bi): And split this case further based on the properties of Bi−1.

2a. prev(Bi−1) = prev(Bi): Let Q be nextP (Bi−1). Substitute arc in P from Bi−1 to Q
with two new arcs Bi−1 to Bi and from Bi to Q.

2b. prev(Bi−1) 6= prev(Bi): Let Q be nextP (prev(Bi)). Then substitute arc in P from
prev(Bi) to Q with two new arcs prev(Bi) to Bi and from Bi to Q.

Now, assign rows to bubbles by a single run over P , inductively: Take the first bubble B
of P and assign row(B) := 1. Let B be the last bubble on P with already set row index. We
are about to determine row(nextP (B)). If arc in P from B to nextP (B) has L indicator, set
row(nextP (B)) := row(B), otherwise row(nextP (B)) := row(B) + 1.

Proof of Theorem 1. The forward implication follows from the above algorithm. Its correc-
ntess is proved in the full version of the paper. Second, we prove the reverse implication: given
a U -bubble model for a graph G, we construct a mixed unit interval representation of G. Let
B = 〈Bi,j〉1≤j≤k,1≤i≤rj

be a U -bubble model of G. Let ε := 1/(max {rj | 1 ≤ j ≤ k}).We cre-
ate a mixed unit interval representation I of G as follows. Let v ∈ Br,si,j , where r, s ∈ {+,−}.
The corresponding interval Iv of v has the properties: Iv ∈ Ir,s and `(Iv) := j + (i − 1)ε.
Note that all vertices from the same bubble are represented by intervals that are almost
twins and the type of an interval corresponds with the type of the bubble quadrant. Since ε
was chosen such that ε(i − 1) < 1 for any row i in B, the graph given by the constructed
mixed unit interval representation is isomorphic to the graph given by B. J

3 Maximum cardinality cut

This section is devoted to the time complexity of the MaxCut problem on (mixed) unit
interval graphs. A cut of a graph G(V,E) is a partition of V (G) into two subsets S, S, where
S = V (G) \ S. Since S is the complement of S, we say for the bravity that a set S is a
cut and similarly we use terms cut vertex and non-cut vertex for a vertex v ∈ S and v ∈ S,
respectively. The cut-set of cut S is the set of edges of G with exactly one endpoint in S, we
denote it E(S, S). Then, the value |E(S, S)| is the cut size of S. A maximum (cardinality)
cut on G is a cut with the maximum size among all cuts on G. We denote the size of a
maximum cut of G by mcs(G). Finally, the MaxCut problem is the problem of determining
the size of the maximum cut.
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1

1 1

3

Figure 2 A counterexample to the original algorithm, a bubble model B where the numbers
denote the number of vertices in each bubble, and dashed lines indicate the edges between bubbles.

3.1 Time complexity is still unknown on unit interval graphs
As it was mentioned in the introduction, there is a paper A polynomial-time algorithm
for the maximum cardinality cut problem in proper interval graphs by Boyaci, Ekim, and
Shalom from 2017 [5], claiming that the MaxCut problem is polynomial-time solvable in unit
interval graphs and giving a dynamic programming algorithm based on the bubble model
representation. We realized that the algorithm is incorrect; this section is devoted to it.

We start with a counterexample to the original algorithm.

I Example 6. Let B = 〈Bi,j〉1≤j≤2,1≤i≤2, where B1,1 = {v1}, B2,1 = {v2}, B1,2 =
{v3, v4, v5}, B2,2 = {v6}, be a bubble model for a graph G, see also Figure 2. In other
words, this bubble model corresponds to a unit interval graph on vertices v1, v2, v3, v4, v5, v6
where there is an edge v1v2, and vertices v2, v3, v4, v5, v6 create a complete graph without an
edge v2v6.

Then, according to the paper [5], the size of a maximum cut in G is eight. To be more
concrete, the algorithm from [5] fills the following values of dynamic table: F0,1(0, 0) = 4,
F2,1(1, 1) = 8 for s2,1 = 1, s2,2 = 1, and finally, F0,0(0, 0) = 8 which is the output of the
algorithm. However, the size of a maximum cut in G is only seven. Suppose, for contradiction,
that the size of a maximum cut is eight. As there are ten edges in total in G, at least one
vertex of the triangle v3, v4, v5 must be a cut-vertex and one not. Then, those two vertices
have three common neighbors. Therefore, the size of a maximum cut is at most seven which
is possible; for example, v1, v4, v5 are cut-vertices.

The brief idea of the algorithm in [5] is to process the columns from the biggest to
the lowest column from the top bubble to the bottom one. Once we know the number of
cut-vertices in the actual processed bubble B (in the column j) and the number of cut-vertices
which are above B in the columns j and j + 1, we can count the exact number of edges. For
each bubble and each such number of cut-vertices in the columns j and j + 1 (above the
bubble), we remember only the best values of MaxCut1.

We claim that the algorithm and its full idea from [5] is incorrect since we lose the
consistency there – to obtain a maximum cut, we do not remember anything about the
distribution of cut vertices within bubbles, that was used in the previously processed column.
Therefore, there is no guarantee that the final outputted cut of the computed size exists. To
be more specific, one of two problems is in the moving from the column j to the column
j − 1 since we forget there too much. The second problem is that for each bubble Bi,j and
for each possible numbers x, x′ we count the size Fi,j(x, x′) of a specific cut and we choose
some values si,j , si,j+1 (possibly different; they represents the number of cut-vertices in the
bubbles Bi,j , Bi,j+1) which maximize the values of Fi,j(x, x′). In few steps later, when we
are processing the bubble Bi,j−1, again, for each possible values y and y′ we choose some

1 We refer the reader to the paper [5] for the notation and the description of the algorithm.
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values s′i,j−1 and s′i,j such that they maximize the size of Fi,j−1(y, y′). However, we need to
be consistent with the selection in the previous column, i.e., to guarantee that si′,j = si,j for
any particular values y, y′ = x, and x′.

A straightforward correction of the algorithm would lead to remembering too much for a
polynomial-time algorithm. However, we can be inspired by it to obtain a subexponential-
time algorithm. We attempted to correct the algorithm or extend the idea leading to the
polynomiality. However, despite lots of effort, we were not successful and it seemed to us
that the presented algorithm is hardly repairable. To conclude, the time complexity of the
MaxCut problem on unit interval graphs is still not resolved and it seems to be a challenging
open question.

3.2 Subexponential algorithm in mixed unit interval graphs
Here, we present a subexponential-time algorithm for the MaxCut problem in mixed unit
interval graphs. Our aim is to have an algorithm running in 2Õ(

√
n) time. Some of the ideas,

for unit interval graphs, originated in discussion with Karczmarz, Nadara, Rzazewski, and
Zych-Pawlewicz at Parameterized Algorithms Retreat of University of Warsaw 2019 [7].

Let us start with a notation. Let G be a graph, H be a subgraph of G, and S be a
cut of H, we say that a cut X of G agrees with S in H if X = S on H. Let G be a
mixed unit interval graph. We take a U-bubble model B = 〈Bi,j〉1≤j≤k,1≤i≤rj

for G and we
distinguish columns of B according to their number of vertices. We denote by bij the number
of vertices in bubble Bi,j and by cj the number of vertices in column j, i.e., bij = |Bi,j | and
cj =

∑rj

i=1 bi,j . We call a column j with cj >
√
n a heavy column, otherwise a light column.

We call consecutive heavy columns and their two bordering light columns a heavy part of
B (if B starts or ends with a heavy column, for brevity, we add an empty column at the
beginning or the end of B, respectively), and we call their light columns borders. Heavy part
might contain no heavy columns in the case that two light columns are consecutive.

Note that we can guess all possible cuts in one light column without exceeding the aimed
time, and that most of those light column guesses are independent of each other – once we
know the cut in the previous column, it does not matter what the cut is in columns before.
Furthermore, there are at most

√
n consecutive heavy columns which allow us to process

them together. More formally, we show that we can determine a maximum cut independently
for each heavy part, given a fixed cut on its borders, as stated in the following lemma. The
formal proof is in the full version.

I Lemma 7. Let G be a mixed unit interval graph and B be a U-bubble model for G partitioned
into heavy parts B̂1, · · · , B̂p in this order. If S = S0 ∪ · · · ∪Sp is a (fixed) cut of light columns
C0, . . . , Cp in G(B) such that Sj is a cut of Cj, j ∈ {0, . . . , p}, then the size of a maximum
cut of G that agrees with S in light columns is

mcs(G,S) =
p∑
j=1

mcs(G(B̂j), Sj−1 ∪ Sj)− (
p−1∑
j=1
|Sj | · |Cj \ Sj |)

where mcs(G(B̂j), Sj−1 ∪ Sj) denotes the size of a maximum cut of G(B̂j) that agrees with
Sj−1 ∪ Sj in its borders Cj−1, Cj.

Now, our aim is to determine the size of a maximum cut for a heavy part B̂ given a fixed
cut on its borders, which is stated in Theorem 6 (bellow). We provide only a sketch and key
ideas here.Note that if B̂ is a heavy part with no heavy columns, we can straightforwardly
count the number of cut edges of G(B̂), i.e., mcs(G(B̂)), assuming a fixed cut on borders is
given. Therefore, we are focusing on a situation where at least one heavy column is present
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in a heavy part. We use dynamic programming to determine the size of a maximum cut on
each such heavy part. First, we present a brief idea of the dynamic programming approach.
We take bubbles in B̂ which are not in borders and process them one-by-one in top-bottom,
left-right order. When processing a bubble, we consider all the possibilities of numbers of
cut-vertices in each its quadrant. We refer to the already processed part after i-th step as
Gi, that is Gi is the the induced subgraph of G(B̂) with V (Gi) = B1 ∪ · · · ∪Bi ∪ C0 ∪ Cl+1
where C0 and Cl+1 are borders of B̂ and Bj , j ∈ {1, . . . , i} are first i bubbles in top-bottom,
left-right order in B̂.

We store all possible (l + 1)-tuples (s1, s2, . . . , sl, a), where l is the number of heavy
columns, sj characterizes the number of all cut vertices in the j-th heavy column, and
number a characterizes the number of cut vertices of types (∗,+) in the last processed bubble.
Then, we define recursive function fi which will be related to the maximum size of a cut
that has exactly sj cut vertices in column j (for all j) in the already processed part Gi.
More precisely, we want the recursive function f to satisfy the following properties. For each
stored tuple s = (s1, . . . , sl, a) and for every i ∈ {1, . . . ,m}, where m is the total number of
bubbles in B̂, the value fi(s) is equal to the maximum size of a cut S in Gi that satisfies:

for every j ∈ {1, . . . , l}, the number of cut vertices in the column j in Gi is equal to sj ,
and S agrees with S0 ∪ Sl+1 in C0 ∪ Cl+1, and
a is equal to the number of cut vertices from B++

i ∪B−+
i ,

or fi(s) is equal to −∞ if there is no such cut.
Once, f satisfies the desired properties, we easily obtain Theorem 6 which gives us the

size of a maximum cut in the heavy part. Due to space limitation the formal definition of
the function f is in the full version. Here, we present a key observation for construction of f .
Observe, by the properties of U-bubble model, that the edges of Gi can be partitioned into
following disjoint sets: E1 = {edges of the graph Gi−1}, E2 = {edges inside Bi}, E3 = {edges
between Bi and the same column above Bi}, E4 = {edges between Bi and the next column
above Bi}, E5 = {edges between Bi and the bubble in the previous column and the same
row as Bi}, E6 = {edges between Bi and column C0 bellow Bi}, E7 = {edges between Bi
and the bubble in column Cl+1 in the same row as Bi}. The idea there is to count the size of
a desired cut of Gi using the sizes of possible cuts in Gi−1, which are stored in fi−1, and add
the size of a cut using edges E2 −E7, which we can count from the number of cut vertices in
currently processed bubble Bi and numbers in the (l + 1)-tuple we are processing.

I Theorem 6. Let B̂ be a heavy part with l ≥ 1 heavy columns (numbered by 1, . . . , l)
and borders C0 and Cl+1. Let B1,. . . ,Bm be bubbles in B̂ \ (C0 ∪ Cl+1) numbered in the
top-bottom, left-right order. Let S0 and Sl+1 be (fixed) cuts in C0 and Cl+1. Then, the size of
a maximum cut in G(B̂) that agrees with S0∪Sl+1 in light columns is mcs(G(B̂), S0∪Sl+1) =
maxs∈T fm(s).

Towards proving Theorem 2 and Corollary 3, it remains to prove the time complexity of
processing a heavy part, see the full version for complete proofs.

4 Clique-width of mixed unit interval graphs

The clique-width is one of the parameters which are used to measure the complexity of a
graph. Definition of the clique-width is quite technical but it follows the idea that a graph of
the clique-width at most k can be iteratively constructed such that in any time, there are at
most k types of vertices, and vertices of the same type behave indistinguishably from the
perspective of the newly added vertices. Formally, the clique-width of a graph G, denoted by
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cwd(G), is the smallest integer number of different labels that is needed to construct the
graph G using the four operations: creation of a labeled vertex, disjoint union of labeled
graphs, renaming all labels i to j, and connecting all vertices with label i to all vertices with
label j, i 6= j (already existing edges are not doubled). Such a construction of a graph can
be represented by an algebraic term composed of the operations, called cwd-expression.

We present here the main result for the better upper-bounds on clique-width which is
inspired by a similar result for unit interval graphs [16]. In general, unit interval graphs
(and therefore mixed unit interval graphs) have unbounded clique-width [15] and the known
upper-bound (even for interval graphs) is the size of a maximum clique + 1 [19, 10]. The
proofs can be found in the full version.

To state the main theorem, we need more notation. Let G be a mixed unit interval
graph and let B = 〈Bi,j〉1≤j≤k,1≤i≤rj

be a U -bubble model for G. We say that vertices from
the same column j of B create a group if they have the same neighbours in the following
column j + 1 of B. Let v ∈ Bi,j , the group number of vertex v in B, denoted by gB(v), is
defined as the maximum number of groups in N(v)∩

(⋃rj−1
i′=i+1 Bi′,j−1 ∪

⋃i−1
i′=1 Bi′,j ∪A

)
over

the sets A = B∗+i,j−1 ∪ B
+∗
i,j and A = Bi,j . Then the group number of G in B is defined as

ϕB(G) := maxv∈V (G) gB(v).

I Theorem 8. Let G be a mixed unit interval graph. Then

cwd(G) ≤ min {2α(G) + 3, ϕB(G) + 2} ≤ ω(G) + 1,

where B is a U-bubble model for G. Moreover, the corresponding expression can be constructed
in O(n+m) time providing B is given, otherwise in O(n2) time.

Observe that ϕB(G) ≤ 2 max {rj | 1 ≤ j ≤ k}. We also obtain a useful Corollary 7. In
particular, if the number of rows or number of columns is bounded, than clique-width is
bounded.

I Corollary 7. Let G be a mixed unit interval graph. Then cwd(G) ≤ min {k + 3, 2r + 2},
where k is the number of columns and r is the length of a longest column in a U-bubble model
for G.

Note that by an application of Lemma 4.1 in [23], slightly worse bounds on clique-width
in terms of rows and columns can also be derived. In particular, if we take two natural
orderings of the bubbles in U-bubble model, one taking rows first and the other taking
columns first, we obtain two times larger multiplicative factor than in Corollary 7.

5 Conclusion

A long-term task is to determine the difference between the time complexity of basic problems
on unit interval graphs compared to interval graphs. In particular, on a more precise scale of
mixed unit interval graphs, determine what is a key property for the change of the complexity.
Independently, a long-standing open problem is the time complexity of the MaxCut problem
on unit interval graphs, in particular, decide if it is NP-hard or polynomial time solvable.
An interesting direction to pursuit the first task could be the study of labeling problems;
either L2,1-labeling or Packing Coloring. Although, these are well-known problems, quite
surprisingly, their time complexity is open for interval graphs. The complexity of L2,1-labeling
is still wide open even for unit interval graphs, despite partial progress on specific values for
the largest used label [26]. Recently, there was a small progress on unit interval graphs leading
to an FPT algorithm (time f(k) · nO(1) for some computable function f and parameter k).
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It is shown in [21] that the packing coloring problem is in FPT parameterized by the size of
a maximum clique. We note that the algorithm can be straightforwardly extended to mixed
unit interval graphs. However, a polynomial time algorithm or alternatively NP-hardness for
(unit) interval graphs is of a much bigger interest.
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Abstract
We study the relation of containment up to unknown regular resynchronization between two-way
non-deterministic transducers. We show that it constitutes a preorder, and that the corresponding
equivalence relation is properly intermediate between origin equivalence and classical equivalence. We
give a syntactical characterization for containment of two transducers up to resynchronization, and
use it to show that this containment relation is undecidable already for one-way non-deterministic
transducers, and for simple classes of resynchronizations. This answers the open problem stated in
recent works, asking whether this relation is decidable for two-way non-deterministic transducers.
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1 Introduction

The study of transductions, that is functions and relations from words to words, is a
fundamental field of theoretical computer science. Many models of transducers have been
proposed, and robust notions such as regular transductions emerged [7, 1]. However, many
natural problems on transductions are undecidable, for instance equivalence of one-way
non-deterministic transducers [9, 10].

In order to circumvent this, and to obtain a better-behaved model, Bojańczyk introduced
transducers with origin information [2], where the semantics takes into account not only
the input/output pair of words, but also the way the output is produced from the input. It
is shown in [2] that translations between different models of transducers usually preserve
the origin semantics, more problems become decidable, such as the equivalence between two
transducers, and the model of transduction with origins is more amenable to an algebraic
approach.

The fact that two transducers are origin-equivalent if they produce their output in exactly
the same way can seem too strict, and prompted the idea of resynchronization. The idea,
introduced in [8], where the main focus was the sequential uniformization problem, and
developed in [5, 4], is to allow a distortion of the origins in a controlled way, in order to
recognize that two transducers have a similar behaviour.

It is shown in [5], that containment of 2-way transducers up to a fixed resynchronization
is in PSpace, so no more difficult than classical containment of non-deterministic one-way
automata. This covers in particular the case where the resynchronization is trivial, in which
case the problem boils down to testing strict origin equivalence.
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In [4], the resynchronizer synthesis problem was studied. The goal is now to decide
whether there exists a resynchronizer R such that containment or equivalence holds up to R.
Some results are obtained for two notions of resynchronizers. The first notion, introduced
in [8] is called rational resynchronizers, it is specialized for 1-way transducers, and uses
an interleaving of input and output letters. The second notion is called (bounded) regular
resynchronizers, it is the focus of [5] and is defined for two-way transducers.

For rational resynchronizers, a complete picture is obtained in [4]: the synthesis problem is
decidable for k-valued transducers, but undecidable in general. For regular resynchronizers, it
is shown in [4] that the synthesis problem is decidable for unambiguous two-way transducers,
i.e. transducers that have at most one accepting run on each input word. The ambiguous
case is left open. It was also shown in [4] that for one-way transducers, the notion of rational
and regular resynchronizer do not match. The picture for resynchronizability from previous
works is summed up in this table, where the first line describes constraints on the input pair
of transducers:

unambiguous functional/finite-valued general case
Fixed regular resync. (2-way) PSpace PSpace-c PSpace-c.

Unknown rational resync. (1-way) decidable decidable undecidable
Unknown regular resync. (2-way) decidable ? ?

In this work, we tackle the general case (last question mark), and show a stronger result: the
synthesis of regular resynchronizers is already undecidable for one-way transducers.

To do so, we introduce the notion of limited traversal, which characterizes whether two
transducers verify a containment relation up to some unknown resynchronization. Outside of
this undecidability proof, this notion can be used to show that some natural transducers,
equivalent in the classical sense, cannot be resynchronized. As a by-product, we also
obtain that the resynchronizer synthesis problem is undecidable even if we restrict regular
resynchronizers to any natural subclass containing the simple “shifting” resynchronizations,
allowing origins to change by at most k positions for a fixed bound k. Our proof can also be
lifted to show a different statement, emphasizing the difference between rational and regular
resynchronization: even in presence of regular resynchronization, synthesis of a rational
resynchronizer is undecidable. Due to space constraints, some auxiliary material is given in
the full version of the paper, available at https://arxiv.org/abs/2002.07558.

Notations
If i, j ∈ N, we denote [i, j] the set {i, i + 1, . . . , j}. We will note B := {0, 1} the set of
booleans. If X is a set, we denote X∗ :=

⋃
i∈NX

i the set of words on alphabet X. The
empty word is denoted ε. We will denote u v v if u is a prefix of v. We will denote Σ and Γ
for arbitrary finite alphabets throughout the paper. If u ∈ Σ∗, we will denote |u| its length
and dom(u) = {1, 2, . . . , |u|} its set of positions.

2 Transductions

2.1 One-way Non-deterministic Transducers
A one-way non-deterministic transducer (1NT) is a tuple T = 〈Q,Σ,Γ,∆, I, F 〉, where
Q is a finite set of states, Σ is a finite input alphabet, Γ is a finite output alphabet,
∆ ⊆ Q×(Σ∪{ε})×Γ∗×Q is the transition relation, I is the set of initial states, and F the set
of final states. A transition (p, a, v, q) of ∆ will be denoted as p a|v−→ q. A run of T on an input

https://arxiv.org/abs/2002.07558
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word u ∈ Σ∗ is a sequence of transitions p0
a1|v1−→ p1

a2|v2−→ . . .
an|vn−→ pn, such that u = a1a2 . . . an,

p0 ∈ I and pn ∈ F . The output of this run is the word v = v1 . . . vn. The relation computed
by T is JT K = {(u, v) | there exists a run of T on u with output v} ⊆ Σ∗ × Γ∗. To avoid
unnecessary special cases, we will always assume throughout the paper that the input word
u is not empty. Two transducers T1, T2 are classically equivalent if JT1K = JT2K. It is known
from [9] that classical equivalence of 1NTs is undecidable.

2.2 Two-way Transducers

In 1NTs, transitions can either leave the reading head on the same input letter, or move
it one step to the right. If the possibility of moving to the left is added, we obtain the
model of two-way non-deterministic transducer (2NT). The transition relation is now of the
form ∆ ⊆ Q× (Σ ∪ {`,a})× Γ∗ × {left, right} ×Q, where the symbol ` (resp. a) marks the
beginning (resp. end) of the input word. When reading this symbol, we forbid the production
of a non-empty output, and the only allowed direction for transitions is right (resp. left).
The semantics JT K ⊆ Σ∗ × Γ∗ of a 2NT is defined in a natural way: the output of a run
p0

a1|v1,d1−→ p1
a2|v2,d2−→ . . .

an|vn,dn−→ pn is v1v2 . . . vn. See [5] for a formal definition. Notice that
ε-transitions are not necessary anymore, since a transition p ε|v−→ q can be simulated by two
transitions going right then left (or left then right if the symbol a is reached).

If the transition relation is deterministic, i.e. if for all (p, a) ∈ Q × (Σ ∪ {`,a}) there
exists at most one (v, d, q) ∈ Γ∗ × {left, right} ×Q such that p a|v,d−→ q is a transition in ∆, we
say that the transducer is a two-way deterministic transducer (2DT).

Notice that the relation defined by a 2DT T is necessarily a (partial) function: for all
u ∈ Σ∗ there is at most one v ∈ Γ∗ such that (u, v) ∈ JT K. The class of functions definable
by 2DTs is called regular string-to-string functions. It has equivalent characterizations, such
as MSO transductions [7] and streaming transducers [1].

2.3 Origin information

The origin semantics was introduced in [2] as an enrichment of the classical semantics for
string-to-string transductions. The principle is that the contribution of a run of T to the
semantics of T is not only the input/output pair (u, v), but an origin graph describing how v

is produced from u during this run.
Formally, an origin graph is a triple (u, v, orig) where u ∈ Σ∗, v ∈ Γ∗, and orig : dom(v)→

dom(u) associates to each position in v a position in u: its origin. An origin graph is associated
to a run of a transducer T in a natural way, by mapping to each position y in v the position
orig(y) of the reading head in u when writing to this position y. If an output is produced by
an ε-transition after the whole word has been processed in a 1NT, we take the last input
letter as origin. The origin semantics JT Ko of T is the set of origin graphs associated with
runs of T .

I Example 1. The two following 2DTs Tid and Trev are classically equivalent and compute
the identity relation {(an, an) | n ∈ N}, but their origin semantics differ, as witnessed by
their unique origin graphs for input a6 given below.
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p0 p1

a|a, right

a |ε
q0 q1 q2

a|ε, right

a |ε

a|a, left

` |ε

a a a a a a

a a a a a a

Input:

Output:

a a a a a a

a a a a a a

Two transducers are said origin equivalent if they have the same origin semantics. It is
shown in [2] that origin equivalence is decidable for regular transductions, and in [5] that
origin equivalence is PSpace-complete for 2NTs. See full version for an example of two
one-way transducers both computing the full relation Σ∗ × Γ∗, but not origin equivalent.

3 MSO Resynchronizers

While origin semantics gives a satisfying framework to recover decidability of transducer
equivalence, it can be argued that this semantics is too rigid, as origin equivalence require
that the output is produced in exactly the same way in both transducers.

In order to relax this constraint, the intermediate notion of resynchronization has been
introduced [8, 5]. The idea is to let origins differ in a controlled way, while preserving the
input/output pair. Several notions of resynchronizations have been considered [8, 5, 4], we
will focus in this work on MSO resynchronizers, also called regular resynchronizers.

3.1 Regular languages and MSO
We recall here how Monadic Second-Order logic (MSO) can be used to define languages.
This framework will be then used to represent resynchronizers. Formulas of MSO are defined
by the following grammar, where a ranges over the alphabet Σ:

ϕ,ψ := a(x) | x ≤ y | x ∈ X | ∃x.ϕ | ∃X.ϕ | ϕ ∨ ψ | ¬ϕ

Such formulas are evaluated on structures induced by finite words: the universe is the set of
positions of the word, a(x) means that position x is labelled by letter a, and x ≤ y means that
position x occurs before position y. Lowercase notation is used for first-order variables, ranging
over positions of the word, and uppercase notation is used for second-order variables, ranging
over sets of positions. Other classical operators such as ∧,⇒,∀,=,+1,+2,first, last, . . . can
be defined from this syntax and will be used freely. Let > be a tautology, defined for instance
as ∃x.a(x) ∨ ¬(∃x.a(x)).

If ϕ is an MSO formula and u ∈ Σ∗, we will note u |= ϕ if u is a model of ϕ, with classical
MSO semantics. The language L(ϕ) defined by a closed formula ϕ is {u ∈ Σ∗ | u |= ϕ}.

If ϕ contains free variables X1, . . . , Xn, x1, . . . , xk, we can still define the language of ϕ,
using an extended alphabet Σ× Bn+k. Extra boolean components at each position are used
to convey the values of free variables at this position: it is 1 if the value of the second-order
variable contains the position (resp. if the value of the first-order variable matches the position)
and 0 otherwise. The language of ϕ is in this case a subset of (Σ×Bn+k)∗, i.e. a set of words
on Σ enriched with valuations for the free variables. If I1, . . . , In, i1, . . . , ik is an instantiation
for the free variables of ϕ in a word u, we will also write (u, I1, . . . , In, i1, . . . , ik) |= ϕ to
signify that u with this instantiation of the free variables satisfies ϕ.
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For instance if ϕ = ∃x.(x ∈ X ∧ a(x)) uses a free second-order variable X, then the word
u = (a, 0), (b, 1), (a, 1) ∈ (Σ × B)∗ is a model of ϕ, denoted also (aba, {2, 3}) |= ϕ, but the
word (a, 0), (b, 1), (a, 0) is not.

A language L ⊆ (Σ× Bn)∗ is regular if and only if there is a formula ϕ of MSO with n
free variables recognizing L. This is equivalent to L being recognizable by a deterministic
finite automaton (DFA) on alphabet Σ× Bn [6].

3.2 MSO Resynchronizers
The principle behind MSO resynchronizers as defined in [5] is to describe in a regular way,
with MSO formulas, how the origins can be redirected. This will induce a relation between
sets of origin graphs: containment up to resynchronization.

The MSO formulas will be allowed to use a finite set of parameters: extra information
labelling the input word. This is reminiscent of the model of non-deterministic two-way
transducers with common guess [3], where the guessing of extra parameters can be done in a
consistent way through different visits of the same position in the input word.

3.2.1 Definition
We now define a subclass of regular resynchronizers from [5, 4]. We will see that for
our purpose of resynchronizer synthesis, this subclass is equivalent to the full class of
resynchronizers from [5, 4]. Intuitively, the full definition from [5, 4] allows to further restrict
the semantics of a resynchronizer, which is not useful if we are just interested in the existence
of a resynchronization between two transducers. This is further explained in Section 4.1 and
full version of the paper.

Given an origin graph σ = (u, v, orig), an input parameter is a subset of the input
positions, encoded by a word on B. Thus, a valuation for m input parameters is given by a
tuple Ī = (I1, . . . , Im) where for each i ∈ [1,m], Ii ∈ B|u|.

The main differences between the following simplified definition and the one from [5, 4] is
that we ignored output parameters (an extra labelling of the output word), and also removed
extra formulas constraining the behaviour of the resynchronization with respect to both
input and output parameters.

I Definition 2. An MSO (or regular) resynchronizer R with m input parameters is an MSO
formula γ with m+ 2 free variables γ(Ī , x, y), evaluated over the input word u.

Intuitively, γ(Ī , x, y) indicates that the origin x of an output position can be redirected
to a new origin y, as made precise in Definition 3. Although R and γ are actually the same
object here, we will keep the two notations to maintain coherence with [5], using R for the
abstract resynchronizer and γ for the MSO formula, which is only one of the components of
R in [5]. We now describe formally the semantics of an MSO resynchronizer.

I Definition 3. [5] An MSO resynchronizer R induces a relation JRK on origin graphs in
the following way. If σ = (u, v, orig) and σ′ = (u′, v′, orig′) are two origin graphs, we have
(σ, σ′) ∈ JRK if and only if u = u′, v = v′, and there exists input parameters Ī ∈ (B|u|)m,
such that for every output position z ∈ dom(v), we have (u, Ī, orig(z), orig′(z)) |= γ.

3.2.2 Examples
Plain blue arrows will represent the “old” origins in σ, and red dotted arrows the “new”
origins in σ′.
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I Example 4. [5] The resynchronizer without parameters Runiv, using only a tautology
formula γ = >, is called the universal resynchronizer, and resynchronizes any two origin
graphs that share the same input and output.

I Example 5. [5] The resynchronizer without parameters R+−1 shifts all origins by exactly 1
position left or right. This is achieved using a formula γ(x, y) = (x = y + 1) ∨ (y = x+ 1).

I Example 6. The resynchronizer with one parameter defined by γ = (I = {x}) ∨ (x = y)
allows at most one input position to be resynchronized to different origins.

a a a a a a

b b b b b b

Input:

Output:

a a a a a a

b b b b b b

Example 5 Example 6

3.3 Containment up to resynchronization
I Definition 7. [5] For a resynchronizer R and two transducers T1, T2 we note T1 ⊆ R(T2)
if for every origin graph σ1 ∈ JT1Ko, there exists σ2 ∈ JT2Ko such that (σ2, σ1) ∈ JRK.

In other words this means that JT1Ko is contained in the resynchronization expansion of
JT2Ko. Examples can be found in full version.

For a fixed resynchronizer R and a 2NT T , it might not be the case that T ⊆ R(T ),
as witnessed by the resynchronizer R+−1 from Example 5. Moreover, if T1 ⊆ R(T2) and
T2 ⊆ R(T3) it might not be the case that T1 ⊆ R(T3), again this is examplified by R+−1 . This
means that the containment relation up to a fixed resynchronizer R is neither reflexive nor
transitive in general.

3.4 Bounded resynchronizers
Note that the universal resynchronizer Runiv from Example 4 relates any two graphs that
share the same input and output. This causes the containment relation up to Runiv to boil
down to classical containment, ignoring the origin information. I.e. we have T1 ⊆ Runiv(T2)
if and only if JT1K ⊆ JT2K. This inclusion relation is undecidable, even in the case of one-
way non-deterministic transducers [9]. Thus containment up to a fixed resynchronizer is
undecidable in general, if no extra constraint is put on resynchronizers. That is why the
natural boundedness restriction is introduced on MSO resynchronizers in [5].

I Definition 8. [5] (Boundedness) A regular resynchronizer R has bound k if for all inputs
u, input parameters Ī, and target position y ∈ dom(u), there are at most k distinct positions
x1, . . . xk ∈ dom(u) such that (u, Ī, xi, y) |= γ for all i ∈ [1, k]. A regular resynchronizer is
bounded if it has bound k for some k ∈ N.

All examples of resynchronizations given in this paper are bounded, except for Runiv. In
the full version, we give examples of bounded resynchronizations that displace the origin by
a distance that is not bounded.

Boundedness is a decidable property of MSO resynchronizers [5, Prop. 15]. As stated
in the next theorem, boundedness guarantees that the containment problem up to a fixed
resynchronizer becomes decidable. Moreover, for any fixed bounded MSO resynchronizer,
the complexity of this problem matches the complexity of containment with respect to strict
origin semantics, or more simply the complexity of inclusion of non-deterministic automata.
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I Theorem 9. [5, Cor. 17] For a fixed bounded MSO resynchronizer R and given two 2NTs
T1, T2, it is decidable in PSpace whether T1 ⊆ R(T2).

4 Resynchronizability

We will now be interested in the containment up to an unknown bounded resynchronizer.
Let us define the relation � on 2NTs by T1 � T2 if there exists a bounded resynchronizer R
such that T1 ⊆ R(T2). This relation has been introduced in [4], along with the same notion
with respect to rational resynchronizers.

Focusing on bounded regular resynchronizers, the following result is obtained in [4]:

I Theorem 10. [4] The relation � is decidable on unambiguous 2NTs.

The problem is left open in [4] for general 2NTs, and this is the purpose of the present
work. Now that the necessary notions have been presented, we move to our contributions.

4.1 Containment relation
Let us start by expliciting a few properties of �. First, let us emphasize that our simplified
definition of MSO resynchronizer is justified by the fact that this definition yields the same
relation � as the one from [5, 4]. This is explicited in the full version.

This simplified definition allows us to show basic properties of the � relation, see full
version for a detailed proof:

I Lemma 11. The relation � is reflexive and transitive.

Since � is a pre-order, it induces an equivalence relation ∼ on 2NTs, defined by ∼=� ∩ �.
Notice that this equivalence relation is intermediate between classical equivalence and origin
equivalence, but it is not immediately clear that it does not coincide with classical equivalence.

The following claim presents two pairs of transducers (one pair of 2DTs and one pair of
1NTs) equivalent for the classical semantics, but not ∼-equivalent.

B Claim 12. The 2NTs Tid and Trev from Example 1 are not ∼-equivalent.
The two following 1NTs Tone−two, Ttwo−one have the same classical semantics {(an, am) |
n ≤ m ≤ 2n}, but are not ∼-equivalent.

p0 p1

Transducer Tone−two

a|a

ε|ε

a|aa

q0 q1

Transducer Ttwo−one

a|aa

ε|ε

a|a

A variant of the pair Tone−two, Ttwo−one is presented in [4, Example 5], where it is claimed
without proof that no bounded regular resynchronizer exists. A proof of Claim 12 will be
obtained as a by-product of Theorem 17 and explicited in Corollary 19.

4.2 Limited traversal
The goal of this section is to exhibit a pattern characterizing families of origin graphs that
cannot be resynchronized with a bounded MSO resynchronizer.
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I Definition 13. Let σ = (u, v, orig) and σ′ = (u, v, orig′) be two origin graphs with same
input/output words. Given two input positions x, z ∈ dom(u), we say x traverses z if there
exists an output position t ∈ dom(v) with orig(t) = x and either:

x ≤ z and orig′(t) > z (left to right traversal);
x ≥ z and orig′(t) < z (right to left traversal).

Intuitively, x traverses z if x is resynchronized to some y 6= z, and z is between the two
positions x, y.

a a a a a

a a a a a

position zposition x

a a a a a

a a a a a

position z position x

position t position t

x traverses z from left to right x traverses z from right to left

Let k ∈ N, a pair of origin graphs (σ, σ′) on input/output words (u, v) is said to have
k-traversal if for every z ∈ dom(u), there are at most k distinct positions of dom(u) that
traverse z. A resynchronizer R is said to have k-traversal if every pair of origin graphs
(σ, σ′) ∈ JRK has k-traversal. A resynchronizer R has limited traversal if there exists k ∈ N
such that R has k-traversal.

For any k ∈ N we want to construct a bounded resynchronizer Rk that relates any pair
of origin graphs that have k-traversal. We will use 2k input parameters: Righti and Lefti
for i ∈ [0, k − 1]. Each parameter Righti (resp. Lefti) corresponds to a guessed set of input
positions that may be redirected to the right (resp. left), but without traversing a position of
the same set. For instance it is not possible for a position of R3 to traverse another position
of R3 from left to right. Similarly, a position of L2 cannot traverse another position of L2
from right to left. We do not a priori require any of these sets to be disjoint from each other.
We construct γ(x, y) = (x = y) ∨Rtrav ∨ Ltrav to ensure this fact, where

Rtrav =
∨

1≤i≤k

(
x ∈ Righti ∧ x < y ∧ (∀z ∈ [x+ 1, y].z 6∈ Righti)

)
verifies that positions labelled by the same Righti do not traverse each other, and Ltrav does
the same for the Lefti labels. This achieves the description of the resynchronizer Rk, which
will be proved correct in Lemmas 14 and 15.

I Lemma 14. The resynchronizer Rk is bounded.

Proof. For each potential target position y, if two sources x were labelled with the same
input parameter, either one would traverse the other, or one would be at the left of y, which
would contradict the definition of the formula. This means that if γ(x, y) is valid then either
x = y or one of the parameters is used to indicate a single x as source. There are only 2k
parameters so for every input position y there are at most 2k + 1 distinct positions x such
that γ(x, y) is valid. J

I Lemma 15. If a pair of origin graphs (σ, σ′) has k-traversal, then (σ, σ′) ∈ JRkK.

Proof sketch. We describe an algorithm performing a left to right pass of the input word,
and assigning labels Right0,Right1, . . . ,Rightk−1 to positions that are resynchronized to the
right. We always assign to a position the minimal index currently available, in order to avoid
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the right traversal of any position by another position with the same label. We then show
that under the hypothesis of k-traversal, this algorithm succeeds in finding an assignment of
labels witnessing (σ, σ′) ∈ JRkK. The same algorithm is then run in the other direction (right
to left), to assign labels Lefti. See the full version for the detailed construction. J

I Lemma 16. An MSO resynchronizer R has limited traversal if and only if it is bounded.

Proof. Let m be the number of input parameters used in R.
(⇒) Assume R is not bounded, and let k ∈ N, we want to build a pair (σ, σ′) ∈ JRK

exhibiting k-traversal. Since R is not bounded, there exists a word u ∈ Σ∗, with input
parameters Ī, a position y, and a set X of 2k + 1 distinct positions such that for all x ∈ X,
we have (u, Ī, x, y) |= γ. Without loss of generality, we can assume that there are k distinct
positions x1, . . . xk in X that are strictly to the left of y. Let a ∈ Γ be an arbitrary output
letter and v = ak. We define the origin graphs σ, σ′ on (u, v) by setting for each i ∈ [1, k] the
origin of the ith letter of v to xi in σ and to y in σ′. As witnessed by parameters Ī, we have
(σ, σ′) ∈ JRK. Moreover, the input position y − 1 is traversed from left to right by k different
sources. Since k is arbitrarily chosen, R does not have limited traversal.

(⇐) For the other direction, assume R has no limited traversal. Let A be a deterministic
automaton recognizing γ, on alphabet ΣA = Σ× Bm+2, and Q be the state space of A. Let
k ∈ N be arbitrary. There exists (σ, σ′) ∈ JRK a pair of origin graphs on words (u, v), and
a position z ∈ dom(u) such that, without loss of generality, z is traversed by K = k · |Q|
positions x1 < x2 < · · · < xK from left to right, i.e. xK ≤ z. Let Ī be the input parameters
witnessing (σ, σ′) ∈ JRK. This means that for each i ∈ [1,K] there exists yi > z with
(u, Ī, xi, yi) |= γ. Let us split the input sequence U = (u, Ī) ∈ Σ∗A according to position z:
U = wr, where the last letter of w is in position z. For each i ∈ [1,K], let wi ∈ Σ∗A be the
word w with two extra boolean components: the source is marked by a bit 1 in position xi,
and the target is left to be defined. We know that for each i there exists ri ∈ Σ∗A extending r
with a target position such that wiri is accepted by A. Let qi be the state reached by A after
reading wi. By choice of K, there exists q ∈ Q such that qi = q for k distinct values i1, . . . ik
of i. This means that for each j ∈ [1, k], we have wijri1 accepted by A, i.e. (u, Ī, xij , yi1) |= γ.
This achieves the proof that R is not bounded. J

I Theorem 17. Let T1, T2 be 2NTs. Then T1 � T2 if and only if there exists k ∈ N such
that for every σ′ ∈ JT1Ko, there exists σ ∈ JT2Ko with same input/output and (σ, σ′) has
k-traversal.

Proof. Assume such a bound k exists. By Lemma 15, for every σ′ ∈ JT1Ko there exists
σ ∈ JT2Ko such that (σ, σ′) ∈ JRkK. This implies T1 ⊆ Rk(T2), and by Lemma 14 this Rk is
bounded thus witnessing T1 � T2.

Conversely, assume that no such bound k exists, but that there is a bounded resynchronizer
R witnessing T1 � T2. By Lemma 16, R has k-traversal for some k ∈ N. By assumption,
there exists σ′ ∈ JT1Ko such that for all σ ∈ JT2Ko, (σ, σ′) does not have k-traversal. However,
there must exists σ such that (σ, σ′) ∈ JRK, contradicting the fact that R has k-traversal. J

I Remark 18. We have shown here that the resynchronizers Rk are universal: if two
transducers can be resynchronized, then this is witnessed by a resynchronizer Rk. This gives
for instance a bound on the logical complexity of the MSO formulas needed in resynchronizers:
the formula for Rk is a disjunction of formulas using only one ∀ quantifier.

Notice that unlike the existence of bounded resynchronizer, the notion of limited traversal
is directly visible on pairs of origin graphs, and is therefore useful to prove that two transducers
cannot be resynchronized. This is exemplified in the following corollary.
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I Corollary 19. The transducers from Claim 12 are not ∼-equivalent. Indeed, in both cases,
for a given input/output pair (u, v) in the relation, only one pair (σ, σ′) of origin graphs is
compatible with (u, v), and these pairs of graphs exhibit traversal of arbitrary size.

Here are visualizations of the phenomenon. The first picture shows a pair of graphs with
5-traversal for Tid , Trev, witnessed by the only origin graphs on words (a10, a10). The second
picture does the same for the two 1NTs Tone−two, Ttwo−one, which has 3-traversal on words
(a10, a15). In both cases, the input position being traversed is circled, and only origin arrows
relevant to the traversal of this position are represented.

a

a

a

a

a

a

a

a

a

a

a

a

a

a

a

a

a

a

a

a

a
Tid , Trev

a a a a a a a a aa

a a a a a a a a a a a a a a a

Tone−two, Ttwo−one

5 Undecidability of containment and equivalence

The aim of this section is to prove our main result:

I Theorem 20. Given two 2NTs T1, T2, it is undecidable whether T1 � T2.

The result remains true if T1, T2 are 1NTs, with equivalence instead of containment, and if
we restrict to any class of resynchronization that contains the “shift resynchronizations” :
for each k ∈ N, the k-shift resynchronization is defined by γ(x, y) = (y ≤ x ≤ y + k).

We will proceed by reduction from the problem BoundTape, which asks given a determ-
inistic Turing Machine M , whether it uses a bounded amount of its tape on empty input.
For completeness, we prove in the full version that this problem is undecidable, by a simple
reduction from the Halting problem. To perform the reduction from BoundTape to the �
relation, we first describe a classical construction used to encode runs of a Turing machine.

5.1 The Domino Game
Let M be a deterministic Turing Machine with alphabet A, states Q, and transition table
δ : Q × A → Q × A × {left, right}. Let q0 (resp. qf ) be the initial (resp. final) state of M ,
and B be the special blank symbol from the alphabet A, initially filling the tape.

Let # /∈ A ∪Q be a new separation symbol, and Γ = A ∪Q ∪ {#}.
We sketch here a classical idea of using domino tiles to simulate the run of a Turing

Machine, for instance to prove undecidability of the Post Correspondence Problem [11, 12].
See full version for the detailed construction of the set of tiles.

We encode successive configurations of M by words on Γ∗. The full run, or computation
history of M is encoded by a finite or infinite word HistM ∈ Γ∗ ∪ Γω. We use a set of tiles
DM = {(ui, vi) ∈ (Γ∗)2 | i ∈ Σ}, where Σ is a finite alphabet of tile indexes. These tiles are
designed to simulate the run of M in the following sense (recall that v stands for prefix):

I Lemma 21. Let λ = i1 . . . ik ∈ Σ∗ be a sequence of tile indexes. Let uλ = ui1 . . . uik , and
vλ = q0#vi1 . . . vik . If λ is such that uλ v vλ, then we have vλ v HistM .
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We give here an example of how a run of M is encoded, and how it is reflected on tiles:

I Example 22. Consider the run of M encoded by q0#q0B#aq1#aq1B#q2ab# ∈ Γ∗. This
is reflected by the following sequences of tiles:

λ :
uλ :
vλ : q0#

i1

q0#

q0B#

i2

q0B

aq1

i3

#

#

i4

a

a

i5

q1#

q1B#

i6

aq1B

q2ab

i7

#

#

5.2 From tiles to transducers
We now build two 1NTs Tup and Tdown, based on the tiles of DM . The input alphabet
of these transducers is the set Σ of indexes of tiles of DM . The output alphabet is Γ.
Roughly, on input i, Tup outputs ui and Tdown outputs vi. Additionally, Tup is allowed to
non-deterministically start outputting a word that is not a prefix of ui, and from there output
anything in Γ∗. The transducer Tup is also allowed to output anything after the end of the
input. The transducer Tdown starts by outputting q0# at the beginning of the computation,
so that on input λ ∈ Σ∗ it outputs vλ.

The transducers Tup, Tdown are pictured here, with Wi = {u ∈ Γ∗, |u| ≤ |ui|, u 6v ui}:

p0

pfail

p1

Transducer Tup

i|ui
i|Wi

i|ε, ε|Γ

ε|ε

ε|Γ

s0 s1

Transducer Tdown

ε|q0#

i|vi

The main idea of this construction is that if λ = i1 . . . ik ∈ Σ∗ is such that uλ v vλ follow
HistM as in Example 22, then on input λ, Tdown outputs vλ, the only matching computation
of Tup starts by outputting uλ, and the bound on traversal will (roughly) match the size of
the tape used by M in this prefix of the computation. Indeed, if Tup and Tdown output the
encoding of the same configuration of size K on disjoint inputs, it witnesses a traversal of
size roughly K (“roughly” because tiles allow up to three output letters on one input letter).
The extra part of Tup is used to guarantee that JTdownK ⊆ JTupK holds, even in cases when
the input λ does not correspond to a prefix of the computation of M .

I Example 23. Let λ = i1i2 . . . i7 be the sequence of tile indexes from Example 22. We
show here a 2-traversal exhibited by Tup, Tdown on input λ. The traversed input position is
circled, and only arrows relevant to the traversal of this position are represented.

i1 i2 i3 i5 i6 i7i4

q0 # q0 B # a q1 # a q1 B # q2 a b #

Tup, Tdown

I Theorem 24. We have Tdown � Tup if and only if M ∈ BoundTape.
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Proof. First, assume M ∈ BoundTape, let K be the bound on the tape size used by M .
Let R be the resynchronization that shifts by at most K + 2 positions to the left, via
γ(x, y) = (y ≤ x) ∧ (x ≤ y +K + 2). We claim that Tdown ⊆ R(Tup). It is clear that R is
bounded. Let σ′ ∈ JTdownKo be an origin graph (λ, v, orig′). Notice that by definition of
Tdown, we have v = vλ = q0#vi1 . . . vin on input λ = i1 . . . in. We now distinguish two cases:

If uλ v vλ, then by Lemma 21, we have vλ v HistM . The transducer Tup is able to
output vλ without going through the state pfail , with a shift of one configuration as seen
in Example 23. It only needs to pad uλ with the last configuration in state p1. Let σ
be the origin graph for this run. Since the encoding of a configuration has size at most
K + 2, we have (σ, σ′) ∈ JRK.
If uλ 6v vλ, let λ′ v λ be the longest prefix such that uλ′ v vλ . Now in order to output
vλ, the transducer Tup has to output uλ′ in p0 when processing λ′. After processing λ′,
the transducer Tup is forced to move to state pfail in order to match the output of Tdown .
From this state Tup is allowed to output anything from any positions, so in particular
there exists a run where the remaining output of vλ′ is produced immediately, then Tup
synchronizes with Tdown during the next configuration encoding, and finally the rest of
the desired output vλ is produced on the same input positions as in Tdown. As before,
the shift when processing λ is at most K + 2, and therefore this run induces an origin
graph σ with (σ, σ′) ∈ JRK.

We now assume M /∈ BoundTape. We want to use Theorem 17 to conclude that
Tdown 6� Tup. Let k ∈ N, and λ ∈ Σ∗ such that uλ v vλ and uλ is a prefix of HistM
witnessing a configuration of size k + 2. Let σ′ be the only origin graph of Tdown on input
λ, with output vλ. There is only one way for Tup to output vλ on input λ: it is by using
a run avoiding pfail . Let σ ∈ JTupKo be the corresponding origin graph. Since Tup is one
configuration behind, and since a configuration of size k + 2 is produced by at least k inputs,
the pair (σ, σ′) has a position traversed k times. This is true for arbitrary k, so by Theorem
17, we can conclude that Tdown 6� Tup. J

Since BoundTape is undecidable, this achieves the proof of Theorem 20.
Notice that in the case where M ∈ BoundTape, the resynchronization does not need

parameters, and can be restricted to some simple classes of resynchronizations. This is stated
in the following corollary:

I Corollary 25. Given T1, T2 two 1NTs, it is undecidable whether T1 � T2. This result
still holds when considering any restricted class of resynchronizers that contains the k-shift
resynchronizers.

We can also strengthen the above proof to show undecidability of equivalence up to some
unknown resynchronization:

I Theorem 26. Given T1, T2 two 1NTs, it is undecidable whether T1 ∼ T2.

Proof. It suffices to take T ′down = Tdown ∪ Tup in the above proof. This way we clearly have
Tup � T ′down , and the other direction T ′down � Tup is equivalent to Tdown � Tup, so it reduces
to BoundTape as well. J

Finally, let us mention that this proof allows us to recover and strengthen undecidability
results on rational transducers from [4]. We recall the definition of rational transducers in
the full version.

Since the shift resynchronizations are rational, and that any rational resynchronization is
in particular bounded regular [4, Theorem 3], our reduction can be used in particular as an
alternative proof of undecidability of rational resynchronization synthesis, shown in [4] via
one-counter automata. This means we directly obtain this corollary:
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I Corollary 27. Given two 1NTs T1, T2 such that JT1K ⊆ JT2K, it is undecidable whether
there exists a rational resynchronizer Rrat such that T1 ⊆ Rrat(T2).

We can further strengthen the result via the following theorem:

I Theorem 28. Given two 1NTs T1, T2 and a regular resynchronizer Rreg such that T1 ⊆
Rreg(T2), it is undecidable whether there exists a rational resynchronizer Rrat such that
T1 ⊆ Rrat(T2).

Due to space constraints, the proof is presented in the full version.

6 Conclusion

In this work we investigated the containment relation on transducers up to unknown regular
resynchronization. We showed that this relation forms a pre-order, strictly between classical
containment and containment with respect to origin semantics. We introduced a syntactical
condition called limited traversal, characterizing resynchronizable transducers pairs. Using
this tool we proved that the resynchronizer synthesis is undecidable already in the case of
1NTs, while the problem was left open for 2NTs in [4].

We leave open the decidability of the resynchronizability relation on functional transducers.
Since our construction highly uses non-functionality, it seems a different approach is needed.
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Abstract
A regular language R of finite words induces three repetition languages of infinite words: the language
lim(R), which contains words with infinitely many prefixes in R, the language ∞R, which contains
words with infinitely many disjoint subwords in R, and the language Rω, which contains infinite
concatenations of words in R. Specifying behaviors, the three repetition languages provide three
different ways of turning a specification of a finite behavior into an infinite one. We study the
expressive power required for recognizing repetition languages, in particular whether they can always
be recognized by a deterministic Büchi word automaton (DBW), the blow up in going from an
automaton for R to automata for the repetition languages, and the complexity of related decision
problems. For lim R and ∞R, most of these problems have already been studied or are easy. We focus
on Rω. Its study involves some new and interesting results about additional repetition languages, in
particular R#, which contains exactly all words with unboundedly many concatenations of words in
R. We show that Rω is DBW-recognizable iff R# is ω-regular iff R# = Rω, and there are languages
for which these criteria do not hold. Thus, Rω need not be DBW-recognizable. In addition, when
exists, the construction of a DBW for Rω may involve a 2O(n log n) blow-up, and deciding whether Rω

is DBW-recognizable, for R given by a nondeterministic automaton, is PSPACE-complete. Finally,
we lift the difference between R# and Rω to automata on finite words and study a variant of
Büchi automata where a word is accepted if (possibly different) runs on it visit accepting states
unboundedly many times.
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1 Introduction

Finite automata on infinite objects were first introduced in the 60’s, and were the key to
the solution of several fundamental decision problems in mathematics and logic [6, 14, 17].
Today, automata on infinite objects are used for specification, verification, and synthesis of
nonterminating systems. The automata-theoretic approach reduces questions about systems
and their specifications to questions about automata [11, 22], and is at the heart of many
algorithms and tools. Industrial-strength property-specification languages such as the IEEE
1850 Standard for Property Specification Language (PSL) [7] include regular expressions
and/or automata, making specification and verification tools that are based on automata
even more essential and popular.
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59:2 On Repetition Languages

One way to classify an automaton is by the type of its branching mode, namely whether
it is deterministic, in which case it has a single run on each input word, or nondeterministic,
in which case it may have several runs, and the input word is accepted if at least one of them
is accepting. A run of an automaton on finite words is accepting if it ends in an accepting
state. A run of an automaton on infinite words does not have a final state, and acceptance is
determined with respect to the set of states visited infinitely often during the run. Another
way to classify an automaton on infinite words is the class of its acceptance condition. For
example, in Büchi automata, some of the states are designated as accepting states, and a
run is accepting iff it visits states from the accepting set infinitely often [6].

The different classes of automata have different expressive power. For example, unlike
automata on finite words, where deterministic and nondeterministic automata have the
same expressive power, deterministic Büchi automata (DBWs) are strictly less expressive
than nondeterministic Büchi automata (NBWs). That is, there exists a language L over
infinite words such that L can be recognized by an NBW but cannot be recognized by a
DBW. The different classes also differ in their succinctness. For example, while translating
a nondeterministic automaton on finite words (NFW) into a deterministic one (DFW) is
always possible, the translation may involve an exponential blow-up [19].

There has been extensive research on expressiveness and succinctness of automata on
infinite words [21, 9]. Beyond the theoretical interest, the research has received further
motivation with the realization that many algorithms, like synthesis and probabilistic model
checking, need to operate on deterministic automata [5, 4], as well as the discovery that
many natural specifications correspond to DBWs. In particular, it is shown in [10] that given
a linear temporal logic (LTL) formula ψ, there is an alternation-free µ-calculus (AFMC)
formula equivalent to ∀ψ iff ψ can be recognized by a DBW. Since AFMC is as expressive as
weak alternating automata and the weak monadic second-order theory of trees [18, 16, 3],
this relates DBWs also with them.

Proving that NBWs are more expressive than DBWs, Landweber characterized languages
that are DBW-recognizable as these that are the limit of some regular language on finite
words. Formally, for an alphabet Σ and a language R ⊆ Σ∗, we define lim(R) as the set of
infinite words in Σω that have infinitely many prefixes in R. For example, if R = (0 + 1)∗ · 0,
namely the set of finite words over {0, 1} that end with a 0, then lim(R) = ((0 + 1)∗ · 0)ω,
namely the set of words with infinitely many 0’s. On the other hand, we cannot point to a
language R such that lim(R) is the set of all words with only finitely many 0’s. Landweber
proved that a language L ⊆ Σω is DBW-recognizable iff there is a regular language R such
that L = lim(R) [12].

Beyond the limit operator, another natural way to obtain a language of infinite words
from a language R of finite words is to require the words in R to repeat infinitely often. This
actually induces two “repetition languages”. The first is ∞R, where w ∈ ∞R iff w contains
infinitely many disjoint subwords in R. Formally, ∞R = {Σ∗ · w1 · Σ∗ · w2 · Σ∗ · w3 · · · :
wi ∈ R for all i ≥ 1 }. The second is Rω, where w ∈ Rω iff w is an infinite concatenation
of words in R. Formally, Rω = {w1 · w2 · w3 · · · : wi ∈ R for all i ≥ 1}. For example, for
the language R = (0 + 1)∗ · 0 above, we have lim(R) = ∞R = Rω = ((0 + 1)∗ · 0)ω. In
order to see that the three repetition languages may be different, consider the language
R = 0·(0+1)∗ ·0, namely of all words that start and end with 0. Now, lim(R) = 0·((0+1)∗ ·0)ω,
∞R = ((0 + 1)∗ · 0)ω, and Rω = 0 · ((0 + 1)∗ · 0 · 0)ω. When specifying on-going behaviors,
the three repetition languages induce three different ways for turning a finite behavior into
an infinite one. For example, if R = call · true∗ · return describes a sequence of events that
starts with a call and ends with a return, then limR describes behaviors that start with a
call followed by infinitely many returns, ∞R behaviors with infinitely many calls and returns,
and Rω behaviors with infinitely many successive calls and returns.
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In this paper we study expressiveness, succinctness, and complexity of repetition languages.
We start with expressiveness, where we examine which of the repetition languages are ω-
regular, and for those that are ω-regular, whether they are also DBW-recognizable. By [12],
for lim(R) the answer is positive – it is DBW-recognizable for all regular languages R. For a
finite regular language R, we show that Rω = lim(R∗), implying a positive answer too. Our
main result is a negative answer in the general Rω case: we point to a regular language R
such that Rω is not DBW-recognizable. In order to find such a language, we study repetition
languages in general, and introduce the language R# = {w ∈ Σω : for all i ≥ 1 there exists
a prefix of w in Ri}, namely the language of exactly all words with unboundedly many
concatenations of words in R. As detailed below, R# is strongly related to Rω and turns
out to be also strongly related to our question. We show that when R# is ω-regular, then
R# = Rω, in which case, by Landweber’s characterization of DBW-recognizable languages
as countable intersections of open sets in the product topology over Σω, both are DBW-
recognizable. In other words, we show (Theorem 5) that R# is ω-regular iff R# = Rω iff Rω

is DBW-recognizable.
The above characterization enables us to point to a language R that does not satisfy the

three criteria (Theorem 9). In short, R = $ + (0 · {0, 1, $}∗ · 1). It is easy to see that for every
word w ∈ Rω, if w contains infinitely many 1’s, then w contains infinitely many 0’s. Hence,
the word w = 011$1$$1$$$1$$$$ · · · = 0 ·

∏∞
k=0 1$k is not in Rω, yet for all i ≥ 1, its prefix

0 ·
∏i

k=0 1$k = (0 · (
∏i−1

k=0 1$k) · 1) · $i is in Ri, and so w ∈ R#. It follows that w ∈ R# \Rω,
which by our characterization implies that Rω is not DBW-recognizable. We also study the
problem of deciding, given an NFW A, whether L(A)ω is DBW-recognizable, and show that
it is PSPACE-complete. We lift the difference between R# and Rω to automata on finite
words and define the #-language of a Büchi automaton A as the set of words w such that
for all i ≥ 1, there is a run of A on w that visits the set of accepting states at least i times.
We show that the #-language of A is ω-regular iff the #-language of A coincides with its
ω-regular language, iff L(A) is DBW-recognizable.

We continue and study the size of automata for the repetition languages. We consider the
cases R is given by a DFW or an NFW, and the automaton for the repetition language is a
DBW or an NBW. By [12], going from a DFW for R to a DBW for lim(R) involves no blow
up – we only have to view the DFW as a Büchi automaton. We show that the cases of ∞R
and Rω are more complicated, and involve a 2O(n) and a 2O(n log n) blow-up, respectively.
Beyond the relevancy to our study, the family of languages we use is a new witness to the
known lower bound for NBW determinization [13]. The succinctness analysis for the cases
the automata for the repetition languages are nondeterministic are much easier, as we show
that, except for the case of lim(R), simple constructions with no blow-ups are possible, even
when we start with an NFW for R. For the case of lim(R), going from an NFW for R to an
NBW for lim(R) is not trivial and the best known upper bound is O(n3) [2]. Our results are
summarized in Section 7.

Due to lack of space, some proofs are omitted and can be found in the full version, in the
authors’ URLs.

2 Preliminaries

2.1 Automata
An alphabet Σ is a finite set of letters. A word over Σ is a finite or infinite sequence
w = σ1, σ2, σ3, · · · of letters from Σ. We use |w| to denote the length of w, with |w| =∞ for
an infinite word w. For 1 ≤ i ≤ |w|, we use w[i] to denote σi, that is, the i-th letter in w,
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59:4 On Repetition Languages

and for 1 ≤ i ≤ j ≤ |w|, we use w[i, j] to denote the infix σi, σi+1, · · · , σj of w. We use Σ∗
and Σω to denote the set of all finite and infinite words over Σ, respectively. For two words
x ∈ Σ∗ and y ∈ Σ∗ ∪Σω, we use x · y to denote the concatenation of x and y. We say that x
is a prefix of a w, denoted x ≺ w, if there is 1 ≤ i ≤ |w| such that x = w[1, i]. Equivalently,
if x 6= ε, and there is y ∈ Σ∗ ∪ Σω, such that x · y = w. Thus, y = [i+ 1, |w|], and we call it
a suffix of w. Note that we do not consider the empty word ε as a prefix of a word.

A nondeterministic automaton is A = 〈Σ, Q, δ,Q0, α〉, where Σ is a finite input alphabet,
Q is a finite set of states, δ : Q× Σ→ 2Q is a transition function, Q0 ⊆ Q is a set of initial
states, and α ⊆ Q is an acceptance condition. Intuitively, δ(q, σ) is the set of states A may
move to when reading the letter σ from state q. Formally, a run of A on a word w is the
function r : {i ∈ N0 : 0 ≤ i ≤ |w|} → Q, such that r(0) ∈ Q0, i.e., the run starts from an
initial state, and for all i ≥ 0, we have that r(i+ 1) ∈ δ(r(i), σi+1), i.e., the run obeys the
transition function. Note that as A may have several initial states and the transition function
may specify several possible successor states, the automaton A may have several runs on w.
If |Q0| = 1 and for all q ∈ Q and σ ∈ Σ, it holds that |δ(q, σ)| = 1, then A has a single run
on w, and we say that A is deterministic. We sometimes refer to a run r also as a sequence
of states; that is, r = r(0), r(1), . . . ∈ Q|w|+1.

When A runs on finite words, the run r is finite, and it is accepting iff it ends in an
accepting state, thus r(|w|) ∈ α. When A runs on infinite words, acceptance depends
on the set inf(r), of the states that r visits infinitely often. Formally inf(r) = {q ∈ Q :
for infinitely many i ∈ N, we have that r(i) = q}. As Q is finite, the set inf(r) is guaranteed
not to be empty. In Büchi automata, the run r is accepting iff inf(r) ∩ α 6= ∅. Otherwise, r
is rejecting. The automaton A accepts a word w if there exists an accepting run r of A on w.
The language of A, denoted L(A), is the set of words that A accepts. We also say that A
recognizes L(A).

We use three letter acronyms in {D,N}×{F,B}×{W} to denote classes of word automata.
The first letter indicates whether the automaton is deterministic or nondeterministic, and
the second letter indicates whether it is an automaton on finite words or a Büchi automaton
on infinite words. For example, DBW is a deterministic Büchi automaton.

Throughout the paper, we use R and L to represent languages of finite and infinite words,
respectively. A language R ⊆ Σ∗ is finite if |R| < ω, where |R| is the cardinality of R as
a set. A language R ⊆ Σ∗ is regular if there is an NFW that recognizes R. Likewise, a
language L ⊆ Σω is ω-regular if there is an NBW that recognizes L. We sometimes refer
to the three-letter acronyms as describing sets of languages, thus NBW is also the set of
ω-regular languages, and DBW is its subset of languages recognizable by DBW.

2.2 Repetition languages
Consider a language R ⊆ Σ∗, and assume ε /∈ R. We refer to R as the base language and
define the following repetition languages of words induced by R. We start with languages of
finite words:
1. For i ≥ 0, we define Ri = {w1 · w2 · · ·wi : wj ∈ R for all 1 ≤ j ≤ i}.
2. R∗ =

⋃
i≥0 R

i.
3. R+ =

⋃
i≥1 R

i.
We continue with languages of infinite words:
3. lim(R) = {w ∈ Σω : w[1, i] ∈ R for infinitely many i’s}.
4. ∞R = {Σ∗ · w1 · Σ∗ · w2 · Σ∗ · w3 · · · : wi ∈ R for all i ≥ 1 }.
5. Rω = {w1 · w2 · w3 · · · : wi ∈ R for all i ≥ 1}.
6. R# = {w ∈ Σω : for all i ≥ 1 there exists j ≥ 1 such that w[1, j] ∈ Ri}.
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Thus, Ri, R∗, R+, and Rω are the standard bounded, finite, finite and positive, and
infinite concatenation operators. Then, lim(R) contains exactly all infinite words with
infinitely many prefixes in R, and∞R contains exactly all infinite words with infinitely many
disjoint infixes in R. Finally, R# contains exactly all words with prefixes with unboundedly
many concatenations of words in R. The language R# may seem equivalent to Rω, and the
difference between Rω and R# is in fact one of our main results.

I Example 1. Let R = (0 + 1)∗ · 0. Then, lim(R) =∞R = Rω = R# =∞0.
Now, let R = {0n · 1m, 1n · 0m : 0 ≤ m ≤ n}. While R is not regular, we have that

lim(R) = {0ω, 1ω} and ∞(R) = Rω = R# = {0, 1}ω are in DBW.
Finally, for all R ⊆ Σ∗, we have Rω ⊆ lim(R∗) and Rω ⊆ ∞R. Thus, Rω ⊆ lim(R∗)∩∞R.

One may suspect that Rω = lim(R∗)∩∞R. As a counterexample, consider R = 0 · (0 + 1)∗ ·0.
Then, Rω = 0 · ((0 + 1)∗ · 0 · 0)ω, lim(R∗) = 0 · ((0 + 1)∗ · 0)ω, and ∞R = ((0 + 1)∗ · 0)ω =∞0.
Thus, the word 0 · (1 · 0)ω is in lim(R∗) ∩ (∞R) but is not in Rω. J

As another warm up, we state the following lemma, which would be helpful in the sequel.

I Lemma 2. Consider languages R ⊆ Σ∗ and P ⊂ Σω such that ε /∈ R. If P ⊆ R · P , then
P ⊆ Rω.

Proof. Consider a word w0 ∈ P . Since P ⊆ R · P , then w0 = x1 · w1, for some x1 ∈ R
and w1 ∈ P . Have defined x1, . . . , xi ∈ R and wi ∈ P , such that w0 = x1 · · ·xi · wi, we can
continue and define xi+1 ∈ R and wi+1 ∈ P such that wi = xi+1 · wi+1. Overall, we have
defined {xi}∞i=1 ⊆ R such that w0 = x1 · x2 · x3 · · · . Hence, w0 ∈ Rω, and we are done. J

Note that if ε ∈ R, then P ⊆ R · P trivially holds for all P ⊆ Σω, whereas possibly
P 6⊆ Rω. Also, if ε ∈ R, then ∞R, Rω, and R# as defined above include also finite words,
in particular ε is a member of all of those languages. In order to circumvent the technical
issues that the above entails, for R ⊆ Σ∗ such that ε ∈ R, we define ∞R = ∞(R \ {ε}),
Rω = (R \ {ε})ω, and R# = (R \ {ε})#, and accordingly assume, throughout the paper, that
ε /∈ R.

We conclude the preliminaries with the case the base language R is finite. As we shall
see, then Rω = R# = lim(R∗), implying that they are all in DBW.

I Theorem 3. For every finite language R ⊆ Σ∗, we have that Rω = R# = lim(R∗).

Proof. Consider a finite language R ⊆ Σ∗. We prove that Rω ⊆ lim(R∗) ⊆ R# ⊆ Rω. First,
it is easy to see, regardless of R being finite, that Rω ⊆ lim(R∗).

We prove that lim(R∗) ⊆ R#. Clearly Rn+1 · Σω ⊆ Rn · Σω, and thus we only need to
show that for all w ∈ lim(R∗), we have that w ∈ Rn · Σω for infinitely many n’s. Since R is
finite, there exists some k ≥ 1 such that for all x ∈ R, we have that |x| ≤ k. It follows that
for all x ∈ R∗, if |x| ≥ m · k, then x ∈ Rn for some n ≥ m. Consider some word w ∈ lim(R∗).
By definition, w has infinitely many prefixes in R∗, thus for all m ≥ 1, there exists a prefix
x ∈ R∗ of w such that |x| ≥ m ·k. Hence, x ∈ Rn for some n ≥ m, implying that w ∈ Rn ·Σω

for infinitely many n’s, and we are done.
It is left to prove that R# ⊆ Rω. Consider a word w ∈ R#. Intending to use König’s

Lemma, we build a tree with set of nodes V = {(x, i) : x ≺ w and x ∈ Ri}. Since w ∈ R#,
the set V is infinite. As the parent of a node (x, i + 1) ∈ V , we set some (y, i) ∈ V that
satisfies x = y · z for some z ∈ R. Since x ∈ Ri+1, such a prefix y exists. Note that there
might be several y’s and only a single (y, i) is chosen to be the parent of (x, i+ 1). Observe
that all nodes (x, i) are connected to (ε, 0) by a single path of length i, and thus we have
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59:6 On Repetition Languages

defined an infinite tree above V . The out degree of each node is bounded by |R| < ∞.
Hence, by König’s Lemma, the tree has an infinite path π = 〈(ε, 0), (x1, 1), (x2, 2), . . .〉. By
construction, for all i ≥ 0 there exists some yi such that xi+1 = xi · yi and yi ∈ R. It follows
that w = y1 · y2 · · · , and hence w ∈ Rω, and we are done. J

For every regular language R ⊆ Σ∗, the language R∗ is regular. Hence, by [12], the
language lim(R∗) is in DBW, and so Theorem 3 implies the following.

I Corollary 4. For every finite language R ⊆ Σ∗, we have that Rω and R# are in DBW.

As we shall see in Section 3, the case of an infinite base language R is much more difficult.

3 Expressiveness

In this section we examine which of the repetition languages are ω-regular, and for these
that are ω-regular, whether they are also DBW-recognizable. Note that going in the other
direction need not be possible. For example, the language L = 0 · 1ω is DBW-recognizable,
but there is no regular language R such that L = ∞R, L = R#, or L = Rω. By [12], a
language L ⊆ Σω is in DBW iff there exists a regular language R ⊆ Σ∗ such that L = lim(R).
In particular, this means that for every R ⊆ Σ∗ regular, we have that lim(R) ∈ DBW. We
study this question for ∞R, Rω, and R#.

It is well known that for every regular language R, the language Rω is ω-regular. This
follows, for example, from the translation of ω-regular expressions to NBWs. Studying
whether Rω is always DBW-recognizable is much harder, and is our main result:

I Theorem 5. For all regular languages R ⊆ Σ∗, the following are equivalent.
(1) Rω = R#.
(2) Rω is in DBW.
(3) R# is ω-regular.

The proof of Theorem 5 is partitioned into Lemmas 6, 7, and 8.

I Lemma 6. [(1) → (2) and (3)] If Rω = R#, then Rω is in DBW and R# is ω-regular.

Proof. By Landweber’s Theorem [12], an ω-regular language L is in DBW iff L is a countable
intersection of open sets in the product topology over Σω, induced by the discrete topology
over Σ. Specifically, the topology that is induced by the basis B = {Nx : x ∈ Σ∗}, where
Nx = x · Σω. That is, A ⊆ Σω is an open set in the product topology if there is a B ⊆ Σ∗
such that A = ∪x∈BNx = B · Σω. Equivalently, the topology induced by the metric
d : Σω × Σω → R≥0, defined d(x, y) = 1

2n , where n is the first position that x and y differ,
and d(x, y) = 0, if x = y. That is, A ⊆ Σω is an open set if for all x ∈ A there exists γ > 0
such that {y : d(x, y) < γ} ⊆ A.

As discussed above, an open set is a set of the form K · Σω for some K ⊆ Σ∗. Thus,
Landweber’s Theorem states that an ω-regular language L is in DBW iff there exists {Ki}i∈N,
Ki ⊆ Σ∗, such that L =

⋂
i Ki · Σω. By definition, the language R# fulfills the topological

condition in Landweber’s Theorem. Hence, if R# is ω-regular, then R# is in DBW.
Since R is regular, the language Rω is ω-regular. Thus, R# = Rω is ω-regular, and by

the above, both are also in DBW. J

I Lemma 7. [(2) → (1)] If Rω is in DBW , then Rω = R#.
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Proof. Since, by definition, Rω ⊆ R#, we only have to prove that R# ⊆ Rω. Assume that
A = 〈Σ, Q, q0, δ, α〉 is a DBW for Rω. Let n = |Q|. Consider a word w ∈ R#, and let
r : N → Q be the run of A on w. Let t be a position from which r is contained in inf(r),
i.e., for all t′ ≥ t, we have that r(t′) ∈ inf(r). Let w = w1 · w2 · · ·wt+n · y be a partition of
w to words such that for all 1 ≤ j ≤ t + n, we have that wj ∈ R. Since w ∈ R#, such a
partition exists. Let qj = r(|w1 · · ·wj |), i.e., qj is the state A reaches when reading the prefix
w1 · · ·wj . Observe that since there are only n states, there must exist indices j1 and j2 such
that t ≤ j1 < j2 ≤ t+ n and qj1 = qj2 .

Consider the word w′ = w1 · w2 · · ·wj1 · (wj1+1 · · ·wj2)ω, and let r′ be the run of A on
w′. Since all the words wj are in R, then w′ ∈ Rω, and so inf(r′) ∩ α 6= ∅. Moreover,
since |w1 · · ·wj1 | ≥ t and wj1+1 · · ·wj2 closes a cycle from qj1 , then inf(r′) ⊆ inf(r). Hence,
inf(r) ∩ α 6= ∅. Thus, the run of A on w is accepting, and so w ∈ Rω. J

I Lemma 8. [(3) → (1)] If R# is ω-regular, then Rω = R#.

Proof. Since, by definition, Rω ⊆ R#, we only have to prove that R# ⊆ Rω. Let R ⊆ Σ∗ be
such that R# is ω-regular. Then, as Rω is ω-regular, so is K = R# \Rω. Let A be an NBW
for K. Assume by way of contradiction that L(A) 6= ∅. There exist some accepting state q
that is reachable from both an initial state by a path labeled with some u ∈ Σ∗, and from
itself by a cycle labeled with some v ∈ Σ∗. Thus, the word w = u.vω is a lasso-shaped word
in L(A). Let x be a prefix of w with x ∈ R|u|+|v|, and let x = y0.y1...y|v| be a partition of x
such that y0 ∈ R|u| and yi ∈ R for all i > 0. Note that |y0| ≥ |u|, thus for i > 0, the yi’s are
nonempty subwords of {v}+. For 0 ≤ i ≤ |v|, let ki be the position in v that is reached after
reading y0.y1...yi. I.e., ki = j, for 0 ≤ j ≤ |v| − 1, such that y0...yi = u.vt.v[1, j] for some
t ≥ 0. For example, if y0 = u.v, then k0 = 0, and if y0.y1 = u.v.v.v[1, 2], then k1 = 2. Since
0 ≤ ki ≤ |v| − 1 for all 0 ≤ i ≤ |v|, there are indices i and j such that i < j, and ki = kj .
Therefore, there exist t1, t2 ≥ 0 such that the following hold:
1. z1 = y0...yi = u.vt1 .v[1, ki] ∈ R+, and
2. z2 = yi+1...yj = v[ki + 1, |v|].vt2 .v[1, kj ] = v[ki + 1, |v|].vt2 .v[1, ki] ∈ R+.
Clearly, z1.(z2)ω ∈ Rω. Also, (z2)ω = v[ki + 1, |v|].vω, thus z1.(z2)ω = u.vω = w. Thus,
w ∈ Rω, contradicting the assumption that L(A) = R# \ Rω. Hence, L(A) = ∅; thus
R# ⊆ Rω. J

This completes the proof of Theorem 5. We now show that the theorem is not trivial, thus
there is a language R that does not satisfy the three criteria in the theorem, in particular
the criteria about DBW, which is our main interest.

I Theorem 9. There exists a regular language R ⊆ Σ∗, such that Rω is not in DBW.

Proof. We define the regular language R ⊆ {0, 1, $}∗ by the regular expression R = ($ + 0 ·
{0, 1, $}∗ · 1). It is easy to see that for every word w ∈ Rω, if w contains infinitely many 1’s,
then w contains infinitely many 0’s. Indeed, the only way to have only finitely many 1’s in a
word in Rω is to have an infinite tail of $’s. Hence, the word

w = 011$1$$1$$$1$$$$1$$$$$ . . . = 0 ·
∞∏

i=0
1$i

is not in Rω. We prove that w ∈ R#. For n ∈ N, consider the word wn = 0 ·
∏n

i=0 1$i =
(0 · (

∏n−1
i=0 1$i) · 1) · $n. It is easy to see that wn ∈ Rn+1. Since all of the wn’s are prefixes of

w, it follows that w ∈ R#.
Thus, w ∈ R# \Rω, implying that R# 6= Rω. Then, by Theorem 5, we have that Rω is

not in DBW, and we are done. J
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I Corollary 10. For every regular language R ⊆ Σ∗, we have that Rω is ω-regular. Yet, Rω

need not be in DBW, and R# need not be ω-regular.

We continue to ∞R, showing it is an easy special case of Rω. Given a regular language
R ⊆ Σ∗, let P = Σ∗ · R. It is easy to see that ∞R = Pω. As we argue below, the special
form of P implies it satisfies all the three criteria in Theorem 5:

I Theorem 11. For every regular language R ⊆ Σ∗, we have that (Σ∗ ·R)# = (Σ∗ ·R)ω.

Proof. Let P = Σ∗ ·R. We prove that P# ⊆ P · P#. By Lemma 2, the latter implies that
P# = Pω. Consider a word w ∈ P#, and let x0 ≺ w be a word of minimal length such
that x0 ∈ P . Let w′ ∈ Σω be such that w = x0 · w′. We prove that w′ ∈ P#, implying
that w ∈ P · P#. For all i ≥ 1, let xi · yi ≺ w, with xi ∈ P and yi ∈ P i. Note that by the
minimality of x0, it holds that x0 ≺ xi for all i ≥ 1. Now, for all i ≥ 1, let zi ∈ Σ∗ be the
suffix of xi, with xi = x0 · zi, and consider ui = zi · yi ≺ w′. Observe that for all i ≥ 1 we
have ui ∈ Σ∗ · P i = (Σ∗ ·R) · P i−1 = P i. Hence, w′ ∈ P#. J

I Corollary 12. For every regular language R ⊆ Σ∗, the language ∞R is in DBW.

4 Complexity

In this section we study the complexity of deciding, given an NFW A, whether L(A)ω is
DBW-recognizable. We first describe a simple linear translation of an NFW for R to an
NBW for Rω.

I Theorem 13. For every NFA A with n states, there exists an NBW A′ with O(n) states
such that L(A′) = L(A)ω.

Proof. First observe that if A is simple, thus it has a single initial state that is also the only
accepting state, then the language of A, when viewed as an NBW, is L(A)ω. Given a NFW
A with n states, we can construct a simple NFW A′ with n+ 1 states that recognizes L(A)∗.
Thus, the language of A′ when viewed as an NBW is (L(A)∗)ω = L(A)ω. In the full version,
we give the complete construction. J

I Theorem 14. Consider an NFA A. Deciding whether L(A)ω is DBW-recognizable is
PSPACE-complete.

Proof. We start with the upper bound. As described in the proof of Theorem 13, given
an NFW A with n states, we can construct an NBW for L(A)ω with n+ 1 states. By [10],
deciding whether the language of a given NBW is DBW-recognizable can be done in PSPACE.
Hence, membership in PSPACE for our result follows.

For the lower bound, we describe a logspace reduction from the universality problem
for NFWs, proved to be PSPACE-hard in [15]. For two alphabets Σ1 and Σ2, and two
words w1 ∈ Σω

1 and w2 ∈ Σω
2 , let w1 ⊕ w2 ∈ (Σ1 × Σ2)ω be the word obtained by merging

w1 and w2. Formally, if w1 = σ1
1 · σ1

2 · σ1
3 · · · and w2 = σ2

1 · σ2
2 · σ2

3 · · · , then w1 ⊕ w2 =
〈σ1

1 , σ
2
1〉 · 〈σ1

2 , σ
2
2〉 · 〈σ1

3 , σ
2
3〉 · · · . We use the operator ⊕ also for merging two finite words

w1 ∈ Σ∗1 and w2 ∈ Σ∗1 of the same length. Note that then, |w1 ⊕ w2| = |w1| = |w2|.
Consider an NFW A over some alphabet Σ, and assume ⊥ /∈ Σ. Consider the language

R = $∗ + 0 · {0, 1, $}∗ · 1. Note that R is similar to the language used in the proof of
Theorem 9 – here we include in R words in $∗. This does not change R# or Rω, and the
word 0 ·

∏∞
i=0 1 · $i is in R# \Rω, witnessing that Rω is not DBW-recognizable.
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We define the language RA over the alphabet (Σ ∪ {⊥})× {0, 1, $} as follows.

RA = {(w1 · ⊥)⊕ w2 : w1 ∈ L(A) or w2 ∈ R} .

Note that since NFWs for R and for (Σ∪{⊥})∗ · ⊥ are of a fixed size, the size of an NFW
for RA is linear in the size of A and it can be constructed from A in logspace. We prove that
L(A) = Σ∗ iff Rω

A ∈ DBW. First, observe that if L(A) = Σ∗, then Rω
A = (∞⊥)⊕ {0, 1, $}ω,

and so Rω
A ∈ DBW. For the other direction, assume that L(A) 6= Σ∗, and consider a word

x ∈ Σ∗ \ L(A). Let wx = (x · ⊥)ω. Observe that for every partition y1 · y2 · y3 · · · of wx into
subwords with yi ∈ (Σ ∪ {⊥})∗ · ⊥, for all i ≥ 1, it must be that yi /∈ L(A) · ⊥ for all i ≥ 1.
It follows that for every w ∈ {0, 1, $}ω, if wx ⊕ w ∈ Rω

A, then w ∈ Rω.
Let m = |x ·⊥|, and consider the word w = 0m ·

∏∞
i=0 1m ·$im, obtained from 0 ·

∏∞
i=0 1 ·$i

by replacing each letter σ ∈ {0, 1, $} by the word σm. Using the same arguments used in the
proof of Theorem 9, we have that w 6∈ Rω. Hence, wx ⊕ w /∈ Rω

A.
We prove that wx ⊕ w ∈ R#

A. Note that wx ⊕ w = (x · ⊥)ω ⊕ 0m ·
∏∞

i=0 1m · $im =
((x ·⊥)⊕0m) ·

∏∞
i=0((x ·⊥)⊕1m) ·((x ·⊥)⊕$m)i. For all j ≥ 1, we have ((x ·⊥)⊕$m)j) ∈ Rj

A,
and ((x · ⊥) ⊕ 0m) · (

∏j−1
i=0 ((x · ⊥) ⊕ 1m) · ((x · ⊥) ⊕ $m)i) · ((x · ⊥) ⊕ 1m) ∈ RA. Hence,

yj = ((x · ⊥)⊕ 0m) ·
∏j

i=0((x · ⊥)⊕ 1m) · ((x · ⊥)⊕ $m)i ∈ Rj+1
A . Since yj ≺ wx ⊕ w, for all

j ≥ 1, we conclude that wx ⊕ w ∈ R#
A.

Thus, wx ⊕ w ∈ R#
A \Rω

A, and so, by Theorem 5, we have that Rω
A /∈ DBW. J

5 Succinctness

In this section we study the blow-up in going from an automaton for R to automata for
lim(R), ∞R, and Rω. Note that, by Theorem 5, a DBW for Rω is also a DBW for R#, and
thus we do not consider R# explicitly.

Studying succinctness, we also refer to the Rabin acceptance condition. There, α =
{〈G1, B1〉 , . . . , 〈Gk, Bk〉} ⊆ 2Q × 2Q, and a run r is accepting iff there is a pair 〈G,B〉 ∈ α
such that inf(r) ∩G 6= ∅ and inf(r) ∩B = ∅. We use DRW to denote deterministic Rabin
word automata. By [8], DRWs are Büchi type: if a DRW A recognizes a DBW-recognizable
language, then a DBW for L(A) can be defined on top of A. In other words, if L(A) is in
DBW, then we can obtain a DBW for L(A) by redefining the acceptance condition of A.

Our study of succinctness considers the cases R is given by a DFW or an NFW, and the
automaton for the repetition language is DBW, DRW, or NBW. We start with the case both
automata are deterministic. Then, the case of lim(R) is easy and well known: Given a DFW
A for R, viewing A as a DBW results in an automaton for lim(R) [12]. Hence, there is no
blow-up in going from a DFW for R to a DBW for lim(R). We continue to the case of ∞R.
We first consider the case we are given an NFW or DFW for Σ∗ ·R.

I Theorem 15. For every regular language R ⊆ Σ∗, there is no blow-up in going from an
NFW (DFW) for Σ∗ ·R to an NBW (resp. DBW) for ∞R.

Proof. Let A = 〈Q,Σ, δ, q0, α〉 be an NFW with a single initial state that recognizes Σ∗ ·R.
We define an NBW A′ for (Σ∗ ·R)ω =∞R as follows. Intuitively, A′ simulates a run of A,
each time the simulation reaches a state in α it “restarts” the simulation, and it accepts an
infinite word iff simulation has been restarted infinitely often. The partition to successful
simulations also partitions accepted words to infixes in L(A)ω, thus accepted words are in
∞R. In addition, if a word is in ∞R, then a word in Σ∗ ·R start in all positions, implying
that a successful simulation is always eventually completed. Formally, A′ = 〈Q,Σ, δ′, q0, α〉,
where for all σ ∈ Σ and q /∈ α, δ′(q, σ) = δ(q, σ), and otherwise δ′(q, σ) = δ(q0, σ). In the
full version, we prove that L(A′) = (Σ∗ · R)ω = ∞R. Note that since ε /∈ R, then q0 /∈ α.
Also, note that when A is deterministic, so is A′. J

MFCS 2020



59:10 On Repetition Languages

Going from a DFW for R to a DFW for Σ∗ ·R may involve an exponential blow-up. To
see this, consider for example the language R = 0 · (0 + 1)n. While it can be recognized by a
DFW with n+ 2 states, a DFA for (0 + 1)∗ · 0 · (0 + 1)n needs at least 2n states. Theorem 16
shows that this blow-up is inherited to the construction of a DBW for ∞R.

I Theorem 16. The blow-up in going from a DFW for R to a DBW for ∞R is 2O(n).

Proof. For the upper bound, starting with a DFW with n states for R, one can construct
an NFW with n+ 1 states for Σ∗ ·R. Its determinization results in a DFW with 2n+1 states
for Σ∗ ·R. Then, by Theorem 15, we end up with a DBW with 2n+1 states for ∞R.

For the lower bound, we describe a family of languages R1, R2, . . . of finite words, such
that for all n ≥ 1, the language Rn can be recognized by a DFW with O(n) states, yet a
DBW for ∞Rn needs at least 2n−1

n states.
Let Σ = {0, 1}. For n ≥ 1, we define Rn ⊆ Σ∗ as the set of words of length n+ 1 that

start and end with the same letter. That is, Rn = {σ · w · σ : for σ ∈ Σ and w ∈ Σn−1}.
Equivalently, Rn = 0 · (0 + 1)n−1 · 0 + 1 · (0 + 1)n−1 · 1. It is easy to see that Rn can be
recognized by a DFW with 2n+ 3 states. In the full version, we prove that a DBW for ∞Rn

needs at least 2n−1

n states. J

We continue to Rω. While it is easy, given a DFW for R, to construct an NBW for Rω

(see Theorem 13), staying in the deterministic model is complicated, and not only in terms
of expressive power. Formally, we have the following.

I Theorem 17. The blow-up in going from a DFW for R to a DBW for Rω, when exists, is
2O(n log n).

Proof. For the upper bound, one can determinize the NBW for Rω. Thus, starting with a
DFW with n states for R, we construct an NBW with n+ 1 states for Rω, and determinize
it to a DRW with 2O(n log n) states [20]. Since DRWs are Büchi type, the result follows.

For the lower bound, we describe a family of languages R1, R2, . . . of finite words, such
that for all n ≥ 1, the language Rn can be recognized by a DFW with O(n) states, Rω

n is in
DBW, yet a DBW for Rω

n needs at least n! states.
Given n ≥ 1, let Σn = [n]∪{#}, where [n] = {1, . . . , n}. We define the language Rn ⊆ Σ∗n

as the set of all finite words that start and end with the same letter from [n]. That is,
Rn = {σ · x · σ : for x ∈ Σ∗n and σ ∈ [n]}. It is easy to see that Rn is regular and a DFW for
Rn needs 2n+ 1 states. In the full verison, we prove that Rω

n is in DBW, and that a DBW
for Rω

n needs at least n! states. J

Since DRWs are Büchi type, Theorems 16 and 17 imply the following.

I Theorem 18. The blow-ups in going from a DFW with n states for R to DRWs for ∞R
and Rω are 2O(n) and 2O(n log n), respectively.

The succinctness analysis for case the automaton for the repetition languages is non-
deterministic is much easier, as the constructions described above involve no blow-up, and
except for the case of lim(R), they are valid also when R is given by an NFW. The case
of lim(R) is more complicated and is studied in [2]. It is easy to see that just viewing an
NFW for R as a Büchi automaton does not result in an NBW for lim(R). For example, an
NFW for (0 + 1) · 0 that guesses whether each 0 is the last letter, in which case it moves to
an accepting state with no successors, is empty when viewed as an NBW. The best known
construction of an NBW for lim(R) from an NFW A for R is based on a characterization
of the limit of L(A) as the union of languages, each associated with a state q of A and
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containing words that have infinitely many prefixes whose accepting run reaches q. Following
this characterization, it is possible to construct, starting with A with n states, an NBW with
O(n3) states for lim(R) [2].

6 On Unboundedly Many vs. Infinitely Many

Essentially, the definition of R# replaces the “infinite” nature of Rω by an “unbound” one.
In this section we examine an analogous change in the definition of acceptance in Büchi
automata. Consider a nondeterministic automaton A = 〈Σ, Q, δ,Q0, α〉. When we view A
as a #-automaton, it accepts a word w ∈ Σω if for all i ≥ 0, there is a run of A on w that
visits α at least i times. Formally, for for all i ≥ 0, there is a run ri = qi

0, q
i
1, q

i
2, . . . of A on

w such that ri
j ∈ α for at least i indices of j ≥ 0. The #-language of A, denoted L#(A), is

the set of words that A accepts as above. We use the notations LF (A) and LB(A) to refer
the languages of A when viewed as an automaton on finite words and a Büchi automaton,
respectively. It is not hard to see that when A is deterministic, then LB(A) = L#(A). Indeed,
in both cases, A accepts a word w if its single run on w visits α infinitely often. When,
however, A is nondeterministic, its #-language may contain words accepted via infinitely
many different runs, none of which visits α infinitely often.

I Example 19. Consider the automaton A1 in Figure 1. Note that LF (A1) = R, for
R = ($ + 0 · {0, 1, $}∗ · 1), namely the language used in Theorem 9 for demonstrating a
language with R# 6= Rω. Here, we have that L#(A1) 6= LB(A1). For example, w =
011$1$$1$$$1$$$$1$$$$$ · · · = 0 ·

∏∞
i=0 1$i ∈ L#(A1) \ LB(A1).

Consider now the automaton A2. Here, LB(A2) = (0 + 1)∗ · 1ω. On the other hand, for
every i ≥ 1, there is a run of A2 on w = 01011011101111 · · · =

∏∞
i=0 01i that visits α at least

i times. Thus, w ∈ L#(A2) even though it has infinitely many 0’s and is not in LB(A2).
Note that the word w is also used to differentiate the Büchi and prompt-Büchi acceptance
conditions. A prompt-Buch automaton A accepts a word w iff there is i ≥ 1 and a run r of
A on w, such that r visits α at least once in every i successive states [1]. It is not hard to
see that w is not accepted by all DPWs for (1∗ · 0)ω. J

A1 :

q0 q1q2

0

1
1

$ $, 0, 1$, 0, 1

A2 :

q0 q1 q2
1 0

0, 1 1 0, 1

Figure 1 Automata with a non-regular #-language.

I Remark 20. Defining L#(A), we require the transition function δ of A to be defined for all
states and letters. Indeed, a rejecting sink in a #-automaton may support acceptance. To
see this, consider A2 from Example 19, and assume that rather than going with the letter 0
to the rejecting sink q2, the state q1 would have no outgoing transitions labeled 0. Then,
no run of A2 on the word w from the example can visit q1 even once without getting stuck.
Note that rather than requiring δ to be total, we could also define L#(A) as these words for
which, for all i ≥ 0, there is a run of A on a prefix of w that visits α at least i times. J

Interestingly, the relation between L#(A) and LB(A) is similar to the one obtained for
R# and Rω. Formally, we have the following.
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I Theorem 21. For all finite automata A, the following are equivalent.
(1) L#(A) is ω-regular.
(2) LB(A) = L#(A).
(3) L#(A) is in DBW.

Proof. Clearly, both (2)→ (1) and (3)→ (1). We prove that (1)→ (2) and (1)→ (3).
We start with (1)→ (2). First, clearly, for all automata A, we have that LB(A) ⊆ L#(A).

We prove that L#(A) ⊆ LB(A). Since L#(A) is ω-regular, then, as ω-regular languages are
closed under complementation, there is an NBW B for L#(A) \ LB(A). If L#(A) 6⊆ LB(A),
then LB(B) is not empty, which implies B accepts a lasso-shaped word, namely a word of
the form u · vω for u, v ∈ Σ∗ \ {ε}. But L#(A) and LB(A) agree on all lasso-shaped words.
Indeed, u · vω ∈ L#(A) iff A has a cycle that visits α and is traversed when the vω suffix is
read, iff u · vω ∈ LB(A). Hence, B is empty, L#(A) ⊆ LB(A), and we are done.

We continue to (1)→ (3). For all i ≥ 0, let Li be the set of words w ∈ Σ∗ such that there
exists a run of A on w that visits α exactly i times. Observe that L#(A) =

⋂
i≥0 Li · Σω.

Thus, L#(A) is a countable intersection of open sets. Hence, by Landweber, L#(A) being
ω-regular implies that L#(A) is in DBW. J

7 Discussion

The expressiveness and succinctness of different classes of automata on infinite words have
been studied extensively in the early days of the automata-theoretic approach to formal
verification [21]. Specification formalisms that combine regular expressions or automata with
temporal-logic modalities have been the subject of extensive research too [23, 22]. Quite
surprisingly, the expressiveness and succinctness of repetition languages, which are at the
heart of this study, have been left open. The research described in this paper started following
a question asked by Michael Kaminski about Rω being DBW-recognizable for every regular
language R. We had two conjectures about this question. First, that the answer is positive,
and second, that this must have been studied already. We were not able to prove either
conjectures, and in fact refuted the first. In the process, we developed the full theory of
repetition languages, their expressiveness, and succinctness, as well the notion of #-languages
which goes beyond ω-regular languages. Our results are summarized in Table 1 below. The√

and× symbols indicate whether a translation always exists. All blow-ups except for the
one from [2] are tight. The blow-ups in translations to DBWs apply also to DRWs (Th. 18).
Finally, for R#, translations exist whenever Rω is DBW-recognizable (Th. 5), in which case
the blow-ups agree with the one described for Rω.

Table 1 Translations from an automaton for R to automata for its repetition languages.

lim(R) ∞R Rω

√ √ ×
DFW to DBW O(n) 2O(n) 2O(n log n)

[12] Ths. 15 and 16 Ths. 9 and 17
√ √ √

DFW to NBW O(n) O(n) O(n)
[12] Th. 15 Th. 13
√ √ √

NFW to NBW O(n3) O(n) O(n)
[2] Th. 15 Th. 13
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Abstract
Let G = (V, E) be an undirected graph and let B ⊆ V × V be a set of terminal pairs. A node/edge
multicut is a subset of vertices/edges of G whose removal destroys all the paths between every
terminal pair in B. The problem of computing a minimum node/edge multicut is NP-hard and
extensively studied from several viewpoints. In this paper, we study the problem of enumerating
all minimal node multicuts. We give an incremental polynomial delay enumeration algorithm
for minimal node multicuts, which extends an enumeration algorithm due to Khachiyan et al.
(Algorithmica, 2008) for minimal edge multicuts.

Important special cases of node/edge multicuts are node/edge multiway cuts, where the set
of terminal pairs contains every pair of vertices in some subset T ⊆ V , that is, B = T × T . We
improve the running time bound for this special case: We devise a polynomial delay and exponential
space enumeration algorithm for minimal node multiway cuts and a polynomial delay and space
enumeration algorithm for minimal edge multiway cuts.
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1 Introduction

Let G = (V,E) be an undirected graph and let B be a set of pairs of vertices of V . We
call a pair in B a terminal pair and the set of vertices in B is denoted by T (B). A node
multicut of (G,B) is a set of vertices M ⊆ V \ T (B) such that there is no path between any
terminal pair of B in the graph obtained by removing the vertices in M . A edge multicut of
(G,B) is defined as well: the set of edges whose removal destroys all the paths between every
terminal pair. The minimum node/edge multicut problem is of finding a smallest cardinality
node/edge multicut of (G,B). When B = T ×T for some T ⊆ V , the problems are called the
minimum node/edge multiway cut problems, and a multicut of (G,B) is called a multiway
cut of (G,T ).

These problems are natural extensions of the classical minimum s-t separator/cut problems,
which can be solved in polynomial time using the augmenting path algorithm. Unfortunately,
these problems are NP-hard [11] even for planar graphs and for general graphs with fixed |T | ≥
3. Due to numerous applications (e.g. [14,23,36]), a lot of efforts have been devoted to solving
these problems from several perspectives such as approximation algorithms [1,9,17,18,24],
parameterized algorithms [10,20,30,32,40], and restricting input [3, 6, 11,21,27,31].
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60:2 Efficient Enumerations for Minimal Multicuts and Multiway Cuts

In this paper, we tackle these problems from yet another viewpoint. Our focus is
enumeration. Since the problems of finding a minimum node/edge multicut/multiway cut
are all intractable, we rather enumerate minimal edge/node multicuts/multiway cuts instead.
We say that a node/edge multicut M of (G,B) is minimal if M ′ is not a node/edge multiway
cut of (G,B) for every proper subset M ′ ⊂M , respectively. Minimal node/edge multiway
cuts are defined accordingly. Although finding a minimal node/edge multicut is easy, our
goal is to enumerate all the minimal edge/node multicuts/multiway cuts of a given graph G
and terminal pairs B. In this context, there are several results related to our problems.

There are linear delay algorithms for enumerating all minimal s-t (edge) cuts [33, 38],
which is indeed a special case of our problems, where T contains exactly two vertices s and
t. Here, an enumeration algorithm has delay complexity f(n) if the algorithm outputs all
the solutions without duplication and for each pair of consecutive two outputs (including
preprocessing and postprocessing), the running time between them is upper bounded by f(n),
where n is the size of the input. For the node case, the problem of enumerating all minimal
s-t (node) separators has received a lot of attention and numerous efforts have been done for
developing efficient algorithms [28,35,37] due to many applications in several fields [4,13,15].
The best known enumeration algorithm for minimal s-t separators was given by Tanaka [37],
which runs in O(nm) delay and O(n) space, where n and m are the number of vertices and
edges of an input graph, respectively.

Khachiyan et al. [25] studied the minimal edge multicut enumeration problem. They
gave an efficient algorithm for this problem, which runs in incremental polynomial time [22],
that is, ifM is a set of minimal edge multicuts of (G,B) that are generated so far, then the
algorithm decides whether there is a minimal edge multicut of G not included inM in time
polynomial in |V |+|E|+|M|. Moreover, if such a minimal edge multicut exists, the algorithm
outputs one of them within the same running time bound. As we will discuss in the next
section, this problem is a special case of the node counterpart and indeed a generalization of
the minimal edge multiway cut enumeration problem. Therefore, this algorithm also works
for enumerating all minimal edge multiway cuts. However, there can be exponentially many
minimal edge multicuts in a graph. Hence, the delay of their algorithm cannot be upper
bounded by a polynomial in terms of input size. To the best of our knowledge, there is no
known non-trivial enumeration algorithm for minimal node multiway cuts.

Let (G = (V,E), B) be an instance of our enumeration problems. In this paper, we give
polynomial delay or incremental polynomial delay algorithms.

I Theorem 1. There is an algorithm which enumerates all the minimal node and edge
multiway cuts of (G,B) in O(|T (B)| · |V | · |E|) and O

(
|T (B)| · |V | · |E|2

)
delay, respectively.

The algorithm in Theorem 1 requires exponential space to avoid redundant outputs. For
the edge case, we can simultaneously improve the time and space consumption.

I Theorem 2. There is an algorithm which enumerates all the minimal edge multiway cuts
of (G,B) in O(|T (B)| · |V | · |E|) delay in polynomial space.

For the most general problem among them (i.e., the minimal node multicut enumeration
problem), we give an incremental polynomial time algorithm.

I Theorem 3. There is an algorithm of finding, given a set of minimal node multicutsM
of (G,B), a minimal node multicut M of (G,B) with M /∈M if it exists and runs in time
O(|M| · poly(n)).

The first and second results simultaneously improve the previous incremental polynomial
running time bound obtained by applying the algorithm of Khachiyan et al. [25] to the edge
multiway cut enumeration and extends enumeration algorithms for minimal s-t cuts [33,38]
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and minimal a-b separators [37]1. The third result extends the algorithm of Khachiyan
et al. to the node case. Since enumerating minimal node multicuts is at least as hard as
enumerating minimal node multiway cuts and enumerating minimal node multiway cuts is
at least as hard as enumerating minimal edge multiway cuts (See Proposition 4 for details),
this hierarchy directly reflects on the running time of our algorithms.

The basic idea behind these results is that we rather enumerate a particular collection
of partitions/disjoint subsets of V than directly enumerating minimal edge/node multicut-
s/multiway cuts of (G,B). It is known that an s-t edge cut of G is minimal if and only
if the bipartition (V1, V2) naturally defined from the s-t cut induces connected subgraphs
of G, that is, G[V1] and G[V2] are connected [12]. For minimal a-b separators, a similar
characterization is known using full components (see [19], for example). These facts are
highly exploited in enumerating minimal s-t cuts [33, 38] or minimal a-b separators [37], and
can be extended for our cases (See Sections 3, 4, and 5). To enumerate such a collection
of partitions/disjoint subsets of V in the claimed running time, we use three representative
techniques: the proximity search paradigm due to Conte and Uno [8] for the exponential
space enumeration of minimal node multiway cuts, the reverse search paradigm due to Avis
and Fukuda [2] for polynomial space enumeration of minimal edge multiway cuts, and the
supergraph approach, which appeared implicitly and explicitly in the literature [7,8, 25,34],
for the incremental polynomial time enumeration of minimal node or edge multicuts. These
approaches basically define a (directed) graph on the set of solutions we want to enumerate. If
we appropriately define some adjacency relation among the vertices (i.e. the set of solutions)
so that the graph is (strongly) connected, then we can enumerate all solutions from a specific
or arbitrary solution without any duplication by traversing this (directed) graph. The key to
designing the algorithms in Theorem 1 and 2 is to ensure that every vertex in the graphs
defined on the solutions has a polynomial number of neighbors.

We also consider a generalization of the minimal node multicut enumeration, which we
call the minimal Steiner node multicut enumeration. We show that this problem is at least
as hard as the minimal transversal enumeration on hypergraphs.

Due to the space limitation, proofs (marked F) are omitted and can be found in the full
version [29].

2 Preliminaries

In this paper, we assume that a graph G = (V,E) is connected and has no self-loops and
no parallel edges. Let X ⊆ V . We denote by G[X] the subgraph of G induced by X. The
neighbor set of X is denoted by NG(X) (i.e. NG(X) = {y ∈ V \X : x ∈ X ∧{x, y} ∈ E} and
the closed neighbor set of X is denoted by NG[X] = N(X)∪X. When X consists of a single
vertex v, we simply write NG(v) and NG[v] instead of NG({v}) and NG[{v}], respectively. If
there is no risk of confusion, we may drop the subscript G. For a set of vertices U ⊆ V (resp.
edges F ⊆ E), the graph obtained from G by deleting U (resp. F ) is denoted by G−U (resp.
G− F ).

Let B be a set of pairs of vertices in V . We denote by T (B) = {s, t : {s, t} ∈ B}. A
vertex in T (B) is called a terminal, a pair in B is called a set of terminal pairs, and T (B) is
called a terminal set or terminals. When no confusion can arise, we may simply use T to
denote the terminal set. A set of edges M ⊆ E is an edge multicut of (G,B) if no pair of
terminals in B is connected in G −M . When B is clear from the context, we simply call

1 However, our algorithm requires exponential space for minimal node multiway cuts, whereas Takata’s
algorithm [37] runs in polynomial space.
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M an edge multicut of G. An edge multicut M is minimal if every proper subset M ′ ⊂M
is not an edge multicut of G. Note that this condition is equivalent to that M \ {e} is not
an edge multicut of G for any e ∈ M . Analogously, a set of vertices X ⊆ V \ T is a node
multicut of G if there is no paths between any terminal pair of B in G−X. The minimality
for node multicuts is defined accordingly.

The demand graph for B is a graph defined on T (B) in which two vertices s and t are
adjacent to each other if and only if {s, t} ∈ B. When B contains a terminal pair {s, t} for
any distinct s, t ∈ T (B), that is, the demand graph for B is a complete graph, a node/edge
multicut is called a node/edge multiway cut of G.

Let G = (V,E) be a graph and let B be a set of terminal pairs. Let G′ be the graph
obtained from the line graph of G by adding a terminal t′ for each t ∈ T and making t′
adjacent to each vertex corresponding to an edge incident to t in G.

I Proposition 4. Let M ⊆ E. Then, M is an edge multicut of G if and only if M is a node
multicut of G′.

By Proposition 4, designing an enumeration algorithm for minimal node multicuts/multi-
way cuts, it allows us to enumerate minimal edge multicuts/multiway cuts as well. However,
the converse does not hold in general.

3 Incremental polynomial time enumeration of minimal node
multicuts

In this section, we design an incremental polynomial time enumeration algorithm for minimal
node multicuts. Let G = (V,E) and let B be a set of terminal pairs.

For a (not necessarily minimal) node multicut M of G, there are connected components
C1, C2, . . . , C` in G −M such that each component contains at least one terminal but no
component has a terminal pair in B. Note that there can be components of G −M not
included in {C1, · · · , C`}. The following lemma characterizes the minimality of node multicut
in this way.

I Lemma 5 (F). A set of vertices M ⊆ V \ T of G is a minimal node multicut if and
only if there are ` connected components C1, C2, . . . , C` in G−M , each of which includes
at least one terminal of T , such that (1) there is no component which includes both vertices
in a terminal pair and (2) for any v ∈ M , there is a terminal pair (si, ti) such that both
components including si and ti have a neighbor of v.

From a minimal node multicut M of G, we can uniquely determine the set C of `
components satisfying the conditions in Lemma 5, and vice-versa. Given this, we denote
by CM the set of components corresponding to a minimal multicut M . From now on, we
may interchangeably use M ⊆ V \ T and CM as a minimal node multicut of G. For a (not
necessarily minimal) node multicut M of G, we also use CM to denote the set of connected
components {C1, . . . , C`} of G−M such that each component contains at least one terminal
but no component has a terminal pair.

We enumerate all the minimal node multicuts of G using the supergraph approach [7, 8,
25, 26]. To this end, we define a directed graph on the set of all the minimal node multicuts
of G, which we call a solution graph. The outline of the supergraph approach is described
in Algorithm 1. The following “distance” function plays a vital role for our enumeration
algorithm: For (not necessarily minimal) node multicuts M and M ′ of G,

dist(M,M ′) =
∑

C′∈CM′

|C ′ \ mcc (C ′,M)| ,
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Algorithm 1 Traversing a solution graph G using a breadth-first search.

1 Procedure Traversal(G)
2 S ← an arbitrary solution
3 Q,U ← {S}, ∅
4 while Q 6= ∅ do
5 Let S be a solution in Q
6 Output S //We do not output here for minimal node multicuts
7 Delete S from Q
8 for S′ ∈ Neighborhood(S,U) do
9 if S′ /∈ U then Q,U ← Q∪ {S′},U ∪ {S′}

where mcc (C ′,M) is the component C of G −M minimizing |C ′ \ C|. If there are two or
more components C minimizing |C ′ \ C|, we define mcc (C ′,M) as the one having a smallest
vertex with respect to some prescribed order on V among those components. It should be
mentioned that the function dist is not the actual distance in the solution graph which we
will define later. Note moreover that this value can be defined between two non-minimal
node multicuts as CM is well-defined for every node multicut M of G. Let M , M ′, and M ′′
be (not necessarily minimal) node multicuts of G. Then, we say that M is closer than M ′ to
M ′′ if dist(M,M ′′) < dist(M ′,M ′′).

I Lemma 6 (F). Let M and M ′ be minimal node multicuts of G. Then, M is equal to M ′
if and only if dist(M,M ′) = 0.

From a node multicut M of G, a function µ maps M to an arbitrary minimal node
multicut µ (M) ⊆M . In this paper, we define µ (M) as follows: If there is a vertex v such
that M \ {v} is a node multicut, we remove v. When there are two or more such vertices,
we pick a vertex with the minimum index. Clearly, this function computes a minimal node
multicut of G in polynomial time.

I Lemma 7 (F). Let M be a node multicut of G and M ′ a minimal node multicut of G.
Then, dist(µ (M),M ′) ≤ dist(M,M ′) holds.

To complete the description of Algorithm 1, we need to define the neighborhood of each
minimal node multicut of G. To enumerate all the minimal node multicut of G, we want to
ensure that the solution graph is strongly connected. To do this, we exploit dist as follows.
Let M and M ′ be distinct minimal node multicuts of G. We will define the neighborhood of
M in such a way that it should contain at least one minimal node multiway cut M ′′ of G
that is closer than M to M ′. This allows to eventually have M ′ from M with Algorithm 1.
The main difficulty is that the neighborhood of M contains such M ′′ for every M ′, which
will be described in the rest of this section.

To make the discussion simpler, we use the following two propositions. Here, for an edge
e of G, we let G/e denote the graph obtained from G by contracting edge e. We use ve to
denote the newly introduced vertex in G/e.

I Proposition 8. Let t1 be a terminal adjacent to another terminal t2 in G. Suppose {t1, t2}
is not included in B. Then, M is a minimal node multicut of (G,B) if and only if it is a
minimal node multicut of (G/e,B′), where e = {t1, t2} and B′ is obtained by replacing t1
and t2 in B with the new vertex ve in G/e.

If G has an adjacent terminal pair in B, then obviously there is no node multicut of G.
By Proposition 8, G has no adjacent terminals.
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Figure 1 This figure illustrates an example of Lemma 10. White circles represent vertices in
node multicuts and pairs of stars, squares, and triangles represent terminal pairs. The left and right
pictures depict a minimal node multicut M and a node multicut M ′′.

I Proposition 9. If there is a vertex v of G such that N(v) contains a terminal pair {s, t},
then for every node multicut M of G, we have v ∈ M . Moreover, M is a minimal node
multicut of (G,B) if and only if M \ {v} is a minimal node multicut of (G− {v} , B).

From the above two propositions, we assume that there is no pair of adjacent terminals
and no vertex including a terminal pair in B as its neighborhood. To define the neighborhood
of M , we distinguish two cases.

I Lemma 10 (F). Let M and M ′ be distinct minimal node multicuts of G, let C ′ ∈ CM ′ ,
and let C = mcc (C ′,M). Suppose there is a vertex v ∈ N(C) ∩ C ′ ⊆M such that N [v] ∪ C
has no terminal pair in B. Let Tv = N(v) ∩ T . Then M ′′ = (M \ {v}) ∪ (N(Tv ∪ {v}) \ C)
is a node multicut of G. Moreover, µ (M ′′) is closer than M to M ′.

Figure 1 illustrates an example of M and M ′′ in Lemma 10.
If there is a terminal pair {s, t} ∈ B in G[C ∪N [v]], M ′′ defined in Lemma 10 is not a

node multicut of G since s and t are contained in the connected component C ∪ Tv ∪ {v} of
G−M ′′ (see Figure 2). In this case, we have to separate all terminal pairs in this component.

I Lemma 11 (F). Let M and M ′ be two distinct minimal node multicuts of G, let C ′ ∈ CM ′ ,
and let C = mcc (C ′,M). Suppose there is a vertex v ∈ N(C) ∩ C ′ ⊆M such that N [v] ∪ C
contains some terminal pair in B. Let Tv = N(v) ∩ T . Then, M ′′ = (M \ {v}) ∪ (N(Tv ∪
{v}) \ C) ∪ (C ∩M ′) is a node multicut and µ (M ′′) is closer than M to M ′.

Now, we formally define the neighborhood of a minimal node multicut M in the solution
graph. Our goal is to ensure the strong connectivty of the solution graph. For each component
C and v ∈ N(C), the neighborhood ofM contains µ ((M \ {v}) ∪ (N(Tv ∪ {v}) \ C)) ifN [v]∪
C has no terminal pair in B and µ ((M \ {v}) ∪ (N(Tv ∪ {v}) \ C) ∪ (C ∩M ′)) otherwise.
By Lemmas 10 and 11, this neighborhood relation ensures that the solution graph is strongly
connected, which allows us to enumerate all the minimal node multicuts of G from an
arbitrary one using Algorithm 1. However, there is an obstacle: We have to generate the
neighborhood without knowing M ′ for the case where N [v] ∪ C has a terminal pair. To this
end, we show that computing the neighborhood for this case can be reduced to enumerating
the minimal a-b separators of a graph.

Suppose that N [v] ∪ C has a terminal pair. Let M ′ be an arbitrary node multicut of G.
An important observation is that C ∩M ′ is a node multicut of (G[C ∪ Tv ∪ {v}], {{s, t} :
{s, t} ∈ B, s ∈ Tv, t ∈ C}). Since C is a component of G−M , by Proposition 9, one of the
terminals in each terminal pair contained in N [v]∪C belongs to N(v)∩ T and the other one
belongs to C. Thus, every path between those terminal pairs pass through v in G[C∪Tv∪{v}]
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Figure 2 This figure illustrates an example of Lemma 11. (M \ {v})∪ (N(Tv ∪ {v}) \C1)) is not
a node multicut of G, and then we additionally have to separate a pair of terminals (represented by
stars) in the component C′

1 = C1 ∪ Tv ∪ {v}.

and v /∈ M ′. It implies that C ∩M ′ is a node multicut of (G[C ∪ {v}], {{v, t} : {s, t} ∈
B, t ∈ C}). Let H = G[C ∪ {v}] and let B′ = {{v, t} : {s, t} ∈ B, t ∈ C}). Moreover, if we
have two distinct minimal node multicuts M1 and M2 of (H,B′), minimal node multicuts
µ ((M \ {v}) ∪ (N(Tv ∪ {v}) \ C) ∪ (C ∩Mi)), for i = 1, 2, are distinct since function µ does
not remove any vertex in M1 and M2.

Now, our strategy is to enumerate minimal node multicuts µ (C ∩M ′) of (H,B′) for
all M ′. This subproblem is not easier than the original problem at first glance. However,
this instance (H,B′) has a special property that the demand graph for B′ forms a star.
From this property, we show that this problem can be reduced to the minimal a-b separator
enumeration problem.

I Lemma 12 (F). Let H = G[C ∪ {v}] and let B′ = {{v, t} : {s, t} ∈ B, t ∈ C}. Let H ′ be
the graph obtained from H by identifying all the vertices of T (B′) \ {v} into a single vertex
vt. Then, M ⊆ (C ∪ {v}) \ T (B′) is minimal node multicut of (H,B′) if and only if M is a
minimal v-vt separator of H ′.

By Lemma 12, we can enumerate µ (C ∩M ′) for every minimal node multicut M ′ of G
by using the minimal a-b separator enumeration algorithm of Takata [37]. Moreover, as
observed above, for any distinct minimal v-vt separators S1 and S2 in H ′, we can generate
distinct minimal node multicuts µ ((M \ {v}) ∪ (N(Tv ∪ {v}) \ C) ∪ Si) of G.

The algorithm generating the neighborhood of M is described in Algorithm 2.

I Theorem 13 (F). Algorithm 1 with Neigborhood in Algorithm 2 enumerates all the
minimal multicuts of G in incremental polynomial time.

Note that, in Algorithm 2, we use Takata’s algorithm to enumerating minimal v-vt

separators of H ′. To bound the delay of our algorithm, we need to process lines 13-14 for
each output of Takata’s algorithm.

4 Polynomial delay enumeration of minimal node multiway cuts

This section is devoted to designing a polynomial delay and exponential space enumeration
algorithm for minimal node multiway cuts. Let G = (V,E) be a graph and let T be a set of
terminals. We assume hereafter that k = |T |. We begin with a characterization of minimal
node multiway cuts as Lemma 5.

I Lemma 14 (F). A node multiway cut M ⊆ V \ T is minimal if and only if there are k
connected components C1, C2, . . . , Ck of V \M such that (1) for each 1 ≤ i ≤ k, Ci contains
ti and (2) for every v ∈M , there is a pair of indices 1 ≤ i < j ≤ k with N(v) ∩ Ci 6= ∅ and
N(v) ∩ Cj 6= ∅.
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Algorithm 2 Computing the neighborhood of a minimal node multicut M of (G, B).

1 Function Neigborhood(M,M)
2 S ← ∅
3 for v ∈M do
4 for C ∈ CM do
5 Tv ← N(v) ∩ T
6 M ′′ ← (M \ {v}) ∪ (N(Tv ∪ {v}) \ C))
7 if G[C ∪N [v]] has no terminal pairs then
8 if µ (M ′′) 6∈ M then Output µ (M ′′)
9 S ← S ∪ {µ (M ′′)}

10 else
11 Run Takata’s algorithm [37] for (H ′, v, vt) in Lemma 12
12 foreach Output M ′ of minimal v-vt separator in H ′ do
13 if µ (M ′′ ∪M ′) 6∈ M then Output µ (M ′′ ∪M ′)
14 S ← S ∪ {µ (M ′′ ∪M ′)}
15 return S

From a minimal node multiway cut M of G, one can determine a set of k connected
components C1, . . . , Ck in Lemma 14. Conversely, from a set of connected components
C1, . . . , Ck satisfying (1) and (2), one can uniquely determine a minimal node multiway cut
M . Given this, we denote by CM a set of k connected components associated to M .

The basic strategy to enumerate minimal node multiway cuts is the same as one used
in the previous section: We define a solution graph that is strongly connected. Let M be
a minimal node multiway cut of G and let CM = {C1, . . . , Ck}. For 1 ≤ i ≤ k, v ∈M with
N(v)∩ (T \ {ti}) = ∅, let M i,v = (M \ {v})∪ (

⋃
j 6=i N(v)∩Cj). Intuitively, M i,v is obtained

from M by moving v to Ci and then appropriately removing vertices in N(v) from Cj . The
key to our polynomial delay complexity is the size of the neighborhood of each M is bounded
by a polynomial in n, whereas it can be exponential in the case of minimal node multicut.

I Lemma 15 (F). If M is a minimal node multiway cut of G, then so is M i,v.

Now, we define the neighborhood of M in the solution graph. The neighborhood of M
consists of the set of minimal node multiway cuts µ

(
M i,v

)
for every 1 ≤ i ≤ k and v ∈M

with N(v) ∩ (T \ {ti}) = ∅. To show the strong connectivity of the solution graph, we define

dist(M,M ′) =
∑

1≤i≤k

|C ′i \ Ci| ,

where CM = {C1, . . . , Ck} and CM ′ = {C ′1, . . . , C ′k}. Note that the definition of dist is
slightly different from one used in the previous section. Each component of a node multicut
may be have a several terminals. It is difficult to provide one-to-one correspondence between
connected components in the two solutions. However, in a node multiway cut, each connected
component has just one terminal. The fact makes it easy to provide appropriate one-
to-one correspondence between connected components in the two solutions. Let M , M ′,
M ′′ be minimal node multiway cuts of G. We say that M is closer than M ′′ to M if
dist(M,M ′) < dist(M ′′,M ′).

I Lemma 16 (F). LetM andM ′ be minimal node multiway cuts of G. Then, dist(M,M ′)=
0 if and only if M = M ′.
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Algorithm 3 Computing the neighborhood of a minimal node multiway cut M of G.

1 Function Neighborhood(M,M)
2 S ← ∅
3 for v ∈M do
4 for Ci ∈ CM do
5 if N(v) \ Ci has no terminals then S ← S ∪ µ

(
M i,v

)
6 return S

I Lemma 17 (F). Let M and M ′ be distinct minimal node multiway cuts of G. Then, there
is a minimal node multiway cut M ′′ of G in the neighborhood of M such that M ′′ is closer
than M to M ′.

Similarly to the previous section, by Lemma 17, we can conclude that the solution graph
is strongly connected. From this neighborhood relation, our enumeration algorithm is quite
similar to one in the previous section, which is described in Algorithm 3. To bound the delay
of Algorithm 3, we need to bound the time complexity of computing µ (M).

I Lemma 18 (F). Let M be a node multiway cut of G. Then, we can compute µ (M) in
O(n+m) time.

I Theorem 19 (F). Algorithm 1 with Neigborhood in Algorithm 3 enumerates all the
minimal node multiway cuts of G in O(knm) delay and exponential space.

5 Polynomial space enumeration for minimal edge multiway cuts

In the previous section, we have developed a polynomial delay enumeration for both node
multiway cuts. Proposition 4 and the previous result imply that the minimal edge multiway
cut enumeration problem can be solved in polynomial delay and exponential space. In this
section, we design a polynomial delay and space enumeration for minimal edge multiway
cuts. Let G = (V,E) be a graph and let T be a set of terminals.

I Lemma 20 (F). Let M ⊆ E be an edge multiway cut of G. Then, M is minimal if and
only if G−M has exactly k connected components C1, . . . , Ck, each Ci of which contains ti.

Note that the lemma proves in fact that there is a bijection between the set of minimal
multiway cuts of G and the collection of partitions of V satisfying the condition in the
lemma. In what follows, we also regard a minimal multiway cut M of G as a partition
PM = {C1, C2, . . . Ck} of V satisfying the condition in Lemma 20. We write Pi<

M , P<i
M , and

P≤i
M to denote

⋃
i<j Cj ,

⋃
j<i Cj , and

⋃
j≤i Cj , respectively. For a vertex v ∈ V , the position

of v in PM , denoted by PM (v), is the index 1 ≤ i ≤ k with v ∈ Ci.
The bottleneck of the space complexity for enumeration algorithms in the previous sections

is to use a dictionary to avoid duplication. To overcome this bottleneck, we propose an
algorithm based on the reverse search paradigm [2]. Fix a graph G = (V,E) and a terminal
set T ⊆ V . In this paradigm, we also define a graph on the set of all minimal edge multiway
cuts of G and a specific minimal edge multiway cut, which we call the root, denoted by
R ⊆ V . By carefully designing the neighborhood of each minimal edge multiway cut of G,
the solution graph induces a directed tree from the root, which enables us to enumerate those
without duplication in polynomial space.

MFCS 2020



60:10 Efficient Enumerations for Minimal Multicuts and Multiway Cuts

To this end, we first define the root PR = {Cr
1 , . . . , C

r
k} as follows: Let Cr

i be the
component in G− (P<i

R ∪ {ti+1, . . . , tk}) including ti. Note that P<1
R is defined as the empty

set and hence Cr
1 is well-defined.

I Lemma 21 (F). The root R is a minimal edge multiway cut of G.

Next, we define the parent-child relation in the solution graph. As in the previous sections,
we define a certain measure for minimal edge multiway cuts M of G: The depth of M as

depth(M) =
∑
v∈V

(PM (v)− PR(v)).

Intuitively, the depth of M is the sum of a “difference” of the indices of blocks in PM and
PR that v belongs to. For two minimal edge multiway cuts M and M ′ of G, we say that
M is shallower than M ′ if depth(M) < depth(M ′). Note that the depth of M is at most
kn for minimal edge multiway cut M of G. One may think that the depth of M or more
specifically PM (v) − PR(v) can be negative. The following two lemmas ensure that it is
always non-negative.

I Lemma 22 (F). Let M be a minimal edge multiway cut of G and let PM = {C1, . . . , Ck}.
Then, Ci ⊆ P≤i

R holds for every 1 ≤ i ≤ k.

I Lemma 23 (F). Let M be a minimal edge multiway cut of G and let PM = {C1, . . . , Ck}.
Then, depth(M) = 0 if and only if M = R.

Let M be a minimal edge multiway cut of G. To ensure that the solution graph forms a
tree, we define the parent of M which is shallower than M . Let PM = {C1, . . . , Ck}. We say
that a vertex v ∈ (N(Ci) ∩ Pi<

M ) \ T is shiftable into Ci (or simply, shiftable). In words, a
vertex is shiftable into Ci if it is non-terminal, adjacent to a vertex in Ci, and included in Cj

for some j > i.

I Lemma 24 (F). Let M be a minimal node multiway cut of G with M 6= R and let
PM = {C1, . . . , Ck}. Then, there is at least one shiftable vertex in V \M .

Let PM = {C1, . . . , Ck} with M 6= R. By Lemma 24, V \M has at least one shiftable
vertex. The largest index i of a component Ci into which there is a shiftable vertex is denoted
by ` (M). There can be more than one vertices that are shiftable into C`(M). We say that a
vertex v is the pivot of M if v is shiftable into C`(M), and moreover, if there are more than
one such vertices, we select the pivot in the following algorithmic way:
1. Let Q be the set of vertices, each of which is shiftable into C`(M).
2. If Q contains more than one vertices, we replace Q by Q := Q ∩ Cs, where s is the

maximum index with Q ∩ Cs 6= ∅.
3. If Q contains more than one vertices, we compute the set of cut vertices of G[Cs]. If

there is at least one vertex in Q that is not a cut vertex of G[Cs], remove all the cut
vertices of G[Cs] from Q. Otherwise, that is, Q contains cut vertices only, remove a cut
vertex v ∈ Q from Q if there is another cut vertex w ∈ Q of G[Cs] such that every path
between w and ts hits v.

4. If Q contains more than one vertices, remove all but arbitrary one vertex from Q.
Note that if we apply this algorithm to Q, Q contains exactly one vertex that is shiftable into
C`(M). We select the remaining vertex in Q as the pivot of M . Now, we define the parent of
M for each M 6= R, denoted by par (M), as follows: Let Ppar(M) = {C ′1, . . . , C ′k} such that

C ′i =


Ci (i 6= ` (M),PM (p))
Ci ∪ (CPM (p) \ C) (i = ` (M)))
C (i = PM (p)),
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Algorithm 4 Enumerating the minimal multiway cuts of G in O(knm) delay and O
(
kn2)

space.

1 Procedure EMC(G,M, d)
2 if d is even then Output M
3 for Ci ∈ PM do
4 for v ∈ B(Ci) with v 6= ti do
5 P ′ ← P // P ′ = {C ′1, . . . , C ′k}
6 C ′i ← the component including ti in G[Ci \ {v}]
7 C ← Ci \ C ′i
8 for j with j > i and N(v) ∩ Cj 6= ∅ do
9 C ′j ← Cj ∪ C

10 if par (M ′) = M then EMC(G,M ′, d+ 1)
11 C ′j ← Cj

12 if d is odd then Output M

where p is the pivot of M and C is the component in G[CPM (p) \ {p}] including terminal
tPM (p). Since p has a neighbor in C`(M), G[C ′`(M)] is connected, and hence par (M) is a
minimal edge multiway cut of G as well. If M = par (M ′) for some minimal edge multiway
cut M ′ of G, M ′ is called a child of M . The following lemma shows that par (M) is shallower
than M .

I Lemma 25 (F). Let M be a minimal edge multiway cut of G with M 6= R. Then, par (M)
is shallower than M .

This lemma ensures that for every minimal edge multiway cut M of G, we can eventually
obtain the root R by tracing their parents at most kn times.

Finally, we are ready to design the neighborhood of each minimal edge multiway cut M
of G. The neighborhood of M is defined so that it includes all the children of M and whose
size is polynomial in n. Let C be a set of vertices that induces a connected subgraph in G.
The boundary of C, denoted by B(C), is the set of vertices in C that has a neighbor outside
of C.

I Lemma 26 (F). Let M and M ′ be minimal edge multiway cuts of G with par (M ′) = M .
Let PM = {C1, . . . , Ck}. Then, the pivot p of M ′ belongs to the boundary of C`(M ′) and is
adjacent to a vertex in CPM′ (p).

The above lemma implies every pivot of a child of M is contained in a boundary of Ci for
some 1 ≤ i ≤ k. Thus, we define the neighborhood of M as follows. Let PM = {C1, . . . , Ck}.
For each Ci, we pick a vertex v ∈ B(Ci) with v 6= ti. Let C be the set of components in
G[Ci \ {v}] which does not include ti. Note that C can be empty when v is not a cut vertex
in G[Ci]. For each 1 ≤ i < j ≤ k and N(v) ∩ Cj 6= ∅, PM ′ = {C ′1, . . . , C ′k} is defined as:

C ′` =


C` (` 6= i, j)
C` ∪ (C ∪ {v}) (` = j)
C` \ (C ∪ {v}) (` = i).

The neighborhood of M contains such M ′ if par (M ′) = M for each choice of Ci, v ∈
B(Ci) \ {ti}, and Cj . The heart of our algorithm is the following lemma.

I Lemma 27 (F). Let M be a minimal edge multiway cut of G. Then, the neighborhood of
M includes all the children of M .

MFCS 2020
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Based on Lemma 27, Algorithm 4 enumerates all the minimal edge multiway cuts of G.
Finally, we analyze the delay and the space complexity of this algorithm. To bound the
delay, we use the alternative output method due to Uno [39].

I Theorem 28 (F). Let G be a graph and T be a set of terminals. Algorithm 4 runs in
O(knm) delay and O

(
kn2) space, where n is the number of vertices, m is the number of

edges, and k is the number of terminals.

6 Minimal Steiner node multicuts enumeration

We have developed efficient enumeration algorithms for minimal multicuts and minimal
multiway cuts so far. In this section, we consider a generalized version of node multicuts,
called Steiner node multicuts, and discuss a relation between this problem and the minimal
transversal enumeration problem on hypergraphs.

Let G = (V,E) be a graph and let T1, T2, . . . Tk ⊆ V . A subset S ⊆ V \ (T1∪T2∪· · ·∪Tk)
is called a Steiner node multicut of G if for every 1 ≤ i ≤ k, there is at least one pair of
vertices {s, t} in Ti such that s and t are contained in distinct components of G − S. If
|Ti| = 2 for every 1 ≤ i ≤ k, S is an ordinary node multicut of G. This notion was introduced
by Klein et al. [27] and the problem of finding a minimum Steiner node multicut was studied
in the literature [5, 27].

Let H = (U, E) be a hypergraph. A transversal of H is a subset S ⊆ U such that for
every hyperedge e ∈ E , it holds that e ∩ S 6= ∅. The problem of enumerating inclusion-wise
minimal transversals, also known as dualizing monotone boolean functions, is one of the
most challenging problems in this field. There are several equivalent formulations of this
problem and efficient enumeration algorithms developed for special hypergraphs. However, the
current best enumeration algorithm for this problem is due to Fredman and Khachiyan [16],
which runs in quasi-polynomial time in the size of outputs, and no output-polynomial time
enumeration algorithm is known. In this section, we show that the problem of enumerating
minimal Steiner node multicuts is as hard as this problem.

Let H = (U, E) be a hypergraph. We construct a graph G and sets of terminals as follows.
We begin with a clique on U . For each e ∈ E , we add a pendant vertex ve adjacent to v for
each v ∈ e and set Te = {ve : v ∈ e}. Note that G is a split graph, that is, its vertex set can
be partitioned into a clique U and an independent set {ve : e ∈ E , v ∈ e}.

I Lemma 29 (F). S ⊆ U is a transversal of H if and only if it is a Steiner node multicut
of G.

This lemma implies that if one can design an output-polynomial time algorithm for
enumerating minimal Steiner node multicuts in a split graph, it allows us to do so for
enumerating minimal transversals of hypergraphs. For the problem of enumerating minimal
Steiner edge multicuts, we could neither develop an efficient algorithm nor prove some
correspondence as in Lemma 29. We leave this question for future work.
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Abstract
This paper considers the structure consisting of the set of all words over a given alphabet together
with the subword relation, regular predicates, and constants for every word. We are interested in
the counting extension of first-order logic by threshold counting quantifiers. The main result shows
that the two-variable fragment of this logic can be decided in two-fold exponential space provided
the regular predicates are restricted to piecewise testable ones. This result improves prior insights
by Karandikar and Schnoebelen by extending the logic and saving one exponent. Its proof consists
of two main parts: First, we provide a quantifier elimination procedure that results in a formula
with constants of bounded length (this generalizes the procedure by Karandikar and Schnoebelen
for first-order logic). From this, it follows that quantification in formulas can be restricted to words
of bounded length, i.e., the second part of the proof is an adaptation of the method by Ferrante and
Rackoff to counting logic and deviates significantly from the path of reasoning by Karandikar and
Schnoebelen.
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1 Introduction

The subword relation is one of the simplest nontrivial examples of a well-quasi ordering [4]
and can be used in the verification of infinite state systems [2]. It can be understood as
embeddability of one word into another. This embeddability relation has been considered
for other classes of structures like trees, posets, semilattices, lattices, graphs, Mazurkiewicz
traces etc. [8, 10, 9, 5, 20, 21, 12].

Many of these papers study logical aspects of the embeddability relation. Regarding
the subword relation, literature provides a rather sharp description of the border between
decidable and undecidable fragments of first-order logic: For the subword order alone, the
D˚-theory is decidable [11] and the D˚@˚-theory is undecidable [6]. For the subword order
together with regular predicates, the two-variable theory is decidable [6] (this holds even
for the two-variable fragment of the logic C`MOD, i.e., the extension of first-order logic
by threshold- and modulo-counting quantifiers [13]) and the three-variable theory [6] as
well as the D˚-theory are undecidable [3] (these two undecidabilities already hold if we only
consider singleton predicates, i.e., constants). If one restricts the universe from all words to
a particular language, an even more diverse picture appears [13].

We next sketch the decision procedure for the 2-variable fragment of the first-order theory
of the subword relation together with regular predicates from [6]. Let ϕpxq be a formula
with a single free variable. It may contain regular predicates that are given in any familiar
formalism. Then the crucial insight from [6] is that the set of words satisfying ϕpxq can be
obtained from the regular predicates by a fixed set of rational transductions and Boolean
operations. Hence, one can inductively build the minimal dfa accepting this set. The only
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known upper bound for this minimal dfa is non-elementary since any quantification requires
to apply one of the rational transductions to the language of a minimal dfa (which leads
to an nfa) and then to determinize and minimize this nfa. The crucial insight from the
follow-up paper [7] by the same authors is that the size of these minimal dfas is at most
triply exponential if, instead of regular predicates, one allows constants, only (alternatively:
singleton predicates). Since determinisation and minimisation of an nfa can be done in space
polynomial in the resulting minimal dfa (and logarithmic in the nfa), the above construction
can be carried out in three-fold exponential space1 which is also an upper bound for the said
theory (the best lower bound we know so far is PSPACE [6]). This bound on the size of
the minimal dfas is possible since all defined languages are piecewise testable [18]. A useful
complexity measure for piecewise testable languages is their height. The new and innovative
contribution of the proof from [7] are bounds for the height of the upwards closure LÒ, the
downwards closure LÓ, and the incomparability set L‖ of a piecewise testable language L;
these new bounds are polynomial in the height of L (assuming a fixed alphabet).2

We improve this 3EXPSPACE upper bound for the theory in three aspects:
1. We prove an upper bound of two-fold exponential space.
2. We allow piecewise testable predicates given by so-called pt-nfas [15, 16] (which are more

succinct than minimal dfas). Further, the upper bound is measured in the depth of these
pt-nfas as opposed to their size.

I Remark. Any piecewise testable predicate can be defined in the one-variable fragment of
first-order logic. Consequently, these predicates do not increase the expressive power. Since
a pt-nfa of depth k accepts a piecewise testable language of height k, the naive translation of
a pt-nfa into a formula yields a formula of size exponential in the depth of the pt-nfa. As to
whether this size increase is necessary seems not to be known.

3. We extend first-order logic by threshold counting quantifiers Dět (from [13], we know that
this theory is decidable, even with regular predicates).

Following and extending the ideas from [7], we first prove new results on the height of
piecewise testable languages. Namely, we extend the above mentioned results about LÒ, LÓ,
and L‖ to, e.g., LÒět, the set of words that have t subwords in L (and similarly for LÓět

and L‖ět). These considerations can be found in Section 3.
From these results, it follows that the language L defined by a formula (that uses threshold

counting quantifiers and piecewise testable predicates given by pt-nfas) is piecewise testable
of height at most doubly exponential in the size of the formula (Theorem 19).
I Remark. Consequently, the language L can be defined by a quantifier-free first-order
formula. It follows that also the addition of counting quantifiers Dět does not increase the
expressive power of the logic. But the use of counting quantifiers allows to write exponentially
more succinct formulas (Theorem 21).

So far, this parallels the development in [7] where the corresponding result was shown for
first-order logic. But at this point, instead of building automata (as done in [7]), we follow
another path of argument, that is an adaptation of Ferrante and Rackoff’s method [1].

The language-theoretic considerations imply that any formula is equivalent to a quantifier-
free formula that uses constants of doubly exponential length and no piecewise testable

1 The claim of three-fold exponential time from [7, Theorem 7.5] is not supported by the proof idea [17].
2 This view indicates that the result from [7] can be improved by allowing, instead of singleton predicates,

piecewise testable predicates given by minimal dfas. Also then, the algorithm from [6] should run in
three-fold exponential space.
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predicates (Corollary 20). From this, we derive that quantification in formulas can be
restricted to words of doubly exponential length. This implies that the 2-variable fragment of
the threshold counting extension of first-order logic becomes decidable in two-fold exponential
space (allowing piecewise testable predicates in the formula given by pt-nfas).

2 Definitions and Main Results

Throughout this paper, we fix an alphabet Σ. We denote by Σ˚ the set of (finite) words
over Σ. A word u P Σ˚ is a subword of v P Σ˚ if u “ u1u2 . . . un and v “ v0u1v1u2v2 ¨ ¨ ¨unvn

for some n P N and ui, vi P Σ˚. We write u Ď v for this fact.

2.1 Piecewise Testable Languages and the Main Result for Language
Theorists

The length of a word u P Σ˚ is denoted |u|, Σďn denotes the set of words of length ď n. We
next define Simon’s congruences „n that play an important role in our considerations.

I Definition 1. Let u, v P Σ˚ and n P N. Then u and v are n-equivalent (denoted u „n v)
if they have the same subwords of length ď n. We denote by rusn the equivalence class
containing the word u wrt. the equivalence relation „n.

A language L Ď Σ˚ is piecewise testable if there exists n P N such that L is a union
of languages rusn for some words u P Σ˚. The minimal such n is called the height of L.
We write PTpnq for the class of piecewise testable languages of height ď n. Note that
PTpnq Ď PTpn` 1q.

Let L Ď Σ˚ be piecewise testable. Then the upwards closure LÒ, the downwards closure
LÓ and the incomparability set L‖ are all piecewise testable of height polynomial in that
of L (the degree of the polynomial is the size of the alphabet Σ) [7]. We will extend these
results to the following more general operations.

Let L Ď Σ˚ be some language and t P N some threshold. Then

LÒět “ tv P Σ˚ | Du1, . . . , ut P L : ui Ď v for all 1 ď i ď t and
ui ‰ uj for all 1 ď i ă j ď tu

denotes the set of words v that have t subwords in L. In particular, LÒě0 “ Σ˚ and LÒě1 is
the usual upwards closure LÒ of L. Note that any set LÒět is upwards closed and therefore
piecewise testable.

The set

LÓět
“ tu P Σ˚ | Dv1, . . . , vt P L : u Ď vi for all 1 ď i ď t and

vi ‰ vj for all 1 ď i ă j ď tu

consists of all words u that have t superwords in L; the above remarks on LÒět apply mutatis
mutandis.

For two words u and v, we write u‖v if neither u is a subword of v nor vice versa; we say
that u and v are incomparable. Then let

L‖ět
“ tv P Σ˚ | Du1, . . . , ut P L : ui‖v for all 1 ď i ď t and

ui ‰ uj for all 1 ď i ă j ď tu

contain all words v that are incomparable with t words from L.

MFCS 2020



61:4 Complexity of Counting First-Order Logic for the Subword Order

The function g|Σ| that will bound the height of the resulting languages LÒět etc. is defined
as follows: Let n P N. Then „n has only finitely many equivalence classes. Let g|Σ|pnq be
minimal such that every equivalence class rxsn contains some word of length ď g|Σ|pnq. Then
n ď g|Σ|pnq ď g|Σ|pn` 1q for all n P N. From [7, Theorem 3.7 and Eq. (3.12)], we know that
g|Σ|pnq ď pn` 2q|Σ|.

The main result for language theorists now reads has follows (for the proof, see Section 3),
it generalizes [7, Theorems 4.4, 5.5, and 6.1] from t “ 1 to general thresholds.

I Theorem 2. Let Σ be some alphabet, n, t P N, and L Ď Σ˚ be a piecewise testable language
of height ď n. Then the following hold:
1. LÒět is piecewise testable of height ď g|Σ|pnq ` t´ 1.
2. LÓět is piecewise testable of height ď p|Σ| ` 1q ¨

`

g|Σ|pnq ` 1
˘

(note that this upper bound
does not depend on t).

3. L‖ět is piecewise testable of height ď g|Σ|pnq ` t.

Before we turn attention to a consequence in logic, we shortly recall some results on the
relation of nfas and piecewise testable languages.

There are different characterisations of piecewise testable languages using nfas, we only
rely on one by Masopust and Thomazo [15, 16]: a pt-nfa is a partially ordered and complete
nfa that satisfies the UMS-property (the details are of no importance for our considerations)
[15, Definition 3]. A language is piecewise testable iff it is accepted by some pt-nfa [16,
Theorem 25]. Further, the depth ||A|| of a pt-nfa (i.e., the maximal length of a simple path
in the nfa) bounds the height of the accepted language [15, Theorem 8].

2.2 The Logic C2 and the Main Result for Logicians
Let NFA be the set of all nfas over the alphabet Σ. Consider the structure

S “
`

Σ˚,Ď,
`

LpAq
˘

APNFA, pwqwPΣ˚
˘

whose universe is the set of words, whose only binary relation is the subword relation, that
has a unary relation LpAq for each nfa A P NFA and a constant for every word over Σ.

We can make statements about this structure using some variant of classical first-order
logic. To control the use of nfas in these formulas, let A Ď NFA be a set of nfas (e.g.,
A “ NFA, A “ H, or A “ ptNFA Ď NFA which is the set of pt-nfas). Then formulas from
C2

A are defined by the following syntax:

ϕ :“ c Ď d | c “ d | c P LpAq | ϕ_ ϕ |  ϕ | Dětz ϕ

where c, d are variables from tx, yu or words from Σ˚, A P A is some nfa over Σ, t P N, and
z P tx, yu is a variable. Note that we allow only the variables x and y. The semantics of
these formulas is defined in the obvious way with the understanding that Dětxϕ holds if
there are t mutually distinct words that all make the formula ϕ true. Consequently Dě1 is
the usual existential quantifier and Dě0xϕ is always true. Let FO2

A denote the subset of C2
A

that only uses the quantifier Dě1, i.e., the classical first-order quantifier.
For arbitrary structures, the introduction of threshold counting quantifiers Dět in con-

junction with the restriction to two variables extends the expressive power. Later, we will
see that in our context, the logics C2

ptNFA and FO2
H are equally expressive (Corollary 20),

but C2
ptNFA is exponentially more succinct than FO2

H by Theorem 21.
As a side remark, we prove that constants of length ď 2 suffice for the whole expressive

power.
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I Theorem 3. Let A Ď NFA. For every formula ϕ P C2
A, there exists an equivalent formula

ψ P C2
A that uses constants of length ď 2, only. The same applies to the logic FO2

A.

Proof. It suffices to produce, for every word w P Σ˚, a formula λwpxq P FO2
H using at most

constants of length ď 2 such that w is the only word satisfying λwpxq.
For n P N, there are formulas αnpxq expressing |x| ě n.
For |w| ď 2, the formula λwpxq is simply x “ w. Now let |w| ą 2. Set m “ tn{2u` 1 ă n

and Sw “ tu P Σďm | u Ď wu. By [14, Theorem 6.2.16], w is the only word of length |w|
such that Sw is the set of subwords of w of length ď m. Since this can, using the formulas
αnpxq and induction, be expressed by a formula from FO2

H, the claim follows. J

The size of a formula is defined with the understanding that the size |A| of an nfa A is
its number of states, the size of a variable is 1, the size of a word is its length, and the size
of the quantifier Dět is the length

ˇ

ˇbinptq
ˇ

ˇ of the binary encoding of t.
Besides the size, we also define the norm ||ϕ|| of a formula ϕ from C2

ptNFA:

||c Ď d|| “ ||c “ d|| “ max
`

|c|, |d|
˘

, ||c P LpAq|| “ max
`

|c|, ||A||
˘

,

||α_ β|| “ max
`

||α||, ||β||
˘

, || β|| “ ||β|| , and
||Dětxϕ|| “

ˇ

ˇbinptq
ˇ

ˇ` ||ϕ|| .

This norm ||ϕ|| is similar to the quantifier depth. Note that, in particular, ||ϕ|| bounds the
length of constants and the depth of pt-nfas occurring in ϕ. Note further that ||ϕ|| ď |ϕ|
holds for any formula ϕ.

From Theorem 2, we infer in Section 4 that all definable languages are piecewise testable
of bounded height (Theorem 19). This allows to derive a quantifier elimination result that
reads as follows:

I Corollary 20. Let c “ 2 ¨ |Σ|. Every C2
ptNFA-formula ϕ is equivalent to some quantifier-

and automata-free formula ψ P FO2
H with ||ψ|| ă 2c2||ϕ|| .

Karandikar and Schnoebelen [7] showed that any non-empty piecewise testable language
of height n has elements of length polynomial in n. Based on Corollary 20, we can therefore
restrict quantification in a formula ϕ to “short words” implying our main result for logicians.

I Theorem 24. The C2
ptNFA-theory of S is decidable in doubly exponential space.

3 Closure of the Class of Piecewise Testable Languages

The purpose of this section is to indicate how Theorem 2 can be proved.

3.1 Notions and Results Used in the Proof
A set of words L is convex if u,w P L and u Ď v Ď w imply v P L.

I Lemma 4 (compiled in [7]). Let u, v, v1 P Σ˚, a, b P Σ, and n P N.
1. The equivalence class rusn is convex.
2. If u „n v, then there exists w P rusn with u, v Ď w.
3. If uv „n uav, then uv „n ua

`v for all ` P N.
4. The equivalence class rusn is infinite or a singleton.
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Proof (cited from [7]). (1) is by combining the definition of „n with the observation tuuÓ Ď
tvuÓ provided u Ď v. (2) is [19, Lemma 6] (cf. [14, Thm. 6.2.6] for an alternative proof). (3)
is in the proof of [14, Corollary 6.2.8]. Finally, (4) follows from (1), (2), and (3). J

An example of a singleton equivalence class is rus|u|`1 for any u P Σ˚; if u contains two
distinct letters, then even rus|u| “ tuu (but raas2 “ aaa˚).

Since Σďn is finite, there are only finitely many equivalence classes of „n. Hence, for any
n P N, there are only finitely many languages L Ď Σ˚ in PTpnq and this class is closed under
Boolean operations.

For a set L Ď Σ˚ of words, let minpLq denote the set of words v P L that have no proper
subword in L. Since the subword relation is well-founded, any word from L is a superword
of some word from minpLq, i.e., L Ď minpLqÒ.

Imre Simon found a description of the set of minimal elements of an equivalence class
rusn that uses the following concept. For a set B Ď Σ, let PermpBq Ď Σ˚ denote the set of
permutations of B seen as words (e.g., Perm

`

ta, bu
˘

“ tab, bau and PermpHq “ tεu). For sets
Bi Ď Σ, define PermpB1, B2, . . . , Bkq “ PermpB1qPermpB2q ¨ ¨ ¨ PermpBkq. For instance,
Perm

`

tau, tbu, tcu
˘

“ tabcu while Perm
`

ta, bu, tcu
˘

“ tabc, bacu for all letters a, b, c P Σ.

I Theorem 5 ([18], cf. [14, Theorem 6.2.9]). Let n P N and u P Σ˚. Then there exist k P N
and B1, B2, . . . , Bk Ď Σ with minprusnq “ PermpB1, B2, . . . , Bkq.

Deleting all empty sets from the tuple pB1, B2, . . . , Bkq makes the above presentation of
minprusnq unique. By Theorem 5, all words from minprusnq have the same length

ř

1ďiďk |Bi|

which is ď g|Σ|pnq (by the very definition of that function) and therefore ď pn` 2q|Σ| (by [7,
Theorem 3.7 and Eq. (3.12)]).

I Theorem 6. Let Σ be an alphabet, w P Σ˚, and n P N. Then there exists a word v „n w

with |v| ď g|Σ|pnq and v Ď w.

Recall that g|Σ|pnq ď pn` 2q|Σ| by [7, Theorem 3.7 and Eq. (3.12)].

Proof. Since the subword order is well-founded, there exist u, v P minprwsnq with |u| ď g|Σ|pnq

and v Ď w. Theorem 5 implies |v| “ |u| ď g|Σ|pnq. J

3.2 Upward Closures
The following result verifies Theorem 2(1).

I Proposition 7. Let L P PTpnq be a language over Σ and t P N. Then the language LÒět

belongs to PT
`

g|Σ|pnq ` t´ 1
˘

.

Proof. Let z P LÒět and z1 „g|Σ|pnq`t´1 z. Then there exists a t-elements set Y Ď L with
y Ď z for all y P Y . Choosing the elements of Y as short as possible, we can assume
Y ÓXL “ Y . Using the definition of g|Σ|, Lemma 4(1), and Theorem 5, one can show that all
words from Y are of length ď g|Σ|pnq` t´ 1. Consequently, they are subwords of z1 implying
z1 P LÒět. J

3.3 Downward Closures
The following result verifies Theorem 2(2).

I Proposition 8. Let L P PTpnq be a language over Σ and t P N. Then the language LÓět

belongs to PT
`

p|Σ| ` 1q ¨ pg|Σ|pnq ` 1q
˘

.
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Proof. Let F Ď L denote the set of elements x P L with rxsn finite (i.e., a singleton by
Lemma 4(4)) and I “ LzF . From Lemma 4(2) and (3), it follows that I has no maximal
element implying LÓět

“ FÓět
Y IÓ.

By [7, Theorem 5.5], the height of IÓ is ď p|Σ| ` 1q ¨
`

g|Σ|pnq ` 1
˘

. By definition of
g|Σ|pnq, all words in F have length ď g|Σ|pnq. Hence the height of FÓět is ď g|Σ|pnq ` 1 ď
p|Σ| ` 1q ¨

`

g|Σ|pnq ` 1
˘

. J

3.4 Incomparability Set
There are three types of equivalence classes rxsn: the singletons, the chains, and the infinite
ones which are no chains. Propositions 9, 11, and 15, respectively, bound the heights of
rxsn‖ět for these three types of equivalence classes and collectively verify Theorem 2(3).

I Proposition 9. Let n, t P N and x P Σ˚ such that L “ rxsn is a singleton. Then
L‖ět

P PT
`

g|Σ|pnq
˘

.

Proof. If t ‰ 1, then L‖ět
P tH,Σ˚u, hence of height 0 ď g|Σ|pnq. If t “ 1, then L‖ět is the

complement of txuÒ Y txuÓztxu, two languages of height ď |x|. Since rxsn is a singleton, the
definition of g|Σ| implies |x| ď g|Σ|pnq. J

Next, we consider the case that rxsn is a chain and bound the height of rxsn‖ět. The
following lemma provides the central argument that will also be used later.

I Lemma 10. Let t ě 1 and let C be the convex chain x0 Ĺ x1 Ĺ ¨ ¨ ¨ . Then C‖ăt
“

C Y txt´1uÓ.

Proof. Since subwords of xt´1 are, at most, incomparable with x0, x1, . . . , xt´2, the inclusion
“Ě” is obvious. Now let x R CYtxt´1uÓ. Since x0 Ď xt´1, this implies x Ě x0 or x ‖ x0, xt´1.
In the first case, convexity of C and x R C imply that x is incomparable with infinitely many
elements of C. In the latter case, x is incomparable with all xi for 0 ď i ď t´ 1. J

I Proposition 11. Let n, t P N and x P Σ˚ such that C “ rxsn is a chain. Then C‖ět
P

PT
`

g|Σ|pnq ` t
˘

.

Proof. Since C‖ě0
“ Σ˚ P PTp0q, it remains to consider the case t ą 0.

List the elements of C in increasing order: x0 Ĺ x1 Ĺ x2 ¨ ¨ ¨ . Since C is convex by
Lemma 4(1), we obtain |xi| “ |x0| ` i for all i ě 0. By Lemma 10, C‖ět is the complement
of C Y txt´1uÓ. But C is of height n. Furthermore |xt´1| “ |x0| ` t´ 1 ă g|Σ|pnq ` t since
x0 P minpCq implying that the height of txt´1uÓ is ď g|Σ|pnq ` t. J

It remains to prove a similar statement for infinite equivalence classes rxsn that are not
a chain. The proof of the case t “ 1 from [7] first shows that rxsn contains two elements
of every length ą |x|. Consequently, every word of length ą |x| is incomparable with some
word from rxsn, i.e., rxsn‖ě1 is cofinite and therefore piecewise testable.

Our proof for t ą 1 shows that the set of pairs of words of equal length can be grouped
into two convex chains, i.e., the equivalence class rxsn contains two convex chains that
intersect, at most, in minprxsnq (Lemma 14). Then we apply Lemma 10. But first, we need
some insight into convex chains which is the topic of the following considerations.

I Lemma 12. Let x, y P Σ˚ and a P Σ. Then xa˚y is a convex chain.

Proof. The language xa˚y is clearly a chain and one shows that xaky Ď z Ď xamy implies
the existence of ` with z “ xa`y. J

MFCS 2020



61:8 Complexity of Counting First-Order Logic for the Subword Order

The third item of the following lemma implies, together with Theorem 5, that the maximal
a-prefixes of two words from minprxsnq differ in length by at most one.

I Lemma 13. Let B1, B2, . . . , Bk Ď Σ be non-empty, a P Σ and u, v P Σ˚.
(1) If au P PermpB1, . . . , Bkq, then a P B1 and u P Perm

`

B1ztau, B2, . . . , Bk

˘

.
(2) If aau P PermpB1, . . . , Bkq, then B1 “ tau.
(3) If u, v R aΣ˚ and m,n P N with amu, anv P PermpB1, . . . , Bkq, then |m´ n| ď 1.

I Lemma 14. Let u P Σ˚ such that rusn is infinite but not a single chain. Then rusn contains
two infinite convex chains C1 and C2 with C1XC2 Ď minprusnq and CiXminprusnq ‰ H for
i P t1, 2u.

Proof. By [7, Lemmas 6.2 and 6.3], there are words x1, x2, y1, y2 P Σ˚ and letters a, b P Σ
such that x1x2, y1y2 P minprusnq, x1ax2, y1by2 P rusn, and x1ax2 ‰ y1by2. Then x1a

˚x2 and
y1b

˚y2 form infinite convex chains in rusn (Lemmas 4(3) and 12) and it remains to be shown
that their intersection contains words from minprusnq, only.

Let `,m P N such that x1a
`x2 “ y1b

my2. Since x1x2, y1y2 P minprusnq, they have the
same Parikh image by Theorem 5 implying a “ b and ` “ m, i.e., x1a

`x2 “ y1a
`y2.

One first shows, w.l.o.g., |x1| ă |y1| and then distinguishes the cases |y1| ď |x1a
`| and

|x1a
`| ă |y1|.
In the first case there exists k P N with 0 ă k ď ` and x1a

k “ y1 and therefore aky2 “ x2.
This leads to x1ax2 “ y1by2, contradicting our assumption.

It remains to consider the case |x1a
`| ă |y1|. Then there exists a word h ‰ ε with

x1a
`h “ y1 and therefore x2 “ ha`y2.
By Theorem 5, there is a tuple B of nonempty subsets of Σ with minprusnq “ PermpBq “

minprusnq Q x1a
`hy2, x1ha

`y2. Applying Lemma 13(1) and its dual, we obtain a tuple C of
nonempty subsets of Σ with a`h, ha` P PermpCq. Assuming h P a˚ leads to x1ax2 “ y1by2
which contradicts our assumption. Hence we can write h as akv with v P Σ`zaΣ˚. Then
a``kv “ a`h and akva` “ ha` both belong to PermpCq. Hence Lemma 13(3) implies ` ď 1.
But ` “ 1 is impossible since x1ax2 ‰ y1ay2. Thus, we obtain ` “ 0, i.e., the two chains
x1a

˚x2 and y1b
˚y2 intersect, at most, in minprusnq. J

Now we can handle the remaining equivalence classes, i.e., bound the height of rxsn‖ět

provided rxsn is infinite but not a chain.

I Proposition 15. Let n, t P N and x P Σ˚ such that L “ rxsn is infinite but not a chain.
Then L‖ět

P PT
`

g|Σ|pnq ` t
˘

.

Proof. Since L‖ě0
“ Σ˚ P PTp0q, it remains to consider the case t ą 0.

By Lemma 14, there exist two infinite convex chains C1, C2 Ď L such that C1 X C2 Ď

minpLq and Ci XminpLq ‰ H for i P t1, 2u. By Lemma 10, there are words xi P Ci of length
ă g|Σ|pnq ` t such that

L‖ăt
Ď C1‖ăt

X C2‖ăt
“
`

C1 Y tx1uÓ
˘

X
`

C2 Y tx2uÓ
˘

Ď Σăg|Σ|pnq`t . J

We can now put these three propositions together to verify Theorem 2(3).

I Proposition 16. Let L P PTpnq be a language over Σ and t P N. Then L‖ět
P PT

`

g|Σ|pnq`

t
˘

.

Proof. The language L is a finite disjoint union of equivalence classes rxsn. Hence L‖ět can
be written as a Boolean combination of languages of the form rxsn‖ěs for s P t0, 1, . . . , tu.
But all these languages have height ď g|Σ|pnq ` t. J
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4 Expressive Power and Quantifier Elimination

In this section, we show that every language definable in C2
ptNFA is piecewise testable of

height bounded in terms of the norm of the defining formula. But first a simple result on the
expressive power of quantifier-free formulas.

I Lemma 17. Let n P N.
(1) Any language L P PTpnq is defined by some quantifier- and automata-free formula

ϕpxq P FO2
H with ||ϕpxq|| ď n.

(2) If ϕpxq P FO2
ptNFA is a quantifier-free formula with ||ϕ|| ď n, then it defines a language

from PTpn` 1q.

Proof. By the very definition of „n, the first claim holds for all equivalence classes rxsn and
therefore for any language from PTpnq.

For the second claim, we use that the depth of any pt-nfa in ϕ is bounded by n and the
same holds for the length of constants in ϕ. J

I Example 18. The language taaau belongs to PTp4qzPTp3q, and it can be defined by the
formula x “ aaa of norm 3. Hence, in the first statement of the above lemma, the converse
implication does not hold.

Regarding the second statement, the language taaaua˚ belongs to PTp3q, but cannot be
defined by a formula of norm ď 2. Hence, also that implication cannot be inverted.

I Theorem 19. Let c “ 2 ¨ |Σ| and ϕpxq P C2
ptNFA. Then the language Lϕ “

 

u P Σ˚ | S |ù
ϕpuq

(

is piecewise testable of height ă 2c2||ϕ|| .

Proof. The claim is shown by induction on the construction of the formula ϕ. The cases
that ϕpxq is quantifier-free or a Boolean combination are straightforward. So let ϕpxq “
Děty : ϕ1px, yq.

In a first step, one expresses ϕpxq as a Boolean combination of formulas Děsy :
`

xθy ^

δpx, yq
˘

where s ď t, θ P tĹ,Ľ,“, ‖u, and δpx, yq is a conjunction of possibly negated atomic
and existential (i.e., starting with Děs) subformulas of ϕ1px, yq.

In any such formula, δpx, yq can be written as αpxq^βpx, yq^γpyq with ||α||, ||γ|| ď ||ϕ1||
and βpx, yq a conjunction of formulas of the form x Ď y, x Ě y, and their negations.
Depending on whether xθy is consistent with βpx, yq or not, the formula Děsy : xθy ^ δpx, yq
is equivalent to K or to

αpxq ^ Děsy :
`

xθy ^ γpyq
˘

.

Since ||α||, ||γ|| ď ||ϕ1|| ă ||ϕ||, we can apply the induction hypothesis, i.e., the languages
defined by αpxq and by γpyq are of bounded height. Then Theorem 2 allows to also bound
the height of the language defined by Děsy :

`

xθy ^ γpyq
˘

(this requires tedious and non-
illuminating calculations that use, in particular, the estimate p|Σ| ` 1q ¨

`

g|Σ|pnq `m
˘

ă

pm` n` 2qc). J

Since piecewise testable languages of bounded height can be defined by quantifier-free
formulas from FO2

H, we obtain the following quantifier-elimination result (that does not only
hold for formulas with a single free variable since only atomic formulas make “proper” use of
more than one variable).

I Corollary 20. Let c “ 2 ¨ |Σ|. Every C2
ptNFA-formula ϕ is equivalent to some quantifier-

and automata-free formula ψ P FO2
H with ||ψ|| ă 2c2||ϕ|| .
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For first-order formulas ϕ, this result can be found in [7, Cor. 7.4 and Thm. 7.5].
Note that the above corollary implies in particular that the logics C2

ptNFA and FO2
H are

equally expressive (a description of this expressive power in terms of subword-piecewise
testable relations can be found in [7, Theorem 7.2(ii)]). But we have the following result on
the succinctness.

I Theorem 21. The logic C2
H is exponentially more succinct than FO2

H.

Proof. Let Σ “ tau and n P N. Then wn “ a2n
´1 is the only word satisfying the formula

ϕnpxq “ D
ě2n

y : y Ď x^ Dě2n
`1y : y Ď x .

The size of this formula is in Opnq since the thresholds are encoded in binary.
Now let ψn be an equivalent first-order formula. Since Σ is a singleton, one can eliminate

all constants from ψn (incurring a linear increase in size). Since ψnpxq distinguishes wn from
wn a, its quantifier depth is ě 2n ´ 1 which implies the claim. J

5 Complexity of the C2
ptNFA-Theory

We now adapt the technique by Ferrante and Rackoff from first-order logic to its extension
by threshold counting quantifiers to derive our upper complexity bound from Corollary 20.3
Central to this proof is the following lemma expressing that quantification in formulas can be
restricted to words of bounded length. This property is the core of the method by Ferrante
and Rackoff [1].

I Lemma 22. Let ϕpxq “ Děty : ψpx, yq be a formula from C2
ptNFA. Let c “ 2 ¨ |Σ|, N P N

with 2c2||ϕ||
ď N , and u P Σ˚ with |u| ă N . Then S |ù ϕpuq iff there are t words v of length

ă N2c such that S |ù ψpu, vq.

Proof. For the non-trivial implication assume there are t words in the language L :“
 

v P

Σ˚ | S |ù ψpu, vq
(

.
Corollary 20 yields a formula ψ1px, yq P FO2

H equivalent to ψpx, yq such that ||ψ1|| ă N .
Substituting u for x does not increase the norm since ψ1 is quantifier-free and |u| ă N . Since
L is defined by this formula ψ1pu, yq, we get L P PTpNq. Since |L| ě t, the definition of g|Σ|
and Lemma 4(1) allow to find t words in L of length ă N2c. J

I Proposition 23. There is an algorithm that, on input of a formula ϕpx, yq P C2
ptNFA

and words u and v, decides whether S |ù ϕpu, vq. This algorithm uses working space
polylogarithmic in |ϕ| and doubly exponential in

ˇ

ˇ

ˇ

ˇϕpu, vq
ˇ

ˇ

ˇ

ˇ.

Proof. We use a recursive procedure check whose parameters are
a C2

ptNFA-formula αpx, yq,
two words wx and wy, and
a natural number N .

It evaluates the formula αpwx, wyq recursively. When encountering a formula αpx, yq “
Děty : ψpx, yq, it calls checkpψ,wx, w

1
y, N

2cq for all words w1y of length ă N2c and counts
those that return true.

This procedure returns, if started with the correct value for N , the correct value due to
Lemma 22. J

3 For first-order logic, the use of Corollary 20 can be replaced by the corresponding statements from [7,
Cor. 7.4 and Thm. 7.5].
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Since ||ϕ|| ď |ϕ|, we immediately obtain

I Theorem 24. The C2
ptNFA-theory of S is decidable in doubly exponential space.

6 Summary and Open Question

We considered the extension of first-order logic by threshold-counting quantifiers over the
subword order with piecewise testable predicates and constants. We showed that the 2-
variable fragment of this theory is decidable in two-fold exponential space. This extends
a result from [7] in two aspects: first, we add threshold counting quantifiers and piecewise
testable predicates to first-order logic and, secondly, we improve their upper bound by one
exponent. Our proof relies on two independent aspects: the consideration of the height of
definable languages (which is a direct continuation from [7]) and an adaptation of Ferrante
and Rackoff’s method [1].

The work done in this paper can be continued in the following directions:
Addition of further binary relations: Let C be some collection of binary relations on Σ˚
such that Boolean combinations of relations from C Y tĎu are effectively rational. This
holds, e.g., if C consists of the prefix relation, the relation “have equal length”, the cover
relation as well as powers thereof (e.g., the relation “u Ď v and |v| ´ |u| “ k” for fixed
k P N). Then the proof of [6, Theorem 5.5] can be extended to show the following result:
The FO2

NFA-theory of the extension of the structure S with the binary relations from C is
decidable. If the Boolean combinations are even effectively unambiguous rational, then
the C2

NFA-theory becomes decidable using the arguments from [13] (where the result is
demonstrated in case C contains the cover relation, only).
It is not clear for which sets C the C2

ptNFA-theory becomes decidable in elementary space
(which is the case for C “ H as demonstrated in this paper). The same question applies
already for the FO2

H-theory.
Addition of regular predicates: By [13], the C2

NFA-theory is decidable, but the only known
algorithm is non-elementary. On the other hand, the C2

ptNFA-theory is decidable using
elementary space. It is not clear whether there are other classes of nfas A Ď NFA such
that the C2

A- or FO2
A-theory are decidable in elementary space.
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Abstract
Recently, using spectral techniques, H. Huang proved that every subgraph of the hypercube of
dimension n induced on more than half the vertices has maximum degree at least

√
n. Combined

with some earlier work, this completed a proof of the sensitivity conjecture. In this work we show
how to derive a proof of Huang’s result using only linear dependency and independence of vectors
associated with the vertices of the hypercube. Our approach leads to several improvements of the
result. In particular we prove that in any induced subgraph of Hn with more than half the number
of vertices, there are two vertices, one of odd parity and the other of even parity, each with at least
n vertices at distance at most 2. As an application we show that for any Boolean function f , the
polynomial degree of f is bounded above by s0(f)s1(f), a strictly stronger statement which implies
the sensitivity conjecture.
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1 Introduction

Recently, Hao Huang [10] provided a beautiful short proof for the missing link of an important
conjecture in complexity theory known as the sensitivity conjecture [15]. What Huang proved
is the following graph theoretic statement:

I Theorem 1 (Huang). Any induced subgraph of the n-dimensional hypercube with more
than 2n−1 vertices has at least one vertex of degree larger than or equal to

√
n.

This improves a logarithmic lower bound given by Chung, Füredi, Graham and Seymour
[6], who also gave a construction of an induced subgraph on 2n−1 + 1 vertices with maximum
degree d

√
ne.

Huang’s proof uses a few key facts: first of all (informally) it gives a signature to the
hypercube Hn to form a signed graph with exactly two eigenvalues. Then it uses a spectral
argument known as the “interlace theorem” to determine the largest eigenvalue of the matrix
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corresponding to the induced subgraph of this signed graph, where the number of vertices is
larger than half of the total number of vertices. Finally, the fact that the maximum degree of
a graph must be larger than the maximum eigenvalue is used. The proof by Huang has since
inspired works showing alternate proofs [13], connections to exterior algebra [11], Clifford
algebra [17, 14] and the Jordan-Wigner transformation [8].

Knuth [13] exhibited a collection of eigenvectors of this signed graph and using a basis
for the eigenspace corresponding to the larger eigenvalue, provided a proof that while using
linear algebra, does not use spectral arguments. The idea of using the linear dependence
and a basis of the eigenspace for proving the sensitivity conjecture has been attributed to a
comment by Shalev Ben-David [13].

Mathews extended the result to weighted hypercubes [14], where all the edges corres-
ponding to coordinate i have the same weight.

In this work, analyzing what makes this eigenvalues argument work, we present a proof
which is based on linear dependency and the dimension of vector spaces. Our approach leads
to stronger statements which we then use to derive applications in the study of the sensitivity
of Boolean functions.

Specifically, we obtain the following new results. Let NF (x) be the set of all neighbours
of a vertex x in the subgraph of the n-dimensional Boolean hypercube induced on a set of
vertices F . The size of this set, which is the degree of x in this subgraph, is denoted by
dF (x). Let NF

2 (x) be the set of vertices y ∈ F at distance 2 from x such there is a unique
2-path in this subgraph from each of them to x.

I Theorem 2. Given a set F of vertices of the n-dimensional Boolean hypercube with
|F | ≥ 2n−1 + 1, there exists vertices u, v in the subgraph induced on F with |u| and |v| having
even and odd parity respectively such that |NF (u)|+ |NF

2 (u)| ≥ n and |NF (v)|+ |NF
2 (v)| ≥ n.

Based on a notion of linear dependence which is the essence of this work, a stronger
statement is given and proven as Theorem 16. As a corollary we obtain the following, which
is also given in its stronger form as Corollary 17,

I Corollary 3. Given a set F of vertices of the n-dimensional Boolean hypercube with
|F | ≥ 2n−1 + 1, there exists an edge uv such that dF (u)× dF (v) ≥ n in the induced subgraph
on F .

As a corollary we have the following statement relating the degree of a function to its
0-sensitivity and 1-sensitivity (which will be defined in the next section),

I Corollary 4. For any Boolean function f , we have deg(f) ≤ s0(f)s1(f).

We illustrate in Section 5.3, by applying it to Chakraborty’s family of Boolean functions,
that this is a strictly stronger statement than deg(f) ≤ s2(f). We also note that Aaronson
et al. [1] recently gave a new proof of this corollary of our result using Huang’s theorem as a
black-box.

2 Preliminaries

2.1 The Boolean hypercube
The Boolean hypercube of dimension of n, denoted Hn, is a graph whose vertex set V (Hn)
is the set of all binary vectors (or strings) from Zn

2 . Two vertices are adjacent to each
other if their binary difference is one of the elements of the standard basis, i.e. u ∼ v if
u⊕ v = ei for some i ∈ {1, 2, . . . , n} or equivalently, if their Hamming distance dH(u, v) is 1.
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On labeling the coordinates of the vectors in Zn
2 with elements of [n] = {1, 2, . . . , n}, there is

a natural bijection between binary vectors of length n with subsets of [n]: a subset B of [n]
is associated with the binary vector eB whose coordinate i is 1 if and only if i ∈ B. When B
contains a single element i, we may write i in place of {i}. Thus eB is the natural extension
of the standard basis and we use |B| to denote the size of B which also corresponds to the
Hamming weight of the corresponding string.

The hypercube of dimension n is a bipartite graph. Vertices eB with an even |B| form
one part of the hypercube and those with an odd |B| form the other part. The set of odd
vertices of Hn will be denoted by Uodd

n or simply Uodd (when n is clear from the context)
and the set of even vertices will be denoted by U even

n or U even.

2.2 Binary functions and sensitivity
A binary function is any function from Zn

2 to Z2. It can be equivalently viewed as a 2-coloring
of vertices of Hn (not necessarily a proper coloring). Given a binary function f , a vector x is
said to be sensitive at coordinate i if f(x+ ei) 6= f(x). The sensitivity of x with respect to
f is the number of coordinates at which it is sensitive. When viewed on a graph, it is the
number of vertices of a color different from itself that it is adjacent to. The sensitivity of the
function f , denoted s(f), is then defined to be the maximum sensitivity over all vectors in Zn

2
with respect to f . Given a subset B of [n], a vector x is said to be B-sensitive with respect to
f , if f(x+ eB) 6= f(x). The block sensitivity of x with respect to f is the maximum number
of disjoint subsets Bi of [n] such that x is Bi-sensitive for each i. The block sensitivity of f
is the maximum block sensitivity over all vectors in Zn

2 with respect to f .
The 0-sensitivity of Boolean function f , denoted s0(f), is the maximum sensitivity over

binary vectors which evaluate to 0 on f . The 1-sensitivity of Boolean function f , denoted
s1(f), is defined similarly.

I Definition 5. A Boolean function is said to be parity-balanced if the number of even
vectors that evaluate to 1 is the same as the number of odd vectors that evaluate to 1 (see
Figure 1).

As shown in Figure 1, a binary function can be viewed as a 2-colouring of the hypercube.
The sensitivity of a vertex is its degree in the subgraph restricted to edges between vertices
colored 0 and vertices colored 1. These “sensitive” edges are represented by solid edges in
Figure 1. The 0-sensitivity (or 1-sensitivity) of a function is the maximum sensitivity among
all vertices coloured 0 (or 1).

f−1(1)

Uodd

f−1(0)

Ueven

x

(a) Not parity-balanced function.

f−1(1)

Uodd

f−1(0)

Ueven

(b) Parity-balanced function.

Figure 1 Graph representation of binary functions where sensitive edges are shown as solid lines.
In the subgraph of the hypercube consisting of sensitive edges, the graph degree of a vertex is its
sensitivity. Parity-balance in a Boolean function can be thought of as the equality of the shaded
regions in the figure above.
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2.3 Polynomials and degree
For a vector v ∈ Zn

2 whose support is B, we define the multilinear polynomial Pv : Rn → R
as follows:

Pv =
∏
i∈B

xi

∏
j∈B

(1− xj).

The polynomial has the property that when restricted to the elements of Zn
2 , it takes the

value 1 on v and 0 elsewhere. This polynomial has degree n where the coefficient of the term
x1x2 . . . xn is either +1 or −1 depending on the parity of v.

A polynomial p : Rn 7→ R represents a boolean function f if for all x ∈ {0, 1}n, p(x) =
f(x). Every Boolean function can be represented by a multilinear polynomial Pf which is
the sum of polynomials Pv such that f(v) = 1,

Pf =
∑

v;f(v)=1

Pv

We may now define the degree of a Boolean function f , denoted deg(f), as the degree of
the multilinear polynomial Pf . Observe that a Boolean function f has full degree (i.e. degree
n) if and only if it is not parity-balanced. This can also be found in [3] and was attributed
to Yao and Shi.

3 The sensitivity conjecture

The sensitivity conjecture as posed by Nisan and Szegedy [15] was the following problem,

I Problem 6. For every Boolean function f,

bs(f) ≤ (s(f))O(1)

The last piece of the proof of this conjecture was proved in 2019 by Huang [10]. Below, we
state and review some of the works on the sensitivity conjecture leading up to this paper.

Nisan and Szegedy [15, 16] established a strong connection between degree and block
sensitivity of a Boolean function:

I Theorem 7. (Nisan-Szegedy, Tal) For any Boolean function f , we have:

bs(f) ≤ deg(f)2

This was proved using symmetrization and lower bounds on the degree of single-variable
polynomials. An excellent exposition on the proof of this theorem and those that relate
other measures of complexity of Boolean functions such as certificate complexity, decision
tree complexity to block sensitivity can be found in [3]. The theorem in its present form is
due to Tal [16].

In 1992, Gotsman and Linial [7] showed the equivalence of the problem of showing that
the polynomial degree of a function is at most some polynomial in the sensitivity of the
function and the graph theoretic problem stated in Theorem 1.

I Theorem 8. (Gotsman-Linial) The following are equivalent for any monotone function
h : N 7→ R:
1. For any induced subgraph G of Hn such that |V (G)| 6= 2n−1, there exists a vertex with

degree ≥ h(n) in either G or Hn −G.
2. For any Boolean function f, s(f) ≥ h(deg(f)).
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A rough sketch of this proof is as follows: consider a monomial of the largest degree in the
multilinear polynomial representing the Boolean function and discard all variables that do
not appear in this monomial (i.e. set them to zero). The sensitivity of the modified function
f ′ might be smaller than that of the original function, but the polynomial degree of the
function is preserved and f ′ now has full polynomial degree. The range of f ′ is taken to
be {+1,−1} instead of {0, 1}. This function is further modified as g(x) = f ′(x)p(x) where
p(x) = (−1)

∑
xi is the parity function.

Notice that if we consider the graph induced by the vertices in g−1(0) (similarly for
g−1(1)), the graph degree of a vertex x in this subgraph is the sensitivity of x with respect
to f . Equivalently, we can bypass g and consider the bipartite graph induced by the vertices
in (f ′−1(0) ∩ U even) ∪ (f ′−1(1) ∩ Uodd), (similarly for (f ′−1(1) ∩ U even) ∪ (f ′−1(0) ∩ Uodd)).

Since the function f ′ has full degree, f ′ is not parity-balanced and without loss of
generality assume |f ′−1(1) ∩ Uodd| > |f ′−1(1) ∩ U even|. This implies that there are more
than 2n−1 vertices in (f ′−1(1) ∩ Uodd) ∪ (f ′−1(0) ∩ U even). By proving Theorem 1, it was
shown that the induced subgraph on this set of vertices has a vertex with sensitivity at least√
n =

√
deg(f). Hatami et al. [9] provides a clear presentation of this proof and surveys

in detail the results leading up to the recent proof of the sensitivity conjecture. Putting
together Theorem 1, Theorem 7 and Theorem 8, we now have that bs(f) ≤ s(f)4.

4 Graph degree lower bound revisited

In this section we first state the key tools and ideas that go into our simplification of Huang’s
theorem (Theorem 1) and then provide the details. Given a hypercube Hn, let σ be an
assignment of + or − to the edges such that each 4-cycle has an odd number of negative
edges. As we shall see, this is the only property of Huang’s signature that is needed to
derive the degree lower bound. Such a signature has been introduced independently in a
number of places, in many of them implicitly. For the sake of completeness, we will discuss
in Section 4.1 the construction of such a signature, how to find all such signatures and we
will provide some references to previous appearances of this signature. To simplify notation,
we extend σ by setting it to 0 for all non-adjacent pairs of vertices in the Boolean hypercube.

A crucial step in our approach is the following definition. Recall that a binary vector or
a binary string of length n is a vertex of Hn. For any vertex x of Hn, we define a real valued
vector x+ of length 2n whose coordinates are labeled by vertices y of Hn. We use x+

(y) to
denote the value at the coordinate y of a vector x+.

I Definition 9. For all vertices x of Hn, we define the vectors x+ and x− as follows, for all
y ∈ V (Hn),

x+
(y) =

{√
n if x = y

σ(x, y) otherwise ,
x−(y) =

{
−
√
n if x = y

σ(x, y) otherwise .

Note that each of the vectors x+ or x− is non-zero only at the coordinates corresponding
to x and its neighbors in the hypercube. We use V + and V − to denote the subspace generated
by the vectors x+ and x−, i.e. V + = 〈x+

1 , x
+
2 , . . . , x

+
2n〉 and V − = 〈x−1 , x

−
2 , . . . , x

−
2n〉.

One may observe that V + and V − are the eigenspaces of the signed adjacency matrix,
but we will not use this fact in our proofs.

A set of vectors S = {v1, v2, . . . , vk} is said to have a linear dependency if we have∑
i aivi = 0 for some choice of real numbers ai not all of which are zero, and where 0 is the

all-zero vector.

MFCS 2020
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Theorem 1 is the immediate corollary of the following facts:

I Observation 10. If the vectors {x+
1 , x

+
2 , . . . , x

+
k } have a linear dependency, then the

subgraph induced on the corresponding vertices {x1, x2, . . . , xk} of Hn has a vertex of degree
at least

√
n.

Proof. Suppose
∑

aix
+
i = 0 with ai 6= 0 and let |aj | be a largest among all |ai|’s. For the

row corresponding to vertex xj to vanish when viewing x+
i as a column vector, there must

be at least d
√
n e other vectors in the linear dependency that are nonzero at the coordinate

xj . Since those vectors can only correspond to neighbours of xj each of which can contribute
at most |aj | to the sum, xj must have at least

√
n neighbours. J

I Proposition 11. The subspaces V + and V − are each of dimension 2n−1.

A proof of this will be given in Section 4.2. As an immediate corollary we have that
for any set of 2n−1 + 1 vertices, there must be a linear dependency among some of the
corresponding vectors which implies the existence of a vertex of degree at least

√
n.

4.1 Signatures with negative 4-cycles

Let us first see the construction of a signature on Hn such that every 4-cycle in Hn is negative,
i.e., the product of the signs on the edges in the cycle is negative. A signature with this
property was used in [2] to show that one can choose nonzero weights on the edges to have
exactly two eigenvalues for the corresponding weighted graph. This is implicit in the proof
of Theorem 6.7 and its Corollary 6.9 in [2]. This is the same signature that was given by
Huang inductively.

A signature with this property can easily be constructed on H2 which consists of a single
C4: assign to one or three edges a negative sign, and to the rest a positive sign. Recall
that Hn is built recursively from two disjoint copies of Hn−1 by adding a matching between
corresponding vertices. Having found a signature σn−1 for Hn−1, proceed as follows: in the
first copy of Hn−1 assign signs as in σn−1, and in the other copy assign signs complementary
to that in σn−1. Finally, all edges in the matching are assigned the same sign. Observe that
4-cycles in each of the two copies inherit the property. The 4-cycles formed using two edges
of the matching use corresponding edges from the two copies which are of opposite signs.

We point out that there are exactly 22n−1 signatures with this property on Hn. Given
one such signature, one can get another by a switch at a vertex x of Hn, i.e. by switching
the signs of edges incident on x. Observe that this operation does not change the sign of a
cycle. In terms of matrices, this is equivalent to multiplying both the row and column of the
adjacency matrix corresponding to x by −1. This does not change the eigenvalues and the
corresponding eigenvectors are obtained by switching the sign at the xth coordinate. One
may apply a series of switches on all the vertices in a set X. A series of switches on the
complement of X results in the same assignment and so there are 22n−1 signatures.

On the other hand any signature with the property that all 4-cycles are negative is one
of the signatures discussed above. This follows from the fact that the 4-cycles generate the
cycle space of Hn and from the following Theorem of Zaslavsky.

I Theorem 12 (Zaslavsky [18, Theorem 3.2]). Given two signatures σ1 and σ2 of a graph G,
σ1 is a switching of σ2 if and only if the sets of positive (or equivalently negative) cycles of
(G, σ1) and (G, σ2) are the same.
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4.2 Dimensions of V + and V −

Here we show that both V + and V − have dimension 2n−1 (Proposition 11). We first observe
that each of these subspaces have dimension at least 2n−1. More generally we have:

I Proposition 13. For any independent set I of vertices of Hn, the sets {x+|x ∈ I} and
{x−|x ∈ I} are linearly independent.

Proof. Since I is an independent set and the vector x+ (resp. x−) is non-zero only at
the coordinate x and its neighbors in the hypercube, x+ (resp. x−) is the only vector in
{y+|y ∈ I, y 6= x} (resp. in {y−|y ∈ I, y 6= x}) which is nonzero at the coordinate x. J

Since the set of odd vertices (similarly even vertices) forms an independent set of size
2n−1 in Hn we have:

I Corollary 14. The dimension of vector spaces V + and V − are at least 2n−1, i.e. dim(V +) ≥
2n−1, dim(V −) ≥ 2n−1.

The fact that equality holds in each of these inequalities is a consequence of the following
proposition.

I Proposition 15. The subspaces V + and V − are orthogonal to each other.

We note that the choice of a signature where each 4-cycle is negative is key for this claim
to hold.

Proof. We must show that for an arbitrary choice of vertices x and y (not necessarily distinct)
the vectors x+ and y− are orthogonal. Depending on the distance between x and y, we
consider the following 4 cases:

Case 1. If x = y, then the non-zero terms in the inner product are at the coordinate x and
its neighbors.

〈x+, x−〉 = −
√
n ·
√
n+

∑
z:z∼x

(
σ(x, z)

)2 = −n+ n = 0

Case 2. If x ∼ y, then the only non-zero coordinates in the inner product are x and y (since
x and y do not share any common neighbours).

〈x+, y−〉 =
√
nσ(x, y)−

√
nσ(x, y) = 0

Case 3. If dH(x, y) = 2, observe that there are exactly two vertices (say v and v′) adjacent
to both x and y. These form a 4-cycle and by the assumption on the signature σ,
σ(x, v)σ(v, y) = −σ(x, v′)σ(y, v′). Therefore,

〈x+, y−〉 = σ(x, v)σ(v, y) + σ(x, v′)σ(y, v′) = 0

Case 4. If dH(x, y) ≥ 3, there are no common non-zero terms in the vectors and the inner
product 〈x+, y−〉 is trivially 0.

This completes the proof of orthogonality. J
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4.3 A short proof of Huang’s result
As already mentioned in Observation 10, dim(V +) = dim(V −) = 2n−1 implies Theorem 1.
However, to prove this theorem, or for the strengthening we provide in the next section, one
only needs an upper bound of 2n−1 for the dimension of one of these two vectors spaces.
This can simply be presented using the adjacency matrix of the signed hypercube which
leads to a concise proof of Huang’s result as follows.

The main characteristic of the signature discussed above is that the incidence matrix A
of the corresponding signed graph satisfies A2 = nI. This is equivalent to

(A+
√
nI)(A−

√
nI) = 0.

Notice that the rows (or, equivalently, the columns) of (A+
√
nI) are the v+ vectors we

have considered, and similarly for v− and (A −
√
nI). The above identity is an alternate

proof that V + and V − are orthogonal. As both are subspaces of R2n , one of the two has
dimension at most 2n−1. Thus in the smaller of these subspaces, in any subset of rows (or
columns) corresponding to a set F of 2n−1 + 1 vertices, there has to be a nontrivial linear
dependency. Given such a linear dependency, let u be a vertex whose coefficient has the
largest absolute value. Then, for the linear identity to hold at the coordinate u, u must have
at least

√
n neighbours among the vertices in F .

5 Strengthening Huang’s result

Huang’s proof yields a lower bound on the graph degree when the number of vertices is large
enough. We can strengthen this result in two ways. First, we can weaken the hypothesis to
any graph presenting a linear dependency regardless of the number of vertices in the linear
dependency. Second, we can exploit the linear dependency further to extract more structural
information about the graph, in addition to its largest degree.

5.1 Structural information from linear dependencies
We introduce the following terminology before going into our results. Consider a non-trivial
linear relation F given as

∑
u∈Uodd

auu
+ =

∑
v∈Ueven

bvv
+ where au and bv are real numbers,

allowed to be 0. We are interested in cases where not all of the coefficients are 0 and in such
cases F is called a nontrivial linear dependency. Let HF denote the subgraph of the Boolean
hypercube induced by the vertices of Hn which have a nonzero coefficient in F .

By Proposition 11, for any set K of vertices of Hn with |K| ≥ 2n + 1 there exists a
nontrivial linear dependency F such that V (HF ) ⊆ K. Thus the following theorem is stronger
than the Theorem 2 stated in the introduction.

I Theorem 16. Given a nontrivial linear dependency relation F on a subset of vertices in
Hn, there exist vertices u ∈ Uodd and v ∈ Ueven in HF such that |NF (u)| + |NF

2 (u)| ≥ n

and |NF (v)|+ |NF
2 (v)| ≥ n.

The proof of this theorem will be given after a technical lemma. We would like to first
point out a corollary of this theorem. This corollary is observed by taking a vertex u given
by the theorem and considering its neighbor which has the largest degree in HF among all
neighbours of u.

I Corollary 17. If F is a nontrivial linear dependency relation, there exists an edge (u, v) in
HF such that dF (u)× dF (v) ≥ n.
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We would like to point out that both Theorem 16 and its corollary are strictly stronger
than their counterparts stated in the introduction because a linear dependency can happen
in smaller sets, the smallest being of size n+ 1 (see Section 6.3 for more details).

The key tool in the proof of Theorem 16 is Lemma 18 which follows. For any pair of
vertices x and y at distance 2 in Hn, there are exactly two paths of length 2 connecting them.
When there is a unique 2-path connecting x and y in HF , we extend the signature to σ̂ such
that σ̂F (x, y) = σ(x, z)σ(z, y) where z is the unique common neighbor of x and y in HF .

I Lemma 18. Given a linear dependency F defined by
∑

u∈Uodd

auu
+ =

∑
v∈Ueven

bvv
+, for every

vertex x ∈ HF ∩ Uodd and y ∈ HF ∩ Ueven we have

(n− dF (x))ax =
∑

z∈NF
2 (x)

σ̂F (x, z)az, and (n− dF (y))by =
∑

t∈NF
2 (y)

σ̂F (t, y)bt.

Proof of Lemma 18. The vectors u+, v+ are viewed as column vectors. In the linear de-
pendency, by considering the row corresponding to some arbitrary fixed coordinate x ∈ Uodd:

√
nax =

∑
v∈NF (x)

σ(x, v)bv (1)

Similarly by considering the row corresponding to any coordinate v ∈ U even we get:
√
nbv =

∑
u∈NF (v)

σ(u, v)au. (2)

Multiplying both sides of Equation (1) by
√
n we have:

nax =
∑

v∈NF (x)

σ(x, v)
√
nbv. (3)

Replacing each
√
nbv on the right side of Equation (3) by the corresponding right side of

Equation 2, we have:

nax =
∑

v∈NF (x)

∑
u∈NF (v)

σ(x, v)σ(v, u)au. (4)

On examining the right side of this identity we make two key observations. The first is that
ax appears for each v in its neighbourhood with a coefficient σ(x, v)2 = 1. The second, which
is based on the main property of the signature we have chosen to work with, is that if a
vertex u, u 6= x, appears on the right hand side twice, then the sum of its coefficients is 0
(this is equivalent to saying σ(x, v1)σ(v1, u) = −σ(x, v2)σ(v2, u) where x, v1, u, v2 is a 4-cycle
in HF ).

Rearranging the terms and simplifying gives (n − dF (x))ax =
∑

u∈NF
2 (x)

σ̂F (x, u)au, as

claimed. The proof of the identity for the vertices in U even is analogous. J

We can now complete the proof of the statement about the second neighborhood of vertices
in HF .
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Proof of Theorem 16. Consider a (nontrivial) linear dependency
∑

u∈Uodd

auu
+ =

∑
v∈Ueven

bvv
+

and let |ax| = max
z∈Uodd

{|az|}. Observe that ax 6= 0 by our assumption on F . Now consider

the identity (n− dF (x))ax =
∑

z∈NF
2 (x)

σ̂F (x, z)az. Since |az| ≤ |ax|, there should be at least

n− dF (x) values of az which are nonzero for this identity to hold.
An analogous argument follows for the other part by taking the maximum value over

|bv|. J

The following, which immediately follows from Corollary 17, is already stronger than
Theorem 1 because the dimension of V + is 2n−1. It is a strictly stronger statement because
linear dependency may occur over much smaller sets of vertices.

I Corollary 19. If F is a nontrivial linear dependency relation, then there exists a vertex u
in HF such that dF (u) ≥

√
n.

5.2 From linear dependency to sensitivity
Finally, we prove Corollary 4 which is a stronger upper bound on the polynomial degree of a
boolean function.

Proof. If deg(f) is d, we can concentrate on a function f ′ of degree d on d variables by setting
the variables outside of the largest monomial to 0. This can only decrease the sensitivity.
Recall that Observation 10 states that any linear dependency among the vectors of V +

corresponding to a set of vertices F implies the existence of a vertex with graph degree at
least

√
d. From Gotsman and Linial (see Theorem 8), we know that the sensitivity with

respect to f of input x is the graph degree of a vertex x in the bipartite subgraph induced
by F = (f ′−1(0) ∩ U even) ∪ (f ′−1(1) ∩ Uodd) or F ′ = (f ′−1(1) ∩ U even) ∪ (f ′−1(0) ∩ Uodd)
depending on f ′(x) and the parity of |x|. Since f ′ has full polynomial degree, it is not parity-
balanced. Therefore one of these bipartite subgraphs has at least 2d−1 + 1 vertices. Since the
dimension of V + is 2d−1, any set of 2d−1 + 1 vectors from V + has a linear dependency and
the larger of the two induced subgraphs, say F wlog, has a linear dependency. Therefore,
there exists some vertex in this induced subgraph that has graph degree at least

√
d. This

proves that the sensitivity of the function is at least
√
d =

√
deg(f) as d is the degree of the

original function f .
For the stronger statement, we use Corollary 17, which says that in any non-trivial linear

dependency, there exists an edge (u, v) in the subgraph F such that dF (u)dF (v) ≥ d. By
definition of F , f ′(u) 6= f ′(v), so s0(f)s1(f) ≥ s0(f ′)s1(f ′) ≥ d = deg(f). J

Notice that we have proven something stronger, which is that the lower bound on s0 and
s1 is achieved on inputs at Hamming distance 1.

Since by Theorem 7 bs(f) ≤ deg(f)2, we get the following polynomial relation between
sensitivity and block sensitivity.

I Corollary 20. For any Boolean function f , bs(f) ≤ s0(f)2s1(f)2.

5.3 Application of the degree bound
For many known functions, s0(f)s1(f) ≥ n. It was suggested by Kenyon and Kutin [12] that
for most “interesting” functions, this was the case, making it difficult to find cases where
s0(f)s1(f) gives a non-trivial upper bound on degree. One such family of functions was
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given by Chakraborty[4, 5]. To present this family of functions we use notation from regular
expressions, where a set represents alternative, juxtaposition represents concatenation, and
exponents represent repetition.

I Definition 21. Given positive integer k ≥ 8 and integer n ≥ k2, the Chakraborty function
fn,k is defined using the following auxiliary function gk : {0, 1}k2 7→ {0, 1}.

gk(x) = 1 ⇐⇒ x ∈ 110k−2(11111Σk−5)k−211111Σk−8111

where Σ = {0, 1}. The function fn,k : {0, 1}n 7→ {0, 1} evaluates to 1 if and only if there
exists a (consecutive) substring z of length k2 such that g(z) = 1.

An alternate definition of the auxiliary function gk can be given by defining the set Ck

of k2-length strings on which gk evaluates to 1. To define Ck, we first partition the k2

coordinates into k blocks of k consecutive coordinates. A binary vector of length k2 is in
Ck iff in the first block the first two positions are 1’s followed by k − 2 0’s, in all the other
blocks the starting five positions are 1’s, and the last block ends with three 1’s (the other
positions in these blocks are unconstrained).

Chakraborty showed the following properties.

I Proposition 22 ([4, 5]). For any k ≤
√
n,

1. s0(fn,k) = n
k2 , s1(fn,k) = k.

2. bs(fn,k) = n
k

Using Corollary 4, we give a new upper bound on the polynomial degree of fn,k.

I Proposition 23. For any k ≤
√
n.

1. deg(fn,k) ≤ n
k .

2. deg(fn,k) ≥
√

n
k .

Proof. The first item is immediate from Corollary 4 and Proposition 22. For the second
item we use the upper bound bs(f) ≤ deg(f)2 (Theorem 7). J

6 Further discussion

In this section we look at some further implications of techniques developed in the previous
sections. We look at how they can be used to prove analogous results in weighted hypercubes
and what they imply for cases where the maximum degree of the subgraph is close to

√
n.

6.1 Weighted version
Let {ai} for i = 1, 2, . . . , n be a sequence of nonzero real values. Consider the following weight
assignment to the edges of Hn: if the edge (x, y) corresponds to the coordinate i (i.e., x and y
differ only at the coordinate i), then the edge (x, y) is assigned a weight ai. Furthermore, we
multiply the weight of the edge (x, y) to the signature of the edge σ(xy) which was defined
in the previous sections. The adjacency matrix of the corresponding signed weighted graphs
has exactly two eigenvalues: ±

√
a2

1 + a2
2 + . . .+ a2

n. This would follow from Theorem 6.7 of
[2] if one follows the proof steps to complete the proof of Corollary 6.9 starting with K2.
However, without the use of this fact and with a modification of our proof of Theorem 1,
we can give a proof of the following weighted version of Huang’s theorem, first proved by
Mathews[14] using Clifford algebras.

MFCS 2020
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I Theorem 24. Given a weighted hypercube Hn where the edges corresponding to coordinate
i are given a weight ai with ai 6= 0, in the induced subgraph corresponding to any set of
2n−1 + 1 vertices, there exists a vertex x whose sum of weights of incident edges is at least√
a2

1 + a2
2 + . . .+ a2

n.

Proof. Once the definitions of the vectors x+ and x− are modified, the rest of the proof is
exactly the same. The xth coordinate of x+ is set as

√
a2

1 + a2
2 + . . .+ a2

n and that of x− is
set as −

√
a2

1 + a2
2 + . . .+ a2

n. If y is adjacent to x and y = x+ ei, then the yth coordinate of
both x+ and x− is set as σ(xy)ai. All other coordinates are set to 0. J

We note that methods of Section 5 can apply to this weighted version to get analogous
stronger results.

6.2 Tightness
To summarize our result, what we have proved here is that in a subgraph induced by a set of
vertices with a linear dependency, the maximum degree lies between n and

√
n, with both

extremities being tight. Furthermore, we proved that the closer we are to the lower bound
the more vertices we must have from the second neighbourhood of a vertex with maximum
degree. However this is not the limit of our approach, it can imply more vertices from the
third neighbourhood and so on. While we do not yet have the strongest claim to present,
we have the following observation in the case where the maximum degree is exactly

√
n

(assuming that n is a perfect square).

I Theorem 25. If F is a nontrivial linear dependency relation and HF has maximum degree
exactly

√
n, then the vertices in HF of degree

√
n induce a

√
n-regular subgraph.

This theorem is corollary of our proof of Observation 10 and its details are left to the
reader.

The folklore example of AND-of-ORs function, defined next, exhibits such a behaviour.
Let n = k2 and B1, B2, . . . , Bk be a partition of n coordinates into k blocks each of size k.
The AND-of-ORs function assigns to an input x a value 1 if for each Bi, x has a 1 in at least
one coordinate of Bi and it assigns 0 to x otherwise. We refer to [9] and references therein
for details about this function.

6.3 Linear dependency
We remark that the vectors x+ and x− were built by further investigating Huang’s proof using
eigenvalues. The set V + generated by {x+ | x ∈ V (Hn)} is the eigenspace corresponding
to the eigenvalues

√
n of the incidence matrix of the signed graph (Hn, σ) and the set V −

generated by {x− | x ∈ V (Hn)} is eigenspace corresponding to the eigenvalue −
√
n. This

provides an alternate proof for the fact that V + is orthogonal to V − and that each is of
dimension (at most) 2n−1.

Our approach to this problem suggests a strong connection between linear dependency of
the vectors x+

i in the study of the sensitivity of a function. It is, therefore, intriguing to ask:

I Problem 26. What are the (minimal) subsets of V + that are linearly dependent?

The smallest linear dependency is among a vertex and all its neighbours:

x+ = 1√
n

∑
y∼x

σ(xy)y+.
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On the other hand for linearly independent sets, the easiest examples are sets I of vectors
x+’s where for every vector x+ ∈ I there exists a coordinate u ∈ V (Hn) such that x+ is
the only vector in I that is nonzero at u. We call such a linearly independent set a basic
linearly independent set. The main example of a basic linearly independent set is the set
{u+ | u ∈ Uodd} or {v+ | v ∈ U even}. Each of these sets provides an orthogonal basis for the
V +.

Another example of basic linearly independent set is the set of all u+ where, for a fixed i,
the ith coordinate of u is 1. Then for each u+ of this set, the vector u+ is the only vector of
the set that is not 0 at the coordinate u+ ei. Thus taking all such vectors provides another
basis for V +, but this basis is no longer an orthogonal one. The proof of Huang’s result
given by Knuth in [13] uses one such basis with i = n.

References
1 Scott Aaronson, Shalev Ben-David, Robin Kothari, and Avishay Tal. Quantum implications

of huang’s sensitivity theorem. CoRR, abs/2004.13231, 2020. arXiv:2004.13231.
2 Bahman Ahmadi, Fatemeh Alinaghipour, Shaun Cavers, Michael S.and Fallat, Karen Meagher,

and Shahla Nasserasr. Minimum number of distinct eigenvalues of graphs. Electronic Journal
of Linear Algebra, 26(45):673–691, 2013. doi:10.13001/1081-3810.1679.

3 Harry Buhrman and Ronald de Wolf. Complexity measures and decision tree complexity:
A survey. Theor. Comput. Sci., 288(1):21–43, October 2002. doi:10.1016/S0304-3975(01)
00144-X.

4 Sourav Chakraborty. Sensitivity, block sensitivity and certificate complexity of boolean
functions. Master’s thesis, The University of Chicago, 2010.

5 Sourav Chakraborty. On the sensitivity of cyclically-invariant Boolean functions. Discrete
Mathematics & Theoretical Computer Science, Vol. 13 no. 4, 2011. URL: https://dmtcs.
episciences.org/552.

6 F. R. K. Chung, Zoltán Füredi, R.L Graham, and P. Seymour. On induced subgraphs of
the cube. Journal of Combinatorial Theory, Series A, 49(1):180–187, 1988. doi:10.1016/
0097-3165(88)90034-9.

7 C Gotsman and N Linial. The equivalence of two problems on the cube. Journal of Combinat-
orial Theory, Series A, 61(1):142–146, 1992. doi:10.1016/0097-3165(92)90060-8.

8 Yingfei Gu and Xiao-Liang Qi. Majorana fermions and the sensitivity conjecture. arXiv
1908.06322, 2019. arXiv:1908.06322.

9 Pooya Hatami, Raghav Kulkarni, and Denis Pankratov. Variations on the Sensitiv-
ity Conjecture. Number 4 in Graduate Surveys. Theory of Computing Library, 2011.
doi:10.4086/toc.gs.2011.004.

10 Hao Huang. Induced subgraphs of hypercubes and a proof of the sensitivity conjecture.
Annals of Mathematics, 190(3):949–955, 2019. URL: https://www.jstor.org/stable/10.
4007/annals.2019.190.3.6.

11 Roman Karasev. Huang’s theorem and the exterior algebra. Technical Report 1907.11175,
arXiv, 2019. arXiv:1907.11175.

12 Claire Kenyon and Samuel Kutin. Sensitivity, block sensitivity, and l-block sensitivity of boolean
functions. Inf. Comput., 189(1):43–53, February 2004. doi:10.1016/j.ic.2002.12.001.

13 Donald E. Knuth. A computational proof of Huang’s degree theorem, 2019. Manuscript,
28 July, revised 3 August, https://www.cs.stanford.edu/ knuth/papers/huang.pdf. URL:
https://www.cs.stanford.edu/~knuth/papers/huang.pdf.

14 Daniel V. Mathews. The sensitivity conjecture, induced subgraphs of cubes, and clifford
algebras. arXiv 1907.12357, 2019. arXiv:1907.12357.

15 Noam Nisan and Mario Szegedy. On the degree of boolean functions as real polynomials. In
Proceedings of the Twenty-fourth Annual ACM Symposium on Theory of Computing, STOC
’92, pages 462–467, New York, NY, USA, 1992. ACM. doi:10.1145/129712.129757.

MFCS 2020

http://arxiv.org/abs/2004.13231
https://doi.org/10.13001/1081-3810.1679
https://doi.org/10.1016/S0304-3975(01)00144-X
https://doi.org/10.1016/S0304-3975(01)00144-X
https://dmtcs.episciences.org/552
https://dmtcs.episciences.org/552
https://doi.org/10.1016/0097-3165(88)90034-9
https://doi.org/10.1016/0097-3165(88)90034-9
https://doi.org/10.1016/0097-3165(92)90060-8
http://arxiv.org/abs/1908.06322
https://doi.org/10.4086/toc.gs.2011.004
https://www.jstor.org/stable/10.4007/annals.2019.190.3.6
https://www.jstor.org/stable/10.4007/annals.2019.190.3.6
http://arxiv.org/abs/1907.11175
https://doi.org/10.1016/j.ic.2002.12.001
https://www.cs.stanford.edu/~knuth/papers/huang.pdf
http://arxiv.org/abs/1907.12357
https://doi.org/10.1145/129712.129757


62:14 Sensitivity Lower Bounds from Linear Dependencies

16 Avishay Tal. Properties and applications of boolean function composition. In Proceedings of
the 4th Conference on Innovations in Theoretical Computer Science, ITCS ’13, pages 441–454,
New York, NY, USA, 2013. ACM. doi:10.1145/2422436.2422485.

17 Terence Tao. Twisted convolution and the sensitivity conjecture. What’s New? (26 July,
2019), 2019.

18 Thomas Zaslavsky. Signed graphs. Discrete Applied Mathematics, 4(1):47–74, 1982. doi:
10.1016/0166-218X(82)90033-6.

https://doi.org/10.1145/2422436.2422485
https://doi.org/10.1016/0166-218X(82)90033-6
https://doi.org/10.1016/0166-218X(82)90033-6


Algorithms for the Rainbow Vertex Coloring
Problem on Graph Classes
Paloma T. Lima
Department of Informatics, University of Bergen, Norway
paloma.lima@uib.no

Erik Jan van Leeuwen
Department of Information and Computing Sciences, Utrecht University, The Netherlands
e.j.vanleeuwen@uu.nl

Marieke van der Wegen
Department of Information and Computing Sciences, Utrecht University, The Netherlands
Mathematical Institute, Utrecht University, The Netherlands
m.vanderwegen@uu.nl

Abstract
Given a vertex-colored graph, we say a path is a rainbow vertex path if all its internal vertices have
distinct colors. The graph is rainbow vertex-connected if there is a rainbow vertex path between every
pair of its vertices. In the Rainbow Vertex Coloring (RVC) problem we want to decide whether
the vertices of a given graph can be colored with at most k colors so that the graph becomes rainbow
vertex-connected. This problem is known to be NP-complete even in very restricted scenarios, and
very few efficient algorithms are known for it. In this work, we give polynomial-time algorithms for
RVC on permutation graphs, powers of trees and split strongly chordal graphs. The algorithm for
the latter class also works for the strong variant of the problem, where the rainbow vertex paths
between each vertex pair must be shortest paths. We complement the polynomial-time solvability
results for split strongly chordal graphs by showing that, for any fixed p ≥ 3 both variants of the
problem become NP-complete when restricted to split (S3, . . . , Sp)-free graphs, where Sq denotes
the q-sun graph.
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1 Introduction

Graph coloring is a classic problem within the field of structural and algorithmic graph
theory that has been widely studied in many variants. An example is the rainbow coloring
problem, which is an edge coloring problem [2, 11, 13]. One recent variant was defined by
Krivelevich and Yuster [9] and has received significant attention: the rainbow vertex coloring
problem. A vertex-colored graph is said to be rainbow vertex-connected if between any pair
of its vertices, there is a path whose internal vertices are colored with distinct colors. Such a
path is called a rainbow path. Note that this vertex coloring does not need to be a proper
one; for instance, a complete graph is rainbow vertex-connected under the coloring that
assigns the same color to every vertex. The Rainbow Vertex Coloring (RVC) problem
takes as input a graph G and an integer k and asks whether G has a coloring with k colors
under which it is rainbow vertex-connected. The rainbow vertex connection number of a
graph G is the smallest number of colors needed in one such coloring and is denoted rvc(G).
More recently, Li et al. [12] defined a stronger variant of this problem by requiring that the
rainbow paths connecting the pairs of vertices are also shortest paths between those pairs. In
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this case we say the graph is strong rainbow vertex-connected. The analogous computational
problem is called Strong Rainbow Vertex Coloring (SRVC) and the corresponding
parameter is denoted srvc(G).

Both the RVC and the SRVC problems are NP-complete for every k ≥ 2 [4, 3, 5], and
remain NP-complete even on bipartite graphs and split graphs [7]. Both problems are also
NP-hard to approximate within a factor of n1/3−ε for every ε > 0, even when restricted to
bipartite graphs and split graphs [7]. Contrasting these results, it was shown that RVC and
SRVC are linear-time solvable on bipartite permutation graphs and block graphs [7], and on
planar graphs for every fixed k [10]. In fact, if k is fixed, both problems are also solvable
in linear time on graphs of constant treewidth and in cubic time on graphs of constant
clique-width, as they can be expressed in monadic second order logic [5]. Furthermore, they
are also solvable in linear time on graphs of vertex cover at most p, for any fixed p [5]. Finally,
RVC is also known to be linear time solvable on interval graphs [7].

The above mentioned results on bipartite permutation graphs and interval graphs led
Heggernes et al. [7] to formulate the following conjecture concerning diametral path graphs.
A graph G is a diametral path graph if every induced subgraph H has a diametral path P
that is dominating. Recall that a diametral path is a shortest path whose length is equal to
the diameter, and that dominating means that every vertex either is in P , or is adjacent to a
vertex in P .

I Conjecture 1 (Heggernes et al. [7, Conjecture 15]). Let G be a diametral path graph. Then
rvc(G) = diam(G)− 1.

In this context, it is interesting to remark that both bipartite permutation graphs and
interval graphs are diametral path graphs, and that Heggernes et al. [7] showed that the
conjecture is true for these graphs.

We remark that similar bounds were studied for the edge variant of the problem, in which
we want to color the edges of a graph in such a way that every pair of vertices is connected
by a path whose edges received pairwise distict colors (a rainbow path). For instance, it
is known that AT-free graphs (a subclass of diametral path graphs) can be rainbow edge
colored with diam(G) + 3 colors. However, there are examples of such graphs G that need
diam(G) + 2 colors to be rainbow edge colored [16].

Our Results. 1 Our main contribution is to show that the above conjecture is true for
permutation graphs.

I Theorem A (=Theorem 17). If G is a permutation graph on n vertices, then rvc(G) =
diam(G)− 1 and the corresponding rainbow vertex coloring can be found in O(n2) time.

This generalizes the earlier result on bipartite permutation graphs [7]. The proof of our
result follows from a thorough investigation of shortest paths in permutation graphs. We
show that there are two special shortest paths that ensure that a rainbow vertex coloring
with diam(G)− 1 colors can be found.

We also investigate the rainbow vertex connection number of chordal graphs further. As
the problem is NP-hard and hard to approximate on split graphs [7], the hope for polynomial-
time solvability rests either within subclasses of split graphs or other chordal graphs that are
not inclusion-wise related to split graphs (such as the previously studied interval graphs and
block graphs [7]). We make progress in both directions. First, we show that the problem is
polynomial-time solvable on split strongly chordal graphs.

1 Statements marked with ♠ had their proofs omitted due to space constraints.
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I Theorem B (=Theorem 20). If G is a split strongly chordal graph with ` cut vertices, then
rvc(G) = srvc(G) = max{diam(G)− 1, `}.

In order to obtain the above result, we exploit an interesting structural property of split
strongly chordal graphs. Namely, if G is a split strongly chordal graph with clique K and
independent set S, there exists a spanning tree of G[K] such that the neighborhood of each
vertex of S induces a subtree of this tree.

Second, we show that RVC remains polynomial-time solvable on powers of trees. This
proof is based on a case analysis, depending on whether the diameter of the tree is a multiple
of the power and how many long branches the tree has. In some cases diam(G)− 1 many
colors are enough to rainbow vertex color these graphs, but surprisingly this is not always
true. There are graphs in this graph class that actually require diam(G) colors in order to
be rainbow vertex colored. We provide a complete characterization of such graphs, as well as
a polynomial time algorithm to optimally rainbow vertex color any power of tree.

I Theorem C (=Theorem 26). If G is a power of a tree, then rvc(G) ∈ {diam(G) −
1,diam(G)}, and the corresponding optimal rainbow vertex coloring can be found in time that
is linear in the size of G.

2 Preliminaries

Whenever we write graph, we will mean a finite undirected simple graph. We assume
throughout that all graphs are connected and have at least four vertices.

Let G = (V,E) be a graph. For two vertices u, v ∈ V , we use u ∼ v to denote that u and
v are adjacent. For a vertex v ∈ V , we write dG(v) for its degree. For a subgraph H of G,
we write VH for the set of vertices of H. Specifically, for a path P in G, we write VP for the
vertices of P . If X ⊆ V , then by G[X] we denote the subgraph of G induced by X, that is,
G[X] = (X,E ∩ (X ×X)). We use N(v) = {u ∈ V | u ∼ v} and N [v] = N(v) ∪ {v}.

The length of a path P equals the number of edges of P . The distance dG(u, v) is the
length of a shortest u, v-path in G. If the graph G is clear from the context, we simply write
d(u, v). The diameter diam(G) of G is the length of the longest shortest path between two
vertices in G, that is, diam(G) = max{dG(u, v) | u, v ∈ V }. A center of a graph G is a vertex
c such that max{dG(c, v) | v ∈ V } is minimum among all vertices of G. Note that a graph
can have multiple centers and that a tree can have at most two.

A graph G is a permutation graph if it is an intersection graph of line segments between
two parallel lines (see Figure 1). The set of line segments that induce the permutation graph
is called an intersection model. Alternatively, if G has n vertices, then there is a permutation
σ of {1, . . . , n} such that vertex i and vertex j with i < j are adjacent in G if and only if j
comes before i in σ.

A graph G is a chordal graph if every cycle C = {c1, . . . , c`} on ` ≥ 4 vertices has a chord,
meaning an edge between two non-consecutive vertices of the cycle.

A graph G is a split graph if VG can be split into two sets, K and S, such that K induces
a clique in G and S induces an independent set in G.

For any k ≥ 3, we denote by Sk the k-sun on 2k vertices, that is, a graph with a clique
c1, . . . , ck on k vertices and an independent set v1, . . . , vk of k vertices such that vi is adjacent
to ci and ci+1 for every 1 ≤ i < k and vk is adjacent to ck and c1. A graph G is a strongly
chordal graph if it is chordal and every even cycle C has a chord uv such that the distance
in C between u and v is odd. The strongly chordal graphs are exactly the chordal graphs
which have no induced subgraphs isomorphic to a k-sun for any k ≥ 3.
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v1

t(v1)

b(v1)

v2 v3 v4
L1

L2
v2

v3

v4

v1

Figure 1 An intersection model and the corresponding permutation graph.

The k-th power of a graph G for k ≥ 1, denoted by Gk, is the graph on the same vertex
set of G where u ∼ v in Gk if and only if there is a path of length at most k from u to v in
G. In particular, G1 = G. If G is a tree, then Gk is a chordal graph for any k ≥ 1.

Finally we make the following observation about diameter two graphs, which follows from
the fact that we can color all the vertices of G with the same color.

I Observation 1. If diam(G) ≤ 2, then srvc(G) = rvc(G) = 1.

3 Permutation graphs

In this section, we consider rainbow colorings on permutation graphs. Let G be a permutation
graph. Let L1 and L2 be two parallel lines in the plane and for each v ∈ VG, let sv be the
segment associated to v in the intersection model (see Figure 1). We denote by t(v) the
extreme of sv in L1, that is t(v) = sv ∩L1, and we refer to t(v) as the top end point of sv. By
b(v) we denote the extreme of sv in L2, the bottom end point of sv. Throughout, we assume
that an intersection model is given; otherwise, one can be computed in linear time [14].

Whenever we write “u intersects v” for two vertices u and v, we mean su intersects sv.
For two vertices u and v, with u 6= v, there are several options for u, v in the intersection
model. If

t(u) < t(v) and b(u) > b(v), then u ∼ v,
t(u) > t(v) and b(u) < b(v), then u ∼ v,
t(u) < t(v) and b(u) < b(v), then we say “u is left of v” and write u ≺ v,
t(u) > t(v) and b(u) > b(v), then we say “u is right of v” and write u � v.

We use the notation u � v if t(u) ≤ t(v) and b(u) ≤ b(v). Note that “≺” is a partial
ordering on the vertices of the graph and u � v does not imply u � v.

For each pair u, v ∈ V (G), Mondal et al. [15] define two u-v paths, one of which is shortest.
Define a path Xu,v as follows. If u ∼ v, Xu,v will be u, v. Otherwise, assume without loss of
generality that u ≺ v. Start with x1 = u. Of all vertices x that intersect u with t(x) > t(u),
let x2 be the one with largest t(x2). If there is no vertex x that intersects u with t(x) > t(u),
we say that the path Xu,v does not exist. Otherwise, define xi, with i ≥ 3, as follows. If xi−1
is incident to v, set xi = v and end the path. Otherwise, if i is even (resp. odd), let xi be
the vertex that intersects xi−1 where t(xi) (resp. b(xi)) is largest.

Notice that it cannot be that xi−2 = xi, or G would not be connected.
Analogously, we define the path Yu,v. This path starts with y1 = u. If u intersects v, set

y2 = v and end the path. Otherwise, let y2 be the vertex that intersects u with largest b(y2),
if b(y2) > b(u) (otherwise the path Yu,v does not exist).

If yi−1 intersects v, set yi = v and end the path. Otherwise, the next vertex yi is the
vertex that intersects yi−1 with largest b(yi) (resp. t(yi)) if i is even (resp. odd). Notice that
it cannot be that yi−2 = yi, or G would not be connected.
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pk−1 pku

v

Figure 2 If a vertex v in layer Lk+1 intersect a vertex u in layer Lk, then it also intersects pk.
See Lemma 7.

The paths we just defined satisfy the following property. Let z1, z2, z3, . . . , za be a path.
For all 2 ≤ i ≤ a,

t(zi) > t(zi−1) and b(zi) < b(zi−1) if i is even, (1)
t(zi) < t(zi−1) and b(zi) > b(zi−1) if i is odd, (2)

or, for all 2 ≤ i ≤ a,

t(zi) < t(zi−1) and b(zi) > b(zi−1) if i is even, (3)
t(zi) > t(zi−1) and b(zi) < b(zi−1) if i is odd. (4)

Note that Equations (1) and (2) hold for Xu,v, by definition, and that Equations (3) and (4)
hold for Yu,v, by definition.

I Lemma 2 (♠, Mondal et al. [15]). Xu,v or Yu,v is a shortest u, v-path.

We define two special paths P and Q. For P , let p1 be the vertex such that t(p1) is
smallest among all vertices of G. Perform the same process as in the construction of Xp1,·:
for i ≥ 2, if i is even (resp. odd), let pi be the vertex that intersects pi−1 where t(pi) (resp.
b(pi)) is largest. Let P denote the resulting path and let pd denote the last vertex of P .
Observe that P = Xp1,pd

.
For Q, let q1 be the vertex such that b(q1) is smallest among all vertices of G. Perform

the same process as in the construction of Yq1,·: for i ≥ 2, if i is even (resp. odd), let qi be
the vertex that intersects qi−1 where b(qi) (resp. t(qi)) is largest. Let Q denote the resulting
path and let qd′ denote the last vertex of Q. Observe that Q = Yq1,qd′ .

I Corollary 3 (♠). P is a shortest p1, pd-path and Q is a shortest q1, qd′-path.

We will prove some more useful properties about the paths P and Q.

I Lemma 4 (♠). Let vt, resp. vb, be the segment that has the rightmost top, resp. bottom,
end point. Then pd = vt and pd−1 = vb if d is even, and vice versa if d is odd. Furthermore,
we have qd′ = vb and qd′−1 = vt if d′ is even, and vice versa if d′ is odd.

I Lemma 5 (♠). The sets VP \ {pd} and VQ \ {qd′} are dominating sets of G.

I Lemma 6 (♠). It holds that d = diam(G) or d = diam(G) + 1, and d′ = diam(G) or
d′ = diam(G) + 1.

Now we start a breadth-first search from p1. Call the layers L1, L2, . . . , Lr. Since P is a
shortest path, it follows that pi ∈ Li for every i. Thus r ≥ d. Since VP \ {pd} is a dominating
set, we conclude that r = d, thus the layers of the breadth-first search are L1, L2, . . . , Ld. We
also start a breadth-first search in q1, and call the layers M1,M2, . . . ,Md′ . Again, we have
that qi ∈Mi for every i. A nice property of the path P is that every vertex pi is adjacent to
all vertices in the next layer Li+1.
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p1

L1

p2

L2

p3

L3

. . .
pd−1

Ld−1

pd

Ld

Figure 3 The layers of the BFS, the layers L1, L2, . . . , Ld−1 are all assigned a different color. See
Lemma 8.

I Lemma 7. For every i, it holds that Li+1 ⊆ N(pi) and Mi+1 ⊆ N(qi).

Proof. We will prove a somewhat stronger result by induction, namely that Li+1 ⊆ N(pi)
and if i is even (resp. odd) we have that for every u in Li+1:

t(u) < t(pi) and b(u) > b(pi) (resp. t(u) > t(pi) and b(u) < b(pi)). (5)

We use a proof by induction. The first layer L1 contains only p1. It is clear that every
vertex in the second layer L2 is a neighbour of p1. Moreover, by the definition of p1, we have
that t(u) > t(p1) for all u ∈ L2, and thus b(u) < b(p1).

Suppose that Li+1 ⊆ N(pi) and Equation (5) holds for every i < k. Let v be a vertex in
Lk+1. We know that v does not intersect pk−1, otherwise v would be contained in Lk. So
we know that t(v) > t(pk−1) and b(v) > b(pk−1). Since v is in layer Lk+1, v intersects u for
some u ∈ Lk (see Figure 2). So we either have that t(v) < t(u) and b(v) > b(u) or we have
t(v) > t(u) and b(v) < b(u). If k is even (resp. odd), we have t(v) < t(u) and b(v) > b(u)
(resp. t(v) > t(u) and b(v) < b(u)), otherwise, by the induction hypothesis, v would intersect
pk−1. By the induction hypothesis u intersects pk−1, so by the definition of pk, we have
that t(pk) ≥ t(u) (resp. b(pk) ≥ b(u)). It follows that t(v) < t(pk) (resp. b(v) < b(pk)). We
know that b(pk) < b(pk−1) (resp. t(pk) < t(pk−1)), thus b(v) > b(pk) (resp. t(v) > t(pk)).
We conclude that v intersects pk, and t(v) < t(pk) and b(v) > b(pk) (resp. t(v) > t(pk) and
b(v) < b(pk)). So Lk+1 ⊆ N(pk) for every k. The proof thatMk+1 ⊆ N(qk) is analogous. J

For an illustration of the structure of G, see Figure 3. If d = diam(G) or d′ = diam(G),
we will color G layer by layer to obtain a rainbow coloring.

I Lemma 8. If d = diam(G) or d′ = diam(G), then rvc(G) = diam(G)− 1.

Proof. Assume that d = diam(G). Consider the following coloring (see Figure 3): c(v) = i

if v ∈ Li, 1 ≤ i ≤ d − 1, and c(v) = 1 otherwise. This coloring uses d − 1 = diam(G) − 1
colors. We claim that it is a rainbow coloring. Let u and v be two vertices. Then u ∈ Li,
v ∈ Lj for some i, j. Without loss of generality, assume that i ≤ j. If u = pi, then, by
Lemma 7, the path p1, p2, . . . , pj−1, v is a rainbow path. If i > 1, again by Lemma 7, the
path u, pi−1, pi, . . . , pj−1, v is a rainbow path. We conclude that rvc(G) = diam(G)− 1. The
proof for d′ = diam(G) is analogous. J

Consider the case where d = d′ = diam(G) + 1. In this case, we will still color the layers
of a breadth-first search that starts at p1, but we have to reuse the color of the first layer for
layer Ld−1. We consider the coloring: c(v) = i if v ∈ Li, 1 ≤ i ≤ d− 2, c(v) = 1 if v ∈ Ld−1,
and c(v) = 2 if v ∈ Ld. We will show that this is a rainbow coloring. For almost every u and
v, we readily construct a rainbow path using path P .
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pd−1
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pd = qd−1
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Figure 4 The numbers indicate the colors of the layers. If u ∼ q1 and v ∼ qd−1, the path
u, q1, p2, . . . , qd−2, v is a rainbow path. If u ∼ q2 and v � qd−2, the path u, q2, p3, . . . , qd−1, v is a
rainbow path. See Lemma 14.

I Lemma 9 (♠). For the following u and v, there exists a rainbow path:
1. for u = pi, and v arbitrary,
2. for u ∈ Li with i ≥ 3, and v ∈ Lj with j ≥ 3,
3. for u ∈ L2, and v /∈ Ld,
4. for u ∈ L2, u ∼ p2, and v ∈ Ld.

There are some vertices u and v, for which we did not yet construct a rainbow path. The
case that is left, is the following:
5. for u ∈ L2, u � p2, and v ∈ Ld.
The path via P , u, p1, p2, . . . , pd−1, v, does not suffice in this case, since it uses p1 and pd−1,
which are both colored with color 1. So this is not a rainbow path. For some cases we show
that a similar path via Q is a rainbow path. For other cases, we show that Xu,v or Yu,v is a
rainbow path.

I Lemma 10 (♠). If u ∈ L2 and u � p2, then u ∼ q1 or u ∼ q2.

I Lemma 11 (♠). If d = d′ = diam(G) + 1, then pd = qd−1 and pd−1 = qd.

I Corollary 12 (♠). If d = d′ = diam(G) + 1, it holds that qi ∈ Li+1, for every 1 ≤ i < d.

I Lemma 13 (♠). If d = d′ = diam(G) + 1, then for every v ∈ Ld, if v � qd−2, then
v ∼ qd−1.

Now we can prove for even more vertices u and v that there is a rainbow path from u to
v, using path Q, see also Figure 4.

I Lemma 14. For the following vertices u and v, there is a rainbow path:
5a. for u ∈ L2, u � p2, v ∈ Ld, and v ∼ qd−2,
5b. for u ∈ L2, u � p2, v ∈ Ld, and v � qd−2, u ∼ q2.

Proof. 5a. By Lemma 10, we know that u ∼ q1 or u ∼ q2. By Corollary 12, we know that
q1, q2, . . . , qd−2 are in layers L2, L3, . . . , Ld−1, each vertex in a different layer. So, either
u, q1, q2, . . . , qd−2, v or u, q2, q3, . . . , qd−2, v is a rainbow path.

5b. By Lemma 13, we know that v ∼ qd−1. By Corollary 12, we know that q1, q2, . . . , qd−2
are in layers L2, L3, . . . , Ld−1, each vertex in a different layer. The path u, q2, q3, . . . , qd−1, v

is a rainbow path. J

Now there is still one case of vertices u and v for which we did not prove yet that there is
a rainbow path. Namely:

5c. for u ∈ L2, u � p2, v ∈ Ld, and v � qd−2, u � q2.
For this last case we can show that either Xu,v or Yu,v is a rainbow path.
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I Lemma 15 (♠). If u ∼ p1, u � p2 and u � q2, then u ≺ p2.

I Lemma 16. For u and v satisfying case 5c, there is a rainbow path.

Proof. We distinguish two cases, based on Lemma 2: either Xu,v is a shortest u, v-path or
Yu,v is a shortest u, v-path.

Suppose that Xu,v is a shortest u, v-path. Notice that Xu,v has at least one vertex in
every layer L2, L3, . . . , Ld. Since Xu,v has length at most d− 1, there is at most one layer
which contains two vertices of Xu,v. It is clear that x1 = u is in layer L2. We will show that
x2 is in layer L2 as well. By definition of x2, we have t(x2) > t(u) and b(x2) < b(u). Since
u ∼ p1 and p1 has the leftmost top end, we know that t(u) > t(p1) and b(u) < b(p1). We
conclude that t(x2) > t(p1) and b(x2) < b(p1), thus x2 ∼ p1. So we see that x1 and x2 are
both in layer L2, so all internal vertices of Xu,v are in different layers. So Xu,v is a rainbow
path.

Suppose that Yu,v is a shortest u, v-path. Write Yu,v = u, y2, y3, . . . , yα−1, v. Then α = d

or α = d− 1; note that α ≤ diam(G) + 1 = d and that d− 1 ≤ α because Yu,v contains a
vertex from every layer. We prove by induction that yi ∈ Li+1 for all 2 ≤ i ≤ α− 1.

Since y2 and p1 both intersect u, by the definition of y2, it follows that b(y2) ≥ b(p1). See
Figure 5. If y2 = p1, then yu,v = u, p1, p2, . . . , pd−1, v. Notice that the length of this path is
d = diam(G) + 1. This yields a contradiction with the fact that Yu,v is a shortest u, v-path.
Hence, y2 6= p1, and b(y2) > b(p1). Since p1 is the vertex with the leftmost top end, we see
that t(p1) < t(y2). Hence y2 � p1. Since y2 does not intersect p1, it follows that y2 /∈ L2.

By the definition of y2, we know that t(y2) < t(u). By Lemma 15, it holds that t(u) < t(p2),
thus t(y2) < t(p2). Moreover, b(y2) > b(p1) > b(p2) (by Equation (1)). Hence, y2 intersects
p2. We conclude that y2 ∈ L3.

Suppose that for all i < k, for some k > 2, it holds that yi � pi−1 and yi ∈ Li+1. Now
consider yk. Suppose that k is even. By the induction hypothesis and Lemma 7, we know that
yk−1 ∼ pk−1, since yk−1 ∈ Lk. By definition of yk, it follows that b(yk) ≥ b(pk−1). And by
Equation (1), we know that b(pk−1) > b(pk), thus b(yk) > b(pk). Similarly, by the definition
of pk, we know that t(pk) ≥ t(yk−1). And by Equation (3), we know that t(yk) < t(yk−1),
hence t(pk) > t(yk). We conclude that pk intersects yk. It follows that yk is in layer k − 1, k
or k + 1.

Notice that if yk ∈ Lk−1, then the length of Yu,v is at least d = diam(G) + 1. This yields
a contradiction with the fact that Yu,v is a shortest u, v-path. Thus yk /∈ Lk−1. Suppose that
yk ∈ Lk. Then yk intersects pk−1. We have seen that b(yk) ≥ b(pk−1), thus t(yk) < t(pk−1).
By Equation (2), we have b(pk−1) > b(pk−2), Thus b(yk) > b(pk−2). By Equation (2), we
also have that t(pk−1) < t(pk−2), thus t(yk) < t(pk−2). It follows that yk ∼ pk−2. This yields
a contradiction with the assumption that yk ∈ Lk. We conclude that yk ∈ Lk+1.

The case for k odd is analogous. Since yi ∈ Li+1 for all internal vertices yi of Yu,v, we
conclude that Yu,v is a rainbow path. J

I Theorem 17 (=Theorem A). For every n-vertex permutation graph G, it holds that
rvc(G) = diam(G) − 1. Moreover, we can compute an optimal rainbow vertex coloring in
O(n2) time.

Proof. By Lemma 6 we know that either d = diam(G) or d = diam(G) + 1, and either
d′ = diam(G) or d′ = diam(G) + 1. If d = diam(G) or if d′ = diam(G), we have seen a
rainbow coloring of G with diam(G)−1 colors in Lemma 8. If both d and d′ equal diam(G)+1,
then we have seen a coloring of G with diam(G)− 1 colors. Lemmas 9, 14 and 16 show that
this coloring is indeed a rainbow coloring. We conclude that rvc(G) = diam(G)− 1.
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Figure 5 Vertex y2 is in layer L3. See Lemma 16.

Assume that we are given a permutation model of the graph and thus know the values
t(v) and b(v) for each vertex v ∈ V (G). Otherwise, a permutation model can be computed
in linear time [14]. First, compute d and d′. Following the description of P and Q, this takes
linear time. Computing the diameter of G takes O(n2) time using the algorithm of Mondal
et al. [15]. The colorings given by Lemma 8 and before Lemma 9 can each be computed in
linear time through a breadth-first search. By the preceding arguments, an optimal rainbow
vertex coloring can be computed in O(n2) time. J

4 Split strongly chordal graphs

In this section, we show that RVC and SRVC are polynomial-time solvable on split strongly
chordal graphs. We show this result is tight in the sense that both problems are NP-complete
on split graphs if we forbid any finite family of suns.

In order to prove our next theorem we will use the following property of dually chordal
graphs, a graph class that contains that of strongly chordal graphs [1].

I Lemma 18. (Brandstädt et al. [1]) A graph G is dually chordal if and only if G has a
spanning tree T such that all maximal cliques of G induce a subtree of T .

We show a tree with a stronger property exists in split strongly chordal graphs.

I Lemma 19 (♠). Let G = (V,E) be a connected split strongly chordal graph, with V = K∪S,
where K is a clique and S is an independent set. Then G has a spanning tree T such that
every maximal clique of G induces a subtree of T and every vertex of S is a leaf of T .

I Theorem 20 (=Theorem B). If G is a split strongly chordal graph with ` cut vertices, then
rvc(G) = srvc(G) = max{diam(G)− 1, `}.

Proof. Let G = (V,E) be a split strongly chordal graph, with V = K ∪ S, where K is a
clique and S is an independent set. Note that if diam(G) ≤ 2, we can (strong) rainbow
color G by assigning the same color to all the vertices. Notice that in this case ` ≤ 1, thus
rvc(G) = srvc(G) = max{diam(G)− 1, `}.

Assume then that diam(G) = 3 (recall that if G is a split graph, then diam(G) ≤ 3). By
Lemma 19, G has a spanning tree T such that every maximal clique of G induces a subtree
of T and every vertex of S is a leaf of T . Let T denote the subtree of T induced by the
vertices of K, that is, the subtree of T obtained by the deletion of the leaves corresponding
to vertices of S. Note that T is a tree with VT = K. We will now use the tree T to provide
a (strong) rainbow coloring of G.

B Claim 1 (♠). For every x ∈ S, N(x) induces a subtree of T .

B Claim 2. If G is 2-connected, then srvc(G) = rvc(G) = diam(G)− 1.
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Proof. Note that diam(G)− 1 = 2. Color the vertices of K according to a proper 2-coloring
of the vertices of T , and give arbitrary colors to the vertices of S. Let φ be the coloring of G
obtained in this way. Note that φ is indeed a (strong) rainbow coloring of G. To see this, let
u, v ∈ V be such that dG(u, v) = 3. Since G is a split graph, we have that u, v ∈ S. Since G
is 2-connected, |N(u)| ≥ 2 and |N(v)| ≥ 2. Moreover, since N(u) and N(v) induce subtrees
of T , we know that these two sets are not monochromatic under φ. Thus, there are x ∈ N(u)
and y ∈ N(v) s.t. φ(x) 6= φ(y), which shows uxyv is a rainbow (shortest) path between u
and v. C

We now consider the case in which G has cut vertices. Let C ⊂ V be the set of cut vertices
of G. Consider a proper 2-coloring φ of T . If there exist c1, c2 ∈ C such that φ(c1) 6= φ(c2),
then we can obtain a (strong) rainbow coloring for G with ` colors by assigning distinct
colors in the set {3, . . . , `} to the remaining cut vertices of G. Note that with this coloring
of T , it holds that for every w ∈ S, if |N(w)| > 1, then N(w) is not monochromatic under φ.
Since all the cut vertices were assigned distinct colors, by the same argument used in the
2-connected case, this is indeed a (strong) rainbow coloring of G. Note that this reasoning
also applies if |C| = 1, so from now on we may assume |C| ≥ 2.

If all the vertices of C were assigned the same color, since φ was a proper 2-coloring of T ,
we have that for every x, y ∈ C, dT (x, y) ≥ 2. Let c1, c2 ∈ C be two cut vertices such that
the unique path connecting c1 and c2 in T contains no other vertex of C. Let z be the vertex
adjacent to c1 in this path. Note that z /∈ C. We will consider the following coloring φ′ of T .
Let φ′(c1) = φ′(z) = 1. Now we extend φ′ by considering a proper 2-coloring of the subtree
of T rooted in c1 (resp. z) that assigns color 1 to the vertex c1 (resp. z). Note that now we
have φ′(c2) = 2. Finally, assign distinct colors from {3, . . . , `} to the vertices of C \ {c1, c2}.
To obtain a (strong) rainbow coloring of G, we color the vertices of K according to φ′ and
give arbitrary colors to the vertices of S.

B Claim 3 (♠). φ′ is a (strong) rainbow coloring of G.

Since φ′ uses ` colors, this concludes the proof. J

We now show that both RVC and SRVC are NP-complete if we only forbid a finite
number of suns. In what follows, we make use of the same reduction of Heggernes et al. [7]
for split graphs. Their reduction is from Hypergraph Coloring. In our case, we start
with an instance of Graph Coloring restricted to (C3, . . . , Cp)-free graphs, a problem that
was shown to be NP-complete by Král’ et al [8] (see also [6]) for every fixed k ≥ 3. We can
see an input G = (V,E) of Graph Coloring as a hypergraph in which every hyperedge
has size two. We perform the same construction as Heggernes et al. [7], starting with an
(C3, . . . , Cp)-free instance of Graph Coloring.

I Theorem 21 (♠). For any fixed p ≥ 3, RVC and SRVC are NP-complete on split
(S3, . . . , Sp)-free graphs for any fixed p ≥ 3.

5 Powers of trees

In this section we study powers of trees. Let T be a tree, and z in the center of T . Let
e = zv be an edge that is incident to z, with v not in the center. When e is removed from
the tree, the tree will fall apart in two parts, a branch is the part that does not contain z. If
the center of T contains only one vertex, the number of branches equals the degree of z. We
distinguish between squares and higher powers of trees. We first consider squares of trees.
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Figure 6 A graph T for which T 2 needs diam(T 2) colours, see Lemma 22.

Two trivial lower bounds for the rainbow coloring number of a graph G are the number
of cut vertices in G and diam(G)− 1. In squares of trees we found graphs that need more
than diam(T 2)− 1 colors. Notice that squares of trees are 2-connected, so there are no cut
vertices.

I Lemma 22. Let T be a tree such that the center of T consist of a single vertex z, T has
diameter at least 6, and there are at least three branches from the center with maximum
length. Then srvc(T 2) ≥ rvc(T 2) ≥ diam(T 2).

Proof. Let v1, v2, and v3 be three vertices with maximum distance to z in three different
branches. We consider the case that diam(T 2) is odd. There is a unique shortest path
P = v1, p1, p2, . . . , pk, v2 from v1 to v2 in T 2. Analogously, there is a unique shortest path
Q = v1, q1, q2, . . . , qk, v3 from v1 to v3 in T 2. Notice that q1 = p1, q2 = p2, . . ., qj = pj ,
where j = bdiam(T 2)

2 c. That is, P and Q use the same vertices in the branch of v1. The
unique shortest path R in T 2 from v2 to v3 is v2, pk, . . . , pj+1, qj+1, . . . , qk, v3. See Figure 6.

We give a proof by contradiction. Let c be a rainbow vertex coloring that uses at most
diam(T 2)− 1 colors. Notice that the paths P , Q, and R have length diam(T 2). Therefore,
for each of these paths, all internal vertices are assigned different colors and all colors appear
in the path. Since the first j vertices of the paths P and Q are equal, we see that the colors
used for pj+1, . . . , pk are the same as the colors used for qj+1, . . . , qk. Since diam(T ) ≥ 6,
{pj+1, . . . , pk} and {qj+1, . . . , qk} are non-empty. Hence, there is a color that appears twice
in R, which yields a contradiction. We conclude that rvc(T 2) ≥ diam(T 2).

The case that diam(T 2) is even is analogous. J

The class of graphs described in the statement of Lemma 22 needs exactly diam(T 2) colors.
We define layer i as the set of all vertices with distance bdiam(T )/2c − i to the center of T .
For a vertex v, we write l(v) for the layer that it is contained in, so l(v) = bdiam(T )/2c − d,
where d is the distance of v to the center of T . Our upper bounds all use a coloring by layer.

I Lemma 23 (♠). Let T be a tree such that the center of T consist of a single vertex, T
has diameter at least 6, and there are at least three branches from the center with maximum
length. Then rvc(T 2) = diam(T 2).

In squares of trees this is the only example that needs more than diam(T 2)− 1 colors. If
tree T has diam(T ) ≤ 4, then diam(T 2) ≤ 2 and thus rvc(T 2) = 1 by Observation 1. We
distinguish two cases for the remaining trees.
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I Lemma 24. Let T be a tree such that the center of T consist of a single vertex, T has
diameter at least 6, and there are exactly two branches from the center with maximum length.
Then rvc(T 2) = diam(T 2)− 1.

Proof sketch (♠). Let B1 be one of the branches with maximum length. Let B2 be all
other branches, together with the center vertex. Suppose that diam(T 2) is odd. Consider
the following coloring c. We color B2 per layer, using the color of layer 1 for the center as
well. And we color B1 similar, but with the colors of layer 1 and 2 swapped, and the colors
of layers 3 and 4 swapped, etc. So, the colors used in the even layers of B1 are exactly the
colors of the odd layers of B2 and vice versa. The number of colors used in this coloring
equals diam(T 2)− 1.

Let u and v be two vertices of T . Suppose that u and v are both in Bi, for i = 1, 2, and
assume that l(u) ≤ l(v). Use the even layer to go from u to the lowest common ancestor w
and the odd layers to go from w to v. This is a rainbow path since every layer has a unique
color, except for the center vertex. And if the center vertex is contained in this path, no
vertex of layer 1 is an internal vertex.

If u ∈ Bi and v ∈ Bj , with i 6= j, consider the following path. Use the even layers to go
from u to the center and even layers to go from the center to v, but exclude the center itself
from this path.

Suppose that diam(T 2) is even. We slightly modify the coloring c: we color B2 per layer,
and use the color of layer 1 for the center as well. And we color B1 similar, but with the
colors of layer 2 and 3 swapped, and the colors of layers 4 and 5 swapped, etc. The paths
constructed above are rainbow paths in this coloring as well. J

I Lemma 25 (♠). Let T be a tree such that the center of T consist of two vertices and T
has diameter at least 5. Then rvc(T 2) = diam(T 2)− 1.

We further consider higher powers of trees and generalize the above results for T k for
k ≥ 3. Even though the corresponding statements are similar, we have to distinguish more
cases in order to prove them. The proofs are deferred to the appendix. We then obtain the
following theorem on all powers of trees.

I Theorem 26 (=Theorem C, ♠). If G is a power of a tree, then rvc(G) ∈ {diam(G) −
1,diam(G)}, and the corresponding optimal rainbow vertex coloring can be found in time that
is linear in the size of G.

6 Conclusion and open problems

We provided polynomial-time algorithms to rainbow vertex color permutation graphs, powers
of trees, and split strongly chordal graphs. The algorithm provided for the latter class also
works for the strong variant of the problem.

An interesting question to be answered towards solving Conjecture 1 is whether RVC can
be solved in polynomial time on AT-free graphs, i.e. graphs that do not contain an asteroidal
triple. Conjecture 1 has been proved true for interval graphs [7] and, in this work, for
permutation graphs, both of which are important subclasses of AT-free graphs.

Another direction of research within graph classes lies in determining the complexity of
RVC and SRVC on strongly chordal graphs. Note that both powers of trees and split strongly
chordal graphs form subclasses of strongly chordal graphs for which RVC is polynomial-time
solvable, as we show in this work. Finally, note that every strongly chordal graph is also a
chordal graph, and the problems are known to be NP-hard when restricted to chordal graphs.
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1 Introduction

Graph modification problems play a central role in algorithmic graph theory and have been
widely studied in the last few years [5, 12, 20]. In this kind of problem, given a graph, we
want to perform a small number of modifications so that the resulting graph satisfies a
desired property. Typically, this property is described as a graph class to which the resulting
graph must belong, and the corresponding problem is usually NP-hard [30,35,36]. Numerous
famous problems can be stated as graph modification problems. For instance, if the operation
is vertex deletion and the target graph class is that of forests, we obtain the well-known
Feedback Vertex Set problem. A distinct type of graph modification problem that has
been considered more recently is concerned with graph parameters, instead of graph classes.
The goal here is to perform a small number of modifications in order to decrease (or increase)
a given parameter of the input graph. These are the so-called blocker problems, the main
object of study in this work.

More precisely, in a blocker problem with parameter π, given a graph G and a setM of
graph modification operations, the question is whether G can be modified into a graph G′ such
that π(G′) ≤ π(G)− d, for some threshold d, via at most k operations fromM. The name
blocker comes from the fact that the set of vertices or edges involved in the modifications
can be viewed as “blocking” the parameter π, that is, preventing π from being smaller, as we
would like in a minimization problem. Identifying parts of the graph that are responsible for
an increase in a graph parameter gives useful information about the graph structure and
has been the central question around many graph problems. For instance, if the parameter
in question is the size of a longest path, d = 1 and the operation is vertex deletion, the
problem becomes equivalent to testing whether there exists a set of k vertices that intersects
every longest path of the input graph [7–9,33]. Another example is that of computing the
Hadwiger number of a graph. The Hadwiger Number problem takes as input a graph G
and an integer t, and asks whether there exists a set of edges in G the contraction of which
results in a graph isomorphic to the complete graph on t vertices [6, 19,24]. This problem
can be formulated as a blocker problem with the edge contraction operation, the parameter
being the independence number (denoted by α), k = |V (G)| − t, and d = α(G)− 1.

Because of their relevance and connection to other well-studied graph problems, blocker
problems have been investigated for numerous graph parameters, such as the chromatic
number, the independence number, the matching number, the domination number, and the
clique number of a graph [2–4,10,16, 21, 22, 31, 32, 35]. The setM has so far been restricted
to contain a single operation, usually vertex deletion, edge deletion, edge addition, or edge
contraction. In this work, we restrict ourselves to the edge contraction operation. Formally,
we are interested in the following problem, where π is any graph parameter.

Input: A graph G and two positive integers k, d.
Question: Can G be k-contracted into a graph G′ such that π(G′) ≤ π(G)− d?

Contraction(π)

When k and d are fixed instead of being part of the input, we denote the corresponding
problem by k-Contraction(π, d). Blocker problems with the edge contraction operation
have already been studied with respect to the chromatic number, clique number, and
independence number [16,32], and the domination number [21,22], denoted by χ, ω, α, and γ,
respectively. These works address the problem from the point of view of graph classes. Diner
et al. [16] showed, among other results, that Contraction(π) is NP-complete restricted
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to split graphs for π ∈ {χ, α, ω}, but it is polynomial-time solvable in this graph class for
fixed d in all three cases. Galby et al. [21, 22] recently initiated the study of the problem
for π = γ for the case d = 1, providing several negative and positive results restricted to
particular graph classes, such as a polynomial-time algorithm for k-Contraction(γ, 1) on
(P5 + pK1)-free graphs, for any p ≥ 1. Galby et al. [22] also considered a variant of the
blocker problem in which an edge is given as part of the input. Namely, they showed that the
problem of deciding whether the contraction of this specific edge decreases the domination
number of a graph admits no polynomial-time algorithm unless P=NP. We observe here that
their proof [22, Theorem 11] in fact works for any graph parameter satisfying two specific
conditions, as stated in the following proposition.

I Proposition 1 (Galby et al. [22]). Let π be a parameter such that
(i) it is NP-hard to compute the π-number of a graph and
(ii) contracting an edge reduces π by at most one.

Then, there exists no polynomial-time algorithm deciding whether contracting one given edge
decreases the π-number of a graph, unless P=NP.

In this work, the parameters we focus on are H-transversals, that is, the minimum size of
a vertex set of a graph that hits all the occurrences of graphs in a fixed (finite or infinite)
collection H according to a specified containment relation ≺. We denote this parameter by
τ≺H . Note that distinct instantiations of H and ≺ capture, for instance, the vertex cover,
feedback vertex set, and odd cycle transversal numbers, and that these three parameters
satisfy the conditions of Proposition 1.

Our results and techniques. We show (Theorem 4) that 1-Contraction(τ≺H , 1) is co-NP-
hard when H is a family of 2-connected graphs containing at least one non-complete graph
and ≺ is any of the subgraph, induced subgraph, minor, or topological minor containment
relations. This implies that it is co-NP-hard to test whether we can reduce the feedback
vertex set number or the odd cycle transversal number of a graph by performing one edge
contraction. Note that this result is not implied by Proposition 1, since we do not specify
which edge should be contracted. We also show (Theorem 9) that the problem is co-NP-hard
if H is a family of cliques of size at least three and ≺ is the minor or topological minor
containment relation. The same holds (Theorem 10) if H is a family of graphs containing a
path on at least four vertices and any collection of 2-connected graphs and ≺ is the subgraph,
induced subgraph, minor, or topological minor containment relation. All these reductions
are from the 3-Sat problem restricted to clean formulas (see Section 2 for the definition).

We point out that, as can be seen by earlier results and the ones mentioned above, blocker
problems are generally very hard, and become polynomial-time solvable only when restricted
to specific graph classes. However, we show that the picture changes completely when the
parameter in question is the vertex cover number of a graph (denoted by vc): we prove
(Theorem 15) that Contraction(vc) can be solved in XP time parameterized by d on
general graphs, hence in polynomial time for fixed d, in particular for d = 1. This result
should be compared to Proposition 1, which shows that the problem is hard for d = 1 if
the edge to be contracted is prescribed. Our algorithm (cf. Algorithm 1) starts by checking
whether the bipartite contraction number of G (i.e., the minimum number of edges to be
contracted in order to obtain a bipartite graph), denoted by bc(G), is at most d−1, using the
FPT algorithm of Heggernes et al. [26]. If bc(G) ≥ d, a simple argument allows to conclude
that we are dealing with a Yes-instance. Otherwise, we distinguish two cases depending on
whether G contains a connected component C with vc(C) > d or not. If it is not the case, we

MFCS 2020



64:4 Reducing Graph Transversals via Edge Contractions

show (Lemma 13) that the problem can be solved in FPT time by combining a formulation
in MSO logic and a dynamic programming algorithm. Otherwise, we prove that we may
assume (Lemma 12) that k < 2d, which enables us to enumerate all subsets F ⊆ E(G) of size
at most k and, for each of them, solve the problem in FPT time by a branching algorithm,
exploiting the fact that vc can be computed in polynomial time on bipartite graphs.

Finally, we also show that a small modification of the above algorithm yields (Corollary 16)
that the problem of determining the minimum number of edges to be contracted to drop the
vertex cover number of a graph by d can be 2-approximated in FPT-time parameterized by d.

Organization. In Section 2 we provide some preliminaries and formally define all the
problems mentioned throughout the text. In Section 3 we prove the co-NP-hardness results,
and in Section 4 we present the algorithms for reducing the size of a minimum vertex cover
via edge contractions. We conclude the article in Section 5 with some further observations
and directions for further research. Due to space limitations, the proofs of the results
marked with “(?)” have been moved to the full version of this article, available at https:
//arxiv.org/abs/2005.01460.

2 Preliminaries

We use standard graph-theoretic notation, and we refer the reader to [15] for any undefined
notation. For completeness, we provide basic definitions about graphs in the full version.

Graph transversals. For a fixed graph containment relation ≺ and a fixed (finite or infinite)
collection of graphs H, we define the parameter τ≺H such that, for every graph G, τ≺H(G) is
equal to the minimum size of a set S ⊆ V (G) such that G \ S does not contain any of the
graphs in H according to containment relation ≺. If H = {H}, we denote τ≺{H} by τ

≺
H . Such

a set S is called an H-transversal or an H-hitting set.
For instance, if ≺ is the minor relation and H is an edge (resp. a triangle), then τ≺H is

the size of a minimum vertex cover (resp. feedback vertex set), which we abbreviate as vc
(resp. fvs). On the other hand, if ≺ is the subgraph relation and H contains all odd cycles,
then τ≺H is the size of a minimum odd cycle transversal, which we abbreviate as oct.

Definition of the problems. We also consider the versions of the Contraction(π) problem
defined in Section 1 where one of both positive integers k and d are fixed, instead of being
part of the input. Namely, we denote by k-Contraction(π), Contraction(π, d), and
k-Contraction(π, d) the version of Contraction(π) in which k, d, and both k and d are
fixed, respectively.

Finally, we define the following optimization version of Contraction(π).

Input: A graph G and a positive integer d.
Output: The minimum integer k such that G be k-contracted into a graph G′ such

that π(G′) ≤ π(G)− d?

Min-Contraction(π)

Parameterized complexity. We refer the reader to [13,17] for basic background on paramet-
erized complexity, and we recall here only some basic definitions. A parameterized problem is
a decision problem whose instances are pairs (x, k) ∈ Σ∗×N, where k is called the parameter.
A parameterized problem is fixed-parameter tractable (FPT) if there exists an algorithm

https://arxiv.org/abs/2005.01460
https://arxiv.org/abs/2005.01460
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A, a computable function f , and a constant c such that given an instance I = (x, k), A
(called an FPT algorithm) correctly decides whether I ∈ L in time bounded by f(k) · |I|c. A
parameterized problem is slice-wise polynomial (XP) if there exists an algorithm A and two
computable functions f, g such that given an instance I = (x, k), A (called an XP algorithm)
correctly decides whether I ∈ L in time bounded by f(k) · |I|g(k).

Treewidth and Courcelle’s Theorem. For an integer k ≥ 1, a k-tree is a graph that be
obtained from a k-clique by recursively adding vertices adjacent to a k-clique of the current
graph. The treewidth of a graph G, denoted by tw(G), is the smallest integer k such that
G is a subgraph of a k-tree. The syntax of monadic second order (MSO) logic of graphs
includes the logical connectives ∨, ∧, ¬, variables for vertices, edges, sets of vertices and sets
of edges, the quantifiers ∀,∃ that can be applied to these variables, and the binary relations
expressing whether a vertex or an edge belong to a set, whether an edge is incident to vertex,
whether two vertices are adjacent, and whether two sets are equal. The following result of
Courcelle [11], as well as one of its several optimization variants [1], is one of the most widely
used results in the area of parameterized complexity.

I Proposition 2 (Courcelle [11], Arnborg et al. [1]). Checking whether an MSO formula ϕ
holds on an n-vertex graph of treewidth at most tw can be done in time f(ϕ, tw) · n, for a
computable function f . Moreover, within the same running time, one can find a vertex or
edge set of G of maximum or minimum size that satisfies ϕ.

Exponential Time Hypothesis and clean 3-Sat. The Exponential Time Hypothesis (ETH)
of Impagliazzo and Paturi [27] implies that the 3-Sat problem on n variables cannot be
solved in time 2o(n). The Sparsification Lemma of Impagliazzo et al. [28] implies that if
the ETH holds, then there is no algorithm solving a 3-Sat formula with n variables and m
clauses in time 2o(n+m). Using the terminology from Cygan et al. [14], a 3-Sat formula ϕ, in
conjunctive normal form, is said to be clean if each variable of ϕ appears exactly three times,
at least once positively and at least once negatively, and each clause of ϕ contains two or
three literals and does not contain twice the same variable. Cygan et al. [14] observed the
following useful lemma.

I Lemma 3 (Cygan et al. [14]). The problem of deciding whether a clean 3-Sat formula with
n variables is satisfiable is NP-hard, and the existence of an algorithm in time 2o(n) to solve
it would violate the ETH.

3 Hardness results

We start with some definitions that will be used in the reductions of this section. Let G and
H be two graphs, let u, v ∈ V (H), and let {x, y} ∈ E(G). By replacing {x, y} by Hu,v we
mean deleting edge {x, y} from G, adding a copy of H and identifying vertices u and v of
H with vertices x and y of G, respectively. The operation of replacing {x, y} by two copies
of Hu,v is defined similarly, except that we add two copies of H and we identify vertices
u and v of both copies of H with vertices x and y of G, respectively. By attaching Hu to
x ∈ V (G) we mean adding a copy of H and identifying vertex u of H with vertex x of G, and
by attaching a pendent Hu to x ∈ V (G) we mean adding a copy of H and an edge between
vertex u of H and vertex x of G. We denote by H2

u the graph obtained from two copies of H
by identifying vertex u in each of the copies.
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I Theorem 4. Let H be a collection of 2-connected graphs containing at least one non-
complete graph. Then 1-Contraction(τ≺H , 1) is co-NP-hard, for ≺ being any of the subgraph,
induced subgraph, minor, or topological minor containment relations. Moreover, the problem
cannot be solved in subexponential time assuming the ETH, even restricted to graphs with
maximum degree depending on H.

Proof. We present a reduction from the 3-Sat problem restricted to clean formulas, which
is NP-hard by Lemma 3. Namely, given a clean formula ϕ with n variables and m clauses,
we will construct in polynomial time an instance GHϕ such that ϕ is satisfiable if and only if
GHϕ is a No-instance of 1-Contraction(τ≺H , 1). We start by constructing a graph Gϕ that
will be reused in the other reductions of this section, and which is inspired by the classical
NP-hardness reduction [23] from 3-Sat to Vertex Cover.

For each variable x of ϕ and for each clause C containing x in a literal ` ∈ {x, x̄}, we add
to Gϕ a new vertex ax,C,`. We also introduce another “dummy” vertex ax. Since ϕ is clean,
we have introduced four vertices in Gϕ for each variable x. Let ax,C1,`, ax,C2,¯̀, ax,C3,`, ax be
the four introduced vertices (recall that x appears at least once positively and negatively
in ϕ). We add the following four edges, inducing a C4: (ax,C1,`, ax,C2,¯̀), (ax,C2,¯̀, ax,C3,`),
(ax,C3,`, ax), and (ax, ax,C1,`). We denote by A the union of all the vertices in these variable
gadgets.

For each clause C of ϕ and for each literal ` in C, we add to Gϕ a new vertex bC,`. Since
ϕ is clean, we have introduced two or three vertices in Gϕ for each clause C. We add an
edge between every pair of these vertices, hence inducing a clique of size two or three. We
denote by B the union of all the vertices in these clause gadgets.

Finally, for each variable x of ϕ and for each clause C containing x in a literal ` ∈ {x, x̄},
we add to Gϕ an edge between ax,C,` ∈ A and bC,` ∈ B. This concludes the construction of
Gϕ, which we proceed to modify. Note that V (Gϕ) = A ∪B.

Let H ∈ H be a non-complete 2-connected graph, and let u, v be two non-adjacent
vertices in H. Starting from Gϕ, we replace each of the edges between two vertices in A or
two vertices in B by two copies of Hu,v, and each edge between a vertex in A and a vertex in
B by one copy of Hu,v. Each of these copies of H is called an A-copy, B-copy, or AB-copy,
depending on whether its attachment vertices are both in A, both in B, or one in A and one
in B, respectively.

Finally, for each AB-copy of H, we choose arbitrarily within it a vertex z distinct from
u and v, and we attach a pendent copy of H2

u to z. These newly added copies of H are
called pendent copies, the edge linking them to its corresponding AB-copy of H is called
the pendent edge of that AB-copy of H, and the vertex in the AB-copy incident with the
pendent edge is called the base vertex of that AB-copy of H. This concludes the construction
of GHϕ ; see Figure 1 for an example for H containing all cycles and H = C4.

ax,C1,`

ax,C2,¯̀
ax,C3,`

ax bC,`2

bC,`1

bC,`3

AB-copy

z
s

Figure 1 Illustration of the graph GH
ϕ for H containing all cycles and H = C4. Black (resp.

white) vertices are attachment (resp. internal) vertices of the corresponding copies of H. Vertex z is
the base vertex and {z, s} is the pendent edge of the depicted AB-copy of H.
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We can clearly assume that H is an antichain with respect to ≺, that is, that its elements
are pairwise incomparable with respect to ≺. Assume for the sake of presentation that ≺ is
the subgraph relation, and we omit it from the notation τ≺H ; at the end of the proof we will
argue that the same arguments apply as well to the other containment relations listed in the
statement of the theorem. Note that GHϕ contains 2n pairwise vertex-disjoint A-copies of H
and 3n pairwise vertex-disjoint pendent copies of H, taking into account that each variable
appears exactly three times in ϕ. On the other hand, since for clause C of ϕ the vertices
{bC,` | ` ∈ C} ⊆ B induce a clique in Gϕ, for each clause C of ϕ at least |C| − 1 vertices of
GHϕ are needed to hit the B-copies of H among the vertices {bC,` | ` ∈ C} ⊆ B, where |C|
denotes the number of literals in C. Therefore, it follows that

τH(GHϕ ) ≥ 2n+ 3n+
∑
C∈ϕ

(|C| − 1) = 8n−m. (1)

We present three claims that, together, will conclude the proof of the theorem.

B Claim 5 (?). τH(GHϕ ) = 8n−m if and only if ϕ is satisfiable.

B Claim 6 (?). If τH(GHϕ ) = 8n−m, then there is no edge e such that τH(GHϕ /e) < τH(GHϕ ).

B Claim 7. If τH(GHϕ ) > 8n−m, then there is an edge e such that τH(GHϕ /e) < τH(GHϕ ).

Proof. Let X ⊆ V (GHϕ ) be an H-hitting set of minimum size. We call a vertex in a copy of
H in GHϕ internal if it is distinct from its attachment vertices (cf. Figure 1). We proceed to
construct another H-hitting set X ′ ⊆ V (GHϕ ) with canonical properties, namely such that
1. |X ′| ≤ |X|,
2. X ′ contains exactly either {ax,C1,`, ax,C3,`} or {ax, ax,C2,¯̀} for each variable x,
3. X ′ contains exactly |C| − 1 vertices in the set {bC,` | ` ∈ C} for each clause C,
4. X ′ contains exactly one vertex in each pair of pendent copies of H,
5. X ′ contains no internal vertex of an A-copy, B-copy, or pendent copy of H, and
6. all internal vertices of AB-copies of H that are in X ′ are base vertices.
Note that property 1 above implies that |X ′| = |X| = τH(GHϕ ) > 8n−m.

We construct the set X ′ via the following procedure:
1. Start with X ′ = X.
2. For each A-copy, B-copy, or pendent copy H̃ of H in GHϕ such that X ′ contains at least

one internal vertex in H̃, remove from X ′ all internal vertices of H̃, and add to X ′ any of
the attachment vertices of H̃, which may already be in X ′.

3. For each variable x, let X ′x = X ′ ∩ {ax,C1,`, ax,C2,¯̀, ax,C3,`, ax}. If |X ′x| ≥ 3, let P be one
of the pairs {ax,C1,`, ax,C3,`} and {ax, ax,C2,¯̀} such that P ⊆ X ′. Remove X ′x \ P from
X ′ and, for every vertex v ∈ X ′x \ P , add to X ′ an arbitrarily chosen internal vertex in
the AB-copy of H containing v, which may already be in X ′.

4. For each clause C, let X ′C = X ′ ∩ {bC,` | ` ∈ C}. Note that by construction of GHϕ and
step 2 above, |X ′C | ≥ |C| − 1. If |X ′C | = |C|, remove from X ′ an arbitrarily chosen vertex
v ∈ {bC,` | ` ∈ C}, and add to X ′ an arbitrarily chosen internal vertex in the AB-copy of
H containing v, which may already be in X ′.

5. For each AB-copy of H̃ of H in GHϕ such that X ′ contains at least one internal vertex in
H̃, remove from X ′ all internal vertices of H̃, and add to X ′ the base vertex of H̃, which
may already be in X ′.

Let X ′ be the set obtained at the end of the above procedure. It can be easily verified that
X ′ satisfies the desired properties 1-6. In order to see that X ′ is a H-hitting set, note that,
by construction of GHϕ , each vertex in A ∪ B is contained in at most one AB-copy of H.
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Thus, in steps 3 and 4 of the above procedure, when we swap vertices in A ∪B by internal
vertices in AB-copies of H, we guarantee that the currently constructed set X ′ is still a
H-hitting set. Clearly, this property is also preserved in steps 1 and 5.

We now proceed, using the constructed H-hitting set X ′, to identify an edge e? ∈ E(GHϕ )
such that τH(GHϕ /e?) < |X ′| = τH(GHϕ ), concluding the proof of the lemma. Since by
hypothesis |X ′| = τH(GHϕ ) ≥ 8n −m + 1, properties 1-6 of X ′ imply that X ′ contains at
least one base vertex z in an AB-copy H̃ of H. Let s be the vertex in the pendent copies
of H such that {z, s} ∈ E(GHϕ ); hence {z, s} is the pendent edge of H̃ (cf. Figure 1). By
property 5 of X ′, it follows that s ∈ X ′. Let e? = {z, s}, and let w be the vertex in GHϕ /e?
resulting from the contraction of e?. Since both z, s ∈ X ′, it can be easily verified that the
set X? := X ′ \ {z, s} ∪ {w} is a H-hitting set of GHϕ /e? with |X?| = |X ′| − 1. Therefore,

τH(GHϕ /e?) ≤ |X?| < |X ′| = τH(GHϕ ),

and the claim follows. C

Claims 5, 6, and 7 together imply that ϕ is satisfiable if and only if GHϕ is a No-instance
of 1-Contraction(τ≺H , 1) for the subgraph relation, as we wanted to prove.

Let us now argue that the same proof applies when ≺ is another of the graph containment
relations stated in the theorem. Indeed, by construction of GHϕ , the hypothesis that all the
graphs in H are 2-connected, and the fact that H is an antichain, it follows that if X is an
H-hitting set for some of these containment relations, none of the graphs in H occurs in
GHϕ \X nor in (GHϕ /e) \X for any edge e, for any of the subgraph, induced subgraph, minor,
or topological minor containment relations.

Finally, the latter statement in the theorem follows easily by Lemma 3, by observing that
|V (GHϕ )| = O(n) and that ∆(GHϕ ) ≤ 5 ·∆(H). J

From Theorem 4 we immediately get the following corollary.

I Corollary 8. 1-Contraction(π, 1) is co-NP-hard if π = fvs or π = oct.

Proof. For π = fvs (resp. π = oct), we apply Theorem 4 for H being the collection of all
cycles (resp. odd cycles) and ≺ being the subgraph relation. J

Note that we can also obtain hardness results assuming that the input graph of the
considered problem is planar, by reducing from planar versions of 3-Sat.

More interesting is the fact the proof of Theorem 4 does not work if either all the graphs
in H are cliques, or if H contains some graph that is not 2-connected. Indeed, in the proof
of Claim 6 we crucially used the fact that the vertices u, v ∈ V (H) are not adjacent, so that
the contraction of any edge e still leaves intact one of each pair of copies of H in GHϕ /e. On
the other hand, if H contains a graph H ′ that is not 2-connected, it can be verified that
Claim 5 does not hold anymore: such a graph H ′ may occur in the graph GHϕ \X considered
in the first part of the proof, hence X may not be an H-hitting set of GHϕ anymore.

We now present two hardness results for families H in which we drop one of the two
assumptions discussed above, namely complete graphs and families containing paths.

In the next theorem we prove, using a simple trick, co-NP-hardness when H consists of
complete graphs, for the minor and topological minor containment relations. Note that we
may assume that the complete graphs have at least three vertices, as otherwise the problem
can be solved in polynomial time by Theorem 15.
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I Theorem 9 (?). Let H be a collection of cliques, each having at least three vertices.
Then 1-Contraction(τ≺H , 1) is co-NP-hard, for ≺ being the minor or topological minor
containment relations.

It can be verified that the proof of Theorem 9 does not work for the subgraph or induced
subgraph containment relations: in that case, the constructed graph GH•ϕ does not contain
any clique of size at least three. In our next theorem we change appropriately the construction
of the graph GHϕ defined in the proof of Theorem 4 to obtain a hardness result when H
consists of a path on at least four vertices and any collection of 2-connected graphs, for any
of the containment relations discussed above.

I Theorem 10 (?). Let H = Pi with i ≥ 4, and let H contain H and any collection of
2-connected graphs. Then 1-Contraction(τ≺H , 1) is co-NP-hard, for ≺ being any of the
subgraph, induced subgraph, minor, or topological minor containment relations.

It is easy to see that the proof of Theorem 10 does not work for H = P3. Indeed, in the
construction of GHϕ for odd i, we replace the edges with both endvertices in A or in B by
a P i+1

2
(cf. figure in the full version); for i = 3 this results in an edge between such a pair,

whose contraction would identify both vertices, hence violating the main properties of the
reduction.

4 The case of Vertex Cover

In this section we focus on the case where the considered property π is the size of a minimum
vertex cover or, equivalently, where π = τ≺K2

for ≺ being any of the subgraph, induced
subgraph, minor, or topological minor containment relations. Recall that we use the notation
vc to denote τ≺K2

. It is easy to see that Contraction(vc) is NP-hard, even if we assume
that the value vc(G) is given along with the input. Indeed, the particular case d = vc(G)− 1
is the problem of reducing the vertex cover number of the (connected) input graph G to one
(i.e., obtaining a star) by doing at most k edge contractions. This problem is known in the
literature as Star Contraction [25,29] and is equivalent to Connected Vertex Cover
(see [29] for a proof), which is known to be NP-hard even on graphs for which computing a
minimum vertex cover can be done in polynomial time, such as bipartite graphs [18].

Following Heggernes et al. [26], a 2-coloring of a graph G is a function φ : V (G)→ {1, 2},
and we denote by V 1

φ and V 2
φ the sets of vertices of V (G) colored 1 and 2, respectively. A set

X ⊆ V (G) is a monochromatic component of φ if G[X] is a connected component of G[V 1
φ ]

or G[V 2
φ ], and we denote byMφ the set of all monochromatic components of φ. The cost of

a 2-coloring φ is defined as cost(φ) =
∑
X∈Mφ

(|X| − 1). We will need the following lemma.

I Lemma 11 (Heggernes et al. [26]). A graph G has a 2-coloring of cost at most k if and
only if there exists a set F ⊆ E(G) of at most k edges such that G/F is bipartite.

The following simple observation is the key insight in the algorithm of Theorem 15. Let
G be a graph and let X be a minimum vertex cover of G. We define a 2-coloring φ of G as
follows. For every vertex v ∈ V (G), φ(v) = 1 if v ∈ X, and φ(v) = 2 otherwise. Since X is
a vertex cover, G[V 2

φ ] is edgeless. Consider the graph G[V 1
φ ] = G[X], and distinguish two

cases according to whether G is bipartite or not. If it is not, then since G[V 2
φ ] is edgeless,

necessarily G[X] contains some edge e (equivalently, cost(φ) ≥ 1). Then contracting e results
in a graph having a vertex cover of size at most |X| − 1, and therefore we can conclude that
G is a Yes-instance of the 1-Contraction(vc, 1) problem. Otherwise, if G is bipartite,
we can solve 1-Contraction(vc, 1) on G in polynomial time by first computing vc(G) in
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polynomial time using the fact that G is bipartite [15], and then computing vc(G/e) for
every edge e ∈ E(G) in polynomial time as explained below. If for some e ∈ E(G), we have
that vc(G/e) < vc(G), we answer “Yes”, otherwise we answer “No”. To compute vc(G/e)
in polynomial time, let w be the vertex resulting from the contraction of e and, letting
Ge := G/e, note that vc(Ge) = min{1 + vc(Ge \ {w}) , |N(w)|+ vc(Ge \N [w])}, and that
both Ge \ {w} and Ge \ N [w] are bipartite, so a minimum vertex cover in them can be
computed in polynomial time.

Summarizing, the algorithm to solve 1-Contraction(vc, 1) in polynomial time works as
follows: we first check whether G is bipartite (in polynomial time). If it is not, we answer
“Yes” (without needing to compute any minimum vertex cover). If it is, we solve the problem
in polynomial time as discussed above.

In Theorem 15 (cf. Algorithm 1) we generalize this idea to solve Contraction(vc, d) in
polynomial-time for every fixed d ≥ 1. We first need some technical lemmas.

I Lemma 12. Let G be an n-vertex graph, d ≥ 1 an integer, and C a connected component
of G such that vc(C) ≥ d + 1. Then there exists a set F ⊆ E(G) with |F | ≤ 2d such that
vc(G/F ) ≤ vc(G)− d.

Proof. The main observation is that for any connected graph H such that vc(H) ≥ 2, any
minimum vertex cover X of H contains two vertices u, v within distance at most two in H.
Indeed, either H[X] contains an edge, and we choose u, v to be the endvertices of that edge,
or since H is connected and vc(H) ≥ 2, necessarily there is a vertex in V (H) \X with at
least two neighbors in X, which we choose as u, v. In both cases, contracting a shortest path
between such vertices u and v results in a graph H ′ with vc(H ′) ≤ vc(H)− 1. Let G, d, and
C be as in the statement of the lemma. Since vc(C) ≥ d + 1, we can recursively apply d
times the above observation to C, hence obtaining a set F ⊆ E(C) ⊆ E(G) of size at most
2d such that vc(C/F ) ≤ vc(C)− d. Since the size of a minimum vertex cover is additive with
respect to connected components, we have that vc(G/F ) ≤ vc(G)− d. J

I Lemma 13. Let G be a graph, d ≥ 1 an integer, and suppose that for every connected
component C of G, it holds that vc(C) ≤ d. Then the Min-Contraction(vc) problem with
input (G, d) can be solved in time f(d) · nO(1) for some computable function f .

Proof. Let C1, . . . , Cp be the connected components of G. Since vc(Ci) ≤ d for i ∈ [p], it is
easy to observe that tw(G) ≤ d+1. For every two integers i, d′ with i ∈ [p] and 0 ≤ d′ ≤ d, we
apply Proposition 2 to solve Min-Contraction(vc) with input (Ci, d′) in time f(d) ·n some
some function f . For this, we just have to verify that the Min-Contraction(vc) problem
on (Ci, d′) can be expressed by an MSO formula whose length depends only on d. Indeed, it
consists in finding the minimum size of a set F ⊆ E(Ci) such that vc(Ci/F ) ≤ vc(Ci)−d′. To
express the latter inequality by an MSO formula with length depending on d, we crucially use
the hypothesis that vc(Ci) ≤ d. To do this, we first compute ` := vc(Ci) independently with
a standard MSO formula (or with a standard branching algorithm, since we are assuming
that vc(Ci) ≤ d). Then the inequality “vc(Ci/F ) ≤ `− d′”, where we have that `− d′ ≤ d,
can be expressed as the existence of a set of vertices S := {v1, . . . , v`−d′} ⊆ V (Ci) such that
every edge in E(Ci) \ F has an endpoint in S or has an endpoint u ∈ V (F ) such that there
exists a vertex v ∈ S and a path from u to v in Ci using only edges in F . (This latter case
captures the fact that an edge e of Ci/F can also be covered by a vertex v ∈ V (F ) that
becomes eventually an endpoint of e after contracting the edges in F .)



P.T. Lima, V. F. d. Santos, I. Sau, and U. S. Souza 64:11

Let opt(Ci, d′) be the output of Min-Contraction(vc) with input (Ci, d′), for i ∈ [p]
and 0 ≤ d′ ≤ d. We assume that opt(Ci, d′) = ∞ if vc(Ci) ≤ d′, and opt(Ci, 0) = 0. With
this information at hand, we present a simple dynamic programming algorithm to solve the
Min-Contraction(vc) problem with input (G, d) within the claimed running time.

Let dp(i, j) be the minimum size of a set F ⊆ E(C1) ∪ . . . ∪ E(Ci) such that vc(G/F ) ≤
vc(G) − j, or ∞ if such set does not exist. Note that, in order to compute dp(i, j), if in
an optimal solution the size of a minimum vertex cover drops by k in Ci, then dp(i, j) =
dp(i− 1, j − k) + opt(Ci, k). Then dp(i, j) can be computed as follows.

dp(i, j) =


0 if j = 0,
∞ if i = 0 and j > 0,
min

0≤k≤j
dp(i− 1, j − k) + opt(Ci, k) otherwise.

Note that each dp(i, j) can be computed in time O(j). Hence, since p ≤ n, dp(i, j) can
be computed for each pair i, j in total time O(n · d2) and the answer is given by dp(p, d). J

The bipartite contraction number of a graph G, denoted by bc(G), is the minimum size
of a set F ⊆ E(G) such that G/F is bipartite. We will use the following result of Heggernes
et al. [26] as a subroutine in our algorithms.

I Proposition 14 (Heggernes et al. [26]). Given a graph G and a positive integer k, deciding
whether bc(G) ≤ k is FPT parameterized by k.

We finally have all the ingredients to present our main algorithm.

I Theorem 15. The Contraction(vc) problem is in XP parameterized by d. In particular,
Contraction(vc, d) is polynomial-time solvable for every fixed d ≥ 1.

Proof. Let (G, k, d) be the input of Contraction(vc), and let n = |V (G)|. The XP
algorithm that we proceed to present is summarized in Algorithm 1. Since the contraction of
an edge may drop the minimum vertex cover of a graph by at most one, we may assume that
k ≥ d, as otherwise the answer is trivially “No”. We start by checking whether bc(G) ≤ d− 1
by using Proposition 14 in time f(d) · nO(1). We distinguish two cases.

Assume first that bc(G) ≥ d, and let X be a minimum vertex cover of G that is only
used for the analysis. We define a 2-coloring φ of G as follows. For every vertex v ∈ V (G),
φ(v) = 1 if v ∈ X, and φ(v) = 2 otherwise. Since X is a vertex cover, G[V 2

φ ] is edgeless.
Since bc(G) ≥ d, Lemma 11 implies that cost(φ) ≥ d, which in turn implies, since G[V 2

φ ]
is edgeless, that G[V 1

φ ] = G[X] contains at least d edges. Then contracting any set F of d
edges in G[X] results in a graph G/F such that vc(G/F ) ≤ vc(G)− d. Since we may assume
that k ≥ d, in this case we can safely answer “Yes”.

Otherwise, we have that bc(G) ≤ d − 1. Let C1, . . . , Cp be the connected components
of G. For every i ∈ [p], we check whether vc(Ci) ≤ d in time 2O(d) · nO(1) by using an FPT
algorithm for Vertex Cover [13]. We distinguish again two cases.

If vc(Ci) ≤ d for every i ∈ [p], we apply Lemma 13 and solve the Min-Contraction(vc)
problem with input (G, d) in time f(d) ·nO(1) for some computable function f . If the optimal
solution is larger than k, we answer “No”, otherwise we answer “Yes”.

Otherwise, there exists a component C of G with vc(C) ≥ d+ 1. By Lemma 12, there
exists a set F ⊆ E(G) with |F | ≤ 2d such that vc(G/F ) ≤ vc(G)− d. Hence, if k ≥ 2d, we
answer “Yes”. Otherwise, we have k ≤ 2d− 1, and we solve the problem in time nO(d) as
follows. We enumerate all candidate sets F ⊆ E(G) with |F | ≤ k ≤ 2d− 1, which are nO(d)

many, and for each such F , compute vc(G/F ) in time 2O(d) · nO(1) as explained below. If for
some F , we have that vc(G/F ) ≤ vc(G)− d, we answer “Yes”, otherwise we answer “No”.
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Algorithm 1 XP algorithm for the Contraction(vc) problem parameterized by d.

Input: A triple (G, k, d) with n = |V (G)|.

if k < d then
return No.

else (k ≥ d)
Check whether bc(G) ≤ d− 1 in time f(d) · nO(1) by Proposition 14.
if bc(G) ≥ d then

return Yes.
else (bc(G) < d)

Let C1, . . . , Cp be the connected components of G.
For i ∈ [p], check whether vc(Ci) ≤ d in time 2O(d) · nO(1).
if vc(Ci) ≤ d for every i ∈ [p] then

Solve Min-Contraction(vc) with input (G, d) in time f(d) · nO(1) by
Lemma 13. Let k0 be the optimal solution.

if k ≤ k0 then
return Yes.

else (k > k0)
return No.

else (there is a component C with vc(C) ≥ d+ 1)
if k ≥ 2d then

return Yes by Lemma 12.
else (k < 2d)

Enumerate all sets F ⊆ E(G) with |F | ≤ k ≤ 2d− 1 in time nO(d).
For each F , compute vc(G/F ) in time 2O(d) · nO(1) by branching.
if for some F , vc(G/F ) ≤ vc(G)− d then

return Yes.
else (there is no F such that vc(G/F ) ≤ vc(G)− d)

return No.

Let us now see, given a set F ⊆ E(G) with |F | ≤ k ≤ 2d − 1, how vc(G/F ) can be
computed in time 2O(d) · nO(1). Note that for any graph G and any vertex v ∈ V (G), it
holds that vc(G) = min{1 + vc(G \ {v}), |N(v)| + vc(G \ N(v))}. If our objective is to
compute vc(G), we call branching on v the operation of computing both 1 + vc(G \ {v}) and
|N(v)|+ vc(G \N(v)), and keeping the minimum value among them. In order to compute
vc(G/F ), we branch recursively on a set of vertices B ⊆ V (G/F ) with |B| = O(d) such that
G \B is bipartite, hence vc(G \B) can be computed in polynomial time, and thus the overall
running time is 2|B| · nO(1) = 2O(d) · nO(1), as claimed. Therefore, to conclude the proof if it
enough to find such a set B ⊆ V (G/F ).

Recall that we are in the case where bc(G) ≤ d− 1. Let L ⊆ E(G) with |L| ≤ d− 1 such
that G/L is bipartite, obtained in time FPT in d by Proposition 14 (it is easy to see that
the FPT algorithm for the decision version can also obtain in FPT time the corresponding
set of edges to be contracted). Note that G \ V (L) is also bipartite. Let VF be the set of
vertices in V (G/F ) resulting from the contraction of F . We set B := V (L) ∪ VF . Note that
|B| ≤ |V (L)|+ |VF | ≤ 2(d− 1) + 2(2d− 1) = O(d) and that G \B is a subgraph of G \ V (L),
hence it is bipartite as well, and we are done. J

From the XP algorithm given in Theorem 15 we easily get the following corollary.
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I Corollary 16 (?). The Min-Contraction(vc) problem can be 2-approximated in FPT
time parameterized by d.

5 Conclusions and further research

We provided co-NP-hardness results for the 1-Contraction(τ≺H , 1) problem whenH contains
only 2-connected graphs and at least one of them is not a clique (Theorem 4), when H consists
of cliques but only for the minor and topological minor containment relations (Theorem 9),
and when H contains a path on at least four vertices and 2-connected graphs (Theorem 10).
Several interesting cases remain open, for instance when H = {H} with H = P3, H = Kh

with h ≥ 3 (for the subgraph and induced subgraph relations), or H being an arbitrary tree.
The cases where H may contain disconnected graphs seem to be trickier.

For the cases that are co-NP-hard, it is natural to parameterize the problem by τ≺H , that
is, by the value of the parameter in the input graph G. If ≺ is the minor relation and H
contains some planar graph, it is well-known [34] that the treewidth of G is bounded by
τ≺H(G) plus a function that depends only on H. In this case, the Contraction(τ≺H) problem
is FPT parameterized by τ≺H(G)+k, since it can be expressed by an MSO formula with length
depending only on k (note that we may assume that k ≥ d), and therefore it can be solved
in time f(τ≺H(G), k) · n by Courcelle’s Theorem [11]. In particular, this observation yields
that when H = {K3}, the Contraction(fvs) problem is FPT parameterized by fvs + k.

When H = {K2}, that is, when τ≺H is the size of a minimum vertex cover, we proved that
the Contraction(vc) problem parameterized by d is in XP (Theorem 15) and can be 2-
approximated in FPT time (Corollary 16). The natural question is whether Contraction(vc)
is FPT or W[1]-hard parameterized by d. We tend to believe that the former case holds.
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Abstract
We study the graph parameter elimination distance to bounded degree, which was introduced by
Bulian and Dawar in their study of the parameterized complexity of the graph isomorphism problem.
We prove that the problem is fixed-parameter tractable on planar graphs, that is, there exists
an algorithm that given a planar graph G and integers d and k decides in time f(k, d) · nc for a
computable function f and constant c whether the elimination distance of G to the class of degree d

graphs is at most k.
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1 Introduction

Structural graph theory offers a wealth of parameters that measure the complexity of graphs
or graph classes. Among the most prominent parameters are treedepth and treewidth, which
intuitively measure the resemblance of graphs with stars and trees, respectively. Other
commonly studied structurally restricted graph classes are the class of planar graphs, classes
that exclude a fixed graph as a minor or topological minor, classes of bounded expansion and
nowhere dense classes.

Once we have gained a good understanding of a graph class C , it is natural to study
classes whose members are close to graphs in C . One of the simplest measures of distance
to a graph class C is the number of vertices or edges that one must delete (or add) to a
graph G to obtain a graph from C . Guo et al. [11] formalized this concept under the name
distance from triviality. For example, the size of a minimum vertex cover is the distance to
the class of edgeless graphs and the size of a minimum feedback vertex set is the distance
to the class of forests. More generally, for a graph G, a vertex set X is called a c-treewidth
modulator if the treewidth of G−X is at most c, hence, the size of a c-treewidth modulator
corresponds to the distance to the class of graphs of treewidth at most c. This concept was
introduced and studied by Gajarksý et al. in [9].

The elimination distance to a class C of graphs measures the number of recursive deletions
of vertices needed for a graph G to become a member of C . More precisely, a graph G

has elimination distance 0 to C if G ∈ C , and otherwise elimination distance k + 1, if in
every connected component of G we can delete a vertex such that the resulting graph has
elimination distance k to C . Elimination distance was introduced by Bulian and Dawar [3]
in their study of the parameterized complexity of the graph isomorphism problem.
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Elimination distance naturally generalizes the concept of treedepth, which corresponds to
the elimination distance to the class C0 of edgeless graphs. The parameter also has very nice
algorithmic applications. On the one hand, small elimination distance to a class C on which
efficient algorithms for certain problems are known to exist, may allow to lift the applicability
of these algorithms to a larger class of graphs. For example, Bulian and Dawar [3] showed
that the graph isomorphism problem is fixed-parameter tractable when parameterized by
the elimination distance to the class Cd of graphs with maximum degree bounded by d, for
any fixed integer d. Recently, Hols et al. [12] proved the existence of polynomial kernels for
the vertex cover problem parameterized by the size of a deletion set to graphs of bounded
elimination distance to different classes of graphs.

On the other hand, it is an interesting algorithmic question by itself to determine the
elimination distance of a given graph G to a class C of graphs. It is well known (see
e.g. [1, 14, 15]) that computing treedepth, i.e. elimination distance to C0, is fixed-parameter
tractable. More precisely, we can decide in time f(k) · n whether an n-vertex graph G

has treedepth at most k. Bulian and Dawar proved in [4] that computing the elimination
distance to any minor-closed class C is fixed-parameter tractable when parameterized by
the elimination distance. They also raised the question whether computing the elimination
distance to the class Cd of graphs with maximum degree at most d is fixed-parameter
tractable when parameterized by the elimination distance and d. Note that this question
is not answered by their result for minor-closed classes, since Cd is not closed under taking
minors.

For k, d ∈ N, we denote by Ck,d the class of all graphs that have elimination distance at
most k to Cd. It is easy to see that for every fixed k and d we can formulate the property
that a graph is in Ck,d by a sentence in monadic second-order logic (MSO). By the famous
theorem of Courcelle [6] we can test every MSO-property ϕ in time f(|ϕ|, t) · n on every
n-vertex graph of treewidth t for some computable function f . Hence, we can decide for every
n-vertex graph G of treewidth t whether G ∈ Ck,d in time f(k, d, t) · n for some computable
function f . However, for d ≥ 3 already the class Cd has unbounded treewidth, and so the
same holds for Ck,d for all values of k. Thus, Courcelle’s Theorem cannot be applied to
derive fixed-parameter tractability of the problem in full generality.

On the other hand, it is easy to see that the graphs in Ck,d exclude the complete graph
Kk+d+2 as a topological minor, and hence, for every fixed k and d, the class Ck,d in particular
has bounded expansion and is nowhere dense. We can efficiently test first-order (FO)
properties on bounded expansion and nowhere dense classes [8, 10], however, first-order logic
is too weak to express the elimination distance problem. This follows from the fact that
first-order logic is too weak to express even connectivity of a graph or to define connected
components.

While we are unable to resolve the question of Bulian and Dawar in full generality, in
this work we initiate the quest of determining the parameterized complexity of elimination
distance to bounded degree graphs for restricted classes of inputs. We prove that for every
n-vertex graph G that excludes K5 as a minor (in particular for every planar graph) we
can test whether G ∈ Ck,d in time f(k, d) · nc for a computable function f and constant c.
Hence, the problem is fixed-parameter tractable with parameters k and d when restricted to
K5-minor-free graphs.

I Theorem 1.1 (Main result). There is an algorithm that for a K5-minor-free input graph G
with n vertices and integers k and d, decides in time f(k, d) · nc whether G belongs to Ck,d,
where f is a computable function and c is a constant.
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Observe that the result is not implied by the result of Bulian and Dawar for minor-closed
classes, as the K5-minor-free subclass of Cd is not minor-closed. It is natural to consider as
a next step classes that exclude some fixed graph as a minor or as a topological minor, and
finally to resolve the problem in full generality.

To solve the problem on K5-minor-free graphs we combine multiple techniques from
parameterized complexity theory and structural graph theory. First, we use the fact that the
property of having elimination distance at most k for fixed k is MSO definable, and hence
efficiently solvable by Courcelle’s Theorem on graphs of bounded treewidth. If the input
graph G has small treewidth, we can hence solve the instance by Courcelle’s Theorem.

If G has large treewidth, we distinguish two cases. In the first case, there exist no vertices
of degree greater than k + d. In this case, we use the fact that G has large treewidth to
conclude that it contains a large grid minor [16]. This in turn enables us to find an irrelevant
vertex, that is, a vertex whose deletion does not change containment in Ck,d. By iteratively
removing irrelevant vertices until this is no longer possible we arrive at an instance of small
treewidth. The irrelevant vertex technique was introduced in [17] and is by now a standard
technique in parameterized algorithms, see [18] for a survey.

In the second case, there exist vertices of degree larger than k + d. Denote by R the set
of all these vertices. We show that by contracting all components of G−R we get a graph of
bounded treedepth (and hence of bounded treewidth). We furthermore show that for each
of the contracted components we can compute a connectivity pattern from a finite list of
possible connectivity patterns that describes what happens if vertices from the component
are (recursively) deleted. To compute the connectivity pattern, we again apply an irrelevant
vertex argument inside the components. This part of the reasoning is technically quite
involved. Once all connectivity patterns are computed, we can formulate containment in Ck,d

over a colored graph of bounded treedepth in MSO, which can again be efficiently evaluated
by Courcelle’s Theorem. After fixing our notation in Section 2, we provide the details of the
proofs in Section 3 and Section 4.

2 Preliminaries

A graph G consists of a set of vertices V (G) and a set of edges E(G). We assume that graphs
are finite, simple and undirected, and we write {u, v} for an edge between the vertices u
and v. For a set of vertices S ⊆ V (G), we denote the subgraph of G induced by the vertices
V (G) \ S by G− S. If S = {a}, we write G− a.

A partial order on a set V is a binary relation ≤ on V that is reflexive, anti-symmetric
and transitive. A set W ⊆ V is a chain if it is totally ordered by ≤. If ≤ is a partial order
on V , and for every element v ∈ V the set V≤v := {u ∈ V | u ≤ v} is a chain, then ≤ is a tree
order. Note that the covering relation of a tree order is not necessarily a tree, but may be a
forest. An elimination order on a graph G is a tree order ≤ on V (G) such that for every
edge {u, v} ∈ E(G) we have either u ≤ v or v ≤ u. The depth of a vertex v in an order ≤ is
the size of the set V<v := {u ∈ V | u < v}. The depth of an order ≤ is maximal depth among
all vertices.

The treedepth of a graph G is defined recursively as follows.

td(G) =


0 if G is edgeless,
1 + min{td(G− v) | v ∈ V (G)} if G is connected and not edgeless,
max{td(H) | H connected component of G} otherwise.

MFCS 2020
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A graph G has treedepth at most k if and only if there exists an elimination order on G of
depth at most k. If the longest path in G has length k, then its treedepth is bounded by k and
an elimination order of at most this depth can be found in linear time by a depth-first-search.

Elimination distance to a class C naturally generalizes the concept of treedepth. Let C

be a class of graphs. The elimination distance of G to C is defined recursively as

edC (G) =


0 if G ∈ C ,
1 + min{edC (G− v) | v ∈ V (G)} if G 6∈ C and G is connected,
max{edC (H) | H connected component of G} otherwise.

We denote by Cd the class of all graphs of maximum degree at most d and by Ck,d

the class of all graphs with elimination distance at most k to Cd. Note for instance that
td(G) = k if and only if G ∈ Ck,0. We write edd(G) for edCd

(G).

I Definition 2.1 (Definition 4.2 of [3]). A tree order ≤ on G is an elimination order to
degree d for G if for every v ∈ V (G) the set Sv := {u ∈ G | {u, v} ∈ E(G), u 6≤ v and v 6≤ u}
satisfies either:

Sv = ∅ or
v is ≤-maximal, |Sv| ≤ d, and for all u ∈ Sv, we have {w | w < u} = {w | w < v}.

A more general notion of elimination order to a class C was given in the dissertation
thesis of Bulian [2], which is however not needed in this generality for our purpose.

I Proposition 2.2 (Proposition 4.3 in [3]). A graph G satisfies edd(G) ≤ k if, and only if,
there exists an elimination order to degree d of depth k for G.

The following lemma is easily proved by induction on k.

I Lemma 2.3. For every graph G and elimination order ≤ to degree d for G, we can compute
in polynomial time an elimination order � to degree d for G, with depth not larger than the
depth of ≤, and with the additional property that for every v ∈ V (G), if C,C ′ are distinct
connected components of G− V�v (or of G), then the vertices of C and C ′ are incomparable
with respect to �.

Let G be a graph. A graph H with vertex set {v1, . . . , vn} is a minor of G, written
H � G, if there are connected and pairwise vertex disjoint subgraphs H1, . . . ,Hn ⊆ G

such that if {vi, vj} ∈ E(H), then there are wi ∈ V (Hi) and wj ∈ V (Hj) such that
{wi, wj} ∈ E(G). We call the subgraph Hi the branch set of the vertex vi in G. If G is
a graph and H = {H1, . . . ,Hn} is a set of pairwise vertex disjoint subgraphs of G, then
the graph H with vertex set {v1, . . . , vn} and edges {vi, vj} ∈ E(H) if and only if there
is an edge between a vertex of Hi and a vertex of Hj in G, the minor induced by H. If⋃

1≤i≤n V (Hi) = V (G), then we call H a minor model of H that subsumes all vertices of G.
We denote by Kt the complete graph on t vertices. We denote by Gm,n the grid with m

rows and n columns, that is, the graph with vertex set {vi,j | 1 ≤ i ≤ m, 1 ≤ j ≤ n} and
edges {vi,j , vi′,j′} for |i− i′|+ |j − j′| = 1.

For our purpose we do not have to define the notion of treewidth formally. It is sufficient
to note that if a graph G contains an n× n grid as a minor, then G has treewidth at least n
and vice versa, that large treewidth forces a large grid minor, as stated in the next theorem.

I Theorem 2.4 (Excluded Grid Theorem). There exists a function g such that for every
integer n ≥ 1, every graph of treewidth at least g(n) contains the n × n grid as a minor.
Furthermore, such a grid minor can be computed in polynomial time.
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The theorem was first proved by Robertson and Seymour in [16]. Improved bounds
and corresponding efficient algorithms were subsequently obtained. We refer to the work
of Chuzhoy and Tan [5] for the currently best known bounds on the function g and further
pointers to the literature concerning efficient algorithms.

The second black-box we use is Courcelle’s Theorem, stating that we can test MSO
properties efficiently on graphs of bounded treewidth. We use standard notation from logic
and refer to the literature for all undefined notation, see e.g. [13].

I Theorem 2.5 (Coucelle’s Theorem [6]). There exists a function f such that for every
MSO-sentence ϕ and every n-vertex graph G of treewidth t we can test whether G |= ϕ in
time f(|ϕ|, t) · n.

3 K5-minor-free graphs of small degree

In this section we show how to handle the case of K5-minor free graphs of small degree. We
prove the following theorem.

I Theorem 3.1. There exists a computable function f and constant c such that for all
integers k and d and every K5-minor-free n-vertex graph G of maximum degree at most d+k,
we can test whether G ∈ Ck,d in time f(k, d) · nc.

I Definition 3.2. Let G be a K5-minor-free graph and let k, d ∈ N. Assume there exists a
minor model Gm,m = {Hi,j | 1 ≤ i, j ≤ m} (for m ≥ 4k + 5) that subsumes all vertices of G
and that induces a supergraph of the grid Gm,m. We call the branch set Hi,j (k, d)-safe if
2k + 3 ≤ i, j ≤ m− 2k − 3 and if Hi′,j′ contains no vertex of degree at least d+ 1 (in G) for
|i− i′|, |j − j′| ≤ 2k + 2.

I Lemma 3.3. Let G be a K5-minor-free graph and let k, d ∈ N. Assume there exists a
minor model Gm,m = {Hi,j | 1 ≤ i, j ≤ m} (for m ≥ 4k + 5) that subsumes all vertices of G
and that induces a supergraph of the grid Gm,m. Assume Hi,j is (k, d)-safe. Let a ∈ V (Hi,j),
let B ⊆ V (G) \ {a} with |B| ≤ k and let x, y ∈ V (G) \ (B ∪ {a}) be of degree at least d+ 1.
Then x and y are connected in G−B if and only if x and y are connected in G−B − a.

Proof. Assume that x and y are connected in G− B and let P be a path witnessing this.
Assume that this path contains the vertex a.

We define sets X` for 0 ≤ ` ≤ k+ 1 of branch sets as follows. Let X0 be the set consisting
only of Hi,j and for ` ≥ 1 let X` be the set of all Hi′,j′ with 2` − 1 ≤ |i − i′|, |j − j′| ≤ 2`
that do not already belong to X`−1. The sets X` are the borders (of thickness 2) of the
(4`+ 1)× (4`+ 1)-subgrid around Hi,j . Observe that the vertices x and y do not belong to
any of the X`, as Hi,j is (k, d)-safe by assumption. For 0 ≤ ` ≤ k + 1 let Y` be the subgraph
of G induced by the vertices of X`.

We claim that for 1 ≤ ` ≤ k + 1, the sets Y` are connected sets that separate a from x

and analogously a from y. Clearly, the Y` are connected. Now observe that there is no
edge between a vertex of

⋃
0≤i≤`−1 Yi and a vertex of G−

⋃
0≤i≤` Yi. The existence of such

a connection would create a K5 minor, see [7, Figure 7.10] or Figure 1. Hence, any path
between a and x (or y) must pass through Y`.

As |B| ≤ k, there is one Y` with 1 ≤ ` ≤ k + 1 that does not intersect B. Let u be the
first vertex that P visits on Y` on its way from x to a and let v be the last vertex that P
visits on Y` on its way from a to y. As Y` is connected, we can reroute the subpath between u
and v through Y` and thereby construct a path between x and y in G−B − a. J

MFCS 2020



65:6 Elimination Distance to Bounded Degree on Planar Graphs

H1 H2

Figure 1 Construction of a K5 minor as soon as a branch set (here H1) connected to a branch
set (here H2) that is at distance more than 2 in the grid [7, Figure 7.10]. The blue part marks the
“outer part” of the border of thickness 2, the “inner part” decomposes into a green, yellow and gray
part.

Note that in the proof it is important that all vertices belong to some branch set.
Otherwise, we could have a vertex x in G that does not belong to any branch set while being
adjacent to Hi,j and the whole argumentation would fail.

I Corollary 3.4. Let G be a K5-minor-free graph and let k, d ∈ N. Assume there exists a
minor model Gm,m = {Hi,j | 1 ≤ i, j ≤ m} (for m ≥ 4k + 5) that subsumes all vertices of G
and that induces a supergraph of the grid Gm,m. Assume Hi,j is (k, d)-safe. Then every
vertex a ∈ Hi,j is irrelevant, i.e., G− a ∈ Ck,d if and only if G ∈ Ck,d.

Proof. Let H := G− a. We have to prove that H ∈ Ck,d implies G ∈ Ck,d. Hence, assume
H ∈ Ck,d. Let ≤H be an elimination order to degree d of height k for H. We also assume
that ≤H satisfies the property of Lemma 2.3, that is, for every v ∈ V (G), if C,C ′ are distinct
connected components of G− V≤H v, then the vertices of C and C ′ are incomparable with
respect to ≤H . Let A0 be the connected component of G containing a. Note that A0 may
break into multiple connected components in H = G− a.

For 1 ≤ i ≤ k, we define inductively:
mi as the unique ≤H -minimal element of Ai−1 \ {a} (if it exists) such that there exists a
vertex v with mi ≤H v and of degree at least d+ 1 in H[Ai−1 \ {a}]. If there is no such
element mi, the process stops.
Let us prove that there is at most one candidate for mi. Assume that there are in-
comparable m and m′ satisfying these conditions. This means that there are vertices v
and v′ of degree at least d+ 1 in Ai−1 \ {a} (hence of degree at least d+ 1 in G) with
m ≤H v and m′ ≤H v′. Note that we have m 6≤H v′ because ≤H is a tree order. By
Lemma 2.3, we have that v, v′ are both in Ai−1 \ {a}, i.e. in the connected component
of a in G−{m1, . . . ,mi−1} (it follows also by induction that {m1, . . . ,mi−1} = V≤H mi−1 ,
hence we may apply the lemma). Hence, v and v′ are connected in G− {m1, . . . ,mi−1}.
With Lemma 3.3, we also have that v and v′ are connected in G− {a,m1, . . . ,mi−1}.
We take a witness path from v to v′. Since m ≤H v and m 6≤H v′, this path must contain
two adjacent vertices w, w′ with m ≤H w and m 6≤H w′. This contradicts the fact
that ≤H is an elimination order satisfying the property of Lemma 2.3. Therefore, there
is at most one possible such mi.
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We define
Ti := {v ∈ Ai−1 : mi 6≤H v}
and
Ai as the connected component of a in G−{m1, . . . ,mi}. Note that again, Ai−{a} may
be a union of connected components in H − {m1, . . . ,mi}.

The processes stops after at most k rounds. When the process stops, we have defined mi,
Ti and Ai up to i = ω, with ω ≤ k and every element in Aω has degree at most d in H[Aω].

We then define the new order ≤G as follows:
for all x, y other than a and that are not in any of the Ti nor in Aω, we have x ≤G y if
and only if x ≤H y,
for all x in Aω ∪

⋃
i≤ω

Ti, we have mi ≤G x for all i ≤ ω, and

we set mi ≤G a for all i ≤ ω.

Note that all the elements in Aω, and the Ti’s, together with a are ≤G-maximal.
We now prove that this new order is indeed an elimination order to degree d of depth k

for G. We have that ≤G is a tree order and that it has height at most k. Let us now take a
vertex b and study Sb. Recall the definition of Sb from Definition 2.1. As we have two orders,
we distinct SG

b from SH
b .

First, note that for b = mi, we have SG
mi

= SH
mi

= ∅. So we don’t have to check anything.
Then consider the case where b is a, or a neighbor of a different than mi for all i ≤ ω.

Then, by definition of the (Ai)i≤ω, we have that b ∈ Aω. We also have that there is no
vertex in Aω of degree at least d+ 1 in H[Aω]. Hence |SG

b | ≤ d and for any v ∈ SG
b , we have

{w : w <G v} = {w : w <G b} = (mi)i≤ω.
We continue with the case where b is in one of the Ti. The uniqueness of mi implies

that b has degree at most d in H[Ai]. Hence |SG
b | ≤ d and for any v ∈ SG

b , v also belongs
to Ti, we then have that {w : w <G v} = {w : w <G b} = (mi)i<ω.

Finally, we look at the case where b is not in Aω, is not mi nor in Ti for any i ≤ ω. In this
case, we have that b cannot have neighbors in Aω nor any of the Ti for i ≤ ω. To see this,
assume that there is a v ∈ Ti neighbor to b. This implies that b is in Ai−1, as it is connected
to v, the latter being in Ai−1, which is the connected component of a in G−{m1, . . . ,mi−1}.
As b 6∈ Ti, we have mi ≤H b and mi 6≤H v which contradict that ≤H is an elimination order.
This contradiction also holds if b has a neighbor in Aω as this would imply that b ∈ Aω.

Therefore, in this final case, SG
b = SH

b . This also holds for any neighbor of b. Hence for
any vertex v in SG

b we have that {w : w <G b} = {w : w <H b} = {w : w <H v} =
{w : w <G v}.

To conclude, we have that ≤G is indeed an elimination order to degree d of height k
for G. This ends the proof that a is irrelevant. J

We can now prove the main theorem of this section.

Proof of Theorem 3.1. Let k, d be two integers and G be a connected K5-minor free graph
of maximum degree at most k + d. We set h(k, d) := (4k + 5)2 · (k + d)2(k+d) + 4k + 5. Let g
be the function from Theorem 2.4.
Case 1. There are more than (k+ d)2(k+d) vertices of degree at least d+ 1. We can conclude

that G 6∈ Ck,d. This is because the deletion of any vertex v can create at most k + d

connected components, and in each of them there are at most k+ d vertices whose degree
can decrease by the deletion of v. Therefore by performing k elimination rounds, there
will still be a vertex of degree at least d+ 1.
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Case 2. The treewidth of G is bounded by g(h(k, d)). We use Courcelle’s Theorem (Theo-
rem 2.5) to decide whether G ∈ Ck,d.

Case 3. We are neither in case C1) nor in case C2). Since we are not in C2), we can compute
in polynomial time a grid minor of size h(k, d). Furthermore we make sure that the set of
branch sets subsumes all vertices. As we are not in C1), there are at most (k + d)2(k+d)

vertices of degree at least d+ 1, and therefore, at most (4k+ 5)2 · (k+d)2(k+d) branch sets
that are at distance at most 2k+ 3 to a vertex of degree at least d+ 1. As h(k, d) is large
enough, there is a (k, d)-safe branch set which, by Corollary 3.4, implies the existence of
an irrelevant vertex. We iteratively eliminate irrelevant vertices until we are in one of C1)
or C2). J

We now do a quick complexity analysis of the algorithm. Case 1 can be solved in linear
time. Case 2 requires time f ′(k, g(h(k, d))) · n, where f ′ is derived from the function of
Theorem 2.5 and the MSO formula defining membership in Ck,d. The running time in Case 3
is governed by the cost to compute a grid minor and takes time polynomial in n. Therefore,
the overall complexity is f(k, d) · nc for a computable function f and constant c.

4 Computing elimination distance for K5-minor free graphs

This section is devoted to the proof of our main result: Theorem 1.1. We fix an instance
(G, k), where G is K5-minor-free.

We call a vertex v ∈ V (G) with d(v) ≤ d a blue vertex, a vertex v ∈ V (G) with
d < d(v) ≤ k + d a white vertex and a vertex v ∈ V (G) with d(v) > k + d a red vertex. We
denote the set of red vertices by R, the set of white vertices by W and the set of blue vertices
by B. All red vertices have to be deleted in the elimination process, if this is not possible,
then (G, k) is a negative instance. For all white vertices we have a choice of whether we want
to delete the vertex itself or some of its neighbors. Blue vertices already satisfy the degree
condition and will be only deleted if their deletion creates useful components.

I Lemma 4.1. If G ∈ Ck,d, then every path in G contains at most 2k − 1 red vertices.

Proof. By deleting a red vertex we can only split the path into half. Hence, the number of
red vertices on a path is bounded by the function that is recursively defined by f(1) = 1 and
f(k + 1) = 2f(k) + 1. This defines the function f(k) = 2k − 1. J

I Lemma 4.2. Let C be a component of G−R. If G ∈ Ck,d, then there are at most (k+ d)k

red vertices that are neighbors of a vertex of C in G.

Proof. By induction on k, using the fact that the deletion of a white or blue vertex can
create at most k + d components in G and all red vertices have to be deleted. J

Having these two lemmas, we can now develop our algorithm. We first merge every
component C of G − R into a single vertex vC to obtain a new graph G′. If one of the
new vertices vC has degree larger than (k + d)k, then we may reject the instance due to
Lemma 4.2. We then compute a depth-first-search of G′. Observe that no two vertices vC

and vC′ for distinct components C,C ′ of G−R are adjacent in G′, as otherwise C and C ′
would not be separate components. Hence, the search outputs and elimination order of G′ of
depth at most 2k+1 − 1, or we may reject the instance due to Lemma 4.1. We may hence
assume in the following that G′ has treedepth at most 2k+1 − 1.



A. Lindermayr, S. Siebertz, and A. Vigny 65:9

We can therefore test whether G′ belongs to Ck,d via the evaluation of an MSO sentence.
However, since this graph has been obtained by merging components of G−R, the deletion
of a node vC in G′ might require the deletion of the entire component C of G−R, which
can have an arbitrary size. Fortunately, we do not have to delete the entire component but
only to “separate” its red neighbors and to “fix” vertices of degree between d+ 1 and d+ k

inside the component.
To do that, every non-red vertex vC of G′ will be associated with a type that describes

the internal “connectivity pattern” of the G − R component C it corresponds to. This is
possible thanks to Lemma 4.2, which will help to bound the number of possible connectivity
patterns with the rest of the graph. Testing whether a G − R component satisfies some
connectivity pattern will be performed via an algorithm that resembles the one that proves
Theorem 3.1.

Let us now make this informal argumentation more concrete.

I Definition 4.3. Let k and d be two integers, and let p := (k + d)k. By a partition, we
mean a partition of the set {1, . . . , p}.

A partition P = (Ai)i≤` refines another partition P ′ = (A′i)i≤`′ if and only if for every
i ≤ ` there is a j ≤ `′ such that Ai ⊆ A′j.

For a pair of integers (j, j′), we write (j, j′) ∈ P if there is a set Ai that contains both j
and j′. We refer to such a pair of integers as being grouped in P , as opposed to being split
or separated in P . An integer j that is not grouped with any other integer is isolated in P .

I Definition 4.4. Let k and d be two integers, and let p := (k + d)k. A (k, d)-sequence is a
sequence (Pi, Li, Di)i≤` for ` ≤ k, where Pi and Li are partitions of {1, . . . , p} and Di is a
subset of {1, . . . , p}.

Note in particular that there are a bounded number of (k, d)-sequences. Let us write H
for some component of G − R, which according to Lemma 4.2 has at most p := (k + d)k

red neighbors. We use p unary predicates C1, . . . , Cp to mark the vertices of H that are
neighbors of a red vertex (the red vertices are not vertices of H). A (k, d)-sequence for H will
describe the elimination process from the point of view of H. The partition Pi will represent
how the different unary predicates are linked inside of H at depth i of the elimination process.
The partition Li will represent how the unary predicates are connected outside of H and the
subset Di is the list of predicates that correspond to red vertices that have been deleted.

I Definition 4.5. Given integers k, d, p := (k+d)k, and a graph H with maximum degree k+d
with p unary predicates C1, . . . Cp, we say that H satisfies a (k, d)-sequence S = (Pi, Li, Di)i≤`,
for some ` ≤ k if there is an elimination order ≤o to degree d of depth ` for H that satisfies:

For every 1 < i ≤ ` we have that Pi (resp. Li) refines Pi−1 (resp. Li−1).
For every 1 < i ≤ ` we have Di−1 ⊆ Di.
For every i ≤ ` and every j ∈ Di, j is isolated in Li.
If two vertices b, b′ satisfy b, b′ ∈ Cj for some j ≤ p and b, b′ are incomparable in ≤o, then
either b and b′ are ≤o-maximal and {w | w ≤o b} = {w | w ≤o b

′}, or there is no vertex v
and integer i such that v ≤o b, v 6≤o b

′, and v is at depth at most i− 1, where j 6∈ Di.
If two vertices b, b′ satisfy b ∈ Cj1 , b′ ∈ Cj2 for some j1, j2 ≤ p and b, b′ are incomparable
in ≤o, then either b and b′ are ≤o-maximal and {w : w ≤o b} = {w : w ≤o b

′}, or
there is no vertex v and integer i such that v ≤o b, v 6≤o b

′, v is at depth at most i− 1
and (j1, j2) ∈ Li.
For every i ≤ `, two integers (j1, j2) ∈ Pi if and only if there is a path in H from a
vertex satisfying Cj1 to a vertex satisfying Cj2 using only maximal vertices, and vertices
at depth at least i.
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I Example 4.6. For example, fix d = 2, k > 4 and a component with only 3 unary predicates
as depicted in Figure 2.

1

2

c

a

3

d

b

H

C1

C2 C3

a

b

c

d

≤1

a

b

c d

≤2

Figure 2 Example of graph and elimination orders to degree 2.

Consider now the sequences:
S1 :=

(
{1, 2, 3}; {1, 2, 3}; ∅

)
;
((
{1}, {2}, {3}

)
; {1, 2, 3}; ∅

)
;

.
((
{1}, {2}, {3}

)
; {1, 2, 3}; ∅

)
;
((
{1}, {2}, {3}

)
; {1, 2, 3}; ∅

)
;

S2 :=
(
{1, 2, 3}; {1, 2, 3}; ∅

)
;
((
{1}, {2}, {3}

)
; {1, 2, 3}; ∅

)
;
((
{1}, {2}, {3}

)
; {1, 2, 3}; ∅

)
;

S3 :=
(
{1, 2, 3}; {1, 2, 3}; ∅

)
;
((
{1}, {2}, {3}

)
; {1, 2, 3}; ∅

)
;

((
{1}, {2}, {3}

)
;
(
{1, 2}, {3}

)
; {3}
)

Consider the graph in Figure 2. Sequence S1 can be satisfied if at depth 2, we are left with
no internal path between the different predicates (1, 2, 3 are split in P2). This is achievable
by removing a and then b. Also, the order has to be an elimination order to degree 2 of
depth at most 4. It is achieved by also removing c and d. This corresponds to the order ≤1,
which witnesses that H satisfies sequence S1.

Sequence S2 also asks for the deletion of all paths between the different predicates.
However, we also need the order to be an elimination order to degree 2 of depth 3. So in one
round something must be done to c and d. This is impossible because (2, 3) are still grouped
in L3. For example, the order ≤2 is not a witness because there are vertices v ∈ C2, u ∈ C3
with c ≤2 v, c 6≤2 u, while (2, 3) are still grouped in L3, and c is at depth 2, strictly less
than 3.

The third sequence is satisfied by H, as witness by ≤2. This time, (2, 3) are split in L3.

I Lemma 4.7. For all integers k, d and (k, d)-sequence S, there is an MSO formula ΦS that
expresses the fact that a graph H satisfies S.

We simply have to redefine the notion of connectivity according to the (k, d)-sequence S.
Two vertices are considered adjacent at depth i if they share an edge, or if they are both in
some unary predicate Cj for some j that is not in Di, or if they are respectively in some Cj ,
Cj′ with j, j′ grouped in Li. With this modified notion of adjacency, which is expressible
by MSO, also connectivity can easily be expressed by an MSO formula. The precise MSO
formula can be found in the full version of the paper.
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I Lemma 4.8. There is an algorithm that, given two integers k, d, a (k, d)-sequence S and
a K5-minor-free n-vertex graph H of degree at most k + d with p := (k + d)k many unary
predicates, tests whether H satisfies S in time f(k, d) · nc for some computable function f
and constant c.

The proof of this lemma technical, however, the mains ideas and techniques are already
present in the proof of Theorem 3.1. The proof of the lemma can be found in the full version.

I Lemma 4.9. Let G be a graph and let G′ be the graph obtained by merging all components
of G − R into single vertices, which are labeled by the set of (k, d)-sequences they satisfy.
Then there exists an MSO-formula that is satisfied in G′ if and only if G ∈ Ck,d.

Note that we assume that G′ as already been computed, including all of the labels. Note also
that at this point we do not require G to be K5-minor-free. To prove Lemma 4.9 we again
define an appropriate notion of connectivity, using for every non red vertex the different Pi

in the (k, d)-sequences that this component satisfies. We then end up with a formula that
resembles the one witnessing that Ck,d is MSO definable. Details and formulas are presented
in the full version of the paper.

We are now ready to prove the main result.

Proof of Theorem 1.1. Given integers k, d, and a K5-minor free graph G, we replace it with
a graph G′, with unary predicates. More precisely, we define one unary predicate τS per
(k, d)-sequence S. Every component of G−R is replaced in G′ by a unique node that satisfies
the predicate τS for every sequence S satisfied by this component.

By Lemma 4.8, we can test with an FPT algorithm whether a component satisfies a given
sequence S. We can therefore compute G′ with an FPT algorithm. By Lemma 4.1, G′ has
tree-depth at most 2k+1 − 1. By Lemma 4.9, testing whether G is in Ck,d can be tested with
an MSO formula on G′, which is therefore computed by an FPT algorithm. J

5 Conclusion

Our proofs show that all difficulties for elimination distance to bounded degree arise already
in bounded degree graphs. We were not able to solve these difficulties in general, but rely on
the additional assumption that the input graphs exclude K5 as a minor. Hence the following
problem remains open.

I Open Problem 5.1. Is there an algorithm that, on input integers k, d,∆ and an n-vertex
graph graph G of maximum degree at most ∆, tests whether G belongs to Ck,d in time
f(k, d,∆) · nc for some computable function and constant c?

We conjecture that if such algorithm exists, it will also be possible to test whether a
graph G satisfies some (k, d)-sequence. Hence we would be able to remove assumption of
excluding K5 as a minor from Lemma 4.8. If this can be done, then our proof of Theorem 1.1
follows. This yields the following conjecture:

I Conjecture 5.2. The membership problem of Ck,d is FPT if and only if it is FPT when
restricted to classes of graphs with bounded degree.
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1 Introduction

The functionality of modern computer systems is increasingly affected by their spatial
properties. For example, correctness and efficiency of distributed algorithms depend on the
underlying network topology, e.g., whether nodes are reachable, or if there are disconnected
components. Furthermore, for cyber-physical systems like autonomous vehicles, spatial
aspects are crucial for safe behaviour. To reason about spatial properties, there exist a variety
of spatial logics [1] with different kinds of semantics: geometric, directional, topological, or
based on structural properties of concurrent processes [8]. However, the analysis of such
spatial logics is much less evolved than the analysis of temporal logics like linear temporal
logic [21] or computation tree logic [13].

In this paper, we focus on a kind of spatial logics defined on neighbourhood spaces also
called Čech closure spaces [24] or pretopological spaces: a generalisation of topological spaces,
where the closure operator is not required to be idempotent. In particular, we analyse the
Spatial Logic on Closure Spaces (SLCS) introduced by Ciancia et al. [10]. So far, there
exists a model-checking algorithm for SLCS, and it has been used for analysis in various
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application domains such as congestion in bike-sharing applications [12] and bus schedules [9].
An extension of SLCS with distance measuring operators has been used to analyse medical
images [3, 6]. However, to the best of our knowledge, no further study of the overall properties
of SLCS has been conducted. For example, it is still an open question what its limits of
expressivity are. To relate the structural properties of models to a logical language, we
follow the standard approach of defining various notions of bisimulations [7] and studying
the invariance of SLCS modalities. To that end, we follow ideas of Kurtonina and de Rijke
by extending the bisimulations to cover paths [15]. We also employ these bisimulations to
study SLCS on two important subclasses of neighbourhood spaces. The first class consists of
topological spaces, while the latter is the class of quasi-discrete spaces, which can be thought
of as (possibly infinite) graphs. These classes are non-disjoint, and neither is a subclass of
the other. Furthermore, all finite spaces are quasi-discrete.

The investigation of this paper was inspired by recent work of Baryshnikov and Ghrist [5]
on a topological approach to the target counting problem in sensor networks, the computational
task of determining the total number of targets in a region by aggregating the individual
counts of each sensor without recording any target identities nor any positional information.
Its mathematical formulation depends on having sensor readings over a continuum field of
sensors. However, any implementation must occur over a discrete collection of sensors in a
given network. This introduces some limitations as several studies have highlighted [20, 17],
in particular it is almost impossible to predict the accuracy of the results a given discretisation
yields. This shows the need for general notions to rigorously study how properties of interests
are preserved across different kind of spaces and provides motivation for this work.

Our contributions in this paper are as follows.
Definition of bisimulations between neighbourhood models;
proof that bisimilar points satisfy the same SLCS formulas;
use of the defined bisimulations to study expressivity of SLCS; and
comparison of the introduced notions with bisimulations on graphs treated as neighbour-
hood spaces.

Our article is organised as follows. We begin in Sect. 2 by presenting some preliminary
background on neighbourhood spaces. Sect. 3 introduces the main bisimulation relation:
path preserving bisimulation. In Sect. 4, we study the properties of this bisimulation on
quasi-discrete spaces. Related work is presented in Sect. 5 and we conclude our work in
Sect. 6. Due to space limitations, most proofs are in the extended version of the paper [16].

2 Neighbourhood Spaces

In this section we recall the notions of neighbourhood spaces and some related results from
general topology we will use in this paper. Our main reference is [24], which contains
additional general results on this topic and the proofs of the results reported here.

I Definition 1 (Filter). Given a set X, a filter F on X is a subset of P(X), such that F is
closed under non-empty intersections, whenever Y ∈ F and Y ⊆ Z, then also Z ∈ F , and
finally ∅ 6∈ F . For a set A ⊆ X, the filter generated by A is written as 〈A〉.

I Definition 2 (Neighbourhood Space). Let X be a set together with η ⊆ P(P(X)) given by
η = {η(x) | x ∈ X}, where every η(x) is a filter on X and x ∈

⋂
N∈η(x) N . We call η a

neighbourhood system on X, and X = (X, η) a neighbourhood space. For every set A ⊆ X,
we have the (unique) interior and closure operators defined as follows.

Iη(A) = {x ∈ A | A ∈ η(x)} Cη(A) = {x ∈ X | ∀N ∈ η(x) : A ∩N 6= ∅}
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An element x ∈ X has a minimal neighbourhood if there exists N ∈ η(x) such that N ⊆ N ′
for any neighbourhood N ′ ∈ η(x). We use Nmin(x) to refer to the minimal neighbourhood
of x. If each element x ∈ X has a minimal neighbourhood, then we call X quasi-discrete.
Finally, if for every element x ∈ X and any neighbourhood N ∈ η(x), there is a neighbourhood
M ∈ η(x), such that for every y ∈M , we have also that N ∈ η(y), then X is topological.

I Proposition 3 (Closure Operator ([24] 14 A.1, 14 B.11, 15 A.1, 15 A.2, 26 A.1, 26 A.9)).
For any neighbourhood space X = (X, η), the closure operator C as induced by η satisfies the
following properties:
1. C(∅) = ∅
2. A ⊆ C(A)
3. C(A ∪B) = C(A) ∪ C(B)
4. If X is quasi-discrete then, for any set A ⊆ X, C(A) =

⋃
a∈A C({a}).

5. If X is topological, then for any set A ⊆ X, C(A) = C(C(A)).

In the work of Čech [24], the properties of Proposition 3 are used to define closure
operators, and the equivalences with the corresponding properties of the neighbourhood
systems are shown in several theorems. However, since we will use neighbourhoods as the
primary entities in the spaces, we choose to demote the closure operators to be derived.

I Definition 4 (Connectedness ([24] 20 B.1)). Let X = (X, η) be a neighbourhood space. Two
subsets U and V of X are semi-separated, if C(U) ∩ V = U ∩ C(V ) = ∅. A subset U of X
is connected, if it is not the union of two non-empty, semi-separated sets. The space X is
connected, if X is connected.

We also introduce a special kind of neighbourhood space, employed with a linear order.

I Definition 5 (Index Space). If (I, η) is a connected neighbourhood space and ≤ ⊆ I × I a
linear order on I with the bottom element 0 ∈ I, then we call I = (I, η,≤, 0) an index space.

In the following sections, we will often use the concept of continuous function. Generally,
we will use the notation f [A] for the image of a set A ⊆ X under a function f : X → Y .
Similarly, f−1[B] denotes the preimage of a set B ⊆ Y .

I Definition 6 (Continuous Function ([24] 16 A.4)). Let Xi = (Xi, ηi) for i ∈ {1, 2} be two
neighbourhood spaces. A function f : X1 → X2 is continuous, if for every x1 ∈ X1 and
every N2 ∈ η2(f(x1)), there is a N1 ∈ η1(x1) such that f [N1] ⊆ N2. Equivalently, since
the neighbourhood system of x1 is upward closed, for every neighbourhood N2 ∈ η2(f(x1)),
f−1[N2] ∈ η1(x1). We will also write f : X1 → X2.

Observe that this coincides with the well-known definition of continuous functions on
topological spaces. An important connection between connected sets and continuous functions
is that the image of a connected set is connected.

I Lemma 7 (Connectedness and Continuity ([24] 20 B.13)). Let f : X1 → X2 be continuous.
If a subset X of X1 is connected, then f [X] is connected.

Following Ciancia et al. [10], we extend the typical notion of a topological path to
neighbourhood spaces.

I Definition 8 (Path). For an index space I and a neighbourhood space X , a continuous
function p : I → X is a path on X . If p(0) = x, we will also write p : x  ∞ to denote a
path starting in x.
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This definition includes both quasi-discrete paths and topological paths as given by
Ciancia et al. [10]. For example, two typical index spaces are I = (R, ηR,≤, 0) with the
standard topology based on open intervals, and I = (N, ηN,≤, 0), where ηN is given by the
quasi-discrete neighbourhood system induced by the successor relation. That is, the minimal
neighbourhood of each point n is given by {n, n + 1}. Furthermore, observe that by the
definition of index spaces and Lemma 7, the image of a path is connected.

We now present spatial models based on neighbourhood spaces and, based on that, the
syntax and semantics of SLCS. For the rest of the paper, AP is a fixed denumerable set of
propositional atoms.

I Definition 9 (Neighbourhood Model). Let X = (X, η) be a neighbourhood space, I an
index space, and let ν : X → P(AP) be a valuation. ThenM = (X , I, ν) is a neighbourhood
model. We will also writeM = (X, η, ν) to denote neighbourhood models, if the index space
is clear from the context.

We lift all suitable previous definitions to neighbourhood models in the obvious ways.
For example, we will speak of continuous functions between the underlying spaces of two
models as continuous functions between the models.

I Definition 10 (Syntax of SLCS).

ϕ : : = p | > | ¬ϕ | ϕ ∧ ϕ | N ϕ | ϕRϕ | ϕP ϕ

N is read as near, R is read as reachable from, and P is read as propagates to.

The intuition behind the modalities is as follows. A point satisfies N ϕ, if it is contained in
the closure of the set of points satisfying ϕ. Hence, even if it does not satisfy ϕ itself, it is
close to a point that does. A point x is satisfying ϕRψ if there is a point y satisfying ψ such
that x is reachable from y via a path where every point on this path between x and y satisfies
ϕ. Propagation is in a sense the converse modality, i.e., if there is a point y satisfying ψ such
that there is a path starting in x and reaching y at some index, and all points in between
satisfy ϕ, then x satisfies ϕP ψ. This intuition is formalised in the following semantics.

I Definition 11 (Path Semantics of SLCS). LetM = (X , I, ν) be a neighbourhood model and
x ∈ X . The semantics of SLCS with respect toM is defined inductively as follows.1

M, x |= > for allM and x
M, x |= p iff p ∈ ν(x)
M, x |= ¬ϕ iff notM, x |= ϕ

M, x |= ϕ ∧ ψ iff M, x |= ϕ andM, x |= ψ

M, x |= N ϕ iff x ∈ C({y | M, y |= ϕ})
M, x |= ϕRψ iff there are y, n and p : y  ∞ such that p(n) = x andM, y |= ψ

and for all 0 < i ≤ n : M, p(i) |= ϕ

M, x |= ϕP ψ iff there are p : x ∞ and n such thatM, p(n) |= ψ

and for all i : 0 ≤ i < n : M, p(i) |= ϕ

1 The original definition of the path semantics by Ciancia et al. [10] differs from our presentation. This is
due to a change in their definition of the closure operator. In particular, they define the closure on quasi-
discrete spaces, i.e., with respect to a given relation R as CR(A) = A ∪ {x ∈ X | ∃a ∈ A : (a, x) ∈ R}.
Our definition yields CR(A) = A ∪ {x ∈ X | ∃a ∈ A : (x, a) ∈ R} (see the discussion at the end of this
section), which is more in line with other literature [24, 14]. However, this only changes whether N can
be considered the one-step counterpart of R or of P.
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Ciancia et al. base SLCS on a slightly different set of operators [10]. In particular, they
employ a modality S, where ϕS ψ expresses that the current point is within a set satisfying
ϕ that is surrounded by a set of points satisfying ψ. However, we chose to have a more
symmetric set of operators, and thus use R instead. This is not problematic, since S can be
expressed by the following equivalence: (ϕS ψ)↔ (ϕ ∧ ¬(ϕR¬(ϕ ∨ ψ))).

LetM = (X , I, ν) be a model, and p a path p : x ∞ inM. For n,m ∈ I and n < m,
we use (n,m) as notation for the set {i | n < i < m}, similar to the usual notation of open
intervals on the indexspace I. For such an interval (n,m) and an SLCS formula ϕ, we use
the following abbreviation to denote the satisfaction of ϕ within (n,m):

M, p, (n,m) |= ϕ iff for all i with n < i < m we haveM, p(i) |= ϕ .

With this notation, the semantics of R and P read as follows.

M, x |= ϕRψ iff ∃p : y  ∞ and n s.t. p(n) = x,M, y |= ψ,M, x |= ϕ,

andM, p, (0, n) |= ϕ

M, x |= ϕP ψ iff ∃p : x ∞ and n s.t. M, p(n) |= ψ,M, x |= ϕ, andM, p, (0, n) |= ϕ

While we are able to define SLCS for the setting of general neighbourhood models, we
will often restrict our attention to one of the following two special cases: quasi-discrete and
topological models. They are defined as follows.

I Definition 12 (Quasi-Discrete and Topological Models). Let X be a quasi-discrete neigh-
bourhood space, and IN = (N, ηN,≤, 0) be the index space defined by the natural numbers.
Then a modelM = (X , IN, ν) based on these spaces is a quasi-discrete neighbourhood model.
Similarly, if X is topological, and IR = (R, ηR,≤, 0) is the index space defined by the real
numbers, and the topology based on all open intervals as well as the standard ordering of the
reals, a modelM = (X , IR, ν) is a topological neighbourhood model.

Hence, whenever we refer to a model as quasi-discrete, we fix the index space to the
natural numbers, and similarly, whenever a model is topological, we only allow for topological
paths. Observe that every quasi-discrete space can be described as a (possibly infinite)
graph structure. For a quasi-discrete space (X, η) the induced edge relation R ⊆ X × X
is defined as {(x, y) | y ∈ Nmin(x)}. This results in the closure operator being defined
on points of a quasi-discrete space as C(x) = {y ∈ X | x ∈ Nmin(y)}. Furthermore, as
x ∈ Nmin(x) for any x ∈ X, it follows that R is reflexive (as also shown in [24] 26 A.2).
On the other hand, every graph G = (V,R) (where R ⊆ V × V is not necessarily reflexive)
induces a quasi-discrete space, by setting the minimal neighbourhood of a vertex x ∈ V to
be Nmin(x) = {x} ∪ {y | (x, y) ∈ R}. Whenever we depict quasi-discrete models as graphs,
we will omit the implicit loops on nodes.

Of course, there are neighbourhood spaces that are both quasi-discrete and topological.
This is the case if the edge relation of the graph representation of a quasi-discrete space is
transitive (see [24], Theorem 26 A.2). In particular, fully connected bidirectional graphs are
also topological, if considered as neighbourhood spaces. For such spaces, we have to restrict
ourselves to treat them either as topological or as quasi-discrete.

3 Bisimulations for Neighbourhood Spaces

In this section we define two notions of bisimulation for neighbourhood spaces: neighbourhood
bisimulation and path preserving bisimulation. We will then use them to study the preservation
of SLCS formulas across models and thus the expressivity of SLCS.
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I Definition 13 (Neighbourhood Bisimulation). Let (X1, η1, ν1) and (X2, η2, ν2) be two neigh-
bourhood models over the same index space, and x1 ∈ X1, x2 ∈ X2 two points of the respective
models. A relation Zη ⊆ X1 ×X2 with x1Zηx2 is a neighbourhood bisimulation of x1 and
x2, if we have
(atm) p ∈ ν1(x1) if, and only if, p ∈ ν2(x2) for all p ∈ AP
(frtη) for every neighbourhood N2 ∈ η2(x2), there is a neighbourhood N1 ∈ η1(x1) such that

for all y1 ∈ N1, there is a y2 ∈ N2 with y1Zηy2
(bckη) for every neighbourhood N1 ∈ η1(x1), there is a neighbourhood N2 ∈ η2(x2) such that

for all y2 ∈ N2, there is a y1 ∈ N1 with y1Zηy2
Two modelsM1 andM2 are neighbourhood bisimilar at x1 and x2, if there is a neighbourhood
bisimulation Zη such that x1Zηx2.

We can prove that SLCS formulas using only the “near” modality are invariant under
neighbourhood bisimulation. While we do not present a separate theorem for this fact due
to space reasons, its proof can be extracted from the corresponding induction step of the
proof of Theorem 17.

I Example 14. LetMR = ((R, ηR), IR, νR) be a topological neighbourhood model, where
the underlying space is given by the usual topology on the real numbers, and νR(s) = {a}
for all s ∈ (−1, 1) and νR(s) = ∅ otherwise. Furthermore, letM2 = (({x, y}, η2), IR, ν2) be a
topological model where η2 is the discrete topology on the set {x, y} (i.e., Nmin(x) = {x}
and Nmin(y) = {y}), ν2(x) = {a}, and ν2(y) = ∅. Then the relation Zη , given by sZηx for
all s ∈ (−1, 1), is a neighbourhood bisimulation between any point s ∈ (−1, 1) and x.

Observe that it is not total, and in particular, there cannot be a total neighbourhood
bisimulation between these two spaces: If there was, it would need to relate 1 to y, since
neither satisfies any proposition, and y is the only such point inM2. However, consider the
neighbourhood {y} ∈ η2(y). Every neighbourhood of 1 contains a point s < 1, which is not
in relation with y. Hence, there is no neighbourhood N of 1 such that every element of N is
in relation with an element of {y}.

In the preceeding example, all points that are related by Zη indeed satsify the same
formulas using only N , in this case Boolean combinations of the formulas N a and ¬N ¬a
(or equivalent formulas). However,MR, 0 |= aP ¬a, whileM2, x 6|= aP ¬a. To ensure the
preservation of formulas using the path modalities P and R, we strengthen our notion of
bisimulation following ideas of Kurtonina and de Rijke [15]. Specifically, we not only need
points in the two models to be related, but also intervals over paths. This is achieved by
introducing two relations Z1 and Z2, the former relating path intervals from the first model
to the second, and the latter the other way around. The resulting bisimulation is based on a
triple or relations (Zη , Z1, Z2) and defined as follows.

I Definition 15 (Path Preserving Bisimulation). Let M1 = ((X1, η1), I, ν1) and M2 =
((X2, η2), I, ν2) be two neighbourhood models over the same index space I, and P and Q sets
of all possible paths onM1 andM2, respectively. A path preserving bisimulation between
M1 andM2 is triple (Zη , Z1, Z2), where Zη ⊆ X1 ×X2, Z1 a relation between P × I and
Q× I, and Z2 a relation between Q× I and P × I s.t. Zη 6= ∅ and the following holds for
all x1 ∈ X1, x2 ∈ X2, (p, n) ∈ P × I and (q,m) ∈ Q× I.
1. if x1 Zη x2, then Zη is a neighbourhood bisimulation;
2. if x1 Zη x2, p : x1  ∞ and n 6= 0, then there exists q : x2  ∞ and m s.t. p(n) Zη q(m)

and (p, n) Z1 (q,m);
3. if x1 Zη x2, p : y1  ∞ with p(n) = x1 and n 6= 0, then there exists q : y2  ∞ and m

with q(m) = x2 s.t. p(0) Zη q(0) and (p, n) Z1 (q,m);
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4. if (p, n) Z1 (q,m) and there exists kq ∈ I with 0 < kq < m, then there exists kp ∈ I with
0 < kp < n s.t. p(kp) Zη q(kq);

5. if x1 Zη x2, q : x2  ∞ and m 6= 0, then there exists p : x1  ∞ and n s.t. p(n) Zη q(m)
and (q,m) Z2 (p, n);

6. if x1 Zη x2, q : y2  ∞ with q(m) = x2 and m 6= 0, then there exists p : y1  ∞ and n
with p(n) = x1 s.t. p(0) Zη q(0) and (q,m) Z2 (p, n); and

7. if (q,m) Z2 (p, n) and there exists kp ∈ I with 0 < kp < n, then there exists kq ∈ I with
0 < kq < m s.t. p(kp) Zη q(kq).

It is straightforward to show that for three modelsM1,M2, andM3 over the same index
space I, whenever there is a path preserving bisimulation between x1 ∈M1 and x2 ∈M2,
and there is a path preserving bisimulation between x2 and x3 ∈ M3, then there is also a
path preserving bisimulation between x1 and x3.

Before we show that the truth of all SLCS formulas is preserved under path preserving
bisimulation, we first present the following technical lemma.

I Lemma 16. Let (Zη , Z1, Z2) be a path preserving bisimulation betweenM1 andM2, and
ϕ be an SLCS formula that is invariant under neighbourhood bisimulation, i.e., for any
x1 ∈M1 and x2 ∈M2 with x1Zηx2, we haveM1, x1 |= ϕ if, and only if,M2, x2 |= ϕ. For
two paths p and q with (p, n) Z1 (q,m), we haveM1, p, (0, n) |= ϕ impliesM2, q, (0,m) |= ϕ.
Additionally, if (q,m)Z2(p, n) thenM2, q, (0,m) |= ϕ impliesM1, p, (0, n) |= ϕ.

I Theorem 17. If (Zη , Z1, Z2) is a path preserving bisimulation betweenM1 andM2 with
x1Zηx2, thenM1, x1 |= ϕ if, and only if,M2, x2 |= ϕ for every formula ϕ of SLCS.

Proof. We proceed by induction on the length of formulas. The induction base and the cases
for the Boolean operators are as usual. For the near modality, the induction step consists
basically of a straightforward application of the definitions. We provide a sketch for the
preservation of propagate. The case for reachable is analogous.

So let M1, x1 |= ϕP ψ. That is, there is a path p starting in x1 and visiting a point
satisfying ψ at the index n, where all points in between satisfy ϕ. By the bisimulation
property (Def. 15 (2)), there is a path q starting in x2 that visits, at m, a point that is
bisimilar to p(n), and for all indices between 0 and m, there are bisimilar points on p as well.
Hence, by the induction hypothesis and Lemma 16, q is a witness thatM2, x2 |= ϕP ψ. The
other direction is similar, using the second case of Lemma 16. J

Note that we do not show that logical equivalence of two points implies that they are
bisimilar (cf. Sect. 6). Now that we have a suitable notion of bisimilarity, we can use it
to analyse whether SLCS is able to capture spatial properties. As an example, we show
that SLCS is neither capable of expressing standard topological separation axioms nor the
connectedness of a model.

I Definition 18 (Separation Properties). Let X be a neighbourhood space. If for every
two points x, y ∈ X we have that y ∈ C({x}) and x ∈ C({y}) implies x = y, then X is T0-
separated. If {x}∩C(y) = C(x)∩{y} = ∅ for all distinct x and y, then X is T1-separated.2 We
call a neighbourhood model Ti-separated, if its underlying space is Ti-separated for i ∈ {0, 1}.

I Proposition 19. There is no formula of SLCS expressing T0 separation.

2 Čech calls such spaces feebly semi-separated and semi-separated, respectively, [24], but the name T0 and
T1 for these properties are standard in topology.
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p2M1 M2

Figure 1 M1 is T0-separated, but M2 is not.

Proof. Consider the quasi-discrete modelsM1 andM2 in Fig. 1, and the relation Zη given
by xiZηyi and x0Zηy

′
0, where Z1 is defined by (p, n)Z1(q, n) iff p(0)Zηq(0) and

p(i) = x0 ⇔ q(i) ∈ {y0, y
′
0} ,

p(i) = x1 ⇔ q(i) = y1 ,

p(i) = x2 ⇔ q(i) = y2 .

The relation Z2 is then given by Z2 = Z−1
1 . Then the triple of these three relations is a path

preserving bisimulation betweenM1 andM2. For example, consider the minimal neighbour-
hood Nmin(x1) = {x1, x2} of x1. Then choose Nmin(y1) = {y1, y2} as a neighbourhood of y1.
For every element of Nmin(y1), there is an element in Nmin(x1), such that the elements are
bisimilar. The other neighbourhoods can be checked similarly. So, all points inM1 andM2
satisfy the same set formulas of SLCS by Theorem 17. But it is also easy to check thatM1
is T0-separated, whileM2 is not. Hence no formula of SLCS expresses T0-separation. J

I Proposition 20. There is no formula of SLCS expressing T1 separation.

Proof. Let X be an uncountable set. Let Y be the set of all subsets of X, such that for
every Y ∈ Y, either Y = ∅, or the complement of Y is countable. Then, for every x ∈ X,
let η1(x) = {N | ∃Y ∈ Y : Y ⊆ N ∧ x ∈ Y }. Then X = (X, η1) is called the countable
complement topology. For any valuation ν1 over X,M1 = (X1, IR, ν1) is a topological model.
Also, let X ′ be constructed from X by “doubling” all points, i.e., X ′ = {x′ | x ∈ X} ∪X,
where each x′ is a new, distinct, element to the x it is constructed from. Then, let Y ′ be
the doubling of every set in Y in a similar way, and η2 be defined similar to η1, but over Y ′.
Then, X2 = (X ′, η2) is the double pointed countable complement topology. Also, let ν2 be the
valuation that assigns the value of ν1(x) to each x and x′. Then,M2 = (X2, IR, ν2) is also a
topological model.

The relation given by xZηy iff y = x ∨ y = x′ is obviously a neighbourhood bisimulation.
Furthermore, we define (p, n)Z1(q,m) iff p(0)Zηq(0) and p(i) = z iff q(i) ∈ {z, z′}, as well
as Z2 = Z−1

1 . This triple then represents a path preserving bisimulation between the two
models. However,M1 is both T0 and T1 separated, whileM2 is neither [22]. J

I Proposition 21. There is no formula of SLCS that is expressing connectedness.

Proof. Consider an arbitrary neighbourhood modelM and a modelM′ consisting of two
unconnected copies ofM. Then we can define a path preserving neighbourhood bisimulation
by relating every point ofM with both of its copies inM′, and every path ofM with both
corresponding paths inM′. J

Similarly, we can ask whether quasi-discrete models, where the underlying space is also
topological, are only bisimilar to other models, where the space is topological. As the
next lemma shows, the answer to this question is negative. Hence, SLCS cannot express
transitivity of the underlying edge relation.
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x0 p0

x1 p1

Mtop

y0
p0

y1
p1

y2
p0

y3
p1

Msq

Figure 2 Two bisimilar quasi-discrete models, where Mtop is topological and Msq is not.

I Lemma 22. There are quasi-discrete modelsM1 andM2 that are bisimilar to each other,
and where the underlying space ofM1 is topological, while the space ofM2 is not.

Proof. Consider the graphs in Fig. 2. If we set xiZηyj iff j mod 2 = i, and relate paths in
the obvious way, then we have a path preserving bisimulation. However,Mtop is topological,
whileMsq is not. J

The next example shows that a topological model can be in bisimulation with non-
topological models in a non-trivial way. To that end, we exploit the transitivity of models
being path preserving bisimilar, by first showing that a specific topological model is path
preserving bisimilar to a topological model with an underlying quasi-discrete space, and then
show that this second model is path preserving bisimilar to a model over topological paths,
but where the underlying space is quasi-discrete, but not topological.

I Example 23. LetM = (X2, IR, ν2) be the topological model based on the double pointed
countable complement topology (cf. the proof of Proposition 20), where ν2(x) = {p0} and
ν2(x′) = {p1} for any point x of the underlying set. Furthermore, consider the models
depicted in Fig. 2, but considered over the index space IR. We will first proceed to define a
path preserving bisimulation betweenM andMtop.

Let xZηx0 and x′Zηx1 for all x of the underlying set of M. Then clearly Zη is a
neighbourhood bisimulation, since any neighbourhood inM contains both points x and x′
and similarly, any neighbourhood inMtop contains both x0 and x1.

Now let p be any path onM. Then q defined by q(i) = x0 if p(i) ∈ X and q(i) = x1 if
p(i) ∈ X ′, is a path as well, since any function intoMtop is continuous (as it possesses the
indiscrete topology, that is, for both x0 and x1, {x0, x1} is their only neighbourhood). So,
we set (p,m)Z1(q,m) for any path, m ∈ R and q defined as above. Hence, whenever there is
a 0 < kq < m, then p(kq)Zηq(kq).

Finally, consider a path q onMtop. Choose an arbitrary point x ∈ X, and define p by
p(i) = x if q(i) = x0 and p(i) = x′ if q(i) = x1. Then set (q,m)Z2(p,m) for every m ∈ R.
Again, the bisimulation condition is satisfied.

All in all, we have defined a path preserving bisimulation betweenM andMtop, where
every point ofM is bisimilar to either x0 or x1.

Now we define a path preserving bisimulation betweenMtop andMsq. As can be easily
checked, the relation Zη = {(x0, y0), (x0, y2), (x1, y1), (x1, y3)} constitutes a neighbourhood
bisimulation. The relation Z2 can be defined as follows: for any path q onMsq and i ∈ R,
set p(i) = x0 if q(i) ∈ {y0, y2} and p(i) = x1 otherwise. Then p is continuous, since any
function intoMtop is continuous, and also for any index i, we have p(i)Zηq(i). Hence, we
set (q,m)Z2(p,m) for any m ∈ R. For Z1, let p be a path starting in x0 and m ∈ R. Then
we define q as

q(i) =


y0 , if i < 1
y3 , if 1 ≤ i < 2
y2 , if 2 ≤ i < 3
y1 , if 3 ≤ i
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Now, we distinguish several cases:
1. if p(m) = x0 and for all i < m, p(m) = x0, then (p,m)Z1(q, 0.5),
2. if p(m) = x1 and for all i < m, p(m) = x0, then (p,m)Z1(q, 1),
3. if p(m) = x0 and for all i < m, p(m) = x1, then (p,m)Z1(q, 2),
4. if p(m) = x1 and for all i < m, p(m) = x1, then (p,m)Z1(q, 1.5),
5. if p(m) = x0, for some i < m, p(m) = x0 and for some i < m, p(m) = x1, then

(p,m)Z1(q, 2.5), and
6. if p(m) = x1, for some i < m, p(m) = x0 and for some i < m, p(m) = x1, then

(p,m)Z1(q, 3.5).
For any path with p(0) = x1, we can define a path q in a similar way. It is easy to check
that this relation also satisfies the conditions for a path preserving bisimulation.

4 Bisimulations on Quasi-Discrete Spaces

In this section we show how the notions of bisimulation presented in Sect. 3 relate to common
notions of bisimulation for modal logic when the models taken into considerations are quasi-
discrete neighbourhood models. While being inspired by the bisimulation of Kurtonina
and and de Rijke [15], we obtain a different result when comparing the path preservering
bisimulation and a bisimulation for modal logic with converse modalities.

Our notions of bisimulation for quasi-discrete neighbourhood models are based on the
induced edge relation Ri as described in Sect. 2, and we will refrain in mentioning the
underlying index space to ease the notation. As our first notion of bisimulation coincides
with the standard notion of bisimulation for modal logic (e.g.,[7]), we refer to it as modal
bisimulation.

I Definition 24 (Modal Bisimulation). LetM1 = (X1, η1, ν1) andM2 = (X2, η2, ν2) be two
quasi-discrete neighbourhood models. A relation ρ ⊆ X1 ×X2 is a modal bisimulation, if for
every pair x1 ρ x2 the following three conditions hold.
(atm) p ∈ ν1(x1) if, and only if, p ∈ ν2(x2) for all p ∈ AP
(frtf ) if (x1, y1) ∈ R1, then there exists y2 ∈ X2 with (x2, y2) ∈ R2 and y1 ρ y2
(bckf ) if (x2, y2) ∈ R2, then there exists a y1 ∈ X1 with (x1, y1) ∈ R1 and y1 ρ y2

Lemma 25 shows the relationship between modal bisimulation and neighbourhood bisim-
ulation on quasi-discrete neighbourhood models.

I Lemma 25. On quasi-discrete neighbourhood models, neighbourhood bisimulation and
modal bisimulation coincide.

In contrast with its behaviour on general neighbourhood spaces, neighbourhood bisimula-
tion on quasi-discrete neighbourhood models preserves the “propagate to” operator.

I Theorem 26. If ρ is a modal bisimulation between two quasi-discrete neighbourhood models
M1 andM2 with x1 ρ x2, thenM1, x1 |= ϕ if, and only if,M2, x2 |= ϕ for every formula ϕ
of SLCS without R.

To see that modal bisimulation does not preserve “reachable from”, it is enough to
consider a very simple example where M1 is a model composed of a single point x with
valuation ν1(x) = {p}, andM2 is composed of two points {y1, y2} where Nmin(y1) = {y1, y2},
Nmin(y2) = {y2}, ν2(y1) = {q} and ν2(y2) = {p}. It is easy to note that x and y2 are modal
bisimilar, but “reachable from” is not preserved. The preservation of such an operator would
require a backward preservation of paths. This, from a modal logic perspective, corresponds
to a notion of bisimulation able to preserve a modal language with converse modalities.
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I Definition 27 (Modal Bisimulation with Converse). Let M1 = (X1, η1, ν1) and M2 =
(X2, η2, ν2) be two quasi-discrete neighbourhood models. A relation ρ ⊆ X1 ×X2 is a modal
bisimulation with converse, if it is a modal bisimulation and for every pair x1 ρ x2 the
following additional conditions hold.
(frtc) if (y1, x1) ∈ R1, then there exists y2 ∈ X2 with (y2, x2) ∈ R2 and y1 ρ y2
(bckc) if (y2, x2) ∈ R2, then there exists a y1 ∈ X1 with (y1, x1) ∈ R1 and y1 ρ y2

I Lemma 28. On quasi-discrete neighbourhood models, path preserving bisimulation and
modal bisimulation with converse coincide.

Lemma 28 differs from results of Kurtonina and de Rijke [15], since their notion of
bisimulation is not equivalent to a bisimulation for temporal languages preserving simple
past and future operators. The reason being, their semantics for the temporal operator
“since” and “until” has a universal flavour which is not present in our semantic definition of
“reachable from” and “propagate to”.

The following theorem is a direct consequence of Lemma 28 and Theorem 17.

I Theorem 29. If ρ is a modal bisimulation with converse between two quasi-discrete
neighbourhood modelsM1 andM2 with x1 ρ x2, thenM1, x1 |= ϕ if, and only if,M2, x2 |= ϕ

for every formula ϕ of SLCS.

5 Related Work

While using logic as a description language for topological properties has a long tradition,
for example in the work of Tarski [23], only in recent years there has been a resurgence of
spatial interpretations of modal logics. We refer the reader to the survey by Aiello and van
Benthem [2], and the different chapters in the Handbook of Spatial Logics [1] for examples of
topological, geometric, and other interpretations. While the topologic interpretations allow
for a topological bisimulation, the neighbourhood bisimulation we present in this work is more
general, as it is defined for a larger class of spaces. However, it is straightforward to show that
on topological models (cf. Def. 12), topological bisimulation and neighbourhood bisimulation
coincide. A different line of work related to the study of bisimulations is the spatial logic for
concurrency [8], which allows for the structural analysis of pi-calculus processes [18].

Our work directly builds on the definitions of SLCS by Ciancia et al. [10]. Besides a
model checking algorithm for SLCS, they also propose two extensions to the logic. In the first
one, SLCS is extended to incorporate a temporal dimension, which is treated with different
operators than the spatial ones, i.e., the temporal operators from computation tree logic. Here,
we have instead concentrated solely on the spatial aspects of the language, and leave temporal
extensions of our bisimulations as future work. In the second extension, SLCS is equipped
with set based modalities, e.g., a modality Gϕ that states the existence of a path-connected
set B, such that all elements of B satisfy ϕ. We intend to examine this type of modality
in the future. Recently, Ciancia et al. investigated SLCS with coalgebraic methods [11].
They provide several definitions of bisimulations, both with and without a coalgebraic
flavour, on quasi-discrete models, show that they coincide, and present an algorithm and an
implementation to minimise a given model with respect to these bisimulations. Furthermore,
they prove that on the class of quasi-discrete models, where every node has only finitely
many pre- and successors, logical equivalence is a bisimulation. On general models, however,
their analysis only considers SLCS without path modalities, i.e., the only spatial modality
allowed is near. They define a bisimulation similar to our neighbourhood bisimulation, and
prove that it coincides with logical equivalence induced by an infinitary modal logic.
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The logic STREL of Bartocci et al. [4] is another extension to SLCS, where the modalities
are defined to be metric with respect to different distance functions. That is, for example, they
can express that conditions only hold for paths “up to three steps”, and similar properties.
Therefore, extending our bisimulations to metric bisimulations in this way is not trivial. In
particular, we strongly suspect this would imply using a kind of metric space as the index
space. However, in typical settings, it is not desirable for the “metric” to be symmetric. For
example, in directed graphs, the distance from x to y may be different from the other way
around. Such a situation calls for quasi-metrics, which only satisfy the triangle inequality,
and that points of distance zero are identical [25].

Neighbourhood semantics of modal logics have been studied quite extensively by now [19].
However, there are subtle differences to the situation of our neighourhood models. For one, the
logic we study has different modalities than standard modal logic. In particular, while the near
modality is equivalent to the diamond-modality of modal logics with neighbourhood semantics,
the path-based modalities are more expressive. Furthermore, the spatial interpretation of
neighbourhood semantics is only concerned with topological spaces, while we are considering
the more general notion of arbitrary neighbourhood spaces.

6 Conclusion

We have presented path preserving bisimulation, a bisimulation on spatial models based
on neighbourhood spaces, a generalisation of topological spaces. We have then proven that
the truth of formulas of the spatial logic SLCS is preserved between bisimilar points on
the models. Using these results, we have shown that SLCS is not strong enough to express
certain topological properties, such as separation properties or connectedness. Furthermore,
we have compared this bisimulation with more standard approaches on the subset of purely
quasi-discrete models proving that it coincides with modal bisimulation with converse.

There are several natural ways to extend this line of work. Up to now, we have only shown
that bisimilarity implies the invariance of formulas. However, it is important to investigate
whether our bisimulations are matching invariance of formulas exactly, i.e., whether two
points that satisfy the same set of formulas are also bisimilar. Here, results of Kurtonina
and de Rijke with respect to temporal models might be promising [15], but an adaptation is
not straightforward. In particular, they show that the ultrapower construction of first-order
models yields models that are suitably saturated to contain witnesses of all necessary types.
However, this approach is reliant on the standard translation of modal logic into first-order
logic, a result we do not have at our disposal. This is due to the second-order nature of the
path modalities, which cannot be reduced to first-order in a similar way as in temporal logic.

It is immediate that for quasi-discrete models, image-finiteness of the edge relation means
that the minimal neighbourhood of every point is finite. In this case, the equivalence of
points satisfying the same SLCS formulas not using the reachability modality can easily be
proven to be a “forward path” preserving bisimulation. But to treat the full logic SLCS, we
need an even stronger notion to obtain a class of models where equivalence of formulas is a
bisimulation. Even restricting the models such that every point only possesses finitely many
successors and predecessors is not sufficient. This is due to the fact that reachable quantifies
over paths that meet the current point, i.e., in a way we can refer to “backwards” paths, but
it is not possible to refer to the immediate predecessor of a point. To alleviate this, we could
introduce a converse modality to near, to distinguish points appropriately. Ciancia et al. [11]
achieved such a distinction by employing “strong” variants of the reachability modalities,
which allows them to define such a converse modality as an abbreviation.
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Regarding the existing extensions of SLCS with set-based modalities, we are interested
in studying how far our notion of bisimulations imply the preservation of such modalities,
and whether and how we would need to strengthen the definitions. A potentially larger
addition would be the investigation of metric variants of SLCS [4], and what kind of metrics
or generalised metrics are appropriate in this case.
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Abstract
We prove that the power word problem for the solvable Baumslag-Solitar groups BS(1, q) = 〈a, t |
tat−1 = aq〉 can be solved in TC0. In the power word problem, the input consists of group elements
g1, . . . , gd and binary encoded integers n1, . . . , nd and it is asked whether gn1

1 · · · g
nd
d = 1 holds.

Moreover, we prove that the knapsack problem for BS(1, q) is NP-complete. In the knapsack problem,
the input consists of group elements g1, . . . , gd, h and it is asked whether the equation gx1

1 · · · g
xd
d = h

has a solution in Nd.
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1 Introduction

The power word problem. The study of multiplicative identities and equations has a long
tradition in computational algebra, and has recently been extended to the non-abelian case.
Here, the multiplicative identities we have in mind have the form gn1

1 gn2
2 · · · g

nd

d = 1, where
g1, . . . , gd are elements of a group G and n1, n2, . . . , nd ∈ N are non-negative integers (we
may also allow negative ni, but this makes no difference, since we can replace a gi by its
inverse g−1

i ). Typically, the numbers ni are given in binary representation, whereas the
representation of the group elements gi depends on the underlying group G. Here, we
consider the case where G is a finitely generated (f.g. for short) group, and elements of G
are represented by finite words over a fixed generating set Σ (the concrete choice of Σ is
not relevant). In this setting, the question whether gn1

1 gn2
2 · · · g

nd

d = 1 is a true identity has
been recently introduced as the power word problem for G [27]. It extends the classical word
problem for G (does a given word over the group generators represent the group identity?)
in the sense that the word problem trivially reduces to the power word problem (take an
identity w1 = 1). Recent results on the power word problem in specific f.g. groups are:

For every f.g. free group the power word problem belongs to deterministic logspace [27].
For the following groups the power word problem belongs to the circuit complexity class
TC0:1 f.g. nilpotent groups [27], iterated wreath products of f.g. free abelian groups and
(as a consequence of the latter) free solvable groups [11].

1 In this paper, TC0 always refers to the DLOGTIME-uniform version.
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If G is a so-called uniformly efficiently non-solvable group (this is a large class of non-
solvable groups that was recently introduced in [3] and that includes all finite non-solvable
groups and f.g. free non-abelian groups) then the power word problem for the wreath
product G o Z is coNP-hard [11].

Historically, the power word problem appeared earlier in the area of computational (commut-
ative) algebra. Ge [16] proved that one can check in polynomial time whether an identity
αn1

1 αn2
2 · · ·α

nd

d = 1, where the ni are binary encoded integers and the αi are from an algebraic
number field (and suitable encoded), holds.

In this paper we investigate the power word problem for the solvable Baumslag-Solitar
group BS(1, q) for q ≥ 2 an integer. This group is usually defined as the finitely presented
group BS(1, q) = 〈a, t | tat−1 = aq〉. It has a nice matrix representation as the group of all
matrices of the form(

qk u

0 1

)
(1)

with k ∈ Z and u ∈ Z[1/q] a rational number with a finite q-ary expansion. Our first
main result is that the power word problem for BS(1, q) belongs to TC0. This generalizes
a corresponding result for the word problem of BS(1, q) from [35]; see also [22, 37]. Via
the above matrix embedding our result for the power word problem for BS(1, q) is directly
related to recent results on matrix powering problems [1, 14]. These problems can be quite
difficult to analyze. For instance, it is not known whether a certain bit of the (0, 0)-entry of
a matrix power An can be computed in polynomial time, when n is given in binary notation
and A is a (2× 2)-matrix over Z. The related problem of checking whether the (0, 0)-entry
(or any other entry) of An is positive can be solved in polynomial time by [14].

The knapsack problem. If one replaces in the power word problem the exponents ni by
pairwise different variables xi and the right-hand side 1 by an arbitrary group element h ∈ G,
one obtains a so-called knapsack equation gx1

1 gx2
2 · · · g

xd

d = h. The question, whether such
an equation has a solution in Nd is known as the knapsack problem for G. In the general
context of finitely generated groups the knapsack problem has been introduced by Myasnikov,
Nikolaev, and Ushakov [33]. As for the power word problem, this problem has been studied
in the commutative setting before. For the case G = Z one obtains a variant of the classical
NP-complete knapsack problem; a proof of the NP-hardness of our variant of the knapsack
problem for the integers can be found in [18]. For this hardness result it is important that
integers are represented in binary notation. For unary encoded integers the complexity of
the knapsack problem goes down to TC0. For the case that the gi are commuting matrices
over an algebraic number field, the knapsack problem has been studied in [2, 8].

For the case of (in general) non-commutative groups, the knapsack problem has been
studied in [9, 11, 13, 15, 23, 26, 29, 33]. In these papers, group elements are usually represented
by finite words over the generators (although in [29] a more succinct representation by so-
called straight-line programs is studied as well). Note that for the group Z this corresponds to
a unary representation of integers. Hyperbolic groups (which are of fundamental importance
in the area of geometric group theory) are an important class of groups where knapsack can
be decided in polynomial time (and even in LogCFL). This result can be extended to the class
of all groups that can be built from hyperbolic groups by the operations of (i) direct products
with Z and (ii) free products [29]. On the other hand, for many groups the knapsack problem
is NP-complete. Examples are certain right-angled Artin groups (like the direct product of
two free groups of rank two [29]), wreath products (e.g. the wreath product Z o Z [15]) and
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free solvable groups [11]. For wreath products G o Z, where G is finite non-solvable or free of
rank at least two, the knapsack problem is Σp2-complete [11]. Finally, for finitely generated
nilpotent groups, the knapsack problem is in general undecidable [15, 32].

Our second main result is that for the Baumslag-Solitar groups BS(1, q) with q ≥ 2 the
knapsack problem is NP-complete. This extends a result from [9], where decidability (without
any complexity bound) was shown for a restriction of the knapsack problem for BS(1, q).
In this restriction, all group elements gi must have the form (1) with k 6= 0. Showing
NP-hardness of the knapsack problem for BS(1, q) is easy (based on the result that knapsack
for Z with binary encoded integers is NP-hard). For membership in NP we use a recent result
of Guépin, Haase, and Worrell [17] according to which the existential fragment of Büchi
arithmetic (an extension of Presburger arithmetic) belongs to NP. The NP-membership of
the knapsack problem for BS(1, q) is a bit of a surprise, since one can show that minimal
solutions of knapsack equations over BS(1, q) can be of size doubly exponential in the length
of the equation, see Theorem 4.2. This rules out a simple guess-and-verify strategy.

2 Preliminaries

For a, b ∈ Z we write a | b if b = ka for some k ∈ Z. We denote with [a, b] the interval
{z ∈ Z | a ≤ z ≤ b}. With Z[1/q] we denote the set of all rational numbers that have finite
expansion in base q, i.e., the set of all numbers

∑
a≤i≤b riq

i with ri ∈ [0, q − 1] and a, b ∈ Z.
If u =

∑
−k≤i≤` riq

i 6= 0 with k, ` ≥ 0 and `+ k minimal, we define ‖u‖q = `+ k. Under the
assumption that q is a constant (which will be always the case in this paper), ‖u‖q is the
length of a suitable q-ary representation of u.

A Laurent polynomial is an ordinary polynomial that may also contain powers xk with
k < 0. Formally, a Laurent polynomial over Z is an expression P (x) =

∑
i∈Z aix

i with ai ∈ Z
such that only finitely many ai are non-zero. With Z[x, x−1] we denote the set of all Laurent
polynomials over Z; it is a ring with the natural addition and multiplication operations.

Complexity. We assume basic knowledge in complexity theory. We deal with the circuit
complexity class TC0. It contains all problems that can be solved by a family of threshold
circuits of polynomial size and constant depth. In this paper, TC0 always refers to the
DLOGTIME-uniform version of TC0. In this variant, TC0 is contained in deterministic
logspace. A precise definition of (DLOGTIME-uniform) TC0 is not needed for our work; see
[36] for details. All we need is that the following problems can be solved in TC0:
1. iterated addition and multiplication of binary encoded numbers and polynomials [10, 19],
2. division with remainder of binary encoded numbers [19],
3. computing the number |w|a of occurrences of a letter a in a word w,
4. computing an image h(w) where h : Σ∗ → Γ∗ is a homomorphism [24].
The results on binary numbers hold for any basis, since one can transform between binary
representation and q-ary representation; this is a consequence of the first two points.

Groups. We assume that the reader is familiar with the basics of group theory. Let G be a
group. We always write 1 for the group identity element. We say that G is finitely generated
(f.g.) if there is a finite subset Σ ⊆ G such that every element of G can be written as a
product of elements from Σ; such a Σ is called a (finite) generating set for G. We always
assume that a ∈ Σ implies a−1 ∈ Σ; such a generating set is also called symmetric. We write
G = 〈Σ〉 if Σ is a symmetric generating set for G. In this case, we have a canonical morphism
h : Σ∗ → G that maps a word over Σ to its product in G. If h(w) = 1 we also say that w = 1
in G. On Σ∗ we can define a natural involution ·−1 by (a1a2 · · · an)−1 = a−1

n · · · a−1
2 a−1

1 for
a1, a2, . . . , an ∈ Σ.

MFCS 2020
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Baumslag-Solitar groups. For p, q ∈ Z\{0}, the Baumslag-Solitar group BS(p, q) is defined
as the finitely presented group BS(p, q) = 〈a, t | tapt−1 = aq〉. We can w.l.o.g. assume that
q ≥ 1. Of particular interest are the Baumslag-Solitar groups BS(1, q) for q ≥ 2. They are
solvable and linear. It is well-known (see e.g. [39, III.15.C]) that BS(1, q) is isomorphic to
the subgroup T (q) of GL(2,Q) consisting of the upper triangular matrices(

qk u

0 1

)
(2)

with k ∈ Z and u ∈ Z[1/q]. This means we have the multiplication(
qk u

0 1

)(
q` v

0 1

)
=
(
q`+k u+ v · qk

0 1

)
. (3)

Let us define the morphism h : {a, a−1, t, t−1}∗ → T (q) by

h(a) =
(

1 1
0 1

)
and h(t) =

(
q 0
0 1

)
(4)

and h(a−1) = h(a)−1, h(t−1) = h(t)−1. Then h(w) is the identity matrix if and only if w = 1
in BS(1, q).

I Lemma 2.1. Given a word w ∈ {a, a−1, t, t−1}∗ we can compute in TC0 the matrix h(w)
with matrix entries given in q-ary encoding. Vice versa, given a matrix A ∈ T (q) with q-ary
encoded entries, we can compute in TC0 a word w ∈ h−1(A).

Proof. First consider a word w ∈ {a, a−1, t, t−1}∗ and let h(w) be the matrix in (2). Then k =
|w|t−|w|t−1 , which can be computed in TC0. It remains to compute the q-ary representation
of u. Let w1a

ε1 , . . . , wla
εl be all prefixes of w that end with a or a−1 (ε1, . . . , εl ∈ {−1, 1}). Let

ki = |wi|t−|wi|t−1 , which can be computed in TC0 in unary notation. Then, u =
∑l
i=1 εiq

ki ,
which can be easily computed in q-ary notation.

The inverse transformation is straightforward using the q-ary representation of a matrix
of the form (2): Note that since qk is given in q-ary representation, the integer k is implicitly
given in unary representation. A matrix of the form

( 1 qz

0 1
)
(for a unary encoded z) can be

produced by the word tzat−z. By concatenating such words (which is possible in TC0 by
point 4 from page 3), one can produce from a given q-ary encoded number u ∈ Z[1/q] a word
for the matrix ( 1 u

0 1 ). Finally, one has to concatenate tk on the right in order to get (2). J

By the previous lemma, we can represent elements of BS(1, q) either as words over the
alphabet {a, a−1, t, t−1} or by matrices from T (q) with q-ary encoded entries. For the matrix
A ∈ T (q) in (2) we define ‖A‖ = |k|+ ‖u‖q. Hence ‖A‖ is the length of the encoding of A.

A group that is closely related to BS(1, q) is the restricted wreath product Z o Z. It is
isomorphic to the group of all matrices(

xk P (x)
0 1

)
(5)

where k ∈ Z and P (x) ∈ Z[x, x−1] (see e.g. [31, Section 2.2]). It can be generated by

a =
(

1 1
0 1

)
and t =

(
x 0
0 1

)
.

In contrast to BS(1, q), the group is Z o Z not finitely presented [4]. Obviously we have:
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I Lemma 2.2. The mapping φq :
(
xc P (x)
0 1

)
7→
(
qc P (q)
0 1

)
is a surjective homomorphism

φq : Z o Z→ T (q) ∼= BS(1, q).

With our choice of generators a, t for Z o Z and BS(1, q) = 〈a, t | tat−1 = aq〉, the above
homomorphism φq satisfies φq(a) = a and φq(t) = t.

Knapsack and the power word problem. Let G = 〈Σ〉 be a f.g. group. Moreover, let
x1, x2, . . . , xd be pairwise distinct variables. A knapsack expression over G is an expression of
the form E = v0u

x1
1 v1u

x2
2 v2 · · ·uxd

d vd with d ≥ 1, words v0, . . . , vd ∈ Σ∗ and non-empty words
u1, . . . , ud ∈ Σ∗. A tuple (n1, . . . , nd) ∈ Nd is a G-solution of E if v0u

n1
1 v1u

n2
2 v2 · · ·und

d vd = 1
in G. With solG(E) we denote the set of all G-solutions of E. The size of E is defined as
|E| =

∑d
i=1 |ui|+ |vi|. The knapsack problem for G, Knapsack(G) for short, is the following

decision problem:
Input A knapsack expression E over G.
Question Is solG(E) non-empty?
It is easy to observe that the concrete choice of the generating set Σ has no influence on
the decidability/complexity status of Knapsack(G). W.l.o.g. we can restrict to knapsack
expressions of the form ux1

1 ux2
2 · · ·u

xd

d v: for E = v0u
x1
1 v1u

x2
2 v2 · · ·uxd

d vd and

E′ = (v0u1v
−1
0 )x1(v0v1u2v

−1
1 v−1

0 )x2 · · · (v0 · · · vd−1udv
−1
d−1 · · · v

−1
0 )xdv0 · · · vd−1vd

we have solG(E) = solG(E′).
A power word (over Σ) is a tuple (u1, k1, u2, k2, . . . , ud, kd) where u1, . . . , ud ∈ Σ∗ are

words over the group generators and k1, . . . , kd ∈ Z are integers that are given in binary
notation. Such a power word represents the word uk1

1 uk2
2 · · ·u

kd

d . Quite often, we will identify
the power word (u1, k1, u2, k2, . . . , ud, kd) with the word uk1

1 uk2
2 · · ·u

kd

d . The power word
problem for the f.g. group G, PowerWP(G) for short, is defined as follows:
Input A power word (u1, k1, u2, k2, . . . , ud, kd).
Question Does uk1

1 uk2
2 · · ·u

kd

d = 1 hold in G?
Due to the binary encoded exponents, a power word can be seen as a succinct description of
an ordinary word. The size of the above power word w is

∑d
i=1 |ui|+ dlog2 kie which is the

length of the binary encoding of w.

3 Power word problem for BS(1,q)

In this section we prove our first main result:

I Theorem 3.1. For every q ∈ N with q ≥ 2, PowerWP(BS(1, q)) belongs to TC0.

For the proof we will first work in the wreath product Z o Z. Recall the homomorphism φq
from Lemma 2.2. The evaluation of a given power word over the group Z oZ leads to periodic
Laurent polynomials, which we consider first.

Periodic Laurent polynomials. Consider a Laurent polynomial P (x) =
∑
i∈Z aix

i ∈
Z[x, x−1]. We define its support supp(P ) = {i ∈ Z | ai 6= 0}. For f ≥ 1 we say that
P (x) is f-periodic on the interval [k, `] ⊆ Z if supp(P ) ⊆ [k, `] and ai = ai−f for all
k + f ≤ i ≤ `. Then we have

(1− xf ) · P (x) =
∑̀
i=k

(aixi − aixi+f ) =
k+f−1∑
i=k

aix
i −

`+f∑
i=`+1

ai−fx
i. (6)

MFCS 2020
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We have to work with periodic Laurent polynomials that consist of exponentially (with
respect to the size of the input power word) many monomials but where the period f is
polynomially bounded in the input size. Such a Laurent polynomial can be represented by
the first f coefficients together with the period f (in unary representation). We will always
use this representation when dealing with periodic Laurent polynomials.

I Lemma 3.2. Let k, ` ∈ Z and P1(x), . . . , Pm(x) ∈ Z[x, x−1] be Laurent polynomials such
that Pi is fi-periodic on [k, `] and let f :=

∑
1≤i≤m fi. Then we can compute in TC0 Laurent

polyomials S(x), L(x) and R(x) with the following properties:
S(x) ·

∑m
i=1 Pi(x) = L(x) +R(x),

supp(S) ⊆ [0, f ] (hence, S is an ordinary polynomial of degree at most f),
supp(L) ⊆ [k, k + f − 1],
supp(R) ⊆ [`+ 1, `+ f ], and
S(q) 6= 0 for every q ∈ N \ {1}.

Proof. By (6) there exist polynomials Li(x) and Ri(x) such that for all i ∈ [1,m]:
(1− xfi) · Pi(x) = Li(x) +Ri(x),
supp(Li) ⊆ [k, k + fi − 1], and
supp(Ri) ⊆ [`+ 1, `+ fi].

Moreover, the Li(x) and Ri(x) are clearly computable in TC0 from the Pi(x). With S(x) :=∏
1≤i≤m(1− xfi) and S̃i(x) :=

∏
j 6=i(1− xfj ) we get

S(x) ·
m∑
i=1

Pi(x) =
m∑
i=1

S(x) · Pi(x) =
m∑
i=1

S̃i(x)Li(x) +
m∑
i=1

S̃i(x)Ri(x).

Let us set L(x) =
∑m
i=1 S̃i(x)Li(x) and R(x) =

∑m
i=1 S̃i(x)Ri(x). We then get supp(S) ⊆

[0, f ], supp(L) ⊆ [k, k + f − 1], and supp(R) ⊆ [` + 1, ` + f ]. Since iterated addition and
multiplication of polynomials is in TC0, we can compute the polynomials L(x) and R(x) in
TC0. The fact that we are dealing with Laurent polynomials does not cause any problems here.
Formally, one can multiply all polynomials by suitable powers of x in order to get ordinary
polynomials, then add/multiply all polynomials and finally multiply by the appropriate
negative power of x. J

Proof sketch of Theorem 3.1. Let us now consider a Baumslag-Solitar group BS(1, q)
with q ≥ 2 and the surjective homomorphism φq : Z o Z → BS(1, q). Let us write
χ : {a, a−1, t, t−1}∗ → Z o Z for the canonical monoid morphism that maps a word w ∈
{a, a−1, t, t−1}∗ to the group element of Z o Z represented by w.

Consider a power word w = uz1
1 u

z2
2 · · ·u

zd

d with ui ∈ {a, a−1, t, t−1}∗ and let n be the size
of w. In the first step we compute a suitable representation of the group element χ(w) ∈ Z oZ.
Based on this representation we check in the second step whether φq(χ(w)) = 1 in BS(1, q).

Step 1. The first step follows [27, 28], where it was shown that PowerWP(Z o Z) is in
TC0. Let

χ(w) =
(
xc P (x)
0 1

)
.

The integer c can be computed in TC0; this is just iterated addition. If c 6= 0, then
φq(χ(w)) 6= 1 and we can reject. Hence, let us assume that c = 0. Clearly, we cannot
compute the Laurent polynomial P (x) in polynomial time; it could be a sum of exponentially
many monomials. Nevertheless we can compute a certain implicit representation of P (x). In
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more detail, we compute from the power word w in TC0 polynomially many binary-encoded
integers c0 < c1 < · · · < cm with m odd such that supp(P ) ⊆ [c0, cm−1]. Hence, the Laurent
polynomial P (x) can be written as

P (x) =
∑

c0≤i<cm

aix
i.

By conjugating the power word w with a large enough power of t, we can assume that c0 = 0.
Hence P (x) ∈ Z[x]. Moreover, if we define the polynomials

Pj(x) =
∑

cj≤i<cj+1

aix
i

(so that P (x) = P0(x) + P1(x) + · · ·+ Pm−1(x)) then we get the following from [28]:
For every even j, the polynomial Pj can be computed explicitly in TC0. In particular,
this means that cj+1 − cj must be bounded by poly(n). The coefficients of Pj are of
magnitude exp(n), hence they will be computed in binary notation.
For every odd j, the polynomial Pj is a sum of at most d polynomials Pj,1, . . . , Pj,dj

,
where for all 1 ≤ ` ≤ dj , Pj,` is fj,`-periodic on the interval [cj , cj+1 − 1] for some
fj,` ≤ n. All coefficients of Pj,` are bounded by n too. We can then compute in TC0 for
all 1 ≤ ` ≤ dj the period fj,` (in unary notation) and the fj,` first coefficients of Pj,`.
These data uniquely represent Pj .

We refer to the full version [30] for a brief summary of the arguments from [28].

Step 2. Using the data that was computed in the first step, it remains to verify in TC0

that P (q) =
∑m−1
i=0 Pi(q) = 0. From the polynomials Pj,` and their periods fj,` we can by

Lemma 3.2 compute in TC0 for every odd j polyomials Sj(x), Lj(x) and Rj(x) with the
following properties, where fj =

∑dj

`=1 fj,`:
Sj(x) · Pj(x) = Lj(x) +Rj(x),
supp(Sj) ⊆ [0, fj ]
supp(Lj) ⊆ [cj , cj + fj − 1],
supp(Rj) ⊆ [cj+1, cj+1 + fj − 1], and
Sj(q) 6= 0.

Let pj = q−cjPj(q) (an integer) for j ∈ [0,m − 1] and sj = Sj(q) (a non-zero integer) for
every odd j ∈ [1,m− 2]. We can compute in TC0 for every odd j ∈ [1,m− 2] the integer sj
as well as the integers `j = q−cjLj(q) and rj = q−cj+1Rj(q) in binary representation. For
every even j ∈ [0,m− 1] we can compute in TC0 the binary representation of the integer pj .
For all odd j we have

qcjsjpj = qcj `j + qcj+1rj . (7)

To streamline the presentation, we define r−1 = `m = 0 and s−1 = sm = 1. We can also
compute an upper bound e ∈ N for the absolute value of the coefficients ai in the polynomial
P (x). This number e is of size exp(n) and we can compute in TC0 its binary representation.

For a position i ∈ [0, cm] let carry(i) be the carry that arrives in position i when we
compute the q-ary expansion of P (q). Formally, it can be defined by

carry(i) =
⌊ ∑

0≤j<i
ajq

j−i
⌋
· qi.

MFCS 2020
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Clearly, carry(0) = 0. Moreover, we can bound the absolute value |carry(i)| by

|carry(i)| =
∣∣∣∣⌊ ∑

0≤j<i
ajq

j−i
⌋
· qi
∣∣∣∣ ≤ e · ∑

0≤j<i
qj < e · qi.

Let us write carry(cj) = qcjγj for an integer γj satisfying |γj | < e. Then for every odd
j ∈ [1,m− 2] we get from (7)

(qcjpj + carry(cj)) · sj = qcj `j + carry(cj)sj + qcj+1rj = qcj (`j + γj · sj) + qcj+1rj . (8)

The following claim follows directly from the definition of the carries:

Claim 1. P (q) = 0 if and only if the following two properties hold:
(A) qcj+1 | (qcjpj + carry(cj)) for all 0 ≤ j ≤ m− 1, and
(B) carry(cm) = 0.
Hence, for every 0 ≤ j ≤ m − 1 we have to compute pj + q−cj carry(cj) = pj + γj , whose
absolute value is bounded by |pj |+ e. There are two problems: If j is odd then we cannot
compute pj explicitly (it may have exponentially many bits). Moreover, we do not know
carry(cj). In order to solve these problems, we start with some preprocessing.

Preprocessing. We merge an interval [cj , cj+1−1] with j odd with the neighboring (polyno-
mially long) intervals [cj−1, cj−1] and [cj+1, cj+2−1] (if they exist) in case the interval length
cj+1−cj satisfies qcj+1−cj ≤ |`j |+e · |sj |. Note that this implies cj+1−cj ≤ logq(|`j |+e · |sj |)
which is of size poly(n). Hence, we can compute in TC0 the polynomial Pj(x) explicitly,
which allows us to add to Pj(x) the neighboring polynomials Pj−1(x) and Pj+1(x) (that
have been computed explicitly before). In fact this merging might happen for a block of
more than three consecutive polynomials Pj(x).

After this preprocessing, we can assume that for every odd j ∈ [1,m− 2] we have qcj+1−cj >

|`j |+ e · |sj |. For the absolute value of the term qcj · (`j + γj · sj) in (8) we then obtain

qcj · |`j + γj · sj | ≤ qcj · (|`j |+ |γj | · |sj |) < qcj · (|`j |+ e · |sj |) < qcj+1 . (9)

With (8), this implies that if `j + γj · sj 6= 0 then (qcjpj + carry(cj)) · sj is not a multiple of
qcj+1 . Hence, also qcjpj + carry(cj) is not a multiple of qcj+1 , which implies P (q) 6= 0 by (A).
In summary, the preprocessing makes the term `j + γj · sj in (8) vanish for odd j ≥ 1 in case
P (q) = 0. In particular, this lets us express qcjpj + carry(cj) in terms of qcj+1 , rj , and sj .

We now state the following main claim, which directly implies that P (q) = 0 can be
checked in TC0 (for this, we use the seminal result of Hesse et al. [19] according to which
integer division is in TC0).

Claim 2. P (q) = 0 if and only if the following conditions hold.
(a) sj | rj for every odd 1 ≤ j ≤ m− 2 (for j = −1 this holds by definition of r−1 and s−1),
(b) qcj+2−cj+1 | (pj+1 + rj/sj) for every odd −1 ≤ j ≤ m− 2,
(c) `j+2 + qcj+1−cj+2(pj+1 + rj/sj)sj+2 = 0 for every odd −1 ≤ j ≤ m− 2,

The proof is based on equations (8) and (9). For the only-if-direction (where we start with
P (q) = 0) we must have `j + γj · sj = 0 for all odd j ≥ 1 by the remark after (9). From this
and Claim 1 one can easily deduce properties (a)–(c). Vice versa, from (a)–(c) one can show
Claim 1(A) by induction over j ≥ 0. For this one proves simultaneously over j the following
auxiliary statements:
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(C) carry(cj) = qcjrj−1/sj−1 for even j ∈ [0,m− 1],
(D) carry(cj) = qcj−1(pj−1 + rj−2/sj−2) for odd j ∈ [1,m].
Claim 1(B) then follows directly from (c) (for j = m− 2) and (D) (for j = m). Full details
can be found in the long version [30]. J

4 Knapsack for BS(1,q)

Whether the knapsack problem is decidable for BS(1, q) was left open in [9]. Our second
main result gives a positive answer and also settles the computational complexity:

I Theorem 4.1. For every q ≥ 2, Knapsack(BS(1, q)) is NP-complete.

Let us first remark that BS(1, q) is unusual in terms of its knapsack solution sets. In almost
all groups where knapsack is known to be decidable, knapsack equations have semilinear
solution sets [11, 12, 15, 23, 26, 29]. After the discrete Heisenberg group [23], the groups
BS(1, q) are only the second known example where this is not the case: The knapsack
equation t−x1ax2tx3 = a has the non-semilinear solution set {(k, qk, k) | k ∈ N}.

Another unusual aspect is that knapsack is in NP although there are knapsack equations
over BS(1, 2) whose solutions are all at least doubly exponential in the size of the equation:

I Theorem 4.2. There is a family Ek = Ek(x, y, z), k ≥ 1, of solvable knapsack expressions
over BS(1, 2) such that |Ek| = Θ(k) and z ≥ (22·3k−1 −1)/3k−1 for every solution of Ek = 1.

Proof. It is a well-known fact in elementary number theory that 2 is a primitive root
modulo 3k for every k ≥ 1. See, for example, Theorem 3.6 and the remarks before Theorem 3.8
in [34]. Consider the knapsack equation(

2 0
0 1

)x(1 1
0 1

)(
2−1 0
0 1

)y (1 −3k
0 1

)z
=
(

1 3k + 1
0 1

)
(10)

in BS(1, 2). In the top-left entry, it implies 2x2−y = 20. Therefore, we must have x = y in
every solution. In this case, the left-hand side of Equation (10) is(

2x 0
0 1

)(
1 1
0 1

)(
2−x 0

0 1

)(
1 −z3k
0 1

)
=
(

1 2x − z · 3k
0 1

)
.

Therefore, Equation (10) is equivalent to x = y and 2x − z · 3k = 3k + 1. Since some
non-zero power of 2 is congruent to 1 modulo 3k, Equation (10) has a solution. Moreover,
any solution must satisfy 2x ≡ 1 (mod 3k). Since 2 is a primitive root modulo 3k, i.e.,
2 generates the group (Z/3kZ)∗ (the group of units of Z/3kZ), x must be a multiple of
|(Z/3kZ)∗| = ϕ(3k) = 2 · 3k−1 (here, ϕ is Euler’s phi-function). Moreover, x must be
non-zero, because 1− z · 3k = 3k + 1 is not possible for z ∈ N. We obtain x ≥ 2 · 3k−1. Since
2x − z · 3k = 3k + 1, this yields z = (2x − 3k − 1))/3k ≥ (22·3k−1 − 1)/3k − 1. J

I Remark 4.3. Subject to Artin’s conjecture on primitive roots [20], a similar doubly-
exponential lower bound results for every BS(1, q) where q ≥ 2 is not a perfect square.
Moreover, Theorem 4.2 holds even if the variables x, y, z range over Z. For this, one replaces
3k + 1 with the inverse of 2 in (Z/3kZ)∗.
Theorem 4.2 rules out a simple guess-and-verify strategy to show Theorem 4.1. If one has
an exponential upper bound (in terms of input length) on the size of a smallest solution
of a knapsack equation, then one can guess the binary representation of a solution and
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verify, using the power word problem, whether the guess is indeed a solution. The second
step (verification of a solution using the power word problem) would work for BS(1, q) in
polynomial time due to Theorem 3.1, but the first step (guessing a binary encoded candidate
for a solution) does not work for BS(1, 2) due to Theorem 4.2.

Our main tool for the proof of Theorem 4.1 is a recent result from [17] concerning the
existential fragment of Büchi arithmetic.

Büchi arithmetic. Büchi arithmetic [7] is the first-order theory of (Z,+,≥, 0, Vq). Here, Vq
is the function that maps n ∈ Z to the largest power of q that divides n. It is well-known
that Büchi arithmetic is decidable (this was first claimed in [7]; a correct proof was given
in [5]). We will rely on the following recent result of Guépin, Haase, and Worrell [17]:

I Theorem 4.4 (c.f. [17]). The existential fragment of Büchi arithmetic belongs to NP. 2

We will also make use of the following simple lemma:

I Lemma 4.5. Given the q-ary representation of a number r ∈ Z[1/q] we can construct in
polynomial time an existential Presburger formula over (Z,+) of size O(‖r‖q) which expresses
y = r · x for x, y ∈ Z.

Proof. Let r =
∑
−k≤i≤` aiq

i with k, ` ≥ 0 and 0 ≤ ai < q for −k ≤ i ≤ `. We have y = rx

if and only if qky = r′x for r′ =
∑k+`
i=0 ai−kq

i ∈ Z. Using iterated multiplication with the
constant q (which can be replaced by addition) we can easily define from x and y the integers
qky and r′x by Presburger formulas of size O(k + `) = O(‖r‖q). J

Proof of Theorem 4.1. We start with the lower bound. The multisubset sum problem
asks for integers a1, . . . , ad, b ∈ Z given in binary, whether there exist natural numbers
x1, . . . , xd ≥ 0 with x1a1 + · · ·+ xdad = b. It is known to be NP-complete [18]. Since the
knapsack equation(

1 a1
0 1

)x1

· · ·
(

1 ad
0 1

)xd

=
(

1 b

0 1

)
is equivalent to x1a1 + · · · + xdad = b, we obtain NP-hardness of knapsack over BS(1, q).
Note that computing the q-ary representation of ai from the binary representation is possible
in logspace (even in TC0).

For the upper bound we reduce Knapsack(BS(1, q)) to the existential fragment of Büchi
arithmetic, which belongs to NP by Theorem 4.4. We proceed in three steps.

Step 1: Expressing Mg and M∗
g using S`. We first express a particular set of binary

relations using existential first-order formulas over (Z,+,≥, 0, Vq, (S`)`∈Z). Here, for ` ∈ Z,
S` is the binary predicate with

xS`y ⇐⇒ ∃r ∈ N ∃s ∈ N : x = qr ∧ y = qr+`·s.

Let TZ(q) denote the subset of matrices in T (q) that have entries in Z. We represent the
matrix (m n

0 1 ) ∈ TZ(q) by the pair (m,n) ∈ Z× Z (note that we must have m ∈ N). Observe
that we can define the set of pairs (m,n) ∈ Z such that (m n

0 1 ) ∈ TZ(q), because this is
equivalent to m being a power of q, which is expressed by 1S1m.

2 The paper [17] shows an NP upper bound for the structure (N, +, 0, Vq), but an existential sentence
over the structure (Z, +,≥, 0, Vq) easily translates into one over (N, +, 0, Vq).



M. Lohrey and G. Zetzsche 67:11

A key trick is to express solvability of a knapsack equation gx1
1 · · · g

xd

d = g without
introducing variables in the logic for x1, . . . , xd. Instead, we employ the binary relations Mg

and M∗g on TZ(q), which allow us to express existence of powers implicitly. For g ∈ T (q) and
x, y ∈ TZ(q), we have:

xMgy ⇐⇒ y = xg,
xM∗g y ⇐⇒ ∃s ∈ N : y = xgs.

We construct existential formulas of size polynomial in ‖g‖ over (Z,+,≥, 0, Vq, (S`)`∈Z),
which define the relations Mg and M∗g . Let g =

(
q` v
0 1

)
.

Note that the relation Mg is easily expressible because we can express multiplication
with q` and v by Presburger formulas of length ‖g‖, see Lemma 4.5. We now focus on the
relations M∗g . Observe that for ` 6= 0, we have(

qk u

0 1

)(
q` v

0 1

)s
=
(
qk u

0 1

)(
q`s v + q`v + · · ·+ q(s−1)`v

0 1

)
=
(
qk u

0 1

)(
q`s v q

`s−1
q`−1

0 1

)
=
(
qk+`s u+ v q

k+`s−qk

q`−1
0 1

)
.

Therefore,
(
qk u
0 1

)
M∗g
(
qm w
0 1

)
is equivalent to

∃x ∈ Z ∃s ∈ N : qm = qk+`s ∧ w = u+ vx ∧ (q` − 1)x = qm − qk.

Here, we can quantify x over Z, because qk+`s−qk

q`−1 is always an integer. Note that since we
can express multiplication with v and q` by Presburger formulas of size O(‖g‖) (Lemma 4.5),
we can also express w = u+ vx and (q` − 1)x = qm − qk by formulas of size O(‖g‖). Finally,
we can express ∃s ∈ N : qm = qk+`s using qkS`qm.

It remains to express
(
qk u
0 1

)
M∗g
(
qm w
0 1

)
in the case ` = 0. Note that gs = ( 1 sv

0 1 ) in

this case. Therefore, we have
(
qk u
0 1

)
M∗g
(
qm w
0 1

)
if and only if (i) there exists s ∈ N with

w = u+ qk · s · v and (ii) qm = qk. Note that condition (i) is equivalent to ∃t ∈ N : Vq(t) ≥
qk ∧w = u+ v · t. This is because choosing t = qk · s yields (i). By Lemma 4.5, w = u+ v · t
can be expressed by a formula of size O(‖g‖).

Step 2: Expressing S` using Vq. In our second step, we show that the binary relations Mg

and M∗g can be expressed using existential formulas over (Z,+,≥, 0, Vq) of size poly(‖g‖).
As shown above, for this it suffices to define S` by an existential formula over (Z,+,≥, 0, Vq)
of size poly(`) (note that the relations S` occur only positively in the formulas from Step 1).
For m ∈ N, let Pm be the predicate where Pm(x) states that x is a power of m. We first
claim that for each ` ≥ 0, we can express Pq` using an existential formula of size polynomial
in ` over (Z,+,≥, 0, Vq). The case ` = 0 is clear and Pq(x) is just Vq(x) = x. The following
observation is from the proof of Proposition 7.1 in [6].

I Fact 4.6. For all ` ≥ 1, Pq`(x) if and only if Pq(x) and q` − 1 divides x− 1.

Proof. If x is a power of q`, then x = q`·s for some s ≥ 0. So, x is a power of q. Moreover,
(x− 1)/(q` − 1) = (q`·s − 1)/(q` − 1) =

∑s−1
i=0 q

i` is an integer.
Conversely, suppose x is a power of q and q` − 1 divides x − 1. Write x = q`·s+r with

0 ≤ r < `. Observe that x− 1 = qs`+r − 1 = qr(qs` − 1) + (qr − 1). Since q` − 1 divides x− 1
as well as qs` − 1, we conclude that q` − 1 divides qr − 1. As 0 ≤ r < `, this is only possible
with r = 0. This shows the above fact. J
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Using the predicates Pq` , we can now express S`. Note that for ` ≥ 0, we have xS`y if and
only if y ≥ x ∧

∨`−1
i=0 Pq`(qix) ∧ Pq`(qiy). Furthermore, for ` < 0, we have xS`y if and only if

yS|`|x. Therefore, we can express each S` using an existential formula of size polynomial in `
over (Z,+,≥, 0, Vq). Hence, we can express Mg and M∗g using existential formulas of size
poly(‖g‖) over (Z,+,≥, 0, Vq).

Step 3: Expressing solvability of knapsack. In the last step, we express solvability of
a knapsack equation by an existential first-order sentence over (Z,+,≥, 0, Vq), using the
predicates Mg and M∗g . We claim that gx1

1 · · · g
xd

d = g has a solution (x1, . . . , xd) ∈ Nd if and
only if there exist h0, . . . , hd ∈ TZ(q) with

h0M
∗
g1
h1 ∧ h1M

∗
g2
h2 ∧ · · · ∧ hd−1M

∗
gd
hd ∧ h0Mghd. (11)

Clearly, the claim implies that solvability of knapsack equations can be expressed in existential
first-order logic over (Z,+,≥, 0, Vq).

If such h0, . . . , hd exist, then for some x1, . . . , xd ∈ N, we have hi = hi−1g
xi
i and hd = h0g,

which implies gx1
1 · · · g

xd

d = g. For the converse, we observe that for each matrix A ∈ T (q),
there is some large enough k ∈ N such that

(
qk 0
0 1

)
A has integer entries. Therefore, if

gx1
1 · · · g

xd

d = g, then there is some large enough k ∈ N so that for every i = 1, . . . , d, the
matrix

(
qk 0
0 1

)
gx1

1 · · · g
xi
i has integer entries. With this, we set h0 =

(
qk 0
0 1

)
and hi = hi−1g

xi
i

for i = 1, . . . , d. Then we have h0, . . . , hd ∈ TZ(q) and Equation (11) is satisfied. J

5 Open problems

Several open problems arise from our work:
What is the complexity/decidability status of the power word/knapsack problem for
Baumslag-Solitar groups BS(p, q) = 〈a, t | tapt−1 = aq〉 for p > 1? Decidability of
knapsack in case gcd(p, q) = 1 was shown in [9], but the complexity as well as the
decidability in case gcd(p, q) > 1 are open. Since the word problem for BS(p, q) can be
solved in logspace [38], one can easily show that the power word problem for BS(p, q)
belongs to PSPACE. By using techniques from [27] one might try to find a logspace
reduction from the power word problem for BS(p, q) to the word problem for BS(p, q) (the
same was done for a free group in [27]); this would show that the power word problem
for BS(p, q) can be solved in logspace.
Baumslag-Solitar groups BS(1, q) are examples of f.g. solvable linear groups. In [22] it
was shown that for every f.g. solvable linear group the word problem can be solved in
TC0. This leads to the question whether for every f.g. solvable linear group the power
word problem belongs to TC0.
The power word problem is a restriction of the compressed word problem, where it is asked
whether the word produced by a so-called straight-line program (a context-free grammar
that produces a single word) represents the group identity; see [25]. The compressed
word problem for BS(1, q) belongs to coRP (the complement of randomized polynomial
time); this holds in fact for every f.g. linear group [25]. No better complexity bound is
known for the compressed word problem for BS(1, q).
Let us define an exponent expression over a f.g. group G = 〈Σ〉 as a formal expression E =
v0u

x1
1 v1u

x2
2 v2 · · ·uxd

d vd with d ≥ 1, words v0, . . . , vd ∈ Σ∗, non-empty words u1, . . . , ud ∈
Σ∗, and variables x1, . . . , xd. In contrast to knapsack expressions, we allow xi = xj for
i 6= j in an exponent expression. The set of solutions solG(E) for the exponent expression
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E can be defined analogously to knapsack expressions. We define solvability of exponent
equations over G, ExpEq(G) for short, as the following decision problem:
Input A finite list of exponent expressions E1, . . . , En over G.
Question Is

⋂n
i=1 solG(Ei) non-empty?

This problem has been studied for various groups [11, 15, 26, 29]. Our algorithm for the
knapsack problem in BS(1, q) cannot be extended to solvability of exponent equations (not
even to solvability of a single exponent equation). Recently, it has been shown that the
Diophantine theory (or, equivalently, solvability of systems of word equations) is decidable
for BS(1, q) [21]. Since every element of BS(1, q) can be written in the form txaytz for
x, y, z ∈ Z, one can easily reduce the Diophantine theory of BS(1, q) to solvability of
exponent equations for BS(1, q). But it is not clear at all, whether a reduction in the
opposite direction exists as well.
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Abstract
In the Directed Disjoint Paths problem, we are given a digraph D and a set of requests
{(s1, t1), . . . , (sk, tk)}, and the task is to find a collection of pairwise vertex-disjoint paths {P1, . . . , Pk}
such that each Pi is a path from si to ti in D. This problem is NP-complete for fixed k = 2 and
W[1]-hard with parameter k in DAGs. A few positive results are known under restrictions on the
input digraph, such as being planar or having bounded directed tree-width, or under relaxations of
the problem, such as allowing for vertex congestion. Good news are scarce, however, for general
digraphs. In this article we propose a novel global congestion metric for the problem: we only require
the paths to be “disjoint enough”, in the sense that they must behave properly not in the whole
graph, but in an unspecified large part of it. Namely, in the Disjoint Enough Directed Paths
problem, given an n-vertex digraph D, a set of k requests, and non-negative integers d and s, the
task is to find a collection of paths connecting the requests such that at least d vertices of D occur
in at most s paths of the collection. We study the parameterized complexity of this problem for a
number of choices of the parameter, including the directed tree-width of D. Among other results,
we show that the problem is W[1]-hard in DAGs with parameter d and, on the positive side, we
give an algorithm in time O(nd+2 · kd·s) and a kernel of size d · 2k−s ·

(
k
s

)
+ 2k in general digraphs.

This latter result has consequences for the Steiner Network problem: we show that it is FPT
parameterized by the number k of terminals and d, where d = n− c and c is the size of the solution.
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1 Introduction

In the Disjoint Paths problem, we are given a graph G and a set of pairs of vertices
{(s1, t1), . . . , (sk, tk)}, the requests, and the task is to find a collection of pairwise vertex-
disjoint paths {P1, . . . , Pk} such that each Pi is a path from si to ti in G. Since this problem
is NP-complete in the directed and undirected cases, even if the input graph is planar [13,19],
algorithmic approaches usually involve approximations, parameterizations, and relaxations.
In this article, we focus on the latter two approaches and the directed case.
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Previous work. For the undirected case, Robertson and Seymour [23] showed, in their
seminal work on graph minors, that Disjoint Paths can be solved in time f(k) · nO(1) for
some computable function f , where n is the number of vertices of G; that is, the problem is
fixed-parameter tractable (FPT) when parameterized by the number of requests.

The directed case, henceforth referred to as the Directed Disjoint Paths (DDP)
problem, turns out to be significantly harder: Fortune et al. [13] showed that the problem is
NP-complete even for fixed k = 2. In order to obtain positive results, a common approach
has been to consider restricted input digraphs. For instance, it is also shown in [13] that
DDP is solvable in time nO(k) if the input digraph is acyclic. In other words, DDP is XP in
DAGs with parameter k. For some time the question of whether this could be improved to
an FPT algorithm remained open, but a negative answer was given by Slivkins [25]: DDP
is W[1]-hard in DAGs with parameter k. Johnson et al. introduced in [14] the notion of
directed tree-width, as a measure of the distance of a digraph to being a DAG, and provided
generic conditions that, if satisfied by a given problem, yield an XP algorithm on graphs of
bounded directed tree-width. In particular, they gave an nO(k+w) algorithm for DDP on
digraphs with directed tree-width at most w. Another restriction considered in the literature
is to ask for the underlying graph of the input digraph to be planar. Under this restriction,
Schrijver [24] provided an XP algorithm for DDP with parameter k, which was improved a
long time afterwards to an FPT algorithm by Cygan et al. [8].

A natural relaxation for the Directed Disjoint Paths problem is to allow for vertex
and/or edge congestion. Namely, in the Directed Disjoint Paths with Congestion
problem (DDPC for short, or DDPC-c if we want to specify the value of the congestion), the
task is to find a collection of paths satisfying the k requests such that no vertex in the graph
occurs in more than c paths of the collection. Amiri et al. [1] considered the tractability
of this problem when restricted to DAGs. Namely, they showed that DDPC-c in DAGs
is W[1]-hard for every fixed c ≥ 1 but admits an XP algorithm with parameter d, where
d = k − c. By a simple local reduction to the general version given in [1] and the framework
given by Johnson et al. [14], it follows that DDPC-c also admits an XP algorithm with
parameters k and w for every fixed 1 ≤ c ≤ n− 1 in digraphs with directed tree-width at
most w, and the same result also holds when we allow for congestion on the edges.

Motivated by Thomassen’s proof [26] that DDP remains NP-complete for k = 2 when
restricted to β-strongly connected digraphs, for any integer β ≥ 1, Edwards et al. [11] recently
considered the DDPC-2 problem (this version of the problem is usually called half-integral
in the literature) and proved, among other results, that it can be solved in time nf(k) when
restricted to (36k3 + 2k)-strongly connected digraphs.

Kawarabayashi et al. [16] considered the following asymmetric version of the DDPC-4
problem: the task is to either find a set of paths satisfying the requests with congestion at
most four, or to conclude that no set of pairwise vertex-disjoint paths satisfying the requests
exists. In other words, we ask for a solution for DDPC-4 or a certificate that there is no
solution for DDP. They proved that this problem admits an XP algorithm with parameter
k in general digraphs, and claimed –without a proof– that Slivkins’ reduction [25] can be
modified to show that it is W[1]-hard in DAGs. In their celebrated proof of the Directed
Grid Theorem, Kawarabayashi and Kreutzer [17] claimed that an XP algorithm can be also
obtained for the asymmetric version with congestion at most three. To the best of our
knowledge, the existence of an XP algorithm in general digraphs for the DDPC-2 problem,
or even for its asymmetric version, remains open.

Summarizing, the existing positive results in the literature for parameterizations and/or
relaxations of the Directed Disjoint Paths problem in general digraphs are quite scarce.
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Our approach, results, and techniques. In this article, we propose another congestion
metric for DDP. In contrast to the usual relaxations discussed above, which focus on a
local congestion metric that applies to every vertex, our approach considers, on top of local
congestion, a global congestion metric: we want to keep control of how many vertices (a
global metric) appear in “too many” paths (a local metric) of the solution. That is, we want
the paths to be such that “most” vertices of the graph do not occur in too many paths, while
allowing for any congestion in the remaining vertices. In the particular case where we do not
allow for local congestion, we want the paths to be pairwise vertex-disjoint not in the whole
graph, but in a large enough set of vertices; this is why we call such paths “disjoint enough”.

Formally, in the Disjoint Enough Directed Paths (DEDP) problem, we are given a
set of requests {(s1, t1), . . . , (sk, tk)} in a digraph D and two non-negative integers c and s,
and the task is to find a collection of paths {P1, . . . , Pk} such that each Pi is a path from si
to ti in D and at most c vertices of D occur in more than s paths of the collection. If s = 1,
for instance, we ask for the paths to be pairwise vertex-disjoint in at least n− c vertices of
the graph, and allow for at most c vertices occurring in two or more paths. Choosing c = 0
and s = 1, DEDP is exactly the DDP problem and, choosing s = 0, DEDP is exactly the
Steiner Network problem (see [12] for its definition).

By a simple reduction from the Directed Disjoint Paths with Congestion problem,
it is easy to prove that DEDP is NP-complete for fixed k ≥ 3 and s ≥ 1, even if c is large
with respect to n, namely at most n − nα for some real value 0 < α ≤ 1, and W[1]-hard
in DAGs with parameter k. By applying the framework of Johnson et al. [14], we give an
nO(k+w) algorithm to solve DEDP in digraphs with directed tree-width at most w.

The fact that DEDP is NP-complete for fixed values of k = 2, c = 0, and s = 1 [13]
motivates us to consider the “dual” parameter d = n− c. That is, instead of bounding from
above the number of vertices of D that lie in the intersection of many paths of a collection
satisfying the given requests, we want to bound from below the number of vertices that occur
only in few paths of the collection. Formally, we want to find X ⊆ V (D) with |X| ≥ d such
that there is a collection of paths P satisfying the given requests such that every vertex
in X is in at most s paths of the collection. We first prove, from a reduction from the
Independent Set problem, that DEDP is W[1]-hard with parameter d for every fixed
s ≥ 0, even if the input graph is a DAG and all source vertices of the request set are the
same.

Our main contribution consists of positive algorithmic results for this dual parameteriza-
tion. On the one hand, we give an algorithm for DEDP running in time O(nd · kd·s). This
algorithm is not complicated, and basically performs a brute-force search over all vertex sets
of size d, followed by k connectivity tests in a digraph D′ obtained from D by an appropriate
local modification. On the other hand, our most technically involved result is a kernel for
DEDP with at most d · 2k−s ·

(
k
s

)
non-terminal vertices. This algorithm first starts by a

reduction rule that eliminates what we call congested vertices; we say that the resulting
instance is clean. We then show that if D is clean and sufficiently large, and k = s+ 1, then
the instance is positive and a solution can be found in polynomial time. This fact is used
as the base case of an iterative algorithm. Namely, we start with the original instance and
proceed through k − s+ 1 iterations. At each iteration, we choose one path from some si
to its destination ti such that a large part of the graph remains unused by any of the pairs
chosen so far (we prove that such a request always exists) and consider only the remaining
requests for the next iteration. We repeat this procedure until we arrive at an instance
where the number of requests is exactly s+ 1, and use the base case to output a solution for
it. From this solution, we extract in polynomial time a solution for the original instance,
yielding a kernel of the claimed size.

MFCS 2020
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Table 1 Summary of hardness and algorithmic results for distinct choices of the parameters. A
horizontal line in a cell means no restrictions for that case. In all cases, we have that c = n− d.

k d s w Complexity
fixed ≥ 3 nα fixed ≥ 1 — NP-complete (Theorem 3)
parameter nα fixed ≥ 1 0 W[1]-hard (Theorem 3)

input parameter fixed ≥ 0 — W[1]-hard (Theorem 4)
parameter — — parameter XP (see full version)

input parameter parameter — XP (Theorem 6)
parameter parameter parameter — FPT (Theorem 15)

Since positive results for the Directed Disjoint Paths problem are not common in
the literature, especially in general digraphs, we consider our algorithmic results to be of
particular interest. Furthermore, the kernelization algorithm also brings good news for
the Steiner Network problem: when s = 0 Feldmann and Marx in [12] showed that
the tractability of the Steiner Network problem when parameterized by the number
of requests depends on how the requests are structured. Our result adds to the latter by
showing that the problem remains FPT if we drop this structural condition on the request
set but add d, the number of vertices occurring in at most s paths of the solution, as a
parameter. More details can be found in Section 2.

Table 1 shows a summary of our algorithmic and complexity results, which altogether
provide an accurate picture of the parameterized complexity of the DEDP problem for
distinct choices of the parameters.

Organization. In Section 2 we present some preliminaries and formally define the Disjoint
Enough Directed Paths problem. We refer the reader to [7, 9] for basic background
on parameterized complexity, and for completeness we recall some basic definitions in the
full version of this article, available at https://arxiv.org/abs/1909.13848. Due to space
limitations, the basic definitions of arboreal decompositions and directed tree-width can also
be found in the full version. We provide the hardness results in Section 3. The XP algorithm
with parameters k and w for DEDP in graphs with directed tree-width at most w can be
found in the full version. The algorithms with d as a parameter are given in Section 4. We
conclude the article in Section 5 with some open questions for further research. The proofs
of the three results marked with ‘(?)’ can be found in the full version.

2 Preliminaries and definitions

All paths mentioned henceforth, unless stated otherwise, are considered to be directed. For
a graph G = (V,E), directed or not, and a set X ⊆ V (G), we write G −X for the graph
resulting from the deletion of X from G and G[X] for the graph induced by X. If e is an
edge of a directed or undirected graph with extremities u and v, we may refer to e as (u, v).
For v ∈ V (G), we write degG(v) to be the degree of v in G, and N+(v), N−(v) for the set of
out-neighbors and in-neighbors of v, respectively, when G is a digraph. We also write G′ ⊆ G
to say that G′ is a subgraph of G. A weak component of a directed graph D is set of vertices
inducing a connected component in the underlying graph of D. Unless stated otherwise, n
will always denote the number of vertices of the input graph. For an integer ` ≥ 1, we denote
by [`] the set {1, 2, . . . , `}. We also make use of Menger’s Theorem [20] for digraphs. Here a
(u, v)-separator is a set of vertices X such that there is no path from u to v in D −X.

https://arxiv.org/abs/1909.13848
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I Theorem 1 (Menger’s Theorem). Let D be a digraph and u, v ∈ V (D) such that (u, v) 6∈
E(D). Then the minimum size of a (u, v)-separator equals the maximum number of pairwise
internally vertex-disjoint paths from u to v.

For two positive integers a and b with a ≥ b, the Stirling number of the second kind [4],
denoted by Stirling(a, b), counts the number of ways to partition a set of a objects into b
non-empty subsets, and is bounded from above by 1

2
(
a
b

)
· ba−b.

Before defining the problem, we define requests and satisfying collections.

I Definition 2 (Requests and satisfying collections). Let D be a digraph and P be a col-
lection of paths of D. A request in D is a pair of vertices of D. For a request set
I = {(s1, t1), (s2, t2), . . . , (sk, tk)}, we say that the vertices {s1, s2, . . . , sk} are source ver-
tices and that {t1, t2, . . . , tk} are target vertices, and we refer to them as S(I) and T (I),
respectively. We say that P satisfies I if P = {P1, . . . , Pk} and Pi is a path from si to ti, for
i ∈ [k].

We remark that a request set may contain many copies of the same pair, and that when
considering the union of two or more requests, we keep all such copies in the resulting
request set. For instance, if I1 = {(u1, v1)} and I2 = {(u1, v1), (u2, v2)} then I1 ∪ I2 =
{(u1, v1), (u1, v1), (u2, v2)}, and this indicates that a collection of paths satisfying this request
set must contain two paths from u1 to v1. The DEDP problem is defined as follows.

Disjoint Enough Directed Paths (DEDP)

Input: A digraph D, a request set I of size k, and two non-negative integers c and s.

Output: A collection of paths P satisfying I such that at most c vertices of D occur in at
least s + 1 paths of P and all other vertices of D occur in at most s paths of P.

Unless stated otherwise, we consider d = n− c for the remaining of this article. Intuitively, c
imposes an upper bound on the size of the “congested” part of the solution, while d imposes
a lower bound on the size of the “disjoint” part. For a parameterized version of DEDP, we
sometimes include the parameters before the name. For instance, we denote by (k, d)-DEDP
the Disjoint Enough Directed Paths problem with parameters k and d.

Notice that if c ≥ n or s ≥ k, the problem is trivial since every vertex of the graph is
allowed to be in all paths of a collection satisfying the requests, and thus we need only to
check for connectivity between the given pairs of vertices. Furthermore, if there is a pair
(si, ti) in the request set such that there is no path from si to ti in the input digraph D, the
instance is negative. Thus we henceforth assume that c < n, that s < k, and that there is a
path from si to ti in D for every pair (si, ti) in the set of requests.

Let 0 < α ≤ 1. Choosing the values of k, d, and s appropriately, we show in Table 2 that
the DEDP problem generalizes several problems in the literature.

Table 2 Summary of related problems and complexity results.

Parameters Generalizes Complexity
d = n, s = 1 Disjoint Paths NP-complete for k = 2 [13]
d = n, s ≥ 2 Disjoint Paths with Congestion NP-complete for k ≥ 3
d ≥ 1, s = 0 Steiner Network FPT with parameters k and d

MFCS 2020
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The last line of Table 2 is of particular interest, and we focus on it in the next two
paragraphs. In the Steiner Network problem, we are given a digraph D and a request set
I and we are asked to find an induced subgraph D′ of D with minimum number of vertices
such that D′ admits a collection of paths satisfying I. For a request set I in a digraph D,
let D(I) be the digraph with vertex set S(I) ∪ T (I) and edge set {(s, t) | (s, t) ∈ I}. The
complexity landscape of the Steiner Network problem when parameterized by the size of
the request set was given by Feldmann and Marx [12]. They showed that the tractability of
the problem depends on D(I). Namely, they proved that if D(I) is close to being a caterpillar,
then the Steiner network problem is FPT when parameterized by |I|, and W[1]-hard
otherwise. When parameterized by the size of the solution, Jones et al. [15] showed that
the Steiner Network problem is FPT when D[I] is a star whose edges are all oriented
from the unique source and the underlying graph of the input digraph excludes a topological
minor, and W[2]-hard on graphs of degeneracy two [15].

Our algorithmic results for DEDP for the particular case s = 0 yield an FPT algorithm
for another parameterized variant of the Steiner Network problem. In this case, we want
to decide whether D admits a large set of vertices whose removal does not disconnect any
pair of requests. That is, we want to find a set X ⊆ V (D) with |X| ≥ d such that D −X
contains a collection of paths satisfying I. In Theorem 15 we give an FPT algorithm (in fact,
a kernel) for this problem with parameters |I| and d. We remark that this tractability does
not depend on D(I).

3 Hardness results for DEDP

In this section we provide hardness results for the DEDP problem. Namely, we first provide
in Theorem 3 a simple reduction from Disjoint Paths with Congestion, implying NP-
completeness for fixed values of k, c, d and W[1]-hardness in DAGs with parameter k. We
then prove in Theorem 4 that DEDP is W[1]-hard in DAGs with parameter d.

As mentioned in [15], the Steiner Network problem is W[2]-hard when parameterized
by the size of the solution (as a consequence of the results of [21]). Hence (c)-DEDP is
W[2]-hard for fixed s = 0. As discussed in the introduction, the Directed Disjoint Paths
problem is NP-complete for fixed k = 2 [13] and W[1]-hard with parameter k in DAGs [25].
Allowing for vertex congestion does not improve the tractability of the problem: Disjoint
Paths with Congestion parameterized by number of requests is also W[1]-hard in DAGs
for every fixed congestion c ≥ 1, as observed in [1]. When c = 0 and s ≥ 1, DEDP is
equivalent to the Directed Disjoint Paths with Congestion problem and thus the
aforementioned bounds also apply to it. In the following theorem we complete this picture
by showing that DEDP is NP-complete for fixed k ≥ 3 and s ≥ 1, even if c is quite large
with respect to n (note that if c = n all instances are trivially positive), namely for c as large
as n− nα with α being any fixed real number such that 0 < α ≤ 1. The same reduction also
allows to prove W[1]-hardness in DAGs with parameter k. The idea is, given the instance of
DDPC, build an instance of DEDP where the “disjoint” part corresponds to the original
instance, and the “congested” part consists of c new vertices that are necessarily used by
s + 1 paths. This is why we restrict the value of d to be of the form nα, but not smaller;
otherwise, the “disjoint” part, which corresponds to the instance of DDPC, would be too
small compared to the total size of the graph, and a brute-force algorithm could solve the
problem in polynomial time.

I Theorem 3 (?). Let 0 < α ≤ 1, d = nα, and c = dn− de. Then:
(i) DEDP is NP-complete for every fixed k ≥ 3 and s ≥ 1; and
(ii) (k)-DEDP is W[1]-hard in DAGs for every fixed s ≥ 1.
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Next, we show that (d)-DEDP is W[1]-hard, even when the input graph is acyclic and all
source vertices of the request set are the same. The reduction is from Independent Set
parameterized by the size of the solution, which is W[1]-hard [7, 9].

I Theorem 4. The DEDP problem is W[1]-hard with parameter d for every fixed s ≥ 0,
even when the input graph is acyclic and all source vertices in the request set are the same.

Proof. Let (G, d) be an instance of the Independent Set problem, in which we want to
decide whether the (undirected) graph G contains an independent set of size at least d, and
s be a non-negative integer. Let V E be the set {ve | e ∈ E(G)} and D a directed graph with
vertex set V (G) ∪ {r} ∪ V E . Add to D the following edges:
• for every v ∈ V (G), add the edge (r, v); and
• for every edge e ∈ E(G) with endpoints u and w, add the edges (u, ve) and (w, ve).
Finally, for every ve ∈ V E , add to I 2s+ 1 copies of the pair (r, ve). Figure 1 illustrates this
construction.

u w

r

ve

Figure 1 Example of the construction from Theorem 4 with s = 1 and e = (u, w). A dashed line
indicates a request in I.

Notice that each vertex ve of D associated with an edge E of D has out-degree zero in D
and r has in-degree zero. Moreover, every edge of D has as extremity either r or a vertex of
the form ve. Thus D is a acyclic, as desired. Furthermore |S(I)| = 1 since all of its elements
are of the form (r, ve), for e ∈ E(G). We now show that (G, d) is positive if and only if
(D, I, k, c, s) is positive, where k = |I| = m · (2s+ 1).

For the necessity, let X be an independent set of size d in G and let u ∈ X. Start with a
collection P = ∅. We classify the edges of G into two sets: the set E1 containing all edges
with both endpoints in V (G) − X, and the set E2 containing all edges with exactly one
endpoint in X. Now, for each e ∈ E1, chose arbitrarily one endpoint u of e and add to
P 2s + 1 copies of the path in D from r to ve using u. For each e ∈ E2 with e = (u,w)
and w 6∈ X, add to P 2s+ 1 copies of the path in D from r to ve using w. Since X is an
independent set, no vertex in X occurs in any path of P, and since E(G) = E1 ∪ E2, P
satisfies I and the necessity follows as c = n− d.

Let P be a solution for (D, I, k, c, s) and X ⊆ V (D) be a set of vertices with |X| = d

and such that each vertex of X occurs in at most s paths of P . Such choice is possible since
d = n− c. For contradiction, assume that X is not an independent set in G. Then there is
an edge e ∈ E(G) with e = (u,w) and u,w ∈ X, and 2s+ 1 copies of the request (r, ve) in
I. Thus each path satisfying one of those requests uses u or w, but not both, and therefore
either u or w occurs in at least s+ 1 paths of P , a contradiction. We conclude that X is an
independent set in G and the sufficiency follows. J

4 Algorithms for DEDP including d as a parameter

In this section we focus on algorithmic results for DEDP. In Theorem 3 we showed that
DEDP is NP-complete for fixed k ≥ 3 and a large range of values of c. The proof does not
hold, for example, when c = n− d for a constant d. We also showed that considering only d
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as a parameter is still not enough to improve the tractability of the problem: Theorem 4
shows that (d)-DEDP is W[1]-hard in DAGs even if all requests share the same source. The
situation changes when we consider stronger parameterizations including d: we show that
the problem is XP with parameters d and s (cf. Theorem 6), and FPT with parameters k
and d (hence s as well, since we may assume that k > s as discussed below; cf. Theorem 15).
It is worth mentioning that this kind of dual parameterization has proved useful in order to
improve the tractability of several notoriously hard problems (cf. for instance [1–3,6, 10]).

The following definition will be useful in the description of the algorithms of this section.

I Definition 5. Let D be a graph, I be a request set with I = {(s1, t1), . . . , (sk, tk)}, and s
be an integer. We say that a set X ⊆ V (D) is s-viable for I if there is a collection of paths
P satisfying I such that each vertex of X occurs in at most s paths of P. We also say that
P is certifying X.

Thus an instance (D, I, k, c, s) of DEDP is positive if and only if D contains an s-viable
set X with |X| ≥ d. Since we now consider d as a parameter instead of c, from this point
onwards we may refer to instances of DEDP as (D, I, k, d, s).

I Theorem 6 (?). There is an algorithm running in time O(nd+2 · kd·s) for the Disjoint
Enough Directed Paths problem.

We now proceed to show that (k, d, s)-DEDP is FPT, by providing a kernel with at most
d · 2k−s ·

(
k
s

)
+ 2k vertices. We start with some definitions and technical lemmas.

We remark that any vertex in D whose deletion disconnects more than s pairs in the
request set cannot be contained in any solution for an instance of DEDP. Hence we make
use of an operation to eliminate all such vertices from the input graph while maintaining
connectivity. We use the following definitions. We remind the reader that, for a request set
I, we denote by S(I) the set of source vertices in I and by T (I) the set of target vertices in
I (cf. Definition 2).

I Definition 7 (Non-terminal vertices). Let (D, I, k, d, s) be an instance of DEDP. For a
digraph D′ such that V (D′) ⊆ V (D), we define V ∗(D′) = V (D′) \ (S(I) ∪ T (I)).

That is, V ∗(D) is the set of non-terminal (i.e., neither source nor target) vertices of D.

I Definition 8 (Congested vertex and blocking collection). Let (D, I, k, d, s) be an instance of
DEDP. For X ⊆ V ∗(D), we define IX as the subset of I that is blocked by X, that is, there
are no paths from s to t in D−X for every (si, ti) ∈ IX . We say that a vertex v ∈ V ∗(D) is
an (I, s)-congested vertex of D if |I{v}| ≥ s+ 1. The blocking collection of I is the collection
{B1, . . . , Bk} where Bi = {v ∈ V ∗(D) | (si, ti) ∈ I{v}}, for i ∈ [k]. We say that D is clean
for I and that (D, I, k, d, s) is a clean instance if there are no congested vertices in V ∗(D).
When I and s are clear from the context, we drop them from the notation.

We use the following operation (cf. Figure 2) to eliminate congested vertices of D while
maintaining connectivity. It is used, for instance, in [5] (as the torso operation) and in [18].

v ⇒

Figure 2 Bypassing a vertex v.
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I Definition 9 (Bypassing vertices and sets). Let D be a graph and v ∈ V (D). We refer to
the following operation as bypassing v: delete v from D and, for each u ∈ N−(v) add one
edge from u to each vertex w ∈ N+(v). We denote by D/v the graph generated by bypassing
v in D. For a set of vertices B ⊆ V (D), we denote by D/B the graph generated by bypassing,
in D, all vertices of B in an arbitrary order.

We restrict our attention to vertices in V ∗(D) in Definition 8 because we want to
avoid bypassing source or target vertices, and work only with vertices inside V ∗(D). Since
|S(I) ∪ T (I)| ≤ 2k, we show later that this incurs an additive term of 2k in the size of the
constructed kernel.

In [18] it is shown that the ending result of bypassing a set of vertices in a digraph does
not depend on the order in which those vertices are bypassed. Furthermore, bypassing a
vertex of D cannot generate a new congested vertex: if u is a congested vertex of D/v, then
u is also a congested vertex of D, for any v ∈ V (D) \ {u}. Thus any instance (D, I, k, d, s)
of DEDP is equivalent to the instance (D/v, I, k, d, s), if v is a congested vertex of D, and
arbitrarily bypassing a vertex of D can only make the problem harder. We formally state
those observations below.

I Lemma 10. Let (D, I, k, d, s) be an instance of DEDP and B be the set of (I, s)-congested
vertices of D. Let D′ = D/B and consider the instance (D′, I, k, d, s). Then, X is a solution
for the former if and only if X is a solution for the latter.

Proof. Let X be a solution for (D, I, k, d, s). We claim that X ∩B = ∅. Otherwise, at least
s+ 1 paths of any collection satisfying I must intersect in X, contradicting our choice for
X. Hence X ⊆ V (D′) and is a solution for (D′, I, k, d, s). Similarly, if X ⊆ V (D′) then
X ∩B = ∅ and the sufficiency follows. J

Thus, any solution for an instance resulting from bypassing a set of vertices in V ∗(D) is
also a solution for the original instance.

I Remark 11. Let (D, I, k, d, s) be an instance of DEDP and Y ⊆ V ∗(D). If X is a solution
for (D/Y, I, k, d, s), then X is also a solution for (D, I, k, d, s).

The main ideas of the kernelization algorithm are the following. Let (D, I, k, d, s) be an
instance of DEDP and {B1, . . . , Bk} be the blocking collection of I. First, we show that, if
D is clean for I, there is an i ∈ [k] such that |V ∗(D)−Bi| ≥ n/(k − s)k (Lemma 12). Then,
we show that if D is clean and sufficiently large, and |I| = s+ 1, then the instance is positive
and a solution can be found in polynomial time (Lemma 13).

Lemma 13 is used as the base case for our iterative algorithm. We start with the first
instance, say (D, I, k, d, s), and proceed through k − s+ 1 iterations. At each iteration, we
will choose one path from some si to its destination ti such that a large part of the graph
remains unused by any of the pairs chosen so far (by Lemma 12) and consider the request set
containing only the remaining pairs for the next iteration. We repeat this procedure until we
arrive at an instance where the number of requests is exactly s+ 1, and show that if n is
large enough, then we can use Lemma 13 to output a solution for the last instance. From
this solution, we extract a solution for (D, I, k, d, s) in polynomial time.

I Lemma 12. Let (D, I, k, d, s) be an instance of DEDP, {B1, . . . , Bk} be the blocking
collection of I, and n∗ = |V ∗(D)|. If D is clean, then there is an i ∈ [k] such that
|V ∗(D/Bi)| ≥ n∗(k − s)/k and there is a path P in D/Bi from si to ti such that |V ∗(P )| ≤
|V ∗(D/Bi)|/2.

MFCS 2020
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Proof. Consider the undirected bipartite graph H with vertex set {bi | i ∈ [k]} ∪ V ∗(D),
where each bi is a new vertex. Add to H one edge linking a vertex bi to a vertex v if and
only if v ∈ Bi. Now, the size of each Bi is exactly the degree degH(bi) of bi in H, and the
size of |Iv|, for v ∈ V ∗(D), is exactly the degree of v in H. Also notice that |Iv| ≤ s for every
v ∈ V ∗(D), since D is clean for I. As H is bipartite, we have that∑

i∈[k]

degH(bi) =
∑

v∈V ∗(D)

degH(v), which in turn implies that

∑
i∈[k]

|Bi| =
∑

v∈V ∗(D)

|Iv| ≤ n∗ · s. (1)

Now, if |Bi| > n∗ · s/k for every i ∈ [k], we have a contradiction with Equation (1). We
conclude that there is an i ∈ [k] such that |Bi| ≤ n∗ · s/k. Thus, V ∗(D/Bi) = n∗ − |Bi| ≥
n∗(k − s)/k, as desired.

If there is only one path P from si to ti in D/Bi, then V ∗(P ) = ∅ since every path from
si to ti in D is contained in Bi ∪ S(I) ∪ T (I) and the result follows. Thus we can assume
that there are at least two paths from si to ti in D/Bi and at least one of them intersects
V ∗(D/Bi) (see Figure 3). Let X = (S(I) ∪ T (I)) \ {si, ti}. By Menger’s Theorem, there

∈ S(I) ∪ T (I)

si ti

Figure 3 Three paths from si to ti in D/Bi. Square vertices are used to identify vertices in
S(I) ∪ T (I), which may not be bypassed.

are two internally disjoint paths P1 and P2 from si to ti in (D/Bi)/X. Without loss of
generality, assume that P1 is the shortest of those two paths, breaking ties arbitrarily. Then
|V ∗(P1)| ≤ |V ∗(D/Bi)|/2 since P1 and P2 are disjoint, and the result follows. J

Figure 4 illustrates the procedure described in Lemma 12. We find a set Bi containing
at most n∗ · s/k vertices, and bypass all of its vertices in any order. Then we argue that a
shortest path from si to ti in D/Bi avoids a large set of vertices in D.

I Lemma 13. Let (D, I, k, d, s) be an instance of DEDP, m = |E(D)|, and n∗ = V ∗(D).
If D is clean, n∗ ≥ 2d(s+ 1), and k = s+ 1, then (D, I, k, d, s) is positive and a solution can
be found in time O(k · n(n+m)).

Proof. Let {B1, . . . , Bk} be the blocking collection of I and D′i = D/Bi, for i ∈ [k]. By
Lemma 12, there is an i ∈ [k] such that |V ∗(D′i)| ≥ n∗/(s+ 1) and a path P from si to ti
such that V ∗(P ) ≤ |V ∗(D′i)|/2. Let Di = D′i/V

∗(P ). Now,

|V ∗(Di)| ≥
|V ∗(D′i)|

2 ≥ n∗

2(s+ 1)

and since |I \{(si, ti)}| = s, we are free to choose arbitrarily any collection of paths satisfying
I \{(si, ti)} in Di. Reversing the bypasses done in D, this collection together with Pi yields a
collection of paths satisfying I in D such that all vertices in V ∗(Di) are contained in at most
s of those paths. Since n∗ ≥ 2d(s+ 1) by hypothesis, we have that |V ∗(Di)| ≥ d as required.



R. Lopes and I. Sau 68:11

si

ti

D/(Bi ∪ V ∗(P ))Bi

Figure 4 A path P from si to ti avoiding a large part of D.

We can generate the sets Bi in time O(n(n+m)) by deleting a vertex of D and testing for
connectivity between si and ti. Thus a solution can be found in time O(k · n(n+m)), as
desired. J

We are now ready to show how to solve large clean instances of the Disjoint Enough
Directed Paths problem in polynomial-time.

I Theorem 14. Let (D, I, k, d, s) be a clean instance of DEDP with |V ∗(D)| = n∗ ≥
d·2k−s ·

(
k
s

)
. Then (D, I, k, d, s) is positive and a solution can be found in time O(k·n2(n+m)).

Proof. Let B0 = {B1, . . . , Bk} be the blocking collection of I. We consider B0 to be sorted
in non-decreasing order by the size of its elements and, by rearranging I if needed, we assume
that this order agrees with I. For i ∈ [k−(s+1)], we construct a sequence of sets {Di,Bi,Pi}
where n∗i = |V ∗(Di)| and
(i) Bi = {Bi+1, . . . , Bk};
(ii) Pi is a collection of paths {P1, P2, . . . , Pi} such that Pj is a path from sj to tj in Dj ,

for j ∈ [i]; and
(iii) n∗i−1 is large enough to guarantee that we can find a path from si to ti avoiding a large

part of Di−1. Formally, we want that

n∗i ≥ n∗0 ·
(k − s)(k − s− 1) · · · (k − s− i+ 1)

2i · k(k − 1) · · · (k − i+ 1) .

We begin with D0 = D, n∗0 = n∗, and P0 = ∅. Let D′1 = D0/B1. By applying Lemma 12
with input (D0, I, k, d, s), we conclude that |V ∗(D′1)| ≥ n∗(k − s)/k and there is a path P1
from s1 to t1 in D′1 with |V ∗(P1)| ≤ |V ∗(D′1)|/2. Let D1 = D′1/V

∗(P1) and P1 = {P1}.
Now,

n∗1 ≥
|V ∗(D′1)|

2 ≥ n∗0(k − s)
2k

and conditions (i), (ii), and (iii) above hold for (D1,B1,P1). Assume that i− 1 triples have
been chosen in this way.

As before, we assume that Bi−1 is sorted in non-increasing order by the size of its elements,
and that this order agrees with I \ Ii−1. Furthermore, as D0 is clean, so is Di−1.

Let D′i = Di−1/Bi. Applying Lemma 12 with input (Di−1, I \ Ii−1, k − i + 1, d, s), we
conclude that |V ∗(D′i)| ≥ n∗i (k− i+ 1− s)/(k− i+ 1) and there is a path Pi from si to ti in
D′i with |V ∗(Pi)| ≤ |V ∗(D′i)|/2. Let Pi = Pi−1 ∪ {Pi} and Di = D′i/Bi. Then

n∗i ≥ n∗i−1 ·
k − i+ 1− s
2(k − i+ 1)

MFCS 2020
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and by our assumption that (iii) holds for ni−1 it follows that

n∗i ≥ n∗0 ·
(k − s)(k − s− 1) · · · (k − s− i+ 2)

2i−1k(k − 1) · · · (k − i+ 2) ·
(
k − s− i+ 1
2(k − i+ 1)

)
= n∗0 ·

(k − s)(k − s− 1) · · · (k − s− i+ 1)
2i · k(k − 1) · · · (k − i+ 1) ,

as desired and thus (i), (ii), and (iii) hold for (Di,Bi,Pi). The algorithm ends after
iteration k − (s + 1). Following this procedure, we construct the collection Pk−(s+1) =
{P1, P2, . . . , Pk−(s+1)} satisfying (ii) and the graph Dk−(s+1) with nk−(s+i) satisfying (iii).
Noticing that |I − Ik−(s+1)| = s+ 1 (that is, only s+ 1 pairs in I are not accounted for in
Pk−(s+1)), it remains to show that our choice for n∗ is large enough so that we are able to
apply Lemma 13 on the instance (Dk−(s+1), I − Ik−(s+1), s+ 1, d, s) of DEDP. That is, we
want that n∗k−(s+1) ≥ 2d(s+ 1). By (iii) it is enough to show that

n∗k−(s+1) ≥ n∗0 ·
(k − s)(k − s− 1) · · · 3 · 2

2k−(s+1) · k(k − 1) · · · (s+ 3)(s+ 2)
≥ 2d · (s+ 1),

and rewriting both sides of the fraction as k! and k!/(s+ 1)!, respectively, we get

n0 ·
(k − s)!
2k−(s+1) ≥ 2d · (s+ 1) · k!

(s+ 1)! = 2d · k!
s! ,

which holds for

n0 ≥
(

2k−(s+1) · 2d · (s+ 1)
(s+ 1)!

)
·
(

k!
(k − s)!

)
= d · 2k−s ·

(
k

s

)
,

as desired.
Applying Lemma 13 with input (Dk−(s+1), I \ Ik−(s+1), s+ 1, d, s) yields a collection P̂

satisfying I − Ik−(s+1) and a set X ⊆ V (D) of size d such that X is disjoint from all paths
in Pk−(s+1), since all vertices in V ∗(P ) were bypassed in Dk−(s+1) for every P ∈ Pk−(s+1),
and all vertices in X occur in at most s paths of P̂. We can construct a collection of paths
satisfying I from P̂ ∪ Pk−(s+1) by reversing all the bypasses done in D and connecting
appropriately the paths in the collections. We output this newly generated collection together
with X as a solution for (D, I, k, d, s).

For the running time, let m = |(E(D)|. We need time O(k log k) to order the elements of
B0, O(k · n(n+m)) to find the sets Bi, for i ∈ [k], and O(n+m) to find each of the paths
{P1, . . . , Pk}. Hence the algorithm runs in time O(k · n2(n+m)). J

We acknowledge that it is possible to prove Theorem 14 without using Lemma 13 by
stopping the iteration at the digraph Dk−s instead of Dk−s−1. However we believe it is easier
to present the proof of Theorem 14 by having separate proofs for the iteration procedure
(Lemma 12) that aims to generate an instance of DEDP for which we can apply our base
case (Lemma 13).

Since any instance can be made clean in polynomial time, the kernelization algorithm
for (k, d, s)-DEDP follows easily. Given an instance (D, I, k, d, s), we bypass all congested
vertices of D to generate D′. If |V ∗(D′)| is large enough to apply Theorem 14, the instance is
positive and we can find a solution in polynomial time. Otherwise, we generated an equivalent
instance (D′, I, k, d, s) with |V (D′)| bounded from above by a function depending on k, d,
and s only. As we restrict |S(I)∪ T (I)| ≤ 2k, if D is clean and V (D) ≥ d · 2k−s ·

(
k
s

)
+ 2k we

get the desired bound for |V ∗(D)|. Thus, the following is a direct corollary of Theorem 14.
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I Theorem 15. There is a kernelization algorithm running in time O(k · n2(n+m)) that,
given an instance (D, I, k, d, s) of DEDP, outputs either a solution for the instance or an
equivalent instance (D′, I, k, d, s) with |V (D′)| ≤ d · 2k−s ·

(
k
s

)
+ 2k.

5 Concluding remarks

We introduced the Disjoint Enough Directed Paths problem and provided a number of
hardness and algorithmic results, summarized in Table 1. Several questions remain open.

We showed that DEDP is NP-complete for every fixed k ≥ 3 and s ≥ 1. We do not know
whether DEDP is also NP-complete for k = 2 and s = 1.

We provided an algorithm running in time O(nd+2 · kd·s) to solve the problem. This
algorithm tests all partitions of a given X ⊆ V (D) in search for one that respects some
properties. Since there are at most

(
n
d

)
subsets of V (D) of size d, this yields an XP algorithm.

The second term on the time complexity comes from the number of partitions of X we need
to test. The problem may become easier if X is already given or, similarly, if d is a constant.
In other words, is the (s)-DEDP problem FPT for fixed d?

Our main result is a kernel with at most d · 2k−s ·
(
k
s

)
+ 2k vertices. The natural question

is whether the problem admits a polynomial kernel with parameters k, d, and s, or even for
fixed s. Notice that if there is a constant ` such that k − s = `, then the size of the kernel is
d · 2` · k`, which is polynomial on d and k. The case s = 0 is also particularly interesting, as
DEDP with s = 0 is equivalent to the Steiner Network problem. In this case, we get a
kernel of size at most d · 2k + 2k.

While we do not know whether (k, d, s)-DEDP admits a polynomial kernel, at least we
are able to prove that a negative answer for s = 0 is enough to show that (k, d, s)-DEDP is
unlikely to admit a polynomial kernel for any value of s ≥ 1 when k is “far” from s, via the
following polynomial time and parameter reduction.
I Remark 16. For any instance (D, I, k, d, 0) of DEDP and integer s > 0, one can construct
in polynomial time an equivalent instance (D, I ′, k′, d, s) of DEDP with k′ = k · d · s+ 1.

Proof. For a request set I in D, let I ′ be the request set on D formed by k · d · s+ 1 copies
of each pair in I and k′ = k · d · s+ 1. We claim that an instance (D, I, k, d, 0) of DEDP is
positive if and only if the instance (D, I ′, k′d, s) also of DEDP is positive.

Any solution for the first instance is also a solution for the second, and thus the necessity
holds. For the sufficiency, let X be a s-viable set for (D, I ′, k′, d, s) with certifying collection
P ′. Since k′ = k · d · s+ 1 and at most d · s paths in P can intersect X, for each pair (s, t) ∈ I
there is path P ∈ P from s to t in D −X. Choosing all such paths we construct a collection
P ′ satisfying I in D −X and the result follows. J

In the undirected case, the Steiner Tree problem is unlikely to admit a polynomial
kernel parameterized by k and c, with c = n− d (in other words, the size of the solution); a
simple proof for this result can be found in [7, Chapter 15]. Even if we consider a stronger
parameter (that is, d instead of c), dealing with directed graphs may turn the problem much
harder. We also remark that the problem admits a polynomial kernel in the undirected case
if the input graph is planar [22]. It may also be the case for directed graphs.
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Abstract
We view languages of words over a product alphabet A×B as relations between words over A and
words over B. This leads to the notion of regular relations – relations given by a regular language.
We ask when it is possible to find regular uniformisations of regular relations. The answer depends
on the structure or shape of the underlying model: it is true e.g. for ω-words, while false for words
over Z or for infinite trees.

In this paper we focus on countable orders. Our main result characterises, which countable
linear orders D have the property that every regular relation between words over D has a regular
uniformisation. As it turns out, the only obstacle for uniformisability is the one displayed in the
case of Z – non-trivial automorphisms of the given structure. Thus, we show that either all regular
relations over D have regular uniformisations, or there is a non-trivial automorphism of D and even
the simple relation of choice cannot be uniformised. Moreover, this dichotomy is effective.
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1 Introduction

There are many ways of interpreting the simple mathematical operation of projection
ΠX : X × Y → X. From the computer scientist’s perspective, we often use the intuition of
guessing that leads to the notion of non-determinism: the projection ΠX(R) of a relation
R ⊆ X × Y is the set of the elements x ∈ X which admit at least one witness y ∈ Y such
that (x, y) ∈ R. In many cases this operation greatly increases the expressive power of the
considered machines (e.g. in the case of recursively enumerable sets), while in other cases
it does not (e.g. in the case of the class PSPACE). Also, the famous P ?= NP problem asks
about the strength of projection.

One of the ways of dealing with the complexity of that operation is to provide a constructive
way of finding the witnesses y. This concept is formalised by the notion of a uniformisation:
F ⊆ R is a uniformisation of R if ΠX(F ) = ΠX(R) and for each x ∈ ΠX(F ) there is
a unique y ∈ Y such that (x, y) ∈ F – thus, F is the graph of a partial function. It is known
that in certain cases, if a relation admits a definable uniformisation then its projection is
also definable (e.g. when definable = Borel). This is one of the many reasons motivating the
question of uniformisation: which definable relations admit definable uniformisations?
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In this paper we work with the automata-theoretic notion of definability i.e. definability
in Monadic Second-Order logic (MSO) or equivalently: being a regular language. To speak
about relations between structures over two alphabets A and B; we encode them as languages
over the product alphabet A×B. In this context, the coarsest question of uniformisation
is well-understood: all regular relations admit regular uniformisations in the cases of finite
and infinite words as well as finite trees [10, 7, 9]; while the celebrated result of Gurevich
and Shelah [6, 1] shows that there are some regular relations over infinite trees that have no
regular uniformisation. From this perspective, the case of countable linear orders seems to
be simple, because already over bi-infinite words (words over Z) the relation “choose a single
position” has no regular uniformisation.

While some regular relations over specific structures (e.g. infinite trees) do not have
regular uniformisations, some others may have. Thus, when working with a specific relation
(possibly coming from some specification) or a specific shape of structures (e.g. countable
words of certain fixed domain), one would like to ask the question of uniformisation for this
particular case.

The aim of this paper is to approach this more fine-grained question of uniformisation in
one of the simplest non-trivial cases: given a representation of a countable linear order D,
decide if all regular relations between words of that domain admit regular uniformisations.
Thus, the answer for D = {0, . . . , 9} or D = ω should be YES, while the answer for D = Z
should be NO. Our hope is that understanding well the obstacles for uniformisability in this
case will later be useful in understanding the case of infinite trees – one can easily interpret
every countable linear order as a set of vertices in a tree.

Our main result states, that for representable domains D, the problem if all regular
relations over D have regular uniformisations is decidable. As it turns out, this question is
equivalent to the question whether there is a regular choice function over D, which in turn is
equivalent to the fact that D has no non-trivial automorphisms. This implies that the only
obstacle for uniformisability over countable domains is the one present in Z – automorphisms
of the structure.

This work is a part of a bigger project aiming at the questions of uniformisation. In partic-
ular, the recent paper [4] provides an effective characterisation, that given a regular relation
between bi-infinite words (i.e. words over Z), decides if that particular relation has a regular
uniformisation. In the present paper we answer a coarser question, asking about all relations
over a specific domain. These questions do not seem to be inter-reducible.

2 Background knowledge

An alphabet A is a finite non-empty set, and a domain D is a totally ordered set. In this
paper are of particular interest countable domains (in the sense finite or of the cardinality
of the set \ of natural numbers). An element x ∈ D is called a position of D. A subset
X ⊆ D is called convex if for every three positions x < y < z of D, if x, z ∈ X then also
y ∈ X. Given two subsets X,Y ⊆ D, we write X < Y if for every pair x ∈ X and y ∈ Y we
have x < y. Notice that X < Y implies that X ∩ Y = ∅. If two sets X, Y are known to be
disjoint, then we emphasise this fact by denoting their union as X t Y . Given two positions
x, z ∈ D, by [x, z] we denote the convex set {y ∈ D | x ≤ y ≤ z}.

A word w over some alphabet A (or, more generally, over a set) is a function from
a domain, denoted Dom(w), to A. For a position x ∈ D, the value w(x) ∈ A is called the
label of x. The set of words over A with a domain D is denoted AD and the set of all words
over A for all countable domains is denoted A◦. A language over A is any subset of A◦ or
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any subset of AD for a fixed domain D. Given a word w ∈ AD and a non-empty convex
subset X ⊆ D, by w�X ∈ AX we denote the restriction of w to the domain X. Moreover, we
will sometimes work with the singleton alphabet {�} and identify any word w ∈ {�}◦ with its
domain D = Dom(w).

To deal with alphabets which are the products of two sets, we use the following special
notation: if a ∈ A and b ∈ B, then

(
a
b

)
is the product letter in A × B; and if w, σ are

words over the same domain D and over A and B respectively, then
(
w
σ

)
denotes the word

in (A×B)D such that for all s ∈ D,
(
w
σ

)
(s) =

(w(s)
σ(s)

)
.

Let D1 and D2 be two domains, an isomorphism from D1 to D2 (or between D1 and
D2) is a bijective function ι which preserves the order, meaning that for all x < y ∈ D1,
ι(x) < ι(y). If w1 and w2 are two words over A, then an isomorphism from w1 to w2 (or
between w1 and w2) is an isomorphism ι from Dom(w1) to Dom(w2) which additionally
preserves the labels: for all x ∈ Dom(w1), w1(x) = w2(ι(x)). Two words or domains are said
isomorphic to each other if there exists an isomorphism between them. Isomorphic words
and domains will be sometimes identified in this paper. An automorphism of a word w (resp.
of a domain D) is an isomorphism from w (resp. D) to itself. An automorphism is called
non-trivial if it is not the identity function.

A word whose domain is finite is called a finite word. The set of all finite non-empty
words over A is denoted A+ and A∗ def= A+ ∪ {ε} contains additionally the empty word ε.
A word whose domain is isomorphic to the set ω = {0, 1, 2 . . . } of natural numbers is called
an ω-word. Another important domain in the paper is the set ω? = {. . . ,−3,−2,−1}.

Up to isomorphism, there exists a unique word w over A whose domain is countable and
without borders (i.e. without maximal nor minimal elements), and which is densely labelled
in the following sense: for all x < z ∈ Dom(w) and a ∈ A, there exists y ∈ Dom(w) such
that x < y < z and w(y) = a. We call this word the perfect shuffle of A, and denote it Aη.
We often identify Dom(Aη) with Q, Q being, up to isomorphism, the only countable and
dense domain without borders.

If (wi)i∈I is an indexed family of words, I itself being a domain, then by
∑
i∈I wi we

denote the concatenation of the wi’s, defined as being the word w of domain
⊔
i∈I{〈i, xi〉 |

xi ∈ Dom(wi)}, defined by w(〈i, xi〉) = wi(xi) for each i ∈ I and xi ∈ Dom(wi). The
domain

⊔
i∈I{〈i, xi〉 | xi ∈ Dom(wi)} is totally ordered by 〈i, xi〉 ≤ 〈j, yj〉 if i < j, or i = j

and xi ≤ yi in Dom(wi).

We have special notations for some particular cases: w0 · w1 if I = {0, 1}, and wω (resp.
wω

?) if I = ω (resp. ω?) and all the wi’s are isomorphic to w. We write wZ for wω? · wω.
Similarly, we write wn in the case I = {0, . . . , n−1} and all the wi’s are isomorphic to w.
Finally, if w0, . . . , wn−1 are words over A then {wi | i ∈ n}η denotes the word

∑
q∈Q wu(q),

where u = {0, . . . , n− 1}η, obtained as the perfect shuffle of the words wi.

A word w ∈ A◦ is called finitary (some literature also uses the term regular) if it can be
constructed from single letters using a finite number of applications of the operations ·, (.)ω,
(.)ω? , and (.)η, see Section 4. It is easy to see that only countably many words are finitary.
As we identify words over the single-letter alphabet {�} with their domains, it also makes
sense to say that a domain is finitary. Notice that a non-finitary word may however have a
finitary domain: it is for example the case of the non-finitary word

∑
i∈ω a

ib, whose domain
is ω. An example of a non-finitary domain is the countable ordinal ωω, where here we treat
the operation (.)ω in the ordinal-theoretic sense.

MFCS 2020
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◦-semigroups

Similarly as semigroups provide an algebraic framework to recognise regular languages of finite
words [8], ◦-semigroups [2] allow to recognise languages of countable words. A ◦-semigroup
is a pair 〈S, π〉 where S is a non-empty set and π is a function from S◦ to S, which satisfies
the following property of generalised associativity: for every family of words (wi)i∈I ⊆ S◦,
indexed by a countable domain I, we have

π

(∑
i∈I

π(wi)
)

= π

(∑
i∈I

wi

)
, (1)

where the left-hand side sum ranges over single letter words π(wi); and the right-hand side
sum is just the concatenation of all the words wi. We often identify a ◦-semigroup 〈S, π〉
with its set S.

To make a representation of a ◦-semigroup finite, one uses a concept of a ◦-algebra – a
quintuple 〈S, ·, (.)τ , (.)τ?

, (.)κ〉, where 〈S, ·〉 is a semigroup, (.)τ and (.)τ? are unary operations
over S, and (.)κ : Pfin

+ (S)→ S is called a shuffle operation, that assigns elements of S to all
finite non-empty subsets of S. We additionally require the above operations to satisfy certain
axioms, see [2, Definition 2]. Again, we often identity the ◦-algebra with the set S itself.

Each ◦-semigroup induces a ◦-algebra by defining s · t = π(st), sτ = π(sω), sτ? = π(sω?),
and Pκ = π(P η), where s is treated as a single-letter word and st is a two-letter word. One of
the main results of [2], Theorem 11, states that every finite ◦-algebra is induced by a unique
◦-semigroup – in other words, there is a unique way to define a product operation π : S◦ → S

in a way satisfying (1) that is additionally consistent with the above equations.
Notice that the operation πΣ

(
(wi)i∈I

) def=
∑
i∈I wi itself satisfies (1), and therefore 〈A◦, πΣ〉

is a ◦-semigroup, which is called the free ◦-semigroup on A. It induces the free ◦-algebra
〈A◦, ·, (.)ω, (.)ω?

, (.)η〉.
A homomorphism is a function between two algebraic structures that preserves all

their operations. We say that a language L of countable words over A is recognised by
a ◦-semigroup 〈S, π〉 if there exists a homomorphism h from 〈A◦, πΣ〉 to 〈S, π〉 such that
L = h−1(H) for some H ⊆ S (or equivalently such that L = h−1(h(L))).

A language L ⊆ A◦ is regular if it is recognised by some finite ◦-semigroup. For a fixed
domain D, a language L ⊆ AD is called regular over the domain D if L = AD ∩ L′ for some
regular language L′ ⊆ A◦.

The following fact is an important consequence of the correspondence between ◦-semig-
roups and ◦-algebras. It implies that finitary words are distinctive for regular languages.

I Proposition 1 ([2, Theorem 13]). If L 6= ∅ is regular then L contains a finitary word.

Monadic Second Order Logic

One of the classical ways of characterising general regular languages is expressed in terms of
logical definability. In this exposition we follow the ideas and notation from [5, Section 12].
Monadic Second-Order logic (MSO) is an extension of First-Order logic [3] by additional
monadic quantifiers ∃X. ψ(X) and ∀X. ψ(X) that range over subsets of the domain. In this
work we are interested in words, treated as logical structures. Thus, given a word w ∈ A◦
with some domain D = Dom(w), we treat it as a relational structure with universe D, binary
relation ≤ representing the order on D, and unary predicates a ∈ A, such that a(x) if and
only if w(x) = a. This way it makes sense to ask if a given MSO sentence ϕ holds or is
satisfied over a word w. The language of a formula ϕ over an alphabet A, denoted L(ϕ) ⊆ A◦,
is the set of all words satisfying ϕ.
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One can easily encode a formula ϕ(X0, . . . , Xn−1) over an alphabet A with free variables
X0, . . . , Xn−1 as a sentence ϕ over the alphabet A× {0, 1}n, whose symbols should be seen
as characteristic functions of the parameters X0, . . . , Xn−1 (we can treat each first-order
variable as a second-order variable evaluated in a singleton set).

I Remark 2. If w1 and w2 are two isomorphic words and ϕ is an MSO-sentence, then
w1 ∈ L(ϕ) if and only if w2 ∈ L(ϕ).

I Theorem 3 ([2, Theorems 28 and 31]). A language L ⊆ A◦ is regular if and only if there
exists an MSO-sentence ϕ such that L(ϕ) = L. Moreover, there exist effective translations
between: a finite ◦-algebra recognising L and an MSO-sentence whose language is L.

Uniformisation and choice

Given two sets X and Y , a relation R ⊆ X × Y is functional if for every x in the projection
ΠX(R) of R onto X, there exists a unique y ∈ Y such that (x, y) ∈ R. We say that F ⊆ X×Y
is a uniformisation of R ⊆ X × Y if F ⊆ R; ΠX(F ) = ΠX(R); and F is functional. Thus,
a uniformisation is a way of choosing a single witness y ∈ Y for each x ∈ ΠX(R) in such
a way that (x, y) ∈ R.

Fix two alphabets A and B. We say that a relation R ⊆ A◦ × B◦ is synchronised if
for each (w, σ) ∈ R we have Dom(w) = Dom(σ). Each synchronised relation R can be
identified with a language LR = {

(
w
σ

)
| (w, σ) ∈ R} ⊆ (A×B)◦ over the product alphabet

A×B. A synchronised relation is regular if so is the language LR. Analogously, a relation
R ⊆ AD ×BD is regular over a domain D if LR is a regular language over D.

The crucial question of this paper asks, which regular relations R ⊆ A◦ × B◦ admit
uniformisations F ⊆ R which are also regular. In other words, we seek for a regular (or
MSO-definable) way to pick, for each word w ∈ ΠA◦(R), a single word σ ∈ BDom(w) such
that (w, σ) ∈ R.

One of the simplest instances of the uniformisation question is the one when R is the
membership relation: both alphabets A and B are {0, 1}, and the relation R requires
that the letter

(
1
1
)
appears exactly once, while the letter

(
0
1
)
does not appear at all. In

other words, R corresponds to the language LR = L(ϕmember) ⊆
(
{0, 1}2

)◦ of the formula
ϕmember(X, y) ≡ y ∈ X. To find a regular uniformisation of R boils down to define a regular
choice function: a regular relation that selects a single element y from every non-empty set
X ⊆ Dom(w) of positions of a given word w.

Classical results [10, 7, 9] show that regular relations always admit regular uniformisations
in the following two cases.

I Theorem 4. Every regular relation between finite words R ⊆ A+ × B+, or ω-words
R ⊆ Aω ×Bω effectively admits a regular uniformisation.

However, over the domain Z there does not even exist any regular choice function. Indeed,
the domain admits automorphisms y 7→ y+n for each n ∈ Z, and therefore all the positions
look the same and we cannot define in a regular way a unique position for the full domain Z.

The above observations motivate the following question: given a domain D, decide if
all regular relations over the domain D admit regular uniformisations over D. If it is the
case then we say that D has the regular uniformisation property, or, more simply, the
uniformisation property.

MFCS 2020
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3 Main result

The main result of this work provides an effective characterisation for the question when
a given finitary domain D has the uniformisation property.

I Theorem 5. Let D be a finitary domain. The following conditions are equivalent:
i) D admits a regular choice function;
ii) D has the uniformisation property;
iii) D does not admit a non-trivial automorphism;
iv) D does not have any convex subset isomorphic to IZ, i.e. Z consecutive copies of I,

generally denoted I × Z in the literature, for any non-empty domain I.
Moreover, Items i) and ii) are effective: given a representation of D one can either compute
a choice function and a procedure for constructing regular uniformisations; or return NO
meaning that the above conditions fail for D.

The above statement is expressed in terms of a given finitary domain D and relations over
it. However, the presented techniques apply equally well to a given finitary word w ∈ A◦ and
regular relations R ⊆ BD×CD definable over w – such a relation is given by a regular language
LR over the domain D and the alphabet A×B ×C, by R = {(u, σ) ∈ BDom(w) ×CDom(w) |(w
u
σ

)
∈ LR}. In that case, the regular relations over the word w = aω

? · bω do admit regular
uniformisations, because w does not have any non-trivial automorphism. On the other
hand, the word w = (ab)Z from Figure 1 below admits many non-trivial automorphisms and
therefore violates the above conditions. For the sake of notational simplicity, most of the
proof is given in terms of domains D, i.e. words over {�}.

We would like to emphasise that the above result does not hold for non-finitary finitary
domains. A counterexample is the domain D = ωω (again (.)ω here is treated in the
ordinal-theoretic sense): it is an ordinal and therefore satisfies Items i, iii, and iv, but it does
not have the regular uniformisation property, as it was proved by Lifsches and Shelah in [7].

Certain implications of the above theorem are straightforward. A regular choice function is
a special case of a uniformisation question, so Item ii) implies Item i). Also, Items iii) and iv)
are easily equivalent, because if ι : D → D is an automorphism such that ι(x0) 6= x0 then
the set {ιk(x0) | k ∈ Z} is order-isomorphic to Z. Moreover, any non-trivial automorphism
can be used to disprove the existence of a regular choice function, so Item i) implies iii).
Therefore, the only missing part of the proof is the implication iii)⇒ ii) and the effectiveness
of these constructions.

The following remark follows from the fact that for every finite set A, the word Aη is
isomorphic to

(
Aη
)Z. In the particular case of A being the singleton alphabet {�}, it boils

down to the fact that Q is isomorphic to Q× Z, i.e. Z copies of Q.
I Remark 6. If the construction of D in the ◦-algebra 〈{�}◦, ·, (.)ω, (.)ω?

, (.)η〉 involves any
application of the operation (.)η then necessarily D does not satisfy Item iv).

Therefore, for the rest of the construction we can assume that D is scattered, i.e. it is
constructed from the symbol � using only the operations ·, (.)ω, and (.)ω? in {�}◦.

The proof of the implication iii) ⇒ ii) is based on a concept of tree decompositions
of D. Such a tree decomposition is an MSO-definable object that represents a possible
way how to obtain D as an evaluation of a fixed term in

〈
{�}◦, ·, (.)ω, (.)ω?〉. Proposition 8

shows that there is a bijection between tree decompositions of D and automorphisms of D.
Therefore, under the assumption of Item iii), there is a unique tree decomposition of D
that corresponds to the identity automorphism of D. Based on that decomposition, one can
effectively construct regular uniformisation of any given regular relation over the domain D.



V. Michielini and M. Skrzypczak 69:7

Additionally, due to MSO definability of tree decompositions (see Proposition 10 below),
there exists a fixed MSO sentence ψunique that expresses that a given domain D admits
exactly one tree decomposition. Therefore, Item iii) holds if and only if D satisfies ψunique,
which can be effectively checked.

4 Trees and terms

This section introduces the concepts of ranked trees that represent the way how a finitary
scattered word w ∈ A◦ is obtained from single letters via the operations ·, (.)ω, and (.)ω? .
These concepts are later used to define tree decompositions.

A ranked set is a finite set of ranked symbols, where each ranked symbol ` has its arity
ar(`) ⊆ Z – a (possibly empty) convex set of integers. If ar(`) = ∅ then we call ` nullary; if
ar(`) = {0} then ` is unary; and if ar(`) = {0, 1} then ` is binary.

A ranked tree over a fixed ranked set is defined inductively: if ` is a ranked symbol
and (ti)i∈I for I = ar(`) is a family of ranked trees indexed by the arity of ` then there
exists a ranked tree that is denoted `[(ti)i∈I ]. We use the following notations for the tree
`[(ti)i∈ar(`)]: `[ ] when ` is nullary; `[t0] when ` is unary; and `[t0, t1] when ` is binary.

Each ranked tree t = `[(ti)i∈I ] can be seen as a structure consisting of the set of
nodes nodes(t) (formally elements of Z∗ – finite sequences of integers), defined inductively:
nodes(t) = {ε} ∪

⋃
i∈I{iv | v ∈ nodes(ti)}. The node v = ε is called the root of t; the nodes

iv for i ∈ I are called children of v; and v is the father of each of its children iv. A leaf is
a node that has no children – it must be labelled by a nullary symbol. By leafs(t) we denote
the set of all leafs of t.

Each node v of t indicates a subtree of t: ε indicates t and a node of the form iv indicates
the subtree of ti indicated by v. The transitive reflexive closure of the father-child relation is
the prefix order � on nodes(t) ⊆ Z∗. Additionally, the set of nodes of t is ordered by the
lexicographic order ≤lex in Z∗.

We will work with two ranked sets for each fixed alphabet A. The first, corresponds to
the operations of a ◦-algebra: A t {(·), (×ω), (×ω?)}, where each symbol a ∈ A is nullary, (·)
is binary, and (×ω), (×ω?) are unary. A ranked tree over this ranked set is called a term.
Notice that the arities of this ranked set are finite and therefore each term is a finite object.

Our second ranked set represents actual decompositions of a given countable word over
an alphabet A. Its symbols are A t {(+), (Σω), (Σω?)}, where again each symbol a ∈ A is
nullary, (+) is binary, ar((Σω)) = ω, and ar((Σω?)) = ω? – the arity of the last two symbols is
infinite. A ranked tree over this ranked set is called a condensation tree (see [2, Definition 7]).

The operations of a ◦-algebra provide a natural way of obtaining a condensation
tree (denoted tree(τ)) from a term τ , that is defined inductively: tree

(
a[ ]
)
is a[ ] (for

a ∈ A); tree
(
(·)[τ0, τ1]

)
is (+)[tree(τ0), tree(τ1)]; tree

(
(×ω)[τ0]

)
is (Σω)[(tree(τ0))i∈ω]; and

tree
(
(×ω?)[τ0]

)
is (Σω?)[(tree(τ0))i∈ω? ].

For an example of the above construction, see Figure 1. Notice that each node v of tree(τ)
is obtained from a particular node of τ : the a[ ] node is obtained from the respective a[ ] node
in τ , similarly (+) is obtained from (·), (Σω) from (×ω), and (Σω?) from (×ω?).

Given a condensation tree t, by word(t) we denote the word whose domain is leafs(t)
ordered by ≤lex and labelled as follows: consider a position v ∈ leafs(t) of word(t), v has to
indicate a subtree of t of the form a[ ] with a ∈ A, then v is labelled by a in word(t).

The above definitions are constructed in such a way, that for each term τ , the word w
obtained by evaluating τ in the free ◦-algebra is isomorphic with the word word(tree(τ)),
which we simply write word(τ). This allows us to formally define finitary words as those of
the form word(τ) for a term τ .
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(·)τ =

(×ω?) (×ω)

(·) (·)v

a b a b

(+)t =

(Σω?) (Σω)

(+)

a b

(+)

a b

(+)

a b

(+)

a b

(+)

a b

(+)

a b

(+)

a b

(+)

a b

(+)

a b

(+)

a b

(+)

a b

(+)

a b

(+)

a b

(+)

a b

(+)

a b

(+)

a b

(+)

a b

(+)

a b

w = word(t)

Figure 1 A term τ = (·)
[
(×ω?)

[
(·)[a[ ], b[ ]

]
, (×ω)

[
(·)[a[ ], b[ ]

]]
, the tree t = tree(τ), and the word

w = word(t). Additionally, for v being the left (·) node of τ , the condensation Cv of w from the
canonical tree decomposition Ξ0 is marked by dashed intervals, its pieces are sub-words ab produced
by the (×ω?) sub-term.

I Remark 7. Given: a finitary word w = word(τ) (represented as a term τ); a finite ◦-algebra
S (represented explicitly by tables of its operations) and a homomorphism h : A◦ → S

(represented by the values h(s) ∈ S for a ∈ A); one can effectively compute the value
h(w) ∈ S. In particular, for every regular language L ⊆ A◦ (given either by a homomorphism
to a finite ◦-algebra or by an MSO sentence and using [2, Theorem 27]), the membership
problem word(τ) ∈ L with input τ is decidable.

Tree decompositions

Fix a term τ and consider a word w ∈ A◦. In this section we define a concept of a tree
decomposition with shape τ of w. Intuitively, such a tree decomposition (if it exists) provides
a way of aligning w with leafs(tree(τ)), i.e. encodes an isomorphism between w and word(τ).

This construction follows some ideas from [2, Section 5], using the concept of condensations.
A condensation1 C on a word w is an equivalence relation on a non-empty subset of Dom(w)
(which is denoted Dom(C)) such that every equivalence class of C is a convex set, i.e. if
x < y < z, x and z belong to Dom(C), and (x, z) ∈ C then y also belongs to Dom(C) and
(x, y), (y, z) ∈ C. An equivalence class K of C is called a piece of C.

A tree decomposition with shape τ is a family Ξ = (Cv)v∈nodes(τ) of condensations on w
indexed by the nodes of τ , that additionally satisfies the following conditions. First, if v is
a node of τ that is not a leaf and (vi)i∈I are the children of v (in fact I equals {0} or {0, 1})
then

Dom(Cv) =
⊔
i∈I

Dom(Cvi); (2)

the union taken above must be disjoint; and for each i ∈ I each piece of Cvi
must be contained

in a single piece of Cv. Moreover, the following inductive conditions must hold.
1. If v ∈ nodes(τ) is the root of τ then Dom(Cv) = Dom(w) and Cv has a single piece

consisting of the whole domain Dom(w), i.e. Cv = Dom(w)2 is the full relation.
2. If v ∈ nodes(τ) is a binary node labelled by (·) with two children v0 ≤lex v1 then for every

piece K of Cv we have that:

1 For technical reasons we consider condensations with arbitrary domains – possibly different than the
whole domain of a given word.
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for each i ∈ {0, 1}, there is a single piece Ki of Cvi that is contained in K,
and K0 < K1 with K0 tK1 = K.

3. If v ∈ nodes(τ) is a unary node labelled by (×ω) with a single child v0 then for every
piece K of Cv we have that:

the set of pieces of Cv0 that are contained in K is of the form {Kn | n ∈ N}, with
K0 < K1 < K2 < . . . and

⊔
n∈NKn = K.

4. If v ∈ nodes(τ) is a unary node labelled by (×ω?) with a single child v0 then for every
piece K of Cv we have that:

the set of pieces of Cv0 that are contained in K is of the form {K−n | n ∈ N \ {0}},
with
· · · < K−3 < K−2 < K−1 and

⊔
n∈N\{0}K−n = K.

5. If v ∈ nodes(τ) is a leaf of τ labelled by a ∈ A then every piece of Cv must be
a singleton {x} such that w(x) = a.

Our aim now is the following proposition.

I Proposition 8. Fix a term τ and a word w ∈ A◦. There exists a bijection Ξ 7→ ι(Ξ)
between tree decompositions Ξ with shape τ of w and isomorphisms ι(Ξ) : w → word(τ).

Before moving to its proof, we argue that tree decompositions with shape τ of a word w
can be represented in MSO over w.

Representing tree decompositions in MSO

We begin by providing a representation in MSO over a word w of condensations C. First, if
X ⊆ D is any set, then it induces a symmetric relation x ∼X y on positions x, y ∈ D, such
that for x ≤ y we have x ∼X y if [x, y] ⊆ D and either [x, y] ⊆ X or [x, y] ∩X = ∅. It is
easy to check that for each set X, the above relation is a condensation, see [2, Lemma 34].
Now, a condensation C can be represented as a pair of sets (D,X) such that D = Dom(C);
X ⊆ D; and x, y ∈ D are in the same piece of C if and only if x ∼X y.

I Lemma 9 ([2, Lemma 34]). Every condensation C admits a representation (D,X) as
above. Each pair (D,X) with X ⊆ D 6= ∅ represents some condensation.

Notice that two pairs (D,X) and (D′, X ′) represent the same condensation if and only if

D = D′ and for every pair x, y ∈ D we have x ∼X y ⇔ x ∼X′ y, (3)

which provides an MSO definition of equality of condensations based on their representations.

I Proposition 10. Take a term τ . There exists an MSO formula ψTD(τ)
(
(Dv, Xv)v∈nodes(τ)

)
that holds over a word w and sets

(
Dv, Xv

)
v∈nodes(τ) if and only if for every v ∈ nodes(τ)

the pair (Dv, Xv) represents a condensation Cv and these condensations (Cv)v∈nodes(τ) form
a tree decomposition with shape τ of w.

The construction of this formula mostly follows literally the requirements above. Item 3
(and symmetrically Item 4) is expressed by guessing a set Y containing one element from
each piece Kn and requiring that Y is of order type ω.

A condensation C of a word w is formally a subset of Dom(w)2. This means that if
ι : Dom(w) → Dom(w′) is an isomorphism between two words, then ι(C) def= {(ι(x), ι(y)) |
(x, y) ∈ C} is a condensation of w′. Moreover, if (D,X) represents C then (ι(D), ι(X))
represents ι(C). Therefore, Remark 2 and Proposition 10 imply the following corollary.
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I Corollary 11. If ι : Dom(w) → Dom(w′) is an isomorphism and Ξ = (Cv)v∈nodes(τ) is
a tree decomposition with shape τ of w then

(
ι(Cv)

)
v∈nodes(τ) is a tree decomposition with

shape τ of w′.

From tree decompositions to isomorphisms

We will now show how to define an isomorphism ι(Ξ) based on a tree decomposition Ξ.

I Lemma 12. Let Ξ = (Cv)v∈nodes(τ) be a tree decomposition with shape τ of a word w.
Consider a node v ∈ nodes(τ) of τ that indicates a sub-term τ ′. Let K be a piece of Cv.
Then there exists an isomorphism ι(Ξ)v,K between w�K and word(τ ′).

This lemma is proved by induction. For v being a leaf of tree(τ) each piece of Cv is
a singleton, so the isomorphism is obvious. For other v one constructs ι(Ξ)v,K by merging
the isomorphisms ι(Ξ)v′,K′ for v′ being the children of v in tree(τ). By ι(Ξ) we denote the
above isomorphism for the root ε of τ , i.e. ι(Ξ) def= ι(Ξ)ε,Dom(w).

I Lemma 13. If Ξ = (Cv)v∈nodes(τ) and Ξ′ = (C ′v)v∈nodes(τ) are two distinct tree decompos-
itions of a word w, both with shape τ , then the isomorphisms ι(Ξ) and ι(Ξ′) are distinct.

This proof is a simple analysis of the definition of ι(Ξ).

From isomorphisms to tree decompositions

Now we provide the opposite transformation: from an isomorphism to a tree decomposition.

I Lemma 14. There exists a canonical tree decomposition Ξ0 with shape τ of the word
word(τ). Moreover, ι(Ξ0) = idDom(w).

This tree decomposition is defined as follows. Take v ∈ nodes(τ) and recall that each
node of tree(τ) is obtained from a unique node of τ , in the sense of the definition on page 7.
For a pair of leaves x, y of tree(τ) we let (x, y) ∈ Cv if u′ � x and u′ � y for some
u′ ∈ nodes(tree(τ)) that is obtained from v. It is easy to check that there is at most one such
u′ as above and Cv defined that way is in fact an equivalence relation and ι(Ξ0) = idDom(w).

I Lemma 15. Fix a term τ and let ι0 be an isomorphism between a word w ∈ A◦ and
word(τ). Then there exists a tree decomposition Ξ with shape τ of w such that ι(Ξ) = ι0.

Proof. Let Ξ0 = (Cv)v∈nodes(τ) be the canonical tree decomposition of word(τ). Define
Ξ =

(
ι−1
0 (Cv)

)
v∈nodes(τ). By Corollary 11 we know that Ξ is a tree decomposition of w. We

claim that ι(Ξ) = ι0. By the construction in Lemma 12, we know that ι(Ξ) = ι0 ◦ ι(Ξ0) and
the latter equals idDom(word(τ)). Thus, ι(Ξ) = ι0. J

This concludes the proof of Proposition 8: the function Ξ 7→ ι(Ξ) is an injection by
Lemma 13 and it is a surjection by Lemma 15.

I Proposition 16. Item iii) of Theorem 5 is decidable for a finitary domain D given by
a term τ over the singleton alphabet {�}.

Proof. Assume that a term τ is given. Compute the MSO formula ψTD(τ)(Cv)v∈nodes(τ)
from Proposition 10. Let ϕ express that there exists a unique tuple (Cv)v∈nodes(τ) satisfying
ψTD(τ)(Cv)v∈nodes(τ) – we represent condensations Cv using pairs (Dv, Xv) as in Lemma 9
and use (3) to test them for equality. Apply Remark 7 to test if D def= word(τ) satisfies ϕ.
Proposition 8 implies that it is the case if and only if Item iii) of Theorem 5 holds. J

I Corollary 17. If a domain D is finitary then the language of all words w such that Dom(w)
is isomorphic to D is regular.
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5 Uniformisations based on tree decompositions

In this section we show how to use a fixed tree decomposition Ξ of a given finitary domain D
to uniformise every regular relation over D. By Proposition 8, Item iii) of Theorem 5 implies
the existence of a unique such tree decomposition Ξ, which implies Item ii) of Theorem 5.

Fix a finitary domain D = word(τ) for a term τ over the alphabet {�}. Let Ξ =
(Cv)v∈nodes(τ) be a fixed tree decomposition of D, represented in MSO by (Dv, Xv)v∈nodes(τ).
Consider a regular synchronised relation R ⊆ A◦ × B◦ that is identified with a regular
language LR ⊆ (A×B)◦. Our aim is to construct, using Ξ, a regular uniformisation of R
over D.

Let h : (A × B)◦ → S recognising the language LR with LR = h−1(H). Apply the
construction from [2, Lemma 29] to compute the powerset ◦-algebra P(S) with the powerset
homomorphism P(h) : A◦ → P(S), defined on the letters a ∈ A by P(h)(a) =

{
h
((

a
b

))
| b ∈

B
}
. The construction of P(S) is designed in such a way that for every word w ∈ A◦ we have

P(h)(w) =
{
h
((

w
σ

))
| σ ∈ BDom(w)} and u ∈ ΠA◦(R)⇐⇒ P(h)(u) ∩H 6= ∅. (4)

Notice that if σ, σ′ ∈ BD are two words such that for every position v ∈ D we have
h
((w(v)

σ(v)
))

= h
(( w(v)

σ′(v)
))

then (w, σ) ∈ R⇔ (w, σ′) ∈ R. Thus, to uniformise R it is enough
to choose, given a word w ∈ A◦, for each position v ∈ D a type sv ∈ S in such a way that
sv ∈ P(h)(w(v)) and π

(
(sv)v∈D

)
∈ H. This is summarised in the following lemma.

I Lemma 18. If for every s ∈ S there exists a regular uniformisation over D of the following
relation denoted Rs{

(w, σ) ∈ P(S)◦ × S◦ | π(σ) = s ∧Dom(w) = Dom(σ) ∧ ∀v ∈ Dom(w). σ(v) ∈ w(v)
}

then R also admits a regular uniformisation over D.

When the ◦-algebra S is minimal in a certain sense and one restricts in P(S) to the range
of P(h) then the reciprocal of the above lemma is also true but we do not use this fact here.

From now on we work with the relations Rs’s. First notice that these relations are regular
themselves: the requirement that π(σ) = s falls into the definition of a regular language,
while the condition that ∀v ∈ Dom(w). σ(v) ∈ w(v) is essentially an MSO sentence.

The existence of the fixed tree condensation Ξ of the domain D provides an automorphism
between D and leafs(tree(τ)). Therefore, up to Ξ, we can treat w as a word over leafs(tree(τ)).
Also, by (4) it is enough to construct a regular uniformisation of Rs for each s ∈ S separately.
We will now sketch an inductive construction of a uniformisation of Rs over D based on
the structure of tree(τ) using the concept of evaluation trees. Later we will argue, that this
construction can be performed in MSO over w based purely on Ξ.

I Definition 19 ([2, Definition 7]). Let h : A◦ → S be a homomorphism into a ◦-monoid, τ
be a term over the alphabet {�}, and D = word(τ). Consider a word w ∈ AD. An evaluation
tree of w is a labelling λ of the nodes of the condensation tree tree(τ) by elements of S,
defined inductively by:

λ
(
v
)

= h(w(v)), where v is a leaf of tree(τ) (indicating a subtree of the form �[ ]),
λ
(
(+)[t0, t1]

)
= π

(
λ(t0)λ(t1)

)
= λ(t0) · λ(t1),

λ
(
(Σω)[(ti)i∈ω]

)
= π

(
λ(t0)λ(t1) . . .

)
,

λ
(
(Σω?)[(ti)i∈ω∗ ]

)
= π

(
. . . λ(t−3)λ(t−2)λ(t−1)

)
.

Equivalently, one can say that λ(v) is given by h(w(v)) in the leaves of tree(τ) and if v is
not a leaf and has children (vi)i∈I then λ(v) = π

(
λ(vi)i∈I

)
.
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Notice that although D is finitary, w ∈ AD might not be finitary – this explains why we
need to use the operation π instead of (.)ω and (.)ω? . The above definition guarantees the
following invariant for a node v of tree(τ) and X = {u ∈ leafs(tree(τ)) | v � u}

λ(v) = h
(
w�X

)
. (5)

In particular, λ(ε) = h(w) and each word has a unique evaluation tree.

Uniformisation

Consider any element s ∈ S and apply Theorem 4 to obtain regular uniformisations of Rs over
the domains {0, 1}, ω, and ω?. Denote these uniformisations F2,s, Fω,s, and Fω?,s. We will
use these uniformisations to choose types in the nodes of tree(τ), producing a uniformisation
Fs0 of Rs0 over D.

Recall that D = leafs(tree(τ)) and let w ∈ P(S)D and σ ∈ SD. Let λ be the unique eval-
uation tree of

(
w
σ

)
in the ◦-semigroup P(S)× S with respect to the identity homomorphism.

Let (w, σ) ∈ Fs0 if the following conditions hold. First, for every v ∈ D we must have
σ(v) ∈ w(v). Second, for v = ε (i.e. the root of tree(τ)) we must have λ(v) = (T, s) with
s = s0. Finally, consider any node v ∈ nodes(tree(τ)) that is not a leaf, let λ(v) = (T, s), and
assume that (vi)i∈I are the children of v in tree(τ). Let

(
w′

σ′

)
=
(
λ(vi)

)
i∈I be the word over

P(S)× S obtained by taking the λ-values of the children of v. Then we must have that if v
is labelled by (+) (resp. (×ω) or (×ω?)), then (w′, σ′) belongs to F2,s (resp. Fω,s or Fω?,s).

I Lemma 20. For every s0 ∈ S the relation Fs0 is a uniformisation over D of Rs0 .

A proof of this lemma is based on induction over tree(τ) and repetitive usage of the fact
that the relations F2,s, Fω,s, and Fω?,s are uniformised.

I Lemma 21. For each s ∈ S the relation Fs is regular with parameter Ξ: there exists
an MSO-formula ψFs

(
(Dv, Xv)v∈nodes(τ)

)
over the alphabet P(S)×S which holds over a given

word
(
w
σ

)
with parameters (Dv, Xv)v∈nodes(τ) if and only if (Dv, Xv)v∈nodes(τ) represents

a tree decomposition Ξ with shape τ of w and (w, σ) ∈ Fs where the relation Fs is defined as
above based on Ξ.

The construction is based on the fact that the tree decomposition Ξ provides a way to
MSO-encode the structure of tree(τ) over the given word w. This makes the definition of Fs
definable in MSO over (w, σ).

This concludes the proof of the implication iii)⇒ ii) of Theorem 5: if there is a unique
automorphism of w then there is a unique tree decomposition Ξ0 of w that can be fixed in
MSO using the formula ψTD(τ) from Proposition 10.

6 Conclusions

The main result of this work shows that in the case of countable domains, the only obstacle
for regular uniformisations are non-trivial automorphisms. This provides a very clean picture:
given a domain D, either all regular relations over D have regular uniformisations, or already
the simple relation of choice over D has no regular uniformisation because the domain D
admits shifts (non-trivial automorphisms).

The techniques involved in the proof of this result are based mainly on the tools developed
in [2] to study the algebraic structure of regular languages of countable words. However, one
needs to carefully merge tools coming from logic and algebra to actually construct regular
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uniformisations under the assumption of lack of shifts. This is achieved by showing that in
the considered setup, one can encode evaluation trees from [2] within MSO. That approach
differs from the one taken in [2] when moving from algebra to logic, because there the shape
of the domain of the word is unknown.

A possible next step on our way of understanding uniformisability is to generalise the
present result with that of [4]: given a particular relation R over countable words, decide if
R admits a regular uniformisation. To achieve that, one should understand how to merge
the techniques of [4] that analyse the case of words over Z; with the above results clarifying
the situation under the assumption of “no interval of the form I × Z”.
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Abstract
In this paper we study two classical cut problems, namely Multicut and Multiway Cut on chordal
graphs and split graphs. In the Multicut problem, the input is a graph G, a collection of ` vertex
pairs (si, ti), i ∈ [`], and a positive integer k and the goal is to decide if there exists a vertex subset
S ⊆ V (G) \ {si, ti : i ∈ [`]} of size at most k such that for every vertex pair (si, ti), si and ti are in
two different connected components of G− S. In Unrestricted Multicut, the solution S can
possibly pick the vertices in the vertex pairs {(si, ti) : i ∈ [`]}. An important special case of the
Multicut problem is the Multiway Cut problem, where instead of vertex pairs, we are given a set
T of terminal vertices, and the goal is to separate every pair of distinct vertices in T × T . The fixed
parameter tractability (FPT) of these problems was a long-standing open problem and has been
resolved fairly recently. Multicut and Multiway Cut now admit algorithms with running times
2O(k3)nO(1) and 2knO(1), respectively. However, the kernelization complexity of both these problems
is not fully resolved: while Multicut cannot admit a polynomial kernel under reasonable complexity
assumptions, it is a well known open problem to construct a polynomial kernel for Multiway Cut.
Towards designing faster FPT algorithms and polynomial kernels for the above mentioned problems,
we study them on chordal and split graphs. In particular we obtain the following results.
1. Multicut on chordal graphs admits a polynomial kernel with O(k3`7) vertices. Multiway Cut

on chordal graphs admits a polynomial kernel with O(k13) vertices.
2. Multicut on chordal graphs can be solved in time min{O(2k · (k3 + `) · (n + m)), 2O(` log k) · (n +

m) + `(n + m)}. Hence Multicut on chordal graphs parameterized by the number of terminals
is in XP.

3. Multicut on split graphs can be solved in time min{O(1.2738k +kn+`(n+m),O(2` ·`·(n+m))}.
Unrestricted Multicut on split graphs can be solved in time O(4` · ` · (n + m)).

2012 ACM Subject Classification Theory of computation → Parameterized complexity and exact
algorithms

Keywords and phrases chordal graphs, multicut, multiway cut, FPT, kernel

Digital Object Identifier 10.4230/LIPIcs.MFCS.2020.70

Related Version A full version of the paper is available at https://kam.mff.cuni.cz/~ashutosh/
Papers/Conference/Multicut_Chordal.pdf.

© Pranabendu Misra, Fahad Panolan, Ashutosh Rai, Saket Saurabh, and Roohani Sharma;
licensed under Creative Commons License CC-BY

45th International Symposium on Mathematical Foundations of Computer Science (MFCS 2020).
Editors: Javier Esparza and Daniel Král’; Article No. 70; pp. 70:1–70:14

Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

mailto:pmisra@mpi-inf.mpg.de
mailto:fahad@iith.ac.in
https://orcid.org/0000-0003-2429-750X
mailto:ashutosh@kam.mff.cuni.cz
mailto:saket@imsc.res.in
mailto:roohani@imsc.res.in
https://doi.org/10.4230/LIPIcs.MFCS.2020.70
https://kam.mff.cuni.cz/~ashutosh/Papers/Conference/Multicut_Chordal.pdf
https://kam.mff.cuni.cz/~ashutosh/Papers/Conference/Multicut_Chordal.pdf
https://creativecommons.org/licenses/by/3.0/
https://www.dagstuhl.de/lipics/
https://www.dagstuhl.de


70:2 Quick Separation in Chordal and Split Graphs

Funding Ashutosh Rai: Supported by Center for Foundations of Modern Computer Science (Charles
University projectUNCE/SCI/004).
Saket Saurabh: European Research Council (ERC) under the European Union’s Horizon 2020 research

 
 
 
 
 
 
 
 
 and innovation programme (grant no. 819416), and Swarnajayanti Fellowship grant DST/SJF/MSA-

01/2017-18.

1 Introduction

Graph cuts and flows are a central topic in computer science and combinatorial optimization.
A fundamental problem in this setting is Multicut, where the input is a graph G and a
collection of ` terminal vertex pairs (si, ti), i ∈ [`], and the goal is to output a minimum
sized vertex subset S ⊆ V (G) \ {si, ti : i ∈ [`]} such that for every vertex pair (si, ti), si
and ti are in two different connected components of G− S. Another variant of the problem
where a solution can possibly contain vertices from terminal pairs is called Unrestricted
Multicut. Note that Unrestricted Multicut can be easily reduced to Multicut by
adding a new terminal of degree one for each existing terminal and making it adjacent to the
existing terminal. An important special case of Multicut is Multiway Cut, where we are
given a set T of terminal vertices, and the goal is to separate every pair of distinct vertices
in T × T . One can similarly define Unrestricted Multiway Cut, where the solution can
possibly pick terminal vertices. When |T | = 2 this is the famous Min (s, t)-Cut problem
which admits a classical polynomial time algorithm. However, Multiway Cut becomes
NP-hard even for a set of three terminals [7].

These problems appear in a number of applications, and they have been intensively
studied over the past few decades, and several algorithmic tools and hardness results on them
have been obtained in the field of approximation algorithms. These problems have played an
important role in the development of the field of parameterized complexity. The first FPT
algorithm for Multiway Cut parameterized by solution size k was given by Marx [17], who
introduced the notion of important separators. This notion has since become an important
algorithmic tool in the design of parameterized algorithms. Then, an algorithm of running
time 4knO(1) was designed by Chen, Liu, and Lu [3], and later this was improved to 2knO(1)

by Cygan et al. [5]. In fact, the algorithm of Cygan et al. [5] also gives a 4k−LPnO(1) time
algorithm for Multiway Cut, where LP is the optimal value of the LP relaxation of the
natural ILP formulation for the problem. Marx and Razgon [18] and Bousquet et.al [1]
independently proved that Multicut is FPT when parameterized by the solution size k. In
particular, the algorithm of Marx and Razgon [18] developed the technique of randomized
sampling of important separators which results in the best known algorithm for Multicut
with running time 2O(k3)nO(1).

These problems are very well studied from the perspective of kernelization as well. For
Unrestricted Multiway Cut, a randomized polynomial kernel with O(k3) vertices
was obtained by Kratsch and Wahlström using the technique of representative families on
gammoids [16]. They also designed a randomized kernel for Multiway Cut and Multicut
with O(k`+1) and O(kd

√
2`e+1) vertices, respectively.1 Obtaining a polynomial kernel for

Multiway Cut when the parameter is k alone remains a long standing open problem in
the field of kernelization. This is also posed as an open problem in the recent book on
kernelization [10]. However, for Multicut, it is known that if there exists a polynomial

1 This work is an extension of their work of randomized polynomial kernel for Odd Cycle Transversal
which was awarded the EATCS-IPEC Nerode Prize 2018.
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kernel with parameter k, then co-NP ⊆ NP/poly and the polynomial hierarchy collapses
to the third level [4]. This effectively rules out a polynomial kernel for this problem when
parameterized by k alone, while a polynomial kernel when parameterized by both k and ` is
not ruled out for general graphs.

Obtaining an algorithm faster than 2O(k3)nO(1) time for Multicut is an outstanding open
problem, and one way forward towards this is to understand the complexity of Multicut on
special classes of graphs. Let us recall some results obtained in this direction. Calinescu et al.
proved that Multicut is NP-hard even on bounded degree trees, whereas Unrestricted
Multicut can be solved in polynomial time [6]. They also showed that even Unrestricted
Multicut becomes NP-complete on bounded degree graphs of tree-width two. On the other
hand, Guo et al. proved that Unrestricted Multicut is NP-complete on interval graphs,
while Multicut is polynomial time solvable on interval graphs [13]. Papadopoulos proved
that Multicut is polynomial time solvable on permutation graphs and co-bipartite graphs,
but NP-complete on split graphs (which is subclass of chordal graphs) [19]. For planar graphs,
Dahlhaus et al. showed that Multiway Cut can be solved in time nO(`) [7]. This running
time is improved to 2O(`)nO(

√
`) and a matching lower bound under ETH is provided by

Klein and Marx [15]. Note that this is not true in general graphs, as Multiway Cut is
NP-hard even when ` = 3. Very recently, a polynomial kernel for Multiway Cut on planar
graphs parameterized by k is obtained by Jansen et al. [14].

In this paper, we study Multicut, Unrestricted Multicut, and Multiway Cut on
chordal graphs and split graphs, and obtain new fast FPT algorithms and polynomial kernels
for them. These problems are formally defined as follows.

Multicut (MC)
Input: A graph G = (V, E), a set of pairs of vertices T =

{(si, ti) | i ∈ [`]} and an integer k.
Parameter: k, `

Question: Does there exist S ⊆ V (G) \ ∪i∈`{si, ti} such that |S| ≤ k

and there is no path from si to ti for all i ∈ [`] in G− S?

Unrestricted Multicut (UMC)
Input: A graph G = (V, E), a set of pairs of vertices T =

{(si, ti) | i ∈ [`]} and an integer k.
Parameter: k, `

Question: Does there exist S ⊆ V (G) such that |S| ≤ k and there is
no path from si to ti for all i ∈ [`] in G− S?

Multiway Cut (MWC)
Input: A graph G = (V, E), T ⊆ V (G) and an integer k.
Parameter: k

Question: Does there exist S ⊆ V (G) \ T such that |S| ≤ k and there
is no path from ti to tj for all ti, tj ∈ T , i 6= j, in G− S?

Our results and methods

Chordal graphs are a well studied subclass of perfect graphs that contains several other
graph classes such as split graphs, interval graphs, threshold graphs and block graphs. They
are characterized by the property that every cycle of length 4 or more has a chord in it.
Alternatively, they are the class of intersection graphs of a collection of sub-trees of a tree;
and graphs that have a forest-decomposition where every bag induces a clique.

MFCS 2020
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Our first result is a polynomial kernel for Multicut on chordal graphs when parameterized
by k and `. This is obtained by a sequence of reduction rules that are based on the structure
of the clique-forest of the input chordal graph. First, we get rid of non-terminal simplicial
vertices, which helps us bound the number of leaves and higher degree nodes in the clique-
forest of G. One key step here is to ensure that each terminal vertex occurs in exactly one
bag of the clique-forest decomposition. Then a marking procedure marks a bounded number
of vertices in high degree bags, and deletes unmarked vertices to bound the size of high degree
bags. After this, we only need to bound the lengths of degree 2 paths in the clique-forest and
the number of vertices occurring in them. For bounding the first, we look at the end nodes of
the degree 2 path which are either a bag containing a terminal or a high degree node in the
forest, and since their sizes are bounded, it helps us mark bounded number of “interesting”
degree 2 nodes on the path. Then we apply a reduction rule which deletes the “uninteresting”
bags from the path while preserving the size of the min-cut between the interesting nodes.
Finally we do a similar marking procedure for vertices in the bags of the degree 2, as we did
for high degree nodes. Then, deleting unmarked vertices gives us a polynomial kernel for
MC parameterized by k and `.

I Theorem 1. MC admits a kernel with O(k3`7) vertices on chordal graphs.

We extend this result to a polynomial kernel for MWC on chordal graphs, parameterized
by k alone. One of the key reduction rules here, first described by [5], shows that the number
of terminals in T can be reduced to 2k. Then, combined with a tighter analysis of our
previous kernelization result, we prove the following.

I Theorem 2. MWC admits a kernel with O(k13) vertices on chordal graphs.

Next we present FPT algorithms for these problems on chordal graphs. These algorithms
are based on two crucial ingredients. The first ingredient is a fact that there is a unique
important ({v}, X)-separator in a chordal graph G of a fixed size k, for any v ∈ V (G) and
X ⊂ V (G) \ {v} such that X induces a clique in G. This result uses the fact that minimal
separators in a chordal graph are cliques and a lemma from [18] that bounds the number
of important separators inducing cliques. Our second ingredient is the design of a Pushing
Lemma for MC on chordal graphs based on the clique-forest decomposition of the chordal
graph. These two ingredients are combined with the structure of the graph, to yield fast
FPT algorithms for MC on chordal graphs parameterized by k or k + `. This is formalized
in the theorems below.

I Theorem 3. MC on chordal graphs can be solved in O(2k · (k3 + `) · (n+m)) time.

I Theorem 4. MC on chordal graphs can be solved in 2O(` log k) · (n+m) + `(n+m) time.

Finally, we turn to MC on split graphs. Split graphs are a subclass of chordal graphs,
where the vertex set can be partitioned into an independent set and a clique. It is known
that the problem remains NP-hard on split graphs [19]. We design fast FPT algorithms
for it parameterized by k or `. We also consider UMC on split graphs and design an FPT
algorithm for it parameterized by `. Let us note that, while UMC can be easily reduced
to MC, the reduction does not produce a split graph. Hence, we need a slightly different
algorithm for it.

I Theorem 5. MC on split graphs can be solved in O(1.2738k + kn+ `(n+m)) time.

I Theorem 6. MC on split graphs can be solved in O(2` · ` · (n+m)) time.

I Theorem 7. UMC on split graphs can be solved in O(4` · ` · (n+m)) time.
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2 Preliminaries

We use [n] to denote the set of first n positive integers {1, 2, 3, . . . n}. For a graph G, we
denote the set of vertices of the graph by V (G) and the set of edges of the graph by E(G).
We denote |V (G)| and |E(G)| by n and m respectively, where the graph is clear from context.
We abbreviate an edge {u, v} as uv sometimes. For a set S ⊆ V (G), the subgraph of G
induced by S is denoted by G[S] and it is defined as the subgraph of G with vertex set S
and edge set {{u, v} ∈ E(G) : u, v ∈ S} and the subgraph obtained after deleting S (and
the edges incident to the vertices in S) is denoted by G − S. For v ∈ V (G), we will use
G− v to denote G− {v} for ease of notation. All vertices adjacent to a vertex v are called
neighbours of v and the set of all such vertices is called the open neighbourhood of v, denoted
by NG(v). For a set of vertices S ⊆ V (G), we define NG(S) = (∪v∈SN(v)) \ S. We define
the closed neighbourhood of a vertex v in the graph G to be NG[v] := NG(v) ∪ {v} and
closed neighbourhood of a set of vertices S ⊆ V (G) to be NG[S] := NG(S)∪ S. We drop the
subscript G when the graph is clear from the context. We say a vertex v is simplicial in G if
N(v) forms a clique in G.

Let P be a path in the graph G on at least three vertices. We say that {u, v} ∈ E(G)
is a chord of P if u, v ∈ V (P ) but {u, v} /∈ E(P ). Similarly, for a cycle C on at least four
vertices, {u, v} ∈ E(G) is a chord of C if u, v ∈ V (C) but {u, v} /∈ E(C). A path P or cycle
C is chordless if it has no chords. The length of a path or a cycle is the number of vertices
in it. We also use P and C to denote the set of vertices or edges of the path P or cycle C
respectively, when it is clear from the context.

A set S ⊆ V (G) \ {u, v} is called a (u, v)-separator for u, v ∈ V (G), if there is no path
from u to v in G− S. For X,Y ⊆ V (G), an (X,Y )-separator in G is a set S ⊆ V (G) such
that there is no path from x to y in G−S for all x ∈ X, y ∈ Y . A set S ⊆ V (G) is a minimal
separator of a graph G, if there exist u, v ∈ V (G) such that S is an inclusion-wise minimal
(u, v)-separator.

I Definition 8. A forest-decomposition of a graph G is a pair (F, β), where F is a forest and
β : V (F )→ 2V (G) such that (i) ∪x∈V (F )β(x) = V (G), (ii) for every edge uv ∈ E(G) there
exists x ∈ V (F ) such that {u, v} ⊆ β(x), and (iii) for every vertex v ∈ V (G) the subgraph of
F induced by the set β−1(v) := {x | v ∈ β(x)} is connected.

For x ∈ V (F ), we call β(x) the bag of x, and for the sake of clarity of presentation, we
sometimes use x and β(x) interchangeably. We refer to the vertices in V (F ) as nodes. A
tree-decomposition is a forest-decomposition where F is a tree. For two adjacent nodes x1
and x2, β(x1) ∩ β(x2) is called adhesion of x1 and x2. For a path P = x1x2 . . . xp−1xp in F ,
the set of adhesions on the path P refers to the set {β(xi) ∩ β(xi+1) : i ∈ [p− 1]}. We will
state a simple property of adhesions which we will use repeatedly.

I Lemma 9 (folklore). Let (F, β) be a forest-decomposition of G, and let P = x0x1x2 . . . xp
be a path in F such that u ∈ β(x0), v ∈ β(xp) and {u, v}∩β(xi) = ∅ for all i ∈ {1, . . . , p−1}.
Then for all Ai := β(xi−1) ∩ β(xi), there is no path from u to v in G−Ai.

Chordal Graphs: A graph G is called chordal if it does not contain any chordless cycle
of length at least four. It is well known that the set of chordal graphs is closed under the
operation of taking induced subgraphs and contracting edges [12]. A clique-forest of G is
a forest-decomposition of G where every bag is a maximal clique. We further insist that
every bag of the clique-forest is distinct. The following lemma shows that the class of chordal
graphs is exactly the class of graphs that have a clique-forest.

MFCS 2020



70:6 Quick Separation in Chordal and Split Graphs

I Lemma 10 ( [12]). A graph G is a chordal graph if and only if G has a clique-forest.

It is also known that if G is chordal, then its clique-forest can be computed in O(m+ n)
time [11]. Observe that since every bag is a maximal clique, not only the bags are distinct
in the clique-forest (F, β) of G, but also for any x, y ∈ V (F ), we have that none of β(x)
and β(y) is a subset of the other, i.e., β(x) * β(y) and β(y) * β(x). Also, given a forest
F and a surjective function β : V (F ) → S where S ⊆ 2V , such that it satisfies property
3 of Definition 8, we can associate a graph G with V (G) = ∪S∈SS and E(G) defined by
uv ∈ E(G) if and only if there exists x ∈ V (F ) such that {u, v} ⊆ β(x). It is easy to see that
in this case the graph G is chordal and that the bags of (F, β) correspond to the maximal
cliques of G and we say that G is the chordal graph associated with the clique-forest (F, β).

We need another property of clique-forests of chordal graphs, which says that deleting
some adhesion is necessary to disconnect vertices that do not occur in the same bag.

I Lemma 11 (?2). Let (F, β) be the clique-forest of a chordal graph G, and let P =
x0x1x2 . . . xp be a path in F such that u ∈ β(x0), v ∈ β(xp) and {u, v} ∩ β(xi) = ∅ for all
i ∈ {1, . . . , p− 1}. Let Ai = β(xi) ∩ β(xi−1) be the adhesions on P for i ∈ [p]. Then for any
(u, v)-separator S in G, there exists i ∈ [p] such that Ai ⊆ S.

3 A Polynomial Kernel for Multicut on Chordal graphs

In this section we will show that Multicut (MC) admits a polynomial kernel on chordal
graphs parameterized by the solution size and the number of terminal pairs, that is, we will
prove Theorem 1. Throughout this section, we will assume that the input graph G in an
MC instance (G,T, k) is chordal, unless otherwise stated. We will use T ∗ to denote the set
of all terminals, i.e., T ∗ :=

⋃
i∈`{si, ti}. We also associate a measure τ with the instance

(G,T, k), where τ := |T ∗|. We present a series of reduction rules, which will be applied in
order, assuming that while applying a reduction rule, none of the previous reduction rules
apply to the current instance.

I Reduction Rule 1. Let (G,T, k) be an instance of MC. If there exist (si, ti) ∈ T such that
siti ∈ E(G), say No. Let Si := N(si) ∩N(ti) for all i ∈ [`] and let S := ∪i∈[`]Si. Output
(G− S, T, k − |S|).

The correctness of the reduction rule follows from the fact that any solution must delete
Si for all i ∈ [`]. Now we present a rule which deletes simplicial vertices from the graph
which are not terminals.

I Reduction Rule 2. Let (G,T, k) be an instance of MC. If there exists v ∈ V (G) \ T ∗ such
that v is a simplicial vertex in G, delete v.

I Lemma 12 (?). Reduction Rule 2 is correct.

Now we can show that each leaf bag in the clique-forest of G must contain a terminal.

I Lemma 13 (?). Let (G,T, k) be an instance of MC after applying Reduction Rule 2, and
let (F, β) be a clique-forest of G. Then for each leaf node x ∈ V (F ), β(x) ∩ T ∗ 6= ∅.

2 Proofs of the results marked with (?) and full proofs of most of the theorems in Section 1 have been
omitted due to space constraints. We give proof ideas for all the theorems in Section 1. Detailed proofs
for all the results can be found in the appended full version of the paper.
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Now we apply another reduction rule to make sure that all the terminals are part of
exactly one bag in the clique-forest of G.

I Reduction Rule 3. Let (G,T, k) be an instance of MC. Let G′ be obtained from G by making
k + 1 copies of each t ∈ T ∗, deleting t, and introducing a new terminal vertex t′ to G′ which
forms a clique with the copies of t. More formally, V (G′) = (V (G) \ T ∗)

⋃
(∪t∈T∗Ct)

⋃
T ′∗,

where Ct = {v1
t , . . . , v

k+1
t }, T ′∗ = ∪t∈T∗{t′}, V (G) ∩ (T ′∗ ∪ (∪t∈T∗Ct)) = ∅, NG′ [vjt ] =

NG(t) ∪ Ct ∪ {t′}, and NG′(t′) = Ct for all t ∈ T ′∗ and j ∈ [k + 1]. Then (G′, T ′, k) is the
new instance, where T ′ = ∪(si,ti)∈T {(s′i, t′i)}.

I Lemma 14 (?). Reduction Rule 3 is correct.

Observe that if reduction rules 1 and 2 do not apply before the application of Reduction
Rule 3, then they do not apply after the application of Reduction Rule 3 as well. This
happens because we do not add any simplicial vertices, and also do not introduce any edge
between terminal pairs or vertex in the common neighbourhood of terminal pairs.

I Lemma 15 (?). Let (G,T, k) be an instance of MC obtained after applying Reduction Rule 3.
For each t ∈ T ∗, t belongs to exactly one bag of the clique-forest of G, and |N(t)| = k + 1.

I Lemma 16 (?). Let (G,T, k) be an instance obtained after applying Reduction Rule 3 and
let (F, β) be the clique forest of G. Let V (F ) = F1 ∪ F2 ∪ F≥3, where F1 is the set of leaves
of F , F2 is the set of nodes of F with degree exactly 2 and F≥3 is the set of nodes of degree
at least 3. Let FT be the set of nodes that contain terminals. Then F1 ⊆ FT ; |FT |, |F≥3| ≤ τ ;
and |

⋃
x∈FT

β(x)| ≤ (k + 2)τ .

So far, we have bounded |F1|, |F≥3|, and |FT |. We have also bounded the number of
vertices appearing in the bags that contain terminals (which includes leaf bags). Next we
will bound the number of vertices appearing in the bags in F≥3. For that, we first define
some notions.

We have established that after applying the aforementioned reduction rules, every terminal
appears in exactly one bag of the clique-forest (F, β) of G. This enables us to define the
notion of clique-paths between terminals. For (si, ti) ∈ T , let xsi and xti be the unique and
distinct nodes in V (F ) that contain si and ti respectively. Now, we look at the unique path
between xsi and xti in F and call it ΠG(si, ti). We will drop the subscript G if the graph is
clear from the context.

Now, for each pair (si, ti) ∈ T such that Π(si, ti) is non-empty, for each bag β(x) for
x ∈ Π(si, ti) of degree at least 3 that does not contain a terminal, we want to mark at most
2k + 2 vertices in β(x). Let Π(si, ti) := x1x2 . . . xd be a nonempty path where xsi = x1 and
xti = xd. Let xp ∈ Π(si, ti), p ∈ {2, . . . , d− 1} be an internal node of Π(si, ti) with degree
at least 3 that does not contain a terminal. We define two orderings ≤(si,ti) and ≤(ti,si)
on vertices of β(xp) as follows. For u, v ∈ β(xp), u ≤(si,ti) v if and only if, for all q ≥ p,
p, q ∈ [d], if u ∈ β(xq) then v ∈ β(xq). Similarly, for defining ≤(ti,si), we say that u ≤(ti,si) v

if and only if, for all q ≤ p, p, q ∈ [d], if u ∈ β(xq) then v ∈ β(xq). In other words, the
ordering represents how far along Π(si, ti) the vertices of β(xp) go, ranking the ones that go
the farthest on either side as the largest.

Now we describe the marking procedure. For each bag x ∈ F≥3 \ FT , for each (si, ti) ∈ T
for which x is an internal vertex of Π(si, ti), we mark k + 1 vertices which are largest in the
ordering ≤(si,ti) and call the set Mx(si, ti). We also mark k + 1 vertices which are largest
in the ordering ≤(ti,si) and call that set Mx(ti, si). Let the set of all marked vertices inside

MFCS 2020



70:8 Quick Separation in Chordal and Split Graphs

a bag β(x), such that x ∈ F≥3 \ FT be M(x) :=
⋃

(si,ti)∈T (Mx(si, ti) ∪Mx(ti, si)) and let
M :=

(
∪x∈F≥3\FT

M(x)
)
∪
(
∪t∈T∗ β(xt)

)
.

Now we give the next reduction rule which will help us bound the size of bags in F≥3.

I Reduction Rule 4. Let (G,T, k) be an instance of MC where G is chordal graph and let
(F, β) be the clique-forest of G. If there exists a node x ∈ F≥3 \ FT such that β(x) \M is
nonempty, then delete an arbitrary vertex v ∈ β(x) \M from G.

I Lemma 17 (?). Reduction Rule 4 is correct.

The key idea behind the proof of this lemma is that, given any path between si and ti,
we can replace the deleted unmarked vertex by a pair of marked vertices to obtain another
path that is present in the reduced graph.

I Lemma 18 (?). Let (G,T, k) be an instance of MC after applying Reduction Rule 4
exhaustively, and let (F, β) be the clique-forest of G. Let F≥3 be set of nodes of F with degree
at least 3. Then, |β(x)| = O(k`τ) for all x ∈ F≥3 and |

⋃
x∈F≥3

β(x)| = O(k`τ2).

Now we have bounded the number of vertices in the graph which are part of any bags
in F1, F≥3, and FT . What remains to be bounded is the number of degree 2 nodes and the
number of vertices of G that appears in the bags corresponding to the degree 2 nodes. For
that, first we will bound the length of a path which consists of only degree 2 nodes. To that
end, we first describe a marking procedure, that marks a bounded number of degree 2 nodes.

Let Q := x1x2 . . . xq be a path in F such that x1, xq ∈ F≥3 ∪ FT and xi /∈ F≥3 ∪ FT for
all i ∈ {2, 3, . . . , q − 1}. That is, Q is a path in F with all internal nodes having degree 2
and not containing any terminal, while the first and the last nodes either have degree at
least 3 or they contain a terminal. Now, we mark some nodes in Q as D(Q) ⊆ V (Q). For
that, let B1 := β(x1) and let Bq = β(xq). Suppose xi and xi+1, i ∈ [q − 1] are such that
B1 ∩ (β(xi) \ β(xi+1)) 6= ∅. In such a case, we add xi and xi+1 to D(Q). Similarly, if xj and
xj−1, j ∈ {2, 3, . . . , q} are such that Bq ∩ (β(xj) \ β(xj−1)) 6= ∅, then we add xj and xj−1
to D(Q). Observe that for any pair of marked nodes xi and xi+1 (or xj and xj−1), we can
find a vertex vi ∈ x1 (or vj ∈ xq), such that the nodes xi and xi+1 (or xj and xj−1) differ
on vi (or on vj). No other two consecutive nodes of Q differ on vi or vj due to property (iii)
of Definition 8. This shows that for every vertex in β(x1) ∪ β(xq), at most two nodes are
marked by the procedure.

I Observation 1. Let Q := x1x2 . . . xq be a path in F such that x1, xq ∈ F≥3 ∪ FT and xi /∈
F≥3∪FT for all i ∈ {2, 3, . . . , q−1}. Let B1 := β(x1) and Bq := β(xq). Let Q′ := y1y2 . . . yr
be a subpath of Q such that y1, yr ∈ D(Q) but yi /∈ D(Q) for all i ∈ {2, 3, . . . , r − 1}. Then
B1 ∩ β(y1) = B1 ∩ β(y2) = . . . = B1 ∩ β(yr) and Bq ∩ β(y1) = Bq ∩ β(y2) = . . . = Bq ∩ β(yr).

We next state a lemma, which shows that it is necessary and sufficient to pick one adhesion
in the solution for every terminal pair, and that any minimal solution can be looked at as a
collection of adhesions of the clique-forest, at most one of which comes from any degree 2
path in the clique-forest.

I Lemma 19 (?). Let S be a minimal solution to an instance (G,T, k) of MC and let (F, β)
be the clique-forest of G. Then, there exists Si ⊆ S for all (si, ti) ∈ T , such that
1. Si is an adhesion on Π(si, ti),
2. S =

⋃
(si,ti)∈T Si, and

3. if Q := x1x2 . . . xq is a path in F such that xz /∈ F≥3 ∪ FT for all z ∈ {2, 3, . . . , q − 1},
then at most one adhesion from the path Q is picked as Si for some pair(s) (si, ti) ∈ T .
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Observe that the adhesions picked by Lemma 19 for a minimal solution for different
pairs might not be distinct or disjoint. Now we are ready to give the reduction rule which
decreases the number of degree 2 nodes.

I Reduction Rule 5. Let (G,T, k) be an instance of MC and (F, β) be the clique-forest of
G. Let Q := x1x2 . . . xq be a path in F such that x1, xq ∈ F≥3 ∪ FT and xγ /∈ F≥3 ∪ FT for
all γ ∈ {2, 3, . . . , q − 1}. Let Q′ := y1, . . . yr be a subpath of Q of length at least 3 such that
y1, yr ∈ D(Q) but yα /∈ D(Q) for all α ∈ {2, 3, . . . , r − 1}. Let W = ∪x∈Q′β(x). Consider
an auxiliary graph G∗ with vertex set W ∪ {s, t} where s and t are new vertices such that
NG∗(s) = β(y1), NG∗(t) = β(yr) and G∗[W ] = G[W ]. Let the size of a minimum vertex cut
between s and t in G∗ be c. Let z := c− |β(y1) ∩ β(yr)| and let U = {u1, . . . , uz} be a set of
new vertices such that U ∩ V (G) = ∅. To get a new clique-forest (F ′, β′), delete yα for each
α ∈ {2, 3, . . . , q − 1}, make y1 and yr adjacent in F ′ while preserving all other adjacencies
of F , and put β′(y1) = β(y1) ∪ U , β′(yr) = β(yr) ∪ U and β′(x) = β(x) for all x /∈ V (Q′).
Let G′ be the chordal graph corresponding to (F ′, β′). Output (G′, T, k).

I Lemma 20 (?). Reduction Rule 5 is well defined. That is, z ≥ 0, F ′ is a forest, and
(F ′, β′) satisfies property (iii) of Definition 8.

Now we prove a lemma that relates the adhesions of the input and output instances of
the reduction rule, and then prove the correctness of the reduction rule.

I Lemma 21 (?). Let (G′, T, k) be obtained by applying Reduction Rule 5 on (G,T, k). Let
A∗ := β′(y1)∩β′(yr), and let A be set of adhesions on the path Q′. Let (si, ti) ∈ T . Then for
any adhesion A = β(z1) ∩ β(z2) on ΠG(si, ti) such that A /∈ A, A = β′(z1) ∩ β′(z2) is also
an adhesion on ΠG′(si, ti). Similarly, for any adhesion A′ = β′(z1) ∩ β′(z2) on ΠG′(si, ti)
such that A′ 6= A∗, A′ = β(z1) ∩ β(z2) is also an adhesion on ΠG(si, ti).

I Lemma 22 (?). Reduction Rule 5 is correct.

I Lemma 23 (?). Let (G,T, k) be an instance obtained after exhaustively applying Reduction
Rule 5 and (F, β) be the clique-forest of G. Then |V (F )| = O(k`τ2).

Now, we are ready to give the final reduction rule which would bound the size of the
graph. For that, we make use of the marking procedure defined for Reduction Rule 4 once
again. Let F2 = V (F ) \ (F≥3 ∪ FT ) where (F, β) is the clique-forest of G.

For each pair (si, ti) ∈ T such that Π(si, ti) is non-empty, for each bag x ∈ F2 that is an
internal node of Π(si, ti), we would mark at most 2k + 2 vertices in β(x). Let Π(si, ti) :=
x1x2 . . . xd be a nonempty path where xsi

= x1 and xti = xd. Let xp ∈ Π(si, ti), p ∈
{2, 3, d − 1} be an internal node of Π(si, ti) such that xp ∈ F2. We define two orderings
≤(si,ti) and ≤(ti,si) on β(x) for all x ∈ F2 as before. That is, for u, v ∈ β(x), u ≤(si,ti) v if
and only if, for all q ≥ p, p, q ∈ [d], if u ∈ β(xq) then v ∈ β(xq). Similarly, for ≤(ti,si), we
say that u ≤(ti,si) v if and only if, for all q ≤ p, p, q ∈ [d], if u ∈ β(xq) then v ∈ β(xq). We
then mark k + 1 vertices which are highest in each of these orderings exactly as before and
call them Zx(si, ti) and Zx(ti, si) respectively. Let Z(x) :=

⋃
(si,ti)∈T (Zx(si, ti) ∪ Zx(ti, si))

and let Z :=
(
∪x∈F2 Z(x)

)
∪
(
∪x∈FT∪F≥3 β(x)

)
.

I Reduction Rule 6. Let (G,T, k) be an instance of MC and let (F, β) be the clique-forest
of G. If there exists a node x ∈ F2 such that β(x) \ Z is nonempty, then delete an arbitrary
vertex v ∈ β(x) \ Z from G.

The proof of correctness of Reduction Rule 6 is exactly the same as proof of Lemma 17.
Now we are ready to prove the final lemma that bounds the size of the instance.

MFCS 2020



70:10 Quick Separation in Chordal and Split Graphs

I Lemma 24. Let (G,T, k) be an instance of MC after exhaustive application of Reduction
Rule 6. Then |V (G)| = O(k3`3τ4).

Proof. Let (F, β) be the clique-forest of G. We already know due to Lemmas 16, 18, and
23 that |V (F )| = O(k`τ2) and |β(x)| = O(k`τ) for all x ∈ FT ∪ F≥3. We also know that
|F2| = O(k`τ2). So if we can show |β(x)| = O(k2`2τ2) for all x ∈ F2, this would prove
the lemma. For that, we want to show that |Z| = O(k2`2τ2). This would mean that
|β(x)| = O(k2`2τ2) for all x ∈ F2, as otherwise Reduction Rule 6 would apply.

Now, for a bag β(x) such that x ∈ F2, we want to give a bound for Zx. We mark at most
2k + 2 vertices for each pair of terminals (si, ti) ∈ T . That gives us |Zx| ≤ (2k + 2)`. Now,
combining that with |F2| = O(k`τ2), we get that | ∪x∈F2 Z(x)| = O(k2`2τ2). We already
know that | ∪x∈FT∪F≥3 β(x)| = O(k`τ2), so this gives us |Z| = O(k2`2τ2) as desired. J

The proof of Theorem 1 follows from Lemma 24, since the reduction rules can be applied
in polynomial time, and we know that τ ≤ 2`.

4 Kernel for Multiway Cut on Chordal Graphs

In this section we will give a polynomial kernel for Multiway Cut (MWC) on chordal graphs
parameterized by k alone, that is, we will prove Theorem 2. The following preprocessing
decreases the number of terminals to a linear function of the solution size.

I Lemma 25 ( [5]). Given an instance (G′, T ′, k′) of Multiway Cut, in polynomial time
we can arrive at an equivalent instance (G,T, k) such that T ⊆ T ′, k ≤ k′, |T | ≤ 2k and G
is obtained from G′ by performing one of the following two operations iteratively.
1. Taking an induced subgraph, and
2. contracting an edge.

I Reduction Rule 7. Apply Lemma 25 to get an instance (G,T, k) such that |T | ≤ 2k.

The correctness follows from Lemma 25 and the fact that chordal graphs are closed under
taking induced subgraphs and contracting edges.

Now, for proving Theorem 2, we first apply Reduction Rule 7 and then reduce the MWC
instance obtained to an MC instance. Then we kernelize the MC instance and get a size
bound using Lemma 24. Finally, we reduce the kernelized MC instance back to a MWC
instance. We can do that safely because the kernelization procedure for MC preserves
one-to-one correspondence of terminals with respect to the initial instance.

5 FPT algorithms for Multicut on Chordal Graphs

In this section, we design FPT algorithms for Multicut (MC) on chordal graphs. In
particular, we prove Theorems 3 and 4. The most crucial ingredient for the proofs in this
section is the fact that in any graph (not necessarily chordal), amongst all the important
({v},W )-separators that induce a clique, where W ⊂ V (G) and v ∈ V (G) \W , there is
at most one important separator of a fixed size k [18]. Below we state a classical result
concerning chordal graphs that we use to design our algorithms.

I Proposition 26 ( [9]). Every minimal separator in a chordal graph is a clique.

I Corollary 27 (?). Let G be a chordal graph, and let X ⊆ V (G) such that G[X] is a clique.
Then every minimal ({v}, X)-separator in G is a clique.
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Let G be a graph and X,Y ⊆ V (G). Let S ⊆ V (G) be an (X,Y )-separator in G and let
R denote the set of vertices reachable from X \ S in G− S (if X (resp. Y ) is a singleton set
then S ∩X = ∅ (resp. S ∩ Y = ∅)). Then S is called an important (X,Y )-separator if it is
inclusion-wise minimal and there is no (X,Y )-separator S′ such that |S′| ≤ |S| and R ⊂ R′,
where R′ is the set of vertices reachable from X in G− S′.

I Lemma 28 ( [18], Lemma 3.16). For any graph G (not necessarily chordal), W ⊂ V (G),
and v ∈ V (G) \W , there is at most one important ({v},W )-separator of size exactly k
inducing a clique.

While the lemma in [18] is stated as there are at most k important ({v},W )-separators of
size at most k that induce a clique, the proof follows by proving the statement in Lemma 28.

I Lemma 29. For a positive integer k, a chordal graph G, v ∈ V (G), and X ⊆ V (G) such
that G[X] is a clique, there is at most one ({v}, X)-important separator of size k in G.

The proof of Lemma 29 follows from Corollary 27 and Lemma 28.

I Proposition 30 ( [3, 17]). Given a graph G and X,Y ⊆ V (G) and a positive integer k,
the set Sk of all important (X,Y )-separators of G of size at most k can be computed in time
O(|Sk| · k2 · (n+m)).

We now step towards stating and proving our pushing lemma that, together with
Lemma 29, leads to the design of a branching algorithm for MC on chordal graphs. Let
(G,T, k) be an instance of MC where G is a chordal graph. Consider the clique forest, say
(F, β), of G, defined in Lemma 10. Without loss of generality, let G be a connected graph.
Thus, it will be safe to assume that F is a tree. Root the tree F at an arbitrary node. Also,
we will assume (G,T, k) to be reduced with respect to Reduction Rules 1 and 3 for the rest of
this section. Note that Reduction Rule 1 can be applied in O(` · (n+m)) time and Reduction
Rule 3 can be applied in O(k · (n+m)) time. Also both these rules are applied only once in
the course of the algorithms. Thus the application of these rules exhaustively contribute a
factor of O((k + `)(n+m)) to the running times of our algorithms. From Lemma 15, for
each (si, ti) ∈ T , si and ti belong to exactly one bag of the clique-forest (F, β). We denote
the unique bag of F containing si (resp. ti), as xsi

(resp. xti). Let xlcai denote the bag which
is the unique least common ancestor of xsi and xti in the rooted tree F .

B Claim 31. Let (G,T, k) be an instance of MC where G is a chordal graph. Let S be any
solution to the instance (G,T, k). Let (F, β) be a rooted clique-forest of G. For each pair
(si, ti) ∈ T , every (si, ti)-separator contains an adhesion on the unique xsi

to xti path in F .

The proof of the above claim follows from Lemma 11.

I Lemma 32 (?, Pushing Lemma for MC on Chordal Graphs). Let (G,T, k) be an instance
of MC where G is a connected chordal graph, and let (F, β) be a rooted clique tree of G as
defined above. Let y denote the root bag of F . Let (sp, tp) ∈ T be such that xlcap is deepest
in the rooted tree F , that is, xlcap is such that distF (y, xlcap ) = max{distF (y, xlcai ) : i ∈ [`]},
where distF (y, xlcai ) denote the distance between y and xlcai in F . Then there is a solution
to (G,T, k) that contains either an important ({sp}, β(xlcap ))-separator or an important
({tp}, β(xlcap ))-separator of size at most k.

Observe that none of important ({sp}, β(xlcap ))-separator and important ({tp}, β(xlcap ))-
separator can contain a terminal, as these are minimal separators in G and each of the
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terminals occur in only one bag due to Reduction Rule 3, and hence do not belong to any
adhesions in G, which are also minimal separators of G.

The algorithms of Theorem 3 and 4 are based on a branching algorithm that branches on
important separators described in Lemma 32.

Description of the algorithm for MC on chordal graphs (Algorithm 1): Let (G,T, k)
be an instance of MC where G is a connected chordal graph. Let (F, β) be a rooted
tree-decomposition of G. Let Is (resp. It) be the collection of all important ({sp}, β(xlcap ))-
separator (resp. ({tp}, β(xlcap ))-separator) of size at most k. The algorithm branches on the
sets in Is∪It. That is, it reduces the instance (G,T, k) to the set of instances (G−I, T ′, k−|I|),
where I ∈ Is ∪ It and T ′ denotes the set of pairs of terminals with are connected in G− I.

Proof of Theorem 3. The correctness of Algorithm 1 follows from Lemma 32. To prove
the theorem, we show that it runs in O(2k · (k3 + `) · (n+m)) time. Let T (k) denote the
number of leaves in the branching tree rooted at an instance where the budget parameter
is k. Since, from Lemma 29, there is a unique important ({sp}, β(xlcap ))-separator (and
({tp}, β(xlcap ))-separator) of a fixed size, from the description of the algorithm we get the
following recurrence: T (k) ≤ 2

∑
i∈[k] T (k − i), T (1) = 1. Using induction one can show

that T (k) ≤ 2k+1. Thus, the number of nodes in the branching tree are at most 2 · 2k+1.
Also the time spent at each node is equal to the time taken by Reduction Rules 1 and 3,
which is O((k + `)(n +m)), plus time taken by the algorithm of Proposition 30, which is
O(k3 · (n+m)) because Sk in the proposition has size at most k from Lemma 29. The desired
running time thus follows. J

We give the following reduction rule, which helps in proving Theorem 4.

I Reduction Rule 8. Let (G,T, k) be an instance of MC. If there exists (si, ti) ∈ T such that
there is no path from si to ti in G, then delete (si, ti) from T , that is, the reduced instance is
(G,T \ {(si, ti)}, k).

The correctness of Reduction Rule 8 is easy to see and it can be applied in O(`(n+m))
time. Theorem 4 is obtained by applying Reduction Rule 8 after each branching step of the
algorithm, hence decreasing the size of the terminal set, and solving a recurrence reflecting
this. That is, T (k, `) ≤

∑
i∈[2k] T (k, `− 1), T (k, 0) = 1, which solves to T (k, `) ≤ (2k)`.

6 FPT algorithms for Multicut on Split Graphs

In this section, we design FPT algorithms for Multicut on split graphs. In particular, we
prove Theorems 5, 6, and 7. Recall that a graph G is a split graph if and only if V (G) can
be partitioned into two parts: C and I, such that the set G[C] is a clique and G[I] is an
independent set. It is known that given a split graph G, such a partition can be obtained
in time O(n+m) [8]. Henceforth, we assume that such a partition of the input split graph
is given to us. In what follows, we denote an instance of Multicut or Unrestricted
Multicut on split graphs by (G = (C, I), T, k). Note that split graphs are also chordal
graphs, hence the reduction rules designed for chordal graphs can also be applied on split
graphs. We assume that the input instance (G = (C, I), T, k) is reduced with respect to
Reduction Rule 1 and Reduction Rule 8. Note that the exhaustive application of these
reduction rules contribute O(` · (n+m)) to the running time of our algorithms.

I Lemma 33 (?). Let (G = (C, I), T, k) be an instance of MC which is reduced with respect
to Reduction Rule 1 and 8. Then, for each (si, ti) ∈ T , si, ti ∈ I.
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I Lemma 34 (?). If (G,T, k) is an instance of MC on split graphs that is reduced with
respect to Reduction Rules 1 and 8, then for each (si, ti) ∈ T , the length of any shortest path
from si to ti in G is 4. Also, the internal vertices of this shortest path belong to C.

Let (G = (C, I), T, k) be an instance of MC where G is a split graph. For each (si, ti) ∈ T ,
we associate a set of pairs of the vertices in C as follows. For each i ∈ [`], we now define
Pi ⊆ C × C. A pair (u, v) ∈ C × C, u 6= v, belongs to Pi, if siuvti is a path in G.

I Lemma 35 (?). Let (G = (C, I), T, k) be an instance of MC on split graphs. For each
(si, ti) ∈ T , let Pi be as defined above. Then S is a multicut for the instance (G,T, k) if and
only if S contains a vertex from each of the pairs in Pi, for each i ∈ [`].

The proof of Theorem 5 follows by Lemma 35 and reducing the MC instance to a Vertex
Cover instance using Lemma 35 and then solving it using the algorithm in [2].

I Lemma 36 (?). Let (G = (C, I), T, k) be an instance of MC that is reduced with respect
to Reduction Rules 1 and 8. Let S be a multicut for (G = (C, I), T, k). For any (si, ti) ∈ T ,
either N(si) ⊆ S or N(ti) ⊆ S.

Proof of Theorem 6. We design a branching algorithm for MC on split graphs. Let (G =
(C, I), T, k) be an instance of MC that is reduced with respect to Reduction Rules 1 and 8.
Pick a pair (si, ti) ∈ T . From Lemma 36, we know at least one of the following definitely
hold: either N(si) belongs to the solution or N(ti) belongs to the solution. Thus, we branch
on the following two instances: (G−N(si), T1 = T − si, k − |N(si)|) and (G−N(ti), T2 =
T − ti, k − |N(ti)|), where T − si (similarly T − ti) denote the set of terminal pairs in T

that do not contain si (or ti). Since the deletion of the neighbours of si (resp. ti) isolates si
(resp. ti) in the resulting graph, the correctness of the algorithm follows from Lemma 36.
Also, |T1|, |T2| < `, as (si, ti) ∈ T but, (si, ti) 6∈ T1 and (si, ti) 6∈ T2.

Since we stop when T = ∅, the depth of the branching tree of this branching algorithm
is at most `. Since at each time, we branch in two branches, the number of leaves in this
branching tree is at most 2`. Also, the time taken at each node (which is equal to checking
if T is empty and if it is not empty, then computing the two instances to recurse on) is
O(n+m), and the reduction rules can be applied in O(` · (n+m)) time, we get an algorithm
with running time O(2` · ` · (n+m)). J

The algorithm of Theorem 7 is similar to the algorithm of Theorem 6, except in this case
we also branch on the possibilities of including si or ti in the solution.

References
1 Nicolas Bousquet, Jean Daligault, and Stéphan Thomassé. Multicut is FPT. SIAM J. Comput.,

47(1):166–207, 2018.
2 Jianer Chen, Iyad A Kanj, and Ge Xia. Improved upper bounds for vertex cover. Theoretical

Computer Science, 411(40-42):3736–3756, 2010.
3 Jianer Chen, Yang Liu, and Songjian Lu. An improved parameterized algorithm for the

minimum node multiway cut problem. Algorithmica, 55(1):1–13, 2009.
4 Marek Cygan, Stefan Kratsch, Marcin Pilipczuk, Michał Pilipczuk, and Magnus Wahlström.

Clique cover and graph separation: New incompressibility results. TOCT, 6(2):6:1–6:19, 2014.
5 Marek Cygan, Marcin Pilipczuk, Michał Pilipczuk, and Jakub Onufry Wojtaszczyk. On

multiway cut parameterized above lower bounds. TOCT, 5(1):3:1–3:11, 2013.
6 Gruia Călinescu, Cristina G. Fernandes, and Bruce Reed. Multicuts in unweighted graphs and

digraphs with bounded degree and bounded tree-width. Journal of Algorithms, 48(2):333–359,
2003.

MFCS 2020



70:14 Quick Separation in Chordal and Split Graphs

7 E. Dahlhaus, D. Johnson, C. Papadimitriou, P. Seymour, and M. Yannakakis. The complexity
of multiterminal cuts. SIAM Journal on Computing, 23(4):864–894, 1994.

8 Elias Dahlhaus. Parallel algorithms for hierarchical clustering and applications to split
decomposition and parity graph recognition. J. Algorithms, 36(2):205–240, 2000.

9 Reinhard Diestel. Graph theory. 2005. Grad. Texts in Math, 101, 2005.
10 Fedor V. Fomin, Daniel Lokshtanov, Saket Saurabh, and Meirav Zehavi. Kernelization: Theory

of Parameterized Preprocessing. Cambridge University Press, 2019.
11 Philippe Galinier, Michel Habib, and Christophe Paul. Chordal graphs and their clique graphs.

In Manfred Nagl, editor, Graph-Theoretic Concepts in Computer Science, 21st International
Workshop, WG ’95, Aachen, Germany, June 20-22, 1995, Proceedings, volume 1017 of Lecture
Notes in Computer Science, pages 358–371. Springer, 1995.

12 M. C. Golumbic. Algorithmic Graph Theory and Perfect Graphs. Academic Press, New York,
1980.

13 Jiong Guo, Falk Hüffner, Erhan Kenar, Rolf Niedermeier, and Johannes Uhlmann. Complexity
and exact algorithms for vertex multicut in interval and bounded treewidth graphs. European
Journal of Operational Research, 186(2):542–553, 2008.

14 Bart M. P. Jansen, Marcin Pilipczuk, and Erik Jan van Leeuwen. A Deterministic Polynomial
Kernel for Odd Cycle Transversal and Vertex Multiway Cut in Planar Graphs. In Rolf
Niedermeier and Christophe Paul, editors, 36th International Symposium on Theoretical
Aspects of Computer Science (STACS 2019), volume 126 of Leibniz International Proceedings
in Informatics (LIPIcs), pages 39:1–39:18, Dagstuhl, Germany, 2019. Schloss Dagstuhl–Leibniz-
Zentrum fuer Informatik.

15 Philip N. Klein and Dániel Marx. Solving planar k -terminal cut in o(nc
√

k) time. In Automata,
Languages, and Programming - 39th International Colloquium, ICALP 2012, Warwick, UK,
July 9-13, 2012, Proceedings, Part I, volume 7391 of Lecture Notes in Computer Science, pages
569–580. Springer, 2012.

16 Stefan Kratsch and Magnus Wahlström. Representative sets and irrelevant vertices: New tools
for kernelization. In 53rd Annual IEEE Symposium on Foundations of Computer Science,
FOCS 2012, New Brunswick, NJ, USA, October 20-23, 2012, pages 450–459. IEEE Computer
Society, 2012.

17 Dániel Marx. Parameterized graph separation problems. Theor. Comput. Sci., 351(3):394–406,
2006.

18 Dániel Marx and Igor Razgon. Fixed-parameter tractability of multicut parameterized by the
size of the cutset. SIAM J. Comput., 43(2):355–388, 2014.

19 Charis Papadopoulos. Restricted vertex multicut on permutation graphs. Discrete Applied
Mathematics, 160(12):1791–1797, 2012.



A Timecop’s Work Is Harder Than You Think
Nils Morawietz
Fachbereich Mathematik und Informatik, Philipps-Universität Marburg, Germany
morawietz@informatik.uni-marburg.de

Carolin Rehs
Institute of Computer Science, Heinrich Heine Universität, Düsseldorf, Germany
carolin.rehs@hhu.de

Mathias Weller
CNRS, LIGM, Université Gustave Eiffel, Marne-la-Vallée, France
mathias.weller@u-pem.fr

Abstract
We consider the (parameterized) complexity of a cop and robber game on periodic, temporal graphs
and a problem on periodic sequences to which these games relate intimately. In particular, we show
that it is NP-hard to decide (a) whether there is some common index at which all given periodic,
binary sequences are 0, and (b) whether a single cop can catch a single robber on an edge-periodic
temporal graph. We further present results for various parameterizations of both problems and show
that hardness not only applies in general, but also for highly limited instances. As one main result
we show that even if the graph has a size-2 vertex cover and is acyclic in each time step, the cop
and robber game on periodic, temporal graphs is NP-hard and W[1]-hard when parameterized by
the size of the underlying input graph.

2012 ACM Subject Classification Theory of computation → Parameterized complexity and exact
algorithms; Theory of computation → Dynamic graph algorithms

Keywords and phrases edge-periodic temporal graphs, cops and robbers, tally-intersection, congru-
ence satisfyability

Digital Object Identifier 10.4230/LIPIcs.MFCS.2020.71

Acknowledgements We thank our anonymous reviewers for their various helpful suggestions, in
particular the connection to Tally-DFAs.

1 Introduction

A cops and robbers game in graph theory is a pursuit-evasion game with two teams of
players, the cops and the robbers, moving from vertex to vertex along the edges of a
graph. The cops try to move onto the vertices where the robbers are positioned, thereby
“catching” them, while the robbers try to evade such capture. Cops and robbers games
with varying rules have been popular in graph theory as, on the one hand, they model a
range of applications of pursuit-evasion games (see, for example [9]), on the other hand,
they relate to useful graph parameters, such as path-width and tree-width [7, 27], directed
path-width [4], directed tree-width [21], DAG-width [5] or Kelly-width [19] (for surveys,
see Amiri et al. [3], Fomin and Thiliko [16] and Nisse [23], who considers the problem of
“cleaning” a graph with mobile agents which is equivalent to a cops and robber game in
which the robbers location is unknown to the cops). The special case of one robber trying to
evade one cop has been fully characterized and is shown to be solvable in polynomial time by
Nowakowski and Winkler [25] in the 80s using the concept of “dismantlable” graphs (see also
[8]). With the recent rise of dynamic graphs (“temporal graphs”), the cop and robber game
regains traction. In particular, the one-cop one-robber version was recently reconsidered on
“edge-periodic temporal graphs” by Erlebach and Spooner [13]. Temporal graphs exist in
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so-called time-steps, in which every edge may or may not appear. To this end, each edge is
labeled with a set of integers corresponding to the time-steps this edge appears in [22]. Such
graphs have recently received increased attention in the graph-theory community due to their
versatility in modeling relations that evolve in time (see [1, 2, 12, 15]). Considering time as
infinite yields inputs of infinite size, unless we assume that the relation repeats periodically.
This is modeled by “edge-periodic” temporal graphs, where each edge additionally has a
number indicating the length of the period after which its occurrences repeat. This setting
can also be modeled by assigning each edge a sequence x ∈ {0, 1}∗, where x has a 1 at
position p if and only if the edge exists in the time-steps p, p+ |x|, p+ 2|x|, . . .

In their paper, Erlebach and Spooner [13] consider the one-cop one-robber variant on
edge-periodic temporal graphs (called Cop-Win Periodic Cop and Robber, for short
PCnR), characterizing strategies for both cops and robbers on edge-periodic cycles and
showing how to solve the one-cop one-robber variant on any edge-periodic temporal graph in
O(lcm(L)n3), where L is the set of lengths of sequences occurring in the input and n is the
number of vertices in the underlying static graph. Prominently, they leave open (and state as
explicit open question) whether deciding the winner of their cop and robber game is NP-hard.
We resolve this open question by reducing an arithmetic problem of independent interest to
PCnR. Indeed, introducing this periodic temporal concept makes the problem much harder
than one would expect from the results on static graphs [25, 8]. To introduce the arithmetic
problem from which we derive hardness of PCnR, let x[j] denote the jth symbol (starting
with 0) of a sequence x ∈ {0, 1}∗ and let us abbreviate x[j]◦ := x[j mod |x|].

Input: A finite set X ⊆ {0, 1}∗ and k ∈ N.
Question: Is there some i ∈ N such that |{x ∈ X | x[i]◦ = 0}| ≥ k?

Periodic Character Alignment (PCA)

The special case where k = |X| is called Periodic Full Character Alignment.

Input: A finite set X ⊆ {0, 1}∗.
Question: Is there some i ∈ N such that, for all x ∈ X, we have x[i]◦ = 0?

Periodic Full Character Alignment (PFA)

We assume that |x| > 1 for all x ∈ X, since otherwise the instance is either a trivial
no-instance (for PFA) or the sequences of length one can be removed. Likewise, we can
assume for PFA that no two sequences, in X have the same length since we can replace two
sequences x, y ∈ X of same length with the sequence resulting from the “bitwise-or” of x
and y. Moreover, we abbreviate

∑
x∈X |x| =: n.

Interestingly, PFA and PCA are closely related to the well-known Intersection problem
for deterministic finite automata over the (unary) alphabet {1} (called Tally-DFAs, see [18]
for a survey). Being deterministic and over a unary alphabet, each state of a Tally-DFA
can only transition into at most one other state. Thus, any q-state Tally-DFA A can be
represented as a rooted, directed graph GA with q vertices of out-degree one, some of which
are marked as accepting states. Thus, A consists of a path plus one arc from the last vertex of
the path to some other vertex of the path. Then, a word of length more than q is accepted by
A if and only if it consists of a prefix 1q followed by any number of repetitions of 1cA (where
cA is the number of vertices spanned by the last arc) followed by a suffix 1sA (depending
on which states on the path are accepting). Now, the Tally-Intersection problem asks
whether some word is accepted by each of t given Tally-DFAs Ai, that is,

⋂
i L(Ai) 6= ∅.

Clearly, Periodic Full Character Alignment is a special case of Tally-Intersection
and they coincide if cAi = qi (that is, GAi is a cycle) for all i. We can achieve that cAi = qi
for all i by simulating each automaton for qmax := maxi qi steps, checking whether the
automata accept a common word of length at most qmax.
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I Corollary 1. Periodic Full Character Alignment is polynomial-time equivalent to
Tally-Intersection.

Regarding previous work, Fernau and Krebs [14] show that Tally-Intersection for k au-
tomata, each with at most q states, cannot be solved in 2o(min{k

√
log q,√q})nO(1) time (unless

the Exponential Time Hypothesis fails), but can be solved in qknO(1) and 2.9qnO(1) time.
The main relevance of PFA and PCA for this study are their strong relation to edge-

periodic temporal graphs: PCA is equivalent to the question whether there is a time-step
in which a given edge-periodic temporal graph misses at least k edges and consequently
PFA is equivalent to asking whether there is a time-step in which the graph is edgeless.
We show that PFA is NP-complete (implying that PCA is) and reduce it to PCnR on
temporal graphs that are acyclic in all time steps. Note that due to 1, the NP-hardness of
Periodic Full Character Alignment is already clear but we present a new reduction
from Multi-Colored Clique to Periodic Full Character Alignment (and, thus,
to Tally-Intersection) which gives new insights into the parameterized complexity of
both problems. We further prove that this hardness holds for the modification of PCnR
where the robber moves first. We initiate the study of the parameterized complexity of
PCA, PFA, and PCnR, proving positive and negative results for various parameterizations.
The parameterized landscape for these problems seems surprisingly desolate, with W[1]-
hardness for most of the (single) parameters, culminating in the W[1]-hardness of PCnR
when parameterized by the size of the underlying input graph even for extremely restricted
instances. A corollary that may be of independent interest is that Multi-Colored Clique
is W[1] hard when parameterized by the size k of the sought clique, even if the induced
subgraph between any pair of distinct color classes is the union of vertex-disjoint bicliques.

Due to lack of space, some proofs are deferred to an appendix (statements marked as
corollaries or observations do not have separate proofs).

2 Preliminaries

For a, b ∈ N, we abbreviate {a, a+ 1, a+ 2, . . . , b− 1, b} =: [a, b]. We assume the reader to
be familiar with parameterized complexity basics (see [11, 10]) and we refer to [28] for an
overview of graph parameters considered in this work.

2.1 Sequences and Temporal Graphs

Let w ∈ {0, 1}∗ be a sequence and let j ∈ N. Then the length of w is denoted by |w| and
the jth symbol (starting with 0) of w is denoted by w[j]. For a set X of sequences, we let
L(X) := {|x| | x ∈ X} denote the set of lengths of sequences occurring in X and we let
L(X) := max(L(X)) denote the maximum length of a sequence in X. If X is clear from the
context, we may only write L and L. We often consider the infinite, periodic sequence resulting
from repeating a sequence w indefinitely. In this case, we write w[j]◦ := w[j mod |w|]. For
two periodic sequences w and q, we define w& q as the “bitwise-and” of w and q, that is,
w& q has length lcm(|w|, |q|) and (w& q)[i]◦ = w[i]◦ · q[i]◦. A run of a sequence w is a
consecutive part of w consisting only of 1s. Runs can be represented by the pair of their
first and last index in w. We let Bl1(w) denote the set of runs in the sequence w, encoded
as such pairs. For c ∈ N, we define the c-fold blow up of w as the sequence c × w with
(c × w)[i] = w[bi/cc] for all i ∈ [0, c|w| − 1]. Moreover, for a set of sequences X we denote
with c×X := {c× w | w ∈ X} the c-fold blow up of X.
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An (edge-) periodic (temporal) graph Gτ = (V,E, τ) (see also [13]) consists of a graph
G = (V,E) (called the underlying graph) and a function τ : E → {0, 1}∗ where τ maps each
edge e to a sequence τ(e) ∈ {0, 1}∗ such that e exists in a time step t ≥ 0 if and only if
τ(e)[t]◦ = 1. Every edge e exists in at least one time step, that is, for each edge e there is
some te ∈ [0, |τ(e)| − 1] with τ(e)[te] = 1.

2.2 Number Theory
We assume that the reader is familiar with the concepts of modulo arithmetic, the greatest
common divisor (gcd), the least common multiple (lcm) and the extended Euclidean algorithm.

Note that congruence modulo any integer q is an equivalence relation. In particular,
given a ≡ b (mod q) and a ≡ c (mod q), we also have b ≡ c (mod q). Further, the modulo
operation is linear, that is, for integers a, b, c ∈ Z, we have ac mod bc = c(a mod b). The
Chinese Remainder Theorem (see for example [20]) roughly states that the congruence system
x ≡ ai (mod ni) with ni ∈ N pairwise coprime and ai ∈ Z always has a solution x ∈ Z and
all solutions are congruent modulo N :=

∏
i ni. In this work, we use a slightly more general

version of the Chinese Remainder Theorem, proved as Lemma 4.

I Lemma 2. Let x, y, p0, p1, . . . ∈ Z. Then, x ≡ y (mod lcm(p0, p1, . . .)) if and only if
x ≡ y (mod pi) for all i.

Proof. (⇒) Since pi divides lcm(p0, p1, . . .) which in turn divides x − y, we know that pi
divides x− y. (⇐) x− y is clearly a common multiple of all pi, so it is divided by their least
common multiple. J

I Lemma 3. Let x, y, a, b ∈ Z. Then, ax ≡ by (mod gcd(a, b)).

Proof. Since gcd(a, b) divides a and b, it divides ax and by and thus ax− by. J

I Lemma 4. Let m ≥ 1, let a0, a1, . . . , am ∈ Z, let p0, p1, . . . , pm ∈ N. Then there is some
j ∈ N with j ≡ ai (mod pi) for all i ∈ [0,m] if and only if ai ≡ ai′ (mod gcd(pi, pi′)) for
all i, i′ ∈ [0,m], i < i′.

Proof. The proof is by induction on m starting with m = 1.
(⇐) For the induction base, let u0, u1 ∈ Z such that gcd(p0, p1) = u0p0 + u1p1 be the

Bézout coefficients [6] of p0 and p1. Let z ∈ Z such that a0 = z(u0p0 + u1p1) + a1. Then,
a0 − zu0p0 = a1 + zu1p1 =: i and a0 − zu0p0 ≡ a0 (mod p0) and a1 + zu1p1 ≡ a1 (mod p1).
For the induction step, we replace am and am−1 by some j′ with j′ ≡ am (mod pm) and
j′ ≡ am−1 (mod pm−1), which exists by induction hypothesis, and we replace pm and pm−1 by
` := lcm(pm, pm−1). Then, for all i ∈ [0,m−1], as am ≡ ai (mod gcd(pm, pi)) and am−1 ≡ ai
(mod gcd(pm−1, pi)), Lemma 2 implies j′ ≡ ai (mod lcm(gcd(pi, pm), gcd(pi, pm−1))) which,
by distributivity of gcd and lcm, implies j′ ≡ ai (mod gcd(lcm(pm, pm−1), pi)), that is,
j′ ≡ ai (mod gcd(`, pi)). Thus, we can apply the induction hypothesis, granting existence of
j ∈ N with j ≡ ai (mod pi) and j ≡ j′ (mod `). By Lemma 2, j ≡ j′ (mod pm) and j ≡ j′
(mod pm−1), implying j ≡ am (mod pm) and j ≡ am−1 (mod pm−1).

(⇒) For all i ∈ [0,m], let ui ∈ Z such that uipi + ai = j. Then, for all i, i′ ∈ [0,m], we
have ai − ai′ = (j − uipi)− (j − ui′pi′) = ui′pi′ − uipi and, since ui′pi′ − uipi is divisible by
gcd(pi, pi′) (see Lemma 3), so is ai − ai′ . J

To compute a solution for a system of congruences x ≡ ai (mod ni), assuming ai < ni for
all i, we replace pairs of congruences by one, equivalent congruence using Lemma 2. Since
this can be done using the extended Euclidean algorithm in O(logni · lognj) ⊆ O(log2 N)
time, the whole congruence system can be solved in time O(m log2 N) = O(m (

∑
i logni)2),

where m is the number of input congruences, which is polynomial in the input size,
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3 Complexity of PFA and PCA

While the NP-hardness of PFA already follows from its equivalence to Tally-Intersection
(see Corollary 1), we present here another reduction with implications on parameterized
complexity, which can then be transferred to Cop-Win Periodic Cop and Robber. As a
side note, we remark that PCA is in NP since the input sequences can easily be verified to
be 0 at a given common index.

Input: An integer k and an undirected k-partite graph G = (V1 ] V2 ] . . . ] Vk, E).
Question: Is there a clique of size k in G?

Multi-Colored Clique (MCC)

I Lemma 5. Periodic Full Character Alignment is NP-hard.

Proof. Given an instance (G = (V,E), k) of MCC with k-partition (V1, . . . , Vk) of V , we
construct an equivalent instance X of PFA in polynomial time such that |X| =

(
k
2
)
. To this

end, we compute distinct prime numbers p1, . . . , pk in polynomial time1 such that |Vi| ≤ pi
for all i ∈ [1, k]. Let Vi := {vi1, . . . , vi|Vi|}. We define a sequence wi,j ∈ {0, 1}pi·pj for
all i, j ∈ [1, k], i < j to represent all edges in the induced subgraph G[Vi ∪ Vj ]. We set for
every r ∈ [0, |wi,j | − 1],

wi,j [r] := 0 if and only if {vir mod pi
, vjr mod pj

} ∈ E. (1)

Finally, we set X := {wi,j | 1 ≤ i < j ≤ k}.

B Claim 6. Let i, j ∈ [1, k], i < j and let t ∈ N. Then, wi,j [t]◦ = 0 if and only if
{vit mod pi

, vjt mod pj
} ∈ E.

Proof. By construction of wi,j , we have |wi,j | mod pi = |wi,j | mod pj = 0 and thus (t mod
|wi,j |) mod pi = t mod pi and (t mod |wi,j |) mod pj = t mod pj . Then, by (1), wi,j [t mod
|wi,j |] = 0 ⇐⇒ {vit mod pi

, vjt mod pj
} ∈ E. C

Next, we show that (G, k) is a yes-instance of MCC if and only if X is a yes-instance of PFA.
(⇒) Assume that (G, k) is a yes-instance of MCC. Then, there is a clique S ⊆ V such

that S ∩ Vi = {viai
} for all i ∈ [1, k]. By construction, pi and pj are coprime for all i, j ∈

[1, k], i < j. Hence, the Chinese Remainder Theorem implies that the congruence system
∀i∈[1,k]t ≡ ai (mod pi) has a solution t ∈ N. We show wi,j [t]◦ = 0 for all i, j ∈ [1, k], i < j.
Since S is a clique, {viai

, vjaj
} ∈ E and therefore by Claim 6, wi,j [t]◦ = 0.

(⇐) Let X be a yes-instance of Periodic Full Character Alignment. Then, there
is an index t ∈ N with w[t]◦ = 0 for all w ∈ X. Let ai := t mod pi for all i ∈ [1, k]. We
set S := {viai

| i ∈ [1, k]}. Since wi,j [t]◦ = 0 for all i, j,∈ [1, k], i < j, Claim 6 implies
that {viai

, vjaj
} ∈ E. Hence, S is a clique of size k in G. J

Note that it is possible to “blow up” the input sequences for PCA by any factor c ∈ |X|O(1)

without changing the answer to the instance.

I Observation 7. Let c, j ∈ N, let X ⊆ {0, 1}∗ such that X = c×X ′ for some X ′, and let
x ∈ X. Then, x[j]◦ = x[c · bj/cc]◦.

1 Since, by the Prime Number Theorem, the kth prime pk is in O(k log k), these can be computed in
O(k2 log k) time.
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We show for every c ∈ |X|O(1) with c ≥ 1 that PFA (and, thus, PCA) remains NP-complete
even if X = c×X ′ for some X ′.

I Proposition 8. Let (X ′, k) be an instance of PFA and let c ∈ |X ′|O(1). Then, (X ′, k) is a
yes-instance of PFA if and only if (X, k) is a yes-instance of PFA where X = c×X ′.

Proof. Let S′ ⊆ X ′. We show that S′ is a yes-instance of PFA if and only if S = c×S′ ⊆ X
is a yes-instance of PFA.

(⇒) Let j ∈ N such that for all x′ ∈ S′ we have x′[j]◦ = 0. Then cj ∈ N and for all x ∈ S

x[cj mod |x|] = x[cj mod c|x′|] = (c× x′)[c(j mod |x′|)] = x′[j mod |x′|] = 0.

(⇐) Let j ∈ N such that, for all x ∈ S, it holds that x[j]◦ = 0. By Observation 7, we
also have x[c · bj/cc]◦ = 0. Then, bj/cc ∈ N and, for all x′ ∈ S′,

x′[bj/cc mod |x′|] = x′[bj/cc mod |x|/c]
= x[c · (bj/cc mod |x|/c)]
= x[c · bj/cc mod |x|] = x[j]◦ = 0. J

I Theorem 9. For every c ∈ |X|O(1)
, c ≥ 1, Periodic Full Character Alignment and

Periodic Character Alignment are NP-complete even if X = c×X ′ for some X ′.

3.1 Parameterized Complexity of PFA and PCA
The quest for finding a good parameterization is one of the main challenges of every pa-
rameterized analysis. However, seeing that the input consists of a set of sequences over a
size-2 alphabet, options are limited. An immediate choice might be the total number of
sequences |X| in the input, but a closer inspection of Lemma 5 reveals that Periodic Full
Character Alignment (and, thus Periodic Character Alignment) is W[1]-hard with
respect to this parameter. It is thus natural to combine |X| with other structural parameters
capturing the complexity of the input sequences. One way that the input sequences might
be “well-behaved” is that they may all be short, but combining |X| with maxL already
bounds the input size and is therefore not interesting. Motivated by the observation that
an instance of PFA is trivially yes if the lengths of sequences in X are pairwise prime, we
can parameterize by the “distance to this triviality”, by considering the maximum pairwise
GCD d of the input lengths. Indeed, we show that even PCA is tractable for the parameter
|X|+ d. Another trivial special case is that each input sequence contains at most one letter 1
or one letter 0. This can be generalized to the condition that the input sequences have a
small number of “runs” of 1s and we show that already PCA is tractable with respect to this
parameter.

A different approach would be to restrict the lengths of the sequences instead of their
number. Since, by Lemma 2, it suffices to consider solutions j ∈ N with j < lcm(L), implying
that PCA can trivially be solved in LL · nO(1) time (recall that L = maxL). It turns out,
however, that the stronger parameter |L| does not lead to fixed-parameter tractability.

3.1.1 Parameter |X|
The next corollary follows directly by the fact that Multi-Colored Clique is W[1]-hard
when parameterized by k [11, 10] and |X| =

(
k
2
)
in the construction of the proof of Lemma 5.

I Corollary 10. PFA is W[1]-hard when parameterized by |X|.
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The equivalence with Tally-Intersection (see Corollary 1) implies the following.

I Corollary 11. Determining whether k Tally-DFAs accept a common word is W[1]-hard
wrt. k.

To solve PFA, we can construct a graph whose vertices are all positions of sequences in
X and two such positions are adjacent if and only if they will eventually coincide. Then,
PFA becomes equivalent to solving Multi-Colored Clique on this particular graph. In
order to check if two positions will eventually coincide, we use Lemma 4.

Now, we formally define an |X|-partite graph GX := (V,E) with V := {(x, j) | x ∈
X ∧ x[j] = 0} and there is an edge between (x, j) and (y, `) in GX if and only if x 6= y and
j ≡ ` (mod gcd(|x|, |y|))}. For Y ⊆ X let G[Y ] denote the |Y |-partite subgraph induced
by {(x, j) | x ∈ Y ∧ 0 ≤ j < |x|}. Note that G[{x, y}] consists of at most gcd(|x|, |y|)
vertex-disjoint bicliques (one for each congruence class modulo gcd(|x|, |y|)). We prove the
correctness of our reduction to Multi-Colored Clique.

I Lemma 12. Let k ∈ N. Then, G has a size-k clique if and only if there is some j ∈ N
and some Y ⊆ X with |Y | = k and x[j]◦ = 0 for all x ∈ Y .

Proof. (⇒) Let C be a size-k clique in G. Let ai denote its vertices and let xi ∈ X denote
the sequence in X that contains ai. Then, for each edge {ai, ai′} in C, we have ai ≡ ai′

(mod gcd(|xi|, |xi′ |)) and, by Lemma 4, there is some j ∈ N with j ≡ ai (mod |xi|) for
each ai ∈ V (C). Thus, xi[j]◦ = xi[ai]◦ = 0 for all ai ∈ V (C).

(⇐) Let j ∈ N and let Y ⊆ X be a size-k set of sequences with x[j]◦ = 0 for all x ∈ Y .
For each x ∈ Y , let ax := j mod |x|. Then, by Lemma 4, we have ax ≡ ay (mod gcd(|x|, |y|))
for all distinct x, y ∈ Y , implying that the edge {(x, ax), (y, ay)} exists in E. J

Lemma 12 can also be used to reduce PCA to a version of Multi-Colored Clique that
allows more color classes than vertices in the target colorful clique.

A straight-forward method of solving Multi-Colored Clique on instances produced
by Lemma 12 is to guess one of the at most gcd(|x|, |y|) bicliques for each pair of color classes
of the vertex |X|-partition.

I Corollary 13. PCA can be solved in d|X|
2
nO(1) time where d = maxx,y∈X,x 6=y gcd(|x|, |y|).

Note that in the worst case, this algorithm is not faster than the known algorithm for
Tally-Intersection but our algorithm works even for Periodic Character Alignment
and might be much faster on instances where d has a small value.

Since the number of color classes in the constructed Multi-Colored Clique instance is
|X| and PFA is W[1]-hard by Corollary 10, Lemma 12 implies that MCC remains W[1]-hard,
even on such restricted instances. While this has no further consequences for the problems at
hand, we found this to be a noteworthy fact, in particular given the central role that MCC
plays in many W[1]-hardness proofs.

I Corollary 14. Multi-Colored Clique is W[1] hard with respect to k even if the induced
subgraph between any pair of distinct color classes is a union of vertex-disjoint bicliques.

3.1.2 Parameter #runs
We present an ILP formulation that will set a variable i to the index we are looking for. We
further use variables zj to indicate which sequences xj have a 1 at position i and variables rj
indicating how many times xj is repeated before reaching position i. Thus, for each xj , either
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zj = 1 or, for each run (sj , tj), we have i < sj or i > tj (herein, we use another variable yj,st
to indicate which of the two applies).

zj ∈ {0, 1}, rj ∈ N for all xj ∈ X
yj,st ∈ {0, 1} for all xj ∈ X and (s, t) ∈ Bl1(xj)

i ∈ N

minimize
∑
zj subject to

rj |xj | ≤ i < (rj + 1)|xj | for all xj ∈ X (2)
i− rj |xj |+ (1− yj,st)|xj | > t for all xj ∈ X, (s, t) ∈ Bl1(xj) (3)
i− rj |xj | − (yj,st + zj)|xj | < s for all xj ∈ X, (s, t) ∈ Bl1(xj) (4)

Note that i−rj |xj | denotes the position ij := i mod |xj | in xj . If this position is in the interval
[s, t] for any (s, t) ∈ Bl1(xj), then yj,st = 0 (since, otherwise ij + (1 − yj,st)|xj | = ij ≤ t

contradicting (3)) and zj = 1 (since, otherwise, ij − (0 + zj)|xj | = ij ≥ s contradicting (4)).

I Proposition 15. PCA and PFA can be solved in bO(b) ·nO(1) time, where b =
∑
x∈X Bl1(x).

Note that, while seemingly natural, guessing the correct run for each sequence in X (plus
one for “not in the solution”) is not enough to solve PCA since, by Proposition 16, the
problem remains NP-hard, even if each sequence contains a single 0. However, this hardness
breaks down for PFA (corresponding to prepending an 2|X|-way guessing step for PCA).
We consider it an interesting open question whether PFA is fixed-parameter tractable with
respect to the maximum number of runs in any input sequence. A possible hint that PFA
might also be hard for a constant number of runs per sequence is given by Lemma 2 which
could be used to represent a multi-run sequence by a set of single-run sequences.

3.1.3 Parameter #lengths |L|
While PCA is fixed-parameter tractable for L = maxL, the stronger parameter |L| is not
enough to yield tractability results even if every x ∈ X contains exactly one 0.

I Proposition 16. PCA is W[1]-hard with respect to k+ |L(X)| even if every x ∈ X contains
exactly one 0.

Proof. Let X be an instance of PFA and let Zx := {z | x[z] = 0} denote the set of positions
where x has a 0 for each x ∈ X. We set k := |X| and X ′ := {xz | x ∈ X, z ∈ Zx}
where |xz| := |x| and xz[t] := 0 if and only if t = z for all t ∈ [0, |x| − 1]. We show that X is
a yes-instance of PFA if and only if (X ′, k) is a yes-instance of PCA.

(⇒) If X is a yes-instance of PFA, there is some i ∈ N such that, for all x ∈ X, we have
x[i]◦ = 0 and, by construction, xi mod |x|[i]◦ = 0. Thus, (X ′, k) is a yes-instance of PCA.

(⇐) If (X ′, k) is a yes-instance, then there are Y ⊆ X ′ and k ∈ N with |Y | ≥ k and
y[i]◦ = 0 for all y ∈ Y . By construction (and no two sequences in X have the same length),
Y contains exactly one sequence of length |x| for each x ∈ X. Thus, for each x ∈ X there
is some z ∈ Zx such that xz ∈ Y . Hence, xz[i]◦ = 0 and therefore x[i]◦ = 0 for all x ∈ X.
Consequently, X is a yes-instance of PFA.

Since, by Corollary 10, PFA is W[1]-hard when parameterized by |X|, PCA is W[1]-hard
when parameterized by k + |L(X)| even if every x ∈ X contains exactly one zero. J
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4 Periodic Cop and Robber

We consider a cops and robbers game with rules identical to those introduced in [26, 24]
(variant with one cop and one robber), which has been defined on edge-periodic graphs
by Erlebach and Spooner [13]. There are two players, a cop C and a robber R. First C,
then R (in knowledge of C’s choice) choose a start vertex on a given edge-periodic graph
Gτ = (V,E, τ). Then for each time step t ≥ 0, both players take alternating turns, either
remaining on their current vertex or moving to a vertex that is adjacent to their current
vertex in time step t. In every time step, C moves first, knowing R’s position and R moves
second, knowing the move C just made. The game terminates whenever C moves onto
a vertex on which R resides in that moment. If there is a strategy for C such that the
game terminates, then Gτ is called cop-win and this strategy is a winning strategy for C.
Otherwise, Gτ is called robber-win and the strategy for R that enables infinite evasion of C
is called winning strategy for R.

Input: An edge-periodic graph Gτ = (V,E, τ).
Question: For the above defined cop and robber game, is there a winning strategy for

C, that is, is Gτ cop-win?

Cop-Win Periodic Cop and Robber (PCnR)

We will show NP-hardness of this problem by reducing from PFA.

I Theorem 17. Cop-Win Periodic Cop and Robber is NP-hard even on edge-periodic
temporal graphs Gτ whose underlying graph is K2,n for some n ∈ N and Gτ consists of
two disjoint stars in each time step. Further, Cop-Win Periodic Cop and Robber is
W[1]-hard when parameterized by |G| = |V |+ |E| in this setting.

Proof. Given an instance X of PFA which is the 3-fold blow up of some X ′, we construct a
K2,2|X|+1 on the vertex set V1 ] V2 with V1 = {`, r} and V2 = {m} ∪ {vj , wj | 0 ≤ j < |X|}

τ({`,m}) := 100 ∀xj∈X τ({`, wj}) := τ({r, vj}) := xj & 010
τ({m, r}) := 010 ∀xj∈X τ({`, vj}) := τ({r, wj}) := xj & 101

Note that Gτ consists of two disjoint stars in each time step. To show that X is a yes-instance
of PFA if and only if the constructed Gτ is cop-win, we use the following claim.

` r

v0
x0 & 010x0 & 101

w0

x0 & 010 x0 & 101
v|X|−1

w|X|−1

m

010100

..
.

B Claim 18. At the start of a time step t with t mod 3 = 0, the cop has a winning strategy if
C is on vertex ` and R is on any of the vertices {vj | 0 ≤ j < |X|} or
C is on vertex r and R is on any of the vertices {wj | 0 ≤ j < |X|}.
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Proof. Suppose that C is on ` and R is on vj for some j ∈ [0, |X| − 1]. By definition, there
is a time step t′ ≥ t such that the edge {`, vj} exists in time step t′ but not in any time step
between t and t′ − 1. Hence, C can stay on the vertex ` until the beginning of time step t′
and move onto vj in step t′. To show that this is a winning strategy, it remains to show that
R must stay on vj in all time steps between t and t′ − 1. By construction, if {`, vj} does
not exist in some time step t′′ with t′′ mod 3 = 0, then the edge {vj , r} does not exist in
the time steps t′′, t′′ + 1, and t′′ + 2. Thus, R must stay on vj until the beginning of time
step t′ since {vj , r} is the only other edge adjacent to vj . The case for C is on r and R is
on wj , j ∈ [0, |X| − 1] is symmetric. C

(⇒) Suppose that X is a yes-instance of PFA. We describe a winning strategy for the cop
in Gτ . Choose vertex ` as the start position. Since X is a yes-instance of Periodic Full
Character Alignment, Observation 7 implies that there is some i ∈ N with i mod 3 = 0
and xj [(i+ p)]◦ = 0 for all xj ∈ X and p ∈ [0, 2]. Thus, in time steps i, i+ 1 and i+ 2, no
edge except {`,m} and {m, r} exists. The strategy for C is thus to stay on ` for the first i−1
time steps. By Claim 18 we can assume that at the beginning of time step i, the robber is
not on any vertex of {vj | 0 ≤ j < |X|} as, otherwise, C has a winning strategy. In time
step i, the cop moves to m which is a valid move since i mod 3 = 0 and τ({`,m})[0] = 1. If
R is currently on m then C wins immediately. Otherwise, the robber is on r or on any of
the vertices {wj | 0 ≤ j < |X|}. As no edge incident with any of these vertices exists in time
step i, the robber can only stay on his current vertex. Since τ({m, r})[1] = 1, the cop can
move to r in time step i + 1 and thus win the game if R is on r. Otherwise, R has to be
on wj for some j ∈ [0, |X| − 1] and can only stay on this vertex on the time steps i, i+ 1,
and i+ 2. Thus, C can stay on r until the beginning of time step i+ 3. Due to Claim 18, C
has winning strategy. Hence, C has a winning strategy in all cases.

(⇐) We show the contraposition. Supposing that X is a no-instance of Periodic Full
Character Alignment, we show that the robber has a winning strategy on Gτ , that is,
Gτ is a no-instance of Cop-Win Periodic Cop and Robber. Since X is a no-instance,
for each time step t, there is some index i(t) such that xi(t)[t]◦ 6= 0 and i(t) = i(t− 1) unless
t mod 3 = 0. In the following, we call a vertex ur safe for a vertex uc 6= m if (a) ur 6= m,
(b) uc and ur are at distance two in the underlying graph G and (c) uc ∈ {vj , wj} implies
ur ∈ {vj , wj} \ {uc} for all j ∈ [0, |X| − 1]. Further, we also call ur safe for m in time step t
if (a) ur = wi(t) and t mod 3 6= 2 or (b) ur = r and t mod 3 = 2.

B Claim 19. Let the cop move onto (or stay on) a vertex uc in time step t. Then, the robber
can move onto a vertex ur that is safe for uc in step t.

Proof. The proof is by induction on t. For t = 0, note that r and ` are safe with respect to
each other, vi(0) is safe for all vertices except m, r, `, and vi(0) and wi(0) is safe for m and
vi(0). Thus, no matter the start position of the cop, the robber can move onto a safe vertex.
For the induction step, we know that, in step t− 1, the robber was on a safe vertex u′r with
respect to the vertex u′c of the cop.

Case 1: uc = m. If t mod 3 = 0, then u′c ∈ {m, `} by construction of Gτ , implying
u′r = r (by induction hypothesis), and the robber can move to wi(t), which is safe for m
in step t. If t mod 3 = 1 then, by construction of Gτ , we have u′c ∈ {r,m}, implying
u′r ∈ {`, wi(t−1) = wi(t)} and the robber can move to wi(t), which is safe for m in step t. If
t mod 3 = 2 then, u′c = m by construction of Gτ , implying u′r = wi(t−1) = wi(t) and the
robber can move to r which is safe for m in time step t.

Case 2: uc 6= m and u′c = m. Then, by construction of Gτ , either t mod 3 = 0 and
uc = ` and u′r = r (by induction hypothesis), which is also safe for uc, or t mod 3 = 1 and
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uc = r and u′r = wi(t−1) = wi(t) (by induction hypothesis), implying that the robber can
move to ` which is safe for r in step t.

Case 3: uc 6= m and u′c 6= m. If u′c = uc, then u′r is still safe for uc so the robber
can stay put. Thus, suppose u′c 6= uc. If uc = r, then u′c ∈ {vj , wj} for some j ∈ N by
construction of Gτ and u′r = {vj , wj} − u′c (by induction hypothesis) and, since the edge
{r, u′c} exists in time step t, so does {`, u′r}, and the robber can move to `. The case that
uc = ` is symmetric. Finally, if uc = vj for some j ∈ N, then u′c ∈ {`, r} and u′r ∈ {`, r} − u′c
(by induction hypothesis). Since the edge {u′c, vj} exists in G[t], so does {u′r, wj} and, thus,
the robber can move to wj . The case that uc = wj is symmetric. C

Now, if uc = m, ur = r in time step t with t mod 3 = 2, then the cop cannot catch
the robber in time step t + 1. Otherwise, being safe implies being at distance two in the
underlying graph and the cop cannot catch the robber in time step t+ 1. Thus, Claim 19
implies a winning strategy for the robber.

The W[1]-hardness for Cop-Win Periodic Cop and Robber when parameterized
by |G| in this setting now follows directly by Corollary 10 and the fact that |G| ∈ O(|X|). J

A quick inspection of the proof of Theorem 17 allows us to also exclude polynomial compres-
sions, even when combining structural parameters with L(τ(E)).

I Proposition 20. Cop-Win Periodic Cop and Robber does not admit a polynomial
compression when parameterized by the sum of L(τ(E)), the maximum degree of the underlying
graph, and the treedepth, unless NP ⊆ coNP/poly.

Sketch. Given k instances Gτi of PCnR as constructed in the proof of Theorem 17 (where
we assume that k is a power of 2), construct a binary tree T (whose edges are labeled with 1)
with k leaves, which we identify with the `-vertices in the instances Gτi . The cop chooses the
root of T as its start vertex and follows the robber into one of the Gτi -subgraphs. At this
point, the winning strategies of the cop and robber, respectively, hold2 as in the proof of
Theorem 17. Thus, the cop wins if and only if all input instances are cop-win, implying that
PCnR is AND-composable, which implies the result (see [10, Section 15]). J

Note that Theorem 17 excludes any kind of graph-structural parameterization as the hardness
relies entirely on the hardness of the underlying algebraic problem. However, since the problem
can be solved trivially if the underlying graph G is a tree or a clique, we might still hope
that restricting G (and Gτ ) to be either very sparse or very dense yields tractability. It turns
out that such restrictions would have to be severe.

I Theorem 21. Cop-Win Periodic Cop and Robber is NP-hard, even if (a) for all
t ∈ N, there are at most two edges in G[t] and (b) the underlying graph is bipartite, planar,
and has a max-leaf number of four. Further, Cop-Win Periodic Cop and Robber is
W[1]-hard when parameterized by |G| = |V |+ |E| in this setting.

I Corollary 22. Cop-Win Periodic Cop and Robber is NP-hard even on edge-periodic
temporal graphs whose underlying graph can be turned into a clique by deleting four vertices.
Further, Cop-Win Periodic Cop and Robber is W[1]-hard when parameterized by |G| =
|V |+ |E| in this setting.

2 Recall that the cop wins by staying on ` until the point where he can win in 3 moves using m. Thus,
the robber cannot escape the chosen Gτ

i in this scenario.
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It seems thus that the intrinsic hardness of the underlying algebraic problem can hardly be
overcome by structural limitations of the temporal graph. therefore, we investigated parame-
ters of the τ -function leading to tractability for PFA, such as the number of lengths |L(τ(E))|
and the number of 1s in each τ(e). For PCnR, however, we are met with hardness again.

I Theorem 23. Cop-Win Periodic Cop and Robber is W[1]-hard when parameterized
by the sum of |L(τ(E))| and the vertex cover number of the underlying graph, even if (a) the
underlying graph is bipartite and planar, (b) at most two edges exist in each time step, and
(c) τ(e) contains a single 1 for each e ∈ E.

I Theorem 24. Unless NP ⊆ coNP/poly, there is no polynomial compression for Cop-Win
Periodic Cop and Robber parameterized by the sum of L(τ(E)) and the number of
vertices to delete to turn the underlying graph into a clique.

For the parameter L := |L(τ(E))|, we can use the O(lcm(L(τ(E))) ·n3)-time algorithm of
Erlebach and Spooner [13] (as lcm(L(τ(E))) < LL). Together with Theorem 24, we obtain
the following corollary.

I Corollary 25. Cop-Win Periodic Cop and Robber is solvable in O(LLn3) time and
does not admit a polynomial compression when parameterized by L, unless NP ⊆ coNP/poly.

Curiously, by extending standard techniques [17, 10, 11], kernelization can be pushed to
any root of lcm(L(τ(E))) but not to its logarithm.

I Proposition 26. For every d ∈ N, Cop-Win Periodic Cop and Robber admits
a kernel of size d

√
lcm(L(τ(E))) but does not admit a kernel whose size is polynomial

in log(lcm(L(τ(E)))), unless NP ⊆ coNP/poly.

With dynamic graphs, the modification of the cop and robber game in which the robber
moves first in each round makes sense (contrary to the “static” case, where this modification
has no effect on the game).

Input: An edge-periodic graph Gτ = (V,E, τ).
Question: For the periodic cop and robber game where in every time step R moves

first and C moves second, is there a winning strategy for C?

Robber-First Cop-Win Periodic Cop and Robber (RfPCnR)

Unsurprisingly, this modification does little to change the complexity of the problem.

I Theorem 27. Robber-First Cop-Win Periodic Cop and Robber is NP-hard even
on edge-periodic temporal graphs whose underlying graph is K2,n for some n ∈ N. Further,
Robber-First Cop-Win Periodic Cop and Robber is W[1]-hard when parameterized
by |G| = |V |+ |E| in this setting.

5 Conclusion

In this paper we showed that, unless P = NP, there is no polynomial-time algorithm for the
pursuit-evasion game with one cop and one robber on edge-periodic temporal graphs, thereby
answering an open question of Erlebach and Spooner [13]. We analyzed the parameterized
complexity of deciding this game and showed that it is W[1]-hard, even if the parameter
is the size of the underlying input graph. Thus, unless FPT = W[1], there is no graph
parameter for which Cop-Win Periodic Cop and Robber is fixed-parameter tractable.
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This hardness even applies for severely restricted instances. The open question remains
whether PCnR is in NP (and is thus NP-complete) or maybe even harder.

Our hardness results are based on intuitive algebraic problems called Periodic Charac-
ter Alignment and Periodic Full Character Alignment, asking whether a given set
of periodic sequences over {0, 1} is unanimously 0 at any index or, equivalently, whether all
of a given set of Tally-DFAs accept a common word.

As a side node, we showed that Multi-Colored Clique remains W[1]-hard when
parameterized by the size k of the sought clique, even if the induced subgraph between any
pair of distinct color classes is the union of vertex-disjoint bicliques.
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Abstract
Equivalence testing for a polynomial family {gm}m∈N over a field F is the following problem: Given
black-box access to an n-variate polynomial f(x), where n is the number of variables in gm for
some m ∈ N, check if there exists an A ∈ GL(n,F) such that f(x) = gm(Ax). If yes, then output
such an A. The complexity of equivalence testing has been studied for a number of important
polynomial families, including the determinant (Det) and the family of iterated matrix multiplication
polynomials. Two popular variants of the iterated matrix multiplication polynomial are: IMMw,d

(the (1, 1) entry of the product of d many w × w symbolic matrices) and Tr-IMMw,d (the trace of
the product of d many w × w symbolic matrices). The families – Det, IMM and Tr-IMM – are
VBP-complete under p-projections, and so, in this sense, they have the same complexity. But, do
they have the same equivalence testing complexity? We show that the answer is “yes” for Det and
Tr-IMM (modulo the use of randomness).

The above result may appear a bit surprising as the complexity of equivalence testing for
IMM and that for Det are quite different over Q: a randomized poly-time equivalence testing for
IMM over Q is known [28], whereas [15] showed that equivalence testing for Det over Q is integer
factoring hard (under randomized reductions and assuming GRH). To our knowledge, the complexity
of equivalence testing for Tr-IMM was not known before this work. We show that, despite the
syntactic similarity between IMM and Tr-IMM, equivalence testing for Tr-IMM and that for Det
are randomized poly-time Turing reducible to each other over any field of characteristic zero or
sufficiently large. The result is obtained by connecting the two problems via another well-studied
problem in computer algebra, namely the full matrix algebra isomorphism problem (FMAI). In
particular, we prove the following:
1. Testing equivalence of polynomials to Tr-IMMw,d, for d ≥ 3 and w ≥ 2, is randomized polynomial-

time Turing reducible to testing equivalence of polynomials to Detw, the determinant of the
w × w matrix of formal variables. (Here, d need not be a constant.)

2. FMAI is randomized polynomial-time Turing reducible to equivalence testing (in fact, to tensor
isomorphism testing) for the family of matrix multiplication tensors {Tr-IMMw,3}w∈N.

These results, in conjunction with the randomized poly-time reduction (shown in [15]) from determ-
inant equivalence testing to FMAI, imply that the four problems – FMAI, equivalence testing for
Tr-IMM and for Det, and the 3-tensor isomorphism problem for the family of matrix multiplication
tensors – are randomized poly-time equivalent under Turing reductions.
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1 Introduction

The polynomial equivalence problem or equivalence testing is the following algorithmic task:
Given two n-variate polynomials f and g over a field F as lists of coefficients, determine if
there exists an A ∈ GL(n,F) such that f(x) = g(Ax). If yes, then f is said to be equivalent
to2 g over F. The complexity of equivalence testing depends on the underlying field F. Over
finite fields, the problem is in NP ∩ coAM [45, 48]3, and hence unlikely to be NP-complete.
Whereas over Q, it is not even known whether equivalence testing is decidable. The best
known complexity of the problem over other fields follows from a naive reduction to solving
a system of polynomial equations. However, polynomial solvability could be harder than
testing polynomial equivalence.

Connections to other problems. A few works in the literature have related equivalence
testing to other fundamental problems. For example, [1] showed that the special instance of
cubic form equivalence is at least as hard as (but possibly harder than) graph isomorphism,
irrespective of the underlying field. There is a close connection between cubic form equi-
valence and the algebra isomorphism problem. [2] gave a polynomial-time reduction from
commutative algebra isomorphism to cubic form equivalence over any field. In the reverse
direction, a polynomial-time reduction is known from cubic form equivalence to commutative
algebra isomorphism over almost all fields [1, 20]. In fact, the results in [6], [14] and [20]
together imply that a host of problems, which includes 3-tensor isomorphism, matrix space
isometry, matrix space conjugacy, (commutative or associative) algebra isomorphism and
cubic form equivalence, are polynomial-time reducible to each other. There is a cryptographic
authentication scheme [40] based on the presumed hardness of cubic form equivalence4 over
finite fields (or rather a generalization of it known as Isomorphism of Polynomials with one
Secret (IP1S)). It is not known whether cubic form equivalence is even decidable over Q.
In contrast, the complexity of quadratic form equivalence testing is completely resolved,
primarily due to well-known classification results for quadratic forms (see [3, 46]). The
classification yields a polynomial-time quadratic form equivalence testing over finite fields.
Over Q though, quadratic form equivalence can be solved in polynomial time only with oracle
access to integer factoring. Moreover, integer factoring reduces in randomized poly-time to
the search version of quadratic form equivalence over Q [50].

2 Indeed, f and g represent the same function on Fn upto a change of basis.
3 This is shown by using the classic set lower bound protocol [18].
4 more generally, constant-degree form equivalence
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Special polynomial families. The work of [24] initiated the study of a natural variant
of the polynomial equivalence problem, namely equivalence testing for special families of
polynomials. In this setting, we fix some important family of polynomials G = {gm}m∈N
and then aim to design an equivalence testing algorithm for G. Such an algorithm takes
input black-box access5 to a single n-variate polynomial f(x) and determines whether f is
equivalent to gm for some m ∈ N, and if yes, then it also outputs an A ∈ GL(n,F) such that
f(x) = gm(Ax). [24, 25] gave randomized polynomial-time equivalence testing algorithms for
a few interesting polynomial families, viz. the determinant, the permanent, the family of
elementary symmetric polynomials and the family of power symmetric polynomials. These
families are quite popular in algebraic complexity theory, particularly in the context of proving
arithmetic circuit lower bounds (see the surveys [8, 44, 47]). Except for the determinant, the
algorithms in [24,25] work over C,Q, and finite fields6, and for the determinant it works only
over C. Recently, [15] gave a randomized polynomial-time equivalence testing algorithm for
the determinant over finite fields7. They also showed that determinant equivalence test over
Q is intimately connected to integer factoring: Let Detw(x) be the determinant of the w×w
symbolic matrix. Then, deciding if a given polynomial is equivalent to Detw over Q can be
done in randomized polynomial-time with oracle access to integer factoring, provided w is a
constant8. Furthermore, assuming GRH, there is a randomized polynomial-time reduction
from factoring square-free integers to finding an A ∈ GL(2,Q) such that a given quadratic
form f = Det2(Ax), if f is equivalent to Det2.

Determinant equivalence test is particularly interesting in the context of the permanent
versus determinant problem [49]. An approach to solve this long-standing open problem is
given by Geometric Complexity Theory (GCT) [35,36], which proposes the applications of
deep tools and techniques from algebraic geometry, group theory and representation theory
to achieve this goal. GCT reduces the problem to showing that the (padded) permanent
polynomial is not in the orbit closure9 of a polynomial-size determinant polynomial, and
suggests (among other things) to develop an algorithmic approach to do the same. Equivalence
testing for the determinant is the related problem of checking if a given polynomial is in the
orbit of the determinant polynomial.

The determinant Det := {Detw}w∈N is complete (under p-projections) for the class
VBP [34] 10. Likewise, the family of iterated matrix multiplication polynomials is also
complete for the class VBP, and has been used quite a bit in proving arithmetic circuit lower
bounds. In this sense, the two families have the same complexity. But, do they have similar
equivalence testing complexity? Our work here, in conjunction with [15] and [28], gives an
answer to this question.

5 i.e., query access to evaluations of f at chosen points from Fn.
6 Over C, the computation model assumes that arithmetic with numbers in C and root finding of univariate

polynomials over C can be done efficiently. Also, the finite fields are assumed to be of sufficiently large
characteristic.

7 A determinant equivalence test over finite fields was also given in [26], but the algorithm there outputs
an invertible transformation over a low extension of the base field.

8 When w is not a constant, [15] gave a randomized polynomial-time determinant equivalence test over Q,
but the algorithm (which works without an integer factoring oracle) outputs a transformation over a
low extension of Q.

9 The orbit of an n-variate degree-d polynomial g ∈ C[x] is the set {g(Ax) | A ∈ GL(n,C)}, and the orbit
closure of g is the Zariski closure of the orbit when viewed as points in C(n+d

d ).
10Class VBP consists of polynomial families that are computable by polynomial-size algebraic branching

programs (ABP). ABP is a powerful model for computing polynomials that subsumes arithmetic
formulas.
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Iterated matrix multiplication. Two natural versions of the iterated matrix multiplication
polynomial are: a) IMMw,d that is defined as the (1, 1) entry of the product of d many w×w
symbolic matrices (i.e., matrices whose entries are distinct variables), and b) Tr-IMMw,d

that is defined as the trace of the product of d many w × w symbolic matrices. The
IMM := {IMMw,d}w,d∈N family has been studied more from the lower bound perspective
[9, 12,27, 29, 30, 32,39] because it naturally captures the algebraic branching program model.
On the other hand, Tr-IMM := {Tr-IMMw,d}w,d∈N has been studied in [16,17,19,33]11 owing
to its nice structural properties (pertaining to its group of symmetries and the associated
Lie algebra) that may be quite useful for studying GCT methods when applied to the
“Permanent versus Tr-IMM” problem. IMM and Tr-IMM are also complete for the class VBP.
Interestingly, the three polynomials – Detw, IMMw,d and Tr-IMMw,d – are characterized by
their respective groups of symmetries [13,16,28].

Equivalence testing for iterated matrix multiplication. How does equivalence testing for
IMM and Tr-IMM relate to that of Det? In [28], a randomized polynomial-time equivalence
testing algorithm was given for IMM over C,Q and finite fields. Comparing this with the
above-mentioned results on determinant equivalence test [15, 25], we see that the complexity
of equivalence tests for Det and IMM are quite different over Q (unless integer factoring is
easy). Is this also the case between Det and Tr-IMM? One may be tempted to say “yes”
owing to the closeness of the definitions of IMM and Tr-IMM. However, contrary to this first
impression, we show that equivalence testing for Det and that for Tr-IMM are randomized
polynomial-time Turing reducible to each other over C, Q and finite fields12 (see Corollary
3). Thus, viewed in this way, Det and Tr-IMM are closer to each other than to IMM.13 For
brevity, we would henceforth denote the equivalence testing problems for Det and Tr-IMM
by DET and TRACE respectively.

Connections to algebra isomorphism and 3-tensor isomorphism. As mentioned before,
cubic form equivalence, algebra isomorphism and 3-tensor isomorphism are polynomial-time
equivalent. Moreover, degree-d form equivalence reduces to cubic form equivalence [1, 2]
and d-tensor isomorphism reduces to 3-tensor isomorphism [20] in polynomial-time, if d is
bounded. Det and Tr-IMM being two important polynomial families, we wonder if DET and
TRACE can be linked with any natural case of algebra isomorphism. Further, do DET and
TRACE reduce to any special case of cubic form equivalence or 3-tensor isomorphism? We
show that the answers to these are “yes”. The relevant problems are the full-matrix algebra
isomorphism (FMAI) problem and the 3-tensor isomorphism problem for the family of matrix
multiplication tensors (MMTI).

FMAI is a well-studied problem in computer algebra which is defined as follows: Given a
basis of a matrix algebra A ⊆Mm(F), check if A is isomorphic14 toMw(F), whereMm(F)
is the algebra of m × m matrices over F and dimF(A) = w2, and if yes then output an
isomorphism from A toMw(F). A randomized polynomial-time algorithm to solve FMAI

11Actually, [17] studied a related polynomial Tr-Poww,d, which is the trace of the d-th power of a w × w
symbolic matrix. They showed that a particular line of attack prescribed by GCT, namely orbit
occurrence obstructions, cannot prove super-linear lower bound on the “Tr-Pow complexity” of the
permanent. We are not aware of a similar result (or, more generally, a result that rules out the occurrence
obstructions approach as in [7, 21]) with Tr-Pow (or Det) replaced by Tr-IMM.

12The reduction works over any adequately large field F of characteristic zero or sufficiently large. We
also require that univariate polynomial factoring over F can be done efficiently.

13Talking of the difference between the “trace model” and the “(1,1) model”, a recent work [5] showed that
in the non-commutative setting, the border width complexity and the width complexity of a polynomial
are not always equal for the trace-ABP model, unlike the case for the classical (1, 1)-ABP model [38].

14 i.e., isomorphic as algebras over F.
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over finite fields was given in [41,42], whereas over Q a randomized Turing reduction from
FMAI to integer factoring was shown in [10,22]. The reduction is polynomial-time if dimQ(A)
is bounded. Also, [4, 11] gave a randomized polynomial-time algorithm that outputs an
isomorphism from A ⊗Q L to Mw(L), where L is a degree w extension field of Q, if A is
isomorphic to Mw(Q). The decision version of FMAI over Q is in NP ∩ coNP [43]. The
results for DET in [15] were obtained by giving a randomized poly-time Turing reduction
from DET to FMAI. In this work, we give a randomized polynomial-time Turing reduction
from TRACE to DET (Theorem 1).

A d-tensor is a degree-d form (i.e., a degree-d homogeneous polynomial) f(x1,x2, . . . ,xd)
whose every monomial has exactly one variable from each of the sets x1,x2, . . . ,xd. The
d-tensor isomorphism problem is the following: Given two d-tensors f(x1,x2, . . . ,xd) and
g(x1,x2, . . . ,xd) decide if there exist A1 ∈ GL(|x1|,F), . . . , Ad ∈ GL(|xd|,F) such that
f = g(A1x1, A2x2, . . . , Adxd). The d-tensor isomorphism problem for a family of d-tensors is
defined accordingly, just like equivalence testing for a family of polynomials. MMTI is the 3-
tensor isomorphism problem for the family of matrix multiplication tensors {Tr-IMMw,3}w∈N.
The matrix multiplication tensor Tr-IMMw,3 is a crucial object in the study of asymptotically
fast algorithms for multiplying two w × w matrices. In this paper, we give a randomized
polynomial-time Turing reduction from FMAI to MMTI (Theorem 2). Further, it follows
easily from the symmetries of Tr-IMMw,d ( [16], see Lemma 14) that MMTI reduces in
polynomial-time to TRACE.

Thus, the above results together with the reduction in [15] show that the four problems
– TRACE, DET, FMAI and MMTI – are randomized polynomial-time Turing reducible to
each other. Although, the equivalence between MMTI and FMAI has the same essence
as the equivalence between 3-tensor isomorphism (or cubic form equivalence) and algebra
isomorphism, our proofs are quite different from the proofs in [1, 2, 14,20]15. In particular,
we do not see any easy adaptation of the arguments in [1, 2, 14, 20] leading to the results
mentioned above. Our proofs link MMTI with FMAI, via TRACE and DET, by exploiting
the structure of the Lie algebra of Tr-IMMw,d (which is in the same spirit as the reduction
from DET to FMAI in [15] using the Lie algebra of Detw). Also, the reduction from d-tensor
isomorphism (similarly, degree-d form equivalence) to 3-tensor isomorphism (respectively,
cubic form equivalence) in [1,2,20] is efficient only if d is a constant. Whereas, our reduction
from testing equivalence to Tr-IMMw,d to MMTI runs in time poly(w, d).

1.1 The results (stated formally)
The polynomial Tr-IMMw,d := tr(Q0 ·Q1 . . . Qd−1), where Qk is a w×w symbolic matrix in
xk variables. Throughout, we will assume that w ≥ 2, d ≥ 3 and char(F) = 0 or > (w2d)5,
and univariate polynomial factoring over F can be done in probabilistic polynomial time.
The restriction on the characteristic of F has not been optimized in this paper. The missing
proofs can be found in the extended version of this paper (see [37]).

I Theorem 1 (TRACE to DET). There is a randomized algorithm that takes as input black-
box access to an n-variate degree-d polynomial f and oracle access to DET over F, and
does the following with high probability: If there is a w ∈ N such that f is equivalent to
Tr-IMMw,d, then it outputs an A ∈ GL(n,F) such that f = Tr-IMMw,d(Ax), otherwise it
outputs “No such w exists”. The algorithm runs in poly(n, β) time, where β is the bit length
of the coefficients of f .

15The reductions in these prior works are deterministic and hold for the decision versions of the problems,
whereas the reductions here are randomized and for the search versions of the problems.
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The reduction is given in Section 4. Theorem 1 implies a randomized poly-time algorithm for
TRACE over C and finite fields, and also over Q (provided the algorithm has access to integer
factoring oracle and w is bounded) via known results on DET [15, 25]. Two other remarks:
1. No knowledge of w: The algorithm requires no knowledge of w, if the input polynomial f

is equivalent to Tr-IMMw,d for some w ∈ N then the algorithm finds such a w.
2. Reduction to TRACE-TI: The tensor isomorphism problem for Tr-IMM (denoted

TRACE-TI) is as follows: Given blackbox access to a d-tensor g(x0, . . . ,xd−1), check
if there are B0, . . . , Bd−1 ∈ GL(w2,F) such that g = Tr-IMMw,d(B0x0, . . . , Bd−1xd−1),
and if yes then output such B0, . . . , Bd−1. The algorithm in Theorem 1 first reduces
TRACE to TRACE-TI (finding w in this step), and then solves TRACE-TI using DET oracle
over F. The reduction from TRACE to TRACE-TI (which resembles a similar reduction
used in the equivalence test for IMM [28]) does not require oracle access to DET. A
randomized polynomial-time algorithm for TRACE-TI over C was given in [19], but the
algorithm does not reduce TRACE-TI to DET.

I Theorem 2 (FMAI to MMTI). There is randomized algorithm that takes as input a basis
of an algebra A ⊆ Mm(F), and oracle access to MMTI, and does the following with high
probability: If A ∼= Mw(F), where w2 = dimF(A) then it outputs ’Yes’ and otherwise it
outputs ’No such w ∈ N exists’. If the algorithm outputs ’Yes’ then it also outputs an algebra
isomorphism from A toMw(F). The algorithm runs in poly(m,β) time, where β is the bit
length of the entries of the input basis matrices.

The algorithm is given in Section 5.2. It uses a characterization of Tr-IMMw,d by the Lie
algebra gTr-IMM of its group of symmetries (Lemma 17) along with a nice choice of basis of
gTr-IMM (Section 3) to reduce FMAI to degree four TRACE-TI in deterministic polynomial
time, which in turn reduces to MMTI in randomized polynomial time (Theorem 4). Two
more remarks on Theorem 2:
1. MMTI to TRACE: Using oracle access to TRACE, it is easy to solve MMTI (in fact

TRACE-TI) in polynomial time: Since a polynomial identity test at the end of a
TRACE-TI algorithm ensures that the output of the algorithm is correct, it suffices
to prove that if the input to a TRACE algorithm is a d-tensor f that is isomorphic
to Tr-IMMw,d, then the algorithm outputs d matrices B0, . . . , Bd−1 such that f(x) =
Tr-IMMw,d(B0x0, . . . , Bd−1xd−1). This is true as any algorithm for TRACE outputs a
block-diagonal matrix B such that f(x) = Tr-IMMw,d(Bx) (from Lemma 14). Matrices
B0, . . . , Bd−1 can be easily derived from B.

2. A reduction from FMAI to DET: A Turing reduction from FMAI to DET over F was given
in [15] that runs in exponential time. We improve this run-time significantly: Theorems 1
and 2 imply that FMAI is in fact randomized polynomial-time Turing reducible to DET.

I Corollary 3. It follows from Theorems 1 and 2, and the randomized polynomial-time
Turing reduction from DET to FMAI in [15], that the four problems – TRACE, DET, FMAI
and MMTI – are randomized polynomial-time equivalent under Turing reductions.

As mentioned before, the next theorem (proof is omitted) is used in the proof of Theorem 2.

I Theorem 4 (TRACE-TI to MMTI). There is a randomized algorithm that takes as input
black-box access to an n-variate d-tensor f(x0, . . . ,xd−1), and oracle access to MMTI, and
does the following with high probability: If f is isomorphic to Tr-IMMw,d then it outputs
B0, B1, . . . , Bd−1 ∈ GL(w2,F) such that f = Tr-IMMw,d(B0x0, . . . , Bd−1xd−1), otherwise
it outputs “No”. The algorithm runs in poly(n, β) time, where β is the bit length of the
coefficients of f .
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2 Notations and definitions

Recall that Tr-IMMw,d := tr(Q0 · Q1 . . . Qd−1), where Qk = (x(k)
ij )i,j∈[w]. Let xk =

{x(k)
ij }i,j∈[w], x = ]k∈[0,d−1]xk, and n = w2d. At times, we will refer to the x variables as

x1, . . . , xn. The x variables are ordered as x0 > x1 > . . . > xd−1, and within a variable set
xk, if k is even (similarly, odd) then the variables are ordered in row-major (respectively,
column-major) fashion. The rows and columns of a matrix inMn =Mn(F), and the entries
of a column vector in Fn are indexed by x variables ordered as above. A matrix inMn is
called block-diagonal if the row and column of every non-zero entry of the matrix is indexed
by variables from the same variable set. A few more basic definitions and terminologies about
matrices, matrix products and ABP (like full-rank linear matrices and matrix products)
can be found in [37]. The indices k, ` ∈ [0, d− 1] will be treated as elements in Z/dZ, i.e.,
k + 1 = 0 if k = d − 1. Let L ⊆ Mn. A subspace U ⊆ Fn is L-invariant if for all M ∈ L,
M · U ⊆ U .

I Definition 5 (Irreducible invariant subspace). An L-invariant subspace U ⊆ Fn is irreducible
if there are no proper L-invariant subspaces U1 and U2 of U such that U = U1 ⊕ U2.

I Definition 6 (Closure of a vector). The closure of a vector v ∈ Fn under the action of
L ⊆Mn is the smallest L-invariant subspace of Fn containing v.

An algorithm to compute the closure of a vector in polynomial-time is given in [28]. An
easy-to-work-with definition of the Lie algebra of the group of symmetries of a polynomial
was given in [25]. For brevity, we will call it the Lie algebra of a polynomial.16

I Definition 7 (Lie algebra gf of a polynomial f). The Lie algebra of an n-variate polyno-
mial f(x) is denoted as gf and it consists of matrices E = (eij)i,j∈[n] ∈ Mn that satisfy∑

i,j∈[n] eijxj ·
∂f
∂xi

= 0.

Note that gf is a vector space, and a basis of gf can be computed in randomized polynomial-
time from blackbox access to f by solving a linear system (see [25]).

I Fact 1. If f(x) = g(Ax) for an A ∈ GL(n,F), then gf = A−1ggA.

3 Symmetries and Lie algebra of Tr-IMM

The symmetries and the Lie algebra gTr-IMM of Tr-IMMw,d have been studied in [16] over C.
Here, we work out the exact structure of the matrices in gTr-IMM with respect to the variable
ordering mentioned above, and use it to identify the gTr-IMM-invariant subspaces of Fn and
the symmetries of Tr-IMMw,d over F. These facts about the Lie algebra and the symmetries
will be used in the proofs of Theorems 1, 2 and 4.

B Claim 8. If E ∈ gTr-IMM then E is block-diagonal.

Define the spaces B0, . . . ,Bd−1 of block-diagonal matrices as follows: Every matrix in Bk
is a block-diagonal matrix whose non-zero entries are confined to the rows and columns
indexed by xk and xk+1 variables. For k ∈ [0, d− 1] and B ∈ Bk, let [B]k be the 2w2 × 2w2

16Geometrically speaking, the Lie algebra of an n-variate polynomial f(x) is the subspace of Mn(F)
obtained by translating the tangent of the algebraic set {A ∈ Mn : f(Ax) = f(x)} at A = In and
making it pass through origin.
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sub-matrix of B whose rows and columns are indexed by xk and xk+1 variables. If d is even
then

Bk :=
{
B ∈Mn : [B]k =

[
Iw ⊗MT 0

0 −Iw ⊗M

]
for M ∈Mw

}
if k is even,

Bk :=
{
B ∈Mn : [B]k =

[
MT ⊗ Iw 0

0 −M ⊗ Iw

]
for M ∈Mw

}
if k is odd. (1)

If d is odd, then the definition of Bk remains the same except for Bd−1 which is defined as

Bd−1 :=
{
B ∈Mn : [B]d−1 =

[
Iw ⊗MT 0

0 −M ⊗ Iw

]
for M ∈Mw

}
.

I Lemma 9. The space B0 + . . .+ Bd−1 is contained in gTr-IMM.

I Lemma 10. Suppose B ∈ gTr-IMM and there is a k ∈ [0, d−1] such that the non-zero entries
of B are confined to the rows and columns that are indexed by xk and xk+1 variables. Then
B ∈ Bk.

In fact gTr-IMM = B0 + . . . + Bd−1, but we do not prove this stronger statement here. Let
ei ∈ Fn be the vector with 1 in the entry indexed by xi ∈ x and zero elsewhere. A subspace
of Fn is a coordinate subspace if it is spanned by a set of ei’s. Let Uk = spanF{ei | xi ∈ xk}.

B Claim 11. Any non-zero gTr-IMM-invariant subspace is a coordinate subspace of Fn.

I Lemma 12. The only irreducible gTr-IMM-invariant subspaces of Fn are U0, . . . ,Ud−1.

I Corollary 13. If f = Tr-IMMw,d(Ax), where A ∈ GL(n,F), then the only irreducible
gf -invariant subspaces of Fn are A−1U0, . . . , A

−1Ud−1.

The above lemmas help us derive the group of symmetries of Tr-IMMw,d over F (proof
omitted).

I Lemma 14. Let Tr-IMMw,d = tr(Q′0 · · ·Q′d−1), where Q′0 · · ·Q′d−1 is a full-rank (w, d, n)-
matrix product over F. Then there are Ck ∈ GL(w,F) for k ∈ [0, d − 1], and ` ∈ [0, d − 1]
such that either Q′k = Ck · Q`+k · C−1

k+1 for k ∈ [0, d − 1] or Q′k = Ck · QT`−k · C
−1
k+1 for

k ∈ [0, d− 1].

4 Reduction from TRACE to DET: Proof of Theorem 1

The reduction is given in Algorithm 1. The algorithm proceeds by assuming that the input
polynomial f is equivalent to Tr-IMMw,d for some w ≥ 2. A final polynomial identity test
(PIT) takes care of the case when it is not. Algorithm 1 has two main steps – reduction from
TRACE to TRACE-TI (Algorithm 4 in [37]), and reduction from TRACE-TI to DET (Algorithm
2). The reduction from TRACE to TRACE-TI is inspired by a similar reduction in [28] for
the IMM polynomial. Below we discuss the proof strategy of the reduction from TRACE
to TRACE-TI, and give the details in the extended version. Algorithm 2 is given in Section 4.1.
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Reduction from TRACE to TRACE-TI. First, we compute bases of the irreducible gf -
invariant subspaces of Fn. By Corollary 13, these are bases of the spaces A−1Uσ(0), . . . ,

A−1Uσ(d−1), where σ is an unknown permutation on {0, . . . , d−1}. As dimF(Uk) = w2, we get
w. Now, let Vk be the n×w2 matrix consisting of the basis vectors of A−1Uσ(k). Form the n×n
matrix V = [V0 | V1 | . . . | Vd−1]. Observe that V = A−1 ·E, where E is a “block-permuted”
invertible matrix (by the definition of Uk). Thus, h(x) := f(V x) = Tr-IMMw,d(Ex). We
now make use of the evaluation dimension measure (Definition C.1 in [37]) on h to essentially
ensure that E is a block-diagonal matrix.

Algorithm 1 Reduction from TRACE to DET.

INPUT: Blackbox access to an n-variate, degree d polynomial f and oracle access to DET.
OUTPUT: If there is an w ∈ N such that f is equivalent to Tr-IMMw,d then output an
A ∈ GL(n,F) such that f(x) = Tr-IMMw,d(Ax). Otherwise output “No such w exists”.

Reduction to TRACE-TI
1: Use Algorithm 4 in [37] with input f to compute A′ ∈ GL(n,F) and a w ∈ N such that
h(x) = f(A′x) is a d-tensor in the variable sets x0, . . . ,xd−1 which is isomorphic to
Tr-IMMw,d. If the algorithm outputs ’No’, output “No such w exists”.

Reduction from TRACE-TI to DET
2: Use Algorithm 2 with input h, w and oracle access to DET to compute matrices
B0, . . . , Bd−1 ∈ GL(w2,F) such that h(x) = Tr-IMMw,d(B0x0, . . . , Bd−1xd−1). If Al-
gorithm 2 outputs ’No’ then output “No such w exists”.

3: Let B ∈ GL(n,F) be the block-diagonal matrix whose k-th block is Bk, and let A =
B(A′)−1.

Final PIT
4: Pick a random point a ∈ Sn where S ⊆ F is of size n5. If f(a) = Tr-IMMw,d(Aa) then

output w and A, else output “No such w exists”.

4.1 Reduction from TRACE-TI to DET
The following two claims (proofs are omitted) help in the argument.

B Claim 15. Let X be a w × w full-rank linear matrix17 and Y = Iw ⊗X. Then there do
not exist non-zero matrices T, S ∈Mw2(F) such that T · Y = Y T · S.

B Claim 16. Let X be a w × w full-rank linear matrix and Y = Iw ⊗ X, and suppose
T, S ∈Mw2(F) such that T · Y = Y · S. Then T = S = M ⊗ Iw for some M ∈Mw(F).

The correctness of Algorithm 2 is argued below by tracing its steps.

Steps 1–3: Assume that h is isomorphic to Tr-IMMw,d. Hence, there is a full-rank
(w, d, n) set-multilinear matrix product X0 . . . Xd−1 in x0, . . . ,xd−1 variables such that

17The entries in a full-rank linear matrix are linearly independent linear forms, and it is different from
a matrix whose entries are linear forms and has full-rank over the corresponding field. Note that a
full-rank linear matrix has full-rank over the corresponding field but the vice-versa is not always true.
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Algorithm 2 Reduction from TRACE-TI to DET.

INPUT: A w ∈ N, blackbox access to d-tensor h(x0, . . . ,xd−1) that is isomorphic to
Tr-IMMw,d, and oracle access to DET.
OUTPUT: Matrices B0, . . . , Bd−1 ∈ GL(w2,F) such that h(x) = Tr-IMMw,d(B0x0, . . . ,

Bd−1xd−1).
1: Use the set-multilinear ABP reconstruction algorithm (which follows from [31]) to

construct a (w2, d, n) set-multilinear ABP Y ′0 . . . Y
′
d−1 in x0, . . . ,xd−1 variables that

computes h.
2: For k ∈ [1, d− 2], use the factorization algorithm in [23] to compute blackbox access to a

degree-w polynomial gk such that det(Y ′k) = αkgk(xk)w, where αk ∈ F×.
3: For k ∈ [1, d− 2], use the DET oracle on input gk to compute X ′k such that det(X ′k) = gk.

If DET returns gk is not equivalent to Detw, then output “No”.

4: For k ∈ [1, d− 2], let Zk = Iw ⊗X ′k.
5: For k ∈ [1, d− 2], compute T ′k−1, S

′
k ∈ GL(w2,F) such that either T ′k−1 · Y ′k = Zk · S′k or

T ′k−1 · Y ′k = ZTk · S′k. If both equalities are satisfied, output “No” (see Observation 4.1).

6: Let Ŷ0 = Y ′0 · (T ′0)−1, Ŷk = (T ′k−1) · Y ′k · (T ′k)−1 for k ∈ [1, d− 3], Ŷd−2 = (T ′d−3) · Y ′d−2 ·
(S′d−2)−1, and Ŷd−1 = S′d−2 · Y ′d−1.

7: Let X̂d−2 be such that Ŷd−2 = Iw⊗ X̂d−2, and for k ∈ [1, d−3] construct M̂k ∈ GL(w,F)
and X̂k such that Ŷk = (M̂k ⊗ Iw) · (Iw ⊗ X̂k). (See Observation 4.3.)

8: Let Y d−1 = (
∏d−3
k=1(M̂k ⊗ Iw)) · Ŷd−1. Construct X̂d−1 such that its (i, j)-th entry is the

((j−1)w+ i)-th entry of Y d−1, and X̂0 such that its (i, j)-th entry is the ((i−1)w+ j)-th
entry of Ŷ0.

9: Obtain the transformations B0, . . . , Bd−1 ∈ GL(w2,F) from (the entries of) X̂0, . . . , X̂d−1
respectively. Return B0, . . . , Bd−1.

h = tr(X0 . . . Xd−1). Observe that, h is computed by the (w2, d, n)-set-multilinear ABP
Y0 . . . Yd−1, where

Y0 = (X0(1, 1), . . . , X0(1, w), X0(2, 1), . . . , X0(2, w), . . . , X0(w, 1), . . . , X0(w, w))
Yk = Iw ⊗Xk for k ∈ [1, d− 2]

Yd−1 = (Xd−1(1, 1), . . . , Xd−1(w, 1), Xd−1(1, 2), . . . , Xd−1(w, 2), . . . , Xd−1(1, w), . . . , Xd−1(w, w))T .

Using the randomized polynomial-time set-multilinear ABP reconstruction algorithm in
[31], a (w2, d, n) set-multilinear ABP Y ′0 . . . Y

′
d−1 computing h is constructed in Step 1.

It follows from the properties of this algorithm and the ABP Y0 . . . Yd−1 that there are
T0, . . . , Td−2 ∈ GL(w2,F) so that

Y ′0 = Y0 · T0 , Y ′k = T−1
k−1 · Yk · Tk for k ∈ [1, d− 2], and Y ′d−1 = T−1

d−2 · Yd−1 .

Hence, for all k ∈ [1, d − 2], det(Y ′k) = ck(det(Xk))w, where ck ∈ F×. As the determinant
polynomial is irreducible, at Step 2, we have gk = βk det(Xk) = det(diag(βk, 1, . . . , 1) ·Xk)
for some βk ∈ F× which implies gk is equivalent to Detw. At step 3, DET on input gk returns
X ′k such that

Xk = Ck ·X ′k ·Dk or Xk = Ck · (X ′k)T ·Dk where Ck, Dk ∈ GL(w,F).

The above follows from the group of symmetries of Detw (see Fact 1 in [26]).
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Steps 4–5: At Step 4, for k ∈ [1, d− 2], the matrix Zk = Iw ⊗X ′k satisfies

Yk = (Iw ⊗ Ck) · Zk · (Iw ⊗Dk) or Yk = (Iw ⊗ Ck) · ZTk · (Iw ⊗Dk).

Hence, at Step 5 there are T ′k−1 := (Iw ⊗C−1
k ) · Tk−1 and S′k := (Iw ⊗Dk) · Tk in GL(w2,F)

such that

T ′k−1 · Y ′k = Zk · S′k or T ′k−1 · Y ′k = ZTk · S′k.

Observation 4.1 uses Claim 15 to show that at Step 5 we can identify between the above two
cases, as only one of them is true.

I Observation 4.1. If h(x0, . . . ,xd−1) is isomorphic to Tr-IMMw,d then for matrices Y ′k
and Zk as computed in Algorithm 2, where k ∈ [1, d− 2], there are no matrices T ′k−1, S

′
k ∈

GL(w2,F) such that both T ′k−1 · Y ′k = Zk ·S′k and T ′k−1 · Y ′k = ZTk ·S′k are simultaneously true.

At step 5 the matrices T ′k−1 and S′k are computed by solving linear equations. Choosing a
solution at random from the solution space ensures that the computed matrices T ′k−1 and S′k
are invertible with high probability. Henceforth, we assume that T ′k−1 · Y ′k = Zk · S′k. The
proof for T ′k−1 · Y ′k = ZTk · S′k is similar. In Observation 4.2 we show that T ′k−1 and S′k are
related to Tk−1 and Tk respectively for k ∈ [1, d− 2].

I Observation 4.2 (Structure of T ′k−1 and S′k). The matrices T ′k−1 and S′k computed at Step
5 of Algorithm 2, where k ∈ [1, d− 2], satisfy the following: (T ′k−1)−1 = T−1

k−1 · (Iw ⊗ Ck) ·
(M−1

k ⊗ Iw) and S′k = (Mk ⊗ Iw) · (Iw ⊗Dk) · Tk, where Mk ∈ GL(w,F).

Steps 6–8: Observation 4.3 describes the structure of the matrices Ŷ0, . . . , Ŷd−1 computed
at Step 6. Clearly, Ŷ0 . . . Ŷd−1 = Y ′0 . . . Y

′
d−1 is a set-multilinear ABP computing h.

I Observation 4.3. Let M1, . . . ,Md−2 be the matrices as defined in Observation 4.2. Then
1. Ŷk = (MkM

−1
k+1 ⊗ Iw) · (Iw ⊗ (C−1

k ·Xk · Ck+1)) for k ∈ [1, d− 3],
2. Ŷd−2 = Iw ⊗ (C−1

d−2 ·Xd−2 ·D−1
d−2),

3. Ŷ0 = Y0 · (Iw ⊗ C1) · (M−1
1 ⊗ Iw), and Ŷd−1 = (Md−2 ⊗ Iw) · (Iw ⊗Dd−2) · Yd−1.

By the above observation, at Step 7, X̂d−2 = C−1
d−2 ·Xd−2 ·D−1

d−2. Moreover, the structure
of Ŷk (as stated in the observation) enables the algorithm to factor it in Step 7 and obtain
X̂k, M̂k such that

X̂k = ak(C−1
k ·Xk · Ck+1) and M̂k = a−1

k (Mk ·M−1
k+1) for some ak ∈ F×.

Let a =
∏d−3
k=1 ak. Then at step 8, Y d−1 = a−1 · (M1 ⊗ Iw) · (Iw ⊗Dd−2) · Yd−1. Now, it is a

simple exercise to verify that at step 8

X̂0 = (MT
1 )−1 ·X0 · C1 and X̂d−1 = a−1(Dd−2 ·Xd−1 ·MT

1 ).

Step 9: Therefore, h = tr(X̂0 . . . X̂d−1). The transformation Bk ∈ GL(w2,F) is such that
its rows are the coefficient vectors of the linear forms in X̂k.
Hence, h = Tr-IMMw,d(B0x0, . . . , Bd−1xd−1).
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5 Reduction from FMAI to MMTI: Proof of Theorem 2

5.1 Characterization of Tr-IMM by its Lie algebra
The following lemma gives a characterization of Tr-IMMw,d by its Lie algebra. The spaces
B0, . . . ,Bd−1 are as defined in Section 3.

I Lemma 17. Let f be a non-zero d-tensor in the variable sets x0, . . . ,xd−1 such that for
all k ∈ [0, d− 1] Bk ⊆ gf . Then there is an α ∈ F× such that f(x) = α · Tr-IMMw,d(x).

I Corollary 18. Let B ∈ GL(n,F) be a block-diagonal matrix with individual blocks B0, . . . ,

Bd−1 and f be a non-zero d-tensor in the variable sets x0, . . . ,xd−1 such that for all k ∈
[0, d−1], B−1·Bk·B ⊆ gf . Then there is an α ∈ F× such that f(x) = α·Tr-IMMw,d(B0x0, . . . ,

Bd−1xd−1).

5.2 Proof of Theorem 2
Algorithm 3 takes as input a basis {E1, E2, . . . , Er} of an algebra A ⊆ Mm(F), and if
A ∼=Mw for some w ∈ N, then it computes a 4-tensor f in the variable sets x0,x1,x2,x3
in deterministic polynomial time such that f is isomorphic to Tr-IMMw,4. It then uses the
algorithm in Theorem 4 to find an isomorphism from f to Tr-IMMw,4 using oracle access to
MMTI in randomized polynomial time. An easy check at the end of the algorithm ensures
that if the algorithm outputs an isomorphism then it is correct. Thus, we need to prove that
if A is isomorphic toMw for some w ∈ N then the algorithm outputs an isomorphism. This
is argued by tracing the steps of the algorithm assuming A is isomorphic toMw for some
w ∈ N.

Steps 1–2: At Step 2 there is a K ∈ GL(w2,F) and a basis {C1,1, . . . , Cw,w} ofMw such
that Li,j = K−1 · (Iw ⊗ Ci,j) ·K for all i, j ∈ [w] (by the Skolem-Noether theorem, see next
claim).

B Claim 19. Suppose A ∼=Mw for some w ∈ N. Then there exists a K ∈ GL(w2,F) and
linearly independent matrices {C1,1, . . . , Cw,w} inMw such that Li,j = K−1·(Iw⊗Ci,j)·K for
all i, j ∈ [w].

Step 3: The space spanned by {LT1,1, . . . , LTw,w} is KT · (Iw ⊗Mw) · (KT )−1.

I Observation 5.1. The space of matrices in Mw2 that commute with every matrix in
KT · (Iw ⊗Mw) · (KT )−1 is KT · (Mw ⊗ Iw) · (KT )−1. So, {N1,1, . . . , Nw,w} is a basis of
KT · (Mw ⊗ Iw) · (KT )−1.

Step 4: Let n = 4w2. For k ∈ [0, 3], let B′k be the following spaces: Every matrix in B′k is a
n× n block-diagonal matrix (with rows and columns indexed by x0, . . . ,x3) and its non-zero
entries are confined to the rows and columns indexed by xk and xk+1. For B ∈ Bk, let [B]k
be the 2w2 × 2w2 sub-matrix of B as defined in Equation 1 (Section 3). Then
B′k :={

B ∈Mn : [B]k =
[

KT · (Iw ⊗MT )(KT )−1 0
0 K−1 · (−Iw ⊗M) ·K

]
for M ∈Mw

}
if k is even,

:={
B ∈Mn : [B]k =

[
K−1 · (MT ⊗ Iw) ·K 0

0 KT · (−M ⊗ Iw) · (KT )−1

]
for M ∈Mw

}
if k is odd.

The following observation follows from Lemma 9 and Fact 1.
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Algorithm 3 Reduction from FMAI to MMTI.

INPUT: A basis {E1, E2, . . . , Er} of an algebra A ⊆Mm(F), and oracle access to MMTI.
OUTPUT: If A ∼=Mw(F) for some w ∈ N then output an algebra isomorphism φ : A →
Mw, otherwise output “No w ∈ N such that A ∼=Mw”.

1: If r 6= w2 for any w ∈ N, then output “No w ∈ N such that A ∼=Mw”.
2: Rename and order the basis elements as E1,1, . . . , E1,w, . . . , Ew,1, . . . , Ew,w. Compute

matrices L1,1, . . . , Lw,w, whose rows and columns are indexed by the above basis elements
in order, as follows: Li,j is the matrix corresponding to the left multiplication of Ei,j on
E1,1, . . . Ew,w. In particular, Ei,j · Ei2,j2 =

∑
i1,j1∈[w] Li,j((i1, j1), (i2, j2))Ei1,j1 .

3: Compute a basis of the space spanned by matrices in Mw2 that commute with
{LT1,1, . . . , LTw,w}. If the dimension of this space is not w2, then output ’No w ∈ N
such that A ∼=Mw’. Otherwise, let the computed basis be {N1,1, . . . , Nw,w}.

4: Compute a non-zero 4-tensor f in x0, . . . ,x3 variables whose coefficients satisfy the
following equations: a) for all k ∈ [0, 3], k even, and for all L ∈ {L1,1, . . . Lw,w}∑

i1,j1,i2,j2∈[w2]

LT ((i1, j1)(i2, j2))x(k)
i2,j2

∂f

x
(k)
i1,j1

−
∑

i1,j1,i2,j2∈[w2]

L((i1, j1)(i2, j2))x(k+1)
j2,i2

∂f

x
(k+1)
j1,i1

= 0.

(2)

b) for all k ∈ [0, 3], k odd, and for all N ∈ {N1,1, . . . Nw,w}∑
i1,j1,i2,j2∈[w2]

NT ((i1, j1)(i2, j2))x(k)
j2,i2

∂f

x
(k)
j1,i1

−
∑

i1,j1,i2,j2∈[w2]

N((i1, j1)(i2, j2))x(k+1)
i2,j2

∂f

x
(k+1)
i1,j1

= 0.

(3)

5: Use the algorithm in Theorem 4 on input f and with oracle access to MMTI.
If the algorithm outputs ’No’ then output ’No w ∈ N such that A ∼= Mw’.
Otherwise, let B0, B1, B2, B3 be the output of the algorithm such that f =
Tr-IMMw,4(B0x0, B1x1, B2x2, B3x3).

6: Check if there exist matrices F1,1, . . . , Fw,w ∈Mw such that B0 · LTi,j ·B
−1
0 = Iw ⊗ FTi,j

and B1 ·Li,j ·B−1
1 = Iw ⊗Fi,j for all i, j ∈ [w]. If such matrices do not exist then output

’No w ∈ N such that A ∼=Mw’, otherwise output φ : A →Mw, where φ(Ei,j) = Fi,j for
all i, j ∈ [w] (extended linearly to the whole of A) as the algebra isomorphism from A to
Mw.

I Observation 5.2. The Lie algebra of Tr-IMMw,4((KT )−1x0,Kx1, (KT )−1x2,Kx3) con-
tains B′0,B′1,B′2,B′3.

At Step 4, Algorithm 3 computes a non-zero 4-tensor f such that B′k ⊆ gf for all k ∈ [0, 3].
Equation 2 ensures B′0, B′2 ∈ gf , and Equation 3 ensures B′1,B′3 ∈ gf . That the algorithm
is able to compute a non-zero f (by solving a linear system) follows from Observation 5.2.
Since the number of monomials in f is at most w8, this step runs in polynomial time.
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Step 5: From Corollary 18 it follows that
f(x) = α ·Tr-IMMw,4((KT )−1x0, Kx1, (KT )−1x2,Kx3) for some α ∈ F×. Hence, at step 5
with high probability the algorithm in Theorem 4 outputs four matrices B0, B1, B2, B3 ∈
GL(w2,F) such that f(x) = Tr-IMMw,4 (B0x0, B1x1, B2x2, B3x3).

Step 6: Let B be the block-diagonal matrix whose k-th block is Bk, for k ∈ [0, 3]. Since
B′0 ⊆ gf and gf = B−1 · gTr-IMM · B (from Fact 1), B · B′0 · B−1 ⊆ gTr-IMM. Observe that
every matrix in B · B′0 ·B−1 is block-diagonal with its non-zero entries confined to the first
two blocks. Hence, from Lemma 10, and the fact that both the spaces B · B′0 ·B−1 and B0
have dimension w2, we have B · B′0 · B−1 = B0. In particular, for every i, j ∈ [w] there is
an Fi,j ∈Mw such that B0 · LTi,j ·B

−1
0 = Iw ⊗ FTi,j and B1 · Li,j ·B−1

1 = Iw ⊗ Fi,j . Finally,
verify that φ(Ei,j) = Fi,j is an algebra isomorphism.

Comparison with [15]: In [15], FMAI is reduced to DET by using the fact that Detw is
characterized by its Lie algebra (see Lemma 7.1 in [15]). If the input algebra A is isomorphic
toMw then the algorithm in [15] computes a degree-w polynomial f in w2 variables such that
gf contains the Lie algebra of a polynomial equivalent to Detw. Hence, the time complexity of
their algorithm is wO(w). Algorithm 3 follows the same approach, but computes a degree four
polynomial f such that gf contains the Lie algebra of a polynomial equivalent to Tr-IMMw,4.
So, the complexity of this algorithm is wO(1).
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Abstract
Recently, Scheerer [19] and Vandehey [21] showed that normality for continued fraction expansions
and base-b expansions are incomparable notions. This shows that at some level, randomness for
continued fractions and binary expansion are different statistical concepts. In contrast, we show that
the continued fraction expansion of a real is computably random if and only if its binary expansion
is computably random.

To quantify the degree to which a continued fraction fails to be effectively random, we define the
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1 Introduction

Kolmogorov initiated the program of proving that all practical applications of randomness are
consequences of incompressibility [9]. A landmark achievement in the theory of computation
realizing Kolmogorov’s program is Martin-Löf’s definition of an individual random binary
sequence using constructive measure [15]. Alternative, equivalent characterizations using
martingales [20] and incompressible sequences [10], [6], [1], establish that the definition of an
individual random binary sequence is mathematically robust. This has led to a deep and rich
theory interacting fruitfully with computability theory, probability theory and dynamical
systems (see for example, [11], [3], [18]).

In this work, we study the concept of an individual random continued fraction. An
important question is whether randomness of a real is preserved when translating from one
representation to another, for example, from base 2 expansion to base 3 expansion, or from
binary expansion to continued fraction expansion. Recent elegant constructions by Vandehey
and Scheerer show that continued fraction normals and normals in base-b are incomparable
sets [21], [19]. In contrast, Nandakumar [17] remarks that the binary expansion of a real
is Martin-Löf random if and only if its continued fraction is. We extend this result using
martingales, and show that the continued fraction of a real is computably random if and only
if its binary expansion is.
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73:2 Randomness and Dimension of Continued Fractions

To quantify the degree of non-randomness, the topological notion of Hausdorff dimension
[7] has been effectivized in computability and complexity theory in a series of works by
Lutz [13], Lutz and Mayordomo [14], Mayordomo [16], Fernau and Staiger [5], and others.
Generalizing the definition of random continued fractions using martingales, we define the
effective Hausdorff dimension of sets of continued fractions, and of individual continued
fractions, in the spirit of Lutz [13]. We construct examples of continued fractions with
dimensions 0 and 1.

The tools and techniques for base-2 randomness do not lend themselves easily to con-
tinued fractions, which we can view as infinite sequences over a countably infinite alphabet.
Topologically, this is a non-compact space. Further, the canonical shift-invariant measure
on the space of continued fractions in [0, 1] is the Gauss measure, which is not a product
measure, or even a Markov distribution [4], [2]. A study of effective Hausdorff dimension in
this setting is new.

Our main contributions are - martingale-based definitions of Martin-Löf random and
computable random continued fractions, showing the preservation of Martin-Löf randomness
and computable randomness when converting from binary expansion to continued fractions
and vice versa, and a basic statistical property of random sequences. Further, we define
effective Hausdorff dimension of sets of continued fractions and individual continued fractions
using s-gales, and give explicit constructions of continued fractions with dimensions 0 and 1.
We develop techniques and approximation methods related to Gauss measure, which may be
of independent interest.

2 Preliminaries

Let N be the set of positive natural numbers, N∗ be the set of finite sequences of natural
numbers, and N∞ be the set of infinite sequences of natural numbers. If a finite sequence
v ∈ N∗ is a prefix of another finite sequence w ∈ N∗ or an infinite sequence X ∈ N∞, we
represent it respectively by v v w and v v X. If v, w ∈ N∗, their concatenation is written as
vw. λ denotes the empty string.

We identify any finite string (a1, . . . , an) ∈ N∗, and any infinite sequence 〈ai〉i∈N with

0 +
1

a1 +
1

. . . +
1
an

and 0 +
1

a1 +
1
. . .

(1)

respectively. We denote this respectively as the finite continued fraction [0; a1, . . . , an] and
the infinite continued fraction [0; a1, . . . ]. The continued fraction cylinder C[0;a1,...,ak] is the
set of infinite continued fractions with [0; a1, . . . , ak] as a prefix.

If v ∈ N∗, then the number of integers in v is denoted |v|. For j ∈ N, v � j denotes the
substring consisting of the first j integers in v when j ≤ |v|, and v itself, otherwise. For
X ∈ N∞ and j ∈ N, X � j denotes the substring consisting of the first j integers in X.

In this work, we consider the probability space (N∞,B(N∞), γ) where B(N∞) is the Borel
σ-algebra generated by the cylinders and γ is the Gauss measure defined on any A ∈ B(N∞)
by γ(A) = 1

log 2
∫
A

1
x+1 dx. The Gauss measure is a translation-invariant probability on the

space of continued fractions [4], [2].
Similar notations apply for the binary expansions of reals. We designate the binary

alphabet {0, 1} by Σ. Analogous with the notation for integers, let Σ∗ denote the set of finite
binary strings, and Σ∞ the set of infinite binary sequences. We use λ for the empty string.
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For any w ∈ Σ∗, the binary cylinder Cw is the set of all infinite binary sequences with w
as a prefix. The probability space on binary sequences is (Σ∞,B(Σ∞), µ) where B(Σ∞) is
the Borel σ-algebra on Σ∞, and µ is the Lebesgue (uniform) probability measure defined for
every Borel set A by µ(A) =

∫
A
xdx.

For w ∈ Σ∗, we denote µ(Cw) by µ(w), and analogously for v ∈ N∗ and γ.

3 Useful estimates for continued fractions and the Gauss measure

For [0; v1, . . . , vn], denote the rational represented by v � k by pk

qk
. This is called the kth

convergent of v. The standard continued fraction recurrence for computing convergents is
given by (see for example, Khinchin [8])

p−1 = 1, p1 = 0, pn = vnpn−1 + pn−2,

q−1 = 0, q1 = 1, qn = vnqn−1 + qn−2.

It follows that µ([0; v1, . . . , vk]) = 1
qk(qk+qk−1) for all 2 ≤ k ≤ n.

I Lemma 1. Let C[0;a1,...,ak] be the cylinder set of an arbitrary finite continued frac-
tion and C ′b1...bk

be the cylinder set of an arbitrary binary string of length k. Then,
µ(Ca1,a2,...,ak

) ≤ µ(C ′b1,b2,...,bk
).

The following estimate, which we can easily establish, shows a fairly tight relationship
between Lebesgue measure and Gauss measure. The proof uses the fact that the Radon-
Nikodym derivative dγ

dµ = 1
1+x is bounded in [0, 1].

I Lemma 2. For any subinterval B of the unit interval, we have 1
2 ln 2µ(B) ≤ γ(B) ≤

1
ln 2µ(B).

4 Martingales on Continued fraction expansions

The notion of binary supermartingales and their success sets is well-known in the study of
algorithmic randomness and resource-bounded measure [11], [18], [3]. We recall the binary
notion, and then define the notion of continued fraction supermartingales, by replacing the
measure appropriately.

I Definition 3 ([3]). A binary martingale d : Σ∗ → [0,∞) is a function with d(λ) <∞ and
such that for every v ∈ Σ∗, d(v) = d(v0)+d(v1)

2 . We say that d : Σ∗ → [0,∞) is a binary
supermartingale if d(λ) <∞, and the equality above is replaced with a ≥.

A supermartingale or a martingale d succeeds on X ∈ Σ∞, denoted X ∈ S∞[d],
if lim supn→∞ d(X � n) = ∞, and strongly succeeds on X, denoted X ∈ S∞str[d], if
lim infn→∞ d(X � n) =∞.

Analogously, we define the following.

I Definition 4. A continued fraction martingale d : N∗ → [0,∞) is a function with d(λ) <∞
and such that for every v ∈ N∗, d(v)γ(Cv) =

∑
n∈N d(vn)γ(Cvn). We say that d : N∗ → [0,∞)

is a continued fraction supermartingale if d(λ) <∞, and the equality above is replaced with
a ≥.

A supermartingale or a martingale d succeeds on an infinite sequence X, denoted X ∈
S∞[d], if lim supn→∞ d(X � n) = ∞, and strongly succeeds on X, denoted X ∈ S∞str[d], if
lim infn→∞ d(X � n) =∞.

MFCS 2020



73:4 Randomness and Dimension of Continued Fractions

We view the value d(w) as the capital that the martingale has if the outcome is w. Thus,
a martingale is a “fair” betting condition on continued fractions where the expected value
(with respect to the Gauss measure) of the capital after a bet is equal to the expected value
before the bet. The reason for selecting Gauss measure in particular as the “canonical”
distribution is that it is translation invariant with respect to the continued fraction expansion,
which is necessary to study statistical properties of sequences like normality.

The following is a consequence of the definition of martingales.

I Lemma 5. Let d : N∗ → [0,∞) be a supermartingale. Let v ∈ N∗ and S ⊆ N∗ be
a prefix-free set where every w ∈ S is an extension of v with |w| ≤ k, k ∈ N. Then∑

w∈S d(w)γ(w) ≤ d(v)γ(v).

Now, we impose computability restrictions on the (super)martingale functions, analogous
to the existing notions for the computability of martingales on finite alphabets [3].

I Definition 6. A function d : N∗ −→ [0,∞) is called computably enumerable (alternatively,
lower semicomputable) if there exists a total computable function d̂ : N∗ × N −→ Q ∩ [0,∞)
such that the following two conditions hold.

Monotonicity : For all w ∈ N∗ and for all n ∈ N, we have d̂(w, n) ≤ d̂(w, n+1) ≤ d(w).
Convergence : For all w ∈ N∗, limn→∞ d̂(w, n) = d(w).

A real number r is said to be lower semicomputable if there is a total computable
function r̂ : N → Q such that for every n ∈ N, r̂(n) ≤ r̂(n+ 1) ≤ r, and limn→∞ r̂(n) = r.
Note that if d is a lower semicomputable supermartingale, then for every v ∈ N∗, d(v) is a
lowersemicomputable real, uniformly in N.

I Definition 7. A function d : N∗ → [0,∞) is called computable if there is a total computable
function d̂ : N∗ × N → Q ∩ [0,∞) such that for every w ∈ N∗ and n ∈ N, we have
|d̂(w, n)− d(w)| ≤ 2−n.

Note. By replacing N∗ with Σ∗, we get the analogous computability notions for binary
supermartingales. For a computable function d, it is sufficient for the witness d̂ that for
some f : N→ [0,∞), where f is a monotone computable function decreasing to 0 as n→∞,
|d̂(w, n)− d(w)| ≤ f(n).

For computably enumerable (abbreviated as c.e.) sequences of lower semicomputable
martingales, we have the following universality result.

I Theorem 8. If {d1, d2, . . . } : N∗ → [0,∞) is a computably enumerable sequence of lower
semicomputable martingales then there exists a lower semicomputable martingale d that
succeeds on ∪∞i=1S

∞[di], and which strongly succeeds on ∪∞i=1S
∞
str[di].

We now define individual random continued fractions for the above computability notions.
Random sequences are those on which martingales fail to make unbounded amounts of money.

I Definition 9. We call a continued fraction X ∈ N∞ Martin-Löf random if no lower
semicomputable supermartingale succeeds on X and computably random if no computable
supermartingale succeeds on X.

As it is well-known in the binary case using the “savings account trick” (see for example,
[3] or [18]), the following theorem states that the notion of success and strong success coincide
when we study Martin-Löf and computable randomness.
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I Theorem 10. If d : N∗ → [0,∞) is a supermartingale which succeeds on X ∈ N∞,
then there is a supermartingale g : N∗ → [0,∞) and such that limn→∞ g(X � n) = ∞.
Moreover, if d is lower semicomputable, then so is g. If d is computable, then there is a
function s : N∗ → [0,∞) which is monotone over lengths of inputs, such that g ≥ s and
limn→∞ s(X � n) =∞, where g nand s are computable functions.1

We can show that basic stochastic properties are satisfied by continued fraction randoms.

I Theorem 11. Suppose X is a computably random continued fraction. Then every positive
integer appears infinitely often in X.

5 Continued fraction non-randoms are binary non-random

The following lemmas are crucial in converting betting strategies on binary expansions into
those on continued fractions, and conversely.

I Lemma 12. Let 0 ≤ a < b ≤ 1, and
[
m
2k ,

m+1
2k

)
, where 0 ≤ m < 2k, be the smallest dyadic

interval that covers [a, b). Then 1
2k ≤ 4(b− a).

I Lemma 13. Let 0 ≤ a < b ≤ 1, and
[
m
2k ,

m+1
2k

)
, where 0 ≤ m < 2k, be the largest dyadic

interval which is a subset of [a, b). Then 1
2k ≥ 1

4 (b− a).

Now we show that if there is a martingale which succeeds on the continued fraction on a
real number x, then there is a martingale that succeeds on its binary expansion with similar
computability properties.

I Theorem 14. Let x ∈ (0, 1) be an irrational with continued fraction expansion X and
binary expansion B. Then the following hold.
1. If X is non-Martin-Löf random, then its B is non Martin-Löf random.
2. If X is not computably random, then B is not computably random.

Proof. Let X and B be as given.
Let d : N∗ → [0,∞) be a c.e. supermartingale which succeeds on X. By Theorem

10, we can assume that lim infn→∞ d(X � n) = ∞, equivalently, for every integer M , for
all sufficiently large prefix lengths n, d(X � n) ≥ M . We construct a c.e. martingale
h : Σ∗ → [0,∞) which succeeds on B, using the martingale d.

Note that for an arbitrary w ∈ {0, 1}∗, the continued fraction cylinder enclosing Cw may
not coincide exactly with Cw, and that certain intervals may overlap with both Cw0 and
Cw1. First, we introduce some notation to define the martingale.

Let w ∈ Σ∗ and v ∈ N∗ be the continued fraction such that Cv is the smallest cylinder
enclosing Cw. We classify the extensions of v as follows. Let I(w) = {vi | i ∈ N, Cvi ⊆ Cw}
be the set of cylinders which are contained in Cw. Let P (w) = {vi | i ∈ N, Cvi ∩ Cw 6=
∅, Cvi * Cw} be the set of cylinders which partially intersect Cv, but are not contained in it.
Then, let

h(w) =
∑

y∈I(w)

d(y) γ(y)
µ(w)

1
2
∑

y∈P (w)

d(y) γ(y)
µ(w) . (2)

1 s is called the “savings account” of g.

MFCS 2020



73:6 Randomness and Dimension of Continued Fractions

Since µ(w0) = µ(w1) = µ(w)
2 , we have that [h(w0) + h(w1)]µ(w)

2 is equal to∑
y∈I(w0)∪I(w1)

d(y)γ(y) +
∑

y∈P (w0)∩P (w1)

d(y)γ(y) + 1
2

∑
y∈P (w0)⊕P (w1)

d(y)γ(y),

where ⊕ denotes the symmetric difference of sets. Note that every y ∈ I(w0) ∪ I(w1) ∪
(P (w0) ∩ P (w1)) is an extension of some v ∈ I(w). By Lemma 5, we have∑

y∈I(w0)∪I(w1)∪(P (w0)∩P (w1))

d(y)γ(y) ≤
∑

v∈I(w)

d(v)γ(v).

Further, every y ∈ P (w0)⊕ P (w1) is an extension of some v ∈ P (w). Hence∑
y∈P (w0)⊕P (w1)

d(y)γ(y) ≤
∑

v∈P (w)

d(v)γ(v).

We have

[h(w0) + h(w1)]µ(w)
2 ≤

 ∑
v∈I(w)

d(v)γ(v) + 1
2
∑

v∈P (w)

d(v)γ(v)

 = h(w)µ(w),

whence h is a supermartingale.
Let M be an arbitrary positive real, and let v v X be a prefix such that for all longer

prefixes, d(v) ≥M .
Let w v B be the string designating the largest binary cylinder Cw ⊆ Cv. We show that

h(w) ≥ cM for some constant c > 0 which is independent of w, v, and M .
By Lemma 13, we know that the largest dyadic interval which is a subset of Cv has

Lebesgue measure at least 1/4 of the Lebesgue measure of Cv. Thus,

γ(Cv ∩ Cw) ≥ µ(Cv ∩ Cw)
2 ln(2) ≥ µ(Cv)

8 ln(2) ≥
γ(Cv)

8 .

The first and third inequalities above are consequences of Lemma 2 (see also [4], Section 3.2)
and the second, Lemma 13.

By definition, we have that h(w) is greater than or equal to

M

 ∑
y∈I(w)

γ(y)2|w| + 1
2
∑

i∈P (w)

γ(y)2|w|
 ≥ M

2

 ∑
y∈I(w)

γ(y)2|w| +
∑

y∈P (w)

γ(y)2|w|


≥ M

2 γ(Cv ∩ Cw)2|w|.

From the bound above, we obtain that h(w) is greater than or equal to

M

2
γ(Cv ∩ Cw)
µ(Cw) ≥ M

16
γ(Cv)
µ(Cw) = M

32 ln 2
µ(Cv)
µ(Cw) ≥

M

32 ln(2) ,

where the last inequality follows from the fact that Cv ⊇ Cw. Thus h succeeds on the same
real.

If d is lower semicomputable, from equation (2), it is clear that h is the sum of lower
semicomputable terms involving a computable decision (i.e. i ∈ I(wb) and i ∈ P (wb)). Hence
h is a lower semicomputable function.

Now, suppose d is computable. Observe crucially that |I(wb)| <∞ for one bit b ∈ {0, 1}.
Assume, without loss of generality, that |I(w0)| < ∞. Hence, h(w0) is a sum of finitely
many computable terms, involving a computable decision. Moreover, h(w1) = h(w)−h(w0)

2 is
a difference of computable terms. It follows that h is computable. J



S. Nandakumar and P. Vishnoi 73:7

6 Binary non-randoms are continued fraction non-random

We now show that if the binary expansion of a real number is non-Martin-Löf-random, then
so is its continued fraction expansion.

I Theorem 15. Let x be an irrational in [0, 1] with continued fraction expansion X and
binary expansion B. If B is not Martin-Löf random, then X is not a Martin-Löf random
continued fraction. If B is not computably random, then X is not a computably random
continued fraction.

Proof. Let d : Σ∗ → [0,∞) be a martingale with B ∈ S∞str[d]. Without loss of generality, we
may assume that d ≥ 2−c for some c ∈ N, c > 0.

Construct a collection of sets 〈Lv〉v∈N∗ by letting Lλ = {λ} and

Lvi = {w ∈ Σ∗ | (∃u v w) u ∈ Lv, (@u @ w) u ∈ Lvi, Cw ⊆ Cvi}. (3)

Dyadic rationals are dense in [0, 1]. Hence Lv contains a unique prefix of every irrational in
Cvi. By construction, every Lv is a prefix-free set. Further, membership of w in Lv can be
decided by ensuring that for every prefix v′ @ v, there is some u v w in Lv′ , and no w′ @ w
is in Lv, and by checking that Cw ⊆ Cv. Hence Lvs are decidable uniformly in v.

Let h : N∗ → [0,∞) be defined by

h(v) =
∑
w∈Lv

(log2 d(w) + c+ 1)µ(w)
γ(v) .

Since d ≥ 2−c, it follows that h is a positive real-valued function.
We can verify that log2 d+ c+ 1 is a supermartingale. We have that

∑
i∈N h(vi)γ(vi) is∑

i∈N

∑
w∈Lvi

(log2 d(w) + c+ 1)µ(w) ≤
∑
u∈Lv

∑
i∈N,

w∈Lvi,
uvw

(log2 d(w) + c+ 1)µ(w).

Since Lvi is a prefix-free set for each i ∈ N, by the Kolmogorov inequality [18], the above is at
most

∑
u∈Lv

(log2 d(u)+c+1)µ(u), which is h(v)γ(v), establishing that h is a supermartingale.
Suppose the savings account function of the log2 d+ c+ 1 supermartingale is denoted

sd. Then for every D ∈ Σ∞ and every n ∈ N, we have sd(D � n) ≤ sd(D � n+ 1) and that
limn→∞ sd(B � n) =∞. If sd(u) ≥M > 0, where Cu is the smallest cylinder which covers
Cv, v ∈ N∗, then we have

h(v) ≥
∑
w∈Lv

sd(w)µ(w)
γ(v) ≥

M

γ(v)
∑

w∈L(v)

µ(w) = Mµ(v)
γ(v) .

By Lemma 13, similar to the argument of the converse direction, we conclude that the above
quantity is at least M ln(2). It follows that X ∈ S∞str[d].

If d is lower semicomputable, then so is (log2 d+ c+ 1). Since Lv is decidable uniformly in
v, it follows that h is the sum of a computably enumerable sequence of lower semicomputable
terms, hence is lower semicomputable.

If d is computable, then so is (log2 d+ c+ 1), witnessed by, say, ˆ̀
d : N∗ ×N→ [0,∞)∩Q.

For each v ∈ N∗, let 〈wv,j〉j∈N be a computable enumeration of Lv in increasing order, which
exists since Lv is decidable. Hence, ĥ : N∗ × N → [0,∞) ∩ Q defined below witnesses the
computability of h. For v ∈ N∗ and n ∈ N, define

ĥ(v, n) =
Nv,n∑
j=1

ˆ̀
d(wv,j)

µ(wv,j)
γ̂(v, n) ,

MFCS 2020
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where

Nn,v = min

m ∈ N |
m∑
j=1

µ(wv,j) > µ(vi)− 2−n
 .

Then, Nn,v exists for all n and v. Moreover, Nn,v is computable uniformly in n and v. We
now show that for all n, |ĥ(v, n)− h(v)| ≤ (2 + c+ 1)2−n, showing that h is computable.

For any w ∈ Σ∗, we know that d(w) ≤ 2|w|, hence log2 d(w) + c+ 1 ≤ |w|+ c+ 1. Further,∑∞
j=Nn+1 µ(wv,j) ≤ 2−n. Hence,

∞∑
j=Nn+1

log2 d(wv,j) + c+ 1
2|wv,j |

≤
∞∑

j=Nn+1

|wv,j |+ c+ 1
2|wv,j |

,

which, is clearly upper bounded by a term computable from n and decreasing to 0 as n→∞.
It follows that h is computable. J

7 Effective dimension of continued fractions using s-gales

Adapting the approach of Lutz [13], Lutz and Mayordomo [14] for finite alphabets, we define
effective Hausdorff dimension of sets of continued fractions.

I Definition 16. Let s ∈ [0,∞) and N∞ denote the set of infinite sequences of positive
integers.

A continued fraction s-gale is a function d : N∗ −→ [0,∞) that satisfies the condition

d(w)[γ(Cw)]s =
∑
i∈N

d(wi)[γ(Cwi)]s

for all w ∈ N∗.
We say that d succeeds on a sequence Q ∈ N∞ if lim sup

n→∞
d(Q � n) =∞.

The success set of d is S∞(d) = {Q ∈ N∞| d succeeds on Q}.
For X ⊆ N∞,G(X ) denotes the set of all s ∈ [0,∞) such that for every X ∈ X , there
exists a lower semicomputable continued fraction s-gale d which succeeds on X.
The effective Hausdorff dimension of a set S ⊆ N∞ is the infimum of the set G(X).

It is possible to view s-gales as martingales with a specified rate of success. First, we
show that an s-gale can be converted into a martingale by multiplying the capital of the
s-gale with an adjusted rate for the success. This is similar to the corresponding result for
binary s-gales and martingales in [13].

I Lemma 17. Let d : N∗ → [0,∞) be an s-gale. Then g : N∗ → [0,∞) defined by
g(v) = d(v)γs−1(v) is a continued fraction martingale.

Proof. It is clear that g(λ) = 1. Further, for v ∈ N∗, we have∑
i∈N

g(vi)γ(vi) =
∑
i∈N

d(vi)γs−1(Cvi)γ(vi) =
∑
i∈N

d(vi)γs(vi) = d(v)γs(v) = g(v)γ(v),

where the penultimate equality follows since d is an s-gale. J

The following helps us to relate the success rate of martingales to the dimension.
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I Lemma 18. Let d : N∗ → [0,∞) be a lower semicomputable continued fraction martingale,
and s ∈ (0, 1). If X ∈ N∞ has infinitely many prefix lengths n for which d(X � n) ≥ γs−1(X �
n), then dim(X) ≤ s.

Thus, we have the following characterization of dimension of continued fractions in terms
of the success rate of martingales.

I Theorem 19. For any X ∈ N∞, s ∈ (0, 1), we have dim(X) ≤ s if and only if there is a
continued fraction martingale d : N∗ → [0,∞) such that for infinitely many n, d(X � n) ≥
γs−1(CX�n).

8 Continued fractions with dimension 0 and computability

I Lemma 20. Every computable continued fraction has effective dimension zero.

Proof. Let X = [0; a1, a2, . . . ] be an arbitrary continued fraction such that ai ∈ N. Let M
be total computable function on N such that for all i ∈ N, M(i) = ai.

Consider the function d : N∗ → [0,∞) which bets all of current capital along the sequence
computed by M , defined by d(a1, a2, . . . an) = γ−s(Ca1,a2,...an

). Let d(v) = 0 if v is not a
prefix of X.

Then d is an s-gale, since for every v ∈ N∗ which is a prefix of S,

∑
i∈N

d(vi)γs(Cvi) =
γs(CvM(|v|))
γs(CvM(|v|))

= 1 = γ−s(Cv)γs(Cv) = d(v)γs(Cv).

For v ∈ N∗ which is not a prefix of X, d(v) = 0, hence
∑
i∈N d(vi)γs(Cvi) = 0 = d(v)γs(Cv).

Since γ([0; a1, . . . , an])→ 0 as n→∞ and s > 0, it follows that γ−s([0; a1, . . . , an])→∞
as n→∞. Hence X ∈ S∞[d]. Since s was arbitrary, the infimum of all s such that there is
an s-gale which succeeds on X is 0. J

However, the converse does not hold in general. We show that there are uncomputable
continued fractions with dimension 0.

The standard technique for binary sequences uses the notion of “dilution” - we add a few
bits from a Martin-Löf random sequence, and intersperse it with a large number of 0s. By
making the number of zeroes grow in an unbounded manner, we can construct a dimension 0
sequence.

Surprisingly, with continued fractions, we can perform this “dilution” by following every
“random” integer with a single integer. We do not require arbitrarily long computable
stretches. We are able to do this since the underlying alphabet is infinite.

To make the continued fraction uncomputable, at every odd location, we copy the integer
from a Martin-Löf random continued fraction. To make the continued fraction have dimension
0, at every even location, we computably choose a large integer so that an s-gale can make
unbounded amounts of money by betting.

The construction is involved, because the underlying probability measure, Gauss measure,
is not a product distribution. Hence the choice of these “large integers” at even locations
necessarily depend on the previous integers. The argument which follows uses several
approximation techniques.

I Lemma 21. There is an uncomputable continued fraction with dimension 0.
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Proof. Let Y be a Martin-Löf random continued fraction. Let X be the continued fraction
defined by

X[n] =
{
Ydn/2e if n is odd,
f(X � n− 1) otherwise,

where f : N∗ → N defined by f(v) = [max(v)+2](|v|)2 for v ∈ N∗. We show that dimγ(X) = 0.
It suffices to show that for all s ∈ (0, 1), there is an s-gale that succeeds on X.

Consider the computable function d : N∗ → [0,∞) defined by d(λ) = 1 and for every v of
odd length and i ∈ N, letting d(vi) = d(v)γ1−s(Cvi|v). For every v of even length, j = f(v),
let d(vj) = d(v)γ−s(Cvj|v), and for k 6= f(v), let d(vk) = 0.

If |v| is odd, then∑
i∈N

d(vi)γs(vi|v) = d(v)
∑
i∈N

γ1−s(vi|v)γs(vi|v) = d(v)
∑
i∈N

γ(vi|v) = d(v),

and if |v| is even, then letting j = f(v),

∑
i∈N

d(vi)γs(vi|v) = d(v)γ
s(vj|v)
γs(vj|v) = d(v).

Hence d is an s-gale.
We show now that X ∈ S∞[d]. Denote X � 2k− 1 by v. Let X[2k] = Y [k] be denoted by

i and X[2k + 1] = f(vi) be denoted by j. Then

d(vij)
d(v) = 1

γs−1(vi|v)γs(vij|vi) = γ(vi|v)
γs(vi|v)γs(vij|vi) ≥

γ(vi|v)
γs(vij|vi) ,

since 0 ≤ γs(vi|v) ≤ 1. By Lemma 2, it follows that

γ(vi|v)
γs(vij|vi) ≥

µ(vi|v)
2(ln 2)1−sµs(vij|vi) .

We have that µ(vi|v) is

q2k−1(q2k−1 + q2k−2)
q2k(q2k + q2k−1) ≥

q2
2k−1
2q2

2k
=
(

q2
2k−1

2(iq2k−1 + q2k−2)2

)
≥
(

q2
2k−1

2(i+ 1)2q2
2k−1

)
= 1

2(i+ 1)2 ≥
1

2(m+ 2)2 ,

where m = max(vi). Similarly

1
µ(vij|vi) = q2k+1(q2k+1 + q2k)

q2k(q2k + q2k−1) ≥
q2k+1

q2k + q2k−1
= jq2k + q2k−1

q2k + q2k−1
≥ jq2k + q2k−1

2q2k
≥ j

2

Since j = (m+ 2)4k2 , it follows that

µ(vi|v)
2(ln 2)1−sµs(vij|vi) ≥

1
2(m+ 2)2

(m+ 2)4k2s

2s+1(ln 2)1−s = (m+ 2)4k2s−2

2s+2(ln 2)1−s

For fixed s, as k →∞, the above quantity is greater than 2. It follows that d succeeds on X.
Since s ∈ (0, 1) was arbitrary, we can conclude that dimγ(X) = 0. J
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9 Continued fractions with dimension 1 and Martin-Löf randomness

In this section, we study the relationship between Martin-Löf randomness of continued
fractions, normality of continued fractions, and the notion of effective dimension 1. We show
that all Martin-Löf random continued fractions have effective dimension 1. However, there
are continued fractions with effective dimension 1, which are normal as well, but which are
not Martin-Löf random.

I Lemma 22. Every Martin-Löf random continued fraction has effective dimension 1.

Proof. Let Y ∈ N∞ have s = dim(Y ) ≤ 1. Let d : N∗ → [0,∞) be a lower semicomputable
s-gale that succeeds on Y . Consider the lower semicomputable function h : N∗ → [0,∞)
defined by h(v) = d(v)γs−1(Cv), for v ∈ N∗. Then∑

i∈N
h(vi)γ(Cvi) =

∑
i∈N

d(vi)γs(Cvi) = d(v)γs(Cv) = h(v)γ(Cv),

where the second last equality follows by the fact that d is an s-gale.
Suppose d(Y � n) > M . Then h(Y � n) > Mγs−1(Y � n) > M . Since Y ∈ S∞[d], it

follows that Y ∈ S∞[h]. Hence Y is not a Martin-Löf random continued fraction. J

However, there are sequences with c.e. dimension 1, which are not random. The idea is
to intersperse the integer “1” at computable locations which are spaced very sparsely apart.
The proof that the resulting number is not Martin-Löf random uses the following estimate
on conditional Gauss probabilities, which, to our knowledge, is not present in literature.

I Lemma 23. For any v = [0; v1, . . . , vn] ∈ N∗, we have

1
2 ln(2)(2vn + 3) ≤ γ(Cv1|v) ≤

1
2 ln(2) .

The above lemma shows that the conditional probability of 1 in any cylinder [0; v1, . . . , vn, 1]
can be arbitrarily small if vn is arbitrarily large. Hence a betting function to win arbitrarily
large amounts. In the following constructions in the paper, unlike in the dimension 0
construction, it becomes necessary to allow a betting function to win, but also to prevent
large wins, at specific positions. We control this winning amount by inserting 1s at computable
locations only when vn is bounded.

I Lemma 24. There is a continued fraction with effective dimension 1, which is normal,
but which is not Martin-Löf random.

Proof. Let Y be a Martin-Löf random continued fraction. We construct X ∈ N∞ in stages,
as follows.

At each stage s ≥ 1, we copy at least s! integers from Y into X, maintaining the relative
order. Associated with each stage, we keep a cumulative count Ns of the number of integers
we have copied from Y , in stages 1 through s inclusive.

Construction. At stage 1, we set X[i] = Y [i] starting from i = 1, until we see a position
with Y [i] = 1. We denote this position as N1. Such a position always exists since Y is
Martin-Löf random by Theorem 11. Set X[N1 + 1] = 1.

Note that at every stage, we insert exactly one 1 into X, which is not present in Y .
At stage s > 1, we proceed as follows. Note that X is longer than Y by exactly s − 1

digits at the start of stage s. Set X[Ns−1 + (s− 1) + j] = Y [Ns−1 + j], for j from 1 through
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at least s!, and until we encounter a position in Y which has a 1. Such a position exists
by the normality of Y . We denote this position as Ks, and let Ns = Ns−1 + Ks. Set
X[Ns + (s− 1) + 1] = 1.

Let PX be the set of positions where we have inserted ones into X, and PY be the set of
positions in Y after which we have inserted ones in X while copying. At each stage s, we
copy at least s! entries from Y before inserting the additional 1 into X. Note that PY is
computable from Y . Hence for all sufficiently large n, the number of entries in PX and PY
which are less than or equal to n is o(logn). (End of construction)

Verification. We now show that there is a lower semicomputable martingale d : N∗ → [0,∞)
which succeeds on X, showing that X is not Martin-Löf random. Let d(λ) = 1, and for every
v ∈ N∗, if |v|+ 1 /∈ PX , then d(vi) = d(v). It is clear that on these v ∈ N∗, the martingale
condition is satisfied. If |v|+ 1 ∈ PX , then let d(v1) = d(v)γ−1(Cv1|v), and d(vj) = 0 for all
j 6= 1. For such v ∈ N∗, we have

∑
i∈N

d(vi)γ(Cvi|v) = d(v1)γ(Cv1|v) = d(v)
γ(Cv1|v)
γ(Cv1|v)

= d(v),

proving that d is a martingale. Since checking for membership in P is computable based on
the prefix v, it follows that d is lower semicomputable.

To see that d succeeds on X, we observe that at every position in P , d multiplies its
previous capital by γ−1(Cv1|v), and on other prefixes of X, d preserves its capital. By Lemma
23, γ−1(Cv1|v) ≥ 2 ln 2. Thus, limn→∞ d(X � n) =∞.

We now show that if dim(X) < 1, then Y is not Martin-Löf random. Let s ∈ (0, 1)
and h : N∗ → [0,∞) be a lower semicomputable s-gale which succeeds on X. At positions
n ∈ PX , we can assume without loss of generality that

h(X � n) = h(X � (n− 1)) γ−s((X � (n− 1))1 | (X � (n− 1))), (4)

i.e. h attains the maximum possible capital on the positions in PX .
Construct a martingale g : N∗ → [0,∞) thus. Let g(λ) = 1. If v ∈ N∗ is such

that |v| /∈ PY , then for every i ∈ N, let g(vi) = h(vi)γs−1(vi). Otherwise, let g(vi) =
h(v1i)γs(v1|v)γs−1(vi).

If v belongs to the first case above, then∑
i∈N

g(vi)γ(vi) =
∑
i∈N

h(vi)γs−1(vi)γ(vi) =
∑
i∈N

h(vi)γs(vi) = h(v)γs(v) = g(v)γ(v),

and otherwise,∑
i∈N

g(vi)γ(vi) =
∑
i∈N

h(v1i)γs(v1|v)γs(vi) = h(v1)γs(v1|v)γs(v) = h(v)γs(v) = g(v)γ(v),

where the second equality follows since h is an s-gale, and the third inequality follows by (4).
Hence, g is a lower semicomputable martingale.

By Lemma 1 and 2, γs−1(vi) > 2(1−s)|vi|(ln 2)1−s. Recall that PY contains o(logn)
elements which are less than n. Since every position in PX is preceded by vn = 1, it follows
that γs(v1|v) ≥ 1/(10 ln(2)) for every v with |v| ∈ PY . Hence g(Y � n) ≥ 2(1−s)n(ln 2)1−s

n

which tends to ∞ as n→∞. Hence Y is not Martin-Löf random, which is a contradiction.
Since s is arbitrary, it follows that dim(X) = 1. J
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Abstract
Infinite-duration games with disturbances extend the classical framework of infinite-duration games,
which captures the reactive synthesis problem, with a discrete measure of resilience against non-
antagonistic external influence. This concerns events where the observed system behavior differs
from the intended one prescribed by the controller. For games played on finite arenas it is known
that computing optimally resilient strategies only incurs a polynomial overhead over solving classical
games.

This paper studies safety games with disturbances played on infinite arenas induced by pushdown
systems. We show how to compute optimally resilient strategies in triply-exponential time. For the
subclass of safety games played on one-counter configuration graphs, we show that determining the
degree of resilience of the initial configuration is PSPACE-complete and that optimally resilient
strategies can be computed in doubly-exponential time.
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1 Introduction

Infinite games on finite arenas are a popular approach to the synthesis of reactive controllers
from logical specifications. Originally proposed by Büchi and Landweber in 1969 [7], many
variations of this classical framework have been studied, including stochastic games [12],
games with partial information [14], games with delays [20], and games over infinite arenas
such as pushdown graphs [42] and automatic structures [27, 28]. Other variations of this
framework stem from the desire to synthesize controllers that exhibit certain user-desired
properties. Examples of such properties range from controllers that need to achieve their task,
e.g., reaching a goal, as quickly as possible [8] to controllers that are “robust” or “resilient”
with respect to the environment in which they are deployed [3, 26, 4, 21, 25, 37, 38, 39].
Furthermore, infinite games have a plethora of applications in logic, automata theory and
verification beyond the synthesis of reactive controllers. In this paper, we are concerned with
the synthesis application and study infinite games with so-called unmodeled intermittent
disturbances [13] played on configuration graphs of pushdown machines (pushdown graphs).
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Pushdown graphs are finitely represented infinite graphs, typically the simplest class of
such graphs one studies. Despite being conceptually simple, they have natural applications in
program analysis, static code analysis, and compiler optimization [31, 32] due to their ability
to capture recursion, e.g., the call stack of a procedural program. Furthermore, pushdown
graphs are known to be well-behaved, and many problems on pushdown graphs are decidable
(see, e.g., [5, 33, 34, 36]). In particular, Walukiewicz showed that solving parity games played
on pushdown graphs is ExpTime-complete [42], paving the way for effective synthesis of
recursive controllers. Also, Walukiewicz’s result started a long and fruitful line of work on
games on pushdown graphs [8, 9, 10, 24, 35]. Of particular interest is the special case of
games on configuration graphs of one-counter machines, i.e., pushdown machines with a
single stack symbol, which is known to be PSpace-complete [35, 23].

Games with unmodeled intermittent disturbances were originally introduced by Dallal,
Neider, and Tabuada [13] to synthesize resilient controllers. The observation underlying this
type of infinite game is that modeling the real-world environment of a controller in sufficiently
great detail is often extremely challenging, either because parts of the environment are
unknown or because simulating the environment is costly. Moreover, even if a high-resolution
model of the environment is available, the resulting games often become prohibitively large.
To alleviate this serious obstacle, Dallal, Neider, and Tabuada proposed to augment classical
games with what they call unmodeled intermittent disturbances (in the following just called
disturbances for the sake of brevity). Intuitively, such disturbances modify the outcome of
a control action, thus modeling that the intended action of the controller did not have the
desired consequences. Note, however, that disturbances are not under the control of the
environment and, thus, are not antagonistic. Similarly, one does not consider the occurrence
of disturbances as random events, as coming up with an appropriate stochastic error model
is typically hard. Instead, the reader should understand them as rare events, such as a robot
arm failing to grab an object due a physical phenomenon that has not been fully modeled.

The original work of Dallal, Neider, and Tabuada [13] provides a method to compute
optimally resilient strategies for safety games over finite arenas, which intuitively are winning
strategies that can tolerate as many disturbances as possible. In follow-up work, Neider,
Weinert, and Zimmermann [30] have shown that computing optimally resilient strategies in
finite arenas only incurs a polynomial overhead over solving classical games (under some mild
assumptions on the winning condition), i.e., whenever a class of games is solvable without
disturbances, then it is also solvable with disturbances. In particular, they have developed
an algorithm that is effective for all standard winning conditions such as Rabin, Muller, and
parity. Note, however, that both approaches crucially rely on the arena being finite.

The natural question, which we address here, is how to compute optimally resilient
strategies for games on infinite arenas. As this is a very ambitious goal in its full generality,
we restrict ourselves here to the setting of safety games played on pushdown graphs.1

As argued before, pushdown games are a natural starting point for investigating effective
algorithms for games on infinite graphs, and safety specifications are a fundamental class
of specifications in practice [15]. While this setting might seem restrictive, recall that both
the ExpTime-hardness of solving pushdown games [42] and the PSpace-hardness of solving
one-counter games [35] already hold for the safety condition. Thus, the complexity of solving

1 Some of our results do carry over to other winning conditions, such as reachability and parity, or do not
require the underlying arena to be a pushdown graph. If this is the case, we present our arguments and
state our results as general as possible. Also, we discuss the additional challenges one has to overcome
to generalize all our results to reachability and parity conditions.
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pushdown games stems from the transition from finite to infinite graphs, not from the
expressiveness of the winning condition. The setting we consider here is still expressive
enough to model interesting applications such as reasoning about exception handling in
recursive programs. Here, one is interested in determining how many exceptions the program
can tolerate while still satisfying a given specification.

To capture the optimization aspect of the problem at hand, we re-use Neider, Weinert,
and Zimmermann’s notion of resilience values [30], which assigns to every vertex v of the
arena an ordinal rG(v) ≤ ω + 1, where G denotes the game in question and ω is the first
infinite ordinal. Intuitively, rG(v) denotes how many disturbances can be tolerated by an
optimally resilient strategy from v. This value can be k ∈ ω (k − 1 disturbances can be
tolerated, but not k), ω (finitely many disturbances can be tolerated, but not infinitely
many), or ω+ 1 (infinitely many disturbances can be tolerated). When moving from finite to
infinite arenas, however, various conceptual and technical complications arise, which make
computing the resilience values of vertices and, by extension, resilient strategies challenging.

For instance, safety games over infinite arenas no longer guarantee the existence of
optimally resilient strategies, i.e., in an infinite arena, one does not necessarily have a strategy
that can tolerate an arbitrary finite number of disturbances from a vertex with resilience ω.
Instead one has, for every k ∈ ω, a strategy that can tolerate k disturbances, but not k + 1.

Another complication is the fact that it is no longer possible to globally bound the finite
resilience values in infinite arenas. In contrast, in the case of finite arenas, the number of
vertices is a trivial bound on the finite resilience values [30]. Hence, fixed-point algorithms
like the ones devised for finite arenas [13, 30] and algorithms based on exhaustive search do
not necessarily terminate.

Our Contributions
In the rest of this paper, we study resilience in pushdown safety games, which we introduce
in Section 2.

First, we show in Section 3 that no vertex of a finitely branching safety game (which
covers pushdown games in particular) can have resilience ω. As a corollary, we show that
Player 0 has positional optimally resilient strategies in finitely branching safety games. In
contrast, we show that Player 0 does not necessarily have an optimally resilient strategy in
infinitely branching safety games, for the reasons explained earlier.

In Sections 4 to 6, we consider the problem of determining the resilience of the initial
vertex of a given pushdown safety game. First, we show in Section 4 how to characterize
resilience values using classical games (without disturbances): While the notion of resilience
is not defined via strategies of the antagonist, we show that one can nevertheless give control
over disturbances to the antagonist, if one additionally adjusts the winning condition to
control the number of occurrences of disturbances. For certain resilience values, but not all,
this adjustment leads to a polynomial time reduction to solving classical games on pushdown
games. The values that can be characterized in safety games are fixed finite values k and
ω + 1, but not ω.

We then prove that the resilience value of the initial vertex in pushdown safety games can
determined in triply-exponential time (Sections 5) and that of the initial vertex in one-counter
safety games in polynomial space (Section 6). The latter result is tight, as associated decision
problems are shown to be PSpace-complete. To show membership, we use the following
approach: We prove the existence of an upper bound on the resilience value of the initial
vertex in case it is finite. With such an upper bound b, we can use the characterizations
developed in Section 4 to perform an exhaustive search on the finite search space (the resilience
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is either in {0, 1, . . . , b} or ω + 1, as we have ruled out ω). For general pushdown games, this
search can be implemented in triply-exponential time, as the bound b is doubly-exponential.
However, relying on the simplicity of configuration graphs of one-counter systems and on the
fact that the bound b is only exponential in this case, we are able to show that the search can
be implemented in polynomial space for one-counter safety games. Proving the last result
requires the combination of a wide range of techniques, including results from the theory of
quantitative pushdown games [17], positional determinacy for quantitative pushdown games,
and specifically tailored “hill-cutting” [5, 40] and “summarization” arguments [31, 19], which
we generalize from individual paths in pushdown systems to strategies. Also, we show that a
strategy that is optimally-resilient from the initial vertex can be computed in exponential
space (triply-exponential time) for one-counter safety games (pushdown safety games).

Section 7 concludes and discusses directions for future work. Finally, in the full version [29],
we present an application of our results, namely, a connection between optimally resilient
strategies in pushdown safety games and optimal strategies (in the number of steps to the
target) in pushdown reachability games [8, 10]. There, we also discuss which of our results
obtained here carry over to pushdown reachability games and discuss the obstacles preventing
us from generalizing the other results from safety to reachability.

Related Work
Resilience, and closely related notions like fault-tolerance and robustness, are not a novel
concept in the context of reactive systems synthesis, with numerous formalizations having been
proposed. So as to not clutter this paper too much, we refer the reader to Dallal, Neider, and
Tabuada [13] as well as Neider, Weinert, and Zimmermann [30] for a comprehensive discussion
of how these notions are related to the concept of unmodeled intermittent disturbances.
Other notions of resilience against environmental impacts not discussed there include an
approach based on imperfect information games that quantifies the resilience of controllers
to noise in the input signal [2, 41] (see also the references).

Finally, let us mention that one can implement the characterization of finite resilience
values presented in Section 4 by energy conditions [6, 11]. However, solving energy games on
pushdown graphs is undecidable [1] and so we do not pursue this approach here. Similarly
unfeasible are stochastic methods to quantify resilience in pushdown games. Indeed, checking
even the most basic, almost-sure reachability conditions for stochastic games on pushdown
graphs is undecidable already for single state systems or single-player games [16].

2 Preliminaries

We use the ordinals 0 < 1 < 2 < · · · < ω < ω + 1 < ω + 2 to define resilience values. For
convenience of notation, we also denote the cardinality of ω by ω.

2.1 Infinite Games with Disturbances
An arena (with unmodeled intermittent disturbances) A = (V, V0, V1, E,D) consists of a
countable directed graph (V,E), a partition {V0, V1} of V into the set of vertices V0 of
Player 0 and the set of vertices V1 of Player 1, and a set D ⊆ V0 × V of disturbance edges.
Note that only vertices of Player 0 may have outgoing disturbance edges. We require that
every vertex v ∈ V has a successor v′ with (v, v′) ∈ E to avoid finite plays. A vertex v ∈ V
is a sink if it has a single outgoing edge (v, v) ∈ E leading back to itself but no outgoing
disturbance edges.
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A play in A is an infinite sequence ρ = (v0, b0)(v1, b1)(v2, b2) · · · ∈ (V ×{0, 1})ω such that
b0 = 0 and for all j > 0: bj = 0 implies (vj−1, vj) ∈ E, and bj = 1 implies (vj−1, vj) ∈ D.
Hence, the additional bits bj for j > 0 denote whether a standard edge or a distur-
bance edge has been taken to move from vj−1 to vj . We say ρ starts in v0. A play
prefix (v0, b0) · · · (vj , bj) is defined similarly and ends in vj . The number of disturbances in a
play ρ = (v0, b0)(v1, b1)(v2, b2) · · · is defined as #D(ρ) = |{j ∈ ω | bj = 1}|, which is either
some k ∈ ω (if there are finitely many disturbances, namely k) or it is equal to ω (if there
are infinitely many). A play ρ is disturbance-free, if #D(ρ) = 0.

A game (with unmodeled intermittent disturbances) G=(A,Win) consists of an arena with
set V of vertices and a winning condition Win ⊆ V ω. A play ρ = (v0, b0)(v1, b1)(v2, b2) · · · is
winning for Player 0 if v0v1v2 · · · ∈Win, otherwise it is winning for Player 1. Hence, winning
is oblivious to occurrences of disturbances.

In this work, we focus on safety conditions, but also use the Büchi condition in proofs.
Both are induced by a subset F of the set V of vertices.

Safety(F ) containing the sequences v0v1v2 · · · ∈ V ω with vj /∈ F for every j ∈ ω denotes
the safety condition induced by F , which requires to avoid F .
Büchi(F ) containing the sequences v0v1v2 · · · ∈ V ω with vj ∈ F for infinitely many j ∈ ω
denotes the Büchi condition induced by F , which requires to visit F infinitely often.

A game (A,Win) is a safety game if Win = Safety(F ) for some subset F of the vertices of A.
A strategy for Player i ∈ {0, 1} is a function σ : V ∗Vi → V such that (vj , σ(v0 · · · vj)) ∈ E

for every v0 · · · vj ∈ V ∗Vi. A play (v0, b0)(v1, b1)(v2, b2) · · · is consistent with σ if vj+1 =
σ(v0 · · · vj) for every j with vj ∈ Vi and bj+1 = 0, i.e., if the next vertex is the one
prescribed by the strategy unless a disturbance edge is used. A strategy σ is positional, if
σ(v0 · · · vj) = σ(vj) for all v0 · · · vj ∈ V ∗Vi.

2.2 Pushdown Games

A pushdown system (PDS) P = (Q,Γ, E , qI) consists of a finite set Q of states with an initial
state qI ∈ Q, a stack alphabet Γ with a designated stack bottom symbol ⊥ /∈ Γ, and a
transition relation E ⊆ Q×Γ⊥×Q×Γ≤2

⊥ , where Γ⊥ = Γ∪{⊥} and Γ≤2
⊥ = {w ∈ Γ∗⊥ | |w| ≤ 2}.

We require E to neither write nor delete ⊥ from the stack. Also, we assume every PDS to
be deadlock-free, i.e., for every q ∈ Q and A ∈ Γ⊥ there exist q′ ∈ Q and w ∈ Γ≤2

⊥ such that
(q, A, q′, w) ∈ E . Finally, P is a one-counter system (OCS) if |Γ| = 1.

A stack content is a word in Γ∗⊥ where the leftmost symbol is assumed to be the top
of the stack. A configuration of P is a pair (q, γ) consisting of a state q ∈ Q and a stack
content γ ∈ Γ∗⊥. The stack height of a configuration (q, γ) is defined by sh(q, γ) = |γ| − 1.
Given two configurations (q, γ) and (q′, γ′) we write (q, γ) `E (q′, γ′) if there exists a
transition (q, γ0, q

′, w) ∈ E with γ′ = wγ1 · · · γ|γ|−1.
Fix a PDS P = (Q,Γ, E , qI), a partition {Q0, Q1} of Q and an additional transition

relation ∆ ⊆ Q0 × Γ⊥ ×Q× Γ≤2
⊥ , which is also required to neither write nor delete ⊥ from

the stack. These induce the (pushdown) arena (V, V0, V1, E,D) with
V = {(q, γ) | q ∈ Q, γ ∈ Γ∗⊥} is the set of configurations of P,
Vi = {(q, γ) ∈ V | q ∈ Qi} for i ∈ {0, 1} is the set of configurations whose state is in Qi,
E = {(v, v′) | v `E v′} is the set of edges, induced by the transition relation E , and
D = {(v, v′) | v `∆ v′} is the set of disturbance edges, which is induced by the transition
relation ∆, where `∆ is defined analogously to `E .

Typically, we are interested in the initial vertex of the arena, which is defined as (qI ,⊥).
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· · ·

· · ·

qI

q1

q2

⊥ A⊥ A2⊥ A3⊥ A4⊥ A5⊥ A6⊥ A7⊥

Figure 1 A one-counter arena, restricted to vertices reachable from the initial vertex (qI ,⊥). All
vertices are in V0, disturbance edges are drawn as dashed arrows, and doubly-lined vertices are in F .

A pushdown safety game is a safety game whose arena is induced by a pushdown system P
and whose winning condition is induced by a subset of P’s states, i.e., F ⊆ Q induces the
set {(q, γ) ∈ V | q ∈ F} of vertices. One-counter safety games are defined analogously.

When using a pushdown game as an input for an algorithm, we represent it by the under-
lying PDS, the partition of its states, the additional transition relation for the disturbance
edges, and a subset of the states inducing the winning condition. We define the size of the
input as |Q|+ |Γ|, as all these objects can be represented in polynomial size in the number
of states and stack symbols of the underlying PDS.

2.3 Infinite Games without Disturbances
For technical convenience, we characterize the classical notion of infinite games, i.e., those
without disturbances, (see, e.g., [18]) as a special case of games with disturbances. Let G be
a game with vertex set V . A strategy σ for Player i in G is said to be a winning strategy for
her from v ∈ V , if every disturbance-free play that starts in v and that is consistent with σ
is winning for Player i. The winning region Wi(G) of Player i in G contains those vertices
from which Player i has a winning strategy. Thus, the winning regions of G are independent
of the disturbance edges, i.e., we obtain the classical notion of infinite games. Player i wins
G from v, if v ∈ Wi(G).

2.4 Resilient Strategies
Let G be a game with vertex set V and let α ∈ ω + 2. A strategy σ for Player 0 in G
is α-resilient from v ∈ V if every play ρ that starts in v, that is consistent with σ, and
with #D(ρ) < α, is winning for Player 0. Thus, a k-resilient strategy with k ∈ ω is winning
even under at most k−1 disturbances, an ω-resilient strategy is winning even under any finite
number of disturbances, and an (ω + 1)-resilient strategy is winning even under infinitely
many disturbances.

We define the resilience of a vertex v of G as

rG(v) = sup{α ∈ ω + 2 | Player 0 has anα-resilient strategy for G from v}.

Note that the definition is not antagonistic, i.e., it is not defined via strategies of Player 1. A
strategy σ is optimally resilient if it is rG(v)-resilient from every vertex v.

I Example 1. Consider the game G = (A,Safety(F )) where A is the arena from Figure 1
and Safety(F ) is the safety condition induced by F = {q2}.

We have that rG(qI , An⊥) = ω + 1, rG(q1, A
n⊥) = n for all n ∈ ω, and rG(q2,⊥) = 0.

Furthermore, the strategy that indefinitely stays in state qI is optimally resilient.
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3 Resilience in Infinite Safety Games

Player 0 has optimally resilient strategies in every safety game played in a finite arena [13]. In
this section, we show that this result also holds for pushdown safety games, but fails for safety
games in arbitrary infinite arenas. We start by observing that in safety games in infinite
arenas, vertices with resilience ω may exist, unlike in safety games in finite arenas [13].

I Example 2. Consider the one-counter arena presented in Figure 1 with the safety condition
induced by F = {q2}, i.e., Player 0 wins if she avoids visiting a vertex with state q2. As
argued in Example 1, the resulting game G has vertices of resilience ω + 1 and k, for each
k ∈ ω, i.e., all values but ω are assumed.

Let us add a vertex v ∈ V0 to G with outgoing edges to all vertices of the form (q1, A
n⊥)

to obtain the game G′ (which is infinitely branching and therefore no longer a pushdown
arena). Let σk, for k > 0, be a strategy that moves from v to (q1, A

k⊥). We have that
rG′(v) ≥ ω, as σk is k-resilient from v. Consider an arbitrary strategy σ: From v, it moves
to some (q1, A

k⊥) from which k disturbances force the play into the losing sink. Hence, σ
is not (k + 1)-resilient and therefore not ω-resilient. Thus, there is no optimally resilient
strategy in G′.

The underlying issue is that rG(v) ≥ ω can be witnessed either
(a) by the existence of a strategy that is ω-resilient from v, or
(b) by the existence of a family (σk)k∈ω of strategies where each σk is k-resilient from v, but

not ω-resilient from v.
The second case only exists as ω is a limit ordinal (the only one we consider). For all α 6= ω,
we have that rG(v) = α if and only if Player 0 has an α-resilient strategy from v. The games
studied in previous work [13, 30] only exhibited the former case, as these only considered
finite arenas. As witnessed in Example 2, this is no longer true in games in infinite arenas.

Note that there is a change of quantifiers between these two cases: by definition, an
ω-resilient strategy is k-resilient for every k ∈ ω, i.e., in the former case there is a uniform
strategy that is k-resilient for every k ∈ ω. In the latter case, for every k ∈ ω, there is
a strategy that is k-resilient, but not ω-resilient. Hence, in the following, we distinguish
between these two cases. We say that a vertex v of a game G with rG(v) = ω has a uniform
witness2, if there is an ω-resilient strategy from v. A game with a vertex of resilience ω
without a uniform witness has no optimally resilient strategy by definition.

For safety games in infinite arenas, the existence of optimally resilient strategies depends
on the branching of the arena. We say that an arena (V, V0, V1, E,D) is finitely branching if
the set {v′ | (v, v′) ∈ E} of successors of v is finite for every v ∈ V . Otherwise, if there is
a vertex with infinitely many successors, then the arena is infinitely branching. Note that
pushdown arenas are finitely branching.

The following theorem shows that the games presented in Example 2 already exhibit all
possible resilience values in safety games, and that infinite branching is necessary to obtain
a vertex of resilience ω. We formulate the result for arbitrary infinite arenas, as the proof
technique we use here does not rely on the arena being a pushdown arena.

I Lemma 3. Let G be a safety game with vertex set V .
1. There is no v ∈ V with rG(v) = ω that has a uniform witness.
2. If A is finitely branching, then there is no v ∈ V with rG(v) = ω.

2 Note that uniformity here refers to having a single strategy σ that is k-resilient from v for every k. It is
not related to the concept of uniform winning strategies, i.e., strategies that are winning from every
vertex in a winning region.
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Finally, the main result of this section shows that optimally resilient strategies exist in
all finitely branching safety games, i.e., in particular in pushdown safety games.

I Theorem 4. Player 0 has positional optimally resilient strategies in finitely branching
safety games.

4 Characterizing Resilience Values via Classical Games

In this section, we characterize the existence of α-resilient strategies by games without
disturbances. This generalizes a characterization for α = ω+ 1 in finite arenas [30] to infinite
arenas and all α ∈ ω + 2.

The main idea is to give Player 1 control over the disturbances and to restrict the number
of their occurrences using the winning condition. Intuitively, when it is Player 0’s turn at
a vertex v, we let Player 1 first decide whether to simulate a disturbance edge from D or
whether to allow Player 0 to pick a standard edge from E. To this end, we add v to Player 1’s
vertices and he can either move to some vertex v′ such that the disturbance edge (v, v′)
exists. By doing his, he has to visit the fresh vertex (v, v′), which allows to keep track of the
number of simulated disturbances. This vertex has exactly one outgoing edge leading to v′.
On the other hand, if he does not simulate a disturbance edge, he moves from v to a fresh
copy v of v from which Player 0 has edges leading to the successors of v. Finally, the moves
at Player 1’s original vertices are unchanged, but we subdivide the edge so that a play in the
extended arena always alternates between vertices from V and auxiliary vertices.

Formally, given an arena A = (V, V0, V1, E,D), we define the rigged arena Arig =
(V ′, V ′0 , V ′1 , E′, D′) with V ′ = V ∪A for the set

A = {v | v ∈ V0} ∪D ∪ {(v, v′) ∈ E | v ∈ V1}

of auxiliary vertices, V ′0 = {v | v ∈ V0}, V ′1 = V ′ \ V ′0 , D′ = ∅, and E is the union of the
following sets of edges:
{(v, (v, v′)), ((v, v′), v′) | (v, v′) ∈ D}: Player 1 simulates a disturbance edge (v, v′) ∈ D
by moving from v to v′ via the auxiliary vertex (v, v′) that signifies that a disturbance is
simulated.
{(v, v) | v ∈ V0}: Player 1 does not simulate a disturbance edge and instead gives control
to Player 0 by moving to the auxiliary vertex v.
{(v, v′) | v ∈ V0 and (v, v′) ∈ E}: Player 0 has control at the auxiliary vertex v and
simulates a standard move from v ∈ V0 to v′.
{(v, (v, v′)), ((v, v′), v′) | (v, v′) ∈ E and v ∈ V1}: Player 1 simulates a standard move
from v ∈ V1 to v′ by moving via the auxiliary vertex (v, v′).

Let R≥k denote the set of sequences v0v1v2 · · · ∈ (V ′)ω such that |{j | vj ∈ D}| ≥ k, i.e.,
those plays in which Player 1 simulates at least k disturbances. Finally, given a winning
condition Win ⊆ V ω for A, we define the rigged winning condition

Winrig = {v0v1v2 · · · ∈ (V ′)ω | v0 ∈ V and v0v2v4 · · · ∈Win},

which contains all plays in Arig that start in V and are in Win after removing the auxiliary
vertices. Note that Büchi(D) contains those plays that simulate infinitely many disturbances.

I Lemma 5. Let G = (A,Win) be a game, let v be a vertex of G, and let k ∈ ω.
1. Player 0 has an (ω+ 1)-resilient strategy for G from v if and only if v ∈ W0(Arig,Winrig).
2. Player 0 has an ω-resilient strategy for G from v if and only if v ∈ W0(Arig,Winrig ∪

Büchi(D)).
3. Player 0 has a k-resilient strategy for G from v if and only if v ∈ W0(Arig,Winrig ∪R≥k).
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5 Resilience in Pushdown Safety Games

The goal of this section is to develop an algorithm that determines the resilience of the initial
vertex of a pushdown safety game. To this end, we rely on the characterizations presented in
the previous section as as well as an upper bound on the possible finite resilience values that
can be realized by the initial vertex of such a game. We begin by showing that the first two
characterizations presented in Lemma 5 (for ω + 1 and ω) are effective for pushdown games.
Intuitively, we prove that a pushdown machine P inducing an arena A can in polynomial
time be turned into a pushdown machine Prig inducing the arena Arig.

We state the result for parity conditions (see, e.g., [18] for a definition of parity conditions),
which subsume safety conditions.

I Lemma 6. The following problem is ExpTime-complete (and PSpace-complete if inputs
are restricted to one-counter games): “Given a pushdown parity game G with initial vertex vI
and α ∈ {ω, ω + 1}, does Player 0 have an α-resilient strategy for G from vI?”. If yes, such
a strategy can be computed in exponential time.

Both ExpTime-hardness and PSpace-hardness already hold for pushdown safety games
and one-counter safety games, respectively. The third characterization of Lemma 5 (for
k ∈ ω) is effective as well (even for parity games). Here the running time depends on k.

I Lemma 7. The following problem is in 2ExpTime (in ExpSpace if the input is one-
counter): “Given a pushdown parity game G with initial vertex vI and k ∈ ω (encoded in
binary), does Player 0 have a k-resilient strategy for G from vI?”. If yes, such a strategy can
be computed in doubly-exponential time.

There are no vertices of resilience ω in pushdown safety games (Lemma 3.2). Thus, the
effective characterizations we have presented so far suffice to determine the resilience of the
initial vertex in such a game: First, check whether it is ω + 1; if not, then it has to be finite.
Hence, for increasing k, check whether the resilience is greater than k. As the resilience is
finite, this algorithm will eventually terminate and report the resilience correctly. However,
without an upper bound on the possible finite resilience values of the initial vertex, there is
no bound on the running time, just a termination guarantee. In the remainder of this section,
we present a tight doubly-exponential upper bound b(P) on the resilience of the initial vertex
in pushdown safety games in the case the resilience is finite. That is, if rG(vI) ∈ ω then
rG(vI) < b(P). Note that any proof of the upper bound has to depend on the vertex under
consideration being initial, as we have shown that there is in general no upper bound on
finite resilience values assumed in pushdown safety games (cf. Example 2). The bound b(P)
only depends on the pushdown system P inducing the game and yields an effective algorithm
to determine the resilience of the initial vertex vI , presented as Algorithm 1.

Algorithm 1 Computing the resilience of the initial vertex vI of a pushdown safety game G =
(A, Safety(F )) induced by a PDS P.
1: if vI ∈ W0(Arig,Safety(F )rig) then
2: return ω + 1
3: for k = 1 to b(P) do
4: if vI ∈ W1(Arig,Safety(F )rig ∪R≥k) then
5: return k − 1

Given a PDS P with set Q of states and set Γ of stack symbols let Prig be the PDS
obtained from P by implementing the transformation from an arena to the rigged arena.
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The cardinality of the set Q′ of states of Prig is bounded quadratically in |Q| and the
set of stack symbols used by Prig is still Γ. We define b(P) = |Q′| · h(P) · |Γ|h(P), where
h(P) = |Q′| · |Γ| · 2|Q′|+1 + 1. Note that b(P) ∈ 22O(|P|2) and b(P) ∈ 2O(|P|2) if P is an OCS.

I Lemma 8. Let G be a pushdown safety game with initial vertex vI . If rG(vI) 6= ω+ 1, then
rG(vI) < b(P), where P is the PDS underlying G.

This upper bound immediately implies correctness of Algorithm 1, which determines the
resilience of the initial vertex of a pushdown safety game.

I Theorem 9. The following problem can be solved in triply-exponential time: “Given a
pushdown safety game G with initial vertex vI , determine rG(vI)”. If yes, an rG(vI)-resilient
strategy can be computed in triply-exponential time.

Note that there is a gap between the triply-exponential upper bound and the exponential
lower bound obtained for the related decision problems for ω and ω + 1 (Lemma 6).

The complexity for the special case of one-counter safety games is much smaller, i.e.,
the resilience of the initial vertex can be computed in exponential space, as the winner of
one-counter safety games can be computed in polynomial space [35] and the upper bound on
finite resilience values of the initial vertex is only exponential. Furthermore, a witnessing
strategy can be computed in doubly-exponential time using Lemma 7. In the next section, we
prove that one can do even better by exploiting the simple structure of one-counter arenas.

To conclude this section, we claim that the bound b(P) on the resilience of an initial
vertex in a pushdown safety game with finite resilience is tight: There is an exponential lower
bound for the one-counter case and a doubly-exponential lower bound for the pushdown
case. Both constructions are generalizations of constructions that appeared in the literature
previously [10]. To simplify our notation, let pj denote the j-th prime number and define the
primorial pk# = Πk

j=1pj to be the product of the first k prime numbers. We have pk# ≥ 2k.

I Lemma 10. Let k ∈ ω.
1. There is a one-counter safety game Gk with initial state vI such that rG(vI) = pk# and

the underlying OCS has polynomially many states in k.
2. There is a pushdown safety game G′k with initial state vI such that rG(vI) = 2pk#− 1 and

the underlying PDS has polynomially many states in k and two stack symbols.

6 Resilience in One-counter Safety Games

In this section, we show that one can compute the resilience of the initial vertex in a
one-counter safety game in polynomial space, significantly improving the exponential space
requirement derived in the previous section.

I Theorem 11. The following problem can be solved in polynomial space: “Given a one-
counter safety game G with initial vertex vI , determine rG(vI)”.

To prove this result, we show that one can implement Algorithm 1 in polynomial space
if the underlying pushdown system is one-counter. In this case, one can run the check
“vI ∈ W0(Arig,Safety(F )rig)” in Line 1 in polynomial space due to Lemma 6, and can
implement the counter in Line 3 in polynomial space, as the upper bound b(P) is exponential
(see the definition on Page 10). It remains to show that one can check in polynomial space,
for a given k ≤ b(P), if vI ∈ W1(Arig,Safety(F )rig ∪R≥k) holds. In the rest of this section
we show that this is indeed possible.
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Fix, the rigged game Gk = (Arig,Safety(F )rig ∪ R≥k) for some k ≤ b(P) with Arig =
(V ′, V ′0 , V ′1 , E′, ∅), with initial vertex vI , where P is the OCS underlying the original game G
that induces Gk. We show that the existence of winning strategies for Player 1 in Gk can be
witnessed by a finite graph structure, as follows.

A strategy graph for Gk is a tuple (V ◦, E◦, µ◦r , µ◦d) with µ◦r : V ◦ → {0, . . . , k − 1} and
µ◦d : V ◦ → {0, . . . , |V ◦|} such that the following properties are satisfied:
1. (V ◦, E◦) is a directed graph with V ◦ ⊆ V ′, E◦ ⊆ E′, vI ∈ V ◦, and sh(v) ≤ (2k)|Q|2

for all v ∈ V ◦. Note that (2k)|Q|2 is exponential in the size of the pushdown system P
underlying G, even though k ≤ b(P) may itself be exponential.

2. For all v ∈ (V ◦ ∩ V ′0) \ F and all (v, v′) ∈ E′, we have (v, v′) ∈ E◦.
3. For all v ∈ (V ◦ ∩ V ′1) \ F there is a unique outgoing edge (v, v′) ∈ E′ with (v, v′) ∈ E◦.
4. For all (v, v′) ∈ E◦, we have µ◦r(v) ≥ µ◦r(v′) with strict inequality if v ∈ D.
5. For all (v, v′) ∈ E◦, we have µ◦d(v) > µ◦d(v′).

I Lemma 12. Player 1 wins Gk from vI if and only if there exists a strategy graph for Gk.

To simplify the proof, we transform Gk into a game G′k where all reachable vertices in F
are sinks of stack height zero. To do this, we replace all outgoing (standard and disturbance)
edges of vertices (q, An⊥) ∈ F with n > 0 by an edge to (q, An−1⊥) (which is also in F ) and
the all outgoing (standard and disturbance) edges of vertices (q,⊥) ∈ F by an edge to a sink
vertex (qf ,⊥), where qf is a fresh state. Then, G′k is the game played in the modified arena
with winning condition Safety({qf})rig ∪R≥k. Intuitively, once a vertex in F is reached in
the modified arena, the players no longer have strategic choices; instead, the stack is emptied
(without simulating any disturbances) and the unsafe sink vertex (qf ,⊥) is reached.

It is straightforward to verify that we have v ∈ Wi(Gk) if and only v ∈ Wi(G′k) for every
vertex of Arig and i ∈ {0, 1} by transferring winning strategies between the games. So, in
the following, we assume without loss of generality, that the only vertices of Gk in F that are
reachable from the initial vertex are sinks of stack height zero. In this situation, a play can
no longer simulate a disturbance edge once a vertex in F has been reached.

To prove Lemma 12, we show that if Player 1 wins Gk with some arbitrary winning
strategy, then also with a winning strategy that can be turned into a strategy graph. To
simplify our notation, given a strategy τ , let maxSh(τ) = supv sh(v), where v ranges over all
vertices reachable by a play prefix starting in vI that is consistent with τ , i.e., maxSh(τ) is
the maximal stack height visited by a play that is starting in the initial vertex and consistent
with τ . Using this, we show that Player 1 wins Gk from vI if and only if he has a positional
winning strategy from vI with maxSh(τ) ≤ (2k)|Q|2 . The latter can then be transformed
into a strategy graph.

We only have to consider the implication from left to right, as the other one is trivial.
Let Player 1 win Gk from vI , i.e., he has a winning strategy τ for Gk from vI . We proceed in
two steps: First, We turn τ in a positional winning strategy τ ′ from vI (Lemma 13). Then,
we turn τ ′ into a positional winning strategy τ ′′ with maxSh(τ ′′) ≤ (2k)|Q|2 (Lemma 14).

For the first step, we generalize a standard argument for turning an arbitrary, not
necessarily positional, winning strategy τ in a reachability game into a positional one: At a
vertex v /∈ F , consider all play prefixes that are consistent with τ and end in v, and mimic
the move τ prescribes for a longest one (call it rep(v)). The resulting strategy τ ′ is obviously
positional and winning as every play consistent with τ ′ and ending in some v /∈ F can be
shown to be at most as long as the play rep(v) whose moves are mimicked to define τ ′(v).
Here, we have to refine this argument to ensure that the resulting strategy τ ′ still simulates
at most k − 1 disturbances during each play.
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I Lemma 13. If Player 1 wins Gk from vI then he has a positional winning strategy for Gk
from vI .

The second step of our construction is to bound the stack height reached by plays
consistent with the winning strategy (while preserving positionality). To this end, we
generalize a classical argument for pushdown safety games: In such games, Player 1, who
has a reachability objective, has a positional winning strategy τ from vI with exponentially
bounded maxSh(τ), if he wins at all from vI . This is typically proven by a “hill-cutting”
argument [5, 40] showing that a winning strategy exceeding this bound can be turned into
one of smaller maximal stack height by removing infixes of plays that increase the stack
without reaching states that have not been reached at smaller stack height already. Here, we
again have to generalize this argument to additionally ensure that the number of simulated
disturbances remains bounded by k − 1. This is done using “summarizations” of paths in
pushdown systems (see e.g. [31, 19]) that take the number of disturbances into account.

I Lemma 14. If Player 1 wins Gk from vI then he has a positional winning strategy from
vI with maxSh(τ) ≤ (2k)|Q|2 .

A positional strategy as in Lemma 14 is essentially a strategy graph. So, we have proven
Lemma 12: The existence of strategy graphs for Gk captures Player 1 winning Gk. Hence, it
remains to prove that we can decide the existence of strategy graphs in polynomial space.
Here, we use the fact that k is at most b(P) ∈ O(2|P|2), where P is the pushdown system
underlying the game inducing Gk, to guess and verify a strategy graph in polynomial space.

I Lemma 15. The following problem is in PSpace: “Given a one-counter safety game G
induced by a PDS P and k ≤ b(P) (encoded in binary), is there a strategy graph for Gk?”.

While we consider one-counter systems with unit updates, i.e., each transition changes the
counter value by at most one, our results are also applicable to one-counter systems where
each transition updates the counter by some integer (encoded in binary). Such binary updates
can be simulated by unit updates, albeit with an exponential blowup. Hence, the algorithm
above computes the resilience of the initial vertex of a one-counter safety game with binary
updates in exponential space. A matching lower bound follows from the ExpSpace hardness
of solving disturbance-free one-counter safety games with binary updates [22].

7 Conclusion

In this work, we have investigated pushdown safety games with disturbances, thereby extend-
ing the theory of games with disturbances from finite to infinite arenas. In particular, we have
determined the possible resilience values in safety games, presented effective characterizations
for all possible values, and presented algorithms that determine the resilience of the initial
vertex (and a witnessing strategy) in one-counter and pushdown safety games. As an appli-
cation of our results, we obtain a polynomial space algorithm for computing optimal winning
strategies for one-counter reachability games (see the full version for details [29]). This is, to
the best of our knowledge, the first improvement over the general doubly-exponential time
algorithm for pushdown reachability games due to Carayol and Hague [10].

The algorithm computing the resilience in one-counter safety games runs in polynomial
space, which is optimal, as the corresponding decision problems are PSpace-complete.
However, the algorithm for pushdown games has triply-exponential running time. Here, there
is a gap, as some of the corresponding decision problems are ExpTime-complete (e.g., those
for resilience ω+1 and ω) while the complexity of others is open (e.g., that for finite resilience
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values). In future work, we aim to close this gap. An interesting first step in that direction
would be to determine the complexity of checking whether the resilience of the initial vertex
is at least k, where k is part of the input and encoded in binary. Here, one has to keep in
mind that algorithms for computing the resilience also yield algorithms computing optimal
strategies in reachability games. The latter problem also has a complexity gap between the
currently best algorithms and known lower bounds. Finally, another obvious open problem
is to consider more general winning conditions, e.g., reachability (see the full version [29] for
preliminary results) or parity.

The main obstacle is that one either has to develop an effective characterization of
vertices with resilience ω without a uniform witness, or to obtain an upper bound on the
finite resilience value an initial vertex can assume. The first option is challenging due to the
quantifier change discussed in Section 5. Hence, the more promising route seems to be the
second option. The main challenge here is to bound the number of disturbances that are
necessary to prevent Player 0 from ever reaching the target states, i.e., Player 1 now has a
safety objective in conjunction with a limited number of disturbances at his disposal.

References

1 Parosh Aziz Abdulla, Mohamed Faouzi Atig, Piotr Hofman, Richard Mayr, K. Narayan Kumar,
and Patrick Totzke. Infinite-state energy games. In CSL-LICS 2014, pages 7:1–7:10. ACM,
2014. doi:10.1145/2603088.2603100.

2 Shaull Almagor and Orna Kupferman. Latticed-LTL synthesis in the presence of noisy inputs.
Discrete Event Dynamic Systems, 27(3):547–572, 2017. doi:10.1007/s10626-017-0242-0.

3 Roderick Bloem, Krishnendu Chatterjee, Karin Greimel, Thomas A. Henzinger, Georg Hofferek,
Barbara Jobstmann, Bettina Könighofer, and Robert Könighofer. Synthesizing robust systems.
Acta Inf., 51(3-4):193–220, 2014. doi:10.1007/s00236-013-0191-5.

4 Roderick Bloem, Krishnendu Chatterjee, Thomas A. Henzinger, and Barbara Jobstmann.
Better quality in synthesis through quantitative objectives. In CAV 2009, volume 5643 of
LNCS, pages 140–156. Springer, 2009. doi:10.1007/978-3-642-02658-4_14.

5 Stanislav Böhm, Stefan Göller, and Petr Jancar. Bisimulation equivalence and regularity for
real-time one-counter automata. J. Comput. Syst. Sci., 80(4):720–743, 2014. doi:10.1016/j.
jcss.2013.11.003.

6 Patricia Bouyer, Ulrich Fahrenberg, Kim Guldstrand Larsen, Nicolas Markey, and Jirí Srba.
Infinite runs in weighted timed automata with energy constraints. In FORMATS 2008, volume
5215 of LNCS, pages 33–47. Springer, 2008.

7 J. Richard Büchi and Lawrence H. Landweber. Solving sequential conditions by finite-state
strategies. Trans. Amer. Math. Soc., 138:295–311, 1969.

8 Thierry Cachat. Symbolic strategy synthesis for games on pushdown graphs. In ICALP 2002,
volume 2380 of LNCS, pages 704–715. Springer, 2002. doi:10.1007/3-540-45465-9_60.

9 Thierry Cachat. Higher order pushdown automata, the caucal hierarchy of graphs and
parity games. In ICALP 2003, volume 2719 of LNCS, pages 556–569. Springer, 2003. doi:
10.1007/3-540-45061-0_45.

10 Arnaud Carayol and Matthew Hague. Optimal strategies in pushdown reachability games.
In MFCS 2018, volume 117 of LIPIcs, pages 42:1–42:14. Schloss Dagstuhl - LZI, 2018.
doi:10.4230/LIPIcs.MFCS.2018.42.

11 Arindam Chakrabarti, Luca de Alfaro, Thomas A. Henzinger, and Mariëlle Stoelinga. Resource
interfaces. In EMSOFT 2003, volume 2855 of LNCS, pages 117–133. Springer, 2003.

12 Anne Condon. On algorithms for simple stochastic games. In Advances in Computational
Complexity Theory, pages 51–73. American Mathematical Society, 1993.

MFCS 2020

https://doi.org/10.1145/2603088.2603100
https://doi.org/10.1007/s10626-017-0242-0
https://doi.org/10.1007/s00236-013-0191-5
https://doi.org/10.1007/978-3-642-02658-4_14
https://doi.org/10.1016/j.jcss.2013.11.003
https://doi.org/10.1016/j.jcss.2013.11.003
https://doi.org/10.1007/3-540-45465-9_60
https://doi.org/10.1007/3-540-45061-0_45
https://doi.org/10.1007/3-540-45061-0_45
https://doi.org/10.4230/LIPIcs.MFCS.2018.42


74:14 Optimally Resilient Strategies in Pushdown Safety Games

13 Eric Dallal, Daniel Neider, and Paulo Tabuada. Synthesis of safety controllers robust to
unmodeled intermittent disturbances. In CDC 2016, pages 7425–7430. IEEE, 2016. doi:
10.1109/CDC.2016.7799416.

14 L. Doyen and J.-F. Raskin. Games with imperfect information: Theory and algorithms. In
Lectures in Game Theory for Computer Scientists, pages 185–212. Cambridge University Press,
2011.

15 Matthew B. Dwyer, George S. Avrunin, and James C. Corbett. Patterns in property
specifications for finite-state verification. In ICSE 1999, pages 411–420. ACM, 1999.
doi:10.1145/302405.302672.

16 Kousha Etessami and Mihalis Yannakakis. Recursive markov decision processes and recursive
stochastic games. J. ACM, 62(2):11:1–11:69, 2015. doi:10.1145/2699431.

17 Wladimir Fridman and Martin Zimmermann. Playing pushdown parity games in a hurry. In
GandALF 2012, volume 96 of EPTCS, pages 183–196, 2012. doi:10.4204/EPTCS.96.14.

18 Erich Grädel, Wolfgang Thomas, and Thomas Wilke, editors. Automata, Logics, and Infinite
Games: A Guide to Current Research, volume 2500 of LNCS. Springer, 2002. doi:10.1007/
3-540-36387-4.

19 Lukás Holík, Roland Meyer, and Sebastian Muskalla. Summaries for context-free games.
In FSTTCS, volume 65 of LIPIcs, pages 41:1–41:16. Schloss Dagstuhl - LZI, 2016. doi:
10.4230/LIPIcs.FSTTCS.2016.41.

20 Frederick A. Hosch and Lawrence H. Landweber. Finite delay solutions for sequential conditions.
In ICALP 1972, pages 45–60. North-Holland, Amsterdam, 1972.

21 Chung-Hao Huang, Doron A. Peled, Sven Schewe, and Farn Wang. A game-theoretic foundation
for the maximum software resilience against dense errors. IEEE Trans. Software Eng., 42(7):605–
622, 2016. doi:10.1109/TSE.2015.2510001.

22 Paul Hunter. Reachability in succinct one-counter games. In Mikołaj Bojańczyk, Slawomir
Lasota, and Igor Potapov, editors, RP 2015, volume 9328 of LNCS, pages 37–49. Springer,
2015. doi:10.1007/978-3-319-24537-9_5.

23 Petr Jancar and Zdenek Sawa. A note on emptiness for alternating finite automata with a one-
letter alphabet. Inf. Process. Lett., 104(5):164–167, 2007. doi:10.1016/j.ipl.2007.06.006.

24 Orna Kupferman and Moshe Y. Vardi. An automata-theoretic approach to reasoning about
infinite-state systems. In CAV 2000, volume 1855 of LNCS, pages 36–52. Springer, 2000.
doi:10.1007/10722167_7.

25 Rupak Majumdar, Elaine Render, and Paulo Tabuada. A theory of robust omega-regular
software synthesis. ACM Trans. Embedded Comput. Syst., 13(3):48:1–48:27, 2013. doi:
10.1145/2539036.2539044.

26 David E. Muller and Paul E. Schupp. The theory of ends, pushdown automata, and second-
order logic. Theor. Comput. Sci., 37:51–75, 1985. doi:10.1016/0304-3975(85)90087-8.

27 Daniel Neider. Reachability games on automatic graphs. In CIAA 2010, volume 6482 of LNCS,
pages 222–230. Springer, 2010. doi:10.1007/978-3-642-18098-9_24.

28 Daniel Neider and Ufuk Topcu. An automaton learning approach to solving safety games
over infinite graphs. In TACAS 2016, volume 9636 of LNCS, pages 204–221. Springer, 2016.
doi:10.1007/978-3-662-49674-9_12.

29 Daniel Neider, Patrick Totzke, and Martin Zimmermann. Optimally resilient strategies in
pushdown safety games. arXiv, 1912.04771, 2019.

30 Daniel Neider, Alexander Weinert, and Martin Zimmermann. Synthesizing optimally resilient
controllers. In CSL 2018, volume 119 of LIPIcs, pages 34:1–34:17. Schloss Dagstuhl - LZI,
2018. doi:10.4230/LIPIcs.CSL.2018.34.

31 Thomas W. Reps, Susan Horwitz, and Shmuel Sagiv. Precise interprocedural dataflow analysis
via graph reachability. In POPL 1995, pages 49–61. ACM Press, 1995. doi:10.1145/199448.
199462.

https://doi.org/10.1109/CDC.2016.7799416
https://doi.org/10.1109/CDC.2016.7799416
https://doi.org/10.1145/302405.302672
https://doi.org/10.1145/2699431
https://doi.org/10.4204/EPTCS.96.14
https://doi.org/10.1007/3-540-36387-4
https://doi.org/10.1007/3-540-36387-4
https://doi.org/10.4230/LIPIcs.FSTTCS.2016.41
https://doi.org/10.4230/LIPIcs.FSTTCS.2016.41
https://doi.org/10.1109/TSE.2015.2510001
https://doi.org/10.1007/978-3-319-24537-9_5
https://doi.org/10.1016/j.ipl.2007.06.006
https://doi.org/10.1007/10722167_7
https://doi.org/10.1145/2539036.2539044
https://doi.org/10.1145/2539036.2539044
https://doi.org/10.1016/0304-3975(85)90087-8
https://doi.org/10.1007/978-3-642-18098-9_24
https://doi.org/10.1007/978-3-662-49674-9_12
https://doi.org/10.4230/LIPIcs.CSL.2018.34
https://doi.org/10.1145/199448.199462
https://doi.org/10.1145/199448.199462


D. Neider, P. Totzke, and M. Zimmermann 74:15

32 Thomas W. Reps, Akash Lal, and Nicholas Kidd. Program analysis using weighted pushdown
systems. In FSTTCS 2007, volume 4855 of LNCS, pages 23–51. Springer, 2007. doi:10.1007/
978-3-540-77050-3_4.

33 Géraud Sénizergues. L(A)=L(B)? decidability results from complete formal systems. Theor.
Comput. Sci., 251(1-2):1–166, 2001. doi:10.1016/S0304-3975(00)00285-1.

34 Géraud Sénizergues. The bisimulation problem for equational graphs of finite out-degree.
SIAM J. Comput., 34(5):1025–1106, 2005. doi:10.1137/S0097539700377256.

35 Olivier Serre. Parity games played on transition graphs of one-counter processes. In FOSSACS
2006, volume 3921 of LNCS, pages 337–351. Springer, 2006. doi:10.1007/11690634_23.

36 Jiří Srba. Roadmap of infinite results. In Gheorghe Paun, Grzegorz Rozenberg, and Arto
Salomaa, editors, Current Trends in Theoretical Computer Science, pages 337—-350. World
Scientific, 2004. doi:10.1142/9789812562494_0054.

37 Paulo Tabuada, Sina Yamac Caliskan, Matthias Rungger, and Rupak Majumdar. Towards
robustness for cyber-physical systems. IEEE Trans. Automat. Contr., 59(12):3151–3163, 2014.
doi:10.1109/TAC.2014.2351632.

38 Paulo Tabuada and Daniel Neider. Robust linear temporal logic. In CSL 2016, volume 62 of
LIPIcs, pages 10:1–10:21. Schloss Dagstuhl - LZI, 2016. doi:10.4230/LIPIcs.CSL.2016.10.

39 Ufuk Topcu, Necmiye Ozay, Jun Liu, and Richard M. Murray. On synthesizing robust
discrete controllers under modeling uncertainty. In HSCC 2012, pages 85–94. ACM, 2012.
doi:10.1145/2185632.2185648.

40 Leslie G. Valiant. Decision Procedures for Families of Deterministic Pushdown Automata.
PhD thesis, University of Warwick, 1973.

41 Yaron Velner and Alexander Rabinovich. Church synthesis problem for noisy input. In
FoSSaCS 2011, volume 6604 of LNCS, pages 275–289. Springer, 2011. doi:10.1007/
978-3-642-19805-2_19.

42 Igor Walukiewicz. Pushdown processes: Games and model-checking. Inf. Comput., 164(2):234–
263, 2001. doi:10.1006/inco.2000.2894.

MFCS 2020

https://doi.org/10.1007/978-3-540-77050-3_4
https://doi.org/10.1007/978-3-540-77050-3_4
https://doi.org/10.1016/S0304-3975(00)00285-1
https://doi.org/10.1137/S0097539700377256
https://doi.org/10.1007/11690634_23
https://doi.org/10.1142/9789812562494_0054
https://doi.org/10.1109/TAC.2014.2351632
https://doi.org/10.4230/LIPIcs.CSL.2016.10
https://doi.org/10.1145/2185632.2185648
https://doi.org/10.1007/978-3-642-19805-2_19
https://doi.org/10.1007/978-3-642-19805-2_19
https://doi.org/10.1006/inco.2000.2894




On the Parameterized Complexity of Deletion to
H-Free Strong Components
Rian Neogi
The Institute of Mathematical Sciences, HBNI, Chennai, India
rianneogi@imsc.res.in

M. S. Ramanujan
University of Warwick, Coventry, UK
r.maadapuzhi-sridharan@warwick.ac.uk

Saket Saurabh
The Institute of Mathematical Sciences, HBNI, Chennai, India
IRL 2000 ReLaX, Chennai, India
University of Bergen, Norway
saket@imsc.res.in

Roohani Sharma
The Institute of Mathematical Sciences, HBNI, Chennai, India
roohani@imsc.res.in

Abstract

Directed Feedback Vertex Set (DFVS) is a fundamental computational problem that has
received extensive attention in parameterized complexity. In this paper, we initiate the study of a
wide generalization, the H-SCC Deletion problem. Here, one is given a digraph D, an integer
k and the objective is to decide whether there is a vertex set of size at most k whose deletion
leaves a digraph where every strong component excludes graphs in the fixed finite family H as (not
necessarily induced) subgraphs. When H comprises only the digraph with a single arc, then this
problem is precisely DFVS.

Our main result is a proof that this problem is fixed-parameter tractable parameterized by the
size of the deletion set if H only contains rooted graphs or if H contains at least one directed path.
Along with generalizing the fixed-parameter tractability result for DFVS, our result also generalizes
the recent results of Göke et al. [CIAC 2019] for the 1-Out-Regular Vertex Deletion and
Bounded Size Strong Component Vertex Deletion problems. Moreover, we design algorithms
for the two above mentioned problems, whose running times are better and match with the best
bounds for DFVS, without using the heavy machinery of shadow removal as is done by Göke et al.
[CIAC 2019].
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1 Introduction

In the Directed Feedback Vertex Set (DFVS) problem, the input is a digraph D and
an integer k and the objective is to decide whether there is a set X ⊆ V (D) of size at most k
such that D−X is acyclic. DFVS is a fundamental computational problem that has received
extensive attention in various subdomains of algorithmics. The parameterized complexity
of this problem was a long standing open problem in the area until Chen et al. [2] gave a
fixed-parameter tractable (FPT) algorithm with running time O(k!4kk4nm). Here, n and m
denote the number of vertices and arcs in the digraph respectively. Although subsequent
work [9] has improved the dependence on the input size to linear, it remains an open problem
whether the 2O(k log k) dependence on k is asymptotically the best possible.

The result of Chen et al. and the techniques used therein also helped kick off a line of
research in parameterized complexity where the goal is to understand how far the fixed-
parameter tractability of DFVS can be extended to various generalizations of DFVS. Chitnis
et al. [3] obtained an FPT algorithm for the Subset DFVS problem, where the goal is to
delete at most k vertices that intersect all directed cycles passing through a specified subset
of vertices. A general and abstract formulation of the powerful directed shadow removal
technique first designed by Chitnis et al. [4], was developed in this work and it has found
several applications in subsequent work [8, 1, 10, 5]. Lokshtanov et al. [10] studied the
Directed Odd Cycle Transversal problem where the objective is to delete at most k
vertices that intersect all directed odd cycles in the given digraph. They proved that this
problem is W[1]-hard and so is unlikely to admit an FPT algorithm. Moreover, they used the
shadow removal technique to obtain a fixed-parameter 2-approximation algorithm for this
problem. More recently, Göke et al. [5] studied the problems of deleting at most k vertices
to (i) obtain a digraph where every strong component is of bounded size and (ii) obtain a
digraph where every strong component induces a graph where every vertex has out-degree
exactly 1, i.e. is a 1-out-regular digraph.

In this paper, we extend this line of research by initiating the study of a wide general-
ization of the problems studied by Göke et al., which we call the H-Strong Connected
Component Deletion (H-SCC Deletion) problem and define below. Here, H is a fixed
finite family of digraphs.

Input: A digraph D, an integer k.
Parameter: k

Problem: Does there exist a set S of at most k vertices such that no strong component of
D-S contains a graph in H as a subgraph?

H-SCC Deletion

In all our results, n denote the number of vertices in the input graph and h = maxH∈H
|V (H)|. Rooted H-SCC Deletion (r-H-SCC Deletion) denotes the special case of
H-SCC Deletion where every graph in H contains an arborescence. An arborescence is
a rooted directed tree where every vertex except the root has in-degree exactly 1 and the
root has in-degree 0. Notice that r-H-SCC Deletion already generalizes several problems
described above including DFVS (H comprises the graph with a single arc), obtaining strong
components of size at most s (H comprises all arborescences of size s + 1) and obtaining
strong components with out-degree at most 1 (H comprises the star with two leaves and
both arcs oriented away from the centre). Our main result gives a unified proof of the
fixed-parameter tractability of these problems.
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I Theorem 1. r-H-SCC Deletion can be solved in time 2O(k3 log k) · hO(k) · nO(h).

Theorem 1 also holds for H-SCC Deletion in the case where, for every graph in H
there is a vertex that is reachable from every other vertex. One can infer this by simply
reversing both the input graph and the forbidden graphs and applying the main theorem.
We also remark that in general, the nO(h) dependence in the running time of the algorithm
of Theorem 1 is very likely unavoidable. Indeed, consider the following reduction from the
Clique problem where the input is an undirected graph G and ` ∈ N, and the objective is
to decide whether G contains a clique of size `. We orient all edges in G arbitrarily, add a
universal sink vertex v? and then a universal source vertex u? and the arc (v?, u?) to obtain a
strongly connected digraph, set k = 0, and set H to be the set of all tournaments on exactly
`+ 2 vertices. Then, an FPT algorithm for r-H-SCC Deletion parameterized by k and `
would imply an FPT algorithm for Clique parameterized by `, which cannot exist unless
FPT=W[1].

When H only comprises of the star with d+ 1 leaves with all arcs oriented away from
the centre, a closer inspection of the algorithm of Theorem 1 demonstrates that it can be
implemented in a way that implies a fixed-parameter algorithm parameterized by both k
and d for this problem. We call this problem, d-Out-Degree SCC Deletion. In this
problem, the objective is to decide whether k vertices can be deleted from a given digraph to
ensure that the graph induced by each strong component has out-degree at most d.

I Theorem 2. d-Out-Degree SCC Deletion can be solved in time 2O(k3 log k) ·dO(k) ·nO(1).

Our next result concerns the Path H-SCC Deletion (p-H-SCC Deletion) problem,
which is the special case of H-SCC Deletion where H contains at least one directed path.
We show that with an appropriate fixed-parameter preprocessing routine, this problem can
be reduced to r-H-SCC Deletion where H only comprises of the path of length g(H) for
some function g. Invoking Theorem 1 then leads us to the following result.

I Theorem 3. p-H-SCC Deletion can be solved in time 2O(k3 log k) · hO(k) · 2h6 · nO(h3).

We then pay special attention to the r-H-SCC Deletion problem when H contains
only the out-directed 2-star, i.e., the 1-Out-Degree SCC Deletion problem. Notice
that a strongly connected graph with at least two vertices that excludes this graph as a
subgraph must be a simple cycle, and so is 1-out-regular. A 1-out-regular digraph is a digraph
where every vertex has out-degree exactly 1. Therefore, this special case of r-H-SCC
Deletion is precisely the 1-Out-regular Deletion problem where one is given a digraph
D and an integer k and the objective is to decide whether there is a set of vertices of size at
most k whose deletion leaves a digraph where every strong component induces a 1-out-regular
subgraph. Göke et al. [5] recently gave an algorithm for this problem with running time
2O(k3) ·nO(1). We give an improved algorithm for this problem with an asymptotic dependence
on k that matches that of the current best algorithm for DFVS [2], which is a special case of
1-Out-regular Deletion.

I Theorem 4. 1-Out-regular Vertex Deletion can be solved in time 2O(k log k) · nO(1).

Finally, we also study the special case of r-H-SCC Deletion when H is the set of all
arborescences on exactly s + 1 vertices. Notice that the strongly connected graphs that
exclude the graphs in H as subgraphs are precisely the strongly connected graphs of size
at most s. This problem when H is the set of all arborescences on exactly s + 1 vertices
is called the Bounded Size Strong Component Vertex Deletion (BSSCVD). We
improve upon the result of Göke et al. [5] who gave an algorithm for BSSCVD with running
time 4k(ks+ k + s)! · nO(1).
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I Theorem 5. BSSCVD can be solved in time 2O(k(log k+log s)) · nO(1).

We now give an overview of the techniques used to prove our results.

Algorithm for r-H-SCC Deletion. We begin by using the technique of iterative compression
to obtain a tuple (D,S = (S1, . . . , Sq),W, k) such that W is a solution for the instance
(D, k+1) of r-H-SCC Deletion, S1, . . . , Sq partitionW and moreover, if there is a solution
for (D, k), then there is a solution that is disjoint from W and intersects Si-Sj paths for
i < j. We note that this step is standard when dealing with directed cut problems [12].

A commonly used technique subsequent to this step (albeit one that we do not employ) is
the directed shadow removal technique introduced by Chitnis et al. [4] where one identifies a
set of vertices Z such that for some hypothetical solution X, Z is disjoint from X and contains
the set of vertices that are either unable to reach W or are unreachable from W in D −X.
This set is then removed in a problem specific way while preserving all obstructions. While
this can be easily achieved for certain simple obstructions, we are dealing with an arbitrary
family of digraphs with the only assumption being that they are rooted. Consequently, it is
not at all clear how one could implement the removal of vertices in Z and that makes our
task significantly more challenging. To avoid this obstacle, we forgo the technique of shadow
removal and directly design an intricate branching algorithm.

The crux of this algorithm is the observation that for a special type of solution X, for
every forbidden subgraph F , either X intersects V (F ) or X contains an S1-{r(F )} separator
(r(F ) denotes a fixed root of F ) or X contains a {u}-W separator for some vertex u ∈ V (F ).
We then show that there is always an efficiently computable forbidden subgraph upon which
we can branch exhaustively using the above observation in such a way that we always make
progress. The fact that such a subgraph can always be identified efficiently is far from obvious
and proving it is one of our main technical challenges.

Algorithm for p-H-SCC Deletion. We show that for every finite family of digraphs H,
there exists another (infinite) family H∗, such that the H-SCC Deletion problem is
equivalent to the problem of deleting at most k vertices to exclude all graphs in H∗ as
subgraphs in the remaining graph (not necessarily in a single strong component). Moreover,
we show that when H contains a directed path, then the family H∗ can be partitioned into
two, say H∗1 and H∗2 such that H∗1 is finite and the problem of deleting at most k vertices to
exclude all graphs in H∗2 as subgraphs in the remaining graph is equivalent to the r-X -SCC
Deletion where X only contains a directed path whose length depends on H. This allows
us to branch on all subgraphs isomorphic to graphs in H∗1 and then invoke Theorem 1.

Improved algorithms for 1-Out-Regular Vertex Deletion and BSSCV. Here, we begin
in the same way as for r-H-SCC Deletion by obtaining a tuple (D,S = (S1, . . . , Sq),W, k)
such that if there is a solution for (D, k), then there is a solution that is disjoint from W and
intersects all Si-Sj paths for i < j. In the case of 1-Out-Regular Vertex Deletion,
the main new contribution that results in a speedup over Theorem 1 is a lemma that shows
that if we consider an S1-W \ S1 separator C such that every vertex reachable from S1 in
D − C has out-degree at most 1 in D, then there is a solution whose intersection with this
set of reachable vertices is contained within an efficiently computable set of O(k) vertices.
This gives us a branching algorithm where we essentially compute a “furthest” S1-W \ S1
separator C of size at most k in time 2O(k) · nO(1) and then branch on deleting a vertex of
C or one of these O(k) vertices in the reachable set. In the case of BSSCV, we show that
if for some x ∈ S1, D contains a subgraph of size s + 1 with an arborescence rooted at x,
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then at least one of these vertices must either be deleted or must have all its paths to W
deleted when removing a solution. In the latter case, we will be able to branch on an {x}-W
important separator [11] of size at most k.

Further Remarks. The results of Göke et al. [5] crucially use the technique of covering the
shadow which adds a factor of 2O(k2) ·nO(1) to the running time of any algorithm that uses it.
Thus, our 2O(k log k) · nO(1) algorithm (Theorem 13) is an improvement over what is currently
possible using the shadow covering technique. Moreover, although all our results are stated
for the vertex deletion version of the problems, we would like to mention that these results
will apply for the corresponding arc deletion versions of the problems as well, as all our
proofs go through for the later case also. Due to space constraints, we only discuss the proof
of Theorems 1 and 2 in this version. The proofs of the remaining theorems and the missing
proofs of the lemmas in this version can be found in the appended full version of the paper.

2 Preliminaries

We use standard notion regarding digraphs. Given two digraphs D1, D2 we denote the
digraph D1 ∪D2 as the digraph with vertex set V (D1) ∪ V (D2) and arc set A(D1) ∪A(D2).
By D1 ⊆ D2, we mean that D1 is a subdigraph of D2. We use |D| as a shorthand for |V (D)|.
A strongly connected component (or strong component) of a digraph D is a maximal set
S ⊆ V (D) such that for any pair u, v of vertices in S, there is a path from u to v and from v

to u in D. For any X ⊆ V (D), D[X] denotes the subdigraph of D induced by X. For any
S, T ⊆ V (D), by an S-T path in D we mean a path from some vertex of S to some vertex of
T in D. For a subset S ⊆ V (G), by N+(S) we denote the set

⋃
v∈S N

+(v) \ S. By N+[S]
we denote N+(S)∪S. Similar definition hold for N−(S) and N−[S]. Given a directed graph
D and subsets S, T, C ⊆ V (D) such that S ∩ T = ∅, we say that C is an S-T separator if
there is no directed S-T path in D−C and C ∩ S = C ∩ T = ∅. For an S-T separator C, by
RD(S,C) we denote the set of vertices v such that there exists an S-{v} path in D − C. By
RD(S,C) we denote the set V (D) \RD(S,C), that is the set of vertices that are unreachable
from S after removing C. Note that for any set R ⊆ V (D) such that S ⊆ R, R ∩ T = ∅
and N+(R) ∩ T = ∅, if R is reachable from S in D[R], then the set C = N+(R) is an S-T
separator such that RD(S,C) = R. We say that an S-T separator C covers an S-T separator
C ′ if RD(S,C) ⊇ RD(S,C ′). We say that C tightly covers C ′ if C covers C ′ and there does
not exist a C ′′ that covers C ′ and is covered by C. Two S-T separators are incomparable
if neither covers the other. λD(S, T ) denotes the size of a minimum S-T separator in D.
It is well known [2] that there exists a unique minimum S-T separator Cmin(S, T ) and a
unique minimum S-T separator Cmax(S, T ) such that for every minimum S-T separator
C, Cmin(S, T ) is covered by C and Cmax(S, T ) covers C. We call Cmin(S, T ) the closest
minimum S-T separator and Cmax(S, T ) the furthest minimum S-T separator. Moreover,
we define Rmin(S, T ) = RD(S,Cmin(S, T )) and Rmax(S, T ) = RD(S,Cmax(S, T )). All four of
these sets can be computed in polynomial time using max-flow computations (see [11]).

An arborescence is a rooted directed tree where every vertex except the root has in-degree
exactly 1 and the root has in-degree 0. A digraph D is said to be rooted at v ∈ V (D) if D
contains as a subdigraph on V (D) an arborescence rooted at v. That is, there is a directed
v-w path in D for every w ∈ V (D). A digraph D is simply said to be rooted if it is rooted at
some vertex. By r(D), we denote the vertex that is the root of D. If there are multiple roots
for D, we canonically fix one vertex for r(D). For a digraph D and a family of digraphs
H (potentially containing rooted digraphs), we say that a subset S ⊆ V (D) is H-free if
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D[S] does not contain any graph in H as a subgraph. When S = V (D), we say that D is
H-free. In the case when every graph in H is a rooted graph, we say that S is root-H-free if
the root of every subgraph of D that is isomorphic to a graph in H is not contained in S.
Observe that if a set S is root-H-free then it is also H-free. We say that a set X ⊆ V (D) is
an H-deletion set for D if there is no subgraph isomorphic to a graph in H that is contained
in any strong component of D −X. Furthermore, we say that X is a solution for the tuple
(D, k) if X is an H-deletion set and |X| ≤ k.

I Lemma 6. [9] There is a polynomial-time algorithm that, given a digraph D and an S-T
separator C in D, either correctly concludes that C = Rmax(S, T ) or outputs a minimum
S-T separator that tightly covers C.

I Lemma 7. [7] Let D be a digraph and let S, T ⊆ V (D) be disjoint. Let C be the closest
(resp. furthest) S-T separator in D and let v be a vertex in RD(S,C) (resp. RD(S,C)).
Then every S-(T ∪{v}) (resp. (S ∪{v})-T ) separator is of size strictly greater than λD(S, T ).

I Lemma 8. Let D be a digraph and let S, T be disjoint subsets of V (D). Let C1 = N+(R1)
and C2 = N+(R2) be two minimum S-T separators such that C2 covers C1 and C1 6= C2.
Let u ∈ C1 and v ∈ R2 \N [R1]. Then every (S ∪{u})− (T ∪{v}) separator is of size strictly
greater than λD(S, T ).

3 The FPT algorithm for rooted H-SCC Deletion

We use the standard technique of Iterative Compression ([13]) to reduce the task of solving
our instance of r-H-SCC Deletion to that of solving at most 2k+1n instances of the
Disjoint r-H-SCC Deletion Compression (r-H-SCC DC) problem, where we are
given a digraph D and a solution W of size at most k + 1 and the goal is to compute a
solution of size at most k that is disjoint from W , if one exists. We further solve r-H-SCC
DC by making 2O(k log k) calls to a subroutine that is allowed to assume the existence of
a specific type of solution for instances of the r-H-SCC Partitioned Compression (r-
H-SCC PC) problem, which is described below. An instance of r-H-SCC PC is a tuple
(D,S = (S1, . . . , Sq),W, k), where W is a solution for the instance (D, k + 1) of H-SCC
and S is an ordered partition of W . A set X ⊆ V (D) is said to be a solution for the instance
(D,S = (S1, . . . , Sq),W, k) of r-H-SCC PC if X is a solution for the instance (D, k) of
H-SCC, X ∩W = ∅, and X intersects all Si-Sj paths in D, for every j > i. Observe that
every solution of the instance (D,S,W, k) of r-H-SCC PC, is also a solution of (D,W, k)
of r-H-SCC DC. We now define a special kind of solution for r-H-SCC PC, which we
call a nice solution, and as we will see soon, it turns out that it is enough to look for nice
solutions for our purpose. Let (D,S = (S1, . . . , Sq),W, k) be an instance of r-H-SCC PC.
A solution X for this instance is said to be nice if for every subgraph F ⊆ D such that F is
isomorphic to a graph in H, and each i ∈ [q], one of the following holds: (1) X intersects
V (F ), or (2) r(F ) /∈ R(Si, X), or (3) ∃v ∈ V (F ) such that there is no {v}-Si path in D−X.
Observe from the definition above, that if X is a solution of r-H-SCC PC such that after
its deletion each Si is in exactly one strong component, then X is a nice solution. One
can formalize the above discussion (refer to the full version for details) to conclude that
(D,W, k) is a yes-instance of r-H-SCC DC if and only if (D,S = (S1, . . . , Sq),W, k) has a
nice solution for some ordered partition S = (S1, . . . , Sq) of W . Thus, to prove Theorem 1 it
is enough to prove the following lemma. Recall that h = maxH∈H |V (H)|.

I Lemma 9. There is an algorithm that, given an instance (D,S = (S1, . . . , Sq),W, k) of
r-H-SCC PC, runs in time 2O(k3 log k) · hO(k) · nO(h) and either correctly concludes that
there is no nice solution for (D,S,W, k) or outputs some solution (not necessarily nice) for
(D,S,W, k).
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Recall that the most challenging aspect in our strategy (see overview of our algorithm for
r-H SCC Deletion in Section 1) is the identification of appropriate “branchable” forbidden
subgraphs. Specifically, we need to identify particular subgraphs F such that the natural
exhaustive branchings reduce some measure depending on the parameter. The way we
identify such subgraphs is the following: the algorithm will maintain a set Q such that Q is
root-H-free, with Q = ∅ initially. The algorithm will try to “grow” the set Q until the entire
graph is covered by Q. Initially, when Q = ∅, we try to grow it to the set Rmin(S, T ) (where
S = S1 and T = X \ S1), the closest minimum S-T separator. We prove that if we find a
forbidden subgraph whose root lies in Rmin(S, T ), that subgraph is good for us in the sense
that all branches will drop our measure. Once all roots have been removed from Rmin(S, T ),
we set Q = Rmin(S, T ). Then we recurse and grow Q further towards T . To formalize the
above strategy in Section 3.2, we next describe two crucial tools, in the form of pushing
lemmas in the next section.

3.1 The Pushing Lemmas
Let (D,S = (S1, . . . , Sq),W, k) be an instance of r-H-SCC PC. Let X be some solution for
this instance. Suppose, for instance, one had a hold on the set of vertices, say R, that are in
the strong components containing S1 inD−X. Then, one could argue that there is some other
solution that picks an important R-(W \ S1) separator (see Marx’ survey [11] for definition)
of size at most k. In this case, one can branch of these important sets. Unfortunately, the
above mentioned set R is far from being found efficiently. However growing on this idea,
our first pushing lemma, Lemma 10, says that even if one is able to find a “weaker” set, viz.
some superset of the vertices that are reachable from S1 after the deletion of the solution,
do not contain a graph of H inside them and their out-neighbourhood forms a minimum
S1-(W \ S1), then one can always construct another solution that picks the out-neighbours
of this set.

I Lemma 10 (Pushing-Routine-1). Let I = (D,S = (S1, . . . , Sq),W, k) be an instance
of r-H-SCC PC. Consider a H-free set S1 ⊆ Q ⊆ V (D) \ (W \ S1) such that N+(Q) is a
minimum S1-(W \S1) separator. Let X be a solution of I such that RD(S1, X)∩N+(Q) = ∅.
Then, there is a solution X ′ for I that contains N+(Q).

For our second pushing lemma, we first borrow definitions of shadows for directed graphs
from [4]. Note that what we do with the concept of shadows in our article is very different
from the way it has been used so far. More specifically, we do not resort to the shadow removal
technique that has often been an effective technique to design FPT algorithms for directed
cut problems. In fact, for the general problems that we consider, it is not at all clear how the
shadow removal technique could be helpful. Let (D,S = (S1, . . . , Sq),W, k) be an instance
of r-H-SCC PC and let X ⊆ V (D) \W . Then, F-Shadow(X) denotes the set of those
vertices u /∈ X such that there is no {u}-W path in D-X. Similarly, R-Shadow(X) denotes
the set of those vertices u /∈ X such that there is no W -{u} path in D-X. F-Shadow(X) is
called the forward shadow of X with respect to W and R-Shadow(X) is called the reverse
shadow of X with respect to W . Notice that with these definitions, we have that if X is a
nice solution for the instance (D,S = (S1, . . . , Sq),W, k), then for any subgraph F ⊆ D that
is isomorphic to a graph in H and any i ∈ [q], either X intersects V (F ) or r(F ) /∈ R(Si, X)
or V (F ) ∩ F-Shadow(X) 6= ∅. Moreover, when q = 1, this implies that X intersects V (F ) or
r(F ) ∈ R-Shadow(X) or V (F ) ∩ F-Shadow(X) 6= ∅. Our second pushing lemma, guarantees
the existence of a set to branch on, provided we have identified some vertex in the forward
or reverse shadow of X with respect to W .
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I Lemma 11 (Pushing-Routine-2). There is an algorithm that, given an instance I =
(D,S,W, k) of r-H-SCC PC and a vertex u ∈ V (D) such that either there is a u-W path
or a W -u path in D, runs in time 4k · nO(1) and outputs a non-empty set Z ⊆ V (D) of
size at most 4k · 2k with the following property: if there is a solution X for I such that
u ∈ F-Shadow(X) ∪ R-Shadow(X), then there is a solution X ′ for I such that X ′ ∩ Z 6= ∅.

3.2 Solving instances of r-H-SCC PC
Towards the proof of Lemma 9, we first find a set Ẑ such that Ẑ intersects some solution
for I = (D,S,W, k) (if one exists) and |Ẑ| = O(h) · 2O(k2 log k). Observe that, having such a
set Ẑ at hand, one can proceed with a branching algorithm that branches on the vertices
of Ẑ, thereby producing an algorithm with running time O(|Z|k) · nO(1). We call the set Ẑ,
the branch set for the instance I. The rest of the section is devoted to computing a branch
set for I of the desired size. Henceforth, h denotes maxH∈H |V (H)|.

I Lemma 12. Given an instance I = (D,S,W, k) of r-H-SCC PC, there is an algorithm,
that runs in time O(h)·2O(k2 log k) ·nO(h) and outputs a branch set for I of size O(h)·2O(k2 log k)

if I has a nice solution.

The algorithm of Lemma 12 has two parts: we first design a simple algorithm when q = 1 by
exploiting the structure of a nice solution to identify a vertex that belongs to the shadow of
the solution, thereby allowing the applicability of Lemma 11 to find a branch set. We defer
the details of this part to the full version. The second part, when q > 1, is tricky. We design
a recursive algorithm for the proof of Lemma 12 when q > 1, whose details we describe next.
To maintain the recursive invariants, we enhance the instance of r-H-SCC PC.

I Definition 13 (Extended Instance of r-H-SCC PC). An instance Iext = (D,S =
(S1, . . . , Sq),W, k, S, T,Q,NQ) is called an extended instance of r-H-SCC PC if the following
holds:
1. (D,S = (S1, . . . , Sq),W, k) is an instance of r-H-SCC PC,
2. S1 ⊆ S ⊆ V (D) \ (W \ S1) and W \ S1 ⊆ T ,
3. either Q = ∅ or, S ⊆ Q ⊆ V (D) \T such that Q is root-H-free and N+(Q) is a minimum

S-T separator in D, and
4. NQ ⊆ N+(Q).

I Definition 14 (Solution of an extended instance of r-H-SCC PC). For an extended instance
Iext = (D,S = (S1, . . . , Sq),W, k, S, T,Q,NQ) of r-H-SCC PC, X ⊆ V (D) \W is said to
be a solution for Iext if the following holds.
1. X is a nice solution for (D,S,W, k),
2. X is an S-T separator,
3. S ⊆ RD(S1, X),
4. NQ ∩RD(S,X) = ∅ and,
5. X ∩ (S ∪ T ) = ∅.

The idea behind extending an instance of r-H-SCC PC in the way defined earlier is
to get the situation closer to the applicability of Lemma 10. In fact, as we will see, this
will form the base case for our arguments. To be more specific, the sets S, T defined in
the definition correspond to the set of vertices that one has guessed to be reachable and
unreachable, respectively from S1 in D −X, where X is a solution for the original instance.
Thus, any solution for the original instance is an S-T separator. Note that, since X is a
solution for (D,S,W, k), the set S1 itself is reachable from S1 and W \ S1 is unreachable
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from S1 in D −X. Therefore we could assume that S1 ⊆ S and (W \ S1) ⊆ T . The set Q
in the extended instance is such that N+(Q) is a minimum S-T separator and Q itself is
root-H-free (and hence H-free). The set NQ is meant to be the subset of N+(Q) that one
has guessed to be unreachable from S in D −X. The algorithm aims to slowly “grow” Q
using Lemma 6 until we find a subgraph F in D that is isomorphic to some graph in H
and whose root lies in Q (i.e. Q is no longer root-H-free). Then using the fact that a nice
solution exists, one can construct the desired branch set by branching of instances with a
smaller, appropriately defined, measure.

For the convenience of arguments, we further enhance an extended instance of r-H-SCC
PC. The idea behind this is to avoid asking that NQ has to be unreachable from S in D−X
where X is a solution of the extended instance. As we see below, a slight modification to the
digraph D and T help us achieve this, thereby easing the arguments used in the final proof.

I Definition 15 (Auxiliary Instance of r-H-SCC PC). Given an extended instance Iext =
(D,S = (S1, . . . , Sq),W, k, S, T,Q,NQ) of r-H-SCC PC, we define an auxiliary instance
Iaux = (Daux,S = (S1, . . . , Sq),W, k, S, T aux, Q,NQ) of r-H-SCC PC as follows: Daux is a
supergraph of D that is obtained from D by adding a new vertex taux in D and adding arcs
(u, taux), for each u ∈ NQ; T aux = T ∪ {taux}.

I Definition 16 (Solution of an auxiliary instance of r-H-SCC PC). Let Iaux = (Daux,S =
(S1, . . . , Sq),W, k, S, T aux, Q,NQ) be an auxiliary instance of r-H-SCC PC obtained from
Iext = (D,S = (S1, . . . , Sq),W, k, S, T,Q,NQ), then X ⊆ V (D) \W is said to be a solution
for Iaux if the following holds:
1. X is a nice solution for (D,S,W, k),
2. X is an S-T aux separator in Daux,
3. S ⊆ RDaux(S1, X) and,
4. X ∩ (S ∪ T aux) = ∅.

One can prove (details in the full version) that a solution to an extended instance of
r-H-SCC PC is also a solution for the corresponding auxiliary version. This together with
the discussion above, concludes that it is enough to prove the following lemma.

I Lemma 17 (Find-Branch-Set). Given an auxiliary instance Iaux = (Daux,S =
(S1, . . . , Sq),W, k, S, T aux, Q,NQ) of r-H-SCC PC where q > 1, there is an algorithm
that runs in time O(h) · 2O(k2 log k) · nO(h) and returns a branch set of (D,S,W, k) of size
O(h) · 2O(k2 log k) if Iaux has a solution.

Proof. Let I = (D,S,W, k). We will design a recursive algorithm Find-Branch-Set. To
analyse the depth of recursion, we associate a measure µ with an instance Iaux = (Daux,S =
(S1, . . . , Sq),W, k, S, T aux, Q,NQ) as µ(Iext) = k2 + k − λDaux(S, T aux)2 − |NQ|. For the
sake of convenience, we will denote λDaux(S, T aux) by λ(Iaux). In what follows, we give an
exhaustive list of cases, and say what the algorithm outputs in each such case, give a proof
of correctness for the same, point out the branching width of the recursive calls and argue
that the measure µ drops for each of the instances called in each of the recursive calls.
Base Case: Observe that for any auxiliary instance Iaux, if λ(Iaux) > k, then Iaux has no

solution. If k ≤ 0, then check if any strong component ofD has a graph isomorphic to some
graph in H. If it does, then Iaux has no solution, otherwise, return ∅. Another case that
is handled as a base case is when either µ(Iaux) ≤ 0 or |NQ| = λ(Iaux). If µ(Iaux) ≤ 0,
we first claim that |NQ| = |N+(Q)| = λ(Iaux). Since |N+(Q)| = λ(Iaux), it is enough
to prove that |NQ| = λ(Iaux). Since NQ ⊆ N+(Q), we have that |NQ| ≤ λ(Iaux). For
the sake of contradiction, suppose that |NQ| < λ(Iaux). Since µ(Iaux) ≤ 0, we have that
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k2 + k ≤ λ(Iaux)2 + λ(Iaux). This implies that |NQ| ≥ λ(Iaux), which is a contradiction.
Thus, we have that |NQ| = λ(Iaux). In this case, Find-Branch-Set(Iaux) returns
N+(Q). We now prove that N+(Q) is indeed a branch set for Iaux. First observe that,
in this case NQ = N+(Q). From the construction of Daux, there is an arc (u, taux)
for each u ∈ NQ. Thus, in any solution X of Iaux, NQ ∩ RDaux(S,X) = ∅, that is,
N+(Q) ∩RDaux(S,X) = ∅. Since any solution X of Iaux is also a solution for I, we have
that there exists a solution X to I, such that N+(Q) ∩RDaux(S,X) = ∅. Then, observe
that I, Q,N+(Q), X satisfy the properties of Lemma 10, and hence there exists a solution
to I that contains a vertex of N+(Q). That is, N+(Q) is a branch set for I. Note that
the size of the set outputted in this case is λ(Iaux) ≤ k. We now proceed to the recursive
cases.

Case 1: [Q = ∅] The algorithm first computes the unique minimum closest S-T aux separator
C. It then checks if there exists F ⊆ D such that F is isomorphic to some graph in H
and r(F ) ∈ RD(S,C).

Case 1.1: [@ a subgraph F ⊆ D such that F is isomorphic to a graph in H and
r(F ) ∈ RD(S, C)] In this case, the algorithm returns Find-Branch-Set(Daux,S,W,
k, S, T aux, RD(S,C), ∅).
Correctness: Let X be a solution of Iaux. Note that in this case Q is root-H-free and
N+(Q) is a minimum S-T aux separator in Daux. Thus, X is a solution for the auxiliary
instance (Daux,S,W, k, S, T aux, RD(S,C), ∅).
Branching width: It is 1.
Measure drop: Let I ′aux = (Daux,S,W, k, S, T,RD(S,C), ∅). Since the branching width
is 1, in this case it is enough to prove that this case cannot occur more than n times
and the measure does not increase whenever this case arises. Since in the new instance
I ′aux, the size of Q has strictly increased, as it was an empty set before, the resulting
instance I ′aux does not fall into this case again (as we will see later that in all the
cases the set Q only grows). Since k,NQ remains the same in both the instances, and
λ(I ′aux) ≥ λ(Iaux) because T aux ∪ {r(F )} ⊇ T aux, we conclude that µ(I ′aux) ≤ µ(Iaux).

Case 1.2: [∃F ⊆ D that is isomorphic to a graph in H, and r(F ) ∈ RD(S, C)] In
this case, the algorithm returns V (F ) ∪ Find-Branch-Set(Daux,S,W, k, S, T aux ∪
{r(F )}, ∅, ∅) ∪

⋃
u∈V (F ) Pushing-Routine-2(D,S,W, k, u).

Correctness: Let X be a solution for Iaux. Since by definition, X is a nice solution of I,
either V (F )∩X 6= ∅, or X contains an S1-{r(F )} separator or if it does not satisfy either
of the above two conditions, then it must contain a {u}-S1 separator, for some u ∈ V (F ).
In the first case, since the returned set contains V (F ), we are done. In the second case,
if X contains an S1-{r(F )} separator and S ⊆ RD(S1, X) (from the definition of an
auxiliary solution), then X must also contain an S-{r(F )} separator. Thus, in this case
X must also be a solution to Find-Branch-Set(Daux,S,W, k, S, T aux ∪ {r(F )}, ∅, ∅).
From induction hypothesis, (Daux,S,W, k, S, T aux ∪ {r(F )}, ∅, ∅) returns a branch set for
(D,S,W, k), and we are done. In the last case, if neither of the above two cases hold,
then X contains a {u}-S1 separator for some u ∈ V (F ). We will prove that u in in the
forward shadow of X with respect to W . Suppose, for the sake of contradiction, that
there is a path from u to a vertex v ∈ W in D −X. Note that v 6∈ S1 as X contains a
{u} − S1 separator. Since r(F ) is reachable from S1 in D −X (because the second case
does not apply), X is disjoint from V (F ), and there is a path from r(F ) to u contained
in V (F ) as F is rooted, it follows that u is reachable from S1 in D −X. Furthermore,
there is a path from u to v in D−X and thus v ∈W \ S1 is reachable from S1 in D−X.
This is a contradiction to the fact that X is a solution for I. Therefore, it follows that u
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is in the forward shadow of X with respect to W . Moreover, since there is an S1-{r(F )}
path in D, by rooted-ness there is an S1-u path and since S1 ⊆W , there is a W -u path
in D. By Lemma 11, Pushing-Routine-2(D,S,W, k, u) returns a branch set for I.
Branching width: It is 1.
Measure drop: Let I ′aux = (Daux,S,W, k, S, T aux ∪ {r(F )}, ∅, ∅). Since the branching
width is 1 and in the new instance I ′aux the size of T aux grows, this case does not happen
more than n number of times because, if T aux \ taux becomes equal to V (D) \ S1, then
there is a no solution to the problem and we stop. Again, since the branching width is
1, in this case, we only need to show that µ(I ′aux) ≤ µ(Iaux). Since k,NQ remains the
same in both the instances, and λ(I ′aux) ≥ λ(Iaux) because T aux ∪ {r(F )} ⊇ T aux, we
conclude that µ(I ′aux) ≤ µ(Iaux).

Case 2: [Q 6= ∅] The algorithm proceeds by invoking Lemma 6 and either finds a separator C ′
that tightly covers N+(Q) in Daux or concludes that N+(Q) is the furthest minimum
S-T aux separator in Daux.

Case 2.1: [N+(Q) is the furthest minimum S-T aux separator in Daux] In this case,
the algorithm returns N+(Q) ∪

⋃
v∈N+(Q)\NQ

Find-Branch-Set(Daux,S,W, k, S ∪
{v}, T aux, ∅, ∅).
Correctness: Let Iaux

v = (Daux,S,W, k, S ∪ {v}, T aux, ∅, ∅). Let X be a solution for Iaux.
Suppose there exists v ∈ N+(Q) \NQ that is reachable from S in Daux−X, then observe
that X is also a solution for Iaux

v . Thus, Find-Branch-Set(Iaux
v ) returns a branch set

for I. Now we look at the case when no vertex in N+(Q) \NQ is reachable from S in
Daux −X. Recall that NQ cannot be reachable from S in Daux −X. Thus the entirety
of N+(Q) is unreachable from S in Daux −X. In this case, observe that I, Q,N+(Q), X
satisfy the conditions for Lemma 10, and thus, N+(Q) is a branch set for I.
Branching width: It is at most |N+(Q)| = λ(Iaux) ≤ k.
Measure drop: For each v ∈ N+(Q) \ NQ, we show that µ(Iaux

v ) < µ(Iaux). From
Lemma 7, the λ(Iaux

v ) ≥ λ(Iaux)+1. However the size of NQ in the new instance decreases
to 0. Thus, the drop in µ is at least (k2+k−λ(Iaux)2−|NQ|)−(k2+k−(λ(Iaux)+1)2−0) =
λ(Iaux)2 − |NQ| − (λ(Iaux) + 1)2 = 2λ(Iaux) + 1− |NQ|. Since |NQ| ≤ λ(Iaux), the drop
is ≥ λ(Iaux) + 1.

Case 2.2: [N+(Q) is not the furthest minimum S-T aux separator in Daux] From
Lemma 6, the algorithm first finds a separator C ′ that tightly covers N+(Q). Let
Q′ = RD(S,C ′) that is C ′ = N(Q′). It then checks if there exists F ⊆ D such that F is
isomorphic to some graph in H and r(F ) ∈ Q′.

Case 2.2.1: [@ a subgraph isomorphic to a graph in H whose root is in Q′] In this case,
the algorithm returns Find-Branch-Set(Daux,S,W, k, S, T aux, Q′, NQ).
Correctness: Let I ′aux = (Daux,S,W, k, S, T aux, Q′, NQ). From construction, N(Q′) is
a minimum S − T aux separator and Q′ is root-H-free. Also since N+(Q′) covers N+(Q)
and is an S-T aux separator and for each v ∈ NQ, (v, t∗) is an arc in Daux, it follows that
NQ ⊆ N+(Q′). Thus, if X is a solution to Iaux, then it is also a solution to I ′aux.
Branching width: It is 1.
Measure drop: Since the branching width is 1 and Q′ ⊃ Q, it is enough to prove that
the measure does not increase. This is indeed the case, as k,NQ remain the same in both
the instances. Also, since S and T aux remain the same, λ(Iaux) = λ(I ′aux).

Case 2.2.2: [∃F ⊆ D that is isomorphic to a graph inH and r(F ) ∈ Q′] In this case, the
algorithm returns V (F ) ∪ Find-Branch-Set(Daux,S,W, k, S ∪ (N+(Q) \NQ), T aux ∪
{r(F )}, ∅, ∅) ∪

⋃
v∈N+(Q)\NQ

Find-Branch-Set(Daux,S,W, k, S, T aux, Q,NQ ∪ {v}) ∪⋃
v∈V (F ) Pushing-Routine-2(D,S,W, k, u).
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Correctness: Let X be a solution of Iaux. Since X is a nice solution of I, either
X ∩ V (F ) 6= ∅ or, X contains an S1-{r(F )} separator or, X contains a {v}-S1 separator,
for some v ∈ V (F ). In the first case, since V (F ) is present in the set returned, we
are done. In the second case, since S is reachable from S1 in Daux − X, it follows
that X is an S-{T ∪ r(F )} separator. If there exists a vertex v ∈ N+(Q) \NQ that is
unreachable from S in Daux−X, then observe that X is also a solution for Find-Branch-
Set(Daux,S,W, k, S, T aux, Q,NQ ∪ {v}). Thus, we are done. Otherwise, N+(Q) \ NQ

is reachable from S in Daux −X. In this case, X is also a solution for Find-Branch-
Set(Daux,S,W, k, S∪ (N+(Q)\NQ), T aux∪{r(F )}, ∅, ∅), and hence, we are done. In the
third case, X contains a {v}-S1 separator, for some v ∈ V (F ). Using a similar argument
as in Case 1, it follows that u is in the forward-shadow of X with respect to W and that
there is a W -u path in D. Thus, from Lemma 11, Pushing-Routine-2(D,S,W, k, u)
returns a branch set for I.
Branching width: It is at most |N+(Q)|+ 1 ≤ λ(Iaux) + 1 ≤ k + 1.
Measure drop: Consider the instance I ′aux = (Daux,S,W, k, S ∪ (N+(Q) \NQ), T aux ∪
{r(F )}, ∅, ∅). We show that µ(I ′aux) < µ(Iaux). From Lemma 8, the minimum
(S ∪ (N+(Q) \NQ))-(T ∪ {r(F ), taux}) separator is of size greater than λ(Iaux). Thus,
λ(I ′aux) > λ(Iaux). However the NQ (the last variable in the instance) for I ′aux is
an empty set. Therefore µ drops by at least (k2 + k − λ(Iaux)2 − |NQ|) − (k2 + k −
(λ(Iaux) + 1)2 − 0) = λ(Iaux)2 − |NQ| − (λ(Iaux) + 1)2 = 2λ(Iaux) + 1 − |NQ|. Since
|NQ| ≤ λ(Iaux), the drop is at least λ(Iaux)+1. For each v ∈ V (F ), consider the instance
Iaux

v = (Daux,S,W, k, S, T aux, Q,NQ∪{v}). We now show that µ(Iaux
v ) < µ(Iaux). Since

|NQ ∪ {v}| = |NQ|+ 1 and λ(Iaux
v ) = λ(Iaux), we conclude that the measure drops by

one in this case.

This concludes the description of the recursive algorithm together with its correctness.
To bound the number of nodes in the recursion tree, since the maximum branching width
of the recursion tree is at most k + 1 and the depth of the recursion tree is at most
µ(Iaux) = k2 + k − λ(Iaux)2 − |NQ| ≤ k2 + k, we conclude that the number of nodes in the
recursion tree is (k+ 1)k2+k = 2O(k2 log k). Since the size of the set returned at the leaf nodes
of the recursion tree is at most k and at each level of the recursion tree a set of size at most
h+ kh+ 1 is added to the set obtained from the recursive calls, we conclude that the size of
the set that the algorithm outputs is at most (h+kh+ 1) ·2O(k2 log k) = O(h) ·2O(k2 log k). J

Given an instance (D,S,W, k) of r-H-SCCPC, the algorithm of Lemma 9 creates an extended
instance Iext = (D,S,W, k, S1,W \ S1, ∅, ∅) of r-H-SCCPC and calls Find-Branch-Set
on Iaux, which is an auxiliary instance of Iext. The proof of Lemma 9 then follows from
Lemma 17. As already argued, Lemma 9 implies Theorem 1. This completes the description
and the proof of our FPT algorithm for r-H-SCC Deletion. Observe that the only place
where we incur a nO(h) factor in the running time of this algorithm is for checking whether
there exists a subgraph of D isomorphic to a graph in H. If this can be done in time
g(h) ·nO(1), then our algorithm will run in time g(k, h) ·nO(1). In particular, if H comprises of
only the (d+ 1)-out-star, the algorithm will run in time that is FPT in k and d (Theorem 2).

4 Conclusions

We have initiated the study of the parameterized complexity of H-SCC Deletion problem,
where the objective is to compute a maximum subdigraph where no strong component contains
a forbidden subgraph from the family H. We have obtained fixed-parameter algorithms
for this problem when H either contains at least one path or only contains rooted graphs,
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thus unifying several known fixed-parameter tractability results including the one for DFVS.
Furthermore, we also have results that, for a pair of previously studied special cases of this
problem, yield faster FPT algorithms by using our general strategy tailored to these special
cases. Our algorithms are FPT parameterized by k for fixed families H (that contain a path
or only rooted digraphs) while an FPT algorithm for this problem parameterized by both k
and h (h being the size of the largest graph in H) is unlikely to exist in general.

Our work identifies some natural directions for future research. In particular, can we
completely characterize those finite families H for which this problem is fixed-parameter
tractable? In a parallel line of research, Göke, Marx and Mnich [6] gave a fixed-parameter
algorithm for the case where H is the set of all cycles of length at least a given positive
integer s.
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Abstract
In this paper, we investigate the complexity of a number of computational problems defined on a
synchronous boolean finite dynamical system, where update functions are chosen from a template
set of exclusive-or and its negation. We first show that the reachability and path-intersection
problems are solvable in logarithmic space-uniform AC1 if the objects execute permutations, while
the reachability problem is known to be in P and the path-intersection problem to be in UP in
general. We also explore the case where the reachability or intersection are tested on a subset of
objects, and show that this hardens complexity of the problems: both problems become NP-complete,
and even Πp

2-complete if we further require universality of the intersection. We next consider the
exact cycle length problem, that is, determining whether there exists an initial configuration that
yields a cycle in the configuration space having exactly a given length, and show that this problem
is NP-complete. Lastly, we consider the t-predecessor and t-Garden of Eden problem, and prove
that these are solvable in polynomial time even if the value of t is also given in binary as part of
instance, and the two problems are in logarithmic space-uniform NC2 if the value of t is given in
unary as part of instance.
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1 Introduction

A discrete dynamical system is a network consisting of objects with states and state update
functions assigned to the objects. The state update function of an object receives the
states from the objects of the network, including itself, and determines the next state of
the object. In a discrete dynamical system, the updates occur in discrete time steps. After
receiving initial state values for the objects (called an initial state configuration), the system
commences its computation by applying the state update functions to the nodes according
to their update schedule, thereby generates an indefinitely long series of state configurations.

A directed graph naturally represents the direct dependencies among objects for state
updates, where the edge from an object, u, to another, v, represents that the update function
of v is dependent on the state of u. In the case where the dependencies are mutual, all
edges are bidirectional, and so an undirected graph offers a simpler representation of the
dependencies. These graphs may contain self-loops, since the state update functions may
depend on their own values. A variety of discrete dynamical systems exists depending on
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Figure 1 (a) A synchronous BFDS with six objects, where inputs of an update function of an
object are the ones whose outgoing edges connected to the object; and (b) Suppose that every object
has the exclusive-or XOR as its update function. Then, a single update for the BFDS with the given
configuration depicted in the left panel yields the one in the right panel.

whether the update schedules are synchronous, whether or not the underlying graph is
undirected, the state set (e.g., binary, finite, and infinite), and the types of update functions
(e.g., boolean, symmetric, monotone). A synchronous boolean finite dynamical system
(synchronous BFDS for short) [6] is one in which each object has just one boolean value as
its state, the dependency graph is directed, and the updates are synchronous (see Fig. 1).
Because the number of objects is finite, there are finitely many possible configurations in a
BFDS (2n for an n-object system). With synchronicity, a BFDS, in a finite number of steps
(within 2n steps in the case of an n-object system), either converges to a fixed point or enters
a nontrivial simple cycle (see Fig 2).

An article by Barrett et al. [6] is the first to consider the synchronous BFDS model (they
also introduced some other models, which are not the subjects of this paper). A wide stream
of research has followed the paper studying the model from the computational complexity
perspective. There, the questions have been to pinpoint the computational complexity of
predicting the behavior of a model with or without a specific initial configuration. For
example, Kosub [10] shows that there is a dichotomy between P and NP-complete regarding
the question of whether the system possess a fixed point for any initial configuration. Kosub
and Human extend this to a dichotomy between the function classes FP and #P-complete
functions if the concern is for counting the number of initial configurations with a fixed
point [11]. Rosenkrantz et al. provide a general framework for analyzing BFDS through
subgraph embedding and show that various problems about BFDS are NP-complete, but if
the representation graph is undirected with bounded tree-width and the update functions
are r-symmetric, the computational complexity drops to P [13].

The stream of research also finds that some problems about a synchronous BFDS offer a
rich theory of computational complexity by considering the types of functions permissible for
the templates. Specifically, researchers have studied the conjunction AND, disjunction OR,
exclusive-or XOR, and the negation of exclusive-or NXOR, and their combinations as the
possible types, and asked the following three problems:

The reachability problem. The problem asks whether, given a synchronous BFDS and two
specific configurations, whether the system generates the second of the two from the first.
The path-intersection problem. A variant of the reachability problem, it asks whether the
paths of configurations starting from two initial configurations have a common element.
The cycle length problem. The problem asks if the cycle that the system enters with a
specific initial configuration has length greater than or equal to a specific value.
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C

C'

C''

Figure 2 Example of a configuration space of a synchronous BFDS, where dots represent
configurations, and arrows do transitions through updates. The configuration C is a fixed point.
Two series of configurations from C′ and C′′ do not have a common element, but ones for C and C′′

do. A cycle obtained by starting from an initial configuration C′ has length five. The configuration
C′ has two predecessors, and one of them is a Garden of Eden.

Various complexity results exist about the problems. The reachability problem is PSPACE-
complete in general, but it is so even if the underlying graph is an undirected bounded-degree
graph and the update functions are symmetric [2], the underlying graph is undirected and
update functions are threshold functions [1], or the underlying graph is directed and the
template set is {AND,OR} [12]. These PSPACE-complete results contrast well with that
the problem is in P if the template set is one of {AND}, {OR} and {XOR,NXOR} [12].
As for the path-intersection and cycle length problems, they are PSPACE-complete too,
if the underlying graph is directed and the template set is {AND,OR}. However, the
path-intersection problem becomes solvable in UP and the cycle length problem becomes
solvable in UP ∩ coUP [12] and in BQP [8], if the template set is one of {AND}, {OR} and
{XOR,NXOR}.

Testing reversibility has been a popular topic of computational complexity theoretic
studies of synchronous BFDS [3, 4, 5, 13]. A predecessor of a given configuration is the one
which the system produces from the given configuration. A Garden of Eden of BFDS is
a configuration without predecessors. Typical problems in the reversibility of synchronous
BFDS are the following two:

The t-predecessor problem, t ≥ 1. The problem asks if a configuration in a synchronous
BFDS has a t-th predecessor, i.e., a configuration from which t successive applications of
the updates produces the given configuration.
The t-Garden of Eden problem, t ≥ 0. The problem asks if a configuration in a synchronous
BFDS has a t-th predecessor that is a Garden of Eden.

Article [4] shows that the 1-predecessor problem is in P if the underlying graph is an
undirected graph with bounded tree-width and update functions are r-symmetric, but the
problem is NP-complete if the underlying graph is an undirected star graph and the update
functions are non-symmetric. With the use of incomplete (or degenerate) basis functions as
the function types, the computational complexity of the 1-predecessor problem shows a wide
variety: the problem is NP-complete if each update function is one of the 3-input OR and
the 2-input AND, NL-complete if each update function is one of the 2-input OR and the
2-input AND, is in AC0 if each update function is either OR only or AND only [9]. As for
the case where t = 2, the t-Garden of Eden problem is Σp

2-complete if each function is either
the 3-input OR or the 2-input AND, while the problem is NP-complete if the functions are
either OR only or AND only, and is in AC0 if the functions are either exclusively 2-input
OR or exclusively 2-input AND [9].

In this paper, we investigate the computational complexity of the aforementioned problems
where the update functions are all XOR, are all NXOR, or each function is chosen from
{XOR,NXOR}. We can view a synchronous BFDS over XOR and NXOR as a linear
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transformation over Z2, and this connection makes the computational complexity problem
interesting. We first consider the reachability and path intersection problems. We show
that, while the reachability problem is in P and the path-intersection problem is in UP in
general, both problems are solvable in logarithmic space-uniform AC1 if the objects execute
permutations (that is, every node in the underlying graph has in-degree 1 and out-degree 1).
We then consider a variant of the problems where the update functions are still permutations
but the reachability and path-intersection are on some subset of the objects. We show that,
with this modification, the problems become NP-complete, and even Πp

2-complete if we ask
whether the reachability or the path-intersection holds for an arbitrary initialization of some
subset of the objets. We next consider a variant of the cycle length problem, which we
call the exact cycle length problem, where the question is whether or not there is an initial
configuration that produces a simple cycle with a specific length, and we show that this
variant is NP-complete. Lastly, we consider the t-predecessor and t-Garden of Eden problems.
We prove that the problems are solvable in polynomial time even if the value of t is presented
in binary, and the two problems are in logarithmic space-uniform NC2 if the value either is
constant or given in unary.

2 Preliminaries

In this section, we formally define terms and the problems on a synchronous BFDS.

2.1 Synchronous boolean finite dynamical systems
For an integer n ≥ 1, a synchronous boolean finite dynamical system (synchronous BFDS, for
short) F of n objects, v1, . . . , vn, which respectively hold boolean variables, x1, . . . , xn, and
synchronously update their variables by evaluating boolean functions f1, . . . , fn, respectively,
where the inputs to the functions are the values of x1, . . . , xn immediately before the
update. The values stored in the objects of a synchronous n-object BFDS constitutes a
state configuration (or simply a configuration). A configuration can be represented as an
n-dimensional boolean (or 0/1) vector. A synchronous BFDS thus can be naturally viewed
as a function that maps the set of n-dimensional boolean vectors to itself. A synchronous
BFDS commences its computation with a set of values stored in the objects. This initial set
of values is called an initial state configuration (or an initial configuration).

Given a configuration C and a variable x (which is stored in some unique object of the
system), C[x] is used to represent the value of x in the configuration x. The action of F
on a state configuration C is given by F(C) = (f1(C), f2(C), . . . , fn(C)). In other words, for
all i, 1 ≤ i ≤ n, F(C)[xi] = fi(C). Given an initial state configuration Cini, the synchronous
BFDS generates a sequence of state configurations by iterative applications of F : For all
t ≥ 0, the t-th element in the configuration sequence starting from Cini (we count from 0
with 0 representing the “initial”) is given by C = F t(Cini).

The update functions of a BFDS can depend only on part of the configurations, and thus,
can be expressed as a function of a smaller input dimension. In some literature, each update
function, fi, is expected to always depend on xi, but in the present paper, this restriction is
removed: fi is allowed not to depend on xi. The dependency among the objects of a BFDS
can be represented as a directed graph whose nodes are the objects of the system, and each
directed edge (u, v) represents that the function at v is dependent on the value at u.

Let B be a family of boolean functions. We say that a BFDS has template set B if the
function of each object comes from the family B. In this paper, we mainly consider the cases
where B is either {XOR} or {NXOR}, but in some places, the additional bases of {AND}
and {OR}.
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It is known and not hard to see that computing F t(Cini), given F , Cini, and t, is in P if B
is one of {AND}, {OR}, {XOR}, {NXOR}, and {XOR,NXOR} [12]:

I Lemma 1. If B is one of {AND}, {OR} and {XOR,NXOR}, we can compute F t(a) in
time polynomial in n+ log t.

2.2 The reachability and path-intersection problems of synchronous
boolean finite dynamical systems

We are concerned with two general properties of synchronous BFDS: the reachability problem
between two configurations in BFDS and the path-intersection problem generated from two
distinct initial configurations.

I Definition 2. Let B be a template set. The reachability problem for B asks, given a
synchronous BFDS F with template set B, a configuration Cini, and a configuration Cfin,
whether there exists t ≥ 0 such that F t(Cini) = Cfin.

I Definition 3. Let B be a template set. The path-intersection problem for B asks, given a
synchronous BFDS F with template set B, and configurations C1 and C2, whether there exist
s ≥ 0 and t ≥ 0 such that Fs(C1) = F t(C2).

We consider a variant of the above problems, where the equality between two configurations
is tested using a subset of objects. Let F be a synchronous BFDS, and R a subset of objects
in F . We say that D is a sub-configuration of C on R if D is obtained from C retaining only
those objects in R, and we say that C is a completion of D. We use the notation C|R to mean
that this is a vector constructed by selecting only those variables corresponding to R.

I Definition 4. Let B be a template set. The projection reachability problem for B asks, given
a synchronous BFDS F with template set B, a subset R of the objects of F , a configuration
Cini, and a configuration Cfin, whether there exists t ≥ 0 such that F t(Cini)|R = Cfin|R.

I Definition 5. Let B be a template set. The projection path-intersection problem for B
asks, given a synchronous BFDS F with template set B, a subset R of the objects of F , and
configurations C1 and C2, whether there exist s ≥ 0 and t ≥ 0 such that Fs(C1)|R = F t(C2)|R.

In addition to the above, we consider the universal projection reachability problem and
the universal projection path-intersection problem by considering the question of whether the
reachability or the path-intersection property holds for all possible initial value assignments
to a specified set of objects.

I Definition 6. The universal projection reachability problem is the problem of deciding,
given a BFDS F , an initial sub-configuration C of F , a final configuration D, and a projection
P , whether for all completions C′ of C, there exists some t such that F t(C′)|P = D|P .

I Definition 7. The universal projection path-intersection problem is the problem of deciding,
given a BFDS F , two initial sub-configurations C1 and C2 of F , projection P , whether for all
completions C′1 and C′2 of C1 and C2, there exist s and t such that Fs(C′1)|P = F t(C′2)|P .

2.3 The exact cycle length problem
Given a synchronous BFDS F and a configuration C of F , we say that there exists a cycle of
length l starting from C if Fk(C) 6= C for each 1 ≤ k < l and F l(C) = C. We denote by LF (C)
the length l of the cycle. We consider a variant of the cycle length problem as follows;
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I Definition 8. Let B be a template set. The exact cycle length problem for B asks, given a
synchronous BFDS F with template set B, a sub-configuration Dini, and an integer l, whether
there exists a completion Eini of Dini such that LF (Eini) = l.

2.4 The predecessor problems
Given a synchronous BFDS F and a final configuration Cfin of F , we say that a configuration
C is a t-th predecessor of Cfin, t ≥ 1, if F t(C) = Cfin. Note that if F(Cfin) = Cfin, we have
F t(Cfin) = Cfin for any t ≥ 1. We will omit the word first in the case where t = 1. By
convention, we define the 0-th predecessor of Cfin to be Cfin itself. We say that a configuration C
is a Garden of Eden if C has no predecessor. We consider the predecessor and Garden-of-Eden
problem defined in the paper [9] as follows:

IDefinition 9. Let B be a template set. The t-PRED Problem for B asks, given a synchronous
BFDS F with template set B, a configuration Cfin, and an integer t, whether Cfin has a t-th
predecessor.

IDefinition 10. Let B be a template set. The t-GOE Problem for B asks, given a synchronous
BFDS F with template set B, a configuration Cfin, and an integer t, whether Cfin has a t-th
Garden of Eden, i.e., a t-th predecessor that is a Garden of Eden.

In the paper [9], the computational complexity of t-PRED and t-GOE are extensively studied
over various degenerative (i.e., insufficient to express all boolean functions) bases, where t is
a fixed constant or appears in unary as part of input. Note that in the above definitions, t is
given in binary and so the problems are more flexible than the ones defined in [9].

3 Reachability and Path-intersection Problems

In this section, we study the complexity of reachability and path-intersection problems of
synchronous BFDS. We start with a special case of synchronous BFDS in which the objects
execute permutations. In such systems, the nodes in the directed graphs representing the
system updates have in-degree 1 and out-degree 1.

3.1 Reachability and path-intersection in permutation systems
I Theorem 11. The reachability problem of permutational BFDS can be solved in polynomial
time.

Proof. Let F be a permutational BFDS with n objects. Let Cini be an initial configuration,
and Cfin a final configuration. The reachability problem asks whether there exists some integer
t ≥ 0 such that F t(Cini) = Cfin. Let MF be the matrix that represents this permutation.
The permutation that F executes is decomposed as the disjoint union of independent cycles.
Let r, 1 ≤ r ≤ n, be the number of the disjoint cycles of F . Let O1, O2, . . . , Or be the r
cycles. For each k, 1 ≤ k ≤ r, let ok be |Ok|, the length of Ok. Obviously, for all k, 1 ≤ k ≤ r,
1 ≤ ok ≤ n. Let G be the least common multiple of o1, . . . , or. There exists some t such that
F t(Cini) = Cfin if and only if
(*) there exists some t, 0 ≤ t ≤ G− 1, such that for each k, 1 ≤ k ≤ r, F t mod ok (Cini)|Ok

=
Cfin|Ok

.
Below, we will show a method for testing (*).

For each k, 1 ≤ k ≤ r, let Qk = {t mod ok | F t(Cini)|Ok
= Cfin|Ok

}. The set Qk is a
subset of [ok − 1] for all k, 1 ≤ k ≤ r. The question (*) is equivalent to whether there exists
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some value for t, 0 ≤ t ≤ G− 1, such that for all k, 1 ≤ k ≤ r, t mod ok is a member of Qk.
In other words, whether there is a solution to the system of modular equations:

(∀k, 1 ≤ k ≤ r)(∃a ∈ Qk) [ t ≡ a (mod ok) ] (1)

The reason that we use the existential quantifier in Eq. (1) is that the cardinality of Qk is not
necessarily 0 or 1. Obviously, if Qk has cardinality 0, then Eq. (1) has no solution, and so Cfin
is unreachable from Cini. If Qk has cardinality greater than 1, we can reduce Qk to a smaller
set so there is only one element in it as follows: Suppose Qk has more than one element. Let a
and b, a < b, be two members of Qk. Because both Fa(Cini) and Fb(Cini) are identical to Cfin
on Ok, Fb−a(Cfin) is equal to Cfin on Ok. Thus, for all a, b, c ∈ Qk, a+ |b− c| mod ok ∈ Qk.
This means that there is some divisor of ok, d, and some a, 0 ≤ a ≤ d− 1, such that Qk is
the set of all integers i, 0 ≤ i ≤ ok − 1, such that i ≡ a (mod d). For each k, 1 ≤ k ≤ r, such
that Qk has more than one element, let dk be the value of d and ak thus defined; for each
k, 1 ≤ k ≤ r, such that Qk has only one element, let dk = ok and ak be the unique element
in Qk.

Now Eq. (1) is equivalent to whether there is a solution to the system of modular equations:

(∀k, 1 ≤ k ≤ r)[ t ≡ ak (mod dk) ] (2)

Whether this system has a solution or not can be checked by testing whether for each pair
(k, k′), the equation for k is consistent with the equation for k′. The consistency between k
and k′ holds if and only if for the greatest common divisor s of dk and dk′ , whether ak ≡ ak′

(mod s).
Based upon the observation, we develop the following algorithm for testing the reachability.

1. Obtain the cycles, O1, . . . , Or, of the permutation represented by F .
2. Compute Q1, . . . , Qr.
3. Check if all of Q1, . . . , Qr are nonempty. If the check fails, reject the input immediately.
4. For each k such that Qk has only one element, compute dk and ak for the remaining

values for k as the unique element in Qk and ok.
5. For each k such that Qk has more than one element, compute ak as the smallest number

in Qk and dk as the difference between the first and the second smallest numbers in Qk.
6. For each pair (k, k′), 1 ≤ k < k′ ≤ r, compute s = gcd(dk, dk′), and test if ak ≡ ak′

(mod s). If the test passes for all (k, k′), accept; otherwise, reject.
It is easy to see that all these steps can be carried out in time polynomial in n. This proves
the theorem. J

It is possible to carry out the algorithm stated in the proof in logarithmic space and
with logarithmic-space uniform AC1. To simplify the computation, instead of counting the
number of distinct orbits, r, we will let each index j, 1 ≤ j ≤ n, represent the orbit starting
from j. In this manner, an orbit having multiple elements will be represented as many times
as there are elements in the orbit. However, for two elements appearing in the same orbit,
the sets Q are same, and so the overall solvability of the system of congruences is unchanged.

So, assume that with the possible redundancy, the number of the orbits, r, is equal to n, and
for all k, 1 ≤ k ≤ n, Ok is the orbit starting from k. Let Q denote the permutation represented
by F . For an arbitrary index j, 1 ≤ j ≤ n, consider an index sequence j,Q1(j),Q2(j), . . ..
Starting from j, the elements of this sequence can be generated one after another. In the
case of logarithmic-space computation, the generation can be carried by scanning the matrix
F . The smallest index m at which Qm(j) = j is the length of the orbit, oj , and the values
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that appear as the elements are the members of the orbit. Thus, for each j, the number
of elements in the orbit containing j, for each j and for each h, whether h is a member
of the orbit containing j, and for each j, for each h, and for each s, whether h is the s-th
element of the orbit starting from j can be answered in logarithmic space. Since the iterative
permutation and the elements of the orbit can be generated iteratively, in logarithmic space
it is possible to answer whether a ∈ Qk for each a and for each k. Thus, it is possible to
compute, in logarithmic space, ak and dk. For each pair, (k, k′), of indexes, we then compute
ak and dk as well as ak′ and dk′ in binary, and then compute the greatest common divisor, s,
of dk and dk′ , and check whether ak ≡ ak′ (mod s). Since the binary numbers have O(logn)
bits, the test can be carried out in logarithmic space. Hence, the reachability problem is
solvable in logarithmic space.

To show that the circuit complexity of the reachability problem is logarithmic space-
uniform AC1, first note that the matrix multiplication of the permutation matrix can be
computed in AC0, and so their powers up to the n-th power can be computed in AC1 via
repeated squaring. Once these permutation matrices have been computed, Step 1 of the
algorithm (obtaining the orbits) can be executed by multiplying these matrices by 0/1-vectors
with only one 1 appearing in them. The circuit may use an n-bit sequence to represent the
membership for each orbit (therefore, n2 bits). Since these multiplications can be carried
out in parallel, this step requires AC0. For Step 2, by multiplying the matrices by Cini and
comparing the results with Cfin on the orbits, Qk can be obtained in parallel. Again, the
representation can be an n-bit sequence for each orbit (a total of n2 bits) and the computation
requires AC0. After this, if for some k, Qk is empty, then the circuit produces the output of
0; otherwise, ak and dk can be computed by first checking whether Qk has only one element
and then if more than one element exists, as the first element and the difference between the
second and the first. Again, this can be carried out in AC0. Compatibility testing is the final
step of the algorithm. We imagine that the circuit is equipped with a module for all possible
compatibility tests. There are only O(n4) possible combinations of two residue-modulus
pairs. Given two integers d and d′ represented in binary, their greatest common divisor can
be computed in O(logn) space using Euclid’s algorithm, and so precomputing the tests for n
requires O(logn) space. It is not hard to see that the other components of the circuit can be
computed in O(logn) space as well. Hence, the problem is in logarithmic space-uniform AC1.

We have thus proven:

I Theorem 12. The reachability problem of permutational BFDS belongs to logarithmic
space and the logarithmic space-uniform AC1.

Since permutations are reversible, the question of whether the paths starting from two
initial configurations intersect on a permutational BFDS is equivalent to the question of
whether the path starting from one of the two initial configurations reaches the other initial
configuration. Thus, we have the following corollary:

I Corollary 13. The path-intersection problem of permutational BFDS belongs to P, the
logarithmic space, and the logarithmic space-uniform AC1.

3.2 The reachability and path-intersection problems with projection
and universality

In this section, we consider the variants of the reachability and path-intersection problems,
and show their hardness. The proofs are omitted.
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I Theorem 14. The projection reachability problem of synchronous BFDS with XOR as
template is NP-complete.

We can show that the above proposition holds with OR in place of XOR. Then, by
exchanging the role between 0 and 1 in the proof for OR, we obtain that the proof holds for
AND.

Also, returning to the XOR proof, consider adding two new objects, a and b, whose values
are initially 1, whose update functions are NXOR of a and b, and changing all the other
update functions of the form XOR(u1, . . . , uk) to NXOR(u1, . . . , uk, a), we obtain that the
result holds for NXOR.

I Corollary 15. The projection reachability problem of BFDS is NP-complete with any of
OR, AND, and NXOR as the basis.

As before, the above results hold for path-intersection as well.

I Corollary 16. The projection path-intersection problem of synchronous BFDS is NP-
complete with one of XOR, OR, AND, and NXOR as the basis.

We can show that the universal projection reachability problem is Πp
2-complete.

I Theorem 17. The universal projection reachability problem is Πp
2-complete with the basis

of XOR.

As before, the reachability problem can be viewed as a special case of path intersection
problem.

I Corollary 18. For synchronous BFDS with template chosen from {XOR}, {NXOR}, {OR},
and {AND}, both the universal projection reachability problem and the universal projection
path-intersection problem are Πp

2-complete.

4 Cycle Length Problems

In this section, we show that, while the cycle length problem is known to be in UP ∩ coUP
and in BQP, the exact cycle length problem is NP-complete.

I Theorem 19. The exact cycle length problem is NP-complete if B = {XOR,NXOR}.

Proof. We reduce 3-occurrence 3SAT to the problem. Let φ be a given 3CNF formula,
where the number of appearances of each variable is limited to three. Suppose φ consists
of n variables x1, x2, . . . , xn and m clauses C1, C2, . . . Cm, each of which has at most three
literals (either lj,1 and lj,2 or lj,1, lj,2 and lj,3). We say that a literal lj,k is the first and
second positive (resp., negative) literal of xi.

We first construct the desired BFDS F , Dini and integer l such that F has a l-cycle
starting from Eini if and only if φ is satisfiable.
[Construction of F , P , Dini and l]

For each j ∈ [m], we denote by pj the jth odd prime. By the Prime Number Theorem
(see, e.g., [7]), pn = O(n logn) = o(n2), and so |pn| = O(logn). Thus, using the trial division,
p1, . . . , pn can be found in polynomial time. For j ∈ [m] and k ∈ [3], we construct a BFDS
Mj,k as follows: Mj,k has pj objects xj,k,0, xj,k,1 . . . , xj,k,pj−1 computing XORs, and compose
a cycle:

F [xj,k,h] = xj,k,h−1 mod pj
. (3)
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We construct F by combining these Mj,k as follows. For each i ∈ [n], if there are either
two positive literals or two negative literals of xi, denoted by lj,k and lj′,k′ , we add an object
yi computing XOR such that

F [yi] = yi ⊕
pj−1⊕
h=0

xj,k,h ⊕
pj′−1⊕
h=0

xj′,k′,h. (4)

In addition, for a pair of the first positive literal lj,k of xi and the first negative literal lj′,k′

of xi, we add an object zi computing NXOR such that

F [zi] =

zi ⊕
pj−1⊕
h=0

xj,k,h ⊕
pj′−1⊕
h=0

xj′,k′,h

. (5)

This completes the construction of F . We define P as a set of all the objects in F other than
xj,k,0 for every 1 ≤ j ≤ m and 1 ≤ k ≤ 3. We set all the values in P to zeros. Thus, for any
extension Eini of Dini, it holds that for any j ∈ [m], k ∈ [3] and t ≥ 1,

pj−1∑
h=0
F t(Eini)[xj,k,h] = Eini[xj,k,0] ∈ {0, 1}. (6)

We finally define l =
∏m

j=1 pj .
Since Mj,k’s are disjoint cycles and do not interact with each other, we have the following

claim.

B Claim 20. Let S(Eini) = {j | ∃k, Eini[xj,k,0] = 1}. If there exists i such that either
F(Eini)[yi] = 1 or F(Eini)[zi] = 1 holds, then LF (Eini) is even; and, otherwise, LF (Eini) =∏

j∈S(Eini) pj .

Proof. Suppose there exists i ∈ [n] such that F(Eini)[yi] = 1 holds. Then Eq. (4) implies
that Eini[xj,k,0] 6= Eini[xj′,k′,0], where j, j′, k, k′ are the ones specified in Eq. (4). Thus, Eq. (6)
implies that F t(Eini)[yi] = 1 for odd t while F t(Eini)[yi] = 0 for even t. Therefore, LF (Eini)
is even. We can similarly verify the claim for the case where F(Eini)[zi] = 1.

Suppose F(Eini)[yi] = F(Eini)[zi] = 0 for every i ∈ [n]. Then Eqs. (4)-(6) imply that
F t(Eini)[yi] = F t(Eini)[zi] = 0 for any i ∈ [n] and any positive integer t. Moreover, for every
j ∈ [m]\S(Eini), we have F t(Eini)[xj,k,0] = F(Eini)[xj,k,1] = · · · = F(Eini)[xj,k,pj−1] = 0 for
every k ∈ [3]. Thus, LF (Eini) is determined by Mj,ks for j ∈ S(Eini). Since Mj,k are disjoint
cycles of different primes, we have LF (Eini) =

∏
j∈S(Eini) pj . J

[⇐] We here prove that if φ is satisfiable, then there exists an extension Eini of Dini such that
LF (Eini) =

∏
j∈[m] pj .

Let α = (α1, α2, . . . , αn) ∈ {0, 1}n be a satisfying assignment for φ. We define Eini
as follows: For every j ∈ [m], and k ∈ [3], Eini[xj,k,0] = 1 if either “lj,k is a positive
literal of xi and αi = 1” or “lj,k is a negative literal of xi and αi = 0,” and otherwise,
Eini[xj,k,0] = 0. Eqs. (4)-(6) imply that F(Eini)[yi] = F(Eini)[zi] = 0 for every i ∈ [n], and
hence LF (Eini) =

∏
j∈[m] pj , as desired.

[⇒] We prove that if there exists an extension Eini of Dini such that LF (Eini) = l then φ is
satisfiable.
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Since LF (Eini) = l, the claim implies that S(Eini) = {p1, p2, . . . , pm}, and hence, for
every j, 1 ≤ j ≤ m, there exists kj , 1 ≤ kj ≤ 3, such that Eini[xj,kj ,0] = 1. We thus define
α = (α1, α2, . . . , αn) ∈ {0, 1}n as follows: For each i, 1 ≤ i ≤ n,

αi =
{

1 if lj,k is a positive literal and Eini[xj,kj ,0] = 1;
0 if lj,k is a negative literal and Eini[xj,kj ,0] = 1.

Since l is not even, the claim implies that F(Eini)[yi] = F(Eini)[zi] = 0 for every i ∈ [n], and
hence we can set αi without any confliction. Since αi = 1 if lj,kj is a positive literal, and
αi = 0 if lj,kj

is a negative literal, α clearly satisfies the literal lj,kj
for every j ∈ [m]. J

5 Predecessor Problems

In this section, we show that the t-predecessor problem and the t-Garden of Eden problem
can be answered in polynomial time.

I Theorem 21. The t-predecessor problem and the t-Garden of Eden problem are solvable in
polynomial time if the basis B is {XOR,NXOR}, where the value of t can be given in binary
as part of the instance.

Proof. We first describe our algorithms for the two problems where the basis contains only
XOR. Suppose we are given a synchronous BFDS F of n objects x1, x2, . . . xn, a configuration
Cfin, and an integer t.

We can think of F as an n× n 0/1 incidence matrix MF whose i-th row corresponds to
the update function fi in such a manner that the j-th entry of the row is 1 if and only if
fi takes xj as one of its inputs. By viewing a configuration as an 0/1 column vector, the
application of the system for one step can be viewed as multiplying MF by the vector from
right, with the arithmetic carried out in Z2. The t-predecessor problem can be restated as
the question of whether the linear system of equations:

M t
FD = Cfin (7)

has a solution, where D is a column vector of length n. This needs a bit of explanation. Given
a solution D to the system of linear equations, we have that [D,MF (D),M2

F (D), . . . ,M t
F (D)]

is a sequence of configurations that takes D to Cfin in t steps, and so D is a t-th predecessor of
Cfin. Conversely, given a t-th predecessor, E , of Cfin, there is a sequence [Cfin, E1, E2, . . . , Et−1, E ]
that takes Cfin back to E , where applying MF to an element excluding Cfin in the sequence
produces the element immediately to the left in the sequence. This means that E , after
applying MF t times consecutively, becomes Cfin, and so E is a solution to the system.

To answer the question of whether the system has a solution, we first compute M t
F by the

iterative squaring method. The calculation can be done in polynomial time (in the length of
the input) even if t is given in binary.

We then check the solvability of the system by converting the system so that the matrix
is in a row echelon form; if a row is not all 0, at the position of its leading 0, all the other
rows have 0. This conversion can be carried out using the Gaussian Elimination method. By
concurrently applying the operation on the vector, we obtain the equivalent system:

HD = C′ (8)

where H is in a row echelon form. Checking whether this system has a solution is simple:
the system has a solution if and only if the column vector C′ has a 0 for each all-0 row of the
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matrix H. Since Gaussian Elimination can be carried out in polynomial time, this implies
that the t-predecessor problem is solvable in polynomial time.

The t-Garden of Eden problem asks whether there is a solution of Eq. (7), S, such that
MFx = S does not have a solution. Since Eq. (8) is an equivalent system to Eq. (7), we can
instead ask whether there is a solution, S, of the equivalent system for which MFx = S has
no solution. Clearly, t-th Garden of Eden exists only if t-th predecessor exists. Thus, the
instance in which Eq. (7) has no solution can be outright asserted not have a t-th Garden
of Eden. If the equation has a solution, each solution can be described as a vector whose
elements are either constants or linear functions as follows:
Group 1 If a row r of H has a leading 1 at position i and the remainder of the row is all 0,

xi = bi, where bi is the i-th element of the vector C′.
Group 2 If a row r of H has a leading 1 at position i and the remainder of the row is not all

0, xi = xj1 + · · ·+ xjk
+ bi, where j1, . . . , jk are the positions of 1’s on row r other than i

and bi is the i-th element of the vector C.
Group 3 If xi does not receive an assignment through either of the above, i.e., no rows of

the echelon form has leading 0 at position i, then xi remains as an independent variable;
i.e., xi = xi.

Let S be the vector thus determined. The vector S can be expressed as the product of an
n×(n+1) 0/1 matrix, Q and an n+1 dimensional column vector X = (x1, . . . , xn, 1)T . More
specifically, in Q, the first n columns represent the appearance of x1, . . . , xn in the solution
in the n rows and the last column represents the value of the constants bi’s. In other words,
if xi = xj1 + · · ·+ xjk

+ bi is the solution for xi, then row i of the n× (n+ 1) matrix Q has 1
at the positions j1, . . . , jk and at the last position if bi is 1. We apply Gaussian Elimination
on MF for converting it to a row echelon form and apply the operations concurrently to the
matrix Q, to obtain a new equation:

M ′D = Q′X (9)

As before, a solution to Eq. (8) can be configured so that the solution has no predecessor if
and only if there is a row index i such that the i-th row in M ′ is all 0 while the i-th row
in Q′ contains a 1. This condition can be tested once the matrix Q has been obtained and
the echelon form has been computed. Since Gaussian Elimination can be carried out in
polynomial time, we have that the t-Garden of Eden problem can be solved in polynomial
time.

For the case where B = {XOR,NXOR}, we consider F as n×(n+1) matrixM ′F consisting
of MF together with a column vector of length n whose i-th element is one if fi is NXOR;
and zero, otherwise. Let C′fin be a column vector consisting of Cfin followed by a single element
one. We then apply the above procedure based on the linear system (M ′F )tD = Cfin. This
proves the theorem. J

The problem is solvable even in logarithmic space-uniform NC2.

I Theorem 22. With the basis {XOR,NXOR}, the t-predecessor problem and the t-Garden
of Eden problem are solvable in logarithmic space-uniform NC2 if t is a constant, t is given
in unary, or M t

F is given as part of instance.
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Abstract
If a monad T is monoidal, then operations on a set X can be lifted canonically to operations on TX.
In this paper we study structural properties under which T preserves equations between those
operations. It has already been shown that any monoidal monad preserves linear equations; affine
monads preserve drop equations (where some variable appears only on one side, such as x · y = y)
and relevant monads preserve dup equations (where some variable is duplicated, such as x · x = x).
We start the paper by showing a converse: if the monad at hand preserves a drop equation, then it
must be affine. From this, we show that the problem whether a given (drop) equation is preserved
is undecidable. A converse for relevance turns out to be more subtle: preservation of certain dup
equations implies a weaker notion which we call n-relevance. Finally, we identify a subclass of
equations such that their preservation is equivalent to relevance.
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1 Introduction

Monads are fundamental structures in programming language semantics as they encapsulate
many common side-effects such as non-determinism, exceptions, or randomisation. Their
structure has been studied not only from an operational point of view but also from a
categorical and algebraic perspective. One question that has attracted much attention is that
of monad composition: given two monads T and S, is the composition TS again a monad?
The answer to the question in full generality is subtle and examples have shown that even in
simple cases the correct answer might be surprisingly tricky to find and prove. This subtlety
is illustrated, for instance, by Klin and Salamanca’s result that the powerset monad does not
compose with itself [9], invalidating repeated claims to the contrary in the literature.
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Monad composition can be viewed in different ways. On the one hand, a sufficient
condition is given by the existence of the categorical notion of a distributive law between the
monads. On the other hand, if one takes into account the algebraic structure of the inner
monad, which can be presented in a traditional operations plus equations fashion, one can
turn the original question into a preservation question: does the outer monad preserve all
operations and equations of the inner algebra? More generally, starting from a set A with
some additional algebraic structure, the question arises naturally: is this structure preserved
by the application of a monad? For example, consider a set A that has the structure of a
group with binary operation · and unit 1. As we apply the powerset monad P the set PA of
subsets of A, is PA is again a group? Can · be interpreted as a binary operation on elements
of PA? Which subset do we identify with the constant 1? In a nutshell, does our monad
preserve algebraic features, i.e., the operations and equations defining the structure of A?

This question has already been studied in the late 50s, albeit not in categorical terms.
In [4], Gautam introduces the notion of complex algebra – the transformation of a Σ-algebra
with carrier A into a Σ-algebra on PA, where Σ is an arbitrary signature. Gautam gives a
range of positive and negative results for equation preservation. In particular, he shows that
commutativity of a binary operation (x ·y = y ·x) and unitality (x ·1 = x) are unconditionally
preserved by P. These are examples of linear equations, in which each variable appears
exactly once on each side. Negative results are given for non-linear equations. First, if
variables appear more than once (we call these dup equations; e.g., x · x = x), this is not
preserved by P. Second, if a variable appears on one side of the equation only (we call these
drop equations, for instance x · 0 = 0), then the powerset does not preserve it either.

In this paper, we examine the question of equation preservation at the general level of
a monoidal monad T . Monoidal monads give a canonical lifting to Σ-algebras, of which
Gautam’s complex algebra construction for P is a special case. We provide a comprehensive
characterisation of monad classes and equations that are preserved inside a certain class.

Part of this question has been studied in the literature: in [14], Manes and Mulry show
that for a monad to preserve linear equations, it suffices to have a symmetric monoidal
structure. This argument is further developed in [3], where the authors give sufficient
conditions on T for preserving the types of equations outlined by Gautam. In particular, it
was shown that so-called relevant monads preserve dup equations, and affine monads preserve
drop equations. It remained open whether relevance or affineness were necessary conditions
for preservation. We now settle this question and provide an extensive characterisation of
equations preserved by classes of monoidal monads.

We start with preliminaries on monoidal categories and monads (Section 2), and continue
with a technical section recalling how monoidal monads offer a canonical lifting of all algebraic
signatures (Section 3). We then present the main contributions of the present paper:
1. We prove a monoidal monad preserves strict-drop equations if and only if it is affine

(Section 4).
2. We characterise a large class of dup equations, for which preservation is equivalent to

the monad being relevant. We then prove that for a restricted class of dup equations
preservation requires a weaker version of relevance, which we call n-relevance (Section 5).

3. Orthogonally, we prove a more algorithmic result: given a monad and an equation, we
show that the general problem of preservation is undecidable (Section 4).

A summary of the classes of equations used to derive the preservation results and concrete
examples of monads and the class in which they fall appear in Figure 1a.

We remark that the provided necessary conditions on preservation of equations can be
used in contrapositive form to show that certain monads do not preserve certain equations.
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For instance, from Theorem 12, the main result of Section 4, we know that if a monad is
not affine, it does not preserve any drop equations in general. This generalises Gautam’s
result for P and provides a range of other examples that do not preserve drop equations:
the maybe monad X + 1, the monad M ×X for M a non-trivial monoid, and the multiset
monad MS, for S a non-trivial semiring. Similarly, the results in Section 5 allow us to show
that certain (in fact, many) monads do not preserve dup equations, just by showing that
they are not relevant.

2 Preliminaries

We recall basic notions related to monoidal categories, monads and algebras for a functor.

Cartesian monoidal categories. A monoidal category consists of a category C equipped
with: a bifunctor ⊗ : C×C→ C, an object I called unit or identity, a natural isomorphism
αX,Y,Z : (X⊗Y )⊗Z → X⊗(Y ⊗Z) called associator, a natural isomorphism ρX : X⊗I → X

called right unitor, and a natural isomorphism ρ′X : I ⊗X → X called left unitor, where α, ρ
and ρ′ are subject to coherence conditions [13]. A Cartesian monoidal category is a monoidal
category whose monoidal structure is given by product (denoted by ×) and a terminal object
(denoted by 1). A category with finite products forms a Cartesian monoidal category, by
making a choice of products for each pair of objects. Any Cartesian monoidal category C is
symmetric monoidal, witnessed by a natural isomorphism denoted by swapX,Y : X × Y →
Y ×X. For a product

∏
i∈I Xi, we denote the projections by πj :

∏
i∈I Xi → Xj . Given an

object X, we define the diagonal ∆X by pairing: ∆X = 〈idX , idX〉 : X → X ×X. Further,
for a functor T : C→ C we let χX,Y = 〈Tπ1, Tπ2〉 : T (X×Y )→ TX×TY . Throughout this
paper, we will mainly focus on the Cartesian monoidal category Set of sets and functions.

Monads. A monad on a category C is a triple (T, η, µ) consisting of an endofunctor
T : C → C, a natural transformation η : Id ⇒ T called unit and a natural transformation
µ : TT ⇒ T called multiplication, such that µ ◦ Tµ = µ ◦ µT and µ ◦ ηT = id = µ ◦ Tη.

I Example 1 (Monads).
1. The powerset monad is given by the functor P : Set→ Set, which maps a set X to its

set of subsets, together with unit η mapping x to {x}, and µ given by union. This monad
restricts to its finitary version with the functor Pf : Set→ Set mapping a set to its finite
subsets, and similarly to the non-empty powerset P+.

2. For a semiring S, let MS be the generalised multiset monad defined as follows. A
multiset ξ ∈ MSX is a map X → S with finite support, also written as the formal
sum

∑
x ξ(x)x. For f : X → Y we define (MSf)(ξ)(y) =

∑
x; f(x)=y ξ(x).The unit is

defined by η(x) = 1 · x and the multiplication is given by µ(δ)(f) =
∑
x δ(f)f(x),

viz. µ(
∑
i si
∑
j tijxij) =

∑
i,j sitijxij .

3. The distribution monad is given by D : Set→ Set, DX = {ν : X → [0, 1] |
∑
x∈X ν(x) =

1, ν with finite support}. The action on morphisms, unit, and multiplication are as in MS.
4. For any commutative monoid M , the functor X 7→M ×X is a monad with η(x) = (1, x)

and µ(v, (w, x)) = (vw, x).
5. For a set A, X → XA forms a monad. The unit is defined by ηX(x) = (a 7→ x), and the

multiplication µX maps s ∈ (XA)A to (a 7→ s(a)(a)).
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Monoidal monads. The notion of monoidal monad captures a well-behaved interaction
between a monad and the monoidal structure of the underlying category.

Let C be a Cartesian monoidal category. A (lax) monoidal functor is an endofunctor
F : C → C together with natural transformations ψX,Y : FX × FY → F (X × Y ) and
ψ0 : 1 → F1 satisfying certain laws. A monoidal functor is called symmetric if ψY,X ◦
swapFX,FY = F swapX,Y ◦ ψX,Y for all X,Y . A monad (T, η, µ) on C is called monoidal
if T is monoidal, the unit η and multiplication µ are monoidal natural transformations,
and the associated natural transformation ψX,Y : TX ⊗ TY → T (X ⊗ Y ) satisfies ψ0 = η1.
Since the underlying category C is symmetric monoidal, monoidal monads are equivalent
to commutative monads [12, 10], see also [6]. It follows that any monoidal monad on a
symmetric monoidal category is symmetric.

For any n ≥ 2, we define ψn : TX1 × · · · × TXn → T (X1 × · · · ×Xn) as the n-ary version
of ψ, associatively constructed from the binary version.

I Example 2. All the monads from Example 1 are monoidal, by defining ψ as follows:
1. ψX,Y : PX × PY → P(X × Y ) is given by Cartesian product: ψX,Y (U, V ) = U × V .
2. ψX,Y : MSX ×MSY →MS(X × Y ) is given by ψX,Y (ξ1, ξ2) = λ(x, y).ξ1(x) · ξ2(y).
3. ψX,Y : DX ×DY → D(X × Y ) is given by ψX,Y (ν1, ν2) = λ(x, y).ν1(x) · ν2(y).
4. ψX,Y : (M ×X)× (M ×Y )→M × (X×Y ) is given by ψX,Y ((v, x), (w, y)) = (vw, (x, y)).
5. ψX,Y : XA × Y A → (X × Y )A is defined pointwise as ψX,Y (f, g)(a) = (f(a), g(a)).

Algebraic Constructs. A signature Σ is a set of operation symbols, together with a natural
number |σ| for each σ ∈ Σ, called the arity of σ. For X a set, the set of Σ-terms over X
is the least set Σ∗X such that X ⊆ Σ∗X and, if t1, . . . , t|σ| ∈ Σ∗X for some σ ∈ Σ then
σ(t1, . . . tn) ∈ Σ∗X. We write Var(t) for the set of variables appearing in the term t.

An algebraic theory T is a triple (Σ, V, E) where Σ is a signature, V is a set of variables,
and E ⊆ Σ∗V × Σ∗V is a relation. We refer to elements of E as equations or axioms of T,
and denote an equation (u, v) ∈ E by u = v. When two Σ-terms t1, t2 can be proved equal
using equational logic and the axioms of T, we write t1 = t2. More precisely, t1 = t2 if t1 and
t2 are related by the least congruence containing E which is also closed under substitution.

For instance, the theory of monoids has a signature containing one constant 1 and a binary
symbol · and the axioms of associativity and unit: x · 1 = x = 1 · x and x · (y · z) = (x · y) · z.

For a signature Σ , a Σ-algebra A consists of a carrier set A and, for each symbol σ ∈ Σ
of arity |σ|, a morphism σA : A|σ| → A. Given a Σ-algebra A and a map f : V → A to
its carrier, we inductively define f ] : Σ∗V → A by f ](x) = f(x) and f ](σ(t1, . . . , tn)) =
σA(f ](t1), . . . , f ](tn)). Given an equation t1 = t2 with t1, t2 ∈ Σ∗V we say A satisfies t1 = t2,
denoted by A |= t1 = t2, if f ](t1) = f ](t2) for every map f : V → A. This extends to sets of
equations E ⊆ Σ∗V × Σ∗V by A |= E iff A |= t1 = t2 for all (t1, t2) ∈ E.

Categorically speaking, a signature Σ gives rise to a polynomial functor HΣ : Set→ Set,
defined by HΣX =

∐
σ∈ΣX

|σ|. A Σ-algebra as defined above is then precisely an algebra for
HΣ, i.e., a set A together with a map HΣA→ A.The category of Σ-algebras and Σ-algebra
morphisms is denoted Alg(Σ). In particular, the set FΣX of free Σ-terms on X is a Σ-algebra,
and FΣ forms a functor. For a set of equations E ⊆ Σ∗V × Σ∗V , we denote by Alg(Σ, E)
the full subcategory of Alg(Σ) consisting of those algebras satisfying E.

3 Preserving Operations and Equations

In this section we explain how to lift operations, which allows us to define preservation of
equations. We conclude with a technical reformulation of equations and preservation that
will be useful later. In this section, we assume T is a monoidal monad on Set.
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Lifting operations. Let Σ be a signature. Given a Σ-algebra A with carrier A, we define a Σ-

algebra T̂A on TA: for each operator σ∈Σ, we set σ
T̂A ≡

(
(TA)|σ| ψ|σ|

// TA|σ|
TσA // TA

)
.

This gives a lifting T̂ : Alg(Σ)→ Alg(Σ) of T . In fact, this is a lifting of the monad T , as it
arises from a canonical distributive law of HΣ over the monad T from [20] (cf. [18]).

I Example 3. Consider the powerset monad and an algebra A with carrier A and a binary
operation ·. The lifted operation is given by U ·

P̂A V ≡ {u · v; u ∈ U, v ∈ V }. Liftings for
other monads are easily obtained from Example 2.

Preserving equations. The lifting of algebraic operations allows interpretation of equations
after application of T : if t1 = t2 holds on a Σ-algebra A, we can interpret t1 and t2 as terms
of T̂A and verify equality. This leads to the central notion of preservation of equations.

I Definition 4. Let Σ be a signature, V a set of variables, and t1, t2 ∈ Σ∗V . We say
that T preserves the equation t1 = t2 if for every Σ-algebra A we have T̂A |= t1 = t2
provided A |= t1 = t2. A set of equations is preserved if each one of them is.

Equivalently, T preserves E if T̂ restricts to Alg(Σ, E). In particular, if S is a monad such
that Alg(Σ, E) ∼= EM(S), then T preserving E implies that TS is again a monad.

I Example 5. Does the powerset monad preserve the equation of commutativity? Let us
consider an algebra A with carrier A featuring a commutative operation +. Recalling the
lifting defined in example 3, we can verify that for U, V ∈ PA we have: U +

P̂A V = {u+ v |
u ∈ U, v ∈ V } = {v+ u | v ∈ V, u ∈ U} = V +

P̂A U . Therefore P preserves commutativity.

I Example 6. Consider now an algebra A with carrier A and an idempotent operation ·
and the monad D of probability distributions. Let a, b ∈ A, such that a · b 6= a, a · b 6= b

and a · b 6= b · a. Let ν ∈ DA be the distribution on A such that ν(a) = ν(b) = 0.5.
Note that, for all u, v ∈ A, we have ν(u) · ν(v) 6= 0 iff u, v ∈ {a, b}. Now we compute:
(ν ·

D̂Aν)(a·b) =
∑
{ν(u)·ν(v) | u, v ∈ A s.t. u·v = a·b} = ν(a)·ν(b) = 0.25 6= 0 = ν(a·b).

Thus we have ν 6= ν ·
D̂A ν, which means that idempotence is not preserved by D.

In subsequent sections we will treat several classes of equations, which are preserved by
different types of monads. Here, we first recall a fundamental result about preservation: any
monoidal monad preserves linear equations.

I Definition 7. An equation t1 = t2 is called linear when Var(t1) = Var(t2), and every
variable occurs exactly once in t1 and once in t2.

For instance, the laws of associativity, commutativity and unit are linear. Note that if an
equation is not linear, then either there is a variable which occurs on one side but not the
other (which we will refer to as a drop equation, Definition 8) or there is a variable that
occurs twice (referred to as a dup equation, Definition 16). Manes and Mulry showed that any
monoidal monad T : Set→ Set preserves linear equations [14]. This generalises Gautam’s
result that the powerset monad preserves linear equations [4].

4 Affine Monads and Drop Equations

In this section, we study preservation of drop equations, which are non-linear equations where
at least one variable occurs on one side but not the other. Preservation of such equations by
a monoidal monad T will be related to a property of monoidal monads called affineness.
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Monad Affine Relevant
P × ×
P+ X ×
D X ×

X + 1 × X

XA X X

M ×X X iff M trivial X iff M idempotent
MS X iff S trivial X iff S trivial

(a) Affineness and relevance of well-known mon-
ads.

drop dup

x · y = y

x · y = x · x

x · x = y · y

x · x = x

strict-dup
one-drop
strict-drop

(b) Classes of equations.

Figure 1

I Definition 8 (Drop equations). An equation t1 = t2 is called
1. drop when at least one variable appears in t1 but not in t2 (or conversely);
2. one-drop when a variable appears once in t1 and does not appear in t2 (or conversely);
3. strict-drop when it is not linear and each variable of V appears at most once in t1 and t2.
The set of strict-drop equations is included in the set of one-drop equations, and the latter in
the set of drop equations. Both inclusions are strict. Strict-drop equations can equivalently
be characterised as equations t1 = t2 where neither t1 nor t2 contains duplicate variables,
and at least one variable occurs on one side but not the other. The various classes of drop
equations are pictured in Figure 1b, which also contains dup equations (Definition 16).

For instance, the law of absorption x · 0 = 0 is a strict-drop equation. The equation
x · (y ·y) = y ·y shows one occurrence of x on the left side and none on the right side, therefore
it is a one-drop equation. It is not a strict-drop equation. The equation x · x = y · y is drop
but not one-drop. Finally, x · x = x is not drop.

The property of T that we focus on now is affineness, introduced by Kock [11]; see also [6].

I Definition 9 ([11]). A monoidal monad T on a Cartesian monoidal category C is called
affine if it has one of the following three equivalent properties: T1 is final; diagram ♠
commutes; diagram ♥ commutes, for all A and B.

T1 ! // 1 η1 // T1 ♠
TA× TB

ψ // T (A×B)
χ��

TA× TB
♥

See Figure 1a for (non-)examples of affine monads. Regarding preservation of equations by
affine monads, we recall the following result.

I Theorem 10 ([3]). Any affine monoidal monad T on Set preserves strict-drop equations.

Theorem 10 does not extend to one-drop equations, as follows from a later result: Example 24
gives a one-drop equation whose preservation implies relevance.

From drop preservation to affineness. We proceed to prove the converse of Theorem 10:
if a monoidal monad T preserves a strict-drop equation, then it is affine (Theorem 12).

I Lemma 11. Let t1 = t2 be a one-drop equation, and T : Set → Set a monoidal monad.
If t1 = t2 holds on T1, then T is affine.

Since any equation t1 = t2 trivially holds on 1, by Lemma 11 we obtain:
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I Theorem 12. Let Σ be a signature, and let t1 = t2 be a one-drop equation with t1, t2 ∈ Σ∗V
and Var(t1) ∪Var(t2) = V . Let T : Set→ Set be a monoidal monad. If T preserves t1 = t2,
then T is affine.

The above theorem is a stronger result than the converse of Theorem 10: preservation of
one-drop equations suffices for affineness. Equivalently, if a monad is not affine, then we
know that it does not preserve any drop equations in general. This generalises Gautam’s
result that P does not preserve any one-drop equation [4]. Other examples of monads that,
by Theorem 12, do not preserve one-drop equations are M ×X for M a non-trivial monoid,
and MS for S a non-trivial semiring (see Figure 1a).
I Remark 13. Theorem 12 treats preservation of single equations. Another consequence
of Lemma 11 is that, if a monoidal monad T : Set → Set preserves a non-empty set of
equations E that includes a one-drop equation, then it is affine. To see this, note that any
equation holds on the algebra 1; therefore also on T1, hence T is affine by Lemma 11.

Decidability. The previous section establishes the equivalence between affineness of a
monad T and preservation of one-drop equations. We now use this result to analyse a
more algorithmic question: is it decidable whether a monad T (presented by finitely many
operations and equations) preserves a given equation t1 = t2? Unfortunately the answer is
negative, which we prove by showing that the question whether a given monad is affine is
undecidable.

I Theorem 14. The following problem is undecidable: given a finite signature Σ and a finite
set E of equations, is the monad T presented by (Σ, E) affine?

Proof. We use an encoding of the following decision problem, which is known to be undecid-
able [1]: given a finite presentation (G,R) of a monoidM, isM trivial?

Let (G,R) be a finite presentation of a monoidM. Let Σ be the set of unary operations
fg, for g ∈ G, and E the set of equations fg1(fg2(. . . fgn(x) . . . )) = fh1(fh2(. . . fhk(x) . . . )),
for each (g1 . . . gn, h1 . . . hk) ∈ R. Note that (Σ, E) corresponds to the theory ofM-actions;
let T be the monad presented by this theory. Now, one can show that T1 is isomorphic to
M, and thus that T1 = 1 iffM is trivial. J

Using the equivalence between preserving a class of equations and affineness, together
with the latter being undecidable, we obtain a general result on equation preservation.

I Corollary 15. The following problem is undecidable: given a finite theory (Σ, E) and an
equation t1 = t2, does the monad T presented by (Σ, E) preserve t1 = t2?

5 Relevant Monads and Dup Equations

We now relate so-called dup equations, featuring duplications of variables, to relevant monads.

I Definition 16 (Dup equations). An equation t1 = t2 is called
1. dup when at least one variable appears more than once in t1 or in t2;
2. 2-dup when it is dup and each variable appears at most twice in t1 or t2;
3. strict-dup when it is not linear and each variable of Var(t1) ∪ Var(t2) appears at least

once in t1 and in t2.
Equivalently, an equation is strict-dup when it is not drop, and some variable appears at
least twice in t1 or t2. Every strict-dup equation is a dup equation. See Figure 1b for an
overview of dup and drop equations. For example, the law of idempotence x = x · x is a
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strict-dup equation. Distributivity of · over +, written x · (y+ z) = x · y+x · z is strict-dup as
well. The equation x · (y · y) = y · y is dup, because y is duplicated, but it is not strict-dup.

Relevant monads are introduced by Kock in [11], and extensively studied by Jacobs in [6].

I Definition 17. A monoidal monad T : C → C on a Cartesian monoidal category C is
relevant if one of the following two equivalent conditions hold: diagram ♠ commutes for all
objects A; diagram ♥ commutes for all objects A,B:

TA
∆ //

T∆ ++

TA× TA
ψ��

T (A×A)
♠

T (A×B) χ //

id ++

TA× TB
ψ��

T (A×B)
♥

See Figure 1a for examples of relevant monads. We recall the following result.

I Theorem 18 ([3]). Any relevant monad on Set preserves strict-dup equations.

Does this theorem extend to an equivalence? Can a non-relevant monad preserve a dup
equation? Again, Gautam provides an answer in the case of the powerset, which is not a
relevant monad: P does not preserve dup equations. We now study the general question for
a monoidal monad T . For this purpose, we define a framework of string-like diagrams to
easily represent the application of T on categorical objects.

Diagrammatic framework. Our diagrams are inspired from well-known graphical repres-
entations for monoidal categories. The concept of functorial boxes is introduced by Cockett
and Seely in [2] then further examined by Melliès in [17], where functors are represented as
boxes surrounding morphisms and objects. In a similar fashion as our framework, monoidal
properties allow to gather several objects inside a single sleeve. More details on this rep-
resentation are given by McCurdy [16], although he chooses to focus on monoidal functors
satisfying the Frobenius property, which we do not assume here. Let us first summarise a
few central ideas of our diagram calculus.

An objectX of our category is now represented by a thread (or “wire”), and the application
of T on this object results in a “sleeve” covering it. We read a diagram from bottom to
top and represent products implicitly as horizontal adjacency. For instance, the morphism
χ : T (X × Y )→ TX × TY is modelled by a cup-like shape where one sleeve containing two
objects splits into two sleeved objects. ψ is modelled in the opposite way and merges two
sleeved objects into a single sleeve.

TX × TY T (X × Y )

T (X × Y ) TX × TY
χ ψ

Note that the object 1 is not represented in our diagrams. By the isomorphism X× 1 ' 1,
we can imagine the presence of 1 as a vertical thread anywhere on the diagram without
affecting calculations. Some deformations of the outline of sleeves are allowed: for instance,
the equality in the diagram below corresponds to the right unitality of a monoidal functor.
Note that the neither the product nor the unitor ρ is explicitly represented in the diagram.

=
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We can “delete” an object by mapping it to the final object 1, represented as an unfinished
vertical thread. Naturality of χ and ψ allow to “pull” these threads to the bottom of the
diagram, as shown in the equation below.

=

(T !× id) ◦ χ = χ ◦ T (!× id)

The following result means that unfinished threads may be ignored.

I Lemma 19. If we have any of the two equalities (i) or (ii) below, then f = g.

(i)
f

=
g

(ii)
f

=
g

Finally, we focus on the composition ψ ◦ χ, which splits a sleeved product, then reunites
both components into one sleeve. Recall that relevance means that this composition yields
the identity (Definition 17). In [16], this diagrammatic equality is presented as a property of
connectivity of functorial regions. We like to describe the graphical aspect of this property
as follows: applying χ followed by ψ results in a “bubble” in our sleeve, surrounded by two
threads representing arbitrary objects, and relevance allows to pop this bubble, as in (1). In
the rest of this section, we develop a method to reduce complex equational problems to this
“bubble” property.

T (X × Y ) T (X × Y )

=

T (X × Y ) T (X × Y )
ψ ◦ χ = id

(1)

Proving relevance from dup preservation. First, we consider the simplest dup equation:
idempotence of a binary operation. Assuming that T preserves it, our strategy is to define
an algebra A and an operation m such that m(x, x) = x, and then to derive the relevance
of T from the preservation of the idempotence of m. For such an algebra (whose carrier is
written A), we draw the following diagrams after this paragraph. The grey box represents
our binary idempotent operation m, hence the leftmost diagram represents the term m(x, x)
on the lifted algebra T̂A. By preservation of idempotence, it must be equal to the identity
modelled by the right diagram in the leftmost equality. In order to derive the property of
relevance from this equality, we conveniently choose A and m. For any two sets X,Y , we
define A ≡ X×Y and m((a, b), (c, d)) ≡ (a, d). Categorically m = (π1×π2). It is idempotent:
m((a, b), (a, b)) = (a, b). Hence for this algebra, the left equality becomes the right one:
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TA TA

=

TA TA

T (m) ◦ ψ ◦∆ = id

T (X × Y ) T (X × Y )

=

T (X × Y ) T (X × Y )
T (m) ◦ ψ ◦∆ = id

Pulling down the threads corresponding to deleted objects, we obtain diagram (1).

I Theorem 20. Let T be a monoidal monad. If T preserves m(x, x) = x, then T is relevant.

Proof. We show here the categorical version of our diagrammatic proof:

id = T (m) ◦ ψ ◦∆ x ∗ x holds on T̂A
= T (m) ◦ ψ ◦ χ ◦ T∆ see below
= T (π1 × π2) ◦ ψ ◦ χ ◦ T∆ definition of m
= ψ ◦ (Tπ1 × Tπ2) ◦ χ ◦ T∆ naturality
= ψ ◦ χ ◦ T (π1 × π2) ◦ T∆ naturality
= ψ ◦ χ

In the second step, we used that ∆TA = χA,A ◦ T∆A, a property that holds trivially for any
monoidal monad on Set and set A (see for instance [6]). J

(yx)z = (y(xx))z. (2) (3) y
x1 x2

z (4)

Our method to show relevance from idempotence preservation can be applied to a more
general class of equations. Let us now consider a term t that only contains binary operations
and no variable duplication. We focus on equalities of the form t[x] = t[x · x] with · ∈ Σ,
in other words where both sides only differ by one variable duplication. We sketch the
method by treating a concrete example: equation (2) above. Note that this equality is of
the desired form with t[N ] ≡ (yN)z. Assume T preserves (2) and let X be a set. Once
again, we define a convenient algebra: its carrier is X5, and every binary operation of Σ
is interpreted with the morphism m : X5 ×X5 → X5, graphically represented in (3). The
map m can be categorically defined as 〈π1, π7, π2, π6, π4〉, but we will rather describe it as
making a series of connections (seen as wires) between the components of its output and
of its left and right inputs. The outputting wires are respectively labelled L∗, R∗, LR∗,
RL∗ and LRL∗. We represent the syntax tree of t in (4) (x1 and x2 representing the two
duplicates of x). Encoding locations in the tree as words with letters L and R, the node
where the duplication occurs is labelled LR. Let us now picture this tree with m-boxes on
each node. By construction, the label we gave to each outputting wire describes the set of
locations in the tree that are traversed by this thread.
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I Lemma 21. The binary operation m on X5 satisfies the equation (2).

Proof. As (yx)z = (y(xx))z is preserved by T , the equality on the left in the diagram below
holds. From this, pulling down the unfinished threads, we get the equality on the right.

=

y x z y x z

=

As in the case of idempotence case, we now have two wires “wrapping” the bubble (LR∗
and LRL∗). By Lemma 19, we can ignore the unfinished wires and obtain diagram (1). J

For any equation of the form t[x] = t[x · x], we can design m satisfying the equality and
allowing to show relevance. We only have to make sure that the box representing m features
two wires realising the connections L∗ and R∗, as well as two others labelled wR∗ and wL∗,
where w is the word on {L,R}∗ describing the location of the variable duplication in t.

I Theorem 22. T is relevant if it preserves t[x] = t[x · x] when t only contains binary ops.

Although this result may seem too specialised, the process described above actually
applies to other equations. Recall that our strategy relies on defining a convenient algebra to
derive relevance from the preservation of a particular equation. If T preserves (x+x) ·y = x ·y,
in particular T preserves it on an algebra where · and + are interpreted as identical, hence
why we only needed to define one binary operation in the previous paragraph. We may
generalise this even further to treat n-ary operations: if f(x, x, z) = x · z is preserved by
T , then in particular it is on an algebra where f(x, x, z) = (x · x) · z (as long as we can
define such an algebra where the considered equation also holds). Since we have treated
(x ·x) · z = x · z above, our conclusion also applies to f(x, x, z) = (x ·x) · z. We have obtained
the property of relevance from any possible case featuring binary operations, thus we also
obtain for free the case of n-ary operations (where n > 1).

I Theorem 23. Let t be a term without constants. T is relevant if it preserves t[x] = t[x · x].

We can generalise this even further to cover equations outside the strict-dup class. If
we use the above approach to treat an equation t[x] = t[x · x], it turns out we can slightly
modify the equation without affecting our result. Consider the example (yx)z = (y(xx))z
again. At the end of our process, the only component of the y that is connected to the
output is the first one (through the L∗ wire). By construction, adding another iteration of m
with y on its left input would not change this fact. Let us then substitute y with yv in the
equation (for v any new variable). The position of v is coded as the word LLR, which does
not belong to the language of any of our outputting wires, therefore v has no influence on
the matching of the outputs. In other words, the definition of m allowing to prove relevance
from the preservation of (yx)z = (y(xx))z also applies to ((yv)x)z = (y(xx))z, which is a
one-drop equation. One could even substitute v with a more complicated term to obtain
another equation, whose preservation would still lead to relevance. This last theorem applies
therefore to many equalities outside the case t[x] = t[x · x], even though the exact class
described by these modifications is cumbersome to define.

I Example 24. Because Thm. 23 applies to z(xx) = zx, it is also the case for z(xx) = (zy)x.
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n-relevance. We have shown that the preservation of x · x = x implies relevance. What
about the preservation of f(x, x, x) = x? We will see that it does not imply relevance, but
rather a weaker property which we will call 3-relevance. To define n-relevance in general, we
introduce n-ary variations of existing maps: ∆n is the n-times duplication operator X → Xn

and χn ≡ 〈Tπ1, . . . , Tπn〉. Now, we say T is n-relevant iff ψn ◦∆n = T∆n. Or equivalently
iff ψn ◦ χn = id.

I Proposition 25. Relevance implies n-relevance for n ≥ 2.

For a commutative monoid M and the monad M × X from Example 4, we have (ψn ◦
χn)(v, (x1, . . . , xn)) = ψn((v, x1), . . . , (v, xn)) = (vn, (x1, . . . , xn)) and soM×X is n-relevant
iff wn = w for all w ∈M . Hence monads may be n-relevant but notm-relevant for any n > m.
For affine monads the difference disappears:

I Proposition 26. Given any n ∈ N, if T is n-relevant and affine, then T is relevant.

As promised, we relate n-relevance to preservation of equations:

I Theorem 27. Assume Σ features an n-ary operation fn. T preserves fn(x, . . . , x) = x if
and only if T is n-relevant.

We have seen that the preservation of some 2-dup non-drop equations, like xx = x and (xx)y =
xy, implies relevance. However, the following statement shows that there are 2-dup non-drop
equations whose preservation does not imply relevance. Indeed, MZ2 is not relevant, but:

I Proposition 28. The generalised multiset monad MZ2 preserves x(yy) = yx.

Preservation of discerning equations. We present a class of equations for which relevance
is necessary for preservation. A 2-discerning equation t1 = t2 is a 2-dup non-drop equation,
where only one variable, say x1 out of x1, . . . , xn is duplicated and only one side, say t2,
which can distinguish the places where x1 is duplicated in the following sense: the linear
equation s2 = s′2 in x1, x

′
1, x2, . . . , xn fixed by t2 = s2[x′1/x1] and s′2 = s2[x1/x

′
1, x
′
1/x1] is

not derivable from t1 = t2.

I Example 29. The equation x(yy) = yx is not 2-discerning as it implies xy = yx and in
particular x(yy′) = x(y′y). On the other hand y(xy) = yx is 2-discerning. This requires
one to show that y(xy′) = y′(xy) isn’t derivable from y(xy) = yx, which is easily seen by
noting that all terms equal to y′(xy) must start with y′ as well. In fact, all of the following
equations are 2-discerning, which are essentially all the remaining candidates on two variables:
(yy)x = yx, (yx)y = yx, (xy)y = yx, y(yx) = yx, and y(xy) = yx.

Theorem 31 states that relevance is equivalent to preservation of 2-discerning equations.
In the proof [18], we assume that T is finitary – that is, T is presentable as an algebraic
theory T, i.e. TX is the free T-algebra over X; Tf for f : X → Y maps a term M ∈ TX
toM [x/f(x)]; ηX maps x to the term x and µX maps a term over terms to the collapsed term.
The argument for arbitrary monads (which are presented by infinitary algebraic theories) is
similar, but heavier on paper. We first relate relevance of a finitary monad to its presentation;
this algebraic characterisation can be found with slightly different notation in Figure 7 of [7].

I Proposition 30. Suppose T is a monoidal monad on Set presented by an algebraic theory T.
Then T is relevant iff for every n-ary operator f of T we have

←→
f ((xij)ij) = ~f((xii)i)),

where (xij)ij is a n× n matrix over any set X, ~f((yi)i) ≡ f(y1, . . . , yn) and
←→
f ((yij)ij) ≡

f(f(y11, . . . , y1n), . . . , f(yn1, . . . , ynn)).
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For instance, in an algebraic theory presenting a relevant monoidal monad, we must have f2 =
f for any unary f and g(g(a, b), g(c, d)) = g(a, d) for any binary g.

I Theorem 31. Suppose t1 = t2 is a 2-discerning equation and T is a monoidal monad
on Set. Then T is relevant if and only if T preserves t1 = t2.

6 Related work

The notions of relevant and affine monads are systematically studied in [11, 6], but those
works do not treat preservation of equations. Pioneering work on the preservation of algebraic
features by a monad goes back to [4]. Without any notion of category theory, Gautam
pinpoints exactly which equations are preserved by the powerset monad and highlights the
importance of variable duplications or deletions.

Methods for combining the features of two monads have been discussed in several papers.
Hyland et al. work out two canonical constructions in [5], the sum and the tensor of monads.
Our work is closer to King and Wadler’s study in [8], as they use distributive laws. Later,
Manes and Mulry show in [14] and [15] that a correspondence between categorical properties
of one monad and algebraic features of another may lead to a distributive law. Their work
also sheds light on the importance of a monoidal structure in the problem of lifting signatures.
This approach is then generalised to affine and relevant monads in [3]. Our contributions
extend this work by showing on the one hand that some of the sufficient conditions of [3] are
necessary (Theorems 12, 31, 23), and on the other hand that some algebraic features require
finer categorical conditions to be preserved (Theorem 27).

In Section 5, we rely on presenting monads with algebraic theories in order to study
their composition. This approach is related to Zwart and Marsden’s method in [21]. In that
paper, the authors elaborate on the concept of composite theory, introduced and studied
by Pirog and Staton in [19], and establish the absence of distributive laws under different
algebraic conditions on the considered monads. The main difference is that in [21], the focus
is on combining algebraic theories, whereas the current paper relates algebraic structures
to categorical properties of monads (relevance and affineness). These properties, along
with other categorical conditions, are characterised algebraically in a similar manner to
Proposition 30 by Kammar and Plotkin in [7], and our work connects this characterisation
with the preservation of certain equations.

7 Conclusions and Future work

We have systematically related preservation of drop and dup equations to affineness and
relevance of monoidal monads, respectively. There are several avenues for future work.
First, this paper focuses on monads on Set. Generalising this work to monads on arbitrary
Cartesian monoidal categories would be a natural follow-up and would require to use a
more abstract notion of equation. Second, our work focuses specifically on monoidal liftings.
Therefore, the distributive laws that we obtain from preservation are of a specific shape.
It would be interesting to algebraically characterise which distributive laws arise in this
way. Finally, we would like to go beyond the world of monoidal liftings, possibly allowing a
non-affine monad to preserve drop equations for such non-canonical liftings. This could give
a new perspective on the construction of distributive laws.
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Abstract
We study set systems definable in graphs using variants of logic with different expressive power. Our
focus is on the notion of Vapnik-Chervonenkis density: the smallest possible degree of a polynomial
bounding the cardinalities of restrictions of such set systems. On one hand, we prove that if ϕ(x̄, ȳ)
is a fixed CMSO1 formula and C is a class of graphs with uniformly bounded cliquewidth, then the
set systems defined by ϕ in graphs from C have VC density at most |ȳ|, which is the smallest bound
that one could expect. We also show an analogous statement for the case when ϕ(x̄, ȳ) is a CMSO2

formula and C is a class of graphs with uniformly bounded treewidth. We complement these results
by showing that if C has unbounded cliquewidth (respectively, treewidth), then, under some mild
technical assumptions on C, the set systems definable by CMSO1 (respectively, CMSO2) formulas in
graphs from C may have unbounded VC dimension, hence also unbounded VC density.
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1 Introduction

VC dimension. VC dimension is a widely used parameter measuring the complexity of set
systems. Since its introduction in the 70s in the seminal work of Vapnik and Chervonenkis [17],
it became a fundamental notion in statistical learning theory. VC dimension has also found
multiple applications in combinatorics and in algorithm design, particularly in the area of
approximation algorithms.

The original definition states that the VC dimension of a set system F = (U ,S), where
U is the universe and S is the set family, is equal to the supremum of cardinalities of subsets
of U that are shattered by F . Here, a subset X ⊆ U is shattered by F if the restriction of F
to X – defined as the set system F [X] = (X, {S ∩X : S ∈ S}) – is the whole powerset of X.

In many applications, the boundedness of the VC dimension is exploited mainly through
the Sauer-Shelah Lemma [14, 16], which states that a set system F over a universe of size n
and of VC dimension d contains only O(nd) different sets. As a bound on VC dimension
is inherited under restrictions, this implies that for every subset A of the universe, the
cardinality of the set system F [A] is at most O(|A|d).

However, for many set systems appearing in various settings, the bound provided by the
Sauer-Shelah Lemma is far from optimum. This motivates the more refined notion of the
VC density of a set system, which is informally defined as the lowest possible degree of a
polynomial bounding the cardinalities of its restrictions; see Section 2 for a formal definition.
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This distinction is particularly important for applications in approximation algorithms,
where having VC density equal to one (i.e. a linear bound in the Sauer-Shelah Lemma)
implies the existence of ε-nets of size O( 1

ε ) [1], while a super-linear bound implied by the
boundedness of the VC dimension gives only ε-nets of size O( 1

ε log 1
ε ) (see e.g. [10]). This

difference seems innocent at first glance, but shaving off the logarithmic factor actually
corresponds to the possibility of designing constant-factor approximation algorithms [1].

Defining set systems in logic. In this work we concentrate on finding a precise under-
standing of the connection between the expressive power of different logical formalisms and
structural properties of classes of graphs. In particular, our objective is to analyze which
variants of logics only allow to define set systems of low VC-density in considered classes.

To make this idea concrete, we need a way to define a set system from a graph using a
formula. Let ϕ(x̄, ȳ) be a formula of some logic L (to be made precise later) in the vocabulary
of graphs, where x̄, ȳ are tuples of free vertex variables. Then ϕ defines in a graph G = (V,E)
the set system of ϕ-definable sets:

Sϕ(G) =
(
V x̄ , {{ū ∈ V x̄ : G |= ϕ(ū, v̄)} : v̄ ∈ V ȳ}

)
,

where V x̄ and V ȳ denote the sets of valuations of variables of x̄ and ȳ in V , respectively.
For an example, if |x̄| = |ȳ| = 1 and ϕ(x, y) verifies whether the distance between x and

y is at most d, for some d ∈ N, then Sϕ(G) is the set system whose universe is the vertex set
of G, while the set family comprises all balls of radius d in G.

The situation when the considered logic L is the First Order logic FO was recently studied
by Pilipczuk, Siebertz, and Toruńczyk [11]. They showed that the simplicity of FO-definable
set systems in graphs is tightly connected to their sparseness, as explained formally next. On
one hand, if C is a nowhere dense class of graphs, then every FO formula ϕ(x̄, ȳ) defines in
graphs from C set systems of VC density at most |ȳ|. On the other hand, if C is not nowhere
dense, but is closed under taking subgraphs, then there exists an FO formula that defines in
graphs from C set systems of arbitrarily high VC dimension.

In this work we are interested in similar dichotomy statements for more expressive variants
of logic on graphs, namely MSO1 and MSO2. The topic has been investigated by Grohe and
Turán [9], who proved that if graphs from a graph class C have uniformly bounded cliquewidth
(i.e. there exists c ∈ N such that each graph from C has the cliquewidth at most c), then every
MSO1 formula defines in graphs from C set systems with uniformly bounded VC dimension.
They also gave a somewhat complementary lower bound showing that if C contains graphs of
arbitrarily high treewidth and is closed under taking subgraphs, then there exists a fixed
MSO1 formula that defines in graphs from C set systems with unbounded VC dimension.

Our contribution. We improve the results of Grohe and Turán [9] in two aspects. First,
we prove tight upper bounds on the VC density of the considered set systems, and not only
on the VC dimension. Second, we clarify the dichotomy statements by showing that the
boundedness of the VC parameters for set systems definable in MSO1 is tightly connected to
the boundedness of cliquewidth, and there is a similar connection between the complexity of
set systems definable in MSO2 and the boundedness of treewidth. Formal statements follow.

For the upper bounds, our results are captured by the following theorem. Here, CMSO1
and CMSO2 are extensions of MSO1 and MSO2, respectively, by modular predicates of the
form |X| ≡ a mod p, where X is a monadic variable and a, p are integers. Also, C2MSO1 is
a restriction of CMSO1 where we allow only modular predicates with p = 2, that is, checking
the parity of the cardinality of a set.
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I Theorem 1. Let C be a class of graphs and ϕ(x̄, ȳ) be a partitioned formula. Additionally,
assume that one of the following assertions holds:
(i) C has uniformly bounded cliquewidth and ϕ(x̄, ȳ) is a CMSO1-formula; or
(ii) C has uniformly bounded treewidth and ϕ(x̄, ȳ) is a CMSO2-formula.

Then there is a constant c ∈ N such that for every graph G ∈ C and non-empty A ⊆ V (G),

|Sϕ(G)[A]| 6 c · |A||ȳ|.

Note that one cannot expect lower VC density than |ȳ| for any non-trivial logic L, because
the formula α(x, ȳ) =

∨|ȳ|
i=1 (x = yi) defines a set system of VC density |ȳ| in any structure.

Theorem 1 provides much better bounds on the cardinalities of restrictions of the
considered set systems than bounding the VC dimension and using the Sauer-Shelah Lemma,
as was done in [9]. In fact, as argued in [9, Theorem 12], even in the case of defining set
systems over words, the VC dimension can be tower-exponential high with respect to the
size of the formula. In contrast, Theorem 1 implies that the VC density will be actually
much lower: at most |ȳ|. This improvement has an impact on some asymptotic bounds in
learning-theoretical corollaries discussed by Grohe and Turán, see e.g. [9, Theorem 1].

For lower bounds, we work with labelled graphs. For a finite label set Λ, a Λ-v-labelled
graph is a graph whose vertices are labelled using labels from Λ, while in a Λ-ve-labelled
graph we label both the vertices and the edges using Λ. For a graph class C, by CΛ,1 we
denote the class of all Λ-v-labelled graphs whose underlying unlabeled graphs belong to C,
while CΛ,2 is defined analogously for Λ-ve-labelled graphs. The discussed variants of MSO
work over labelled graphs in the obvious way.

I Theorem 2. There exists a finite label set Λ such that the following holds. Let C be a class
of graphs and L be a logic such that either
(i) C contains graphs of arbitrarily large cliquewidth and L = C2MSO1; or
(ii) C contains graphs of arbitrarily large treewidth and L = MSO2.

Then there exists a partitioned L-formula ϕ(x, y) in the vocabulary of graphs from CΛ,t, where
t = 1 if (i) holds and t = 2 if (ii) holds, such that the family

{ Sϕ(G) : G ∈ CΛ,t },

contains set systems with arbitrarily high VC dimension.

Thus, the combination of Theorem 1 and Theorem 2 provides a tight understanding of the
usual connections between MSO1 and cliquewidth, and between MSO2 and treewidth, also in
the setting of definable set systems. As for Theorem 2, part (ii) was essentially observed by
Grohe and Turán in [9, Corollary 20], whereas part (i) seems new, but can be proved using a
very similar argument. Thus, Theorem 2 follows from a right combination of tools available
in the literature, and we provide it mostly for the sake of clarification.

As argued by Grohe and Turán in [9, Example 21], some mild technical conditions, like
closedness under labelings with a finite label set, is necessary for a result like Theorem 2
to hold. Also, the fact that in the case of unbounded cliquewidth we need to rely on logic
C2MSO1 instead of plain MSO1 is connected to the longstanding conjecture of Seese [15]
about decidability of MSO1 in classes of graphs.

2 Preliminaries

Vapnik-Chervonenkis parameters. We first recall the main definitions related to the Vapnik-
Chervonenkis parameters. We only provide a terse summary of the relevant concepts and
results, and refer to the work of Mustafa and Varadarajan [10] for a broader context.
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A set system is a pair F = (U ,S), where U is the universe or ground set, while S is a
family of subsets of U . While a set system is formally defined as the pair (U ,S), we will
often use that term with a family S alone, and then U is implicitly taken to be

⋃
S∈S S. The

size of a set system is |F| := |S|.
For a set system F = (U ,S) and X ⊆ U , the restriction of S to X is the set system

F [X] := (X,S ∩ X), where S ∩ X := {S ∩ X : S ∈ S}. We say that X is shattered by
F if S ∩ X is the whole powerset of X. Then the VC dimension of F is the supremum
of cardinalities of sets shattered by F . As we are mostly concerned with the asymptotic
behavior of restrictions of set systems, the following notion will be useful.

I Definition 3. The growth function of a set system F = (U ,S) is the function

πF (n) := max { |S ∩X| : X ⊆ U , |X| = n } for n ∈ N.

Clearly, for any set system F we have that πF (n) 6 2n, but many interesting set systems
admit asymptotically polynomial bounds. This is in particular implied by the boundedness
of the VC dimension, via the Sauer-Shelah Lemma stated below.

I Lemma 4 (Sauer–Shelah Lemma [14, 16]). If F is a set system of VC dimension d, then

πF (n) 6
(
n

0

)
+
(
n

1

)
+ . . .+

(
n

d

)
6 O(nd).

As noted before, the upper bound given by the Sauer–Shelah Lemma is often weak for
many natural set systems. Therefore, we will study the following quantity instead.

I Definition 5. The VC density of a set system F is the quantity

inf { α ∈ R+ : there exists c ∈ R such that πF (n) 6 c · nα for all n ∈ N }.

Note that the definition of the VC density of F makes little sense when the universe of F
is finite, as then the growth function ultimately becomes 0, allowing a polynomial bound of
arbitrary small degree. Therefore, we extend the definition of VC density to classes of finite
set systems (i.e., families of finite set systems) as follows: the VC density of a class C is the
infimum over all α ∈ R+ for which there is c ∈ R such that πF (n) 6 c · nα for all F ∈ C and
n ∈ N. This is equivalent to measuring the VC density of the set system obtained by taking
the union of all set systems from C on disjoint universes. Similarly, the VC dimension of a
class of set systems C is the supremum of the VC dimensions of the members of C. Clearly,
Sauer-Shelah Lemma implies that the VC density of a class of set systems is never larger
than its VC dimension. However, it might be significantly smaller.

Set systems definable in logic. We assume basic familiarity with relational structures. The
domain (or universe) of a relational structure A will be denoted by dom(A). For a tuple of
variables x̄ and a subset S ⊆ dom(A), by Sx̄ we denote the set of all valuations of x̄ in S,
that is, functions mapping the variables of x̄ to elements of S. A class of structures is a set
of relational structures over the same signature.

Consider a logic L over some relational signature Σ. A partitioned formula is an L-
formula of the form ϕ(x̄, ȳ), where the free variables are partitioned into object variables
x̄ and parameter variables ȳ. Then for a Σ-structure A, we can define the set system of
ϕ-definable sets in A:

Sϕ(A) :=
(
dom(A)x̄ , {{ū ∈ dom(A)x̄ : A |= ϕ(ū, v̄)} : v̄ ∈ dom(A)ȳ}

)
.

If C is a class of Σ-structures, then we define the class of set systems Sϕ(C) := {Sϕ(A) : A ∈ C}.
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Note that the universe of Sϕ(A) is dom(A)x̄, so the elements of Sϕ(A) can be interpreted
as tuples of elements of A of length |x̄|. When measuring the VC parameters of set systems
Sϕ(A) it will be convenient to somehow still regard dom(A) as the universe. Hence, we
introduce the following definition: a k-tuple set system is a pair (U ,S), where U is a universe
and S is a family of sets of k-tuples of elements of U . Thus, Sϕ(A) can be regarded as an
|x̄|-tuple set system with universe dom(A).

When F = (U ,S) is a k-tuple set system, for a subset of elements X ⊆ U we define

S ∩X := {S ∩Xk : S ∈ S}.

This naturally gives us the definition of a restriction: F [X] := (X,S ∩X). We may now lift
all the relevant definitions – of shattering, of the VC dimension, of the growth function, and
of the VC density – to k-tuple set systems using only such restrictions: to subsets X ⊆ U .

MSO and transductions. Recall that Monadic Second Order logic (MSO) is an extension
of the First Order logic (FO) that additionally allows quantification over subsets of the
domain (i.e. unary predicates), represented as monadic variables. Sometimes we will also
allow modular predicates of the form |X| ≡ a mod p, where X is a monadic variable and a, p
are integers, in which case the corresponding logic shall be named CMSO. If only parity
predicates may be used (i.e. p = 2), we will speak about C2MSO logic.

For a logic L (usually a variant of MSO) and a signature Σ, by L[Σ] we denote the logic
comprising all L-formulas over Σ. Then deterministic L-transductions are defined as follows.

I Definition 6. Fix two relational signatures Σ and Σ′ = (R1, . . . , Rk). A determinis-
tic L-transduction I from Σ-structures to Σ′-structures is a sequence of L[Σ]-formulas:
γ(x), θR1(x̄1), . . . , θRk

(x̄k), where the length of x̄i matches the arity of Ri.

The semantics we associate with this definition is as follows. Let A be a Σ structure and
D = {u : u ∈ dom(A),A |= γ(u)}. Then I(A) is a Σ′ structure given by:〈

D,
{
ū1 : ū1 ∈ Dx̄i ,A |= θR1(x̄1)

}
, . . . ,

{
ūk : ūk ∈ Dx̄k ,A |= θRk

(x̄k)
} 〉

.

We will also use non-deterministic transductions, which are the following generalization.

I Definition 7. Fix two relational signatures Σ and Σ′. A non-deterministic L-transduction
I from Σ-structures to Σ′-structures is a pair consisting of: a finite signature Γ(I) consisting
entirely of unary relation symbols, which is disjoint from Σ ∪ Σ′; and a deterministic
L-transduction I′ from Σ ∪ Γ(I)-structures to Σ′-structures. Transduction I′ is called the
deterministic part of I.

We associate the following semantics with this definition. If A is a Σ-structure, then AΓ(I)

denotes the set of all possible Σ ∪ Γ(I)-structures obtained by adding valuations of the unary
predicates from Γ(I) to A. Then we define I(A) := I′(AΓ(I)), which is again a set of structures.

If C is a class of Σ-structures and I is a transduction (deterministic or not), then by I(C)
we denote the union of images of I over elements of C. Also, if Γ is a signature consisting of
unary relation names that is disjoint from Σ, then we write CΓ := {AΓ : A ∈ C} for the class
of all possible Σ ∪ Γ-structures that can be obtained from the structures from C by adding
valuations of the unary predicates from Γ.

An important property of deterministic transductions is that L formulas working over the
output structure can be “pulled back” to L formulas working over the input structure that
select exactly the same tuples. This translation is formally encapsulated in the following
result, and we will denote the formula ψ provided by the Lemma by I−1(ϕ).
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I Lemma 8 (Backwards Translation Lemma, [2]). Let I be a deterministic transduction from
Σ-structures to Σ′-structures and L ∈ {MSO,CMSO,C2MSO}. Then for every L[Σ′]-formula
ϕ(x̄) there is an L[Σ]-formula ψ(x̄) such that for every Σ-structure A and ū ∈ dom(A)x̄,

A |= ψ(ū) if and only if ū ∈ dom(I(A))x̄ and I(A) |= ϕ(ū).

Finally, we remark that in the literature there is a wide variety of different notions of
logical transductions and interpretations; we chose one of the simplest, as it will be sufficient
for our needs. We refer a curious reader to a survey of Courcelle [2].

MSO on graphs. We will work with two variants of MSO on graphs: MSO1 and MSO2.
Both these variants are defined as the standard notion of MSO logic, but applied to two
different encodings of graphs as relational structures. When we talk about MSO1-formulas,
we mean MSO-formulas over graphs represented as structures with the domain consisting
of vertices and a single binary relation representing adjacency. The second variant, MSO2,
encompasses MSO-formulas over structures representing graphs using both vertices and edges
as members of the domain, and a binary incidence relation that selects all pairs (e, v) such
that e is an edge and v is one of its endpoints. These two encodings of graphs will be called
the adjacency encoding and the incidence encoding, respectively. Practically speaking, in
MSO1 we may only quantify over subsets of vertices, while in MSO2 we allow quantification
both over subsets of vertices and over subsets of edges. We may extend MSO1 and MSO2
with modular predicates in the natural way, thus obtaining logic CMSO1, C2MSO1, etc.

If G is a graph and ϕ(x̄, ȳ) is an L-formula over graphs, where L is any of the variants of
MSO discussed above, then we may define the |x̄|-tuple set system Sϕ(G) as before, where
the universe of Sϕ(G) is the vertex set of G. We remark that in case of MSO2, despite the
fact that formally an MSO2-formula works over a universe consisting of both vertices and
edges, in the definition of Sϕ(G) we consider only the vertex set V as the universe. That
is, the parameter variables ȳ range over V and each evaluation v̄ ∈ V ȳ defines the set of
valuations ū ∈ V x̄ satisfying G |= ϕ(ū, v̄) which is included in Sϕ(G).

MSO and tree automata. When proving upper bounds we will use the classical connection
between MSO and tree automata. Throughout this paper, all trees will be finite, rooted, and
binary: every node may have a left child and a right child, though one or both of them may
be missing. Trees are represented as relational structures where the domain consists of the
nodes and there are two binary relations: the left child and the right child. In case of labeled
trees, the signature is extended with a unary predicate for each label.

I Definition 9. Let Σ be a finite alphabet. A (deterministic) tree automaton is a tuple
(Q,F, δ) where Q is a finite set of states, F is a subset of Q denoting the accepting states,
while δ : (Q ∪ {⊥})2 × Σ→ Q is the transition function.

A run of a tree automaton A = (Q,F, δ) over a Σ-labeled tree T is the labeling of its
nodes ρ : V (T )→ Q which is computed in a bottom-up manner using the transition function.
That is, if a node v bears symbol a ∈ Σ and the states assigned by the run to the children of
v are q1 and q2, respectively, then the state assigned to v is δ(q1, q2, a). In case x has no left
or right child, the corresponding state qt is replaced with the special symbol ⊥. In particular,
the state in every leaf is determined as δ(⊥,⊥, a), where a ∈ Σ is the label of the leaf. We
say that a tree automaton A accepts a finite tree T if ρ(root(T )) ∈ F .

The following claim expresses the equivalence of CMSO and finite automata over trees.
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I Lemma 10 ([12]). For every CMSO sentence ϕ over the signature of Σ-labeled trees there
exists a tree automaton Aϕ which is equivalent to ϕ in the following sense: for every Σ-labeled
tree T , T |= ϕ if and only if Aϕ accepts T .

Since we are actually interested in formulas with free variables and not only sentences,
we will need to change this definition slightly. Let T be a Σ-labelled tree and consider a
tuple of variables x̄ along with its valuation ū ∈ V (T )x̄. We can encode ū in T by defining
an augmented tree Tā as a Σ×{0, 1}x̄-labelled tree that is obtained from by, for each node v,
assigning a label corresponding to a product of its label in T and the function fv ∈ {0, 1}x̄

such that we have fv(x) = 1 if and only if v = ū(x). As observed by Grohe and Turán [9],
CMSO formulas can be translated to equivalent tree automata working over augmented trees.

I Lemma 11 ([9]). For every CMSO formula ϕ(x̄) over the signature of Σ-labeled trees there
is a tree automaton Aϕ over Σ× {0, 1}x̄-labelled trees that is equivalent to ϕ(x̄) as follows:
for every Σ-labelled tree T and ū ∈ V (T )x̄, T |= ϕ(ū) if and only if Aϕ accepts Tū.

3 Upper bounds

In this section we prove Theorem 1. We start with investigating the case of CMSO-definable
set systems in trees. This case will be later translated to the case of classes with bounded
treewidth or cliquewidth by means of CMSO-transductions.

Trees. Recall that labelled binary trees are represented as structures with domains contain-
ing their nodes, two successor relations – one for the left child, and one for the right – and
unary predicates for labels. It turns out that CMSO-definable set systems over labelled trees
actually admit optimal upper bounds for VC density. This improves the result of Grohe and
Turán [9] showing that such set systems have bounded VC dimension.

I Theorem 12. Let C be a class of finite binary trees with labels from a finite alphabet Σ,
and ϕ(x̄, ȳ) be a partitioned CMSO-formula over the signature of Σ-labeled binary trees. Then
there is a constant c ∈ N such that for every tree T ∈ C and a non-empty subset of nodes A,

|Sϕ(T )[A]| 6 c · |A||ȳ|.

Proof. By Lemma 11, ϕ(x̄, ȳ) is equivalent to a tree automaton A = (Q,F, δ) over an
alphabet of Σ× {0, 1}x̄ × {0, 1}ȳ. We will now investigate how the choice of parameters ȳ
can affect the runs of A over T .

Since we are really considering T over the alphabet extended with binary markers for x̄
and ȳ, we will use T�� to denote the extension of the labeling of T where all binary markers
are set to 0. That is, T�� is the tree labeled with alphabet Σ × {0, 1}x̄ × {0, 1}ȳ obtained
from T by extending each symbol appearing in T with functions that map all variables of x̄
and ȳ to 0. Tree T�q̄ is defined analogously, where the markers for ȳ are set according to the
valuation q̄, while the markers for x̄ are all set to 0.

In T we have natural ancestor and descendant relations; we consider every node its own
ancestor and descendant as well. Let B be the subset of nodes of T that consists of:

the root of T and all the nodes of A; and
all nodes u /∈ A such that both the left child and right child of u have a descendant that
belongs to A.

Note that |B| 6 1 + |A|+ (|A| − 1) = 2|A|. For convenience, let φ : V (T )→ B be a function
that maps every node u of T to the least ancestor of u that belongs to B.
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Figure 1 Definitions of B, φ, and T ′.

We define a tree T ′ with B as the set of nodes as follows. A node v ∈ B is the left child
of a node u ∈ B in T ′ if the following holds in T : v is a descendant of the left child of u and
no internal vertex on the unique path from u to v belongs to B. Note that every node u ∈ B
has at most one left child in T ′, for if it had two left children v, v′, then the least common
ancestor of v and v′ would belong to B and would be an internal vertex on both the u-to-v
path and the u-to-v′ path. The right child relation in T ′ is defined analogously. The reader
may think of T ′ as of T with φ−1(u) contracted to u, for every u ∈ B; see Figure 1.

Note that we did not define any labeling on the tree T ′. Indeed, we treat T ′ as an
unlabeled tree, but will consider different labelings of T ′ induced by various augmentations
of T . For this, we define alphabet

∆ = {0, 1}x̄ →
(
(Q2 → Q) ∪ (Q→ Q) ∪Q

)
,

where X → Y denotes the set of functions from X to Y . Now, for a fixed valuation of
parameter variables q̄ ∈ V (T )ȳ and object variables p̄ ∈ V (T )x̄, we define the ∆-labeled tree
T ′q̄ as follows. Consider any node u ∈ B and let Tp̄q̄[u] be the context of u: a tree obtained
from Tp̄q̄ by restricting it to the descendants of u, and, for every child v of u in T ′, replacing
the subtree rooted at v by a single special node called a hole. The automaton A can be
now run on the context Tp̄q̄[u] provided that for every hole of Tp̄q̄[u] we prescribe a state to
which this hole should evaluate. Thus, running A on Tp̄q̄[u] defines a state transformation
δ′p̄q̄[u], which maps tuples of states assigned to the holes of Tp̄q̄[u] to the state assigned to u.
Intuitively, δ′p̄q̄[u] encodes the compressed transition function of A when run over the subtree
of Tp̄q̄ induced by φ−1(u), where it is assumed that on the input we are given the states to
which the children of u in T ′ are evaluated. Note that the domain of δ′p̄q̄[u] consists of pairs
of states if u has two children in T ′, of one state if u has one child in T ′, and of zero states if
u has no children in T ′. Thus

δ′p̄q̄[u] ∈ ((Q2 → Q) ∪ (Q→ Q) ∪Q).

Note that for fixed q̄ and u, δ′p̄q̄[u] is uniquely determined by the subset of variables of x̄ that
p̄ maps to u. This is because p̄ ∈ Ax̄, while u is the only node of φ−1(u) that may belong
to A. Hence, with u we can associate a function fu ∈ ∆ that given t̄ ∈ {0, 1}x̄, outputs the
transformation δ′p̄q̄[u] for any (equivalently, every) p̄ ∈ Ax̄ satisfying t̄(x) = 1 iff p̄(x) = u, for
all x ∈ x̄. Then we define the ∆-labeled tree T ′q̄ as T ′ with labeling u 7→ fu. Note that the
above construction can be applied to q̄ = � in the same way.

Now, for p̄ ∈ Ax̄ ∪ {�} we define the ∆ × {0, 1}x̄-labeled tree (T ′q̄)p̄ by augmenting T ′q̄
with markers for the valuation p̄; note that this is possible because A is contained in the
node set of T ′. We also define an automaton A′ working on ∆ × {0, 1}x̄-labeled trees as
follows. A′ uses the same state set as A, while its transition function is defined by taking
the binary valuation for x̄ in a given node u, applying it to the ∆-label of u to obtain a
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state transformation, verifying that the arity of this transformation matches the number
of children of u, and finally applying that transformation to the input states. Then the
following claim follows immediately from the construction.

B Claim 13. For all p̄ ∈ Ax̄ ∪ {�} and q̄ ∈ Bȳ ∪ {�}, the run of A′ on (T ′q̄)p̄ is equal to the
restriction of the run of A on Tp̄q̄ to the nodes of B.

From Claim 13 it follows that if for two tuples q̄, q̄′ we have T ′q̄ = T ′q̄′ , then for every
p̄ ∈ Ax̄, A accepts Tp̄q̄ if and only if A accepts Tp̄q̄′ . As A is equivalent to the formula ϕ(x̄, ȳ)
in the sense of Lemma 11, this implies that

{p̄ ∈ Ax̄ : T |= ϕ(p̄, q̄)} = {p̄ ∈ Ax̄ : T |= ϕ(p̄, q̄′)}.

In other words, q̄ and q̄′ define the same element of Sϕ(T )[A]. We conclude that the
cardinality of Sϕ(T )[A] is bounded by the number of different trees T ′q̄ that one can obtain
by choosing different q̄ ∈ V (T )ȳ.

Observe that for each q̄ ∈ V (T )ȳ, tree T ′q̄ differs from T ′� by changing the labels of at
most |ȳ| nodes. Indeed, from the construction of T ′q̄ it follows that for each u ∈ B, the
labels of u in T ′q̄ and in T ′� may differ only if q̄ maps some variable of ȳ to a node belonging
to φ−1(u); this can happen for at most |ȳ| nodes of B. Recalling that |B| 6 2|A| and
|∆| 6 |Q|2|x̄|·(|Q|2+|Q|+1), the number of different trees T ′q̄ is bounded by

|ȳ|∑
i=0

(
|B|
i

)
·
(
|Q|2

|x̄|·(|Q|2+|Q|+1)
)|ȳ|

6 c · |A||ȳ|,

where c := 2|ȳ| · (|ȳ|+ 1) ·
(
|Q|2|x̄|·(|Q|2+|Q|+1)

)|ȳ|
. As argued, this number is also an upper

bound on the cardinality of Sϕ(T )[A], which concludes the proof. J

Classes with bounded treewidth or cliquewidth. We now exploit the known connections
between trees and graphs of bounded treewidth or cliquewidth, expressed in terms of the
existence of suitable MSO-transductions, to lift Theorem 12 to more general classes of graphs,
thereby proving Theorem 1. In fact, we will not rely on the original combinatorial definitions
of these parameters, but on their logical characterizations proved in subsequent works.

The first parameter of interest is the cliquewidth of a graph, introduced by Courcelle and
Olariu [6]. We will use the following well-known logical characterization of cliquewidth.

I Theorem 14 ([5, 8]). For every k ∈ N there is a finite alphabet Σk and a deterministic
MSO-transduction Ik such that for every graph G of cliquewidth at most k there exists a
Σk-labeled binary tree T satisfying the following: Ik(T ) is the adjacency encoding of G.

Thus, one may think of graphs of bounded cliquewidth as of graphs that are MSO-
interpretable in labeled trees. By combining Theorem 14 with Theorem 12 we can prove
part (i) of Theorem 1 as follows.

Fix a class C with uniformly bounded cliquewidth and a partitioned CMSO-formula ϕ(x̄, ȳ)
over the signature of C. Let k be an upper bound on the cliquewidth of graphs from C, and let
Σk and Ik be the alphabet and the deterministic MSO-transduction provided by Theorem 14
for k. Then for every G ∈ C, we can find a Σk-labeled tree T such that Ik(T ) is the adjacency
encoding of G. Note that V (G) ⊆ V (T ). Observe that for every A ⊆ V (G), we have

Sϕ(G)[A] ⊆ SI−1
k

(ϕ)(T )[A],
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where I−1
k (ϕ) is the formula ϕ pulled back through the transduction Ik, as given by Lemma 8.

As by Theorem 12 we have |SI−1
k

(ϕ)(T )[A]| 6 c · |A||ȳ| for some constant c, the same upper
bound can be also concluded for the cardinality of Sϕ(G)[A]. This proves Theorem 1, part (i).

To transfer these result to the case of CMSO2 over graphs of bounded treewidth, we use
the following concept. The incidence graph of a graph G is the bipartite graph with vertex
set V (G) ∪ E(G), where a vertex u is adjacent to an edge e if and only if u is an endpoint
of e. The following result links CMSO2 on a graph with CMSO1 on its incidence graph.

I Lemma 15 ([3, 4]). Let G be a graph of treewidth k. Then the cliquewidth of the incidence
graph of G is at most k + 3. Moreover, with any CMSO2-formula ϕ(x̄) one can associate a
CMSO1-formula ψ(x̄) such that for any graph H and ā ∈ V (H)x̄ we have H |= ϕ(ā) if and
only if H ′ |= ψ(ā), where H ′ is the incidence graph of H.

Now Lemma 15 immediately reduces part (ii) of Theorem 1 to part (i). Indeed, for every
partitioned CMSO2-formula ϕ(x̄, ȳ), the corresponding CMSO1-formula ψ(x̄, ȳ) provided by
Lemma 15 satisfies the following: for every graph H and its incidence graph H ′, we have
Sϕ(H) ⊆ Sψ(H ′). Observe that by Lemma 15, if a graph class C has uniformly bounded
treewidth, then the class C′ comprising the incidence graphs of graphs from C has uniformly
bounded cliquewidth. Hence we can apply part (i) of Theorem 1 to the class C′ and obtain an
upper bound of the form |Sψ(H ′)[A]| 6 c · |A||ȳ| for any A ⊆ V (H ′), where c is a constant. By
the above containment of set systems, this upper bound carries over to restrictions of Sϕ(H).
This concludes the proof of part (ii) of Theorem 1.

4 Lower bounds

We now turn to proving Theorem 2. As in the work of Grohe and Turán [9], the idea is that
structures responsible for unbounded VC dimension of MSO-definable set systems are grids.
The first step is to prove a suitable unboundedness result for the class of grids, which was done
explicitly by Grohe and Turán in [9, Example 19]. Second, if the considered graph class C has
unbounded treewidth (resp., cliquewidth), then we give a deterministic MSO2-transduction
(resp. C2MSO1-transduction) from C to the class of grids. Such transductions are present
in the literature and follow from known forbidden-structures theorems for treewidth and
cliquewidth. Then we can combine these two steps into the proof of Theorem 2 using the
following statement. In the following, we say that logic L has unbounded VC dimension on a
class of structures C if there exists a partitioned L-formula ϕ(x̄, ȳ) over the signature of C
such that the class of set systems Sϕ(C) has infinite VC dimension.

I Lemma 16. Let C and D be two classes of structures and L ∈ {MSO,CMSO,C2MSO}.
Suppose that there exists a deterministic L-transduction I with input signature being the
signature of C and the output signature being the signature of D such that I(C) ⊇ D. Then if
L has unbounded VC dimension on D, then L also has unbounded VC dimension on C.

Proof. Let formula ψ(x̄, ȳ) witness that L has unbounded VC dimension on D. Then it
is easy to see that the formula ϕ := I−1(ψ), provided by Lemma 8, witnesses that L has
unbounded VC dimension on C. J
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Grids. For n ∈ N, we denote [n] := {1, . . . , n}. An n× n grid is a relational structure over
the universe [n]× [n] with two successor relations. The horizontal successor relation H(·, ·)
selects all pairs of elements of the form (i, j), (i+1, j), where i ∈ [n−1] and j ∈ [n]. Similarly,
the vertical successor relation V(·, ·) selects all pairs of elements the form (i, j), (i, j + 1),
where i ∈ [n] and j ∈ [n − 1]. Note that these relations are not symmetric: the second
element in the pair must be the successor of the first in the given direction.

Grohe and Turán proved the following.

I Theorem 17 (Example 19 in [9]). MSO has unbounded VC dimension on the class of grids.

The proof of Theorem 17 roughly goes as follows. The key idea is that for a given set of
elements X it is easy to verify in MSO the following property: (i, j) ∈ X is true if and only
if the ith bit of the binary encoding of j is 1. This can be done on the row-by-row basis, by
expressing that elements of X in every row encode, in binary, a number that is one larger
than what the elements of X encoded in the previous row. Using this observation, one can
easily write a formula ϕ(x, y) that selects exactly pairs of the form ((i, 0), (0, j)) such that
(i, j) ∈ X. Then ϕ(x, y) shatters the set {(i, 0) : 1 6 i 6 blognc}, as the binary encodings
of numbers from 1 to n give all possible bit vectors of length blognc when restricted to the
first blognc bits. Consequently, ϕ(x, y) shatters a set of size blognc in an n× n grid, which
enables us to deduce the following slight strengthening of Theorem 17: MSO has unbounded
VC dimension on any class of structures that contains infinitely many different grids.

For the purpose of using existing results from the literature, it will be convenient to work
with grid graphs instead of grids. An n × n grid graph is a graph on vertex set [n] × [n]
where two vertices (i, j) and (i′, j′) are adjacent if and only if |i− i′|+ |j − j′| = 1. When
speaking about grid graphs, we assume the adjacency encoding as relational structures. Thus,
the difference between grid graphs and grids is that the former are only equipped with a
symmetric adjacency relation without distinguishement of directions, while in the latter we
may use (oriented) successor relations, different for both directions. Fortunately, grid graphs
can be reduced to grids using a well-known construction, as explained next.

I Lemma 18. There exists a non-deterministic MSO transduction J from the adjacency
encodings of graphs to grids such that for every class of graphs C that contains arbitrarily
large grid graphs, the class J(C) contains arbitrarily large grids.

Proof. The transduction uses six additional unary predicates: Γ(J)={A0, A1, A2, B0, B1, B2}.
We explain how the transduction works on grid graphs, which gives rise to a formal definition
of the transduction in a straightforward way.

Given an n×n grid graph G, the transduction non-deterministically chooses the valuation
of the predicates of Γ(J) as follows: for t ∈ {0, 1, 2}, At selects all vertices (i, j) such that
i ≡ t mod 3 and Bt selects all vertices (i, j) such that j ≡ t mod 3. Then the horizontal
successor relation H(·, ·) can be interpreted as follows: H(u, v) holds if and only if u and
v are adjacent in G, u and v are both selected by Bs for some s ∈ {0, 1, 2}, and there is
t ∈ {0, 1, 2} such that u is selected by At while v is selected by At+1 mod 3. The vertical
successor relation is interpreted analogously.

It is easy to see that if G is an n× n grid graph and the valuation of the predicates of
Γ(J) is selected as above, then J indeed outputs an n×n grid. This implies that if C contains
infinitely many different grid graphs, then J(C) contains infinitely many different grids. J

We may now combine Lemma 18 with Theorem 17 to show the following.
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I Lemma 19. Suppose L ∈ {MSO,C2MSO,CMSO} and C is a class of structures such that
there exists a non-deterministic L-transduction I from C to adjacency encodings of graphs such
that I(C) contains infinitely many different grid graphs. Then there exists a finite signature Γ
consisting only of unary relation names such that L has unbounded VC dimension on CΓ.

Proof. As non-deterministic transductions are closed under composition for all the three
considered variants of logic (cf. [2]), from Lemma 18 we infer that there is a non-deterministic
L-transduction K such that K(C) contains infinitely many different grids. By definition,
transduction K has its deterministic part K′ such that K(C) = K′(CΓ(K)). It now remains to
take Γ := Γ(K) and use Lemma 16 together with Theorem 17 (and the remark after it). J

Classes with unbounded treewidth and cliquewidth. For part (ii) of Theorem 2 we will
use the following standard proposition, which essentially dates back to the work of Seese [15].

I Lemma 20. There exists a non-deterministic MSO-transduction I from incidence encodings
of graphs to adjacency encodings of graphs such that for every graph class C whose treewidth
is not uniformly bounded, the class I(C) contains all grid graphs.

Proof. Recall that a minor model of a graph H in a graph G is a mapping φ from V (H) to
connected subgraphs of G such that subgraphs {φ(u) : u ∈ V (H)} are pairwise disjoint, and
for every edge uv ∈ E(H) there is an edge in G with one endpoint in φ(u) and the other in
φ(v). Then G contains H as a minor if there is a minor model of H in G. By the Excluded
Grid Minor Theorem [13], if a class of graphs C has unbounded treewidth, then every grid
graph is a minor of some graph from C. Therefore, it suffices to give a non-deterministic
MSO-transduction I from incidence encodings of graphs to adjacency encodings of graphs
such that for every graph G, I(G) contains all minors of G.

The transduction I works as follows. Suppose G is a given graph and φ is a minor model
of some graph H in G. First, in G we non-deterministically guess three subsets:

a vertex subset D, containing one arbitrary vertex from each subgraph {φ(u) : u ∈ V (H)};
an edge subset F , consisting of the union of spanning trees of subgraphs {φ(u) : u ∈ V (H)},
where each spanning tree is chosen arbitrarily;
an edge subset L, consisting of one edge connecting a vertex of φ(u) and a vertex of φ(v)
for each edge uv ∈ E(H), chosen arbitrarily.

Recall that graph G is given by its incidence encoding, hence these subsets can be guessed
using three unary predicates in Γ(I). With sets D,F,L in place, the adjacency encoding of the
minor H can be interpreted as follows: the vertex set of H is D, while two vertices u, u′ ∈ D
are adjacent in H if and only if in G they can be connected by a path that traverses only
edges of F and one edge of L. It is straightforward to express this condition in MSO2. J

Observe that part (ii) of Theorem 2 follows immediately by combining Lemma 20 with
Lemma 19. Indeed, from this combination we obtain a partitioned MSO-formula ϕ(x̄, ȳ) and
a finite signature Γ consisting of unary relation names such that the class of set systems
Sϕ(CΓ) has infinite VC dimension. Here, we treat C as the class of incidence encodings of
graphs from C. Now if we take the label set Λ to be the powerset of Γ, we can naturally
modify ϕ(x̄, ȳ) to an equivalent formula ϕ′(x̄, ȳ) working over Λ-ve-labelled graphs, where the
Λ-label of every vertex u encodes the subset of predicates of Γ that select u. Thus Sϕ′(CΛ,2)
has infinite VC dimension, which concludes the proof of part (ii) of Theorem 2.

To prove part (i) of Theorem 2 we apply exactly the same reasoning, but with Lemma 20
replaced with the following result of Courcelle and Oum [7].
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I Lemma 21 (Corollary 7.5 of [7]). There exists a C2MSO-transduction I from adjacency
encodings of graphs to adjacency encodings of graphs such that if C is a class of graphs of
unbounded cliquewidth, then I(C) contains arbitrarily large grid graphs.
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Abstract
We consider repetitions in infinite words by making a novel inquiry to the maximum eventual
growth rate of the exponents of abelian powers occurring in an infinite word. Given an increasing,
unbounded function f : N → R, we construct an infinite binary word whose abelian exponents have
limit superior growth rate f . As a consequence, we obtain that every nonnegative real number is
the critical abelian exponent of some infinite binary word.
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1 Introduction

Two finite words u and v are abelian equivalent, denoted u ∼ v, if u is obtained from v by
permuting its letters. For example, the words 01120 and 20011 are abelian equivalent. The
study of abelian properties of words dates back to 1957 when P. Erdős asked for arbitrarily
long 4-letter words that do not contain two consecutive abelian equivalent words [10], that is,
he asked if abelian squares can be avoided on a 4-letter alphabet. The question was finally
answered in the positive by V. Keränen in 1992 [14]. A word of the form u0 · · ·ue−1 is an
abelian power of period m and exponent e if u0, . . ., ue−1 have length m and u0 ∼ · · · ∼ ue−1.
For example, the word 010 · 100 · 010 · 001 is an abelian power of period 3 and exponent 4.
During the last decade, various abelian properties of words have been studied; this includes
not only research on avoidability of abelian powers or patterns (see, e.g., [3, Ch. 5]), but
also on abelian complexity [26], abelian periods and period sets [29, 11, 19], abelian returns
[24, 28], and abelian subshifts [12, 23]. Related algorithms have been developed as well; see,
e.g., [15] and the references therein. Generalizations of abelian equivalence, such as k-abelian
equivalence [13, 30] and k-binomial equivalence [27], have also been considered. See [23] for
a recent survey on abelian properties of words.

In this paper, we focus on growth rates exponents of abelian powers occurring in infinite
words. While a significant portion of the commonly studied words, such as Sturmian words,
episturmian words, and automatic sequences, avoid ordinary powers with large enough
exponent (in an ordinary power the adjacent words are identical), it is often the case that
arbitrarily high abelian exponents occur. Indeed, the main result of [26] states that if the
abelian complexity of an infinite word w is bounded (as in Sturmian and episturmian words
mentioned above), then abelian powers of arbitrarily high exponent are found in w.
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It is desirable to have more information than this; how fast or slowly do the exponents
approach infinity? In this paper, we show that the growth rate of the exponents can be
arbitrarily slow. Let Aew(m) be the supremum of exponents of abelian powers of period m
occurring in an infinite word w.

I Definition 1. Let w be an infinite word and f : N→ R a function. We say that the abelian
exponents of w have growth rate f if lim supm→∞ Aew(m)/f(m) = 1.

The question is now if we can find an infinite word whose abelian exponents have growth
rate given by any (reasonable) function. We provide, given such a function, a constructive
proof that such a word can be produced over an alphabet of optimal size. This is stated in
the following theorem which is the main result of this paper.

I Theorem 2. Let f : N → R be an unbounded increasing function. Then there exists an
infinite binary word w such that the abelian exponents of w have growth rate f .

Our construction also works if abelian powers are replaced in the definitions by ordinary
powers or certain generalizations of abelian powers such as k-abelian powers or k-binomial
powers. According to our knowledge, even the analogue of Theorem 2 for ordinary powers
is new, so our inquiry to the growth rates of the exponents is novel. The closest result to
ours seems to be the paper [16] of D. Krieger and J. Shallit where it is shown that for every
real number α > 1 there exists an infinite word w such that the supremum of exponents of
fractional powers occurring w equals α. The number α is called the critical exponent of w.

Let us then describe some earlier research and show its connection to Theorem 2. In
order to study abelian powers in Sturmian words, it was proposed in [11] to define the abelian
critical exponent Ac(w) of an infinite word w as

Ac(w) = lim sup
m→∞

Aew(m)
m

. (1)

This quantity Ac(w) can be seen to measure linear growth of the exponents. The notion
is particularly suitable for exponents of abelian powers in Sturmian words and leads to
surprising results. A main result of [11] is that the set of finite abelian critical exponents of
Sturmian words coincides with the so-called Lagrange spectrum L, a mysterious set arising
from Diophantine approximation theory [11, Thm. 5.10]. In the context of this paper, it
suffices to say that L is a subset of [

√
5,∞) that has an initial discrete part in [

√
5, 3] and

contains the half-line [cF ,∞), where cF is the Freiman constant

cF = 2221564096 + 283748
√

462
491993569 = 4.5278295661 . . . .

There are many long-standing open problems concerning the set L ∩ [3, cF ]. For example, it
is known that it contains gaps, but it is unknown if it contains an interval. Good sources
on the Lagrange spectrum are the books [7, 1, 25]. For more recent results, see [18] and its
references. The abelian critical exponent was studied in relation to k-abelian equivalence
and Sturmian words in [22].

The result of [11] connecting the abelian critical exponents of Sturmian words to the
Lagrange spectrum showed that every large enough real number is an abelian critical exponent
of a Sturmian word. This raised the obvious question if for each nonnegative real number θ
there exists an infinite word w such that Ac(w) = θ. This was answered positively by the
authors of this paper in [20] where it was proved that such a word w can be taken over an
alphabet of at most 3 letters. The proof uses the deep fact that the Lagrange spectrum
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contains a half-line. It was stated as an open problem if the result can be improved by
reducing the number of required letters from 3 to 2 (which is optimal). Our Theorem 2
is a much more general result concerning nonlinear growth rates as well, and it implies
the following result that positively solves this open problem. This corollary is the main
motivation for us to pursue proving Theorem 2.

I Theorem 3. Let θ be a nonnegative real number. Then there exists an infinite binary word
w such that Ac(w) = θ.

Before the preliminary definitions and results, let us make a few remarks on our proof of
Theorem 2. Our proof is constructive once the function f is given. The word w constructed
for Theorem 2 is obtained by pasting together long repetitions of words with special properties.
The special property here is cyclic avoidance of abelian powers with large enough exponent;
see Section 2. This notion is developed here to suit our needs, but we believe that it can
potentially be a useful tool for constructing words with prescribed properties outside the
scope of this paper. Indeed, words avoiding abelian powers cyclically allow to control the
propagation of abelian powers between two adjacent words. We provide some open problems
related to these words in Section 5. Notice as well that we consider integer exponents for
abelian powers. Fractional powers are often used in relation to ordinary powers [16], and
some versions of fractional abelian exponents have been proposed in [5, 29]. Our results
apply in the fractional setting as well since the statement of Theorem 2 is unchanged if a
constant is added to Aew(m).

2 Preliminaries

We use here standard notation in combinatorics on words; a standard reference is [17, Ch. 1].
An alphabet A is a finite set of letters (symbols); here we focus on the binary alphabet {0, 1}.
A (finite) word over A is a finite sequence of letters of A such as 00110. We denote by A∗ the
set of words over A. The length of w (the number of letters) is denoted by |w|. An infinite
word is a mapping N→ A (we index words from 0). The concatenation of the words u and v
is denoted by uv. A word u is a factor of a word w if w = xuy for some words x and y. If x
(resp. y) is empty, then u is a prefix (resp. suffix) of w. If u is a factor of w, we sometimes
say that w contains u. If w = u · · ·u where u is repeated N times, then w is an N -power,
and we write w = uN . For clarity, we sometimes refer to powers as ordinary powers. The
infinite word uu · · · is denoted by uω. Let w = a0 · · · an−1 be a word of length n, and define
C(w) as the word a1 · · · an−1a0, the left cyclic shift of w. The words w, C(w), C2(w), . . .
Cn−1(w) are called the conjugates of w.

As was mentioned in the introduction, two words u and v are abelian equivalent if u
is a permutation of v. An abelian power of period m and exponent e is a word u0 · · ·ue−1
such that u0, . . ., ue−1 are abelian equivalent and |u0| = . . . = |ue−1| = m; we also call this
word an abelian e-power. If all factors of a word w that are abelian powers have exponent
strictly less than N , then we say that w avoids abelian N -powers. The definitions of growth
rate of abelian exponents of an infinite word and abelian critical exponent are given in the
introduction.

Let A be an alphabet. A substitution σ is a map A∗ → A∗ such that σ(uv) = σ(u)σ(v)
for all u, v ∈ A∗. We extend the action of σ on an infinite word w = a0a1 · · · over A by
setting σ(w) = σ(a0)σ(a1) · · · . If σ(a) has prefix a and limn→∞|σn(a)| = ∞, then we say
that σ is prolongable on the letter a. If σ is prolongable on a, then repeated application of σ
on the letter a produces an infinite word σω(a) that is a fixed point of σ.

MFCS 2020
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3 Avoiding Abelian Powers Cyclically

In order to construct the word w for Theorem 2, we need to insert into w abelian powers
of the form u0 · · ·ue−1 with |u0| = . . . = |ue−1| = m and e = f(m). The easiest way is to
set u0 = . . . = ue−1. This raises the difficulty of controlling the exponents of abelian powers
with period different from m. Indeed, while a word x itself might avoid abelian N -powers
with period less than |x|, its repetition might not. For example, if x = 1000100, then x and
x2 both avoid abelian 5-powers, but the word x3 has an abelian 5-power of period 3 as a
prefix. In order to work around this problem, we introduce the following notion of avoiding
abelian powers in a cyclic sense. We believe that this notion is useful in other constructions
outside the scope of this paper.

I Definition 4. Let w be a word. Then w avoids abelian N -powers cyclically if every abelian
power of period m with m < |w| occurring in the infinite word wω has exponent less than N .

For example, any letter avoids abelian N -powers cyclically. In the above discussion, we
noted that the word x does not avoid abelian 5-powers cyclically. It does not avoid abelian
6-powers either, as x4 contains an abelian 6-power of period 4 beginning from the second
letter. By inspection, the word x does avoid abelian 7-powers cyclically. Notice that a word
cannot avoid abelian N -powers cyclically for any N if it is conjugate to an abelian power.

In order to construct words avoiding abelian powers cyclically, we introduce the following
notion.

I Definition 5. A substitution σ : A∗ → A∗ preserves abelian N -powers if the following is
satisfied for all words w ∈ A∗: if σ(w) contains an abelian N-power u0 · · ·uN−1, then w

contains an abelian N -power v0 · · · vN−1 such that σ(v0 · · · vN−1) is a conjugate of u0 · · ·uN−1.

In other words, a substitution σ preserves abelian N -powers if each abelian N -power in
an image can be decoded by σ up to a cyclic shift. A similar but weaker notion is the notion
of an abelian N -free substitution found in, e.g., [4].

Preserving abelian N -powers is by no means a trivial property to verify. We identify two
examples from results of Dekking in [8].

I Example 6. Consider the substitutions

τ2 :
{

0 7→ 011,
1 7→ 0001

and τ3 :


0 7→ 0012,
1 7→ 112,
2 7→ 022.

(2)

Dekking proved that the fixed point τω
2 (0) of τ2 avoids abelian 4-powers, and the fixed point

τω
3 (0) of τ3 avoids abelian 3-powers [8, Thms. 1, 2]. These parameters are optimal, as it is
straightforward to verify that every binary word of length 10 contains an abelian 3-power
and every ternary word of length 8 contains an abelian 2-power. A careful read of Dekking’s
article reveals, in fact, that τ2 preserves abelian 4-powers and τ3 preserves abelian 3-powers.
Furthermore, any substitution satisfying the properties in [8, Lemma] for the parameter n
preserves abelian n-powers.

Substitutions that preserve abelian N -powers have a property that is crucial for our
arguments in the following section.

I Lemma 7. Let σ : A∗ → A∗ be a substitution that preserves abelian N-powers and is
prolongable on the letter 0. Then the sequence (σn(0))n is a sequence of words avoiding
abelian N -powers cyclically.
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Proof. Let zn = σn(0), and set zn = zω
n . Then zn = σ(zn−1) for all n ≥ 1. We proceed

by induction. Suppose, for the sake of a contradiction, that there exists a least n such
that zn does not cyclically avoid abelian N -powers. Since z0 = 0, we have n ≥ 1. This
means that zn contains an abelian N -power u0 · · ·uN−1 with period m, m < |zn|. Since σ
preserves abelian N -powers, the word zn−1 contains an abelian N -power v0 · · · vN−1 such
that |σ(v0)| = m < |zn|. By the minimality of n, it must be that |v0| ≥ |zn−1|. Since
v0 · · · vN−1 is a factor of zn−1, it must be that v0 has a conjugate z′ of zn−1 as a factor.
Therefore m = |σ(v0)| ≥ |σ(z′)| = |σ(zn−1)| = |zn|. This is a contradiction. J

Hence by applying Lemma 7 to the substitutions τ2 and τ3 defined in (2), we see that
the next theorem is true. See the final section for a comment on the case of 4-letter alphabet
and abelian 2-powers.

I Theorem 8. The following holds:
(i) there exist arbitrarily long words over {0, 1} that cyclically avoid abelian 4-powers and
(ii) there exist arbitrarily long words over {0, 1, 2} that cyclically avoid abelian 3-powers.

For the purposes of our main result, the following corollary of Theorem 8 is sufficient.

I Corollary 9. There is an integer N such that there exist arbitrarily long binary words that
cyclically avoid abelian N -powers.

4 Proofs of Main Results

We are now ready to construct the word w required by Theorem 2. Let f : N → R be
an increasing function such that limn→∞ f(n) = ∞, and let N be the number given by
Corollary 9. We need an increasing sequence (ni) of integers satisfying
(i) f(ni) ≥ max{2N,N + 2} for all i;
(ii) f(ni+1) > f(ni) for all i;
(iii) ni+1 ≥

∑i
k=1bf(nk)cnk for all i ≥ 1; and

(iv) there exists a word xi of length ni avoiding abelian N -powers cyclically.
The existence of such a sequence (ni) is guaranteed by Corollary 9 and the fact that f is
unbounded. Having obtained the required sequences (ni) and (xi), we set

Xi = x
bf(ni)c
i

and define an infinite binary word w as follows:

w =
∞∏

i=1
Xi.

I Proposition 10. The abelian exponents of w have growth rate f .

Proof. Let j be a fixed positive integer. Consider an abelian power z of period m and
exponent e occurring in w such that m ≥ nj (due to the definition of the growth rate of
abelian exponents, we may ignore finitely many values of Aew(m)), and set z = u0 · · ·ue−1
with |u0| = . . . = |ue−1| = m. Let us suppose that nj ≤ m < nj+1. Our aim is to show that
e ≤ bf(nj)c+N + 1.

B Claim 11. The word z cannot have Xi with i ≥ j + 1 as a factor.
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Proof. Suppose that z has Xi as a factor with i ≥ j + 1. This means that there exists a
least ` such that the word Xi is a factor of a product of ` consecutive words ui. Thus the
word Xi contains at least `− 2 consecutive words ui and, since xi cyclically avoids abelian
N -powers, we have `− 2 < N , that is, ` < N + 2. Now m < nj+1 ≤ ni as the sequence (nk)
is increasing and, by assumption (i), we have f(ni) ≥ N + 2. Therefore

(N + 2)nj+1 ≤ bf(ni)cni = |Xi| < (N + 2)m ≤ (N + 2)nj+1,

which is a contradiction. C

B Claim 12. If z is a factor of the suffix
∏∞

i=j+1 Xi, then e < 2N .

Proof. Suppose that z is a factor of the suffix
∏∞

i=j+1 Xi. If z is contained in a word Xi with
i ≥ j + 1, then e < N as xi avoids abelian N -powers cyclically. By Claim 11, the factor z
cannot contain Xi as a factor for i ≥ j + 1. Thus if z is not a factor of Xi with i ≥ j + 1,
there exist k ≥ j+ 1 and t such that u0 · · ·ut−1 is a factor of Xk and ut+1 · · ·ue−1 is a factor
of Xk+1. Since both xk and xk+1 avoid abelian N -powers cyclically, it follows that t < N

and e− 1− (t+ 1)− 1 < N , so e < 2N . C

Suppose that z is not a factor of the suffix
∏∞

i=j+1 Xi, for otherwise e < 2N by Claim 12.
Then z is a factor of (

∏j
i=1 Xi)Xj+1 since z cannot have Xj+1 as a factor by Claim 11. Our

assumption (iii) means that |
∏j−1

i=1 Xi| ≤ nj ≤ m. This indicates that the contribution of
the prefix

∏j−1
i=1 Xi of w to the exponent e of z is at most 1, so we may focus on the case

that z occurs in the factor XjXj+1. Since xj+1 avoids abelian N -powers cyclically, we have
e < N if z is a factor of Xj+1, and thus we assume that z is not a factor of Xj+1. We now
have two cases: either z is a factor of Xj or not. Let us first derive a helpful claim.

B Claim 13. Let t be an integer such that 0 ≤ t < e. If u0 · · ·ut−1 is a factor of Xj , then
t ≤ bf(nj)c.

Proof. Suppose that u0 · · ·ut−1 is a factor of Xj with t < e. Then bf(nj)cnj = |Xj | ≥
|u0 · · ·ut−1| = tm ≥ tnj , so bf(nj)c ≥ t. C

If z is a factor of Xj , then Claim 13 implies that e ≤ bf(nj)c. Taking into account the
possible contribution of 1 to e, we have thus shown that e ≤ bf(nj)c+ 1. Suppose then that
z is not a factor of Xj . Since we assume that z is not a factor of Xj+1, there exists t such
that u0 · · ·ut−1 is a factor of Xj and ut+1 · · ·ue−1 is a factor of Xj+1. Claim 13 applied to
the word u0 · · ·ut−1 yields t ≤ bf(nj)c. Since xj+1 avoids abelian N -powers cyclically, we
see that e− 1− (t+ 1) + 1 < N . Thus by taking into account the possible contribution of 1
to e, we see that e ≤ bf(nj)c+N + 1. Overall, we have thus shown that

e ≤ max{N, 2N, bf(nj)c+ 1, bf(nj)c+N + 1} = bf(nj)c+N + 1.

By repeating the preceding arguments for the values j + 1, j + 2, . . . in place of j, we
see that Aew(m) ≤ bf(nj)c+N + 1 for all m < nj+1 and j ignoring finitely many values of
m (recall our assumption (ii)). This together with the fact that f is increasing, shows for
nj ≤ m < nj+1 that

Aew(m)
f(m) ≤

bf(nj)c+N + 1
f(nj)

j→∞−−−→ 1.

Since Xj is a factor of w, we have Aew(nj) ≥ bf(nj)c for all j so, in conclusion, we have

lim sup
m→∞

Aew(m)
f(m) = 1,

that is, the abelian exponents of w have growth rate f . J
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Proposition 10 now implies Theorem 2. Next we use Theorem 2 to prove Theorem 3. This
strengthens [20, Thm. 1] and solves an open problem of [20] as stated in the introduction.

Proof of Theorem 3. As stated previously, the fixed point of Dekking’s substitution τ2
avoids abelian 4-powers, so the claim is clear if θ = 0. Assume thus that θ > 0. Define
f : N → R by setting f(n) = θn. By Theorem 2, there exists an infinite binary word w
having growth rate f . Thus

lim sup
m→∞

Aew(m)
θm

= 1

which implies that

Ac(w) = lim sup
m→∞

Aew(m)
m

= θ. J

We note that Theorems 2 and 3 actually generalize for k-abelian equivalence and k-
binomial equivalence. We discuss this in the next section.

5 Remarks and Open Problems

The proof of Theorem 2 applies analogously when abelian equivalence is replaced by other
equivalence relations. Indeed, the required growth rate of w is attained by an abelian power
that is also an ordinary power. Every ordinary power is an abelian power, so the arguments
of the proof of Proposition 10 go through if we remove the word “abelian” from it and the
appropriate definitions. The same applies for generalizations of abelian equivalence such as
k-abelian equivalence [13, 30] and k-binomial equivalence [27]: k-abelian (resp. k-binomial)
power is an abelian power and an ordinary power is a k-abelian (resp. k-binomial) power. In
summary, we have the following result.

I Theorem 14. Let f : N→ R be an increasing function such that limn→∞ f(n) =∞. Then
there exists an infinite binary word w such that the exponents (resp. k-abelian exponents,
k-binomial exponents) of w have growth rate f .

Consequently an analogue of Theorem 3 is true for ordinary powers, k-abelian powers,
and k-binomial powers. In the case of ordinary powers, it was shown in [22, Proposition 3.16]
that for each nonnegative θ there exists a Sturmian word that has critical exponent θ (defined
as in (1) by dropping the word “abelian”).

While our proof works in these other settings, there is one drawback: the growth rates
of abelian exponents and ordinary exponents of w coincide, but surely this is generally
not necessary. For example, the Thue-Morse word t, a fixed point of the substitution
0 7→ 01, 1 7→ 10, is known not to contain ordinary 3-powers (see, e.g., [2, Sect. 4.2.3]) but, as
the word t is a concatenation of the abelian equivalent words 01 and 10, we have Aet(m) =∞
for all even m. It is conceivable that the growth rate of abelian exponents of an infinite word
matches a prescribed function while the growth rate of ordinary exponents is bounded. We
do not know how to approach this problem – our tool of cyclic avoidance of abelian powers
is useless.

I Question 15. Let f : N→ R be an increasing function such that limn→∞ f(n) =∞. Does
there exist an infinite word w such that the ordinary exponents of w have bounded growth
rate and the abelian exponents of w have growth rate f?
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The result [20, Thm. 1] is weaker than Theorem 3: three letters are required instead of
two, but the constructed words have better properties than the word w constructed here.
Indeed, the words constructed for [20, Thm. 1] are images of Sturmian words by a uniform
substitution meaning that they are, for example, uniformly recurrent. An infinite word is
uniformly recurrent if each of its factors occurs infinitely many times and for each factor u
there exists a constant B such that the distance between two occurrences of u is at most B.
In fact, it can be shown that the constructed words are even linearly recurrent (the slopes
of the Sturmian words used in the construction have bounded partial quotients and such
Sturmian words are always linearly recurrent [9, Proposition 5.1]). The word w constructed
here is not uniformly recurrent. This raises the following question we are unable to answer.

I Question 16. Let f : N→ R be an increasing function such that limn→∞ f(n) =∞. Does
there exist a uniformly recurrent (or a linearly recurrent) infinite binary word w such that
the abelian exponents of w have growth rate f?

In order to prove our main results, we exhibited arbitrarily long binary words avoiding
abelian 4-powers cyclically. This was sufficient for our purposes, but raises the obvious
question if such words exist for all lengths. The answer is “no”. It is straightforward to check
that there exists no binary word of length 8 avoiding abelian 4-powers cyclically. Bizarrely
for lengths n = 9, . . . , 150, computations show that such a word exists. This makes us believe
that the answer to the above question is “yes” with the exception of n = 8. We formulate
this as the following question we are unable to answer.

I Question 17. Does there exist a binary word of length n avoiding abelian 4-powers cyclically
for all n 6= 8?

Recall that there exist arbitarily long factors of the fixed point τω
2 (0) of Dekking’s

substitution τ2 that avoid abelian 4-powers cyclically. However, computer experiments
suggest that it is often the case that no such factor of length n exists. The factors of the
fixed point of the substitution

0 7→ 0010001011101000101100010
1 7→ 1101110100010111010011101

that is known to avoid abelian 4-powers [6] provide more examples, but neither substitution
yields such a factor of length 22, for instance. However, the word

0001000100011101110111

of length 22 avoids abelian 4-powers cyclically.
Questions analogous to Question 17 can be asked for alphabets of size 3 and 4. In the case

of a 4-letter alphabet, we do not know if arbitrarily long words avoiding abelian 2-powers
cyclically exist. Keränen provided in [14] a 85-uniform substitution σ defined on a 4-letter
alphabet whose fixed point avoids abelian 2-powers. However, for all letters a, none of the
words σn(a), n ≥ 1, avoid abelian 2-powers cyclically because the image σ(a) begins and
ends with the same letter.

Note added in proof: The research on cyclic avoidance of abelian powers is continued in
the recent preprint [21]. [21, Thm. 1.2] shows that there exist arbitrarily long words over a
4-letter alphabet that avoid abelian 2-powers cyclically. Question 17 is still open.
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Abstract
An automaton is unambiguous if for every input it has at most one accepting computation. An
automaton is k-ambiguous (for k > 0) if for every input it has at most k accepting computations.
An automaton is boundedly ambiguous if there is k ∈ N, such that for every input it has at most k

accepting computations. An automaton is finitely (respectively, countably) ambiguous if for every
input it has at most finitely (respectively, countably) many accepting computations.

The degree of ambiguity of a regular language is defined in a natural way. A language is k-
ambiguous (respectively, boundedly, finitely, countably ambiguous) if it is accepted by a k-ambiguous
(respectively, boundedly, finitely, countably ambiguous) automaton. Over finite words every regular
language is accepted by a deterministic automaton. Over finite trees every regular language is
accepted by an unambiguous automaton. Over ω-words every regular language is accepted by an
unambiguous Büchi automaton [1] and by a deterministic parity automaton. Over infinite trees
there are ambiguous languages [5].

We show that over infinite trees there is a hierarchy of degrees of ambiguity: For every k > 1 there
are k-ambiguous languages which are not k− 1 ambiguous; there are finitely (respectively countably,
uncountably) ambiguous languages which are not boundedly (respectively finitely, countably)
ambiguous.
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1 Introduction

An automaton is unambiguous if for every input it has at most one accepting computation.
An automaton is k-ambiguous (for k > 0) if for every input it has at most k accepting
computations. An automaton is boundedly ambiguous if it is k-ambiguous for some k ∈ N.
An automaton is finitely (respectively, countably) ambiguous if for every input it has at most
finitely (respectively, countably) many accepting computations.

For automata over finite words (and over finite trees), on every input there are at most
finitely many accepting computations. Hence, every automaton on finite words and on
finite trees is finitely ambiguous. However, over ω-words and over infinite trees there are
nondeterministic automata with uncountably many accepting computations. Over ω-words
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and over infinite trees, finitely ambiguous automata are a proper subclass of the class of
countably ambiguous automata, which is a proper subclass of nondeterministic automata.

The cardinality of the set of accepting computations of an automaton over an infinite tree
t is bounded by the cardinality of the set of functions from the nodes of t to the state of the
automaton, and therefore, it is at most continuum 2ℵ0 . The set of accepting computations
on t is definable in Monadic Second-Order Logic (MSO). In Bárány et al. in [2] it was shown
that the continuum hypothesis holds for MSO-definable families of sets. Therefore, if the set
of accepting computations of an automaton on a tree t is uncountable, then its cardinality is
2ℵ0 . Hence, there are exactly two infinite degrees of ambiguity.

The degree of ambiguity of a regular language is defined in a natural way. A language
is k-ambiguous if it is accepted by a k-ambiguous automaton. A language is boundedly
ambiguous if it is k-ambiguous for some k; it is finitely (respectively, countably) ambiguous
if it is accepted by a finitely (respectively, countably) ambiguous automaton.

Over finite words, every regular language is accepted by a deterministic automaton. Over
finite trees, every regular language is accepted by a deterministic bottom-up tree automaton
and by an unambiguous top-down tree automaton. Over ω-words every regular language is
accepted by an unambiguous Büchi automaton [1] and by a deterministic parity automaton.

Hence, the regular languages over finite words, over finite trees and over ω-words are
unambiguous.

In [5] it was shown that the aforementioned situation is different for infinite trees. Carayol
et al. [5] proved that a language L∃a of infinite full-binary trees over the alphabet {a, c},
defined as L∃a := {t | t has at least one node labeled by a} is ambiguous. The proof is based
on the undefinability of a choice function in Monadic Second-Order logic (MSO) [8, 4].

Our results imply that the complement of every countable regular language is not finitely
ambiguous. Since L∃a is the complement (with respect to the alphabet {a, c}) of the language
which consists of a single tree (i.e. the tree with all nodes labeled by c), we conclude that
L∃a is not finitely ambiguous (this strengthens the above mentioned result of [5]). Our main
result states that over infinite trees there is a hierarchy of degrees of ambiguity:

I Theorem 1 (Hierarchy). 1. For every k > 1 there are k-ambiguous languages which are
not (k − 1)-ambiguous.

2. There are finitely ambiguous languages which are not boundedly ambiguous.
3. There are countably ambiguous languages which are not finitely ambiguous.
4. There are uncountably ambiguous languages which are not countably ambiguous.
The paper is organized as follows. In Sect. 2 we recall notations and basic results about
automata and monadic second-order logic. In Sect. 3 simple properties of languages are
proved. Sect. 4 gives a sufficient condition for a language to be not finitely ambiguous.
The proof techniques here use the fact that a choice function is not MSO-definable and
refine the proof techniques of [5]. Sect. 5 deals with k-ambiguous languages. For every
k ∈ N, we describe here a k-ambiguous language which is not (k − 1)-ambiguous. Sect. 6
provides an example of a finitely ambiguous language which is not boundedly ambiguous.
Sect. 7 provides a scheme that generates languages which are not countably ambiguous from
non-boundedly ambiguous languages. Conclusion is given in Sect. 8.

2 Preliminary

We recall here standard terminology and notations about trees, automata and logic [10, 11].
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Trees. We view the set {l, r}∗ of finite words over alphabet {l, r} as the domain of a
full-binary tree, where the empty word ε is the root of the tree, and for each node v ∈ {l, r}∗
we call v · l the left child of v, and v · r the right child of v. We define a tree order “≤”
as a partial order such that ∀u, v ∈ {l, r}∗ : u ≤ v iff u is a prefix of v. Nodes u and v

are incomparable - denoted by u ⊥ v - if neither u ≤ v nor v ≤ u; a set U of nodes is an
antichain, if its elements are incomparable with each other.

If Σ is a finite alphabet, then a Σ-labeled full-binary tree t is a labeling function
t : {l, r}∗ → Σ. We denote by TωΣ the set of all Σ-labeled full-binary trees. We often use
“tree” for “labeled full-binary tree.”

Given a Σ-labeled tree t and a node v ∈ {l, r}∗, the tree t≥v (called the subtree of t,
rooted at v) is defined by t≥v(u) := t(v · u) for each u ∈ {l, r}∗.

Grafting Given two labeled trees t1 and t2 and a node v ∈ {l, r}∗, the grafting of t2 on
v in t1 is the tree t which is obtained from t1 by replacing the subtree of t1 rooted at v by t2.

Formally, t(u) :=
{
t2(w) ∃w ∈ {l, r}∗ : u = v · w
t1(u) otherwise

More generally, given a tree t1, an antichain Y ⊆ {l, r}∗ and a tree t2, the grafting of t2
on Y in t1 is obtained by replacing each subtree of t1 rooted at a node y ∈ Y by the tree t2.

A language L over an alphabet Σ is a set of Σ-labeled trees. We denote by L := TωΣ \ L
the complement of L.

Automata on infinite trees. We use standard notations and terminology about parity
automata on Σ-labeled full-binary trees, and on ω-strings. A parity automaton A is a tuple
(QA,Σ, QI , δA,CA) with an alphabet Σ, a finite set of states QA, initial states QI ⊆ QA,
a transition relation δA, and a coloring function CA. For a parity automaton on ω-string,
δA ⊆ QA × Σ×QA; for a parity tree automaton, δA ⊆ QA × Σ×QA ×QA.

Given a parity automaton A = (QA,Σ, QI , δA,CA) and a set Q′ ⊆ QA, we define
AQ′ := (QA,Σ, Q′, δA,CA) as the automaton obtained from A by replacing the set of initial
states QI with Q′. For a singleton Q′ = {q}, we simplify the notation by Aq := AQ′ .

The notion of a computation/run of a parity automaton A on a tree/ω-string is defined
as usual. We use the letters φ, φ′ for computations. A computation φ is accepting if the
maximal number which C assigns infinitely often to the states along every branch of φ is
even. We denote by ACC(A, t) the set of accepting computations of A on t. We denote by
L(A) := {t | ACC(A, t) is not empty} the language accepted by A.

A tree language L is called regular if it is accepted by a parity tree automaton.
A state q of A is called useful if there is a tree t, a computation φ ∈ ACC(A, t) and a

node u such that φ(u) = q. Throughout the paper, we will assume that all states are useful.
Degree of Ambiguity. We denote by |X| the cardinality of a set X. An automaton A

is k-ambiguous if |ACC(A, t)| ≤ k for all t ∈ L(A). A is unambiguous if it is 1-ambiguous. A
is boundedly ambiguous if there is k ∈ N such that A is k-ambiguous, A is finitely ambiguous
if ACC(A, t) is finite for all t, A is countably ambiguous if ACC(A, t) is countable for all t.

The degree of ambiguity of A, denoted by da(A), is defined by da(A) = k if A is k-
ambiguous and either k = 1 or A is not k − 1 ambiguous, da(A) = finite if A is finitely
ambiguous and not boundedly ambiguous, da(A) = ℵ0 if A is countably ambiguous and not
finitely ambiguous, and da(A) = 2ℵ0 if A is not countably ambiguous.

We order the degrees of ambiguity in a natural way: i < j < finite < ℵ0 < 2ℵ0 , for
i < j ∈ N.

Language Ambiguity We say that a regular tree language L is unambiguous (re-
spectively, k-ambiguous, finitely ambiguous, countably ambiguous) if it is accepted by an
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unambiguous (respectively, k-ambiguous, finitely ambiguous, countably ambiguous) auto-
maton. We define da(L) := minA{da(A) | L(A) = L}.

Monadic Second-Order Logic. We use standard notations and terminology about monadic
second-order logic (MSO) [11, 13, 12].

Let τ be a relational signature. A structure (for τ) is a tuple M = (D, {RM | R ∈ τ})
where D is a domain, and each symbol R ∈ τ is interpreted as a relation RM on D.

MSO-formulas use first-order variables, which are interpreted by elements of the structure,
and monadic second-order variables, which are interpreted as sets of elements. Atomic
MSO-formulas are of the following form:

R(x1, . . . , xn) for an n-ary relational symbol R and first order variables x1, . . . , xn

x = y for two first-order variables x and y
x ∈ X for a first-order variable x and a second-order variable X

MSO-formulas are constructed from the atomic formulas, using boolean connectives, the
first-order quantifiers, and the second-order quantifiers.

We write ψ(X1, . . . , Xn, x1, . . . , xm) to indicate that the free variables of the formula ψ
are X1, . . . , Xn (second order variables) and x1, . . . , xm (first order variables).

Coding Let ∆ be a finite set. We can code a function from a set D to ∆ by a tuple of
unary predicates on D. This type of coding is standard, and we shall use explicit variables
which range over such mappings and expressions of the form “F (u) = d” (for d ∈ ∆) in
MSO-formulas, rather than their codings.

Formally, for each finite set ∆ we have second-order variables X∆
1 , X

∆
2 , . . . which range

over the functions from D to ∆, and atomic formulas X∆
i (u) = d for d ∈ ∆ and u a first

order variables [13]. Often the type of the second order variables will be clear from the
context and we drop the superscript ∆.

Definable Relations The powerset of D is denoted by P(D). We say that a relation
R ⊆ P(D)n ×Dm is MSO-definable in a structure S with universe D if there is an MSO-
formula ψ(X1, . . . , Xn, x1, . . . , xm) such that R = {(D1, . . . , Dn, u1, . . . , um) ∈ P(D)n×Dm |
S |= ψ(D1 . . . , Dn, u1 . . . , un)}.

An element d ∈ D is MSO-definable in a structure S if there is a formula ψ(x) such that
S |= φ(u) iff u = d. A set U ⊆ D is MSO-definable if there is a formula φ(X) such that
S |= φ(V ) iff V = U . A function is MSO-definable if its graph is.

The unlabeled binary tree is the structure ({l, r}∗, {El, Er}) where El and Er are binary
symbols, respectively interpreted as {(v, v · l) | v ∈ {l, r}∗)} and {(v, v · r) | v ∈ {l, r}∗)}.

I Lemma 2. The following relations are MSO-definable in the unlabeled full-binary tree.
The ancestor relation ≤.
“A set of nodes is a branch,” “A set of nodes is an antichain.”
Let A = (Q,Σ, QI , δ,C) be a parity automaton. We use φ for a function {l, r}∗ → Q and
σ for a function {l, r}∗ → Σ.

“φ is a computation of A on the tree σ.”
“φ is an accepting computation of A on the tree σ.”

I Theorem 3 (Rabin [11]). A tree language is regular iff it is MSO-definable in the unlabeled
binary tree structure.
A labeled tree is regular iff it has finitely many different subtrees. An equivalent definition is:
a tree is regular iff its labeling is MSO-definable [11]. Hence, for every Σ-labeled regular tree
t0, there is an MSO-formula ψt0(σΣ) which is satisfied by t iff t = t0.
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I Theorem 4 (Rabin’s basis theorem [11]). Any non-empty regular tree language contains a
regular tree.

Choice Function. A choice function is a mapping which assigns to each non-empty set of
nodes one element from the set.

I Theorem 5 (Gurevich and Shelah [8]). There is no MSO-definable choice function on the
full-binary tree.

The following lemma follows from Theorem 5.

I Lemma 6. There is no MSO-definable function which assigns to every non-empty antichain
Y a finite non-empty subset X ⊆ Y .

3 Simple Properties of Languages

In this section some simple lemmas are collected. Their proofs are easy.

I Lemma 7. Let A1 = (Q1,Σ1, Q
1
I1
, δ1,C1) and A2 = (Q2,Σ2, Q

2
I1
, δ2,C2) be two parity tree

automata. Then:
1. There exists an automaton B such that L(B) = L(A1) ∪ L(A2) and for each t ∈ L(A1) ∪

L(A2), |ACC(B, t)| ≤ |ACC(A1, t)|+ |ACC(A2, t)|
2. There exists an automaton B such that L(B) = L(A1) ∩ L(A2) and for each t ∈ L(A1) ∩

L(A2), |ACC(B, t)| ≤ |ACC(A1, t)| · |ACC(A2, t)|
From Lemma 7, we obtain:

I Corollary 8. Boundedly, finitely and countably ambiguous tree languages are closed under
finite union and intersection.

I Lemma 9. Let A be a parity automaton with a set Q of useful states. Then, for each state
q ∈ Q, da(Aq) ≤ da(A).

I Corollary 10. Let A be a boundedly (respectively, finitely, countably) ambiguous parity tree
automaton with a set Q of useful states. Let Q′ ⊆ Q. Then AQ′ is boundedly (respectively,
finitely, countably) ambiguous.

I Lemma 11. Let L1 and L2 be two tree languages such that da(L1) 6= da(L2) and L1 ⊆ L2.
Then, there exists a tree t ∈ L2 \ L1.

I Lemma 12. Let A = (Q,Σ, QI , δ,C) be a parity tree automaton. Then, there is a parity
tree automaton B = (QB,Σ, {qBI }, δB,C) with single initial state such that L(B) = L(A), and
da(B) ≤ da(A).

I Definition 13 (Moore machine). A Moore machine is a tuple M = (Σ,Γ, Q, qI , δ, out),
where Σ is a finite input alphabet, Q is a finite set of states, qI ∈ Q is an initial state,
δ : Q × Σ → Q is a transition function, Γ is an output alphabet, and out : Q → Γ is an
output function.

Define δ̂ : Σ∗ → Q by δ̂(ε) := qI and δ̂(w) := δ(δ̂(w′), a) for w = w′ · a where w′ ∈ Σ∗
and a ∈ Σ. We say that a function F : Σ∗ → Γ is definable by a Moore machine if there is a
Moore machine M such that F (w) = out(δ̂(w)) for all w ∈ Σ∗.

I Definition 14. Let F : Σ∗1 → Σ2 be a function definable by a Moore machine, and let
t1 ∈ TωΣ1

. We define t2 := F̂ (t1) as a tree in TωΣ2
such that t2(v) := F (t1(v1) · · · · · t1(vk))

where v1, v2, . . . , vk is the path from the root to v.
For a tree language L ⊆ TωΣ1

, we define F̂ (L) := {F̂ (t) | t ∈ L} ⊆ TωΣ2
.
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I Lemma 15 (Reduction). Let L1 and L2 be regular tree languages over alphabets Σ1 and
Σ2, respectively. Let F : Σ∗1 → Σ2 be a function definable by a Moore machine. Assume that
for each t ∈ TωΣ1

, t ∈ L1 iff F̂ (t) ∈ L2. Then da(L1) ≤ da(L2).

4 Not-Finitely Ambiguous Languages

We provide here sufficient conditions for a language to be not finitely ambiguous. First, we
state our main technical result - Proposition 17. Then, we derive some consequences. Finally,
a proof of Proposition 17 is given. Our proof relies on the fact that there is no MSO-definable
function which assigns to every non-empty antichain Y a finite non-empty subset X ⊆ Y

(Lemma 6), and our proof techniques refine the proof techniques of [5].

I Definition 16. For a tree language L over alphabet Σ, we denote by Subtree(L) the tree
language {t ∈ TωΣ | ∃t′ ∈ L ∃v : t′≥v = t}.

I Proposition 17. Let L be a non-empty regular language over an alphabet Σ such that
Subtree(L) 6= TωΣ . Then, the complement of L is not finitely ambiguous.

I Corollary 18 (not finitely ambiguous languages). The following languages are not finitely
ambiguous:
1. The complement of a non-empty regular countable tree language.
2. The complement of a regular language which contains a single tree.
3. The language L∃a1 := {t ∈ TωΣ | t has at least one node labeled by a1} over alphabet

Σ = {a1, . . . , am, c}.

Proof.
(1) Every tree has countably many subtrees. Since L is countable, we conclude that

Subtree(L) is countable. Therefore, Subtree(L) does not contain all trees. By Proposition
17, we conclude that L is not finitely ambiguous.

(2) Follows immediately from (1).
(3) By the definition of L∃a1 we have L∃a1 ∩ Tω{c,a1} = Tω{c,a1} \ {tc}, and therefore by (2),

L∃a1 ∩ Tω{c,a1} is not finitely ambiguous. It is easy to see that Tω{c,a1} is unambiguous
(since there is a deterministic automaton which accepts it). Therefore, by Corollary 8 we
conclude that L∃a1 is not finitely ambiguous. J

It is easy to prove that the complement of every finite language is countably ambiguous.
Therefore, we obtain:

I Corollary 19. If L is regular and its complement is finite and non-empty, then da(L) = ℵ0.

In the rest of this section, Proposition 17 is proved. Let us sketch some ideas of the proof. For
a language L, as in Proposition 17, and any antichain Y we construct trees t0 ∈ L and t ∈ L
with the following property: if A does not accept t0 and accepts t, then every φ ∈ ACC(A, t)
chooses (in an MSO-definable way) an element from Y . Hence, the computations in ACC(A, t)
choose together a subset X of Y of cardinality ≤ |ACC(A, t)| (each computation chooses
a single element). Therefore, if A accepts L and is finitely ambiguous, then X is finite -
a contradiction to Lemma 6. To implement this plan, in Subsect. 4.1 we recall a game
theoretical interpretation of “a tree is accepted by an automaton.” Then, in Subsect. 4.2 we
analyze which concepts related to these games are MSO-definable. Finally, in Subsect. 4.3,
the proof is completed.



A. Rabinovich and D. Tiferet 80:7

4.1 Membership Game
Let A = (Q,Σ, {qI}, δ,C) be a parity tree automaton, and let t be a Σ-labeled tree. A
two-player game Gt,A (called a “membership game”) between Automaton and Pathfinder
is defined as follows. The positions of Automaton are {l, r}∗ × Q, and the positions of
Pathfinder are {l, r}∗ ×Q×Q. The initial position is (ε, qI).

From a position (v, q) ∈ {l, r}∗ × Q Automaton chooses a tuple (ql, qr) ∈ Q × Q such
that ∃a ∈ Σ : (q, a, ql, qr) ∈ δ, and moves to the position (v, ql, qr). From a position
(v, ql, qr) ∈ {l, r}∗ × Q × Q Pathfinder chooses a direction d ∈ {l, r}, and moves to the
position (v · d, qd).

We define a play s := e0, d0, e1, d1, . . . , ei, di, · · · ∈ (Q × Q × {l, r})ω as an infinite
sequence of moves, corresponding to the choices of Automaton and Pathfinder from the initial
position. We say that the move ei = (ql, qr) from position (q, v) is invalid for Automaton if
(q, t(v), ql, qr) /∈ δ.

A strategy for a player in Gt,A is a function which determines the next move of the
player based on previous moves of both players.

A positional strategy for a player in Gt,A is a strategy which determines the next move
of the player based only on the current position. A positional strategy for Automaton is a
function str : {l, r}∗ × Q → Q × Q, and a positional strategy for Pathfinder is a function
STR : {l, r}∗ ×Q×Q→ {l, r}.

Let CG be a coloring function which maps each position in Gt,A to a color in N. We
define CG(v, q) := C(q) for Automaton’s positions, and CG(v, ql, qr) := 0 for Pathfinder’s
positions.

For each play s define πs as the infinite sequence of positions corresponding to the
moves in s. A play s is winning for Automaton iff s does not contain an invalid move for
Automaton, and the maximal color which CG assigns infinitely often to the positions in πs is
even. Since all Pathfinder’s positions are colored by 0, it is sufficient to consider the coloring
of Automaton’s positions in πs.

We say that a play is consistent with a strategy of a player if all moves of the player are
according to the strategy. A winning strategy for a player is a strategy such that each
play which is consistent with the strategy is winning for the player.

Parity games are positionally determined [6], i.e., for each parity game, one of the players
has a positional winning strategy. Therefore, if a player has a winning strategy, then he has
a positional winning strategy. Additionally, if a positional strategy of a player wins against
all positional strategies of the other player, then it is a winning strategy.

We recall standard definitions and facts about the connections between games and tree
automata [7, 10].

Let φ : {l, r}∗ → Q be a function such that φ(ε) = qI and ∀v ∈ {l, r} : ∃a ∈ Σ :
(φ(v), a, φ(v · l), φ(v · r)) ∈ δ. We define a positional strategy strφ : {l, r}∗ × Q → Q × Q
for Automaton, by strφ(v, q) := (φ(v · l), φ(v · r)). Conversely, for each positional strategy
str : {l, r}∗ × Q → Q × Q of Automaton we construct a function φstr : {l, r}∗ → Q

by φ(ε) := qI and for all v ∈ {l, r}∗ we set φ(v · l) := ql, and φ(v · r) := qr where
str(v, φ(v)) = (ql, qr).

B Claim 17.1.
1. Let s be a play which is consistent with strφ, and let (vi, qi) be the i-th position of

Automaton in πs. Then, φ(vi) = qi.
2. If φ ∈ ACC(A, t), then strφ is a positional winning strategy for Automaton.
3. If str is a positional winning strategy for Automaton, then φstr ∈ ACC(A, t).
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The next claim describes what happens when Pathfinder plays his winning strategy in
Gt,A against an Automaton’s winning strategy in Gt′,A (for t′ 6= t).

B Claim 17.2. Assume t /∈ L(A) and let φ be an accepting computation of A on a tree t′,
and STR be a winning strategy of Pathfinder in Gt,A. Let s := e0, d0, e1, d1, . . . , ei, di, . . .

be the play which is consistent with strφ and STR. Then, there is i ∈ N such that ei is an
invalid move for Automaton in Gt,A. Moreover, if ei is the first invalid move for Automaton
in s, then t(v) 6= t′(v) for v := d0 . . . di−1.

Proof. Assume towards a contradiction that s does not contain an invalid move for Automaton,
and let (vi, qi) be the i-th position of Automaton in πs. By definition of Gt,A it is easy to see
that π = v0, . . . , vi, . . . is a branch in the full-binary tree. Since φ is an accepting computation
of A on t′, we conclude that the maximal color which C assigns infinitely often to states in
φ(π) is even. By Claim 17.1(1) we have φ(vi) = qi, and therefore φ(π) = q0 . . . qi . . . . By the
definition of CG we have CG(vi, qi) = C(qi) and we conclude that the maximal color which
C assigns infinitely often in πs is even, and therefore the play is winning for Automaton - a
contradiction to STR being a winning strategy of Pathfinder.

Therefore, Automaton makes an invalid move in s. Let ei = (ql, qr) be the first invalid move
of Automaton in s. Since ei is invalid we have (qi, t(vi), ql, qr) /∈ δ, and by definition of strφ we
obtain (ql, qr) = (φ(vi · l), φ(vi ·r)). Since φ(vi) = qi we have (φ(vi), t(vi), φ(vi · l), φ(vi ·r)) /∈ δ.
φ is a computation of A on t′ and therefore (φ(vi), t′(vi), φ(vi · l), φ(vi · r)) ∈ δ, and we
conclude that t(vi) 6= t′(vi). Notice that by the definition of Gt,A we have vi = d0 . . . di−1,
and the claim follows. C

4.2 MSO-definability
Throughout this section we will use the following conventions and terminology.
Positional Pathfinder strategies as labeled trees A positional strategy STR for Pathfinder

is a function in {l, r}∗×Q×Q→ {l, r}. Hence, it can be considered as a Q×Q→ {l, r}
labeled tree. Below we will not distinguish between a positional Pathfinder’s strategy
and the corresponding Q×Q→ {l, r} labeled full-binary tree. In particular, we call such
a strategy regular, if the corresponding tree is regular.

MSO-definability We will use “MSO-definable” for “MSO-definable in the unlabeled full-
binary tree.”

The rest of the proof deals with MSO-definability. By Claim 17.2, there is a function
InvalidA(φ, STR, t, v) which, for every accepting computation φ of A on t′, returns a node
v such that t′(v) 6= t(v). This function depends on the strategy STR of Pathfinder. The
restriction of InvalidA to the Pathfinder positional winning strategies in Gt,A is MSO-
definable (with parameters t and STR) by the following formula LeadsA(φ, STR, t, v), which
describes in MSO the play of φ against STR up to the first invalid move of Automaton (at
the position (v, φ(v)).

Define LeadsA(φ, STR, t, v) as the conjunction of:
1. φ(ε) = qI -the play starts from the initial position.
2. ∀u < v : ((φ(u), t(u), φ(u · l), φ(u · r)) ∈ δ - all Automaton’s moves at the positions (u, q),

where u is an ancestor of v respect δ. (By Claim 17.1(1), in any play consistent with φ,
Automaton can reach only the positions of the form (u, φ(u))).

3. (φ(v), t(v), φ(v · l), φ(v · r)) /∈ δ - the Automaton move at (v, φ(v)) is invalid.
4. ∀u < v : (STR(u, φ(u · l), φ(u · r)) = l)↔ u · l ≤ v)) - the Pathfinder moves d0 . . . dj . . .

are consistent with STR and are along the path from the root to v, i.e., d0d1 . . . dj ≤ v.
To sum up, we have the following claim:



A. Rabinovich and D. Tiferet 80:9

B Claim 17.3. LeadsA(φ, STR, t, v) defines a function which, for every tree t 6∈ L(A), every
Pathfinder’s positional (in Gt,A) winning strategy STR, and every φ ∈ ACC(A, t′), returns
a node v such that t(v) 6= t′(v).

Claim 17.3 plays a crucial role in our proof. It is instructive to compare it with Theorem 5
which implies that there is no MSO-definable function F (t,D, v) which for a tree t 6= t′ and
D := {u | t(u) 6= t′(u)} returns a node v such that t(v) 6= t′(v).

The following claim is folklore.

B Claim 17.4. Let t0 be a regular tree such that t0 /∈ L(A). Then, Pathfinder has a regular
positional winning strategy in Gt0,A.

Let t0 be a regular tree such that t0 /∈ L(A). By Claim 17.4 there is a regular positional
winning strategy ŜTR of Pathfinder in Gt0,A. Now, we can substitute ŜTR and t0 for
arguments STR and t of LeadsA and obtain the following claim:

B Claim 17.5. For every regular tree t0 /∈ L(A) and a regular positional winning strategy
ŜTR for Pathfinder in Gt0,A, there is an MSO-definable function which, for each accepting
computation φ of A on t′, returns a node v such that t0(v) 6= t′(v).

Proof. Let ψt0(σ) and ψ
ŜTR

(STR) be MSO-formulas that define t0 and ŜTR. Then, by
Claim 17.3, ∃σ∃STR : ψt0(σ) ∧ ψ

ŜTR
(STR) ∧ LeadsA(φ, STR, σ, v) defines such a function.

C

Notations. For trees t and t′ and an antichain Y , we denote by t[t′/Y ] the tree obtained
from t by grafting t′ at every node in Y .

B Claim 17.6. Let t0 and t1 be regular trees. Then, there is an MSO-formula graftt0,t1(Y, σ)
defining a function which for every antichain Y returns the tree t0[t1/Y ].

4.3 Finishing Proof of Proposition 17
Now, we have all the ingredients ready for the proof of Proposition 17. Let L be as in
Proposition 17. We claim that there are regular Σ-labeled trees t0 ∈ L and t1 6∈ Subtree(L).
Indeed, by Rabin’s basis theorem there is a regular t0 ∈ L. Since L is regular, there is an
automaton B = (Q,Σ, {qI}, δ,C) (with only useful states) which accepts L. It is clear that
BQ accepts Subtree(L), and therefore Subtree(L) is regular. The complement of Subtree(L)
is regular (as the complement of a regular language) and non-empty (since Subtree(L) 6= TωΣ ),
and therefore contains a regular tree t1 (by Rabin’s basis theorem). Note that t0[t1/Y ] 6∈ L
for every non-empty antichain Y .

Let A be such that L(A) = L, and let α
t0,A,ŜTR

(φ, v) be a formula which defines the
function from Claim 17.5 (t0[t1/Y ] now takes the role of t′).

Define a formula: ChoiceA,t0,t1,ŜTR(Y, φ, y) := y ∈ Y ∧ ∃v(α
t0,A,ŜTR

(φ, v) ∧ v ≥ y).

B Claim 17.7. ChoiceA,t0,t1,ŜTR(Y, φ, y) defines a function which for every non-empty
antichain Y and an accepting computation φ of A on t0[t1/Y ], returns a node y ∈ Y .

Proof. By Claim 17.5, α
t0,A,ŜTR

(φ, v) returns a node v such that t0(v) 6= (t0[t1/Y ])(v). By
definition of t0[t1/Y ], there is a unique node y ∈ Y such that v ≥ y. C

Define ChooseSubsetA,t0,t1,ŜTR(Y,X) := ∀x : x ∈ X iff the following conditions hold:
1. x ∈ Y and
2. ∃σ such that
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a. graftt0,t1(Y, σ) - “σ = t0[t1/Y ]” and
b. ∃φAcceptingRunA(σ, φ) ∧ ChoiceA,t0,t1,ŜTR(Y, φ, x), where AcceptingRunA(σ, φ)

defines “φ is an accepting computation of A on the tree σ.”

B Claim 17.8. ChooseSubsetA,t0,t1,ŜTR(Y,X) defines a function which maps every non-
empty antichain Y to a non-empty subset X ⊆ Y . Moreover, |X| ≤ |ACC(A, t0[t1/Y ])|.

Proof. If Y is non-empty, then t0[t1/Y ] ∈ L, because t1 6∈ Subtree(L). Hence, A has at least
one accepting computation on t0[t1/Y ]. Therefore, X is non-empty, by Claim 17.7. The
“Moreover” part immediately follows from Claim 17.7. C

Let A be such that L(A) = L and assume towards a contradiction that A is finitely ambiguous.
In particular, there are finitely many accepting computations of A on t0[t1/Y ], and therefore
by Claim 17.8, we conclude that ChooseSubsetA,t0,t1,ŜTR(Y,X) assigns to every non-empty
antichain Y a finite non-empty X ⊆ Y - a contradiction to Lemma 6.

5 k-Ambiguous Languages

In this section we prove that for every 0 < k ∈ N, there is a tree language with the degree of
ambiguity equal to k. First, we introduce some notations. For a letter σ, we denote by tσ,
the full-binary tree with all nodes labeled by σ. Let L¬a1∨···∨¬ak

:= L¬a1 ∪ · · · ∪ L¬ak
be a

tree language over alphabet Σn = {c, a1, a2, ..., an}, where L¬ai
:= {t ∈ TωΣn

| no node in t is
labeled by ai}.

I Proposition 20. The degree of ambiguity of L¬a1∨···∨¬ak
for k ≤ n is k.

It is easy to see that L¬ai are accepted by deterministic automata. Therefore, by Lemma
7, we obtain that L¬a1∨···∨¬ak

is k-ambiguous. In the rest of this section we will show that
L¬a1∨···∨¬ak

is not (k − 1)-ambiguous. It was shown in [3] that L¬a1∨¬a2 is ambiguous.

I Lemma 21. Let L∃a1∧···∧∃am
:= {t ∈ TωΣn

| for every i ≤ m there is a node in t labeled
by ai}, and let L be a tree language such that tc /∈ L and L∃a1∧···∧∃am ∩ Tω{c,a1,...,am} ⊆ L.
Then, L is not finitely ambiguous.

Proof. Define a function F : Σ∗ → Σ such that F (σ1 . . . σk) := ak−i+1 if there is i such that
σi = a1, for all j < i : σj 6= a1 and k − i+ 1 ≤ m. Otherwise, F (σ1 . . . σk) := c.

It is easy to see that F is definable by a Moore machine, and ∀t ∈ TωΣ : t ∈ L∃a1 iff
F̂ (t) ∈ L. Therefore, by Lemma 15 we conclude that da(L) ≥ da(L∃a1). Since L∃a1 is not
finitely ambiguous (by Corollary 18 (3)), we conclude that L is not finitely ambiguous. J

Notations. Let a ∈ Σ, t1 ∈ TωΣ and t2 ∈ TωΣ . We define Tree(a, t1, t2) ∈ TωΣ as a tree t
where t(ε) = a, t≥l = t1 and t≥r = t2.

I Lemma 22. Let A be a finitely ambiguous automaton over alphabet Σn such that L(A) =
L¬a1∨···∨¬ak

for k ≤ n. Then |ACC(A, tc)| ≥ k.

Proof. We will prove by induction on k. For k = 1 the claim holds trivially, since tc ∈ L(A)
implies that |ACC(A, tc)| ≥ 1.

Assume the claim holds for all k < m ≤ n and prove for k = m.
Let A = (Q,Σ, QI , δ,C) be a finitely ambiguous automaton which accepts L¬a1∨···∨¬am

.
Define R := {(q1, q2) ∈ Q×Q | ∃qi ∈ QI : (qi, c, q1, q2) ∈ δ)}, and let R[1] and R[2] be the
projections of the first and second coordinate of R on Q, respectively.



A. Rabinovich and D. Tiferet 80:11

Define Q∃am := {q ∈ R[1] | L(Aq) ∩ L∃am 6= ∅}, and let Q∃am∧tc := {q ∈ Q∃am | tc ∈
L(Aq)} and Q∃am∧¬tc := Q∃am

\Q∃am∧tc .
By definition of Q∃am∧¬tc we have tc /∈ L(AQ∃am∧¬tc

) and therefore L(AQ∃am∧¬tc
) ∩

Tω{c,am} ⊆ T
ω
{c,am} \ {tc}. The language Tω{c,am} \ {tc} is not finitely ambiguous by Corollary

18 (2). L(AQ∃am∧¬tc
) is finitely ambiguous (by Corollary 10) and since Tω{c,am} is unambiguous

we conclude that L(AQ∃am∧¬tc
)∩Tω{c,am} is finitely ambiguous, by Corollary 8. Therefore, by

Lemma 11, there is a tree t′ ∈ Tω{c,am} \ {tc} = L∃am
∩ Tω{c,am} such that t′ /∈ L(AQ∃am∧¬tc

),
and since L∃am ∩ Tω{c,am} ⊆ L(AQ∃am

) = L(AQ∃am∧tc
) ∪ L(AQ∃am∧¬tc

) we conclude that
t′ ∈ L(AQ∃am∧tc

).
Define Q′ := {q ∈ R[1] | t′ ∈ L(Aq)} and R′ := {(q1, q2) ∈ R | q1 ∈ Q′}. Since t′ ∈ L∃am

∩
Tω{c,am}, we conclude that {t ∈ TωΣ | Tree(c, t′, t) ∈ L¬a1∨···∨¬am} = L¬a1∨···∨¬am−1 . There-
fore, L(AR′[2]) = L¬a1∨···∨¬am−1 , and by induction assumption we obtain |ACC(AR′[2], tc)| ≥
m− 1.

For each computation φ ∈ ACC(AR′[2], tc) we will construct a computation g(φ) ∈
ACC(A, tc), as following. Let q2 := φ(ε). By the definition of R′, there is (q1, q2) ∈ R′

such that t′ ∈ L(Aq1). Since t′ ∈ L(AQ∃am∧tc
) we have tc ∈ L(Aq1), and therefore there

is a computation φc ∈ ACC(Aq1 , tc). Let qi ∈ QI such that (qi, c, q1, q2) ∈ δ. By defining
g(φ) := Tree(qi, φc, φ) we obtain that g(φ) ∈ ACC(A, tc), as requested.

Let Φ := {g(φ) | φ ∈ ACC(AR′[2], tc)}. g(φ)≥r = φ and therefore g is injective, and we
conclude that |Φ| = |ACC(AR′[2], tc)| ≥ m− 1.

We now need to find an additional computation φ ∈ ACC(A, tc) such that φ /∈ Φ,
resulting |ACC(A, tc)| ≥ m.

Let Q∃a1∧···∧∃am−1 := {q ∈ R[2] | L(Aq) ∩ L∃a1∧···∧∃am−1 6= ∅} and let
Qtc∧∃a1∧···∧∃am−1 := {q ∈ Q∃a1∧···∧∃am−1 | tc ∈ L(Aq)} and
Q¬tc∧∃a1∧···∧∃am−1 := Q∃a1∧···∧∃am−1 \Qtc∧∃a1∧···∧∃am−1 .

B Claim 22.1. There is a tree t′′ ∈ L∃a1∧···∧∃am−1 ∩ Tω{c,a1,...,am−1} such that t′′ ∈
L(AQtc∧∃a1∧···∧∃am−1

) and t′′ /∈ L(AQ¬tc∧∃a1∧···∧∃am−1
).

Proof. By the definition of R[2] we have L∃a1∧···∧∃am−1∩Tω{c,a1,...,am−1} ⊆ L(AR[2]) and there-
fore by the definition of Qtc∧∃a1∧···∧∃am−1 and Q¬tc∧∃a1∧···∧∃am−1 , we have L∃a1∧···∧∃am−1 ∩
Tω{c,a1,...,am−1} ⊆ L(AQtc∧∃a1∧···∧∃am−1

) ∪ L(AQ¬tc∧∃a1∧···∧∃am−1
).

Assume towards contradiction that the claim does not hold. Then, we obtain
L∃a1∧···∧∃am−1 ∩ Tω{c,a1,...,am−1} ⊆ L(AQ¬tc∧∃a1∧···∧∃am−1

). We have tc /∈
L(AQ¬tc∧∃a1∧···∧∃am−1

), and therefore by Lemma 21 we obtain that L(AQ¬tc∧∃a1∧···∧∃am−1
) is

not finitely ambiguous - a contradiction to A being finitely ambiguous. C

Let t′′ be a tree as in Claim 22.1. We have t′′ ∈ L∃a1∧···∧∃am−1 ∩Tω{c,a1,...,am−1}, and therefore
Tree(c, tc, t′′) ∈ L¬a1∨···∨¬am

= L(A), and there is a computation φ ∈
ACC(A, T ree(c, tc, t′′)). Let q := φ(r). By definition of t′′, we have q ∈ Qtc∧∃a1∧···∧∃am−1

and therefore tc ∈ L(Aq). Let φc ∈ ACC(Aq, tc), and let φ′ be the computation obtained
from φ by grafting φc on r. We conclude that φ′ ∈ ACC(A, tc).

Assume towards contradiction that φ′ ∈ Φ, and let q1 := φ′(l) and q2 := φ′(r). We have
t′ ∈ L(Aq1) (by definition of |Φ|) and t′′ ∈ L(Aq2) (by definition of φ′). Therefore, by grafting
computations φt′ ∈ ACC(Aq1 , t

′) and φt′′ ∈ ACC(Aq2 , t
′′) to the left and right children of

the root of tc, respectively, we obtain Tree(c, t′, t′′) ∈ L(A). That is a contradiction, since
t′ contains an am labeled node, and t′′ contains a1, . . . , am−1 labeled nodes, and therefore
Tree(c, t′, t′′) /∈ L¬a1∨···∨¬am .

We conclude that φ′ /∈ Φ, and therefore |ACC(A, tc)| ≥ 1 + |Φ| = 1 + (m− 1) = m. J
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6 Finitely Ambiguous Languages

I Definition 23. Let Σ = {a1, a2, c}. We define the following languages over Σ:
For k,m ∈ N such that k < m, we define Lk,m as the set of trees t which are obtained
from tc by grafting a tree t′ ∈ L¬a1∨¬a2 on node lkr, and grafting ta1 on node lm.
For m ∈ N we define Lm := ∪k<mLk,m.
Lfa := ∪m∈NLm.

I Proposition 24. The degree of ambiguity of Lfa is finite.
The proposition follows from Lemma 25 and Lemma 27 proved below.

I Lemma 25. There is a finitely ambiguous automaton which accepts Lfa

Sketch. On a tree t ∈ Lm the automaton “guesses” a position i < m and checks that
t≥lir ∈ L¬a1∨¬a2 (using a 2-ambiguous automaton), and checks that t≥ljr = tc for all
j 6= i ∧ j < m, and checks that t≥lm = ta1 (using deterministic automata). J

I Lemma 26. Let L be a tree language such that Lm ⊆ L ⊆ Lfa. Then, L is not m − 1
ambiguous.

Proof. Let A be an automaton with states Q which accepts L, and assume A is finitely
ambiguous. Define a set Q′ ⊆ Q by Q′ := {φ(lir) | i < m ∧ ∃t ∈ L : φ ∈ ACC(A, t)} and
Q∃a1 := {q ∈ Q′ | L∃a1 ∩ L(Aq) 6= ∅}, and let Qtc∧∃a1 := {q ∈ Q∃a1 | tc ∈ L(Aq)} and
Q¬tc∧∃a1 := Q∃a1 \Qtc∧∃a1 .

Relying on the fact that Tω{c,a1} \ {tc} is not finitely ambiguous (by Corollary 18 (2)), we
derive the following claim:

B Claim 26.1. There is a tree t∃a1 ∈
(
Tω{c,a1} \ {tc}

)
∩
(
L(AQtc∧∃a1

) \ L(AQ¬tc∧∃a1
)
)
.

Recall that tm is the tree which is obtained from tc by grafting ta1 on node lm. For each
i < m, define tmi as the tree which is obtained from tm by grafting t∃a1 on node lir. It is
clear that tmi ∈ L(A), and therefore there is an accepting computation φi of A on tmi .

t∃a1 ∈ L(AQtc∧∃a1
) \ L(AQ¬tc∧∃a1

) and since t∃a1 ∈ Aφi(lir) we conclude that φi(lir) ∈
Qtc∧∃a1 and therefore tc ∈ L(Aφi(lir)). Let φci ∈ ACC(Aφi(lir), tc), and construct a compu-
tation φ′i from φi by grafting φci on lir. This tree which is obtained from tmi by grafting tc
on lir is the tree tm and therefore φ′i ∈ ACC(A, tm).

We are going to show that for all i < j < m, the computations φ′i, φ′j ∈ ACC(A, tm)
are different. Assume towards a contradiction φ′i = φ′j and let φ̂ := φ′i. Define pi := φ̂(lir),
pj := φ̂(ljr), and let φpi

∈ ACC(Api
, t∃a1) and φpj

∈ ACC(Ap2 , t∃a1). Construct t′ from tm

by grafting t∃a1 on nodes lir and ljr, and construct φ′ from φ̂ by grafting φpi
on lir and φp2

on ljr. It follows that φ′ is an accepting computation of A on t′, which is a contradiction,
since t′ /∈ Lfa (since t′≥ljr = t′≥lir = t∃a1 6= tc) and therefore t′ /∈ L (since L ⊆ Lfa). We
conclude that there are at least m different accepting computations of A on tm. J

I Remark. The language Lm is 2m ambiguous but not m− 1 ambiguous. This implies that
the hierarchy of ambiguous languages is infinite. The point of the more complex construction
in Sect. 5 is to show that this hierarchy is populated at every level.

I Lemma 27. Lfa is not boundedly ambiguous

Proof. ∀m ∈ N : Lm ⊆ Lfa, and therefore from Lemma 26 it follows that Lfa is not
(m− 1)-ambiguous. That is, Lfa is not boundedly ambiguous. J
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7 Uncountably Ambiguous Languages

I Definition 28. Let L¬ba be an arbitrary regular tree language over alphabet Σ which is not
boundedly ambiguous. Let c ∈ Σ and define a language Luc over alphabet Σ. t ∈ Luc iff the
following conditions hold:
∀v ∈ l∗ : t(v) = c

∀v ∈ l∗r : t≥v ∈ L¬ba.
It is immediate to formalize Luc using an MSO-formula, and therefore it is regular.

I Proposition 29. The degree of ambiguity of Luc is 2ℵ0 .

Proof. Let A = (Q,Σ, QI , δ,C) be a parity automaton such that L(A) = Luc. Let Q′ :=
{φ(v) | v ∈ l∗r and ∃t : φ ∈ ACC(A, t)}. First, observe the following Claim:

B Claim 29.1. L(AQ′) = L¬ba

Next, define Qunam := {q ∈ Q′ | Aq is unambiguous}, and Qamb := Q′ \Qunam. Let k :=
|Qunam|. By Lemma 7(1), L(AQunam) is k-ambiguous, since it is accepted by an automaton
AQunam

and L(AQunam
) is a union of k unambiguous languages. Clearly, L(AQunam

) ⊆
L(AQ′), and therefore by Claim 29.1 we obtain L(AQunam) ⊆ L¬ba. Applying Lemma 11 we
obtain a tree t′ ∈ L¬ba such that t′ /∈ L(AQunam

). Since L(AQunam
)∪L(AQamb

) = L(AQ′) =
L¬ba, we conclude that t′ ∈ L(AQamb

).
Construct a tree t̂ from tc by grafting t′ on all nodes l∗r. It is clear that t̂ ∈ L(A) = Luc,

and therefore there is a computation φ̂ ∈ ACC(A, t̂). By definition of t′, ∀v ∈ l∗r : φ̂(v) ∈
Qamb.

For every q ∈ Qamb, there is a tree tq ∈ L(Aq) such that there are two different
computations φq1, φ

q
2 of Aq on tq.

Let qi := φ̂(lir); let t̄ be the tree which is obtained from t̂ as follows: graft tqi on lir in t̂
for i ∈ N. We will show that there are uncountable many accepting computations on t̄.

For S ⊆ N, let φS be a computation on t̄ which coincides with φ̂ on the nodes in l∗ ∪ l∗r,
and for each i: if i ∈ S, then φS coincides with φqi

1 on t̄≥lir = tqi ; if i 6∈ S, then φS coincides
with φqi

2 on t̄≥lir = tqi . It is easy to see that φS is an acceptiong computation on t̄, and
φS1 6= φS2 for S1 6= S2. Hence, |ACC(A, t̄)| ≥ |{S | S ⊆ N}| = 2ℵ0 , and da(Luc) = 2ℵ0 . J

8 Conclusion

We proved that the ambiguity hierarchy is strict for regular languages over infinite trees. A
natural question is whether the ambiguity degree is decidable. However, this is not a trivial
matter. In [3] some partial solutions for variants of the problem whether a given language is
unambiguous are provided.

We provided sufficient conditions for a language to be not finitely ambiguous and for a
language to have uncountable degree of ambiguity.

In particular, we proved that the degree of ambiguity of the complement of a countable
regular language is ℵ0 or 2ℵ0 , and provided natural examples of such languages with countable
degree of ambiguity. Yet, it is open whether the degree of ambiguity of the complement
of countable regular languages is ℵ0. Relying on Niwiński’s characterization of countable
regular languages [9], we can prove that every countable language is unambiguous.
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Abstract
Given a string s of length n over a general alphabet and an integer k, the problem is to decide
whether s is a concatenation of k nonempty palindromes. Two previously known solutions for this
problem work in time O(kn) and O(n log n) respectively. Here we settle the complexity of this
problem in the word-RAM model, presenting an O(n)-time online deciding algorithm. The algorithm
simultaneously finds the minimum odd number of factors and the minimum even number of factors
in a factorization of a string into nonempty palindromes. We also demonstrate how to get an explicit
factorization of s into k palindromes with an O(n)-time offline postprocessing.
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1 Introduction

Factorization, or representation of a string as a concatenation of substrings, is a key tool
in both algorithmic and combinatorial studies on strings. For example, both the Lempel–
Ziv factorization [13] and the Lyndon factorization [10] are ubiquitous in combinatorics
on words and stringology. Factorization into palindromes also attracted the attention of
researchers since 1970s. Recall that a string s = a1a2 · · · an is a palindrome if it is equal
to its reversal ←s = an · · · a2a1; palindromic (k-)factorization is a representation of a string
as a concatenation of (k) nonempty palindromes. There is a bunch of results concerning
palindromic factorization. One of them is a hardness result: deciding the existence of a
factorization into distinct palindromes is NP-complete [2]; for all other natural types of
palindromic factorization, sooner or later linear-time algorithms in the word-RAM model
of computation were designed. Knuth, Morris, and Pratt [11] presented such an algorithm
deciding whether a string has a factorization into even-length palindromes. Galil and Seiferas
[8] did the same for the factorization into palindromes of length >1, and also for 2-, 3-,
and 4-factorization. The existence of k-factorization was shown to be decidable in O(kn)
time [12]. Most of the recent results were related to palindromic length of a string, which is the
minimum number of factors in its palindromic factorization. There are several combinatorics
papers, see e.g. [7, 6, 17], studying the conjecture that every aperiodic infinite string has
finite factors of arbitrarily big palindromic length. On the algorithmic side, the palindromic
length of a string of length n was shown to be computable in O(n logn) time [4, 9, 16]. In
[3], the optimal O(n) bound was reached, using bit compression and range operations.
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A linear-time algorithm for palindromic length gave a hope for better results on palin-
dromic k-factorization, because deciding the latter is equivalent to computing the minimum
even and minimum odd number of factors in a palindromic factorization. An O(n logn) al-
gorithm for palindromic length [16, Prop. 4.2] can be transformed into an O(n logn) algorithm
for even/odd palindromic length [16, Prop. 4.9]. However, the properties of palindromic
length used in the linear-time algorithm of [3] do not hold for even/odd palindromic length.
In this paper we show how to overcome the technical difficulties and present the following
optimal result.

I Theorem 1. There exists an online algorithm deciding, in O(n) time independent of k,
whether a length-n input string over a general alphabet admits a palindromic k-factorization.

In addition, we show how to find a palindromic k-factorization explicitly within the linear
time (but offline). The paper is organized as follows: after preliminaries on strings and
palindromes, we give an O(n logn)-algorithm for computing the even/odd palindromic length
of a string in Section 2. The main section is Section 3 where a linear-time algorithm is
described. We conclude with an algorithm finding an explicit k-factorization (Section 4).
Asterisks (∗) indicate that proofs or additional details can be found in the full version.

Preliminaries. For any i, j, [i..j] denotes the range {k ∈ Z : i ≤ k ≤ j}; we abbreviate
[i..i] as [i]. We use ranges, in particular, to index strings and arrays. For strings we write
s = s[1..n], where n = |s| is the length of s. The empty string is denoted by ε. A string u is a
substring of s if u = s[i..j] for some i, j (j < i means u = ε). Such pair (i, j) is not necessarily
unique; i specifies an occurrence of u at position i. A substring s[1..j] (resp., s[i..n]) is a
prefix (resp. suffix) of s. An integer p ∈ [1..n] is a period of s if s[1..n−p] = s[p+1..n]. We
write sk for the concatenation of k copies of s (thus sk has period |s|). We write ←s for a
string or array obtained from s by reversing the order of elements (thus the equality s = ←

s

defines a palindrome). A substring (resp. suffix, prefix) that is a palindrome is called a
subpalindrome (resp. suffix-palindrome, prefix-palindrome). If s[i..j] is a subpalindrome of s,
the numbers (j + i)/2 and b(j − i+ 1)/2c are respectively the center and the radius of s[i..j].
Subpalindromes of odd (even) length have integer (resp., half-integer) centers.

A (k-)pal-factorization of s is a representation s = w1 · · ·wk, where w1, . . . , wk are
palindromes. The minimum k such that a k-pal-factorization of s exists is the palindromic
length of s, denoted by pl(s). We also introduce the even palindromic length pl0(s) and odd
palindromic length pl1(s) as the minimum even (resp., odd) k among all such factorizations
of s. If s has no pal-factorization with even (odd) number of factors, we write pl0(s) =∞
(resp., pl1(s) =∞). For example, pl(abcba) = pl1(abcba) = 1, pl0(abcba) =∞; pl(acaaba) =
pl0(acaaba) = 2, pl1(acaaba) = 5. A pal-factorization s = w1 · · ·wk with k ≤ |s| − 2 can be
easily transformed into a (k+2)-pal-factorization: either |wi| ≥ 3 for some i, so wi = aua

for some letter a and palindrome u, or |wi| = |wj | = 2 for some i, j, so wi and wj can be
replaced by four 1-letter factors. This leads to the following crucial observation.

I Lemma 2 ([16, Sect. 4.1]). (1) A string s has a k-pal-factorization iff plk mod 2(s) ≤ k.
(2) A k-pal-factorization of s can be obtained in O(|s|) time from its plk mod 2(s)-pal-
factorization.

I Remark 3. Due to Lemma 2, throughout the paper we study the problem of existence of a
k-pal-factorization for a string s as the problem of computing pl0(s) and pl1(s).
Recall that the method for computing pl(s) is dynamic programming: we compute the array
pl[1..n] such that pl[i] = pl(s[1..i]) using an artificial initial value pl[0] = 0 and the rule



M. Rubinchik and A.M. Shur 81:3

pl[k] = 1 + mini∈Sk
pl[i−1], where Sk is the set of positions of all suffix-palindromes of s[1..k].

This rule can be easily adapted to compute pl0(s) and pl1(s) (due to symmetry, we always
write plj assuming j ∈ {0, 1}). We define the arrays plj [1..n] and employ the scheme

pl0[0] = 0, pl1[0] =∞, plj [k] = 1 + min
i∈Sk

pl1−j [i−1], where Sk = {i : s[i..k] =
←−−−
s[i..k]} (1)

Henceforth, s is the input string of length n and PL[i] = (pl0[i], pl1[i]). All considered
algorithms work in the unit-cost word-RAM model with Θ(logn)-bit machine words and
standard operations like in the C language. Since the only operation used on alphabetic
symbols is testing two symbols for equality, the algorithms are valid for the general unordered
alphabet. All algorithms except Algorithm 2 are online and work in iterations: ith iteration
begins with reading the symbol s[i] and ends before reading s[i+1].

2 An O(n log n) Algorithm

Palindromic Iterator. We process the input string using a data structure called (palindromic)
iterator [12], which stores a string s and answers the following queries in O(1) time:
- rad(x) / len(x) returns the radius / length of the longest palindrome in s with the center x;
- maxPal returns the center of the longest suffix-palindrome of s;
- nextPal(x) returns the center of the longest proper suffix-palindrome of the suffix-palindrome
of s with the center x.
The iterator stores an array of radii for all possible centers of palindromes and a list of centers
of suffix-palindromes in increasing order. The update query add(a) appends letter a to s.
Performing this query, the iterator emulates an iteration of Manacher’s algorithm [14] and
updates the list of suffix-palindromes, all within O(1 + maxPalnew−maxPalold) time, which is
O(n) for n updates to the originally empty structure. Below we assume that add(a) returns
the list of deleted centers in the form dead(x) = (x, answers to all queries about x). We also
write cntr(d) = n− (d− 1)/2 for the center of the length-d suffix-palindrome of s[1..n].

With the iterator, the rule (1) can be implemented to work in time proportional to the
number of subpalindromes in s (Ω(n2) in the worst case); one iteration is as follows:
1: add(s[n]); plj [n]← +∞
2: for (x← maxPal; x 6= n + 1

2 ; x← nextPal(x)) do
3: plj [n]← min{plj [n], 1 + pl1−j [n− len(x)]}

Series of Palindromes. Let u1, . . . , u` be all non-empty suffix-palindromes of a string s in
the order of decreasing length. For any i < j, since uj is a suffix of ui, any period of ui is
a period of uj . Hence the sequence of minimal periods of u1, . . . , ul is non-increasing. The
groups of suffix-palindromes with the same minimal period are series of palindromes (of s):

u1, . . . , ui1︸ ︷︷ ︸
p1

, ui1+1, . . . , ui2︸ ︷︷ ︸
p2

, . . . , uit−1+1, . . . , u`︸ ︷︷ ︸
pt

.

A p-series is a series with the period p. The longest and the shortest palindrome in a p-series
are its head head(p) and tail tail(p) respectively (they coincide in a 1-element series).

I Lemma 4 ([4, 9, 12]; (∗)). For any string s, if ` is the length of a tail of a series, then the
head of the next series has length less than 2`/3. In particular, if p1 > . . . > pt are periods
of all series of s, then t = O(log p1) and p1 + · · ·+ pt = O(p1).

Note that length-n strings with Ω(logn) series for Ω(n) prefixes do exist [4]. The structure
of series is described in the following lemma.

MFCS 2020



81:4 Palindromic k-Factorization in Pure Linear Time

I Lemma 5 ([3]; (∗)). For a string s and p ≥ 1, let U be a p-series of palindromes, r = #U .
There exist unique palindromes u, v with |uv| = p, v 6= ε such that one of the conditions holds:
1) U = {(uv)r+1u, (uv)ru, . . . , (uv)2u} and uvu is the head of the next series,
2) U = {(uv)ru, (uv)r−1u, . . . , uvu} and u is the head of the next series,
3) U = {vr, vr−1, . . . , v}, p = 1, |v| = 1, u = ε.
With the notion of series, rule (1) can be rewritten as

plj [n] = 1 + min
U

min
u∈U

pl1−j [n−|u|], where U runs through all series of s. (2)

Our Algorithm 1 below makes use of Lemma 5 to compute each internal minimum in (2) in
O(1) time at the expense of some additional storage. By Lemma 4, this means computing of
both arrays plj [1..n] in O(n logn) time. Algorithm 1 is an adaptation of the algorithm of [3]
for palindromic length; but since it serves as a base for the linear-time solution, we provide
all necessary details. To maintain series, we define an auxiliary array left[1..n]: for p ∈ [1..n],
if s[1..n] has a p-series, then left[p] is such that s[left[p]+1..n] is the longest suffix (which is
not necessarily a palindrome) of s[1..n] with period p; otherwise, left[p] is undefined.

I Example 6. If s[1..n] = · · · aaabaaba and p = 3, the longest 3-periodic suffix is s[n−6..n] =
aabaaba and left[3] = n− 7. If we extend s by b, this will break period 3 and make left[3]
undefined. If we then append ba, the resulting string s · bba = · · · aaabaababbaabbaabba of length n+ 3
will have a suffix-palindrome of period 3 againagainagain, and left[3] will get the new value n− 2.

I Remark 7. We do not explicitly make left[p] undefined if it was defined earlier. We compute
it at the iterations where a p-series is present. If the new value differs from the old one, we
conclude that period p broke since we saw the previous p-series.

I Lemma 8 (∗). Suppose that the iterator contains a string s[1..n] having a p-series. Given
p and |head(p)|, left[p] can be computed in O(1) time.

Internal minima in (2) are computed in O(1) time as follows. Let U = {(uv)ru, . . . , uvu},
where r > 1, be a p-series for s[1..n] (other cases from Lemma 5 are similar). In (2) we compute
m = min{pl1−j [n−rp−|u|], . . . , pl1−j [n−p−|u|]} to update plj [n]. Note that s[1..n] ends with
(uv)ru but not with (uv)r+1u: otherwise, the latter string would belong to U . Then s[1..n−p]
ends with (uv)r−1u but not with (uv)ru and thus has the p-series U ′ = {(uv)r−1u, . . . , uvu}.
Thus, at (n−p)th iteration we computed m′ = min{pl1−j [n−rp−|u|], . . . , pl1−j [n−2p−|u|]}
to update plj [n−p] and savedm′ into an auxiliary array. Thenm = min{m′, pl1−j [n−p−|u|]}
is computed in constant time, as required. We store all precomputed minima in two arrays
prej [1..n], where j ∈ {0, 1} and each prej [p] is, in turn, an array prej [p][0..p−1] such that

prej [p][i] = mint plj [t], where t ∈ [left[p]..n−p−1] and (t− left[p]) mod p = i

and s[t+1..n] begins with a palindrome of minimal period p (3)

(see the example in Fig. 1). If the minimum in (3) is taken over the empty set, prej [p][i] is
undefined. Let {u1 = head(p), . . . , ur} be a p-series for s[1..n], i = n−|u1|− left[p]. Then 0 ≤
i < p and (n−|u`|− left[p]) mod p = i for all `. By (3), pre1−j [p][i] = min`∈[1..r] pl1−j [n−|u`|],
which is exactly the value m mentioned above. We denote PRE[p][i] = (pre0[p][i], pre1[p][i]).

If s[1..n] has a suffix-palindrome w centered at x, we say that w survives the next
iteration if x is the center of a suffix-palindrome of s[1..n+1]. Otherwise, w (or x) dies at
that iteration. We refer to the number of future iterations x survives as its time-to-live,
denoted by pttln(x). The same notions apply to any series of s[1..n] and to its period p; we
write ttln(p) for the time-to-live of p. If p dies, then p-series also dies, but not vice versa.
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· · · b a b a a a b a a a b

left[4] n

0 1 2 3 0 1

s =

(t− left[4]) mod 4:

prej [4] =

plj [n−10] ← 0
min{plj[n−9], plj[n−5]} ← 1

plj [n−8] ← 2
undefined ← 3j = 0, 1

Figure 1 Precomputed values for the 4-series at the nth iteration; see (3). Residues modulo 4
are shown for all positions t ∈ [left[4]..n−4−1]. Each position followed by a palindrome of minimum
period 4 (an arc) contributes to the computation of an element of prej [4]. The palindromes following
the only position marked by 3 have minimum periods 1 (aa) and 3 (aabaa), but not 4.

More precisely, while p is alive, p-series evolves as follows (see Fig. 2; (∗)). A p-series appears
at nth iteration as a single palindrome head(p) = uvu centered at x. At the iteration n+i
such that n+ i− x = x− left[p], x dies together with the series. At some iteration n+i+`,
0 ≤ ` < p−i, the series “reborns” as a palindrome centered at x+ p

2 (if ` = 0, we say that
the series has not died). At the (n+p)th iteration, a palindrome centered at x+p joins the
series; every subsequent p iterations follow the same pattern, but the death of the head no
longer means the death of the series. Knowing the structure of series allows one to store
PRE[p] in dynamic arrays, avoiding the allocation of Ω(n2) space. We omit the proof of the
next lemma, since a stronger result (Lemma 19) is proved in Section 3.

· · · b a b a a a b a a a b a a

left[p] x n n+i n+p

x+p
2 x+p n+i+ℓ

n+p+i

s =

Figure 2 Evolution of a series (p = 4, i = 2, j = 1). 4-series appears at the nth iteration as a
single palindrome head(p) = baaab centered at x (blue arc). At (n+i)th iteration it dies because
s[n+i] 6= s[left[p]]. At (n+i+`)th iteration it reappears as head(p) = aaabaaa centered at x + p

2
(orange arc). At (n+p+i)th iteration this center dies, but the series survives, because it was earlier
joined by a palindrome centered at x+p. Currently head(p) = aabaaabaa (red arc).

I Lemma 9. All arrays PRE[p] can be stored in a data structure requiring O(n logn) space,
O(1) time per deletion of an array, and amortized O(1) time per operation with any element.

Now we are ready for Algorithm 1. Given a new letter s[n], we compute PL[n] as follows:

Algorithm 1 : O(n log n) algorithm, nth iteration.

1: add(s[n]); PL[n]← (∞,∞);
2: for (x← maxPal; x 6= n + 1

2 ; x← nextPal(cntr(d))) do . goes to next head each time
3: p← len(x)− len(nextPal(x)); . min. period of the head centered at x

4: d← p + (len(x) mod p); . length of candidate tail(p)
5: if len(cntr(d))− len(nextPal(cntr(d))) 6= p then d← d + p; . corrected length of tail(p)
6: y ← left[p]; compute left[p]; i← n−len(x)−left[p]; . O(1) time by Lemma 8
7: if left[p] > y then clear PRE[p]; . delete obsolete values
8: if len(x) = d then PRE[p][i]← PL[n−d];
9: PRE[p][i]← (min{pre0[p][i], pl0[n−d]}, min{pre1[p][i], pl1[n−d]});

10: PL[n]← (min{pl0[n], 1 + pre1[p][i]}, min{pl1[n], 1 + pre0[p][i]});

I Proposition 10. Algorithm 1 correctly computes PL[1..n] in O(n logn) time.
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Proof. All add queries require O(n) time in total, so we ignore them. Let x be the center
of a processed suffix-palindrome w = (uv)ru with period p. Then p = |uv| = len(x) −
len(nextPal(x)) (see, e.g., [12, Lemmas 2,3]). Let x′ = cntr(p+ (len(x) mod p)) be the center
of the suffix-palindrome uvu, p′ = len(x′)− len(nextPal(x′)). By Lemma 5, uvu = tail(p) if
p′ = p and uvu = head(p′) otherwise. Thus in lines 3–5 Algorithm 1 computes, using O(1)
queries to the iterator, the period and the length of tail(p). This means, in particular, that
the for loop iterates over all heads of series in s, which means O(logn) runs by Lemma 4.

If a symbol added to s breaks period p, all values in prej [p] become obsolete and should
be deleted. Algorithm 1 handles this in lines 6–7, using Remark 7.

Let {u1, . . . , ur} be a p-series, i = n−|u1|−left[p]. If r = 1, there was no p-series p
iterations ago, so the undefined value prej [p][i] is set to plj [n−|ur|] in line 8. Otherwise
one has prej [p][i] = min{plj [n−|u1|], . . . , plj [n−|ur−1|]} by (3), and this value is updated
using plj [n−|ur|] in line 9; so prej is correctly maintained. Finally, in line 10 the rule (2) is
implemented. So the algorithm is correct and each run of the for loop takes O(1) amortized
time due to Lemma 9. The result now follows. J

3 Linear-Time Algorithm

Resources for speed-up. In some cases, dynamic programming can be sped up by a logn
factor by a technique called four Russians’ trick [1]. The idea is to store the DP array(s)
in a compressed form requiring O(1) bits per element and update (logn)-size chunks of the
compressed array using O(1) operations on machine words. The key operations used are
table operations: f(..) is a table operation if it has o(n) (typically O(nα), where α < 1) valid
inputs and the results for all valid inputs can be computed in o(n) time.

I Remark 11. We follow a usual scheme: all results for a constant number of table operations
are computed in the o(n)-time preprocessing phase and stored in auxiliary tables.

This technique was used, in particular, for palindromic factorization in [12, 3] and for square
factorization in [15]. To apply it to Algorithm 1, we should meet the following conditions:
(i) the array PL can be compressed to O(1) bits per element; (ii) each array PRE[p] can
be compressed to O(p + logn) bits; (iii) updates of arrays PL,PRE[p] (lines 8–10) can be
performed without decompression, simultaneously for Ω(logn) successive iterations with a
constant number of operations over machine words; (iv) all intermediate states of arrays PL
and PRE[p] during the course of the algorithm are valid inputs for the compression scheme.

For palindromic length [3] this works as follows. If w is a string and a is a letter, then
|pl(wa)−pl(w)| ≤ 1 [16, Lemma 4.11]. Thus it is possible to store any subarray pl[i..j] as one
number pl[i] followed by (j−i) 2-bit codes for the differences pl[r]− pl[r−1]. The situation
with the arrays pre[p] is subtle, but each of these arrays can be efficiently split into a constant
number of chunks, where successive elements of the same chunk differ by at most one. For
each chunk, the same encoding as for pl works. Range updates are based on the observation
that if s[1..n−1] has a suffix-palindrome with the center x, which survives next t iterations,
then one can assign pl[n..n+t−1]← min{pl[n..n+t−1], 1 +

←−−−−−−−−−−−−−−−
pl[2x−n−t−1..2x−n]}.

Let t = b logn
8 c. Formally, a chunk is an array A = A[1..h], where h < t, of (logn)-bit

numbers such that |A[i]−A[i−1]| ≤ 1 for all i; it is stored as a (logn)-bit number followed
by h 2-bit codes encoding these differences. If the length of a chunk is less than t, the unused
2-bit code is added to the end. In chunks

←
A and min{A,B} the consecutive elements differ

by at most 1, so they can be compressed. The next lemma allows fast performance.
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I Lemma 12 ([3];(∗)). The following operations can be performed in O(1) time using table
operations: (1) incrementing all elements of a chunk, (2) extracting an element from a chunk,
(3) extracting a chunk at any position, (4) reversing a chunk, (5) concatenating two chunks,
(6) extending a chunk with dummy values, (7) taking the minimum of two chunks.

The algorithm of [3] groups iterations into phases. Each phase begins immediately after
the end of the previous phase and continues until one of three conditions is met: t iterations
passed, the input string ended, or the longest suffix-palindrome will die at the next iteration.
In the beginning of a phase, a “prediction” is made that maxPal survives the next t iterations.
Under this assumption, time-to-live’s of periods are computed in O(1) time and range updates
to pre and pl are performed for the corresponding number of iterations, using O(1) operations
from Lemma 12. After processing all series, actual t letters are added one by one; each time
the iterator is updated, one or two new centers for palindromes appear. These palindromes
are used to update pl and pre; their time-to-live’s are computable in O(1) time. When s[i] is
processed, pl[i] gets its true value. If an input symbol changes maxPal, the phase is aborted,
unfinished updates are deleted, and a new phase is started from the current symbol.

Compression and smoothing. The following lemma allows one to compress the array PL.

I Lemma 13. If w is a string, a, b are letters, j ∈ {0, 1}, then plj(wab) ∈ {pl1−j(wa) + 1,
pl1−j(wa)− 1, pl1−j(w) + 1}.

Proof. Let k = plj(wab). Consider all palindromic factorizations of the form wab = w1 · · ·wk.
Three cases are possible.
1. There is a factorization with wk = b. Then k = pl1−j(wa) + 1.
2. There is a factorization with wk = bub, u 6= ε, and no factorization with wk = b. Then wa
has no (k−1)-factorization, but has a (k+1)-factorization w1 · · ·wk−1bu; so k = pl1−j(wa)−1.
3. wk = ab in each factorization (so a = b). Then k = pl1−j(w) + 1. J

As above, we set t = b logn
8 c. Double chunks (called just chunks if no confusion arises)

are segments A = A[1..h] = (A0[1..h], A1[1..h]) of PL or PRE[p]. We encode them using
O(t) = O(logn) bits. The difference with the case of palindromic length is that we store four
explicit values: A0[1], A1[1], A0[2], A1[2]. Subsequent elements are encoded by 2-bit codes
associated with the cases of Lemma 13, the unused 2-bit code indicates the end of a shorter
chunk. Below we demonstrate a problem with this encoding and show the solution.

Let us consider the graphs of two functions f1(i) = pli mod 2[i] and f2(i) = pl(i+1) mod 2[i]
(f2 =∞ for small values of i until two consecutive equal letters occur in s). At most points,
|fj(i) − fj(i−1)| = 1; if fj(i) − fj(i−1) < −1 (and thus fj(i) = f3−j(i−2) by Lemma 13,
case 3), we say that fj has a drop at i. In the left graph in Fig. 3, drops are dash lines.

The drops cause the following problem: taking minimum of two chunks can result in a
chunk having no valid encoding, violating condition (iv). For example, taking the minimum of

two valid chunks · · · 3 7 3
· · · 6 4 4 and · · · 1 7 3

· · · 6 2 6 , we get the chunk · · · 1 7 3
· · · 6 2 444 . The marked element

does not satisfy any alternative from Lemma 13. To remedy this, we consider the following
smoothing operation on the computed array PL[1..n−1]: for each i ∈ [1..n−2], j ∈ {0, 1},
replace plj [i] by min{plj [i], pl(j+1) mod 2[i+1]+1, . . . , pl(j+n−1−i) mod 2[n−1]+n−1− i}. The
result of smoothing can be seen in Fig. 3 (right graph). The main property of smoothing is

I Lemma 14. Smoothing of the array PL[1..n−1] does not affect the value PL[n] computed
by rule (1).
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1 2 3 4 5 6 7

1

2

3

4

5

f1

f2

i

1 ∞ 3 1 5 3 3
∞ 2 2 4 2 2 2

s = b c c b a a a

pl0
pl1

1 2 3 4 5 6 7

1

2

3

4

5

f1

f2

i

Figure 3 even/odd palindromic length visualized by f1(i) = pli mod 2[i] and f2(i) = pl(i+1) mod 2[i].
On the right, the graphs of f1 and f2 after smoothing the PL array.

Proof. Assume that we applied smoothing and then computed k = plk mod 2[n] by rule
(1) getting the minimum k−1 as the element pl(k−1) mod 2[r]. Since the minimum cannot
increase after smoothing, we just need to check that s[1..n] indeed has a palindromic k-
factorization. This is obvious if pl(k−1) mod 2[r] was not changed by smoothing. Otherwise,
k−1 = pl(k−1+i−r) mod 2[i] + i− r for some i > r. Since s[r+1..n] is a palindrome (see (1)),
we factor it as uv←u, where u = s[r+1..i]. So, s[1..n] = s[1..i]v←u indeed has a k-factorization:
s[1..i] can be factored into k−1−i+r palindromes and ←u into i−r 1-symbol palindromes. J

I Remark 15.
1) We extend smoothing to subarrays of the form PL[l..r]: for each i ∈ [l..r−1], j ∈
{0, 1}, replace plj [i] by min{plj [i], pl(j+1) mod 2[i+1] + 1, . . . , pl(j+r−i) mod 2[r] + r − i}.
The resulting values are always between the values from the original PL and those from
smoothed PL, so Lemma 14 stays true for this local smoothing.

2) From formula (3) one can conclude that smoothing also works for the arrays PRE[p].
Namely, if prej [p][i] and pre1−j [p][i−1] are used for computing pl1−j [n] and plj [n+1]
respectively (i.e, a p-series survives during these two iterations), then pre1−j [p][i−1] can
be replaced by min{pre1−j [p][i−1], prej [p][i] + 1}. This replacement can be iterated for a
range.

3) Observations 1), 2) allow one to use the following principles: extracting a chunk from
PL or PRE, smooth it; concatenating two chunks in PRE, smooth the result; taking the
minimum of two smoothed chunks of different length, extend the shorter chunk with
dummy values satisfying fj(i)−fj(i+1) = 1 (resp., = −1) for left (resp., right) extensions.

The success of the approach described in Remark 15 relies on two lemmas.

I Lemma 16. Smoothing a (double) chunk can be done in O(1) time.

Proof. Suppose that a chunk A[1..h], h ≤ t, is given, so we know the numbers f1(1), f2(1),
f1(2), f2(2), and the 2-bit codes b1

3, . . . , b
1
h, b

2
3, . . . , b

2
h, where the functions f1, f2 are defined as

above and bji encodes the case from Lemma 13 for fj(i). We write Ã, f̃1, f̃2 for the chunk and
the functions after smoothing. If fj has a drop at 2, we can replace fj(1) with fj(2)+1 without
affecting f̃j . With this reservation, we can restore f1, f2 from f1(2), f2(2), b1

2, . . . , b
1
h, b

2
2, . . . , b

2
h.

Indeed, compute fj(1) for j = 1, 2 from fj(2) and bj2; then consider fj(3). If fj has no
drop at 3, it is computed from fj(2), bj3. If it has this drop, then f3−j(2) ≤ f3−j(1) + 1 =
fj(3) ≤ fj(2) − 3 ≤ fj(0) − 1 (by 0 we mean the position preceding the first position in
A), and so f3−j has no drop at 2. Then the computed value f3−j(1) is true, and we put
fj(3) = f3−j(1) + 1. Knowing fj(2) and fj(3), it is easy to reconstruct the rest.
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For any constant c, one can obtain f̃j + c from fj + c. So to get a table operation we
replace f2(2) with 0 and f1(2) with δ = f1(2)− f2(2). Now observe that if |δ| ≥ 2h, only two
cases are possible, and they are easy to distinguish: either there are no drops, so f̃j = fj for
j = 1, 2, or the leftmost drop is in fj at position i, and then f̃j(i− r) = fj(i) + r for all r < i.
So in this case only the sign of δ matters, and we assign δ = ±∞. Thus we have got a table
operation which, given (2t− 2) 2-bit codes and a number δ with O(t) distinct values, returns
a compressed chunk; adding f2(2) to the explicit values in this chunk, one gets Ã. J

I Lemma 17 (∗). The following operations with (double) chunks can be performed in O(1)
time: (1) incrementing all elements of a chunk, (2) extracting an element from a chunk, (3)
extracting a chunk at any position, (4) concatenating two chunks, (5) extending a smoothed
chunk with dummy values, (6) taking the minimum of two smoothed chunks.

Algorithm EOPL. We describe one phase of Algorithm EOPL computing pl0(s) and pl1(s)
for a string s. The definition of phase and the idea to “predict” the next t input symbols and
perform range updates by means of table operations are the same as for palindromic length.
Prerequisites. P1. Arrays PL and PRE[p] are stored as sequences of compressed length-t

chunks (the last chunk in a sequence can be short). We maintain a work chunk W to
compute the reversal of a new chunk of PL during the current phase; we move symbols
from W to PL one by one and thus avoid the reversal operation. All chunks applied to
W are aligned to its current right end (corresponding to the current iteration). List
wait stores new palindromes and palindromes that changed periods, to perform PRE
updates at the end of the phase.

P2. Using Lemma 14 and Remark 15, we smooth chunks extracted from PL and extend
short smoothed chunks before applying min operations. Each array PRE[p] consists of
smoothed chunks and W is also smoothed; drops may occur between the last element
of PL and the first element of W as a result of processing 2-letter suffix-palindromes
at step F3a.

P3. Big p-series (p ≥ t) and small p-series (p < t) are processed separately.
First iteration. F1. Read the next symbol (say, s[n]), perform add(s[n]); at this moment

a. the iterator stores s[1..n] and returns the list dead;
b. the array PL[1..n−1] and the arrays PRE[p] for s[1..n−1] are correctly computed;
c. the chunk W is initialized by ∞’s, the list wait is empty;
d. the maximum number of iterations in the phase is set to t′ = min{n− len(maxPal), t}

(if the first number is smaller, maxPal must change after at most t′ iterations).
F2. Loop through the list of big p-series of s[1..n−1]:

a. compute left[p] and clear PRE[p] if necessary;
b. compute ttl′[p] = min{ttln−1[p], t′} using symmetry inside palindromes;
c*. using left[p] and ttl′[p], update PRE[p], W , and wait (details in a separate item

below).
F3. Process new suffix palindromes with centers n− 1

2 (if s[n−1] = s[n]) and n:
a. update W directly using the chunks of PL ending at position n−1 (and possibly

n−2);
b. using symmetry again, check whether n and/or n − 1

2 remain centers of suffix-
palindromes after the last iteration of the phase; add the center(s) with the answer
“yes” to the list wait.

F4. Small series and finalization:
a. extract from W its last element m = (m0,m1) and delete it from W ;

MFCS 2020
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b. assign (pl0[n], pl1[n]) = (m0,m1) and process small p-series of s[1..n−1] directly by
Algorithm 1, getting the final value of PL[n];

c. update arrays PRE[p] with all palindromes from the list dead.

Subsequent iterations. S1. Read s[i], compare it to s[i−1−len(maxPal)].
S2. If s[i] extends the longest suffix-palindrome, the phase continues: perform add(s[i])

and then the operations from steps F3 and F4, replacing n by i.
S3. If s[i] breaks the longest suffix-palindrome, the phase is aborted:

a. update the lists PRE[p] using suffix-palindromes from the list wait, clear wait;
b. start the next phase with add(s[i]).

S4. If there was no abortion and all t′ symbols are processed, the phase is terminated:
a. update the lists PRE[p] using suffix-palindromes from wait, clear wait;
b. start the next phase with add(s[n+t′]).

F2c detailed. Let x be the center of tail(p), pttl′(x) = min{pttln−1(x), t′}, d =
min{ttl′(p), pttl′(x)}. Update PRE[p] with a length-d chunk from PL and W with the
updated length-d chunk from PRE[p]. If ttl′(p) < pttl′(x) (after d iterations period p dies,
but head(p) = tail(p) survives, becoming a palindrome with a bigger period), additionally
update W with a chunk of length pttl′(x); if pttl′(x) ≥ t′, add x to wait. Note that if
p-series gets new tail x+p

2 during the phase, then at the start of the phase x+p
2 was the

center of the head of some p′-series, survived the death of that series, and thus was used
for an additional update of W . Necessary updates of PRE[p] are carried when the lists
dead and wait are processed. All the same stays true for x+p which is the next potential
tail of the p-series.

I Lemma 18. Algorithm EOPL correctly computes the array PL.

Proof. The computation of PL by Algorithm EOPL differs from the correct computation
by Algorithm 1 in a few points. The use of smoothed chunks is justified by Lemmas 14, 16,
so below we take smoothing into account speaking about correctness of the arrays PRE[p].
We prove the lemma by induction, with an obvious base and F1b as the hypothesis; more
precisely, we assume that at the start of a new phase with s[n], the array PL[1..n−1] and
all arrays PRE[p] are correct, where p runs through the set of live periods of s[1..n−1] (i.e.,
s[1..n−1] has a p-periodic suffix with at least one p-periodic palindrome in it).

In an aborted phase, some predictions in F2c are made beyond the actual end of the
phase (the phase processes s[n..n+i−1], and updates are made for more than i elements of
W and PRE[p]). For W , this does not matter, because W is translated to PL one element
per iteration (F4a) and is initialized at the beginning of each phase (F1c). For PRE[p], the
situation means that p will become dead at the (n+i)th iteration: the actual symbol s[n+i]
differs from the predicted symbol which preserved the period.

Next, if p is alive for s[1..n+i−1], all necessary updates for PRE[p] were made at steps F2c,
F4c (useful if a palindrome dies while its period survives), and S3a/S4a. Note that repeated
updates using the same palindrome (say, first at step F2c and then at F4b) cannot harm.
Finally, all palindromes ending in s[n−1..n+i−2] were used to update W , so PL[n..n+i−1]
is computed according to rule (1). The result now follows. J

Details and Analysis of Algorithm EOPL. To prove Theorem 1, it remains to show that
the details of computation can be organized to provide the linear-time performance. The key
part is maintaining PRE[p] arrays.
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I Lemma 19. All arrays PRE[p] can be stored in a compressed form in a data structure
requiring O(n) space, O(1) time per deletion of an array, and amortized O(1) time per
operation with any chunk.

Proof. We use dynamic arrays (like vectors in C++). Such an array has size (space in use)
and capacity (allocated space). When the size increases and reaches the capacity, the latter
doubles; this step rebuilds the array to provide a constant-time access to its elements and
takes the time linear in its size. Thus, adding an element can be done in amortized O(1)
time, an existing element can be modified in O(1) time, an array can be cleared by setting
its size to 0, and the total allocated space is proportional to the maximum size reached.

For each array PRE[p], we store integers R1, I1, R2, I2 and dynamic arrays F1 and F2,
both initially of size 0 and capacity 1. We also perform (amortized) constant-time chunk
operations listed in Lemma 17. When we need to extract a chunk for updating the array W ,
we take the minimum of the corresponding chunks from F1 and F2. We refer to the evolution
of p-series described at p. 5. Note that PRE[p] is always filled right to left (see Fig. 1, 2):
starting with the index i−1 in the first pass, with the index p−`−1 in the second pass, and
with the index p−1 in subsequent passes. During its time-to-live, p-series is processed in
three stages. To decide the current stage, the indicators described below are used.
1. A p-series appears at nth iteration as a palindrome uvu centered at x; at this or one of
subsequent iterations we get a first chunk to add to PRE[p]. We set R1 to the index of the
first element added to PRE[p] at nth iteration; it is ttln(x) or i− 1 in terms of Fig. 2. Then
we write the first chunk to F1 and set I1 to the last used index. After that, we possibly add
more chunks until x dies, updating I1 respectively. (Each chunk is concatenated with the
previous one such that all of them except the last one have length t.) At this moment, I1 = 0
and the series dies. The indicator of stage 1 is (size(F2) = 0) ∧ (I1 > 0).
2. At one of subsequent iterations (n+i+` in Fig. 2) the series reborns with the new head/tail
x+p

2 . Getting the next chunk, we set R2 to the index p−`−1, write the chunk, set I2 to the
last used index, and proceed with subsequent chunks, using concatenation and updating I2.
At some point we get I2 ≤ R1+1 = i. This means that the tail of the series has changed to
the palindrome centered at x+p either during the phase or immediately after it. All updates
made after this change make no sense (we have written to F2 the elements already written to
F1); so we set I2 = i and wait for the next chunk (if the series survives the current phase, the
chunk will appear when the list wait will be processed). From this point, we take minimum
of the new chunks with the corresponding chunks of F1 and then add the result to F2. The
stage continues until I2 = 0. The indicator of stage 2 is (I1 = 0) ∧ (R1 < n− 1).
3. Getting I2 = 0 at the previous stage, we set R1 = n − 1, I1 = n, and clear F1. All
subsequent chunks are written to F1, in the way described in the previous stages. When we
get I1 ≤ i for the first time (change of the tail of the series), we set I1 to i and truncate the
last chunk. When I1 = 0 is reached, we reset I1 = p and set a flag telling that each next
chunk should be written as the minimum of the new chunk and the existing chunk at the
same positions of the array. The indicator of stage 3 is R1 = n− 1.

Thus, we perform each update in O(1) time (amortized, due to the properties of dynamic
arrays). For j = 1, 2, all chunks in Fj , except for the last one, have length t, so it is easy to
find the argument for the “extract a chunk” operation in O(1) time using Rj . We finally
note that the total number of stored chunks is O(n), each requiring O(1) machine words. J

Let us prove time bounds for all steps of Algorithm EOPL. All add queries require O(n)
time in total. By Lemma 8, F2a requires O(1) time; F2b is covered by Lemma 20 below.

I Lemma 20. For a big p-series, the value ttl′[p] can be computed in O(1) time.
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Proof. Let x be the center of the head (uv)ru of the p-series. We compute |u| = len(x) mod p
and y = cntr(|u|) as in Lemma 8; y′ = 2maxPal− y is the center of the prefix-palindrome u of
the longest suffix-palindrome s[i..n−1] of s[1..n−1]. Note that the longest suffix-palindrome
of s[1..n+t′−1] is z = s[i−t′..n+t′−1] because maxPal does not change during a phase. Let w
be the longest palindrome with the center y′; using the query rad(y′) we determine whether
w is located inside z or begins outside it. In the latter case, z has a p-periodic prefix ending
with (uv)ru and then a p-periodic suffix beginning with (uv)ru. So ttln−1[pi] ≥ t′ and then
ttl′[pi] = t′. In the former case, w = ←

w1uw1, where w1 is a proper prefix of vu because
|vu| = pi > t′ ≥ |w1|. Hence the period pi breaks on the left of w, which means that
ttln−1[pi] = |w1| = (len(y′)− len(y))/2. All computations above take O(1) time. The result
now follows. J

F3b uses the same idea as Lemma 20: for the center n+i, compare rad(2maxPal−n− i) to the
number of remaining iterations. Both F3a and F4a require, per iteration, O(1) constant-time
chunk operations from Lemma 17. Each update in step F4b can be also performed by O(1)
such operations: extract elements of PRE[p] and PL, take minima, and “return” the updated
element to PRE[p], extending 1-element chunk and using min. Hence, by Lemma 21 below,
F4b takes O(p+ i) time per phase of i iterations, where p is the longest small period.

I Lemma 21. In a phase of i iterations, the number of times the for loop of Algorithm 1
processes series which existed at the start of the phase and have periods ≤ p, is O(p+ i).

Proof. We prove two claims.

B Claim 1. If s[1..n] has p-series and q-series such that p > q and ttln(p) ≥ p, then
ttln(q) < p.

Let head(p) = (uv)ru. If ttl(q) ≥ p, the string s[n−q+1..n+p] of length p+ q has periods
p and q. Hence it has period d = gcd(p, q) by the Fine–Wilf theorem [5]. Thus vu is a
(p/d)-power of a shorter word; so (uv)ru has period d < p, contradicting the definition of
p-series. The claim is proved.

B Claim 2. Let a string s[1..n] have series with periods p = p1 > p2 > · · · > p` and let i > 0.
Then

∑`
c=1 min{ttln(pc), i} = O(p+ i).

Divide the periods in two groups: those with ttln(p) < p and the rest. In the first group,
the sum of ttl’s is upper bounded by

∑`
c=1 pc, which is O(p) by Lemma 4. For the second

group, ttln(pc) is smaller than the previous period from this group by Claim 1. So we can
take i+

∑`
c=1 pc = O(p+ i) as the upper bound. The claim now follows.

The statement of the lemma is immediate from Claim 2 and definitions. J

Let P be the minimum period of the longest suffix-palindrome of s at the beginning of
the phase. In F2c, the updates to W and wait require O(1) time per series, which is O(logP )
per phase by Lemma 4. The updates to PRE[p] arrays are considered in Lemma 22 below.

I Lemma 22. During a phase of length i, all range updates of PRE[p] at steps F2c and
S3a/S4a spend O(logP + i) time in total.

Proof. Altogether, there are O(logP ) series of palindromes in a phase, O(logP ) (from F2c)
plus O(i) (from F3b) palindromes in the list wait in a phase. Due to Lemma 17, it suffices
to prove that each update requires O(1) chunks. For big periods, this is obvious from the
description of Algorithm EOPL. Consider small periods. For each palindrome w, it is enough
to update the range of PRE[p] corresponding to the iterations where w = tail(p). If this range
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begins with PRE[p][`] then it ends not later than PRE[p][0] is reached (recall that PRE[p] is
filled right to left). Thus we can cut the range computed from time-to-live so that it will fit
into one chunk. The lemma now follows. J

Finally, for the updates of PRE at step F4c, the argument of Lemma 22 about O(1) chunks
per update also works. All lists dead for the total run of Algorithm EOPL contains O(n)
palindromes, because the iterator works in O(n) time. Thus, for F4c we get the cumulative
O(n) time bound. For all remaining steps, the time bound we proved is O(logP + i) per
phase, except O(p + i) per phase in Lemma 21. If i = t (the phase is terminated), then
we spend O(t) time for t iterations. Completing a short phase (either aborted or satisfying
t′ < t), we increase maxPal by at least P/2 in time O(P ). Since maxPal never decreases, we
get the overall O(n) time bound. Theorem 1 is proved.

4 Computing k-factorization

A run of linear-time Algorithm EOPL leaves the iterator containing the input string s = s[1..n]
and also the arrays pl0[1..n], pl1[1..n] for s. Let us use them to construct an explicit k-
factorization in additional linear time. Let k′ = plk mod 2[n]. By Lemma 2, it suffices to build
a k′-factorization of s in O(n) time, which can be done as follows.

Algorithm 2 Computing k′-factorization.

1: for (i← 1; i < k′; i++) do build a list list[i] of all positions j : pli mod 2[j] = i

2: end ← n; factors ← {}
3: for (i← k′ − 1; i > 1; i−−) do . main cycle: building the k′-factorization
4: for j ∈ list[i] do
5: if len( j+1+end

2 ) ≥ end − j then break . s[j+1..end] is a palindrome
6: add s[j+1..end] to factors; end ← j

7: add s[1..end] to factors . after last assignment in line 6, end ∈ list[1]

Algorithm 2 discovers factors of a k′-factorization of s in reversed order, using an
observation that if a string w has even (odd) palindromic length i then w = uv, where u has
odd (resp., even) palindromic length i−1 and v is a nonempty palindrome. All lists are built
in parallel in linear time. In the main cycle, each position serves as j at most once, so the
algorithm performs O(n) len queries to the iterator. Thus we proved

I Theorem 23. There is a linear-time word-RAM algorithm which, given a string s over a
general alphabet and a number k, builds a palindromic k-factorization of s or reports that no
such factorization exists.
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Abstract
For a fixed graph H, the H-IS-Deletion problem asks, given a graph G, for the minimum size
of a set S ⊆ V (G) such that G \ S does not contain H as an induced subgraph. Motivated by
previous work about hitting (topological) minors and subgraphs on bounded treewidth graphs, we are
interested in determining, for a fixed graph H, the smallest function fH(t) such that H-IS-Deletion
can be solved in time fH(t) · nO(1) assuming the Exponential Time Hypothesis (ETH), where t and
n denote the treewidth and the number of vertices of the input graph, respectively.

We show that fH(t) = 2O(th−2) for every graph H on h ≥ 3 vertices, and that fH(t) = 2O(t)

if H is a clique or an independent set. We present a number of lower bounds by generalizing a
reduction of Cygan et al. [MFCS 2014] for the subgraph version. In particular, we show that when
H deviates slightly from a clique, the function fH(t) suffers a sharp jump: if H is obtained from
a clique of size h by removing one edge, then fH(t) = 2Θ(th−2). We also show that fH(t) = 2Ω(th)

when H = Kh,h, and this reduction answers an open question of Mi. Pilipczuk [MFCS 2011] about
the function fC4 (t) for the subgraph version.

Motivated by Cygan et al. [MFCS 2014], we also consider the colorful variant of the problem,
where each vertex of G is colored with some color from V (H) and we require to hit only induced
copies of H with matching colors. In this case, we determine, under the ETH, the function fH(t) for
every connected graph H on h vertices: if h ≤ 2 the problem can be solved in polynomial time; if
h ≥ 3, fH(t) = 2Θ(t) if H is a clique, and fH(t) = 2Θ(th−2) otherwise.
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1 Introduction

Graph modification problems play a central role in modern algorithmic graph theory. The
most general form of such a problem is determined by a target graph class G and some
prespecified setM of allowed local modifications, and the question is, given an input graph
G and an integer k, whether it is possible to transform G to a graph in G by applying k
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modification operations fromM. A wealth of graph problems can be formulated for different
instantiations of G and M, and applications span diverse topics such as computational
biology, computer vision, machine learning, networking, and sociology [8, 11,19].

Probably, the most studied local modification operation in the literature is vertex deletion
and, among the target graph classes, of particular relevance are the ones defined by excluding
the graphs in a family F according to some natural graph containment relation, such as
minor, topological minor, subgraph, or induced subgraph. By the classical classification
result of Lewis and Yannakakis [24], all interesting cases of these problems are NP-hard.

One of the most popular strategies to cope with NP-hard problems is that of parameterized
complexity [12,17], where the core idea is to identify a parameter k associated with an input
of size n that allows for an algorithm in time f(k) · nO(1), called fixed-parameter tractable (or
FPT for short). A natural goal within parameterized algorithms is the quest for the “best
possible” function f(k) in an FPT algorithm. Usually, the working hypothesis to prove lower
bounds is the Exponential Time Hypothesis (ETH) that states, in a simplified version, that
the 3-Sat problem on n variables cannot be solved in time 2o(n); see [20,21] for more details.

Among graph parameters, definitely one of the most successful ones is treewidth, which
–informally speaking– quantifies the topological resemblance of a graph to a tree. The
celebrated Courcelle’s Theorem [10] states that every graph problem that can be expressed
in Monadic Second Order logic is solvable in time f(t) · n on n-vertex graphs of treewidth
at most t. In particular, it applies to most vertex deletion problems discussed above. A
very active area in parameterized complexity during the last years consists in optimizing,
under the ETH, the function f(t) given by Courcelle’s Theorem for several classes of vertex
deletion problems. As a byproduct, several cutting-edge techniques for obtaining both lower
bounds [25] and algorithms [6, 14, 18] have been obtained, which have become part of the
standard toolbox of parameterized complexity. Obtaining tight bounds under the ETH for
this kind of vertex deletion problems is, in general, a very hard task, as we proceed to discuss.

Let H be a fixed graph and let © be a fixed graph containment relation. In the H-©-
Deletion (meta)problem, given an n-vertex graph G, the objective is to find a set S ⊆ V (G)
of minimum size such that G \ S does not contain H according to containment relation ©.
We parameterize the problem by the treewidth of G, denoted by t, and the objective is to find
the smallest function fH(t) such that H-©-Deletion can be solved in time fH(t) · nO(1).

The case © = “minor” has been object of intense study during the last years [6, 14, 16, 22,
26,28], culminating in a tight dichotomy about the function fH(t) when H is connected [2–5].

The case © = “topological minor” has been also studied recently [3–5], but we are still
far from obtaining a complete characterization of the function fH(t). For both minors and
topological minors, so far there is no graph H such that fH(t) = 2Ω(tc) for some c > 1.

Recently, Cygan et al. [13] started a systematic study of the case © = “subgraph”, which
turns out to exhibit a quite different behavior from the above cases: for every integer c ≥ 1
there is a graph H such that fH(t) = 2Θ(tc). Cygan et al. [13] provided a general upper bound
and some particular lower bounds on the function fH(t), but a complete characterization
seems to be currently out of reach. Previously, Mi. Pilipczuk [27] had studied the cases
where H is a cycle, finding the function fCi

(t) for every i ≥ 3 except for i = 4.
In this article we focus on the case © = “induced subgraph” that, to the best of our

knowledge, had not been studied before in the literature, except for the case K1,3, for which
Bonomo-Braberman et al. [9] showed very recently that fK1,3(t) = 2O(t2).

Our results and techniques. We first show (Theorem 2) that, for every graph H on h ≥ 3
vertices, fH(t) = 2O(th−2). The algorithm uses standard dynamic programming over a nice
tree decomposition of the input graph. However, in order to achieve the claimed running
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time, we need to use a slightly non-trivial encoding in the tables that generalizes an idea of
Bonomo-Braberman et al. [9], by introducing an object that we call rooted H-folio, inspired
by similar encodings in the context of graph minors [1, 5].

It turns out that whenH is a clique or an independent set (in particular, when |V (H)| ≤ 2),
the problem can be solved in single-exponential time, that is, fH(t) = 2O(t). The case of
cliques (Theorem 5), which coincides with the subgraph version, had been already observed
by Cygan et al. [13], using essentially the folklore fact that every clique is contained in some
bag of a tree decomposition. The case of independent sets (Theorem 8) is more interesting,
as we exploit tree decompositions in a novel way, by showing (Lemma 6) that a chordal
completion of the complement of a solution can be covered by a constant number of cliques,
which implies (Lemma 7) that the complement of a solution is contained in a constant number
of bags of the given tree decomposition.

Our main technical contribution consists of lower bounds. Somehow surprisingly, we show
(Theorem 10) that when H deviates slightly from a clique, the function fH(t) suffers a sharp
jump: if H is obtained from a clique of size h by removing one edge, then fH(t) = 2Ω(th−2),
and this bound is tight by Theorem 2. We also provide lower bounds for other graphs H
that are “close” to cliques (Theorem 10; see also the full version), some of them being tight.
In particular, we show (Theorem 12) that when H = Kh,h, we have that fH(t) = 2Ω(th).
By observing that the proof of the latter lower bound also applies to occurrences of Kh,h

as a subgraph, the particular case h = 2 (Corollary 13) answers the open question of Mi.
Pilipczuk [27] about the function fC4(t). All these reductions are inspired by a reduction of
Cygan et al. [13] for the subgraph version. We first present the general frame of the reduction
together with some properties that the eventual instances constructed for each of the graphs
H have to satisfy, yielding in a unified way (Lemma 9) lower bounds for the corresponding
problems.

Motivated by the work of Cygan et al. [13], we also consider the colorful variant of the
problem, where the input graph G comes equipped with a coloring σ : V (G)→ V (H) and
we are only interested in hitting induced subgraphs of G isomorphic to H such that their
colors match. In this case, we first observe that essentially the same dynamic programming
algorithm of the non-colored version (Theorem 3) yields the upper bound fH(t) = 2O(th−2)

for every graph H on h ≥ 3 vertices. Again, our main contribution concerns lower bounds:
we show (Theorem 14), by modifying appropriately the frame introduced for the non-colored
version, that fH(t) = 2Ω(th−2) for every graph H having a connected component on h

vertices that is not a clique. Since the case where H is a clique can also be easily solved in
single-exponential time (Theorem 5), which can be shown (Theorem 15) to be optimal, it
follows that if H is a connected graph on h ≥ 3 vertices, fH(t) = 2Θ(t) if H is a clique, and
fH(t) = 2Θ(th−2) otherwise. It is easy to see that the cases where |V (H)| ≤ 2 can be solved
in polynomial time by computing a minimum vertex cover in a bipartite graph.

Organization. In Section 2 we provide some basic preliminaries and formally define the
problems. In Section 3 we present the algorithms for both problems, and in Section 4 (resp.
Section 5) we provide the lower bounds for the non-colored (resp. colored) version. Finally,
we conclude the article in Section 6 with some open questions. Due to space limitations,
the proofs of the results marked with “(?)” can be found in the full version of this article,
available at https://arxiv.org/abs/2004.08324.
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2 Preliminaries

Graphs and functions. We use standard graph-theoretic notation, and we refer the reader
to [15] for any undefined notation. We will only consider undirected graphs without loops nor
multiple edges, and we denote an edge between two vertices u and v by {u, v}. A subgraph
H of a graph G is induced if H can be obtained from G by deleting vertices. A graph G is
H-free if it does not contain any induced subgraph isomorphic to H. For a graph G and
a set S ⊆ V (G), we use the notation G \ S := G[V (G) \ S]. A vertex v is complete (resp.
anticomplete) to a set S ⊆ V (G) if v is adjacent (resp. not adjacent) to every vertex in S. A
vertex set S of a connected graph G is a separator if G \ S is disconnected.

We denote by ∆(G) (resp. ω(G)) the maximum vertex degree (resp. clique size) of a
graph G. For an integer h ≥ 1, we denote by Ph (resp. Ih, Kh) the path (resp. independent
set, clique) on h vertices, and by Kh − e the graph obtained from Kh by deleting one edge.
For two integers a, b ≥ 1, we denote by Ka,b the bipartite graph with parts of sizes a and b.
We denote the disjoint union of two graphs G1 and G2 by G1 +G2.

A graph property is hereditary if whenever it holds for a graph G, it holds for all its
induced subgraphs as well. The open (resp. closed) neighborhood of a vertex v is denoted
by N(v) (resp. N [v]). A vertex is simplicial if its (open or closed) neighborhood induces
a clique. A graph G is chordal if it does not contain induced cycles of length at least four
or, equivalently, if V (G) can be ordered v1, . . . , vn such that, for every 2 ≤ i ≤ n, vertex vi

is simplicial in the subgraph of G induced by {v1, . . . , vi−1}. Note that being chordal is a
hereditary property.

Given a function f : A→ B between two sets A and B and a subset A′ ⊆ A, we denote
by f |A′ the restriction of f to A′ and by im(f) the image of f , that is, im(f) = {b ∈ B |
∃a ∈ A : f(a) = b}. For an integer k ≥ 1, we let [k] be the set containing all integers i with
1 ≤ i ≤ k.

Tree decompositions. A tree decomposition of a graph G is a pair D = (T,X ), where T is
a tree and X = {Xw | w ∈ V (T )} is a collection of subsets of V (G), called bags, such that:⋃

w∈V (T )Xw = V (G),
for every edge {u, v} ∈ E, there is a w ∈ V (T ) such that {u, v} ⊆ Xw, and
for each {x, y, z} ⊆ V (T ) such that z lies on the unique path between x and y in T ,
Xx ∩Xy ⊆ Xz.

We call the vertices of T nodes of D and the sets in X bags of D. The width of a tree
decomposition D = (T,X ) is maxw∈V (T ) |Xw| − 1. The treewidth of a graph G, denoted by
tw(G), is the smallest integer t such that there exists a tree decomposition of G of width at
most t. We need to introduce nice tree decompositions, which will make the presentation of
the algorithms much simpler.

Nice tree decompositions. Let D = (T,X ) be a tree decomposition of G, r be a vertex of
T , and G = {Gw | w ∈ V (T )} be a collection of subgraphs of G, indexed by the vertices of T .
A triple (D, r,G) is a nice tree decomposition of G if the following conditions hold:

Xr = ∅ and Gr = G,
each node of D has at most two children in T ,
for each leaf ` ∈ V (T ), X` = ∅ and G` = (∅, ∅). Such an ` is called a leaf node,
if w ∈ V (T ) has exactly one child w′, then either
Xw = Xw′ ∪ {vin} for some vin 6∈ Xw′ and Gw = G[V (Gw′) ∪ {vin}]. The node w is
called an introduce node and the vertex vin is the introduced vertex of Xw,
Xw = Xw′ \ {vout} for some vout ∈ Xw′ and Gw = Gw′ . The node w is called a forget
node node and vout is the forget vertex of Xw.
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if w ∈ V (T ) has exactly two children w1 and w2, then Xw = Xw1 = Xw2 , E(Gw1) ∩
E(Gw2) = E(G[Xw]), and Gw = (V (Gw1) ∪ V (Gw2), E(Gw1) ∪ E(Gw2)). The node w is
called a join node.

For each w ∈ V (T ), we denote by Vw the set V (Gw). Given a tree decomposition, it is
possible to transform it in polynomial time to a nice one of the same width [23]. Moreover,
by Bodlaender et al. [7] we can find in time 2O(tw) · n a tree decomposition of width O(tw) of
any graph G. Hence, since the running time of our algorithms dominates this function, we
may assume that a nice tree decomposition of width t = O(tw) is given along with the input.

Definition of the problems. Before formally defining the problems considered in this article,
we introduce some terminology, mostly taken from [13]. Given a graph H, an H-coloring of
a graph G is a function σ : V (G)→ V (H). A homomorphism (resp. induced homomorphism
from a graph H to a graph G is a function π : V (H) → V (G) such that {u, v} ∈ E(H)
implies (resp. if and only if) {π(u), π(v)} ∈ E(G). When G is H-colored by a function σ,
an (induced) σ-homomorphism from H to G is an (induced) homomorphism π from H to
G with the additional property that every vertex is mapped to the appropriate color, that
is, σ(π(a)) = a for every vertex a ∈ V (H). An (induced) H-subgraph of G is an (induced)
injective homomorphism from H to G and, if G is H-colored by a function σ, an (induced)
σ-H-subgraph of G is an (induced) injective σ-homomorphism from H to G. We say that a
vertex set X ⊆ V (G) hits an (induced) σ-H-subgraph π if X ∩ π(V (H)) 6= ∅.

For a fixed graph H, the problems we consider in this article are defined as follows.

H-IS-Deletion
Input: A graph G.
Output: The minimum size of a set X ⊆ V (G) that hits all induced H-subgraphs of G.

Colorful H-IS-Deletion
Input: A graph G and an H-coloring σ of G.
Output: The minimum size of a set X ⊆ V (G) that hits all induced σ-H-subgraphs
of G.

The H-S-Deletion and Colorful H-S-Deletion problems are defined similarly, just
by removing the word “induced” from the above definitions. In the decision version of these
problems, we are given a target budget k, and the objective is to decide whether there exists
a hitting set of size at most k. Unless stated otherwise, we let n denote the number of
vertices of the input graph of problem under consideration. When expressing the running
time of an algorithm, we will sometimes use the O∗(·) notation, which suppresses polynomial
factors in the input size.

Exponential Time Hypothesis. The Exponential Time Hypothesis (ETH) of Impagliazzo
and Paturi [20] implies that the 3-Sat problem on n variables cannot be solved in time 2o(n).
The Sparsification Lemma of Impagliazzo et al. [21] implies that if the ETH holds, then there
is no algorithm solving a 3-Sat formula with n variables and m clauses in time 2o(n+m).
Using the terminology from Cygan et al. [13], a 3-Sat formula ϕ, in conjunctive normal form,
is said to be clean if each variable of ϕ appears exactly three times, at least once positively
and at least once negatively, and each clause of ϕ contains two or three literals and does not
contain twice the same variable. Cygan et al. [13] observed the following useful lemma.

I Lemma 1 (Cygan et al. [13]). The existence of an algorithm in time 2o(n) deciding whether
a clean 3-Sat formula with n variables is satisfiable would violate the ETH.
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3 Algorithms

In this section we present algorithms for H-IS-Deletion and Colorful H-IS-Deletion.
We start in Subsection 3.1 with a general dynamic programming algorithm that solves
H-IS-Deletion and Colorful H-IS-Deletion in time O∗(2O(th−2)) for any graph H on
at least h ≥ 3 vertices. In Subsection 3.2 we focus on hitting cliques and independent sets.

3.1 A general dynamic programming algorithm
We present the algorithm for H-IS-Deletion, and then we discuss that essentially the
same algorithm applies to Colorful H-IS-Deletion as well. Our algorithm to solve
H-IS-Deletion in time O∗(2O(th−2)) uses standard dynamic programming over a nice tree
decomposition of the input graph; we refer the reader to [12] for a nice exposition. However,
in order to achieve the claimed running time, we need to use a slightly non-trivial encoding
in the tables, which we proceed to explain.

Let |V (H)| = h and assume that we are given a nice tree decomposition of the input
graph G such that its bags contain at most t vertices (in a tree decomposition of width t,
the bags have size at most t+ 1, but to simplify the exposition we assume that they have
size at most t, which does not change the asymptotic complexity of the algorithm).

Intuitively, our algorithm proceeds as follows. At each bag Xw of the nice tree decompos-
ition of G, a state is indexed by the intersection of the desired hitting set constructed so far
with the bag, and the collection of proper subgraphs of H that occur as induced subgraphs
in the graph obtained from Gw after removing the current solution. In order to be able
to proceed with the dynamic programming routine while keeping the complement of the
hitting set H-free, we need to remember how these proper subgraphs of H intersect with Xw,
and this is the most expensive part of the algorithm in terms of running time. We encode
this collection of rooted subgraphs of H (where the “roots” correspond to the vertices in
Xw) with an object Hw that we call a rooted H-folio, inspired by similar encodings in the
context of graph minors [1,5]. Since we need to remember proper subgraphs of H on at most
h− 1 vertices, and we have up to t choices to root each of their vertices in the bag Xw, the
number of rooted proper subgraphs of H is at most th−1. Therefore, the number of rooted
H-folios, each corresponding to a collection of rooted proper subgraphs of H, is bounded
above by 2th−1 . This encoding naturally leads to a dynamic programming algorithm to solve
H-IS-Deletion in time O∗(2O(th−1)), where the hidden constants may depend on H.

In order to further reduce the exponent to h−2, we use the following trick inspired by the
dynamic programming algorithm of Bonomo-Braberman et al. [9] to solve K1,3-IS-Deletion
in time O∗(2O(t2)). The crucial observation is the following: the existence of proper induced
subgraphs of H that are fully contained in the current bag Xw can be checked locally
within that bag, without needing to root their vertices. That is, we distinguish these local
occurrences of proper induced subgraphs of H, and we encode them separately in Hw, without
rooting their vertices in Xw. Note that the number of choices for those local occurrences
depends only on H. In particular, since the proper subgraphs of H have at most h − 1
vertices, the previous observation implies that we never need to root exactly h− 1 vertices
of an induced subgraph of H, since such occurrences would be fully contained in Xw. This
permits to improve the running time to O∗(2O(th−2)). The details can be found in the full
version.

Note that we may assume that H has at least three vertices, as otherwise it is a clique or
an independent set, and then H-IS-Deletion can be solved in single-exponential time by
the algorithms in Subsection 3.2.
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I Theorem 2 (?). For every graph H on h ≥ 3 vertices, the H-IS-Deletion problem can
be solved in time 2O(th−2) · n, where n and t are the number of vertices and the treewidth of
the input graph, respectively.

A dynamic programming algorithm similar to the one provided in Theorem 2 can also
solve the Colorful H-IS-Deletion problem in time 2O(th−2) · n for every graph H on
h ≥ 3 vertices. Indeed, the algorithm remains basically the same, except that we have to
keep track only of colorful copies of proper subgraphs of H, and to discard only the states in
which a colorful occurrence of H appears. In order to do that, in the tables of the dynamic
programming algorithm we just need to replace rooted H-folios by rooted σ-H-folios, defined
in the natural way. Since the number of further computations at each node in order to verify
that the colors match in the obtained rooted subgraphs of H is a function dominated by
2O(th−2), we obtain the same asymptotic running time. We omit the details.

I Theorem 3. For every graph H on h ≥ 3 vertices, the Colorful H-IS-Deletion
problem can be solved in time 2O(th−2) · n, where n and t are the number of vertices and the
treewidth of the input graph, respectively.

3.2 Hitting cliques and independent sets
The following folklore lemma follows easily from the definition of tree decomposition.

I Lemma 4. Let G be a graph and let D be a tree decomposition of G. Then every clique of
G is contained in some bag of D.

Note that if H is a clique, then the (Colorful) H-IS-Deletion problem is the same
as the (Colorful) H-S-Deletion problem. Cygan et al. [13] observed that, by Lemma 4,
in order to solve (Colorful) Kh-IS-Deletion it is enough to store, for every bag of a
(nice) tree decomposition of the input graph, the subset of vertices of the bag that belongs
to the partial hitting set, and to check locally within the bag that the remaining vertices do
not induce a Kh. A typical dynamic programming routine yields the following result1.

I Theorem 5 (Cygan et al. [13]). For every integer h ≥ 1, Kh-IS-Deletion and Colorful
Kh-IS-Deletion can be solved in time 2O(t) · n, where n and t are the number of vertices
and the treewidth of the input graph, respectively.

The case where H is an independent set, which is NP-hard by [24], turns out to be more
interesting. We proceed to present a single-exponential algorithm for Ih-IS-Deletion, and
we remark that this algorithm does not apply to the colorful version.

Note that I2-IS-Deletion is dual to Maximum Clique, since a minimum I2-hitting
set is the complement of a maximum clique. This duality together with Lemma 4 yield the
following key insight: in any graph G, after the removal of an optimal solution of I2-IS-
Deletion, all the remaining vertices are contained in a single bag of any tree decomposition
of G. Our algorithm is based on a generalization of this property to any h ≥ 1, stated in
Lemma 7, which gives an alternative way to exploit tree decompositions in order to solve the
H-IS-Deletion problem. We first need a technical lemma. A clique cover of a graph G is a
collection of cliques of G that cover V (G), and its size is the number of cliques in the cover.

I Lemma 6. Every Ih-free chordal graph G admits a clique cover of size at most h− 1.

1 In fact, Cygan et al. [13] presented an algorithm only for Colorful Kh-S-Deletion, but the algorithm
for Kh-S-Deletion is just a simplified version of the colorful version, just by forgetting the colors.

MFCS 2020



82:8 Hitting Forbidden Induced Subgraphs on Bounded Treewidth Graphs

Proof. We prove the lemma by induction on h. For h = 2, G itself is a clique and the claim
is trivial. Suppose inductively that any Ih−1-free chordal graph admits a clique cover of size
at most h− 2, let G be an Ih-free chordal graph, and let v be a simplicial vertex of G. Since
N [v] is a clique and G is Ih-free, it follows that G \N [v] is Ih−1-free. Since being chordal
is a hereditary property, G \N [v] is an Ih−1-free chordal graph, so by induction G \N [v]
admits a clique cover of size at most h− 2. These h− 2 cliques together with N [v] define a
clique cover of G of size at most h− 1. J

I Lemma 7. Let h ≥ 2 be an integer, let G be a graph, let D be a tree decomposition of
G, and let S be any solution for Ih-IS-Deletion on G. Then there are at most h− 1 bags
X1, X2, . . . , Xh−1 of D such that V (G) \ S ⊆

⋃
i∈[h−1]Xi.

Proof. Let D be a tree decomposition of G, let S be a solution for Ih-IS-Deletion on G,
and let G? be the graph obtained from G by adding an edge between any pair of vertices
contained in the same bag of D. Note that G? is a chordal graph, and that D is also a tree
decomposition of G?. Since being a chordal graph is a hereditary property, it follows that
G? \ S is chordal. Since G \ S is Ih-free, and the property of being Ih-free is closed under
edge addition, we have that G? \ S is also Ih-free. Thus, G? \ S is an Ih-free chordal graph,
and Lemma 6 implies that G? \ S admits a clique cover of size at most h − 1. Since any
clique in G? \S is also a clique in G?, and D is a tree decomposition of G?, Lemma 4 implies
that every clique of G? \ S is contained in some bag of D, and therefore there are at most
h− 1 bags of D that cover all vertices in V (G?) \ S = V (G) \ S. J

Recall that Ih-IS-Deletion is NP-hard even for h = 2, thus the problem cannot be
solved in time nf(h) for any function f , unless P = NP.

I Theorem 8. For every integer h ≥ 1, Ih-IS-Deletion can be solved in time 2O(t) · nh,
where n and t are the number of vertices and the treewidth of the input graph, respectively.

Proof. For h = 1 the problem can be trivially solved in linear time, so assume h ≥ 2. Let
D be a tree decomposition of G with width t, and let S be an (unknown) optimal solution
for Ih-IS-Deletion on G. By Lemma 7, there are at most h − 1 bags X1, X2, . . . , Xh−1
of D such that V (G) \ S ⊆

⋃
i∈[h−1]Xi. Since we may assume that D has O(n) nodes [23],

we can enumerate the candidate sets of bags X1, X2, . . . , Xh−1 in time O(nh−1). For
each such fixed set X1, X2, . . . , Xh−1, we generate all subsets S̄ ⊆

⋃
i∈[h−1]Xi, which are

at most 2(h−1)(t+1) many, and for each S̄ we check whether the graph G[S̄] is Ih-free,
in time 2t · tO(1) · n, by computing a maximum independent set of G[S̄] using dynamic
programming based on treewidth [12] (note that having treewidth at most t is a hereditary
property). Note that, by Lemma 7, there exists some of the considered sets S̄ such that
V (G) \ S̄ = S, and therefore an optimal solution S of Ih-IS-Deletion on G can be found
in time O(nh−1 · 2(h−1)(t+1) · 2t · tO(1) · n) = 2O(t) · nh , as claimed. J

We would like to mention that the approach used in the algorithm of Theorem 8 does not
seem to be easily applicable to the colorful version of the problem. Indeed, the colored version
of Lemma 6 fails: removing a clique from a σ-Ih-free chordal graph does not necessarily yield
a σ-Ih−1-free chordal graph, and the inductive argument does not apply.

Note that, as for any graphH and any instance (G, σ) of Colorful H-IS-Deletion, any
edge between two vertices u, v with σ(u) = σ(v) can be safely deleted without affecting the
instance, the Colorful K2-IS-Deletion problem is equivalent to computing a minimum
vertex cover in a bipartite graph, which can be done in polynomial time. Similarly, the
Colorful I2-IS-Deletion problem can also be solved in polynomial time, by computing
a minimum vertex cover in the bipartite complement of the input graph. This is in sharp
contrast to the uncolored version, where both problems are NP-hard [24].
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4 Lower bounds for H-IS-Deletion

In this section we present lower bounds for the H-IS-Deletion problem. Our reductions
will be from the 3-Sat problem restricted to clean formulas, and are strongly inspired by a
reduction of Cygan et al. [13] for the H-S-Deletion problem when H is the graph obtained
from K2,h by attaching a triangle to each of the two vertices of degree h. We start by
presenting the general frame of the reductions together with some generic properties that
our eventual instances of H-IS-Deletion will satisfy, which allow to prove in a unified way
(cf. Lemma 9) the equivalence of the instances. Variations of this general frame will yield
the concrete reductions for distinct graphs H (cf. Theorems 10 and 12).

General frame of the reductions. Given a clean 3-Sat formula ϕ with n variables and m
clauses, we proceed to build a so-called frame graph FH,ϕ. For each graph H considered in
the reductions, FH,ϕ will be enhanced with additional vertices and edges, obtaining a graph
GH,ϕ that will be the constructed instance of the H-IS-Deletion problem.

Let h be an integer depending on H, to be specified in each particular reduction, and let s
be the smallest positive integer such that sh ≥ 3n, and note that s = O(n1/h). We introduce
a set of vertices M = {wi,j | i ∈ [s], j ∈ [h]}, which we call the central part of the frame. One
may think of this set M as a matrix with s rows and h columns. We will sometimes add an
extra set T of vertices to the central part, with |T | depending on H, obtaining an enhanced
central part M ′ = M ∪ T .

Let L be a graph depending on each particular graph H. By attaching a copy of L
between two vertices u, v ∈ V (FH,ϕ) we mean adding a new copy of L, choosing two arbitrary
distinct vertices of L, and identifying them with u and v respectively.

For each variable x of ϕ and for each clause C containing x in a literal ` ∈ {x, x̄}, we add
to Fϕ a new vertex ax,C,`. We also introduce another “dummy” vertex ax. Since ϕ is clean,
we have introduced four vertices in FH,ϕ for each variable x. Let ax,C1,`, ax,C2,¯̀, ax,C3,`, ax

be the four introduced vertices (recall that x appears at least once positively and negatively
in ϕ). We attach a copy of L between the following four pairs of vertices: (ax,C1,`, ax,C2,¯̀),
(ax,C2,¯̀, ax,C3,`), (ax,C3,`, ax), and (ax, ax,C1,`). We denote by A the union of all the vertices
in these variable gadgets.

For each clause C of ϕ and for each literal ` in C, we add to Fϕ a new vertex bC,`. Since
ϕ is clean, we have introduced two or three vertices in FH,ϕ for each clause C. We attach a
copy of L between every pair of these vertices. We denote by B the union of all the vertices
in these clause gadgets. This concludes the construction of the frame FH,ϕ; cf. Figure 1.
In all our reductions, the graph GH,ϕ will satisfy the following property:

P1: All the connected components of GH,ϕ \M ′ are of size bounded by a function of H.

Also, in all our reductions the budget that we set for the solution of H-IS-Deletion on
GH,ϕ is k := 2n +

∑
C∈ϕ(|C| − 1) = 5n −m, where |C| denotes the number of literals in

clause C. For each fixed graph H, the choice of k, the edges within M ′, and the edges
between M ′ and the sets A,B will force the following behavior in GH,ϕ:

P2: For each gadget corresponding to a variable x, at least one of the pairs (ax,C1,`, ax,C3,`)
and (ax, ax,C2,¯̀) needs to be in the solution and, for each gadget corresponding to a clause
C, at least |C| − 1 vertices in the set {bC,` | ` ∈ C} need to be in the solution.

The above property together with the choice of k imply that the budget is tight: exactly
one of the pairs (ax,C1,`, ax,C3,`) and (ax, ax,C2,¯̀) is in the solution, thereby defining the
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Figure 1 Illustration of the general frame graph FH,ϕ.

true/false assignment of variable x; and exactly one of the vertices in {bC,` | ` ∈ C} is not in
the solution, corresponding to a satisfied literal in C. More precisely, our graph GH,ϕ will
satisfy the following key property:

P3: Let X ⊆ V (GH,ϕ) contain exactly one of (ax,C1,`, ax,C3,`) and (ax, ax,C2,¯̀) for each
variable x, and exactly |C| − 1 vertices in {bC,` | ` ∈ C} for each clause C. Then
all occurrences of H in GH,ϕ \ X as an induced subgraph contain exactly one vertex
ax,C,` ∈ A and exactly one vertex bC′,`′ ∈ B, with (C, `) = (C ′, `′). Moreover, each such
a pair of vertices gives rise to an occurrence of H in GH,ϕ \X.

We now show that the above three properties are enough to construct the desired reductions.

I Lemma 9 (?). Let H be fixed graph and, given a clean 3-Sat formula ϕ, let GH,ϕ be a
graph constructed starting from the frame graph FH,ϕ described above, where the central part
M has h columns for some constant h ≥ 1 depending on H. If GH,ϕ satisfies properties P1,
P2, and P3, then the H-IS-Deletion problem cannot be solved in time O∗(2o(th)) unless
the ETH fails, where t is the width of a given tree decomposition of the input graph.

We now proceed to describe concrete reductions for several instantiations of H. In order
to add edges between the enhanced central part M ′ and the sets A,B, we use the following
nice trick introduced in [13]. To each pair (C, `), where C is a clause of ϕ and ` is a literal
in C, we assign a function fC,` : [h] → [s]. We assign these functions in such a way that
fC,` 6= fC′,`′ whenever (C, `) 6= (C ′, `′); note that this is possible by the choice of s and the
fact that, since ϕ is clean, each clause contains at most three literals. We assume henceforth
that these functions are fixed. We start with the following result that provides tight lower
bounds for two graphs that are “close” to a clique.

I Theorem 10. Let h ≥ 1 be a fixed integer and let H ∈ {Kh+2 − e,Kh + I2}. Then, unless
the ETH fails, the H-IS-Deletion problem cannot be solved in time O∗(2o(th)), where t is
the width of a given tree decomposition of the input graph.

Proof. For each graph H ∈ {Kh+2− e,Kh + I2}, we will present a reduction from the 3-Sat
problem restricted to clean formulas. Given such a formula ϕ, let FH,ϕ be the frame graph
described above, where the constant h, the graph L, and the set T will be specified below for
each H. In each case, we will build, starting from FH,ϕ, an instance GH,ϕ of H-IS-Deletion
with budget k = 5n−m satisfying properties P1, P2, and P3, and then Lemma 9 will imply
the claimed lower bound.
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We focus here on the case H = Kh′+2 − e for some h′ ≥ 1, and the case H = Kh + I2
can be found in the full version. Let FH,ϕ be the frame graph with h = h′, L = Kh+2 − e,
and T = ∅. We add an edge between any two vertices wi,j , wi′,j′ ∈ M with j 6= j′. That
is, we turn GH,ϕ[M ] into a complete h-partite graph, where each part has size s. For each
clause C and each literal ` in C, where ` ∈ {x, x̄} for some variable x, we add the edges
{aC,x,`, wfC,`(j),j} and {bC,`, wfC,`(j),j} for every j ∈ [h]. This concludes the construction of
GH,ϕ, which clearly satisfies property P1. By the choice of k and the fact that there is a copy
of H between the corresponding vertices of A and B (cf. Figure 1), property P2 holds as well.
Let X ⊆ V (GH,ϕ) be a set as in property P3, and let H̃ be an induced subgraph of GH,ϕ \X
isomorphic to H. Since ω(GH,ϕ[M ]) = h, ω(GH,ϕ[(A ∪B) \X]) ≤ h, and ω(H) = h+ 1, H̃
intersects both M and A ∪B. Moreover, since no two adjacent vertices in (A ∪B) \X have
neighbors in M , necessarily |V (H̃) ∩ (A ∪ B)| = 2 and V (H̃) ∩M induces a clique of size
h, which implies that H̃ contains a vertex in each column of M . By the definition of the
functions fC,` and the construction of GH,ϕ, the two vertices in V (H̃) ∩ (A ∪ B) must be
ax,C,` ∈ A and bC′,`′ ∈ B with (C, `) = (C ′, `′), and therefore property P3 follows and we
are done by Lemma 9. J

Note that, in the proof of Theorem 2 for H = Kh+2 − e, all the occurrences of H in
GH,ϕ are induced, and therefore the lower bound also applies to the (Kh+2− e)-S-Deletion
problem. On the other hand, for H = Kh + I2 the proof of Theorem 2 strongly uses the fact
that H cannot occur as an induced subgraph. The following lemma explains why the proof
does not work for the subgraph version: it can be easily solved in single-exponential time.
This points out an interesting difference between both problems.

I Lemma 11 (?). For every two fixed integers h ≥ 1 and ` ≥ 0, the (Kh + I`)-S-Deletion
problem can be solved in time O∗(2O(t)), where t is the width of a given tree decomposition
of the input graph.

By Theorem 2, the lower bounds presented in Theorem 10 for H ∈ {Kh+2 − e,Kh + I2}
are tight under the ETH. These two graphs are very symmetric, in the sense that each
of them contains two non-adjacent vertices that are either complete or anticomplete to a
“central” clique Kh (cf. Figure 2). Unfortunately, for graphs without two such non-adjacent
symmetric vertices, our framework described above is not capable of obtaining tight lower
bounds. Nevertheless, in the full version we show how to obtain lower bounds for other
graphs, namely for the graph Kh+1 + vx for 0 ≤ x ≤ h− 1, defined as the graph obtained
from Kh+1 by adding a vertex v adjacent to x vertices in the clique (cf. Figure 2).

Kh + I2

Kh
a b

Kh+1 + vx

Kh
a b

x

Kh+2 − e

Kh
a b

Figure 2 Graphs H considered in Theorem 10 and in the lower bounds presented in the full
version.

Another direction for generalizing the lower bound of Theorem 10 to other graphs H is
to consider complete bipartite graphs.

I Theorem 12 (?). For any integer h ≥ 2, the Kh,h-IS-Deletion problem cannot be solved
in time O∗(2o(th)) unless the ETH fails, where t is the width of a given tree decomposition of
the input graph.
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It can be easily verified that the proof of Theorem 12 works for both Kh,h-IS-Deletion
and Kh,h-S-Deletion, since all the occurrences of Kh,h in the constructed graph GH,ϕ

are induced. Hence, as the particular case of Theorem 12 for h = 2 we get the following
corollary, which answers a question of Mi. Pilipczuk [27] about the asymptotic complexity of
C4-S-Deletion parameterized by treewidth.

I Corollary 13. Neither C4-IS-Deletion nor C4-S-Deletion can be solved in time
O∗(2o(t2)) unless the ETH fails, where t is the width of a given tree decomposition of the
input graph.

As mentioned in [27], C4-S-Deletion can be easily solved in time O∗(2O(t2)). This fact
together with Theorem 2 imply that both lower bounds of Corollary 13 are tight.

We can obtain lower bounds for other graphs H that are “close” to a complete bipartite
graph. Indeed, note that the lower bound of Theorem 12 also applies to the graph H obtained
from Kh,h by turning one of the two parts into a clique: the same reduction works similarly,
and the only change in the construction is to turn the whole central part M into a clique.
We can also consider complete bipartite graphs Ka,b with parts of different sizes, by letting
the number of columns of the central part M be equal to max{a, b}, hence obtaining a lower
bound of O∗(2o(tmax{a,b})). Similarly, we can also turn one of the two parts of Ka,b into a
clique, and obtain the same lower bound. In particular, in this way we can obtain a lower
bound of O∗(2o(th)) for the graph H obtained from Kh+3 by removing the edges in a triangle.

5 Lower bounds for Colorful H-IS-Deletion

Our main reduction for the colored version is again strongly inspired by the corresponding
reduction of Cygan et al. [13] for the non-induced version. The main difference with respect
to their reduction is that in the non-induced version, the graph H is required to contain a
connected component that is neither a clique nor a path, while for the induced version we
only require a component that is not a clique, and therefore we need extra arguments to deal
with the case where all the connected components of H are paths.

I Theorem 14 (?). Let H be a graph having a connected component on h vertices that is
not a clique. Then Colorful H-IS-Deletion cannot be solved in time O∗(2o(th−2)) unless
the ETH fails, where t is the width of a given tree decomposition of the input graph.

When H is a connected graph, the lower bound of Theorem 14 together with the
algorithms given by Proposition 5 and Theorem 3 completely settle, under the ETH, the
asymptotic complexity of Colorful H-IS-Deletion parameterized by treewidth. Note
that, in particular, Theorem 14 applies when H is path, in contrast to the subgraph version
that can be solved in polynomial time [13].

Therefore, what remains is to obtain tight lower bounds when H is disconnected. In
particular, Theorem 14 cannot be applied at all when all the connected components of H
are cliques, since the machinery that we developed (inspired by Cygan et al. [13]) using
the framework graph FH,ϕ crucially needs two non-adjacent vertices in the same connected
component. Let us now focus on those graphs, sometimes called cluster graphs in the
literature.

As mentioned in Section 3, both Colorful K2-IS-Deletion and Colorful I2-IS-
Deletion can be solved in polynomial time. In our next result we show that if H is slightly
larger than these two graphs (namely, K2 or I2), then Colorful H-IS-Deletion becomes
hard. Namely, we provide a single-exponential lower bound for the following three graphs
H on three vertices that are not covered by Theorem 14: K3, I3, and K2 +K1. Note that
these lower bounds are tight by the algorithm of Theorem 3.
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I Theorem 15 (?). Let H ∈ {K3, I3,K2 +K1}. Then, unless the ETH fails, the Colorful
H-IS-Deletion problem cannot be solved in time O∗(2o(t)), where t is the width of a given
tree decomposition of the input graph.

The proof of Theorem 15 can be easily adapted to H = P3 by complementing the
appropriate neighborhoods, hence obtaining a lower bound of O∗(2o(t)) for P3-IS-Deletion.
Note, however, that this lower for P3 bound already follows from Theorem 14.

It is also easy to adapt the proof of Theorem 15 to larger graphs, but then the lower
bound of O∗(2o(t)) is not tight anymore. For example, for H = 2K2 (the disjoint union
of two edges), with V (H) = {z1, z2, z3, z4} such that the edges are {z1, z2} and {z3, z4}, it
suffices to take the instance (GK2+K1 , σ) of (K2 +K1)-IS-Deletion defined above and to
add a private neighbor colored z4 for every vertex of GK2+K1 colored z3. Also, for H = Kh

with h ≥ 4, in the gadget L we just replace the triangles by cliques of size h, and for H = Ih

with h ≥ 4, we take the h-partite complement of the previous instance of Kh-IS-Deletion.

6 Further research

Concerning H-IS-Deletion, the complexity gap is still quite large for most graphs H, as
our lower bounds (Theorems 10 and 12) only apply to graphs H that are “close” to cliques
or complete bipartite graphs. In particular, Theorem 10 provides tight bounds for P3 or
K4 − e (the diamond), but we do not know the tight function fH(t) for other small graphs
H on four vertices such as P4, K1,3 (the claw), or 2K2.

We think that for most graphs H on h vertices, the upper bound fH(t) = 2O(th−2) given
by Theorem 2 is the asymptotically tight function, and that the single-exponential algorithms
for cliques and independent sets are isolated exceptions. The reason is that, in contrast to the
subgraph version, when hitting induced subgraphs, edges and non-edges behave essentially
in the same way when performing dynamic programming, as one has to keep track of both
the existence and the non-existence of edges in order to construct the tables, and storing
this information seems to be unavoidable.

As for Colorful H-IS-Deletion, in view of Theorems 3, 5, 14, and 15, only the cases
where H is a disjoint union of at least two cliques and |V (H)| ≥ 4 remain open. In particular,
when H is an independent set or a matching with |V (H)| ≥ 4.
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Abstract
We study the effect of noise on the classical simulatability of quantum circuits defined by compu-
tationally tractable (CT) states and efficiently computable sparse (ECS) operations. Examples
of such circuits, which we call CT-ECS circuits, are IQP, Clifford Magic, and conjugated Clifford
circuits. This means that there exist various CT-ECS circuits such that their output probability
distributions are anti-concentrated and not classically simulatable in the noise-free setting (under
plausible assumptions). First, we consider a noise model where a depolarizing channel with an
arbitrarily small constant rate is applied to each qubit at the end of computation. We show that,
under this noise model, if an approximate value of the noise rate is known, any CT-ECS circuit with
an anti-concentrated output probability distribution is classically simulatable. This indicates that the
presence of small noise drastically affects the classical simulatability of CT-ECS circuits. Then, we
consider an extension of the noise model where the noise rate can vary with each qubit, and provide a
similar sufficient condition for classically simulating CT-ECS circuits with anti-concentrated output
probability distributions.
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1 Introduction

1.1 Background and Main Results
A key step toward realizing a large-scale universal quantum computer is to demonstrate
quantum computational supremacy [11], i.e., to perform computational tasks that are
classically hard. As such a task, many researchers have focused on simulating quantum
circuits, or more concretely, sampling the output probability distributions of quantum
circuits. They have shown that, under plausible complexity-theoretic assumptions, this task
is classically hard for various quantum circuits that seem easier to implement than universal
ones. However, these classical hardness results have been obtained in severely restricted
settings, such as a noise-free setting with additive approximation [5, 17, 3, 20] and a noise
setting with multiplicative approximation [9]: the former requires us to sample the output
probability distribution of a quantum circuit with additive error and the latter to sample the
output probability distribution of a quantum circuit under a noise model with multiplicative
error. Thus, there is great interest in considering the above task in a more reasonable setting.
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We study the classical simulatability of quantum circuits in a noise setting with additive
approximation, which requires us to sample the output probability distribution of a quantum
circuit under a noise model with additive error. This setting is more reasonable than the
noise-free setting since the presence of noise is unavoidable in realistic situations. Moreover,
our setting is more reasonable than the noise setting with multiplicative approximation in
the sense that we adopt a more realistic notion of approximation [1, 5], although noise in this
paper is more restrictive than that in [9]. We consider a noise model where a depolarizing
channel with an arbitrarily small constant rate 0 < ε < 1, which is denoted as Dε, is
applied to each qubit at the end of computation. This channel leaves a qubit unaffected with
probability 1− ε and replaces its state with the completely mixed one with probability ε.
We call this model noise model A. We also consider its extension where the noise rate can
vary with each qubit. More concretely, when a quantum circuit has n qubits, Dεj is applied
to the j-th qubit at the end of computation for any 1 ≤ j ≤ n. We call this model noise
model B. These noise models are simple, but analyzing them is a meaningful step toward
studying more general models [10], such as one where noise exists before and after each gate
in a quantum circuit. This is because, for example, this general noise model is equivalent to
noise model A when we focus on instantaneous quantum polynomial-time (IQP) circuits,
which are described below, with a particular type of intermediate noise [6].

A representative example of a quantum circuit that is not classically simulatable (in
the noise-free setting) is an IQP circuit, which consists of Z-diagonal gates sandwiched by
two Hadamard layers. In fact, there exists an IQP circuit such that its output probability
distribution is anti-concentrated and not classically samplable in polynomial time with
certain constant accuracy in l1 norm (under plausible assumptions) [5]. On the other hand,
Bremner et al. [6] assumed noise model A and showed that, if the exact value of the noise
rate is known, any IQP circuit with an anti-concentrated output probability distribution is
classically simulatable in the sense that the resulting probability distribution is classically
samplable in polynomial time with arbitrary constant accuracy in l1 norm. This indicates
that, under noise model A, if the exact value of the noise rate is known, the presence of
small noise drastically affects the classical simulatability of IQP circuits.

In this paper, first, under a weaker assumption on the knowledge of the noise rate, we
extend Bremner et al.’s result to a new class of quantum circuits defined by two concepts:
computationally tractable (CT) states and efficiently computable sparse (ECS) operations [19].
Examples of such circuits, which we call CT-ECS circuits, are IQP circuits, Clifford Magic
circuits [20], and conjugated Clifford circuits [3]. This means that there exist various CT-
ECS circuits such that their output probability distributions are anti-concentrated and not
classically simulatable in the sense described above for IQP circuits. Constant-depth quantum
circuits [18, 4, 2] are also CT-ECS circuits and not classically simulatable, although we do not
know whether their output probability distributions are anti-concentrated. We postpone the
explanation of CT states and ECS operations until Section 2, but, as depicted in Fig. 1(a), a
CT-ECS circuit on n qubits is a polynomial-size quantum circuit C = V U such that U |0n〉
is CT and V †ZjV is ECS for any 1 ≤ j ≤ n, where Zj is a Pauli-Z operation on the j-th
qubit. After performing C, we perform Z-basis measurements on all qubits. The CT-ECS
circuit C under noise model B is depicted in Fig. 1(b).

Our first result assumes noise model A, which is the case where εj = ε for any 1 ≤ j ≤ n
in Fig. 1(b). We show that, if an approximate value of the noise rate is known, any CT-ECS
circuit with an anti-concentrated output probability distribution is classically simulatable:

I Theorem 1 (informal). Let C be an arbitrary CT-ECS circuit on n qubits such that its
output probability distribution p is anti-concentrated, i.e.,

∑
x∈{0,1}n p(x)2 ≤ α/2n for some

known constant α ≥ 1. We assume that a depolarizing channel with (possibly unknown)
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Figure 1 (a): CT-ECS circuit C = V U , where U |0n〉 is CT and V †ZjV is ECS for any 1 ≤ j ≤ n.
After performing C, we perform Z-basis measurements on all qubits. (b): CT-ECS circuit C = V U

under noise model B, where εj represents the depolarizing channel Dεj for any 1 ≤ j ≤ n.

constant rate 0 < ε < 1 is applied to each qubit after performing C, which yields the probability
distribution p̃A. Moreover, we assume that it is possible to choose a constant λ such that

1 ≤ ε

λ
≤ 1 + c,

where c is a certain constant depending on α. Then, p̃A is classically samplable in polynomial
time with constant accuracy in l1 norm.

If ε is known, we can choose λ = ε. This case with IQP circuits precisely corresponds to
Bremner et al.’s result [6]. As described above, there exist various CT-ECS circuits such that
their output probability distributions are anti-concentrated and not classically simulatable in
the noise-free setting (under plausible assumptions). Thus, Theorem 1 indicates that, under
noise model A, if an approximate value of the noise rate is known, the presence of small
noise drastically affects the classical simulatability of CT-ECS circuits.

Theorem 1 assumes noise model A where noise exists only at the end of computation,
but, in some cases, it also holds under an input-noise model. For example, Theorem 1 holds
for IQP circuits when noise model A is replaced with a noise model where Dε is applied to
each qubit only at the start of computation, although Bu and Koh’s main result implies a
similar property of IQP circuits [7]. Moreover, Theorem 2, which is described below and
assumes noise model B, also holds for IQP circuits when noise model B is replaced with an
input-noise model where the noise rate can vary with each qubit. Our main result is similar
in spirit to Bu and Koh’s, which provides classical algorithms for simulating Clifford circuits
with nonstabilizer product input states (corresponding to input-noise models). However, we
note that, in general, it is difficult to relate the output probability distributions of CT-ECS
circuits under output-noise models to those of Clifford circuits under input-noise models.

Our main focus is on a noise setting, but, from a purely theoretical point of view, it is
valuable to analyze the classical simulatability of quantum circuits in the noise-free setting.
The proof method of Theorem 1 is based on computing the Fourier coefficients of an output
probability distribution, and is useful in the noise-free setting. In fact, the proof method
shows that, when only O(logn) qubits are measured, any quantum circuit in a class of
CT-ECS circuits on n qubits is classically simulatable. More precisely, its output probability
distribution is classically samplable in polynomial time with polynomial accuracy in l1 norm.
This class of CT-ECS circuits is defined by a restricted version of ECS operations, and
includes IQP, Clifford Magic, conjugated Clifford, and constant-depth quantum circuits. It
is known that the above property or a similar one holds for these quantum circuits, but the
proofs provided have depended on each circuit class [18, 4, 12, 3]. Our analysis unifies the
previous ones and clarifies a class of quantum circuits for which the above property holds.

MFCS 2020



83:4 Classically Simulating Quantum Circuits with Local Depolarizing Noise

Our second result assumes noise model B, which is depicted in Fig. 1(b). For classically
simulating CT-ECS circuits with anti-concentrated output probability distributions, we
provide a sufficient condition, which is similar to Theorem 1:

I Theorem 2 (informal). Let C be an arbitrary CT-ECS circuit on n qubits such that its
output probability distribution p is anti-concentrated, i.e.,

∑
x∈{0,1}n p(x)2 ≤ α/2n for some

known constant α ≥ 1. We assume that a depolarizing channel with (possibly unknown)
constant rate 0 < εj < 1 is applied to the j-th qubit after performing C for any 1 ≤ j ≤ n,
which yields the probability distribution p̃B. Moreover, we assume that it is possible to choose
a constant λmin such that

1 ≤ εmin

λmin
≤ 1 + c,

where εmin = min{εj |1 ≤ j ≤ n} and c is a certain constant depending on α, and we assume
that it is possible to choose a constant λj such that

0 ≤ εj − λj ≤ cλmin

for any 1 ≤ j ≤ n with εj 6= εmin. Then, p̃B is classically samplable in polynomial time with
constant accuracy in l1 norm.

To the best of our knowledge, this is the first analysis of the classical simulatability of
quantum circuits under noise model B. Theorem 2 indicates that, under this noise model,
if approximate values of the minimum noise rate and the other noise rates are known, the
presence of small noise drastically affects the classical simulatability of CT-ECS circuits.

1.2 Overview of Techniques
To prove Theorem 1, we generalize Bremner et al.’s proof for IQP circuits [6]. The first
key point is to provide a general method for approximating the Fourier coefficients of
the output probability distribution p. The probability distribution p̃A, which we want to
approximate, can be simply represented by the noise rate ε and the Fourier coefficients
p̂(s) of p for all s ∈ {0, 1}n [15]. We show that, for any CT-ECS circuit on n qubits, there
exists a polynomial-time classical algorithm for approximating each of the low-degree Fourier
coefficients, i.e., p̂(s) for any s = s1 · · · sn ∈ {0, 1}n with

∑n
j=1 sj = O(1). Bremner et al. [6]

showed that such an algorithm exists for IQP circuits through a direct calculation of the
Fourier coefficients for them. In contrast, we first provide a general relation between a
quantum circuit and the Fourier coefficients of its output probability distribution. We then
approximate each of the low-degree Fourier coefficients by combining this general relation
with Nest’s classical algorithm for approximating the inner product described by a CT state
and an ECS operation [19]. This general relation seems to be a new tool to investigate the
output probability distribution of a quantum circuit and thus may be of independent interest.

The second key point is to approximate p̃A using an approximate value λ of ε. We define
a function q that seems to be close to p̃A on the basis of its representation with ε and p̂(s) for
all s ∈ {0, 1}n. In contrast to Bremner et al.’s setting, we do not know ε. Thus, we define q
using λ and an appropriate (polynomial) number of the low-degree Fourier coefficients. This
number depends on λ, the constant α associated with the anti-concentration assumption,
and the desired approximation accuracy. We then evaluate the approximation accuracy of
q. Here, we need to care about the error caused by the difference between λ and ε. We
upper-bound this error using the anti-concentration assumption.
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To prove Theorem 2, we represent the effect of noise under noise model B as the
effect of noise under noise model A with rate εmin and the remaining effects. We do this
by transforming the representation of the probability distribution p̃B, which we want to
approximate, with several basic properties of noise operators on real-valued functions over
{0, 1}n [15]. The obtained representation means that, to sample p̃B, it suffices to sample
the probability distribution p̃A (resulting from p) under noise model A with rate εmin and
then to classically simulate noise corresponding to the remaining effects. By Theorem 1, p̃A
is classically simulatable. Moreover, we can simulate noise corresponding to the remaining
effects using the approximate values of εmin and the other noise rates.

2 Preliminaries

2.1 Quantum Circuits and Their Output Probability Distributions
Pauli matrices X, Y , Z, and I are

X =
(

0 1
1 0

)
, Y =

(
0 −i
i 0

)
, Z =

(
1 0
0 −1

)
, I =

(
1 0
0 1

)
.

The Hadamard operation H is (X + Z)/
√

2. For any real number θ, the rotation operations
Rx(θ) and Rz(θ) are cos(θ/2)I− i sin(θ/2)X and cos(θ/2)I− i sin(θ/2)Z, respectively, where
Rz(π/4) and Rz(π/2) are denoted as T and S, respectively. It holds that the inverse of
Rx(θ) is Rx(−θ) and the inverse of Rz(θ) is Rz(−θ). The controlled-Z operation CZ and the
controlled-controlled-Z operation CCZ are |0〉〈0|⊗I+ |1〉〈1|⊗Z and |00〉〈00|⊗I+ |01〉〈01|⊗
I + |10〉〈10| ⊗ I + |11〉〈11| ⊗ Z, respectively, where the states |0〉 and |1〉 are ±1-eigenstates
of Z, respectively. The operations H, S, and CZ are called Clifford operations.

A quantum circuit consists of elementary gates, each of which is in the gate set G. Here,
G = {Rx(θ), Rz(θ), CZ | θ = ±2π/2t with integer t ≥ 1}. Each Rx(θ) has its inverse in G
and so does Rz(θ). Moreover, each of the one-qubit operations X, Y , Z, I, and H can be
decomposed into a constant number of Rx(θ)’s and Rz(θ)’s (up to an unimportant global
phase). Similarly, CCZ can be decomposed into a constant number of Rx(θ)’s, Rz(θ)’s, and
CZ’s. Since the gate set {H,T,CZ} is approximately universal for quantum computation [13],
so is G. The complexity measures of a quantum circuit are its size and depth. The size of a
quantum circuit is the number of elementary gates in the circuit. To define the depth, we
regard the circuit as a set of layers 1, . . . , d consisting of elementary gates, where gates in
the same layer act on pairwise disjoint sets of qubits and any gate in layer j is applied before
any gate in layer j + 1. The depth is defined as the smallest possible value of d [8].

We deal with a uniform family of polynomial-size quantum circuits {Cn}n≥1. Each Cn
has n input qubits initialized to |0n〉. After performing Cn, we perform Z-basis measurements
on all qubits. The output probability distribution p of Cn over {0, 1}n is defined as p(x) =
|〈x|Cn|0n〉|2. A symbol denoting a quantum circuit also denotes its matrix representation
in the Z basis. The uniformity means that the function 1n 7→ Cn is computable by a
polynomial-time classical Turing machine, where Cn is the classical description of Cn [14].

2.2 Fourier Expansions and Effects of Noise
Let f : {0, 1}n → R be an arbitrary (real-valued) function. Then, f can be uniquely
represented as an R-linear combination of 2n basis functions

f(x) =
∑

s∈{0,1}n
f̂(s)(−1)s·x,

MFCS 2020
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which is called the Fourier expansion of f [15]. Here, f̂(s) is called the Fourier coefficient of
f and the symbol “·” represents the inner product of two n-bit strings, i.e., s ·x =

∑n
j=1 sjxj

for any s = s1 · · · sn, x = x1 · · ·xn ∈ {0, 1}n. It holds that

f̂(s) = 1
2n

∑
x∈{0,1}n

f(x)(−1)s·x

for any s ∈ {0, 1}n. The lk norm of f is defined as

||f ||k =

 ∑
x∈{0,1}n

|f(x)|k
1/k

,

where k = 1, 2. It is known that ||f ||21 ≤ 2n||f ||22 = 22n||f̂ ||22 [15].
Let C be an arbitrary quantum circuit on n qubits and p be its output probability

distribution over {0, 1}n. We consider C under noise model A where a depolarizing channel
Dε with rate 0 < ε < 1 is applied to each qubit after performing C. Here, Dε(ρ) = (1−ε)ρ+ε I2
for any density operator ρ of a qubit. We perform Z-basis measurements on all qubits and
let p̃A be the resulting probability distribution over {0, 1}n. As shown in [6], we can sample
p̃A by sampling an n-bit string according to p and then flipping each bit of the string with
probability ε/2. This implies the following Fourier expansion of p̃A [15]:

p̃A(x) =
∑

s∈{0,1}n
(1− ε)|s|p̂(s)(−1)s·x,

where |s| =
∑n
j=1 sj for any s = s1 · · · sn ∈ {0, 1}n. We also consider C under noise model B

where Dεj with rate 0 < εj < 1 is applied to the j-th qubit after performing C for any
1 ≤ j ≤ n. We perform Z-basis measurements on all qubits and let p̃B be the resulting
probability distribution over {0, 1}n. As with p̃A, we can sample p̃B by sampling an n-bit
string according to p and then flipping its j-th bit with probability εj/2 for any 1 ≤ j ≤ n.
The Fourier expansion of p̃B is as follows [15]:

p̃B(x) =
∑

s∈{0,1}n

 n∏
j=1

(1− εj)sj
 p̂(s)(−1)s·x.

2.3 CT States and ECS Operations
We introduce CT states and (a restricted version of) ECS operations [19]. Let |ϕ〉 be an
arbitrary (pure) quantum state on n qubits and p be the probability distribution over {0, 1}n
defined as p(x) = |〈x|ϕ〉|2. Then, |ϕ〉 is CT if p is classically samplable in polynomial time
and, for any x ∈ {0, 1}n, 〈x|ϕ〉 is classically computable in polynomial time.1 An example of
a CT state is a product state. Let U be an arbitrary quantum operation on n qubits that is
both unitary and Hermitian. The operation U is sparse if there exists a polynomial s in n such
that, for any x ∈ {0, 1}n, U |x〉 is a linear combination of at most s(n) computational basis
states. When U is a sparse operation (associated with s), for any 1 ≤ j ≤ s(n), we define two
functions, βj : {0, 1}n → C and γj : {0, 1}n → {0, 1}n, as follows: for any x ∈ {0, 1}n, if the

1 For simplicity, we require perfect accuracy in sampling probability distributions and computing values,
although irrational numbers may be involved. Precisely speaking, it suffices to require exponential
accuracy. This is also applied to similar situations in this paper, such as the definition of ECS operations.
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j-th non-zero entry exists in the column indexed by x when traversing this column from top
to bottom, βj(x) is this entry and γj(x) is the row index associated with βj(x). If the j-th
non-zero entry does not exist in this column, βj(x) = 0 and γj(x) = 0n. The sparse operation
U is ECS if, for any x ∈ {0, 1}n and 1 ≤ j ≤ s(n), βj(x) and γj(x) are classically computable
in polynomial time. In particular, an ECS operation with s(n) = O(1) is called ECS1, and an
ECS operation with s(n) = 1 is called efficiently computable basis-preserving. An efficiently
computable basis-preserving operation preserves the class of CT states as follows:

I Theorem 3 (Lemma 2 of [19]). Let |ϕ〉 be an arbitrary CT state on n qubits and U be an
arbitrary efficiently computable basis-preserving operation on n qubits. Then, U |ϕ〉 is CT.

The following theorem is a rephrased version of the one in [19]:

I Theorem 4 (Theorem 3 of [19]). Let U be an arbitrary quantum operation on n qubits
such that U |0n〉 is CT, and O be an arbitrary observable with ||O|| ≤ 1, where ||O|| is the
maximum of the absolute values of the eigenvalues of O. Let V be an arbitrary quantum
operation on n qubits such that V †OV is ECS, and f be an arbitrary polynomial in n. Then,
there exists a polynomial-time randomized algorithm which outputs a real number r such that

Pr
[∣∣〈0n|U†V †OV U |0n〉 − r∣∣ ≤ 1

f(n)

]
≥ 1− 1

exp(n) .

3 Target Quantum Circuits and Associated Fourier Coefficients

We focus on a new class of quantum circuits defined by CT states and ECS operations:

I Definition 5. A quantum circuit C on n qubits initialized to |0n〉 is CT-ECS if C consists
of two blocks C = V U such that U and V are polynomial-size quantum circuits, U |0n〉 is CT,
and V †ZjV is ECS for any 1 ≤ j ≤ n, where Zj is a Pauli-Z operation on the j-th qubit. In
particular, C is CT-ECS1 if C is CT-ECS and the operation V †ZjV associated with C is
ECS1 for any 1 ≤ j ≤ n.

To give examples of CT-ECS circuits, we consider the following quantum circuits on n qubits:
An IQP circuit is of the form H⊗nDH⊗n, where D is a polynomial-size quantum circuit
consisting of Z, CZ, and CCZ gates [5].
A Clifford Magic circuit is of the form ET⊗nH⊗n, where E is a polynomial-size Clifford
circuit, which consists of H, S, and CZ gates [20].
A conjugated Clifford circuit is of the form Rx(−θ)⊗nRz(−φ)⊗nERz(φ)⊗nRx(θ)⊗n for
arbitrary real numbers φ, θ, where E is a polynomial-size Clifford circuit [3].
A constant-depth quantum circuit is a polynomial-size quantum circuit F whose depth is
constant [18, 4, 2].

In the common definition of an IQP circuit, D consists of more general Z-diagonal gates.
However, for simplicity, we adopt the above definition. The resulting class includes a
quantum circuit of the form H⊗nDH⊗n such that its output probability distribution is
anti-concentrated and not classically simulatable (under plausible assumptions).

We show that the above circuits are CT-ECS (in fact, CT-ECS1). The proof can be
found in the full version of the paper [16].

I Lemma 6. Let C be one of the following quantum circuits on n qubits: an IQP, a Clifford
Magic, a conjugated Clifford, or a constant-depth quantum circuit. Then, C is CT-ECS1.

MFCS 2020



83:8 Classically Simulating Quantum Circuits with Local Depolarizing Noise

Lemma 6 implies that there exist various CT-ECS circuits such that their output prob-
ability distributions are anti-concentrated and not classically simulatable (under plausible
assumptions), although we do not know whether the output probability distributions of
constant-depth quantum circuits are anti-concentrated.

To approximate the Fourier coefficients associated with CT-ECS circuits, we provide
a general relation between a quantum circuit and the Fourier coefficients of its output
probability distribution. The proof can be found in the full version of the paper [16].

I Lemma 7. Let C be an arbitrary quantum circuit on n qubits initialized to |0n〉 and p be
its output probability distribution over {0, 1}n. Then,

p̂(s) = 1
2n 〈0

n|C†ZsC|0n〉

for any s = s1 · · · sn ∈ {0, 1}n, where Zs =
⊗n

j=1 Z
sj
j , i.e., the tensor product of a Pauli-Z

operation on the j-th qubit with sj = 1 for any 1 ≤ j ≤ n.

Using Theorem 4 and Lemma 7, we show that the low-degree Fourier coefficients of
the output probability distribution of a CT-ECS circuit can be approximated classically in
polynomial time. The proof can be found in the full version of the paper [16].

I Lemma 8. Let C be an arbitrary CT-ECS circuit on n qubits and p be its output probability
distribution over {0, 1}n. Let f be an arbitrary polynomial in n and s be an arbitrary element
of {0, 1}n with |s| = O(1). Then, there exists a polynomial-time randomized algorithm which
outputs a real number p̂′(s) such that

Pr
[
|p̂(s)− p̂′(s)| ≤ 1

2nf(n)

]
≥ 1− 1

exp(n) .

For any probability distribution p over {0, 1}n, it holds that p̂(0n) = 1/2n. Thus, when
we consider a classical algorithm for approximating p̂(s), we only consider an algorithm that
outputs 1/2n when s = 0n. This simplifies the analysis in the following sections.

4 CT-ECS Circuits under Noise Model A

In this section, we prove Theorem 1. Its precise statement is as follows:

I Theorem 1. Let C be an arbitrary CT-ECS circuit on n qubits such that its output
probability distribution p satisfies

∑
x∈{0,1}n p(x)2 ≤ α/2n for some known constant α ≥ 1.

Let 0 < δ < 1 be an arbitrary constant. We assume that a depolarizing channel with (possibly
unknown) constant rate 0 < ε < 1 is applied to each qubit after performing C, which yields
the probability distribution p̃A, and it is possible to choose a constant λ such that

1 ≤ ε

λ
≤ 1 + 1

10
√
α

δ log 10
√
α

δ

.

Then, there exists an nO( 1
λ log α

δ )-time randomized algorithm which outputs (a classical
description of) a probability distribution q̃A over {0, 1}n such that

Pr [||p̃A − q̃A||1 ≤ δ] ≥ 1− 1
exp(n)

and q̃A is classically samplable in time nO( 1
λ log α

δ ).

Throughout the paper, the base of the logarithm is 2.
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4.1 Proof of Theorem 1
We show that p̃A can be approximated by a function whose Fourier coefficients can be
obtained classically in polynomial time. The proof can be found in the full version of the
paper [16].

I Lemma 9. Let C be an arbitrary CT-ECS circuit on n qubits such that its output probability
distribution p satisfies

∑
x∈{0,1}n p(x)2 ≤ α/2n for some known constant α ≥ 1. Let 0 < δ < 1

be an arbitrary constant. We assume that a depolarizing channel with constant rate 0 < ε < 1
is applied to each qubit after performing C, which yields the probability distribution p̃A, and
it is possible to choose a constant λ such that

1 ≤ ε

λ
≤ 1 + 1

10
√
α

δ log 10
√
α

δ

.

Then, there exists an nO( 1
λ log α

δ )-time randomized algorithm which outputs the Fourier
coefficients of a function q over {0, 1}n such that

Pr
[
||p̃A − q||1 ≤

δ

3

]
≥ 1− 1

exp(n) .

The remaining problem is to sample a probability distribution close to the function q. To
do this, we use a classical sampling algorithm proposed by Bremner et al. [6], although the
following analysis is slightly simpler than theirs. We can represent q as

q(x) =
∑

s∈{0,1}n,|s|≤c

q̂(s)(−1)s·x,

where c =
⌈

1
λ log 10

√
α

δ

⌉
, q̂(s) = (1− λ)|s|p̂′(s), p̂′(s) is the approximate value of p̂(s) for all

s ∈ {0, 1}n \ {0n} with |s| ≤ c, p̂′(0n) = 1/2n, and p̂′(s) = 0 for all s ∈ {0, 1}n with |s| > c.
It holds that

∑
x∈{0,1}n q(x) = 2nq̂(0n) = 2np̂′(0n) = 1. We define S∅ = 1 and

Sy =
∑

x∈{0,1}n,x1···xk=y

q(x)

for any 1 ≤ k ≤ n and y ∈ {0, 1}k, where ∅ denotes the empty string. The sampling algorithm
is described as follows:
1. Set y ← ∅.
2. Perform the following procedure n times:

a. If Syz < 0 for some z ∈ {0, 1}, set y ← yz̄, where z̄ = 1− z.
b. Otherwise, set y ← y0 with probability Sy0/Sy and y ← y1 with probability 1−Sy0/Sy.

3. Output y ∈ {0, 1}n.
A direct calculation shows that

Sy = 2n−k
∑

s∈{0,1}n,|s|≤c,sk+1···sn=0n−k
q̂(s)(−1)s1···sk·y

for any 1 ≤ k ≤ n and y ∈ {0, 1}k. Since Sy is classically computable in time nO( 1
λ log α

δ )
(when we have q̂(s) for all s ∈ {0, 1}n with |s| ≤ c), the runtime of the sampling algorithm is
nO( 1

λ log α
δ ). This sampling algorithm defines a real-valued function, denoted as Alg(q), that

maps y ∈ {0, 1}n to the probability that the sampling algorithm outputs y.
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Figure 2 (a): IQP circuit C = H⊗nDH⊗n under the input-noise model, where D consists of Z,
CZ, and CCZ gates. The depolarizing channel Dε, which is represented as ε, is applied to each
qubit initialized to |0〉. (b): CT-ECS circuit C = V U in the noise-free setting, where m = O(log n).

Bremner et al. [6] defined Fix(q) =
(∑

x∈{0,1}n q(x)
)

Alg(q) and showed that

||q − Fix(q)||1 = 2
∑

x∈{0,1}n,q(x)<0

|q(x)|

and Alg(q) is a probability distribution. Since
∑
x∈{0,1}n q(x) = 1, we can deal with the

situation where Fix(q) = Alg(q). Therefore, Bremner et al.’s analysis of Fix(q) directly works
for Alg(q). This allows us to show the following lemma, which is a special case of the property
of Alg(q) shown by Bremner et al. [6]. The proof can be found in the full version of the
paper [16].

I Lemma 10. We assume that there exists a constant 0 < δ < 1 such that ||p̃A − q||1 ≤ δ/3.
Then, ||p̃A −Alg(q)||1 ≤ δ.

The above lemmas immediately imply Theorem 1. Details can be found in the full version of
the paper [16].

4.2 Input-Noise Model and Noise-Free Setting
We first deal with an input-noise model where Dε is applied to each qubit (initialized to |0〉)
only at the start of computation, and consider IQP circuits under this input-noise model as
depicted in Fig. 2(a). We show that, when noise model A is replaced with this input-noise
model, Theorem 1 holds for IQP circuits. Let C = H⊗nDH⊗n be an arbitrary IQP circuit
on n qubits, where D consists of Z, CZ, and CCZ gates. Let p̃in be the resulting probability
distribution over {0, 1}n. The input state |0n〉 affected by noise is represented as[(

1− ε

2

)
|0〉〈0|+ ε

2 |1〉〈1|
]⊗n

=
∑

y∈{0,1}n

(
1− ε

2

)n−|y| (ε
2

)|y|
Xy|0n〉〈0n|Xy,

where Xy = H⊗nZyH⊗n. A direct calculation shows that p̃in = p̃A, where p̃A is the
output probability distribution of C under noise model A (with rate ε). This is because
H⊗nDH⊗nXy = XyH⊗nDH⊗n for any y ∈ {0, 1}n. Thus, when the output probability
distribution of C is anti-concentrated, p̃A is classically simulatable by Theorem 1, and so is
p̃in. A similar proof shows that, when noise model B is replaced with the input-noise model,
Theorem 2 holds for IQP circuits.

We then consider CT-ECS circuits in the noise-free setting as depicted in Fig. 2(b),
and show that, when only O(logn) qubits are measured, any quantum circuit in a class of
CT-ECS circuits on n qubits is classically simulatable. Let C = V U be an arbitrary CT-ECS
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circuit on n qubits such that only m = O(logn) qubits are measured, and let p be its output
probability distribution over {0, 1}m. We can represent p as

p(x) =
∑

s∈{0,1}m
p̂(s)(−1)s·x.

As with Lemma 7,

p̂(s) = 1
2m 〈0

n|U†V †(Zs ⊗ In−m)V U |0n〉

for any s ∈ {0, 1}m, where In−m is the identity on the qubits that are not measured. By
an argument similar to the proof of Lemma 8 [16], we want to approximate p̂(s) for all
s ∈ {0, 1}m. However, in the present case, V †(Zs ⊗ In−m)V is the product of at most m
ECS operations, which is not always ECS.

We assume that V †(Zs ⊗ In−m)V is ECS for all s ∈ {0, 1}m. In this case, all the Fourier
coefficients can be approximated classically in polynomial time with polynomial accuracy.
Then, we define a function q over {0, 1}m as

q(x) =
∑

s∈{0,1}m
p̂′(s)(−1)s·x,

where p̂′(s) is the approximate value of p̂(s) for all s ∈ {0, 1}m \ {0m} and p̂′(0m) = 1/2m.
Since ||p − q||1 is upper-bounded by some inverse polynomial in n, the classical sampling
algorithm in Section 4.1 implies that p is classically simulatable, i.e, can be approximated by
a classically samplable probability distribution, which is Alg(q), with polynomial accuracy
in l1 norm. For example, we consider a CT-ECS1 circuit, which is a CT-ECS circuit such
that the associated ECS operation V †ZjV is ECS1. In this case, V †(Zs ⊗ In−m)V is ECS
for all s ∈ {0, 1}m, since it is the product of at most m ECS1 (not ECS) operations. Thus,
when only O(logn) qubits are measured, any CT-ECS1 circuit on n qubits is classically
simulatable in the noise-free setting.

5 CT-ECS Circuits under Noise Model B

In this section, we prove Theorem 2. Its precise statement is as follows:

I Theorem 2. Let C be an arbitrary CT-ECS circuit on n qubits such that its output
probability distribution p satisfies

∑
x∈{0,1}n p(x)2 ≤ α/2n for some known constant α ≥ 1.

Let 0 < δ < 1 be an arbitrary constant. We assume that a depolarizing channel with (possibly
unknown) constant rate 0 < εj < 1 is applied to the j-th qubit after performing C for any
1 ≤ j ≤ n, which yields the probability distribution p̃B. Moreover, we assume that it is
possible to choose a constant λmin such that

1 ≤ εmin

λmin
≤ 1 + 1

10
√
α

δ log 10
√
α

δ

,

where εmin = min{εj |1 ≤ j ≤ n}, and it is possible to choose a constant λj such that

0 ≤ εj − λj ≤
λmin

10
√
α

δ log 10
√
α

δ

for any 1 ≤ j ≤ n with εj 6= εmin, where all numbers j with εj 6= εmin are known. Then, there
exists an nO

(
1

λmin
log α

δ

)
-time randomized algorithm which outputs (a classical description of)
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a probability distribution q̃B over {0, 1}n such that

Pr
[
||p̃B − q̃B||1 ≤

(
1 + 1

1− λmin

)
δ

]
≥ 1− 1

exp(n)

and q̃B is classically samplable in time nO
(

1
λmin

log α
δ

)
.

Although the approximation accuracy of q̃B depends on λmin, a typical situation might be
when εmin is not so large. For example, when εmin ≤ 1/2, it holds that ||p̃B − q̃B||1 ≤ 3δ.

We represent the effect of noise under noise model B as the effect under noise model A
with rate εmin and the remaining effects. To do this, for any 1 ≤ j ≤ n and 0 ≤ δj ≤ 1, we
consider the noise operator T jδj [15] on real-valued functions over {0, 1}n defined as

T jδjf(x) = Eyj∼Nδj (xj)[f(x1, · · · , xj−1, yj , xj+1, . . . , xn)].

Here, yj ∼ Nδj (xj) means that yj is drawn as follows: yj is xj with probability 1− δj/2 and
1− xj with probability δj/2. Let p be an arbitrary probability distribution over {0, 1}n. It
holds that T 1

δ1
· · ·Tnδnp(x) is equal to the probability of obtaining x by sampling an n-bit string

according to p and then flipping its j-th bit with probability δj/2 for any 1 ≤ j ≤ n. Thus,
the representation of p̃B described in Section 2.2 is obtained as T 1

ε1
· · ·Tnεnp(x). It is known

that T 1
δ1
· · ·Tnδn is a contraction operator, i.e., ||T 1

δ1
· · ·Tnδnf ||1 ≤ ||f ||1 for any real-valued

function f over {0, 1}n [15].
Lemma 9 with these basic facts on the noise operator implies the following lemma on the

representation of p̃B and its approximability. The proof can be found in the full version of
the paper [16].

I Lemma 11. Let C be an arbitrary CT-ECS circuit on n qubits such that its output
probability distribution p satisfies

∑
x∈{0,1}n p(x)2 ≤ α/2n for some known constant α ≥ 1.

Let 0 < δ < 1 be an arbitrary constant. We assume that a depolarizing channel with constant
rate 0 < εj < 1 is applied to the j-th qubit after performing C for any 1 ≤ j ≤ n, which
yields the probability distribution p̃B, and it is possible to choose a constant λmin such that

1 ≤ εmin

λmin
≤ 1 + 1

10
√
α

δ log 10
√
α

δ

,

where εmin = min{εj |1 ≤ j ≤ n}. Then, the following items hold:
(i) p̃B(x) = T 1

δ1
· · ·Tnδn p̃A(x), where

δj = εj − εmin

1− εmin
, p̃A(x) =

∑
s∈{0,1}n

(1− εmin)|s|p̂(s)(−1)s·x.

(ii) There exists an n
O
(

1
λmin

log α
δ

)
-time randomized algorithm which outputs the Fourier

coefficients of a function q over {0, 1}n such that

Pr
[
||p̃A − q||1 ≤

δ

3

]
≥ 1− 1

exp(n) .

(iii) Let 0 ≤ δ′j ≤ 1 be an arbitrary constant for any 1 ≤ j ≤ n. We assume that there exists
a constant β ≥ 0 such that |δj − δ′j | ≤ β for any 1 ≤ j ≤ n. Then,

Pr
[
||T 1

δ1
· · ·Tnδnq − T

1
δ′1
· · ·Tnδ′nq||1 ≤ cβ

√
α+ 1

]
≥ 1− 1

exp(n) ,

where c =
⌈

1
λmin

log 10
√
α

δ

⌉
.

Lemma 11 implies Theorem 2. Details can be found in the full version of the paper [16].
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Scheduling Under Arborescence Precedence
Constraints
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Abstract
We consider a scheduling problem on unrelated machines with precedence constraints. There are m

unrelated machines and n jobs and every job has to be processed non-preemptively in some machine.
Moreover, jobs have precedence constraints; specifically, a precedence constraint j ≺ j′ requires that
job j′ can only be started whenever job j has been completed. The objective is to minimize the
total completion time.

The problem has been widely studied in more restricted machine environments such as identical
or related machines. However, for unrelated machines, much less is known. In the paper, we
study the problem where the precedence constraints form a forest of arborescences. We present
a O
(
(log n)2/(log log n)3)-approximation algorithm – that improves the best-known guarantee of

O
(
(log n)2/ log log n

)
due to Kumar et al. [12] a decade ago. The analysis relies on a dual-fitting

method in analyzing the Lagrangian function of non-convex programs.
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1 Introduction

In this paper, we consider a classic scheduling problem on unrelated machines with precedence
constraints. There are m unrelated machines and n jobs. Each job j has a processing time
pij if it is processed on machine i. A job must be executed non-preemptively in some machine
i (i.e., in an interval of length pij in machine i). Jobs have precedence constraints which are
represented by a partial order ≺. Specifically, a dependence constraint j ≺ j′ requires that
job j′ can only be started whenever job j has been completed. Hence, we need to assign jobs
to machines and process them in some order consistent with the precedence constraints. The
objective is to minimize the total completion time, i.e.,

∑
j Cj where Cj is the completion

time of job j. In the standard three field notion, the problem is denoted as R|prec|
∑
j Cj .

The weighted version of this problem is a similar one where additionally jobs have
weights and the objective is to minimize the total weighted completion time, denoted as
R|prec|

∑
j wjCj . Little is known for both problems R|prec|

∑
j Cj and R|prec|

∑
j wjCj in

the unrelated machine environments. However, the problem has been widely considered
in more restricted machine environments such as identical parallel machines or related
parallel machines. The problem P |prec|

∑
j wjCj corresponding to the setting of identical

machines (pij = pj ∀i) has been extensively studied. Many algorithms and techniques have
been designed for the latter over decades [13, 9, 4, 16, 6, 10, 5, 2, 19, 18]. The problem
P |prec|

∑
j wjCj has been revived with significant progresses recently. Li [15] provided a

(2 + 2 ln 2 + ε)-approximation by a subtle rounding based on a time-index LP. Later on, Garg
et al. [8] gave a (2 + ε)-approximation algorithm when the number of machines is a constant.

© Nguyễn Kim Thắng;
licensed under Creative Commons License CC-BY

45th International Symposium on Mathematical Foundations of Computer Science (MFCS 2020).
Editors: Javier Esparza and Daniel Král’; Article No. 84; pp. 84:1–84:12

Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

https://orcid.org/0000-0002-6085-9453
mailto:kimthang.nguyen@univ-evry.fr
https://doi.org/10.4230/LIPIcs.MFCS.2020.84
https://creativecommons.org/licenses/by/3.0/
https://www.dagstuhl.de/lipics/
https://www.dagstuhl.de


84:2 Improved Approximation Algorithm for Arborescence Precedence Scheduling

Their result relies on a lift and project approach developed by Levey and Rothvoss [14] and
Garg [7]. This approximation ratio matches to the lower bound of 2 proved by Bansal and
Khot [2] assuming a variant of the Unique Game Conjecture.

In the more general setting of related machines (in which pij = pj/si where si is the speed
of machine i), the corresponding problem Q|prec|

∑
j wjCj does not admit any constant

approximation assuming a (stronger) variant of the Unique Game Conjecture [3]. On the
positive side, Chudak and Shmoys [6] showed an O(logm)-approximation algorithm. This
approximation ratio remained the best known upper bound until recently Li [15] gave an
improved O(logm/ log logm)-approximation algorithm.

Despite progress in more restricted machine environments, there is still a large gap in
the understanding of the problems R|prec|

∑
j Cj and R|prec|

∑
j wjCj . When the preced-

ence constraints are a collection of node-disjoint chains, the problems become the job shop
scheduling problems [17, 11] – again a classic problem with a long history. A particular
interesting case of the problem R|prec|

∑
j wjCj is the setting where the precedence con-

straints form a forest (i.e., the underlying undirected graph of the constraints is a forest),
denoted as R|forest|

∑
j wjCj . This problem is motivated by several applications such as

evaluating large expression-trees and tree-shaped parallel processes. Kumar et al. [12] gave
an O

(
log3 n/(log logn)2)-approximation algorithm for R|forest|

∑
j wjCj . When the forests

are out-trees or in-trees, the approximation ratio can be improved to O
(
log2 n/ log logn

)
.

It has remained the best-known result for a decade until now in both unweighted job and
weighted job settings.

1.1 Our contribution and approach
We study the special setting of R|prec|

∑
j Cj where the precedence constraints form a forest

of arborescences/out-trees. (An arborescence/out-tree is a directed acyclic graph where the
in-degree of every vertex is at most 1.) We denote the problem by R|arborescences|

∑
j Cj .

The main result of the paper is the following.

I Theorem. There exists an O
(
(logn)2/(log logn)3)-approximation algorithm for the prob-

lem R|arborescences|
∑
j Cj where n is the number of jobs.

Approach. In our approach, instead of directly dealing with the problem
R|arborescences|

∑
j Cj , we consider first a related problem in the speed-scaling model.

In the latter, machines can execute jobs with different speeds and that consumes energy. The
objective of the new problem is to minimize the total completion time plus energy (under
the same precedence constraints). Intuitively, this problem can be considered as a smooth
and relaxed version of the original problem where the energy plays the role of a regularizer.
More specifically, in the original problem, at any time every machine either executes some
job or do not execute any job; these cases correspond to the speed of 1 or 0, respectively. In
the related problem, one is allowed to choose an arbitrary (non-negative) speed. Moreover,
the role of the energy function is to prevent the speed from being chosen too high or too low
– both situations would lead to a large approximation ratio when converting a solution of the
related speed-scaling problem to that of the original one. (Low speed results in a large total
completion time whereas high speed yields a large factor in order to convert that speed to 0-1
speed.) Finally, given a solution for the problem of minimizing the total completion time plus
energy, we show that one can transform that solution to a feasible schedule of the problem
R|arborescences|

∑
j Cj with some reasonable loss factor depending on the energy function.

In the paper, we choose the energy function of the form zα where α = Θ(logn/ log logn) in
order to minime the loss.
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Following the strategy described above, we focus on the design of an algorithm for the
problem of minimizing the total completion time plus energy and analyze its performance by
using tools in mathematical programming. In previous works on scheduling under precedence
constraints, the most successful techniques are LP-based roundings [15, 12] or lift-and-
project methods [7, 8]. In this paper, we take a different approach that relies non-convex
mixed-integer formulations and weak duality presented in [20]. With this approach, we
can construct a formulation that is convenient for the design and analysis of our algorithm
since the formulation does not need to be either linear or convex. Moreover, one can work
directly with integral variables without relaxing them, so avoiding serious integrality gap
issue. Specifically, we consider a non-convex formulation for the problem of minimizing
the total completion time plus energy and analyze the corresponding Lagrangian function,
using the dual-fitting method, in order to bound the dual. The approach allows us to prove
an approximation guarantee. That algorithm subsequently is used to derive the improved
O
(
(logn)2/(log logn)3)-approximation algorithm for the problem R|arborescences|

∑
j Cj .

2 Preliminaries

Given a set of n jobs, the precedence contraints ≺ can be represented succinctly by a directed
dependence graph. In this graph, there are n vertices, each represents a job, and there
is an arc (j, j′) if j ≺ j′. Note that if in the graph there is a directed path j1, j2, . . . , jk
and an arc (j1, jk) then one can simply remove the arc (j1, jk) in the graph while always
maintaining the job dependences. In the paper, we consider dependence graph as a collection
of arborescences. An arborescence is a directed acyclic graph where the in-degree of every
vertex is at most 1. The problem, as defined earlier, is to schedule jobs on unrelated machines
in order to minimize the total completion time under the arborescence constraints, i.e.,
R|arborescences|

∑
j Cj .

Total Completion Time plus Energy. In order to design algorithm for the problem
R|arborescences|

∑
j Cj , we study the following related problem in the speed-scaling model.

In the problem, there are m unrelated machines and n jobs. An algorithm can choose speeds
si(t) for every machine i at every time t in order to execute jobs. That incurs the total
energy of

∫∞
0 si(t)αdt where α ≥ 2 is a fixed parameter. Each job j has a volume pij if it

is executed on machine i. A job can be processed preemptively in a machine but without
migration, i.e., every job must be assigned to some single machine. A job j assigned to some
machine i is completed at time Cj if the total volume executed by machine i on this job up to
time Cj is equal to pij . Moreover, jobs have precedence constraints ≺ which are represented
by a collections of arborescences. A job j cannot be executed before the completion of
every job j′ where j′ ≺ j. In this problem, an algorithm needs to assign jobs to machines,
decide the running speeds and execute jobs in some order consistent with the precedence
constraints. The objective is to minimize the total completion time plus energy, which is∑
j Cj +

∑
i

∫∞
0 si(t)αdt. In the paper, we first design an algorithm for this problem and

subsequently derive an algorithm for the problem R|arborescences|
∑
j Cj .

Weak Duality. A property of mathematical programming, which holds for non-convex
optimization and is crucial in our analysis, is the weak duality, stated as follows. For
completeness, we incorporate also its (short) proof.
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I Lemma 1 (Weak duality). Consider a possibly non-convex optimization problem p∗ :=
minx f0(x) : fi(x) ≤ 0, i = 1, . . . ,m where fi : Rn → R for 0 ≤ i ≤ m. Let X
be the feasible set of x. Let L : Rn × Rm → R be the Lagrangian function L(x, λ) =
f0(x) +

∑m
i=1 λifi(x). Define d∗ = maxλ≥0 minx∈X L(x, λ) where λ ≥ 0 means λ ∈ Rm+ .

Then p∗ ≥ d∗.

Proof. We observe that, for every feasible x ∈ X , and every λ ≥ 0, f0(x) is bounded below
by L(x, λ):

∀x ∈ X , ∀λ ≥ 0 : f0(x) ≥ L(x, λ)

Define a function g : Rm → R such that

g(λ) := min
z
L(z, λ) = min

z
f0(z) +

m∑
i=1

λifi(z)

As g is defined as a point-wise minimum, it is a concave function.
We have, for any x and λ, L(x, λ) ≥ g(λ). Combining with the previous inequality, we

get

∀x ∈ X : f0(x) ≥ g(λ)

Taking the minimum over x, we obtain ∀λ ≥ 0 : p∗ ≥ g(λ). Therefore,

p∗ ≥ max
λ≥0

g(λ) = d∗. J

Notations. Given a collection of arborescences G, for every job j, define prev(j) to be the
job j′ if there exists an arc (j′, j) in the graph G; and prev(j) = ∅ if the in-degree of j is
0. Note that as in G the in-degree of every vertex is at most one, prev(j) is well-defined.
Intuitively, prev(j) is the last job on which j depends. Let Cj be the completion time of
job j. Moreover, define the available time Aj of job j as Cprev(j) if prev(j) 6= ∅; and Aj = 0
otherwise. Informally, Aj is the earliest time where j can be executed. The pending-time of
job j is defined as Cj −Aj , that represents the duration from the moment j is available to
be executed until its completion. Note that this definition is different (but has some flavour)
to the notion of flow-time in scheduling. Additional, a job j is pending if it is available but
has not been completed.

3 Approximation Algorithm for Completion Time plus Energy
Minimization

In this section, we consider the problem of minimizing the total completion time plus energy
defined in the previous section. Let G be a collection of arborescences representing job
dependencies. For every job j, define the weight of job j as wj =

∑
j′:j�j′ 1. In other words,

wj is the number of jobs which depends on job j (including j itself); equivalently, wj is the
number of nodes in the sub-arborescences rooted at j.

We first make the following observation.∑
j

wj
(
Cj −Aj

)
=
∑
j

( ∑
j′:j�j′

1
)(
Cj −Aj

)
=
∑
j

∑
j′�j

(Cj′ −Aj′) =
∑
j

Cj .

The last equality holds due to the structure of arborescences: the set {j′ : j′ � j} forms
a path (j1, j2, . . . , jk) where jk = j and j1 is the root of the arborescence containing j; so
Aj` = Cj`−1 for 2 ≤ ` ≤ k and Aj1 = 0. Hence, the total job completion time is equal to
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the total weighted pending-time of jobs with respect to the weight wj ’s defined above. So
in order to consider the total completion time, we will rather consider the total weighted
pending-time.

Before presenting the algorithm, we define some notions. At a time t, the remaining
volume of a job j assigned to machine i is denoted as qij(t). The density of job j in machine
i is δij = wj/pij . The residual density of a pending job j assigned to machine i at time t is
δij(t) = wj/qij(t). (As j is pending, qij(t) > 0.)

Our algorithm, named Algorithm 1, consists of scheduling and assignment policies
described as follows.

1. Scheduling policy. At any time t, every machine i sets its speed si(t) = βWi(t)1/α

where Wi(t) is the total weight of jobs assigned to machine i which are still pending at
time t; and β > 0 is a constant to be chosen later. Moreover, at every time, every machine
i processes the highest residual density job among the pending ones assigned to i.

2. Assignment policy. Whenever any job j is available, i.e., all jobs j′ ≺ j have been
completed, immediately assign job j to some machine. Note that different assignments of
j (to different machines) give rise to different marginal increases of the total weighted
pending-time (with respect to the scheduling policy). Here, among all machines, assign
(immediately) job j to the one that minimizes the marginal increase of the total weighted
pending-time.

Formulation. Let sij(t) be the variable that represents the speed of job j on machine i at
time t. Variables Aj and Cj denote the available time and the completion time of job j,
respectively. Let xij be the variable indicating whether job j is assigned to machine i. The
problem could be relaxed as the following formulation. We emphasize that in the formulation,
we do not relax the integrality of variables xij ’s.

minimize
∑
i

∫ ∞
0

(∑
j

sij(t)
)α

dt+
∑
i,j

(∫ Cj

Aj

sij(t)dt
)
δijxij(Cj −Aj)

+ α

β(α− 1)
∑
i,j

(∫ Cj

Aj

sij(t)dt
)
xijw

α−1
α

j

subject to
∑
i

xij = 1 ∀j

xij

∫ Cj

Aj

sij(t)dt = pijxij ∀j

Aj = Cprev(j) ∀j : prev(j) 6= ∅
Aj = 0 ∀j : prev(j) = ∅
xij ∈ {0, 1} ∀i, j

sij(t) ≥ 0 ∀i, j, t
Cj ≥ 0 ∀j

The first constraint ensures that every job is assigned to some machine. The second
constraint guarantees that if a job j is assigned to some machine i then it will be fully
processed during the interval [Aj , Cj ] in machine i. In the objective, the first term represents
the energy cost. The second term stands for the weighted pending-time of jobs, i.e.,(∫ Cj

Aj

sij(t)dt
)
δijxij(Cj −Aj) = pijxijδij(Cj −Aj) = xijwj(Cj −Aj)

MFCS 2020
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by the second constraint. The last term in the objective, inspired by [1], is added in order to
reduce the integrality gap. In this term, β is a parameter (depending on α) to be chosen
later. Note that, in order to minimize the objective function under the above constraints,
every algorithm will set sij(t) = 0 ∀i, j, ∀t /∈ [Aj , Cj ].

The following lemma shows that the objective value of any feasible schedule is within a
constant factor of the cost of the schedule, which is the sum of the completion times and the
energy consumed. The proof follows the scheme of a similar lemma in [1]. For completeness,
we give the proof in the appendix.

I Lemma 2. Consider a feasible schedule S for an instance I of the problem. Let xij and
sij(t) be the corresponding solution to the mathematical program. Then the objective value of
such solution for the mathematical program is at most (1 + α

β(α−1) ) the cost of S.

Proof. Let Cj be the completion time of job j in schedule S. In the objective of the
formulation, the first term clearly captures the consumed energy. Due to the constraints, the
second term is

∑
j wj

(
Cj −Aj

)
– the total weighted pending-time (which equals the total

completion time).
In the remaining, we show that the last term in the objective is bounded by α

β(α−1)
the cost of S. The arguments follow the ones in [1]. In schedule S, assume that job j is
executed during [Aj , Cj ] in machine i. Then the average speed s̃ij of j during [Aj , Cj ] is
pij/(Cj −Aj). Thus, Cj −Aj ≥ pij/s̃ij . The total energy consumed to complete job j is at
least (Cj −Aj)s̃αi ≥ pij s̃α−1

i . Therefore,

wj(Cj −Aj) + pij s̃
α−1
i ≥ wjpij/s̃i + pij s̃

α−1
i

≥ pijw
α−1
α

j

(
(α− 1) 1

α + (α− 1)−
α−1
α

)
≥ pijw

α−1
α

j =
∑
i′

(∫ Cj

Aj

si′j(t)dt
)
xi′jw

α−1
α

j .

The second inequality is due to the first order condition. In the last term, note that xi′j = 1
if i′ = i and xi′j = 0 if i′ 6= i. As the energy function is convex, the total energy consumed
of a schedule is larger than the sum of energy consumed on each individual job. Summing
the above inequality for all jobs j, we deduce that the third term in the objective function is
bounded by factor α

β(α−1) the cost of S. J

Dual program and variable setting. The dual of that program is max minx,s,C L where L is
the Lagrangian function associated to the above mathematical program and the maximum is
taken over dual variables. Let λij be the dual variable corresponding to the second constraint.
Set all dual variables except λij ’s equal to 0, the Lagrangian function becomes

∑
i

∫ ∞
0

(∑
j

sij(t)
)α

dt+
∑
j

∫ Cj

Aj

δij(Cj −Aj)xijsij(t)dt

+ α

β(α− 1)
∑
i,j

(∫ Cj

Aj

sij(t)dt
)
xijw

α−1
α

j +
∑
i,j

λijxij

(
pij −

∫ Cj

Aj

sij(t)dt
)
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Hence, the dual program is

min
x,s,C

{∑
i,j

λijpijxij

−
∑
i,j

∫ Cj

Aj

xijsij(t)
(
λij − si(t)α−1 − α

β(α− 1)w
α−1
α

j − δij(Cj −Aj)
)
dt

}
≥ min

x

∑
i,j

λijpijxij

−max
x,s,C

∑
i,j

∫ Cj

Aj

xijsij(t)
(
λij − si(t)α−1 − α

β(α− 1)w
α−1
α

j − δij(Cj −Aj)
)
dt

Choose λij such that λijpij equals the increase of the total weighted pending-time of jobs
(different to j) assigned to machine i plus the weighted pending-time of job j if the latter
is assigned to i. In other words, λijpij equals the marginal increase in the total weighted
pending time if job j is assigned to machine i. Recall that by the assignment policy of the
algorithm, job j is assigned to machine i that minimizes λijpij .

Analysis
The strategy of the analysis is to show that, with the chosen dual variables, the dual has
value at least some factor (smaller than 1) times the cost of the algorithm schedule. Then,
by weak duality, we derive an approximation ratio for the algorithm.

We first show that the algorithm admits some monotone property. Consider two sets of
jobs I and I ′ assigned to machine i such that they are identical except that there is only a
job j ∈ I \ I ′ (i.e., I = I ′ ∪ {j}). Moreover, assume that all jobs in I ′ have available times
earlier than that of j. For every job k, define the fractional weight of k in machine i at
time t as wkqik(t)/pik. Let Vi(t) be the total fractional weight of pending jobs assigned to
machine i. The following lemma, which has been proved in [1], shows a property of Vi(t).

I Lemma 3 ([1]). Let I be a set of jobs and I ′ = I \ {j} where j ∈ I is the job with
maximum available time (among ones in I). Fix an arbitrary machine i. Let V Ii (t) and
V I
′

i (t) be the total fractional weights of pending jobs at time t in machine i if the sets of jobs
assigned to machine i are I and I ′, respectively. Then, V I′i (t) ≤ V Ii (t) for every time t.

Informally, Lemma 3 shows that for every machine i, Vi(t) is monotone w.r.t the set of
jobs assigned to machine i. In fact, Lemma 3 is proved by Anand et al. [1] in the online
setting. The proof remains exactly the same by replacing the available times Aj ’s in our
setting by the release times rj ’s of jobs in the online setting.

We are now proving a crucial lemma relating the dual variables and the fractional pending
weights.

I Lemma 4. It holds that λij−δj(t−Aj)− α
β(α−1)w

α−1
α

j ≤ α
β(α−1)Vi(t)

α−1
α for every machine

i and every time t ≥ Aj.

Proof. By Lemma 3, it is sufficient to prove the inequality for a fixed machine i assuming
that no new job will be assigned to i after Aj . For simplicity of the notations, as machine i is
fixed, in the remaining of the proof, we drop the index of the machines in all the parameters
(e.g., δj(t) stands for δij(t), etc). Moreover, denote again qk = qk(Aj) and δk = δk(Aj) for
every pending job k. At Aj , rename jobs in non-increasing order of their residual densities,
i.e., q1/w1 ≤ . . . ≤ qn/wn (note that qk/wk is the inverse of job k’s residual density). Denote

MFCS 2020
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Wk = wk + . . .+wn for 1 ≤ k ≤ n. The marginal increase in the total weighted pending-time
due to the assignment of job j is

wj

(
q1

βW
1/α
1

+ . . .+ qj

βW
1/α
j

)
+Wj+1

qj

βW
1/α
j

where the first term is the weighted pending-time of job j and the second one is the increase
of the weighted pending-time of other jobs (note that only jobs with density smaller than
that of j has their completion times increased). Let C∗j be the completion time of job j if it
is assigned to machine i. We consider different cases of time t.

Case 1: t ≤ C∗
j . Let k be the pending job at t with the smallest index. In other words, the

machine has processed all jobs 1, . . . , k − 1 and a part of job k in interval [Aj , t]. By the
definition of λj , we have that

λj − δj(t−Aj) = δj

(
qk(t)
βW

1/α
k

+ qk+1

βW
1/α
k+1

+ . . .+ qj

βW
1/α
j

)
+ Wj+1

βW
1/α
j

= δj

(
wk(t)

δkβW
1/α
k

+ wk+1

δk+1βW
1/α
k+1

+ . . .+ wj

δjβW
1/α
j

)
+ Wj+1

βW
1/α
j

≤ 1
β

(
wk(t)
W

1/α
k

+ wk+1

W
1/α
k+1

+ . . .+ wj

W
1/α
j

+ wj+1

W
1/α
j+1

+ . . .+ wn

W
1/α
n

)

≤ 1
β

∫ V (t)+wj

wn

dz

z1/α ≤
α

β(α− 1)(V (t) + wj)
α−1
α

≤ α

β(α− 1)

(
V (t)

α−1
α + w

α−1
α

j

)
.

The second equality is due to the definition of the residual density. The first inequality
holds since δj ≤ δk′ for every job k′ ≤ j and Wj ≥ Wj+1 ≥ . . . ≥ Wn. The second
inequality holds since function z−1/α is decreasing. The last inequality holds because
0 < (α− 1)/α < 1.

Case 2: t > C∗
j . Let k be the pending job at t with the smallest index. We have

λj − δj(t−Aj) = Wj+1

βW
1/α
j

− δj(t− C∗j ) = 1
βW

1/α
j

(
wj+1 + . . .+ wn

)
−δj(t− C∗j )

≤ δj+1
qj+1

βW
1/α
j+1

+ . . .+ δn
qn

βW
1/α
n

− δj(t− C∗j )

≤ δk
qk(t)
βW

1/α
k

+ δk+1
qk+1

βW
1/α
k+1

+ . . .+ δn
qn

βW
1/α
n

= δk
wk(t)

δkβW
1/α
k

+ δk+1
wk+1

δk+1βW
1/α
k+1

+ . . .+ δn
wn

δnβW
1/α
n

≤ 1
β

∫ V (t)

wn

dz

z1/α ≤
α

β(α− 1)V (t)
α−1
α

where the first inequality holds since Wj ≥ Wj+1 ≥ . . . ≥ Wn; the second inequality is
due to δj ≥ δk′ for every job k′ > j.

Combining both cases, the lemma follows. J

I Theorem 5. Algorithm 1 is 8(1 + α
lnα )-approximation for β = 1

α−1 (α− 1 + ln(α− 1))α−1
α .



N. K. Thắng 84:9

Proof. Let P∗ be the total weighted pending-time due to the algorithm (that also equals
the total completion time). By the choice of dual variables, we have

min
x,s,C

L = min
x

∑
i,j

λijpijxij

−max
x,s,C

∑
i,j

∫ Cj

Aj

xijsij(t)
(
λij − si(t)α−1 − 1

β
w
α−1
α

ij − δj(Cj −Aj)
)
dt

≥ P∗ −max
x,s,C

∑
i,j

∫ Cj

Aj

xijsij(t)
(
λij − si(t)α−1 − 1

β
w
α−1
α

ij − δj(t−Aj)
)
dt

≥ P∗ −max
x,s,C

∑
i,j

∫ Cj

Aj

xijsij(t)
(

α

β(α− 1)Vi(t)
α−1
α − si(t)α−1

)
dt

= P∗ −max
x,s,C

∑
i

∫ ∞
0

(∑
j

xijsj(t)
)(

α

β(α− 1)Vi(t)
α−1
α − si(t)α−1

)
dt

≥ P∗ −max
x,s,C

∑
i

∫ ∞
0

si(t)
(

α

β(α− 1)Vi(t)
α−1
α − si(t)α−1

)
dt

where the first inequality follows by the assignment policy (assign job j to machine i that
minimizes λijpij) and t ≤ Cj ; the second inequality is due to Lemma 4. By the first order
condition, function z( α

β(α−1)V
α−1
α − zα−1) is maximized at z0 = V 1/α

((α−1)β)1/(α−1) . We have

min
x,s,C

L ≥ P∗ − α− 1
((α− 1)β)

α
α−1

∑
i

∫ ∞
0

Vi(t)dt

≥ P∗ − α− 1
((α− 1)β)

α
α−1

∑
i

∫ ∞
0

Wi(t)dt =
(

1− α− 1
((α− 1)β)

α
α−1

)
P∗

where the second inequality holds since Vi(t) ≤Wi(t) for every i and t.
Besides, the total weighted pending-time plus energy is

P∗ +
∫ ∞

0
sα(t)dt = P∗ +

∑
i

∫ ∞
0

βαWi(t)dt = (1 + βα)P∗.

Therefore the primal objective is bounded by
(
(1 + βα) + α

β(α−1) (1 + βα)
)
P∗ (Lemma 2).

Thus, the approximation ratio is at most

(1 + βα) + α
β(α−1) (1 + βα)

1− α−1
((α−1)β)

α
α−1

(1)

Choose β = 1
α−1 (α− 1 + ln(α− 1))α−1

α . Observe that(
1 + ln(α− 1)

α− 1

)α−1
< eln(α−1) = α− 1

⇒ (α− 1 + ln(α− 1))α−1 < (α− 1)α ⇒ β < 1

Moreover, β > (α− 1)−1/α. With the chosen β, the denominator of (1) becomes ln(α−1)
α−1+ln(α−1)

and the nominator is bounded by 8 (since α−1/α < β < 1 and α ≥ 2). Hence, the
approximation ratio is at most 8(1 + α/ lnα). J
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4 Approximation Algorithm for R|arborescences|∑j Cj

We are now considering the problem R|arborescences|
∑
j Cj . Fix the parameter α such

that αα = n, so α = Θ
( logn

log logn
)
. Notice that given an instance of R|arborescences|

∑
j Cj ,

there is a corresponding instance of the problem of minimizing the total completion time
plus energy in which the energy function of every machine is

∫∞
0 si(t)αdt. Our algorithm

Algorithm 2 for the R|arborescences|
∑
j Cj problem is the following.

1. Given an instance of R|arborescences|
∑
j Cj , consider the corresponding instance of the

problem of minimizing the total completion time plus energy (defined in Section 2) with
parameter α such that αα = n. Solve the latter by Algorithm 1 and obtain a schedule S1
(with machine speeds).

2. Transform the schedule S1 to a schedule S2 such that at any time t where si(t) > α for
some machine i, reduce the speed si(t) to α. Note that this transformation might delay
job completion times.

3. Given the schedule S2, transform to a unit-speed schedule S3 as follows. In the schedule
S3, preserve the job-to-machine assignments as in schedule S2. In every machine, execute
jobs non-preemptively (by unit-speed) in the non-decreasing order of their completion
times in schedule S2. Return the non-preemptive schedule S3.

We first show some properties of schedules S2 and S3.

I Lemma 6. 1. The cost (i.e., total completion time plus energy) of the schedule S2 is at
most that of schedule S1.

2. The total completion time of S3 is at most α times that of S2.

Proof. 1. Assume that the speed of some machine i at some time t is si(t) > α. The
increasing rate of energy cost in machine i at time t is

d(si(t))α

dt
= αsα−1

i (t) > αα = n.

However, the increasing rate of the total completion time is at most n. Therefore, one can
reduce the speed si(t) to get a smaller cost. Hence, by operations of Step 2 in Algorithm
2, the total completion time plus energy of the schedule S2 is at most that of schedule S1.

2. If the speed of a machine is reduced by a factor α then the completion time of each job
will be increased by at most a factor α. Therefore, the total completion time is increased
by at most a factor α. J

I Theorem 7. Algorithm 2 is O
( log2 n

(log logn)3

)
-approximation for the problem

R|arborescences|
∑
j Cj.

Proof. Let C(S) and E(S) be the total completion time and the energy of the schedule S,
respectively. Let S∗ be an optimal schedule for the problem of minimizing the total completion
time plus energy. Let OPT be an optimal schedule for the problem R|arborescences|

∑
j Cj .

Note that OPT is a feasible solution to the problem of minimizing the total completion time
plus energy where at any time the machine speeds are unit (whenever there is still a pending
job). We have

C(S3) ≤ α · C(S2) ≤ α · (C(S2) + E(S2)) ≤ α · (C(S1) + E(S1))

≤ 8α
(

1 + α

logα

)
(C(S∗) + E(S∗)) ≤ 8α

(
1 + α

logα

)
(C(OPT ) + E(OPT ))

≤ 16α
(

1 + α

logα

)
· C(OPT )
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The first and third inequalities follow from Lemma 6. The fourth inequality is due to
Theorem 5. The last inequality holds since in OPT , at every time every machine runs with
speed either 1 or 0, so the total energy incurred in a machine is bounded by the maximum
completion time of a job in that machine. The theorem follows since α = Θ

( logn
log logn

)
. J

Remark. The weighted version R|arborescences|
∑
j wjCj can be solved by a similar al-

gorithm and the approximation ratio will be O
(
ρ · log2 n

(log logn)3

)
where ρ = maxj,j′:wj′>0

wj
wj′

.

5 Conclusion

In this paper, we present a new approach for the problem R|arborescences|
∑
j Cj using

non-convex formulations and a dual-fitting method. In high level, the consideration of a
smooth variant of the problem helps to bypass a hard constraint of the problem (that every
job has to be processed by unit speed). Moreover, the formulation of a non-convex program
with mixed integer variables (assignment variables) and continuous variables (speed variables)
allows us to get rid of the integrality gap issue while still benefit from several continuous
aspects. Finally, the analysis holds by the simple yet powerful weak duality which holds even
for non-convex programs. The approach enables an improvement, albeit rather small, over a
long standing approximation. We hope that the approach would provide additional tools
and a different point of view towards the design of algorithms with improved performance
guarantees for the general problems R|prec|

∑
j Cj and R|prec|

∑
j wjCj .
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1 Introduction

Constraint satisfaction. Constraint satisfaction problems (CSPs) are a wide class of com-
putational decision problems. An instance of a CSP is defined by finitely many relations
(constraints) that must hold among finitely many given variables; the computational task is
to decide whether it is possible to find an assignment of labels from a fixed set (the domain)
to the variables so that all the constraints are satisfied. Many problems in computer science
(e.g., from artificial intelligence, scheduling, computational linguistic, computational biology
and verification) can be modelled as CSPs by choosing an appropriate set of constraints.
However, there are many other problems in which some of the constraints may be violated
at a cost or in which there are satisfying assignments which are preferable to others. These
situations are captured by valued constraint satisfaction problems.

Valued constraint satisfaction. An instance of a valued constraint satisfaction problem
(VCSP) is defined by finitely many cost functions (valued constraints) depending on finitely
many given variables and a (rational) threshold; the computational task is to decide whether
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it is possible to find an assignment of labels from the domain to the variables so that the
value of the sum of the cost functions is at most the given threshold. In VCSP instances,
cost functions can take on rational or infinite values. VCSPs not only capture optimisation
problems but are also a generalisation of CSPs: the non-feasibility of an assignment is
modelled by allowing the cost functions to evaluate to +∞. A CSP can thus be seen as a
VCSP in which the cost functions take values in {0,+∞}.

Finite domains. In the case in which the domain (i.e., the fixed set of possible labels for
the variables) is a finite set the computational complexity of both CSPs and VCSPs have
been completely classified. Moreover, in both frameworks a dichotomy theorem holds: every
CSP and VCSP is either in P or is NP-complete, depending on some algebraic condition of
the underlying set of allowed relations and cost functions, respectively. A dichotomy theorem
for CSPs was conjectured by Feder and Vardi [27]. The attempt to prove the conjecture
motivated the introduction of the so-called universal algebraic approach [20] for CSPs, which
was later extended to VCSPs in [39], where an analogue of the complexity dichotomy was
conjectured for VCSPs. The dichotomy conjectures for finite-domain CSPs and VCSPs
inspired an intensive line of research. A complexity classification of finite-domain VCSPs for
sets of cost functions taking finite (rational-only) values was established in [45]. A complexity
classification of VCSPs was consequently established in [35], assuming a dichotomy for CSPs,
which was proved independently in [19] and [51].

Infinite domains. Although most research on CSPs and VCSPs in the past two decades
focused on finite-domain problems, the literature is full of problems (studied independently
of CSPs and VCSPs) that can be modelled as CSPs or VCSPs only if infinite domains are
allowed. For instance, solvability of linear Diophantine equations [24, 33] and the model-
checking problem for Kozen’s modal µ-calculus [38] are examples of problems that can be
modelled as infinite-domain CSPs. Linear Programming, Linear Least Square Regression [14],
and Minimum Correlation Clustering [2] are examples of problems that can be modelled as
infinite-domain VCSPs. The classes of infinite-domain CSPs and infinite-domain VCSPs are
huge! In fact, every computational problem over a finite alphabet is Turing-equivalent to an
infinite-domain CSP [6]. Therefore, only by focussing on special classes of infinite-domain
CSPs (and VCSPs) is it possible to obtain general complexity results. There is a rich
literature on the computational complexity of special classes of infinite-domain CSPs, e.g.,
[9, 8, 13, 32, 7, 11, 12, 5].

Promise constraint satisfaction. Both infinite-domains CSPs and VCSPs are extensions
of the original (finite-domain) CSPs. Promise constraint satisfaction problems (PCSPs) are a
third, recently introduced extension of CSPs [15, 21, 3, 28]. Informally, in a PCSP the goal
is to find an approximately good solution to a problem under the assumption (the promise)
that the problem has a solution. The difference between CSPs and PCSPs is that in a PCSP
instance each constraint comes with two relations (not necessarily on the same domain), a
“strict” and a “weak” relation. The computational task is then to distinguish between being
able to satisfy all the strict constraints versus not being able to satisfy all the weak constraints.
A CSP can be seen as a PCSP in which the strict and weak constraints coincide. Perhaps the
most well-known example of a PCSP is the approximate graph colouring problem, in which
the task is to distinguish k-colourable graphs from graphs that are not c-colourable, for some
c > k. (For c = k, we get the standard k-colouring problem.) Kazda recently introduced
the framework of promise VCSPs on finite domains [34], where he generalised some of the
algebraic reductions from (finite-domain) promise CSPs to (finite-domain) promise VCSPs.
As far as we are aware, the only other related work on (finite-domain) promise VCSPs is [1].
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Convex relaxations. One of the most effective ways to design a polynomial-time algorithm
for solving combinatorial and optimisation problems is to employ convex relaxations. The
idea of convex relaxations is to transform the original problem to an integer program which is
then relaxed to a polynomial-time solvable convex program [14], e.g. a linear program. In the
context of CSPs, convex relaxations have been studied for robust solvability [40, 26, 4, 25].
Convex relaxations have been also successfully applied to the study of the three extensions
of CSPs. For VCSPs, characterisations of the applicability of the basic linear programming
relaxation [36], constant levels of the Sherali-Adams linear programming hierarchy [46],
and a polynomial-size semidefinite programming relaxation [47] have been provided for
exact solvability. In the PCSP framework, the polynomial-time tractability via a specific
convex relaxation has been characterised for the basic linear programming relaxation [21],
affine integer programming relaxation [21], and their combination [16, 17, 18]. For infinite-
domain VCSPs, a sufficient condition has been identified for the solvability via a combination
of the basic linear programming relaxation and an efficient sampling algorithm (that is,
polynomial-time many-one reduction to a finite-domain VCSP) [10, 49].

Contributions. We initiate the study of convex relaxations for the three generalisations
of CSPs combined; that is, convex relaxations for promise valued constraint satisfaction
problems on infinite-domains. We focus on the combined basic linear programming (BLP) and
affine integer programming (AIP) relaxation introduced by Brakensiek and Guruswami [17].
This relaxation is stronger than both the BLP and AIP relaxations individually in the
sense that if a class of promise VCSPs is solved by, say, the BLP relaxation then it is also
solved by the combined relaxation (and the same holds true for the AIP relaxation). The
power of the combined relaxation for (finite-domain) promise CSPs was established in [18].
Rather surprisingly, the combined relaxation gives an algorithm that solves all tractable
(non-promise) CSPs on Boolean domains, identified in Schaefer’s work [43], thus giving a
unified algorithm.

By extending the argument from [17], we establish a sufficient algebraic condition on
the combined relaxation for the solvability of promise VCSPs in which the domain of the
“weak cost functions” is possibly infinite (Theorem 4). The proof of this result draws on
ideas introduced in [17] but requires a non-trivial amount of technical machinery to make
it work in the infinite-domain valued setting. While our relaxation is inspired by [17], it is
appropriately modified to work in the optimisation setting (of valued (P)CSPs). We remark
that the condition we give is known to be necessary already in special cases of our setting,
namely for finite-domain non-valued PCSPs [18]. As an application of our main result, we
derive an algebraic condition under which an infinite-domain promise VCSP admitting an
efficient sampling algorithm can be solved in polynomial time using the combined relaxation
(Theorem 9). We emphasise that our main results (Theorems 4 and 9) are appreciatively
general, and in particular hold for various special cases of our framework; e.g., for finite-
domain promise VCSPs and infinite-domain promise CSPs.

Approximability of Max-CSPs. PCSPs are approximability problems in which we require
that all constraints should be satisfied, although only in a weaker sense. Another very natural
and well-studied form of relaxation is to try to maximise the number of satisfied constraints.
Convex relaxations have played a crucial role in this research direction on approximability
of (finite-domain) Max-CSPs, going back to the work of Goemans and Williamson [30],
e.g., [42, 48, 41, 23, 22, 37, 29].
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Paper outline. This is an extended abstract of our work. Given the page limit, we do not
introduce some of the standard notation and do not include all proofs. All details with more
explanation and examples can be found in the full version of the paper [50].

2 Preliminaries

Throughout the paper, we denote by xi the i-th component of a tuple x. We denote by N, Z,
Q, and Q≥0 the set of whole numbers, integer numbers, rational numbers, and nonnegative
rational numbers, respectively. For every m ∈ N , we denote by [m] the set {1, . . . ,m} ⊂ N.
Finally, for every k ∈ Q we use the dke and bkc to denote the minimum natural number that
is at least k and the maximum natural number that is at most k, respectively.

Valued Constraint Satisfaction Problems. A valued structure Γ (over D) consists of a
signature τ consisting of function symbols f , each equipped with an arity ar(f); a set
D = dom(Γ) (the domain); and, for each f ∈ τ , a cost function, i.e., a function fΓ : Dar(f) →
Q ∪ {+∞}. Here, +∞ is an extra element with the expected properties that for all c ∈
Q∪{+∞}, we have (+∞)+c = c+(+∞) = +∞ and c < +∞ for every c ∈ Q. Given a valued
structure Γ with signature τ , for every f ∈ τ we define dom(f) := {t ∈ Dar(f) | fΓ(t) < +∞}.

Let Γ be a valued structure with domain D and signature τ . The valued constraint
satisfaction problem for Γ, denoted by VCSP(Γ), is the following computational problem.

An instance of VCSP(Γ) is a triple I := (V, φ, u) where V is a finite set of variables; φ
is an expression of the form

∑m
i=1 fi(vi1, . . . , viar(fi)), where f1, . . . , fm ∈ τ and all the vij are

variables from V (each summand is called a τ -term); and u is a value from Q. The task is to
decide whether there exists an assignment s : V → D, whose cost, defined as

φΓ(s(v1), . . . , s(v|V |)) :=
m∑
i=1

fΓ
i (s(vi1), . . . , s(viar(fi)))

is finite, and if so, whether there is one whose cost is at most u.
We remark that, given a valued structure Γ over a finite signature, the representation of

the structure Γ is inessential for computational complexity as Γ is not part of the input.

Fractional Homomorphisms and Fractional Polymorphisms. Let C and D be two sets. A
map g : Dm → C is called an m-ary operation. For any m ∈ N, we denote by CDm the set of
all maps g : Dm → C.

Let Γ and ∆ be valued structures with the same signature τ with domains C and D,
respectively. A fractional homomorphism [44] from ∆ to Γ is a discrete probability measure
χ with a non-empty support on CD such that for every function symbol γ ∈ τ and tuple
a ∈ Dar(γ), it holds that

Eh∼χ[γΓ(h(a))] =
∑

h∈Supp(χ)

χ(h)γΓ(h(a)) ≤ γ∆(a), (1)

where the functions h are applied component-wise. We write ∆→f Γ to indicate the existence
of a fractional homomorphism from ∆ to Γ.

The following proposition, proved for completeness in the full version [50], is adapted
from [44], where it was proved in the case of finite-domain valued structure, and appears
in [10], where it was stated for valued structures with arbitrary domains and for fractional
homomorphisms with finite supports.
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I Proposition 1. Let Γ and ∆ be valued structures over the same signature τ with domains C
and D, respectively. Assume ∆→f Γ. Let V = {v1, . . . , vn} be a set of variables and φ a sum
of finitely many τ -terms with variables from V . For every u ∈ Q, if there exists an assignment
s : V → D such that φ∆(s(v1, . . . , s(vn)) ≤ u, then there exists an assignment s′ : V → C

such that φΓ(s′(v1), . . . , s′(vn)) ≤ u. In particular, it holds that infC φΓ ≤ infD φ∆.

Let Γ be a valued structure with domain C and signature τ . An m-ary fractional
polymorphism of Γ is a discrete probability measure on CCm with a non-empty support such
that for every f ∈ τ and tuples a1, . . . , am ∈ Car(f) it holds (with g applied componentwise
below) that

Eg∼ω[fΓ(g(a1, . . . , am))] =
∑

g∈CCm

ω(g)fΓ(g(a1, . . . , am)) ≤ 1
m

m∑
i=1

fΓ(ai).

Promise VCSPs. Let Γ and ∆ be two valued structures over the same signature τ with
domains C and D, respectively. We say that (∆,Γ) is a promise valued template if there
exists a fractional homomorphism from ∆ to Γ. Given a promise valued template (∆,Γ), the
promise valued constraint satisfaction problem [34] for (∆,Γ), denoted by PVCSP(∆,Γ), is
the following computational problem.

An instance I of PVCSP(∆,Γ) is a triple I := (V, φ, u) where V is a finite set of variables;
φ is an expression of the form

∑m
i=1 fi(vi1, . . . , viar(fi)), where f1, . . . , fm ∈ τ and all the vij

are variables from V ; and u is a value from Q.
The task is to output yes if there exists an assignment s : V → D with cost

φ∆(s(v1), . . . , s(v|V |)) :=
m∑
i=1

f∆
i (s(vi1), . . . , s(viar(fi))) ≤ u

and output no if every assignment s′ : V → C has cost

φΓ(s′(v1), . . . , s′(v|V |)) :=
m∑
i=1

fΓ
i (s′(vi1), . . . , s′(viar(fi))) � u.

Note that every valued structure Γ is fractionally homomorphic to itself and thus VCSP(Γ)
is the same as PVCSP(Γ,Γ).

Let (∆,Γ) be a promise valued template. We remark that if the common signature τ is
finite then the representation of the template is inessential for the computational complexity
of PVCSP(∆,Γ) as (∆,Γ) is not part of the input.

Let e(m)
i : Dm → D denote the m-ary projection on D onto the i-th coordinate. Let

J (m)
D := {e(m)

1 , . . . , e
(m)
m }, i.e., the set of all projections on D.

An m-ary promise fractional polymorphism1 of a promise valued template (∆,Γ) is a pair
ω := (ωI , ωO) where ωO is a discrete probability measure on CDm with a non-empty support
and ωI is a discrete probability measure with (finite) support Supp(ωI) = J (m)

D such that
for every f ∈ τ and tuples a1, . . . , am ∈ Dar(f) it holds that

Eg∼ωO
[fΓ(g(a1, . . . , am))] =

∑
g∈Supp(ω)

ωO(g)fΓ(g(a1, . . . , am))

≤
m∑
i=1

ωI(e(m)
i )f∆(ai) = Ee∼ωI

[f∆(e(a1, . . . , am)). (2)

1 These are called weighted polymorphisms in [34].
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Block-Symmetric Maps. Let Sm be the symmetric group on {1, . . . ,m}. Anm-ary map g is
fully symmetric if for every permutation π ∈ Sm, we have g(x1, . . . , xm) = g(xπ(1), . . . , xπ(m)).

An m-ary map g is block-symmetric if there exists a partition of the coordinates of g into
blocks B1 ∪ · · · ∪Bk = [m] such that g is permutation-invariant within each block Bi. Let
Psym(g) be the set of all partitions into symmetric blocks of g. For B1 ∪ · · · ∪Bk ∈ Psym(m),
we define w(g,B1 ∪ · · · ∪Bk) := min1≤i≤k|Bi| and we define the width of g to be

w(g) := max{w(g,B1 ∪ · · · ∪Bk) | B1 ∪ · · · ∪Bk ∈ Psym(g)}.

Block-symmetric operation with width 1 are fully symmetric operations.
An m-ary fractional polymorphism ω of a valued structure Γ is block-symmetric if there

exists a partition of [m] into blocks B1 ∪ · · · ∪Bk such that every operation in Supp(ω) is
permutation-invariant within each coordinate block Bi.

Given a promise valued template (∆,Γ), an m-ary promise fractional polymorphism
ω = (ωI , ωO) of (∆,Γ) is block-symmetric if

there exists a partition of the coordinates of g into blocks B1 ∪ · · · ∪Bk = [m] such that
every map in Supp(ωO) is s permutation-invariant within each coordinate block Bi, and∑
i∈Bj

ωI(e(m)
i ) = |Bj |

m for every j ∈ {1, . . . , k}.

The proof of the following lemma can be found in the full version [50].

I Lemma 2. Let (∆,Γ) be a promise valued template and let m ∈ N. If ω = (ωI , ωO) is an
m-ary block symmetric promise fractional polymorphism of (∆,Γ), then also ω′ = (ω′I , ωO),
where ω′I(e

(m)
i ) = 1

m for 1 ≤ i ≤ m, is an m-ary block-symmetric promise fractional
polymorphism of (∆,Γ).

In view of Lemma 2, we will assume without loss of generality that any m-ary block-
symmetric promise fractional polymorphism ω = (ωI , ωO) is such that ωI assign 1

m to each
m-ary projection on the domain of ∆ and we will identify ω with ωO.

The Basic Linear Programming Relaxation. Every VCSP over a finite domain has a
natural linear programming relaxation. Let ∆ be a valued structure with finite domain D
and signature τ . Let I be an instance of VCSP(∆) with set of variables V = {x1, . . . , xd},
objective function φ(x1, . . . , xd) =

∑
j∈J fj(x

j
1, . . . , x

j
nj

), with fj ∈ τ, xj = (xj1, . . . , xjnj
) ∈

V nj , for all j ∈ J (the set J is finite and indexing the cost functions that are summands
of φ), and a threshold u ∈ Q.2 Define the sets of variables as follows: W1 := {λj(t) | j ∈
J and t ∈ Dnj}, W2 := {µxi(a) | xi ∈ V and a ∈ D}, and W := W1 ∪W2. Then the basic
linear programming (BLP) relaxation associated to I (see [44], [36], and references therein)
is a linear program with variables W and is defined in Figure 1.

We remark that a solution to the BLP also satisfies the constraints
∑
t∈Dnj λj(t) = 1

for all j ∈ J . If there is no feasible solution to the BLP then BLP(I,∆) = +∞. For
a finite-domain VCSP instance, the corresponding BLP relaxation can be computed in
polynomial time.

The Affine Integer Programming Relaxation. Let ∆ be a valued structure with finite
domain D and signature τ . Let I be an instance of VCSP(∆) with set of variables V =
{x1, . . . , xd}, and objective function φ(x1, . . . , xd) =

∑
j∈J fj(x

j
1, . . . , x

j
nj

), with fj ∈ τ, xj =

2 Note that the BLP relaxation does not depend on the threshold u.
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BLP(I,∆) := min
∑
j∈J

∑
t∈Dnj

λj(t)f∆
j (t)

subject to∑
t∈Dnj :t`=a

λj(t) = µxj
`
(a) for all j ∈ J , ` ∈ {1, . . . , nj}, a ∈ D,∑

a∈D
µxi

(a) = 1 for all xi ∈ V,

λj(t) = 0 for all j ∈ J , t /∈ dom(fj),
0 ≤ λj(t), µxi(a) ≤ 1 for all λj(t) ∈W1, µxi(a) ∈W2.

Figure 1 BLP.

(xj1, . . . , xjnj
) ∈ V nj , for all j ∈ J (the set J is finite and indexing the cost functions that

are summands of φ), and a threshold u ∈ Q.3 Define the sets of variables as follows:
R1 := {qj(t) | j ∈ J and t ∈ Dnj}, R2 := {rxi

(a) | xi ∈ V and a ∈ D}, and R := R1 ∪ R2.
Then the affine integer programming (AIP) relaxation associated to I [16, 17] is an integer
program with variables R and is defined in Figure 2.

AIP(I,∆) := min
∑
j∈J

∑
t∈Dnj

qj(t)f∆
j (t)

subject to∑
t∈Dnj :t`=a

qj(t) = rxj
`
(a) for all j ∈ J , ` ∈ {1, . . . , nj}, a ∈ D,∑

a∈D
rxi

(a) = 1 for all xi ∈ V,

qj(t) = 0 for all j ∈ J , t /∈ dom(fj),
qj(t), rxi

(a) ∈ Z for all qj(t) ∈ R1, rxi
(a) ∈ R2.

Figure 2 AIP.

We remark that a solution to the AIP also satisfies the constraints
∑
t∈Dnj λq(t) = 1 for

all j ∈ J . If there is no feasible solution to the AIP then AIP(I,∆) = +∞.

For a finite-domain VCSP instance, the corresponding AIP relaxation can be computed in
polynomial time. Since the feasibility version of AIP can be solved in polynomial time [33, 16],
(the optimisation version of) AIP can be solved in (oracle) polynomial time using an oracle
for the feasibility version of the problem (see [31, Theorem 6.4.9]).

3 Note that the AIP relaxation does not depend on the threshold u.
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3 The Combined BLP and AIP Relaxation for PVCSPs

Let (∆,Γ) be a promise valued template such that the domain of ∆ is a finite set. We may
solve PVCSP(∆,Γ) by using a combination of the BLP relaxation and the AIP relaxation of
∆, as proposed (for finite-domain promise non-valued) CSPs in [17], appropriately modified
to the valued setting.

To describe such an algorithm, we need the following definition.

I Definition 3. Let ∆ be a valued structure with finite domain D and signature τ . Let us con-
sider an instance I := (V, φ, u) of VCSP(∆) such that φ(x1, . . . , xd) =

∑
j∈J fj(x

j
1, . . . , x

j
nj

).
Assume that BLP(I,∆) ≤ u. We define (λ?, µ?) as follows.

If there exists a relative interior point of the rational feasibility polytope of BLP(I,∆)
with cost at most u,4 then (λ?, µ?) is such a point;
otherwise, (λ?, µ?) is defined to be a point from the relative interior of the optimal polytope
of BLP(I,∆).5

The refinement of AIP(I,∆) with respect to (λ?, µ?) is the integer program AIP?(I,∆)
obtained by adding to AIP(I,∆) the constraints

qj(t) = 0 for every j ∈ J, t ∈ Dnj such that λ?j (t) = 0,
rxi

(a) = 0 for every xi ∈ V, a ∈ D such that µ?xi
(a) = 0.

Algorithm 1 The combined BLP + AIP Relaxation Algorithm for PVCSP(∆,Γ).
Input:

I := (V, φ, u), a valid instance of PVCSP(∆,Γ)
Output:

yes if there exists an assignment s : V → dom(∆) such that φ∆(s(x1), . . . , s(x|V |)) ≤ u
no if there is no assignment s : V → dom(Γ) such that φΓ(s(x1), . . . , s(x|V |)) ≤ u

BLP(I,∆);
if BLP(I,∆) � u then

output no;
else

(λ?, µ?), as in Definition 3;
AIP?(I,∆) := refinement of AIP(I,∆) with respect to (λ?, µ?), as in Definition 3;
if AIP?(I,∆) � u then

output no;
else

output yes;
end

end

As our main result, we now present a sufficient condition under which Algorithm 1
correctly solves PVCSP(∆,Γ).

4 There is a polynomial-time algorithm [31, 17] that decides the existence of a relative interior point in
the rational feasibility polytope of BLP(I,∆) with cost at most u and, in the case it exists, finds it.

5 Such a point can be found in polynomial time by applying the algorithm in [31, 17] to the feasibility
linear program defined by adding to the constraints defining the feasibility polytope of BLP(I,∆) the
additional constraint

∑
j∈J

∑
t∈Dnj λj(t)f∆

j (t) = u.
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I Theorem 4. Let (∆,Γ) be a promise valued template such that ∆ has a finite domain.
Assume that for all L ∈ N there exists a block-symmetric promise fractional polymorphisms
of (∆,Γ) with arity 2L + 1 having two symmetric blocks of size L + 1 and L, respectively.
Then Algorithm 1 correctly solves PVCSP(∆,Γ) (in polynomial time).

Note that in Theorem 4 the domain of the valued structure Γ can be finite or (countably)
infinite.

To prove Theorem 4 we need to use a preliminary lemma and the notion of a bimultiset-
structures. Let ∆ be a valued τ -structure with domain D, let L ∈ N, and let B1 ∪B2 any
partition of [2L+ 1] such that |B1| = L+1 and |B2| = L. The bimultiset-structure B2L+1

B1,B2
(∆)

is the valued structure with domain
((

D
L+1

))
×
((
D
L

))
i.e., the set whose elements (α, β) are

pairs of multisets of elements from D of size L+ 1 and of size L, respectively. For every k-ary
function symbol f ∈ τ , and (α1, β1) . . . , (αk, βk) ∈

((
D
L+1

))
×
((
D
L

))
the function fB

2L+1
B1,B2

(∆)

is defined as follows

f
B2L+1

B1,B2
(∆)((α1, β1) . . . , (αk, βk)) := 1

2L+ 1 min
t1,...,tk∈D2L+1:

{t`}B1 =α`,{t`}B2 =β`

2L+1∑
i=1

f∆(t1i , . . . , tki ),

where {t`}B1 denotes the multiset {t`i | i ∈ B1} and {t`}B2 denotes the multiset {t`i | i ∈ B2}.
The proof of the following lemma can be found in the full version [50].

I Lemma 5. Let (∆,Γ) be a promise valued template such that ∆ has a finite domain. Let
L ∈ N and assume that (∆,Γ) has a block-symmetric promise fractional polymorphism of
arity 2L+ 1 with two symmetric blocks B1 and B2 of size L+ 1 and L, respectively. Then
B2L+1
B1,B2

(∆) is fractionally homomorphic to Γ.

Proof of Theorem 4. Let C be the (possibly infinite) domain of Γ and let D be the finite
domain of ∆. Let τ be the common signature of ∆ and Γ. Let I be an instance of PVCSP(∆,Γ)
with variables V = {x1, . . . , xn}, objective function φ(x1, . . . , xn) =

∑
j∈J γj(xj) where J is

a finite set of indices, γj ∈ Γ, and xj ∈ V ar(j), and threshold u.
Assume that minD φ∆ ≤ u. Our goal is to show that Algorithm 1 outputs yes. Since

minD φ∆ ≤ u we have BLP(I,∆) ≤ u and in particular we have that either BLP(I,∆) < u,
which by linearity implies the existence of a relative interior point in the feasibility polytope
of BLP(I,∆) with value at most u; or BLP(I,∆) = u = minD φ∆. In the first case, each
coordinate of (λ?, µ?) is positive if and only if the same coordinate is positive at some point
in the feasibility polytope of the BLP. Therefore, the feasibility lattice of AIP?(I,∆) includes
every possible assignment which is in the support of some feasible solution to BLP(I,∆),
including integral solutions and as a consequence AIP?(I,∆) ≤ minD φ∆ ≤ u. In the second
case, each coordinate of (λ?, µ?) is positive if and only if the same coordinate is positive at
some point in the optimal polytope of the BLP. Therefore, the feasibility lattice of AIP?(I,∆)
includes every possible assignment which is in the support of some optimal solution to
BLP(I,∆), including integral solutions and as a consequence AIP?(I,∆) ≤ minD φ∆ = u.
Thus, in both cases, BLP(I,∆) ≤ u and AIP?(I,∆) ≤ u and hence Algorithm 1 indeed
outputs yes, as required.

In the other direction, we want to show (by contrapositive) that if Algorithm 1 outputs
yes then infC φΓ ≤ u. Thus, assume that BLP(I,∆) ≤ u and AIP?(I,∆) ≤ u. Let (λ?, µ?)
be as in Definition 3 and denote BLP?(I,∆) :=

∑
j∈J

∑
t∈Dnj λ?j (t)f∆

j (t); observe that
BLP?(I,∆) ≤ u by the definition of (λ?, µ?). Let (q?, r?) be a solution to AIP?(I,∆) with
objective value at most u. Let ` be a positive integer such that ` · λ?, and ` · µ? are both
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integral, and let M be the maximum of the absolute values of the coordinates of both q?
and r?. Let us set L := (M + 1)`. From BLP?(I,∆) ≤ u and AIP?(I,∆) ≤ u it immediately
follows that

2(M + 1)`
2(M + 1)`+ 1 BLP?(I,∆) + 1

2(M + 1)`+ 1 AIP?(I,∆) ≤ u. (3)

We claim that

min((
D

L+1

))
×
((

D
L

))φB2L+1
B1,B2

(∆)

≤ 2(M + 1)`
2(M + 1)`+ 1 BLP?(I,∆) + 1

2(M + 1)`+ 1 AIP?(I,∆) (4)

for all the partitions B1 ∪B2 = [2L+ 1] such that |B1| = L+ 1 and |B2| = L. To prove the
claim, let us define, for every i ∈ {1, . . . , n} and for every a ∈ D, the following nonnegative
integers

Wxi,B1(a) := (M + 1)`µ?xi
(a) + r?xi

(a),
Wxi,B2(a) := (M + 1)`µ?xi

(a).

(To check that Wxi,B1(a) and Wxi,B2(a) are nonnegative it is enough to observe that if µ?xi
(a)

is 0 then, by Definition 3, r?xi
(a) is also 0, otherwise µ?xi

(a) is at least 1
` , and the positivity

of Wxi,B1(a), Wxi,B2(a) follows by the choice of M .) Observe that for every i ∈ {1, . . . , n}
we have that∑

a∈D
Wxi,B1(a) = (M + 1)`

∑
a∈D

µ?xi
(a) +

∑
a∈D

r?xi
(a) = (M + 1)`+ 1 = L+ 1,∑

a∈D
Wxi,B2(a) = (M + 1)`

∑
a∈D

µ?xi
(a) = (M + 1)` = L.

Let ν : V →
((

D
L+1

))
×
((
D
L

))
be the map defined, for every xi ∈ V , by ν(xi) = (αi, βi), where

αi is the multiset of
((

D
L+1

))
that contains Wxi,B1(a) many occurrences of a, for every a ∈ D,

and βi is the multiset of
((
D
L

))
that contains Wxi,B2(a) many occurrences of a, for every

a ∈ D.
Let fj be a k-ary function symbol appearing as a term of the objective function φ. Let

us define, for every t ∈ Dk, the following nonnegative integers

Pj,B1(t) := (M + 1)`λ?j (t) + q?j (t),
Pj,B2(t) := (M + 1)`λ?j (t).

Observe that∑
t∈Dk

Pj,B1(t) = (M + 1)`
∑
t∈Dk

λ?j (t) +
∑
t∈Dk

q?j (t) = (M + 1)`+ 1 = L+ 1,

∑
t∈Dk

Pj,B2(t) = (M + 1)`
∑
t∈Dk

λ?j (t) = (M + 1)` = L.

We write now

∑
t∈Dk

Pj,B1(t)f∆
j (t) =

(M+1)`+1∑
h=1

f∆
j (ζh1 , . . . , ζhk )
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where ζ1, . . . , ζ(M+1)`+1 are defined to be (M + 1)` + 1 elements of Dk such that Pj,B1(t)
many of them are equal to t, for every t ∈ Dk; and

∑
t∈Dk

Pj,B2(t)f∆
j (t) =

(M+1)`∑
h=1

f∆
j (ξh1 , . . . , ξhk )

where ξ1, . . . , ξ(M+1)` are defined to be (M + 1)` elements of Dk such that Pj,B2(t) many of
them are equal to t, for every t ∈ Dk.

We obtain

2(M + 1)`
2(M + 1)`+ 1λ

?
j (t)f∆

j (t) + 1
2(M + 1)`+ 1q

?
j (t)f∆

j (t)

= 1
2(M + 1)`+ 1

∑
t∈Dk

Pj,B1(t)f∆
j (t) +

∑
t∈Dk

Pj,B2(t)f∆
j (t)


= 1

2L+ 1

(
L+1∑
h=1

f∆
j (ζh1 , . . . , ζhk ) +

L∑
h=1

f∆
j (ξh1 , . . . , ξhk )

)

≥ 1
2L+ 1 min

t1,...,tk∈Dm:{t`}B1 =ζ`,{t`}B2 =ξ`

2L+1∑
i=1

f∆(t1i , . . . , tki )

=f
B2L+1

B1,B2
(∆)

j ((ζ1, ξ1), . . . , (ζk, ξk)) = f
B2L+1

B1,B2
(∆)

j (ν(xj1), . . . , ν(xjk)),

where the last equality follows because, for every a ∈ D, the number of a’s in ζh is∑
t∈Dk:th=a

Pj,B1(t) = (M + 1)`
∑

t∈Dk:th=a

λ?j (t) +
∑

t∈Dk:th=a

q?j (t)

=(M + 1)`µ?
xj

h

(a) + r?
xj

h

(a) = Wxj
h
,B1

(a),

and, for every a ∈ D, the number of a’s in ξh is∑
t∈Dk:th=a

Pj,B2(t) = (M + 1)`
∑

t∈Dk:th=a

λ?j (t) = (M + 1)`µ?
xj

h

(a) = Wxj
h
,B2

(a).

This proves the claim.
From Inequalities (3) and (4) it follows that for all partitions B1 ∪ B2 = [2L+ 1] such

that |B1| = L+ 1 and |B2| = L it holds

min((
D

L+1

))
×
((

D
L

))φB2L+1
B1,B2

(∆) ≤ u.

Moreover, since there exists a block-symmetric promise fractional polymorphisms of (∆,Γ)
of arity 2L+ 1 having two symmetric blocks B1 and B2 with respective size L+ 1 and L,
Lemma 5 implies the existence of a fractional homomorphism from B2L+1

B1,B2
(∆) to Γ. From

Proposition 1 it follows that

inf
C
φΓ ≤ min((

D
L+1

))
×
((

D
L

))φB2L+1
B1,B2

(∆) ≤ u

and this concludes the proof. J
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It is not difficult to see that the number of symmetric blocks and their size do not play a
crucial role in the proof of Theorem 4 (and also in the proof of Lemma 5 in the full version [50]).
Moreover, the notion of bimultiset-structure can be straightforwardly generalised to the
notion of k-multiset-structure with blocks of size b1, . . . , bk. In fact, Theorem 4 also holds in
the case in which the block-symmetric promise fractional polymorphisms of (∆,Γ) have an
arbitrary number k of blocks each of arbitrary size bi, given that k, b1, . . . , bk are the same
for every arity 2L+ 1. For finite-domain PCSPs, the condition of having a block-symmetric
promise polymorphism of arity 2L+ 1 is equivalent to the one of having a block-symmetric
promise polymorphism of arity 2L+ 1 with two symmetric blocks of arity L+ 1 and L, for
every L ∈ N [18].

4 The Combined Relaxation with Sampling for PVCSPs

We use the notion of a sampling algorithm for a valued structure from [10].

I Definition 6. Let Γ be a valued structure with domain C and finite signature τ . A sampling
algorithm for Γ takes as input a positive integer d and computes a finite-domain valued
structure ∆ fractionally homomorphic to Γ such that, for every finite sum φ of τ -terms having
at most d distinct variables, V = {x1, . . . , xd}, and every u ∈ Q, there exists a solution
s : V → C with φΓ(s(x1), . . . , s(xd)) ≤ u if and only if there exists a solution h′ : V → D

with φ∆(h′(x1), . . . , h′(xd)) ≤ u. A sampling algorithm is called efficient if its running time
is bounded by a polynomial in d. The finite-domain valued structure computed by a sampling
algorithm is called a sample.

I Example 7. A valued structure Γ with domain Q and signature τ is called piecewise linear
homogeneous (PLH) if, for every γ ∈ τ , the cost function γΓ is first-order definable over the
structure L = (Q;≤, 1, {c·}c∈Q) where

< is a relation symbol (i.e., a {0,∞}-valued function symbol) of arity 2 and <L is the
strict linear order of Q,
1 is a constant symbol and 1L := 1 ∈ Q, and
c· is a unary function symbol for every c ∈ Q such that (c·)L is the function x 7→ cx, i.e.,
the multiplication by c.

If Γ is a PLH valued structure with a finite signature, then it admits an efficient sampling
algorithm [10].

Let Γ be a valued structure with a finite signature that admits an efficient sampling
algorithm. Observe that for every finite-domain valued structure ∆d computed by such an
efficient sampling algorithm, the pair (∆d,Γ) is a promise valued template. The following
lemma, proved in the full version [50], follows from the definition of sampling algorithm for a
valued structure.

I Lemma 8. Let (Γ1,Γ2) be a promise valued template with a finite signature. Assume that
Γ1 admits an efficient sampling algorithm. If PVCSP(∆d,Γ2) is polynomial-time solvable
for every finite-domain valued structure ∆d computed by an efficient sampling algorithm for
Γ1, then PVCSP(Γ1,Γ2) is polynomial-time solvable.

Using Theorem 4, it is possible to prove the following result.

I Theorem 9. Let (Γ1,Γ2) be a promise valued template with a finite signature. Assume
that Γ1 admits an efficient sampling algorithm. Moreover, assume that (Γ1,Γ2) has a block-
symmetric promise fractional polymorphism of arity 2L+ 1 with two symmetric blocks of size
L+ 1 and L, respectively, for all L ∈ N. Then PVCSP(Γ1,Γ2) is polynomial-time solvable.



C. Viola and S. Živný 85:13

Note that in Theorem 9 (and in Lemma 8) both the respective domains of the valued
structures Γ1 and Γ2 have arbitrary (countable) cardinality, that is, each of Γ1 and Γ2 can
have a finite or an infinite domain. In the particular case in which Γ1 = Γ2, from Theorem 9
we obtain the following result for infinite-domain (non-promise) VCSPs.

I Corollary 10. Let Γ be a valued structure with a finite signature that admits an efficient
sampling algorithm. Assume that Γ has a block-symmetric fractional polymorphism of arity
2L + 1 with two symmetric blocks of size L + 1 and L, respectively, for all L ∈ N. Then
VCSP(Γ) is polynomial-time solvable.

Corollary 10 and the existence of an efficient sampling algorithm for PLH valued structures
(see Example 7) imply tractability of certain convex PLH valued structures, as discussed in
the full version [50].
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