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Abstract: In this paper we present SpyGlass, a modular and extensible 
visualization and remote interaction framework for wireless sensor networks. 
These networks have typically no means of visualizing their state, visualization is 
therefore a key issue to develop and operate these networks. Data emitted by
individual sensor nodes is collected by the visualization software and passed to a 
flexible multi-layer plug-in mechanism that renders the information on a canvas. 

1 Introduction 

While we saw a lot of research in wireless sensor networks within the last years, real-life
applications are still scarce. The inherent lack of user interfaces such as displays leads to
a tedious and error-prone developing and debugging. Debugging is literally done by
blinking diodes, which appears a bit like searching Mr. Kim in Seoul. What is needed are 
tools that allow for insights at various levels of detail and remote interaction. In addition 
to these difficulties, unpredictable hardware and communication behaviors as well as the 
inherently distributed nature aggravate application development. This might be one of 
the reasons why the few real-world systems today consist of rather a few dozens nodes 
[SMP+04] instead of thousands as envisioned a few years ago. Development software for 
sensor networks is still in the early beginnings. An overview on other approaches is
given in [BPF05].

2 SpyGlass Architecture 

The visualization framework consists of three major functional entities: The sensor 
network, the gateway nodes located in the sensor network and the visualization software. 
Each individual sensor may collect data or derive it from calculations and forward it to a 
gateway node. Gateway nodes form the transducer from the wireless technology used in
the sensor network to some TCP/IP enabled transit network (e.g. LAN, WLAN, GPRS, 
etc.). They also store a number of received data packets in a circular buffer to have some
memory of past events. This enables them to bridge the time gap of transit network 
failures or to provide data to visualization stations which connect at a later point in time. 
Once a visualization station is connected to the gateway node it will receive all stored 
and future packets. 
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Figure 1: The Architecture of SpyGlass 

Data packets carrying arbitrary information (e.g. sensor readings, calculated data,
internal sensor state, etc.) consist of a data type indicator, length information and the 
data. Using this simple format, developers can come up with new data types which will 
be immediately supported by the sensor network and the gateway software. While up to 
this point the data has only been forwarded untouched, all data processing and display 
tasks are performed by the visualization software. Using this architecture and data 
format makes it possible to replace each of the three components individually, since the 
communication between them follows a well-defined packet format. Currently we 
provide two sensor network configurations: a real life sensor network using the
embedded sensor board ESB 430/2 [ESB] and data originating from the ns-2 [NS2] and
SHAWN [KPB+05] network simulators.  

Once the data has been delivered to one or more visualization stations the real processing 
takes place. After duplicates have been sorted out, plug-in components inspect the 
incoming data packets, extract data and infer the sensor network state. Six plug-in types
for specialized tasks exist. Node Painter plug-ins draw the actual nodes and additional 
information onto the canvas. The depiction may be dependent on the node type. Node 
Relation Painter plug-ins display arbitrary relations between sensor nodes on the canvas, 
e.g. by using lines to connect related nodes. Such might be communication links, group 
membership or routing paths. Background Painter plug-ins draw the background of the 
visualization canvas. They can also be used to illustrate spatial phenomena which can be
inferred from the received sensor data and positions. Examples are temperature maps or 
the display of coordinate systems. Node Positioner plug-ins are used by Node Painter 
and Node Relation Painter plug-ins to determine where to paint the nodes and relations
on the canvas. Placement decisions can be either based on location 
estimates/measurements received from the sensor network or on strategies based on
graph theoretical calculations optimizing screen representation. Global Information 
plug-ins display information about partitions or the whole network in a textual way. This
information is displayed in a sidebar and can be structured in a tree. Examples are the 
overall number of nodes, average neighborhood degree, etc. Feedback plug-ins can be
invoked by the three canvas drawing plug-in types (Node Painter, Relation and
Background plug-ins). They then open a dialog box where users can enter data that is
then sent back to the respective node in the sensor network.
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For each plug-in type there is a container which holds one or more plug-ins of the
corresponding type. The canvas drawing plug-in types have their own layer on the 
canvas on which their plug-ins exclusively draw. The user can change the order and 
visibility of the plug-ins within each plug-in container to adapt the presentation. The
presentation is not limited to just on screen display; it can also be rendered to a user
defined canvas (e.g. Postscript, MJPEG, etc.). Another feature of the visualization 
software is recording and playback of visualization sessions. 

3 Adding custom functionality 

Adding user defined functionality to SpyGlass is straightforward, it involves an easy
three step procedure: First of all the data structures to encapsulate the required 
information must be defined. This step is supported by a graphical user interface that
allows for an interactive definition of these structures. Subsequently, the desired 
functionality has to be integrated into the sensor network application and the
visualization component. The sensor node application has either to acquire necessary 
information from its sensors or internal state variables, or it must execute actions that 
have been requested from feedback components of the visualizer. Finally, the actual 
visualization instructions are encapsulated in a plug-in of the respective type. 

To implement for example the visualization of motion detection sensor readings, a 
developer simply needs to define a new data type using the GUI, acquire the sensor 
reading on the sensor node and use the common forwarding service to a gateway node.
To visualize the data, a simple Node Painter plug-in must be implemented which 
registers itself as a handler for the new data type, parses it and attaches this motion 
detection information to the corresponding node. 
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