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A Learning Algorithm Based on λ -Policy Iteration and Its

Application to the Video Game ”Tetris Attack”

Le Hoang Thanh1

Abstract: We present an application of the λ -policy iteration, an algorithm based on neuro-dynamic
programming (described by Bertsekas and Tsitsiklis [BT96]) to the video game Tetris Attack in the
form of an automated player. To this end, we ®rst introduce the theoretical foundations underlying the
method and model the game as a dynamic programming problem. Afterwards, we perform multiple
experiments using an approximate version with different methods and analyze their results.

Keywords: Neuro-Dynamic Programming, Reinforcement Learning, Arti®cial Intelligence in Video

Games

1 Introduction to Tetris Attack

Fig. 1: Stack with colored blocks

Tetris Attack is a puzzle video game released for the Super Nintendo Entertainment Sys-

tem. The game is played with a stack of colored blocks (see ®gure 1) where new blocks

steadily appear at the bottom of the screen. These can be cleared by switching blocks with

a cursor and arranging them in a way where at least three same-colored blocks are next to

each other.
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The goal of this game is to maximize the points gained from clearing blocks until the round

ends which happens in this game’s Time Attack mode when the stack reaches the upper

border of the screen (called ”game over”) or when a time limit of two minutes runs out

(”time over”). Additional points are awarded when a greater number of blocks disappears

simultaneously (”combo”) or in succession (”chain”). Due to this, reaching a high score

requires planning in order to facilitate the application of those advanced techniques.

2 Basic Concepts of Dynamic Programming

The following introduction is based on ”Neuro-Dynamic Programming” (Bertsekas, Tsit-

siklis) [BT96] where the following concepts are described in greater detail.

A dynamic programming problem (short: DP problem) involves states i ∈ {1,2, . . . ,n}
(here we assume that the state space is discrete and ®nite) and controls u ∈ U(i) where

U(i) stands for the set of permitted controls in state i. Choosing a control u in state i leads

to a successor state j (which does not necessarily have to be different from i). In the case

that the underlying system is nondeterministic (i.e. it is possible that the same control in

the same state leads to different successor states), we refer to pi j(u) as the probability that

the control u in state i leads to state j. Each state transition i → j using the control u incurs

a certain cost, noted by g(i,u, j).

A special type of DP problem is the stochastic shortest path problem where the state space

contains an absorbing state 0 with the properties

p00(u) = 1 and g(0,u,0) = 0

for every control u. Based on stochastic shortest path problems, we de®ne a policy µ as a

mapping that assigns a control µ(i) ∈U(i) to each state i. For a given policy µ , we de®ne

the cost-to-go Jµ(i) as

Jµ(i) = E

[

∞

∑
k=0

g(ik,µ(ik), ik+1)
∣

∣ i0 = i

]

(1)

with the convention Jµ(0) = 0. This value can be interpreted as the expected cost incurred

from state i onwards if µ is used as the policy. The vector Jµ = (Jµ(1),Jµ(2), . . . ,Jµ(n))
is referred to as the cost-to-go vector. Even though the above summation is in®nite, the

cost-to-go can be ®nite if the state 0 is reached along the trajectory (i0, i1, i2, . . .) since

the terms summed after this state are g(0,u,0) = 0. Equation (1) can also be written in a

recursive form known as the Bellman equation:

Jµ(i) = E [g(i,µ(i), j)+ Jµ( j)]

=
n

∑
j=0

pi j(µ(i))(g(i,µ(i), j)+ Jµ( j))
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The goal of dynamic programming is to ®nd an optimal policy µ∗ which chooses controls

u for each state i in a way that minimizes the expected cost starting from i. Its cost-to-go

vector J∗ is the only vector [BT91] that satis®es

J∗(i) = min
u∈U(i)

E [g(i,u, j)+ J∗( j)] = min
u∈U(i)

n

∑
j=0

pi j(u)(g(i,u, j)+ J∗( j)) . (2)

If the optimal costs-to-go J∗ are known for every state, the optimal policy µ∗(i) can be

calculated as the control u that minimizes the right-hand side of equation (2). There are

different ways to determine J∗. The approach used here is called λ -policy iteration which

is described in the following section.

3 λ -Policy Iteration

Similar to the normal policy iteration, which calculates a sequence of policies µ1,µ2, . . .

and their corresponding cost-to-go values Jµ1
,Jµ2

, . . . , the λ -policy iteration also generates

a sequence of policies, but replaces the exact cost-to-go values with estimates Ĵµ1
, Ĵµ2

, . . . .

To describe the algorithm, we use temporal differences

d(i, j) = g(i,µ(i), j)+ J( j)− J(i),

which can be interpreted as the difference (or ”error”) between the cost-to-go estimate for

state i and the sum of the actually incurred cost g(i,µ(i), j) and the estimate J( j) for the

successor state j.

The λ -policy iteration for a given policy µ and an estimate of its cost-to-go J consists of

two steps [BT96]:

1. Policy evaluation: Calculate the cost-to-go estimate Ĵµ(i):

Ĵµ(i) = J(i)+
∞

∑
m=0

E
[

λ md(im, im+1)
∣

∣ i0 = i
]

(3)

This equation can be interpreted as a correction of the given cost-to-go values J

using the term ∑
∞
m=0 E

[

λ md(im, im+1)
∣

∣ i0 = i
]

which stands for the expected total

estimation error. Here we incorporate a factor λ ∈ [0,1] that discounts future tem-

poral differences. It can be shown [BT96] that this step is identical to the policy

evaluation step of the normal policy iteration if λ = 1.

2. Policy improvement: Generate a new policy µ̄:

µ̄(i) = argmin
u∈U(i)

n

∑
j=0

pi j(u)
(

g(i,u, j)+ Ĵµ( j)
)

This step is very similar to the policy improvement step of the normal policy itera-

tion (where Jµ is used instead of Ĵµ ).

It can be shown that the sequences µ1,µ2, . . . and Ĵµ1
, Ĵµ2

, . . . converge to the optimal

policy µ∗ and its cost-to-go vector J∗ [Be12].
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4 Application to Tetris Attack

The modeling of the video game as a stochastic shortest path problem is as follows: The

state (a stack of colored blocks) is represented by a (6× 11)-matrix, while a control u

represents a switch at a position (x,y). The absorbing state 0 corresponds to the blocks

touching the top of the screen or the time limit running out. The goal of minimizing cost is

replaced my maximizing the reward (making Jµ the reward-to-go). The one-step reward

g(i,u, j) here is be calculated beforehand by replicating the game’s scoring system while

the modeling of the state transitions is based on the game’s rules.

Similar to the ”Tetris” case study in [BT96], we implemented an approximate version

of the λ -policy iteration (also called approximate λ -policy iteration). The algorithm is

derived by reformulating (3) as a minimization problem and replacing the cost-to-go values

Ĵµ(i) (which so far have been assumed to be represented as a vector) by a cost-to-go

function J̃(i,r) that is characterized by a set of parameters r and calculates a value for

every state i using a compact representation. The policy is then chosen with respect to this

function:

µ̄(i) = argmax
u∈U(i)

n

∑
j=0

pi j(u)
(

g(i,u, j)+ J̃( j,r)
)

(4)

The parameters r of J̃(·,r) can be learned through systems simulation which means in this

context that learning data is generated by letting the algorithm play the game. To describe

this as an algorithm, let K be the number of games played with (old) parameters r. Note

that all games have ®nite length (with Nk being the length for the kth game and ik,Nk
= 0

for k ∈ {1,2, . . . ,K}) due to the nature of the Tetris Attack Time Attack mode (in the

context of dynamic programming this means that all policies are proper). Let ik,m denote

the mth state visited in the kth game. Based on the changes described above, the resulting

minimization problem to calculate the new parameters r′ is

r′ = argmin
r′

1

K

K

∑
k=1

∥

∥

∥y
k
− zk(r

′)
∥

∥

∥

2

2
(5)

with

y
k
=











J̃(ik,0,r)

J̃(ik,1,r)
...

J̃(ik,Nk−1,r)











+













∑
Nk−1
m=0 λ m−0 ·d(ik,m, ik,m+1)

∑
Nk−1
m=1 λ m−1 ·d(ik,m, ik,m+1)

...

∑
Nk−1
m=Nk−1 λ m−(Nk−1) ·d(ik,m, ik,m+1)













and

zk(r
′) =











J̃(ik,0,r
′)

J̃(ik,1,r
′)

...

J̃(ik,Nk−1,r
′)











.

Solving this problem corresponds to the policy evaluation step (3) while the equation (4)

corresponds to the policy improvement after updating the cost-to-go function J̃(i,r).
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Based on the aforementioned ”Tetris” case study, we used a linear architecture, i.e. J̃(i,r)=
φ T (i) ·r with feature extractions φ(i), in which case the problem (5) becomes a linear least

squares problem. We implemented two algorithms for solving this least squares problem,

the ®rst being an iterative linear least squares method based on the Kalman ®lter and the

second being the commonly used TD(λ ) described in [BT96]. Note that the TD(λ ) update

r′ = r+ γ ·
K

∑
k=1

N−1

∑
m=0

∇J̃(ik,m,r)
N−1

∑
s=m

λ s−md(ik,s, ik,s+1),

which is obtained by applying the steepest descent method to (5), can also be applied if

J̃(i,r) uses a nonlinear architecture. However, parameter convergence is only established

for linear architectures [BT96].

5 Results

Using the methods described above, 1000 games were played multiple times with differ-

ent values for λ and a two-step lookahead policy. An approximate λ -policy iteration was

performed after K games with K being 100 or 200. The features φ(i) used for the linear

architecture were based on the ”Tetris” case study in [BT96] as well as personal experi-

ence from the author with the game and involve information about stack column heights,

smoothness at the top of the stack and different measures for the closeness of same-colored

block structures.

As an example, ®gure 2 shows the results for λ = 0.8 and K = 100. The single (red) line

stands for the percentage of games lost (i.e. ended by ”game over”), the highest (blue)

line for the average score over 100 games (ignoring lost games) while the lower (black)

line shows the average score over 100 games where lost games are added with a score of 0.

Aside from the average scores, the 95% con®dence interval is also shown. The best perfor-

mance regarding the average score is reached with the initial parameters r0 chosen from

the author’s intuition. Afterwards, the performance drops until the second iteration and

slightly increases without reaching the initial parameters’ score. After the fourth λ -policy

iteration, the percentage of lost games increases which leads to a decrease in the average

score. On the other hand, the average score without lost games slightly increases until the

seventh iteration. Coupled with the increasing of lost games this could be interpreted as

the agent learning to play in a riskier way that yields many points, but losing more often.

Using different values for λ and replacing the method with TD(λ ) yielded similar results.

A demonstration of the Tetris Attack player can be found at

https://youtu.be/8PvAQj9c3Tc

As for the future of this project, improvements can be made in the choice of features φ(i):
This aspect provides a large potential for the recognition of complex block structures that

can be cleared with techniques used by advanced players (especially combos or chains).

The usage of other algorithms based on neuro-dynamic programming also opens up further

possibilities for future research.
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Fig. 2: Results of the approximate λ -policy iteration with the linear least squares method [R 14].

Every data point representing a score is averaged over 100 games and shown with its 95 % con®dence

interval [Ar12].
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