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Abstract: To rapidly evaluate performances and power consumption in design space
exploration of modern highly complex embedded systems, new simulation tools are
needed. The checkpointing technique, which consists in saving system states in order
to simulate in detail only a small part of the application, is among the most viable simu-
lation approaches. In this paper, a new method for generating and storing checkpoints
for accelerating MPSoC simulation is presented. Experimental results demonstrate
that our technic can reduce simulation time and the memory size required to store
these checkpoints on a secondary memory. In addition, the necessary time to load
checkpoints on the host processor at runtime is optimized. These advantages speedup
simulations and allow exploration of a large space of alternative designs in the DSE.

1 Introduction

Several studies showed that the time needed for designing and verifying next high perfor-

mance embedded systems will be more and more important due to the increasing system

complexity [VAM+06, SBR05, GVH01]. The use of DSE and high level simulation tech-

nique for the realization of high performance embedded systems represents an important

solution to this dilemma. Nevertheless, several obstacles stand in the way to allowMPSoC

simulations being efficient. Among these obstacles, we find: 1) the significant number of

parameters to be taken into account in the exploration phase of the MPSoC design 2) The

increasing complexity of systems to be simulated. Consequently, the more the architecture

is sophisticated and provides more features, the slower is the simulation. For instance, in

the MPSoC platform used in our experiments, the simulation speed is slowed down by a

factor of 6 when the number of processors increases from 1 to 12.

The work, we present in this paper, aims at the design of a tool for rapid and accurate MP-

SoC simulation. Our contribution involves supporting the application sampling technique

as a viable and competitive method to quickly simulate MPSoC architectures. In this pa-

per, we extend one of the most used sampling methods, namely the Simpoint [SPH02]

method, to be efficient for simulating MPSoC. Our proposition consists in adapting of the

checkpointing approach to MPSoC by transforming Basic-Block Vectors (BBV) analysis

to Basic-Block Matrices (BBM) analysis. This extension makes Simpoint efficient for
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MPSoC simulation. We demonstrate that, by our trace analysis and checkpointing, simu-

lation time and memory space overheads can be greatly reduced.

The rest of this paper is organized as follows. An overview of related work on simula-

tion acceleration techniques is presented in Section 2. In this section, the multi-granularity

sampling (MGS) approach [TIN08], on top of which the proposed checkpointing technique

is evaluated, is presented in detailed. In Section 3, two existing techniques for building the

checkpoints before a sample run are discussed. The base line implementation used in the

original MGS proposal is also outlined in this section. Our new method of checkpointing

based on BBM analysis for MPSoC simulation acceleration is introduced in Section 4 and

its performances are given Section 5. Finally, we present our conclusion and perspectives

in Section 6.

2 State of the Art

In order to find the most adequate embedded system architecture configuration for a given

application or group of applications, it is necessary to explore a large set of possible ar-

chitecture configurations. The challenge is to reduce this exploration phase in the Design

Space Exploration (DSE) in order to reduce the time-to-market. Accelerating the DSE

can be done at two levels; either by reducing the number of architectural alternatives to

evaluate [PSZ09] and/or by accelerating the evaluation process associated with each alter-

native. In this paper, we deal with the second alternative. In the literature several different

approaches have been proposed for this purpose. Higher abstraction modeling level in-

stead of the cycle description level (such as Transaction Level Modeling TLM) [Don04],

analytic modeling [CHE11] , and emulation on FPGA [CPN+09] are among the widely

used methods. This paper is based on the application sampling method.

In this approach [SPH02, WWFH03], application execution is first divided in several in-

tervals. From these intervals, some samples are chosen to represent application repetitive

phases. The samples have a reduced instruction count compared to the total execution and

approximate the behavior of the whole application on the hardware platform. The choice

of the samples could be either obtained periodically, as in SMARTS [WWFH03], or by

interval analysis as in SimPoint [SPH02]. In the exiting methods, simulation acceleration

is obtained by commuting the simulator between two states: 1) Detailed-simulation used

during the sample execution and 2) Moving to the next sample to simulate in detail. In

this case, intervals with known performance estimates are either skipped, thus requiring

checkpoints of the system state after the skipped intervals, or simulated with functional

simulation. Checkpointing is usually associated with large disk space overhead, while

fast-forwarding is usually associated with additional simulation cycles. In this paper, we

propose a new checkpointing method for MPSoC sampling-based simulation.

While the detection of identical simulation phases of an application can be accurately

done using phase classification technique (such as Simpoint), concurrent applications are

more problematic because phases from different applications may not perfectly overlap.

In [TIN08], we introduced the Multi-Granularity Sampling (MGS) approach, to addresses

this problem. MGS relies on detecting execution phases that are similar and executing one
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Figure 1: The two stages of the method MGS with 3 processors running 3 applications

(a, b, c). The two figures A and B correspond to the first stage in MGS and Figure C is

the second one. Notation A(ij) is the i
(th) interval of granularity j. Steps A and B are also

applied for P2 and P3 to obtain 3 multi-granularity phase matrices for the 3 concurrent

applications a, b, and c [TIN08]

representative sample of each of the execution phases in detail. When an execution phase

is encountered later during the simulation, it is skipped necessitating loading a check-

pointed image of the system state after this phase. The MGS [TIN08] method involves

two steps:

1) Multi-Granularity Phase Matrix MGPM Creation: In this step phase-ID traces for each

application to run on the MPSoC simulator is individually generated using a rapid func-

tional simulation. These traces are neither dependent on the concurrent processes on the

other processors, nor they dependent on a specific MPSoC architectural configuration.

Each application is decomposed into intervals of K instructions. This value is called here

granularity order of 1 and corresponds to 50K instructions in the experiments. For each

interval, a basic block vector (BBV), containing the frequencies of executed basic blocks

in the corresponding interval, is generated. A phase-ID trace is then generated by examin-

ing the similarity between these BBVs using SimPoint [SPH02] classification. Using the

same starting points (i.e. a discretization point of 50K instructions), overlapping samples

of coarser granularity 100K, 150K, etc. SimPoint is used repeatedly to detect similarity

for these coarse granularity phases.

Simpoint is used to detect the similarity for each granularity in order to generate Multi-

Granularity Phase Matrix MGPM ( 1.B) . Each line in the MGPM corresponds to one

starting point in the execution of the application. This first stage is executed once and

statically for all the granularities expected during runtime and a rapid functional simulation

is used to obtain phase matrices in a few minutes. Granularities up to 20 seemed sufficient
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Table 1: A multi-phase cluster table (MPCT) containing 4 MPCs and their metrics. This

MPCT corresponds to figures 1.b and 1.c. gi corresponds to the phase granularity (in

K inst) for processor i. Here we assume having 3 parallel applications (a, b, c) on 3

processors (P0, P1, P2). For example, the first cluster that is met in the execution consists

of 3 intervals: interval 1 of granularity_2 for P0, interval 1 of granularity_1 for P1 and

interval 1 of granularity_2 for P3

MPC g1 g2 g3 K-Cycles Energy(mJ) Repetition

a12, b11, c12 100 50 100 280 104 3

a52,b11,c53 100 50 150 487 190 1

a21,b11,c12 100 50 150 277 150 1

in our experiments, requiring less than 10 minutes of profiling per application.

2)Multi-Phase Cluster (MPC) generation: The second stage uses the MGPMs that have

been generated in the first step. Phases that are executed in parallel by processors are

combined together to form a multi-phase cluster (MPC). These parallel phases are deter-

mined dynamically at runtime as follows: An MPC contains p parallel phases, where p

is the number of processors in the MPSoC. Each new MPC is assigned an entry in the

multi-phase cluster table (MPCT)(see Table 1). MPC containing the same parallel phases

have the same behavior, and thus can be skipped during simulation after estimating their

performance once. Discretization of the overlapping execution phases is adopted. In order

to generate the MPCs, the granularity of each of the p phases is determined dynamically.

Whenever a process reaches the boundary of 50K instructions, a decision is made as to

whether to continue the simulation or to stop to form an MPC. The number of cycles

needed to finish the current interval for each processor is calculated. If the maximum

number of cycles is less than a certain predefined threshold TWSS1, then the approach en-

ters the cluster formation mode, in which each process tries to finish the current phase and

then waits for the other processes. In the MPCT, the combined phase identifiers, which are

executed in parallel, represent a unique MPC identifier and MPCs with the same identifiers

are assumed to have the same performance.

In Table 1, after simulating the first MPC (a12;b11;c12), this MPC recurs 3 times. Since it

already exists in the MPCT, the repetition entry is simply incremented, and the repeated

MPCs are not simulated in details.

In the work we present in this paper, the purpose is to make the simulation by sampling

faster, than MGS. For this reason, we propose to eliminate the fast-forwarding phase and

the checkpointing method is used to minimize the simulation time. We extend phase trace

generation and classification technique based on Simpoint [SPH02], by analysis of all

the granularities that can be encountered at runtime. Therefore, the same start point of

program execution is associated with multiple classifications based on the granularity of

the phase (instruction count), as will be outlined in the following discussion.

1Threshold Waiting at Simulation Synchronization is denoted by TWSS.
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3 System context construction for simulation acceleration

The use of application sampling for simulation acceleration requires addressing the follow-

ing two issues: 1) Restore the exact image of the application context also named starting

sample image and 2) Restore the micro-architectural state also called warming-up sample.

The architectural state is represented by the values of data found in registers of different

processors and in private or shared memories in the case of multi-processor architectures.

These data represent the context of the application and are independent of the architecture

configuration. On the other hand, the micro-architectural state corresponds to content of

caches, the branch prediction table, pipeline, etc [BCE06, WWFH06]. The previous two

tasks must be realized before starting the detailed simulation of each interval. They are

usually made either by a functional simulation or by storing/loading checkpoints. In con-

trast to functional simulation, checkpointing reduces the simulation time by eliminating

the time consumed by FFW [WWFH06] between samples. It consists in saving an image

containing the two states mentioned above, for each cluster. The checkpoints are collected

offline by simulating in details the entire application once for the entire operation of the

DSE. The disadvantage of checkpointing is the large memory size required for storage on

disk. This reduces the simulation acceleration, since additional time is needed to access

the disk and to load the checkpoint.

4 Basic Block Matrices for MPSoC checkpointing

For MPSoC platform simulation with important number of processors is increased, the

number of checkpoints and the memory space to store the checkpoints could be very im-

portant . The method for selecting checkpoints that we present in this paper aims to solve

this problem. Our method reduces the number of checkpoints by static analysis, prior to

execution, of different intervals for different granularities. It allows the user to set the

number of checkpoints to be stored depending on the memory available on the host. The

idea is to combine the different basic block vectors (or BBV) of different granularities

associated with a starting point of the simulation in a matrix. This matrix is called matrix

of basic blocks or BBM. Subsequently, a search of the similarity between the BBM of all

starting point is made. This analysis is independent from micro-architectural configuration

and allows detecting multi-granular phases of the application. In fact, when two BBMs

are identical, this corresponds to intervals of the same multi-granular phase of the appli-

cation. These phases are denoted in the following by MPhases, for Multi-granular phase.

When two BBM belong to the same MPhase, this means that the instructions executed in

intervals of both BBM, taken in pairs, are similar. In other words, whatever the considered

interval size the work done is the same. Therefore, the execution of one BBM replaces the

other, and more importantly a checkpoint of one BBM can be used to start the other. Thus,

all BBMs will be provided to a classification tool in order to select a number of MPhases

set by the user and representing, in the best way, all the BBMs of the application. The

classification tool selects one BBM for each MPhase of the application.
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Figure 2: Generation of BBM from BBV. Here we suppose that the number of basic blocs

is n and bij corresponds to the number of occurrences of basic bloc j of size of granularity

i. BBMi corresponds to the concatenation of columns: BBVi1, BBVi2, ,BBVi3., .etc

4.1 Generation of Basic Block Matrices

Figure 2.A shows the construction of BBMs from BBVs with a granularity equals to 3.

There are BBMs as many as rows in the phase matrix. All the constructed BBMs form

the “BBM vector" represented in Figure 2.B Each BBM contains gxn elements; g and

n correspond respectively to the considered granularity and to the total number of basic

blocks of the application. In Figure 2, g corresponds to 3.

To detect the MPhases of the application, the BBMs are compared by a profiling tool such

SimPoint.

4.2 Classification of Basic Block Matrixes

Once the similarity degree is calculated, the similar (or almost similar) BBMs are gath-

ered in one group, called MPhase. One BBM, called representative BBM, is chosen to

represent each MPhase. This allows us to represent the behavior of the whole application

by the representative BBMs. Indeed, the classification aiming at distributing the BBMs

into MPhases so that BBMs belonging to the same MPhase are very similar, and BBMs

belonging to distinct MPhases are different from each other.

Thus, we are inspired from the SimPoint methodology to achieve BBMs classification.

This is based on the k-means algorithm. However, any classification methodology, such

as [JH08], can be used to realize this classification. Subsequently, a classification algo-

rithm, such as k-means, is applied to BBMs . This algorithm achieves a distribution of
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Figure 3: The similar BBMs in Figure B have the same identifier. The identifier is com-

posed of Mphase application name and the index of its representative BBM. The cylinders

represent the collected checkpoints. C) Xi.J means that the instructions executed belong

to the Mphase Xi and to the order of granularity j.

BBMs in k different MPhases (1 ≤ k ≤ Kmax). To choose the value of k, SimPoints uses

the Bayesian Information Criterion (BIC) [12] to compare the quality of the classification

of different values of k. Indeed, the classification must provide two things, first, the small-

est possible value for k, and the second one is all the BBMs belonging to the same MPhase

must be very similar. Here, the chosen classification is the one that gives the smallest value

of k with a BIC score at least 90% of the best BIC score obtained. BIC simply indicates

the degree of similarity of all BBMs in an MPhase. The last step is to elect a representative

BBM of each MPhase. This represents the behavior of the whole MPhase. The centroid

of the BBM is calculated as the average of all BBMs of the MPhase. In these cases, the

representative BBM of the MPhase is one that has the closest distance from the centroid of

MPhase. Since there are as many representative BBMs as MPhases, k BBMs are selected

to represent the behavior of the entire application and representative checkpoints are col-

lected at starting points of the k representative BBMs. Figure 3.A presents an application

X as a suite of BBMs that are collected offline. Figure 3..B shows the classification of

BBMs of the application X. The similar BBMs have the same MPhase identifier. Here,

the identifier of the MPhase corresponds to the name of the application (X) followed by

the index of the representative BBM of the considered MPhase. For example, the first and

fourth BBM are considered similar by the static analyzer and thus have the same identifier

MPhase. The fourth BBM, called BBM4, was selected as representative BBM of that

MPhase. Thus the identifier of that MPhase is X4 in the Figure. Figure 3.B shows two

MPhases and two representative BBMS BBM3 and BBM4. As the checkpoints are col-

lected at starting points of representative BBMs, checkpoints in Figure 3.B are collected
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at the third and fourth starting point. These checkpoints are represented by the different

cylinders in Figure 3.B.

4.3 Use of BBM by MGS to Accelerate Simulation

We illustrate the use of our checkpointing method in Figure 3. Checkpoints are collected

at starting points 3 and 4 for the application X and there are as many checkpoints as repre-

sentative BBMs for each of the concurrent applications, as shown in Figure 3.B. For each

processor of MPSoC architecture, the associated checkpoint with the representative BBMs

of the phases to be executed, is loaded in the memory of the host. In Figure 3.C, P0 begins

with the detailed simulation of the MPhase X4. The representative BBM of that MPhase

is the fourth BBM in the matrix (see Figure 3.B). It corresponds to the starting point 4.

Thus, the checkpoint of that BBM is loaded for P0 at the beginning of the first MPC and

the fourth BBM is executed. As the granularity of instructions executed in an MPC is

determined dynamically by MGS, it is impossible to know a priori the granularity of the

phases. The first MPC corresponds to a phase of granularity 2 for P0. Subsequently, the

second interval of P0 starts at the point 3. As for the second MPC, P0 load the checkpoint

of the representative BBM corresponding to point 3 of the execution. In this example the

representative BBM at this point of execution is the same, denotedX3 The same technique

is applied for processors P1 and P2 in our example. During the simulation, an MPC is con-

sidered similar to an MPC already simulated if the MPhase in the simulated MPC and that

in the trace of MPhases are similar. Thus in Figure 3.C, the third MPC is considered sim-

ilar to the first MPC. Similarly the fourth MPC is considered similar to the second MPC.

The advantages of the method of checkpoint generation by BBMs versus the method of

similarity lines proposed in [TIN08] is the fact that the representative BBMs correspond

to the centers of MPhases. This allows a more accurate performance approximation than

taking the first occurrence of the MPhase during the simulation.

5 Experimental Results

In this section, we quantify the amount of saving in checkpointing storage when the the

BBM technique is used in conjunction with MGS. Note that since trace analysis and check-

pointing generation is made only once and offline, simulation acceleration factors are at

least identical to those given by MGS [TIN08].

5.1 Checkpoints construction

To reduce required memory size for storing checkpoints, the Touched Memory Image

(TMI) was implemented in conjunction with MGS and BBM-Based checkpointing. In

TMI, checkpoints, which do not contain memory regions that are not modified by the

application phases, are not integrated in the checkpoints. In addition, in a checkpoint

state instead of having an address for every memory position, only one address is stored
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Figure 4: Variation of the number of checkpoints to store checkpoints in the similar line

method (LS) and in the BBM method (BBM) with Gmax 20 and 64

Figure 5: Variation of the total memory size in MB to store the checkpoints for LS and

for the BBM with Gmax 20 and 64

to represent a sequence of consecutive data in the memory. We also used the Memory

Hierarchy Sate (MHS) technique [BCE06]. In MHS, cache contents are created from

the largest reference cache (64KB in our case). Thanks to this method, the size of the

architectural state of each processor in each checkpoint is limited to 200KB, for the studied

benchmarks.

5.2 Number of checkpoints reduction with BBM-based checkpointing

In this section, the required memory size for BBM-based checkpointing is compared to

the required size when line similarity (LS) and BBV [TIN08] are used. We conducted the

experiments withGmax of 20 and 64 . These values are the largest observed granularity for

the MiBench application combinations [GRE+01]. As in [TIN08], we used an interval

size of 50K instructions as the order-1 granularity. Finally, we fixedKMAX to 10. Figure 4

gives the number of checkpoints for the two approaches BBM and LS. In this figure, we

notice that the number checkpoints increases with granularity in LS. This is due to the fact

that similarity between lines diminish with the increase of the line size. For example, for

the adpcm application and granularity of 64, more than 3000 checkpoints must be stored.
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(a) Simulation speedup factor (b) Estimated IPC error

Figure 6: Simulation speedup factor and estimation error (in%) for 4 combinations of

benchmarks provided by MGS with BBM-Based Checkpointing and compared with Line

Similarity technique [TIN08]. The number of processors is 4 and 8.

In contrast with BBM, this number depends only onKMax. ForKMax of 10, the number

of checkpoints is less than 10. We also notice that the number of checkpoints is constant

withGmax. Even better, for the majority of the executed applications, this number slightly

decreases because the BBM contains intervals that partially recur. Indeed, when phase

granularity increases, the degree of similarity between intervals and consequently between

BBM also increases.

5.3 Required memory size reduction with BBM-based checkpointing

Figure 6b gives the required memory size to store all collected checkpoints with LS and

BBM. For instance, with adpcm and a granularity of 64, the maximum memory size is

3MB for each processor when BBM is used. In the same conditions, LS requires a 1000

MB memory size. If we assume a 12-processor MPSoC, 12 GB of RAM is needed for LS

while 16 MB of RAM is sufficient in the case of BBM. The advantage of fewer and smaller

checkpoints allows holding all of these checkpoints on the physical memory (RAM) in-

stead of streaming them from the hard-drive. Consequently, the time overhead for warming

the systems by checkpoints restoring is reduced thus allowing to increase the simulation

speedup.

5.4 Performance Analysis of MGS with BBM-Based Checkpointing

In this section, we present the performance in terms of simulation factor and the IPC

estimation accuracy while using MGS with BBM-Based Checkpointing.

Figure 6a gives the simulation acceleration for 4 different benchmark combinations, for 4

and 8 processors using MGS with BBM-Based Checkpointing. In these experiments dif-

ferent concurrent applications are executed. For example with Rijndael-Bf benchmark on

430

430



4 processors, Rijndael-encrypt, Rijndael-decrypt, Blowfish-encrypt and Blowfish-decrypt

are executed in parallel on each of the processor [GRE+01]. The simulation factor for

concurrent applications varies generally between 20x and 60x (for rijndael and blowfish).

The average simulation factor is about 35x for all the studied applications. It is clear that

the simulation factor obtained by our method is significantly important without sacrificing

accuracy as shown in Figure 6.B.

In [TIN08] it has been mentionned that the IPC estimation error has two sources. The first

source corresponds to the added waiting cycles that are injected at simulation discretization

points. The second source of error is the association of the IPC of recurring MPCs with the

IPC of the first simulated MPC. This is due to the fact that intervals classified as similar

may not have exactly the same performance. In the case of BBM-Based checkpointing

the representative BBMs correspond to the centers of MPhases. The representative BBMs

based on selecting the centers of MPhases is more accurate than taking the first occurrence

of the MPhase during the simulation. This approach reduces the error in the performance

estimation. This explained the low error in IPC obtained by our method. Based on the last

figure, the error is smaller than 10%. Additionally that error does not significantly increase

with the number of processors increase.

6 Conclusion

Simulation Acceleration for embedded systems is crucial to explore large design space

under stringent time-to-market constraints. Multi-granularity sampling technique provides

an attractive solution for the simulation of heterogeneous concurrent applications by ana-

lyzing each application for multiple granularity level, thus allowing to overlap samples of

phase executions in an efficient and accurate manner. Checkpoints of the system state are

required to skip repeated phases, but they require large storage space that makes simula-

tion speed limited by the speed of the hard disk of the system. In this work we introduce

a space efficient mechanism to select the most representative checkpoints. We propose

to use classification methods, such as k-means, to identify the checkpoints that are most

representative for a large set of checkpointed states. The classification scheme allows

the user to control the maximum checkpointed states of the system, with little sacrifice

in accuracy. In contrast, the base checkpointed states grow quickly with the number of

concurrent applications, in the case of multi-granularity sampling technique. We showed

that the space needed of the checkpointed states can be reduced by orders of magnitude

compared with the base scheme for multi-granularity sampling, thus allowing to keep all

needed checkpoints in the memory of the host machine. Simulation acceleration are sig-

nificantly speedup, without impacting accuracy, when using multi-granularity sampling in

conjunction with the introduced representative checkpoints.
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