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Abstract: We consider the problems of interest group discovery in a social network
graph using term-based topic descriptions. For a given query consisting of a set of
terms, we efficiently compute a connected subset of users that jointly cover the query
terms, based on the annotation vocabulary utilized by users in the past. The presented
approach is twofold; first we identify so-called seed users, centers of interest groups,
that act as starting points of the group exploration. Subsequently, we inspect the seed
users’ neighborhoods and build up the tree connecting the most promising neighbors.
We demonstrate the applicability and efficiency of our method by conducting a series
of experiments on data extracted from a Web portal showing that our method does not
only provide accurate answers but calculates these also in an efficient way.

1 Introduction

In this work, we consider a graph of users with edges reflecting a certain degree of close-
ness, for instance in terms of explicit friendship links in social networking sites such as
Flickr or Facebook, or derived from relations, such as the is-co-author relation in the case
of bibliographic information. A common feature of these scenarios is that users exhibit a
certain amount of profile information, either explicitly by specifying keyword based areas
of interest, or implicitly by using specific terms when annotating resources or by assigning
keywords to publications, as is common practice. Given this information, we aim at pro-
viding means to efficiently identify connected subgroups of users whose profiles match a
particular keyword-based query.

Many approaches have modeled user behavior in online social networks, with the obser-
vation that users usually annotate resources they are interested in and that such annotations
represent a summary of a user’s interests [SSMY08]. Complementary to the information
centric functionality of these portals, most of them provide means to create social commu-
nities in form of groups and friendship links. Analogously, in a bibliographic information
system, links between authors can be defined based on the co-author relation, and semantic
annotations to authors are given by keywords they have used in their publications. A query
would involve certain keywords, such as databases, graph, and algorithm, with the goal
to identify a set of authors, connected by the co-author relation, which jointly cover the
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three query terms. Clearly, the assigned keywords reflect the authors’ (research) interests,
hence, we denote these groups as interest groups.

Identifying users which have used at least one of the query terms in the past is straight
forward as it requires a simple per-term indexing mechanism in form of sets or more ad-
vanced inverted files where users are ordered by some kind of quality information. This
would allow us to readily apply well established methods to return single users that are
relevant w.r.t. our query. However, as it is often unlikely that single users can answer the
query as a whole, the general answer to a query is a subset of users that together cover
the whole query. As the number of such user groups can potentially be very large, we
have to introduce a scoring function which assesses for a given group its suitability to the
query, hence, being able to return the top-k list of user groups. Such a scoring function
consists of two ingredients: (i) the quality of the users contained in the group and (ii) the
compactness of the group. This is related to the problem of keyword search on graphs, or
graphs imposed by the primary/foreign key relation ship in relational databases (cf., e.g.,
[HP02, HWY07, BHN+02]) which has been extensively studied in the past years.

In this work we will use a combined approach that integrates both user quality informa-
tion and structural (network) information to make the computation tractable. For sake of
readability we will use the terms user, friendship, and tags, in this paper.

1.1 Model and Problem Statement

We consider a directed friendship graph G = (V,E) with nodes representing the users
and with an edge e = (ui, uj) ∈ E if user ui is a friend of user uj .

Each user is furthermore associated with a set of documents she has annotated so far,
hence, we have for each user a set of (tag, frequency)-pairs that reflect her tagging history.
The frequency number is simply a count of how many times the user has used a certain tag.

We assume users to issue tag-based queries to explore the social network. For each of
these queries the task is to return the most relevant and compact groups whose users jointly
cover the specified query.

Our coverage requirement can be formalized as follows: Given a query as a set of tags
Q = {t1, t2, ..., tn} and a set of users U = {u1, u2, ...., um}, we consider that U covers Q
iff Q ⊆

⋃
u∈U Tu, where Tu is the set of tags used by user u. This notion of coverage can

be relaxed, by accepting groups that only partially cover the query. This is in particular
useful if the query is very large and does not have any results, which can be a consequence
of restricting the compactness of the returned groups. We nevertheless favor those subsets
of users that answer a larger fraction of the query.

Concerning the quality of the answer we need to address two requirements: (i) rele-
vance: the returned interest group should be relevant w.r.t. the query terms and (ii) com-
pactness: the returned interest group should be as small as possible (in terms of number
of users) and the users in this group should be connected as closely as possible.

1.2 Contribution and Outline

The contribution of this paper can be summarized as follows: (i) We present an approach
to detect communities of interest in a social network; (ii) We integrate the friendship in-
formation into the content information for efficient query processing; (iii) We evaluate our
approach using a real world dataset, taken from the popular delicious portal.
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Section 2 gives an overview of existing related work. Section 3 contains the scoring
model for communities and a first glance on the problem of identifying user groups that
cover a query. Section 4 explains how to get a handle on the community selection by in-
tegrating network information into standard index lists. Section 5 shows how we employ
a threshold algorithm over the extended index lists to identify centers of communities.
Section 6 presents our graph traversal algorithm that computes community trees based on
previously selected seed users. Section 7 contains the performance evaluation and Section
8 concludes the paper.

2 Related Work

As collaborative tagging sites become more and more popular, many approaches to ex-
ploit this data for information retrieval have been proposed. Li et al. [LGZ08] propose a
method which uses tags to discover clusters of users that share common social interests.
In a first phase, association rules mining algorithms are used to discover patterns of tag oc-
currence which identify higher level topics. In a second step, users and URLs are clustered
according to these topics.

Another research area close to our work is that of community discovery in networks
which can be summarized as the problem of dividing a graph into sub-groups of nodes such
that the nodes in a partition are densely connected among each other and less connected
with the rest of the network [NG04, FLGC02, YL08]. In general, all these approaches rely
solely on the topological information (i.e., links between nodes) in the network in order
to discover densely connected communities, whereas in this work we take a query-driven
view on this problem which is guided by the content of the nodes. We do not require that
our users form a densely connected sub-graph per-se, as we allow for communities to span
over several topic clusters, depending on the nature of our query.

Other approaches such as [CZC08, CCL+09] only rely on textual information about
users in a social networking site to identify communities. As opposed to the above men-
tioned approaches we also integrate the topological information in the network.

Recently, Li et al. [LNL+08] introduce an algorithm for community discovery in large
text collections which builds a hierarchy of communities based on the relationship be-
tween textual documents (i.e., links within these documents) as well as on the content of
the documents. In the first phase, community cores are identified based on the topologi-
cal information solely and in the second phase the communities are identified based on the
textual information by studying the latent topic distributions in the documents. As opposed
to this method, our algorithm is driven by the user query and we integrate the quality of
the users and the link structure in the same computation.

Qin et al. [QYCT09] proposes algorithms to enumerate all or a top-k set of communi-
ties using foreign key relations in a RDBMS. Similar to our work, they introduce an upper
bound for the community (i.e., group) size and deal with extracting centers of commu-
nities. The focus is put on a higher level algorithmic solution, disregarding performance
issues on the level of index accesses to determine the top centers.

Lappas et al. [LLT09] consider the problem of finding a group of experts in social
networks that together cover a certain set of given skills. Their approach is limited to a
boolean assignment of skills to users, leaving no room for a fine grained differentiation,
which is in particular essential for our tag based detection mechanism. The authors sketch
to use thresholds of skill values to obtain a binary assignment. While this seems to be
reasonable in scenarios with limited sets of skills, such an approach would introduce, in
our setup, one threshold per tag, therefore making a manual tuning impossible. Instead,
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we treat quality information about tag usages as a first class citizen, used not only in the
scoring function, but also in the way we select promising centers of interest groups.

Recently, Sozio and Gionis [SG10] presented an approach to find subgraphs given a set
of nodes as a query that have to be contained in the answer graph, i.e., aim at identify-
ing a community around a given set of users. Limiting the search space with this input
is in contrast to our approach which aims at extracting communities based on semantic
descriptions of the users by inspecting the global graph.

For the index creation, we make use of existing work from the area of keyword search
over graphs (cf., e.g., [HP02, HWY07, BHN+02]) which has been extensively studied
in the past years. In particular, the way we create our index is similar to the concept of
keyword-node lists in [HWY07] where for any keyword a list is created containing for
each node the distance to the keyword, i.e., the distance of a user to the user that has used
the tag in the past, in our scenario. We extend these lists to also contain quality information
on frequency of tag usages, and maintain for each node and for a configurable number of
distances, one list (per-tag, per-distance) representing for each user the best quality score
to be found its its neighborhood with the given distance. This enables the application of a
two level threshold algorithm over these lists.

3 Scoring Model

Before delving into the details of our approach we will introduce below the scoring
model which we use in order to select the most promising user groups that cover a spec-
ified query. As already sketched above, there are two ingredients that we require to be
reflected in the scoring model: (i) the relevance of the group w.r.t. the query terms, and
(ii) the compactness of the group.

In order to assess the relevance of the group we consider the tagging behavior of the
users that are part of that group. More precisely, we employ a standard mechanism by
relying on the tag frequencies (tf ) of the users for the tags that belong to the query. Given
a set of users U = {u1, u2, ...., um} that cover a query Q the score of a user ui w.r.t. the
query can be expressed as the sum of tag frequencies for every term of the query that also
belongs to the tag set of the given user: s(ui, Q) =

∑
t∈Q∧t∈Tui

tf(ui, t).

The compactness of a group is assessed in terms of the number of edges in the smallest
tree that connects all users in the specified community. To combine both relevance scores
and compactness scores we make use of a weighted sum. Given a group of users U which
covers the query Q and given a spanning tree that connects the users in U , G(E,U ′) with
edges E and users U ′ where U ⊂ U ′, the score of this group is computed as

s(U,Q) := α ∗
∑

ui∈U

s(ui, Q) + (1− α) ∗
1

|E|+ 1
(1)

The first part of the scoring formula represents the quality of the users in the group w.r.t. the
query, while the the second part reflects its compactness. In this work we opted for using
the edge count of the spanning tree as an indicator for compactness, but other choices, like
taking the radius of the tree is a potential measure, too. The weighting parameter α is used
to give more weight to the tag score than to the compactness, or vice versa. The main rea-
son for introducing this parameter is that the decision whether a returned interest group is
good or bad is highly subjective; one could prefer to settle for larger trees if the connected
users are particularly promising in terms of tag scores. On the other hand, one could prefer
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trees that are as compact as possible, even at the expense of a lower tag-based quality score.

A naive way to use the scoring model now to find the best communities is to execute a
brute-force enumeration of all possible sets of users that jointly cover the query tags, con-
sidering all users that are associated with at least one tag out of the query tag set. For each
set of users we would then generate the minimal tree connecting all users in that set and as-
sess its utility w.r.t. our scoring model. This method would indeed calculate the “best” tree
that covers the query tags, however, it is prohibitively expensive due to: (i) the extremely
large number of candidate user sets to be assessed, and (ii) the compactness assessment
function which involves calculating the so-called Steiner tree for each given user set.

We could choose to address these two subproblems separately – first find the most rel-
evant users w.r.t. the query and then return the smallest subgraph which connects all of
them. However, it is obvious that when adopting this solution we will end up with users
being far away from each other, albeit being of high quality w.r.t. the tags. These kind of
results do clearly not correspond to our desired solution.

In our approach, we deal with both requirements at the same time – construct the al-
gorithm in such a way as to return compact trees that contain the “best” possible nodes,
according to our scoring function.

4 Index Creation

Assume for each tag a list of (user, tf)-pairs sorted by tf (i.e., the number of (distinct)
documents the user has annotated with this tag). This resembles the basic inverted index
paradigm from standard Information Retrieval that can be efficiently used to compute the
most relevant users w.r.t. a query by applying Fagin’s TA algorithm or variants like the
NRA algorithm [FLN03]. The number of index list entries is actually much smaller than
in traditional document retrieval tasks, as we only deal with entries that represent the tag
sets of each user and this is at least one order of magnitude lower than the number of docu-
ments, even for large networks. Instead of using the plain tag frequency count (tf), we can
plug in any tf based variant, such as tf*idf, as the choice is independent of our algorithmic
solution.

In order to combine the compactness and the relevance information, we will integrate
the network structure into the traditional inverted index lists by propagating the tags along
the edges of the user graph. As a result, we will express the pairwise distances among
users solely in terms of inverted lists of users and tags, which allow us to compute the
relevance of a user w.r.t. a query, by implicitly considering the user’s neighborhood.

Below we give a more detailed description on how the tag propagation is implemented.
Subsequently, Section 5 will focus on the query processing task, which uses Fagin’s thresh-
old algorithm to identify what we call seed users, promising centers of relevant groups,
solely working on tag specific lists of (user, tf)-pairs, which have been enhanced through
our tag propagation mechanism.

4.1 Propagating Tagging Behavior

For each (user, tag)-pair we compute the minimum distance from the given tag to the
user, based on the user graph. If a user holds a tag, then the distance between this user and
the tag is 0. However, if a user does not hold a tag, but has a neighbor that holds that tag
the distance between that user and the tag will be computed w.r.t. the distance between the
neighbor and the initial user, similar to the concept of keyword-node lists in [HWY07].
However, not only the distances but also the quality (frequency of tag usages) is taken into
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account. In this way, each user will inherit the tagging behavior of her neighbors and will
act as an indicator of the suitability of her neighborhood w.r.t. the tags in the query.

We will propagate the tags in this manner over λ hops in the friendship graph. From the
implementation point of view, our so-called λ-extensions consist of additional index lists,
more precisely λ additional index lists per query term. For each (user, tag)-pair and for
each distance (≤ λ) we store the maximum inherited tf score from any neighbor that can
be found within that distance. Obviously, the lists for λ = 0 correspond to the original
index lists.

We propagate tags only through inlinks, i.e., links from so-called “idols” to “fans”, and
not in the opposite direction, in order to maintain the implicit trust relationship defined by
the users through friendship links (i.e., if a “fan” chose another user to be his “idol” we
assume that she is prepared to follow the tagging behavior of the latter).

More formally, for a user u and her set of tags Tu we compute the score for any tag t as
follows

score(u, t) = maxu′∈U∧|path(u,u′)|<=λ(tf(u
′, t))

We precompute for each tag an index list of all users and their corresponding score w.r.t.
that tag (including the tags and tf values inherited from their neighbors, up to a distance λ).

5 Query Processing

For the query evaluation over the λ-enriched index lists we employ Fagin’s NRA al-
gorithm, one of the standard threshold algorithms, which uses only sorted (sequential)
accesses to the lists. The result of this computation will be a set of top-k seed users which
represent the “centers” of our interest groups. Since these users are chosen according to
the λ-enriched lists, we are sure that in their close neighborhood we will find a set of users
that covers our query. Furthermore, we implicitly assess the quality of the user tree and
estimate its size, directly through the seed user retrieval process.

Note that the number of tags per query is assumed to be quite large, hence, we opted
for a disjunctive query evaluation mode where we do not require all tags to be present at
the top-k most suitable users. This avoids empty results as it can happen that we cannot
identify a user group that covers the query as we restrict the diameter of the returned group
to 2 ∗ λ. However, we still favor users which cover a larger number of tags, although their
tag frequency values might not be very large.

To use this algorithm, we normalize the tag based scores by 1/
∑

s where
∑

s is the sum
over all original tf scores. In addition, for each non-zero score observed in a list, we add
a value of 1 to favor users that have many query tags over those with few but high-score
tags. In particular, this means, that given an aggregated score s for a user we know that
she contributed to ⌊s⌋ tags. Contributing to a tag does not mean that she actually owns
the tags (i.e., has annotated documents herself), it means that ⌊s⌋ tags can be found in her
λ-neighborhood.

Due to the λ-extension, we keep for each tag t and value of λ a separate index list
Lt,λ which contains (userid, tf)-pairs for tag t sorted by tf in descending order. The
tf values in these lists are basic scores inherited from the λ-neighborhood, with no score
adjustments applied so far as this is defined at runtime using Equation 1 (i.e., the database
contains only the raw information). This scoring function is applied on the fly, which
causes no problems as it is order preserving and computationally trivial.
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With a given score sraw := Lt,λ(u) and λ we adjust this score according to the follow-
ing formula:

score(sraw, λ) := α ∗ sraw + (1− α) ∗
1

λ+ 1
(2)

In the initialization step, for each tag t ∈ Q and for each value of λ a sequential read to
the database is opened. In total there are |Q| ∗ λ index lists to be accessed. The algorithm
performs a round robin read over the index list groups (grouped by tag) and inside each
tag group reads an entry from the list with the currently highest score, as in [TSW05].

Hence, overall, for a user u and a query Q the final score is given by:

score(u,Q) :=
∑

t∈Q

maxλ{score(Lt,λ(u)} (3)

where score(Lt,λ(u)) denotes the score of user u in the index list for tag t for given λ.
This scoring function follows the goal of finding seed users, i.e., users whose neighbor-
hood contains a tree with “optimal” score w.r.t. the query (cf., Equation 1).

Following the standard principles of the NRA algorithm as explained in the beginning
of this section, during the sequential scans we maintain for each observed user a score
range given by lower and upper bound scores, denoted as W and B, respectively.

To calculate B for a particular user w.r.t. a tag t (note that B is computed for those
tags for which we don’t know the user’s tf values yet), we look at the current scan line
scores for the lists corresponding to t Lt,λ=0 =: τ0, ..., Lt,λ=l−1 =: τl−1, where l denotes
the number of lists per tag. Note that these scores are obviously known and that the al-
gorithm always reads from the list that provides the largest score. We then calculate the
best possible score by looking at the τi values, considering their λ values and applying the
aggregation function, i.e., τ̂ := maxi∈{0,..,l−1}{score(τi, i)}.

Let the set E(u) denote all tags for which a user user u has been observed in any of the
index lists, τ̂(t) the max possible score for a tag t, and W the worstscore as explained
above, then the bestscore B for that user can be calculated as:

B(u,Q) := W (u,Q) +
∑

t∈Q−E(u)

τ̂(t) (4)

While the aggregation function mentioned in Equation 2 is monotone it does not cor-
respond to Equation 1 which is easy to see. However, it gives the correct bound w.r.t.
Equation 2 that defines the computed scores in the index lists.

6 Spanning Tree Computation

Given a set of query tags Q and a user u that has been selected as a seed user as ex-
plained in the previous section our next task is to return the interest group around this user
that covers our query and assess its compactness. We treat each seed user independently
and therefore consider only a single user in this section.

Assume τ = score(u,Q) to be the score of user u w.r.t. Q given the aggregation model
above. It is clear that in the λ neighborhood of the user we will observe ⌊τ⌋ distinct tags
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t1, ..., t⌊τ⌋, ti ∈ Q. Our task is to identify the most relevant users holding these tags and
we solve this through an iterative process.

We start by executing the query on the λ neighborhood N of the seed user and select the
highest ranked user u according to the scoring model. Then the query is reduced by those
tags answered by user u and the user is added to a set of terminal users, that contains those
users that will be returned by our method. This process is iterated until the set of remaining
query tags is empty, or has size smaller than |Q|− ⌊τ⌋. For the terminal users the pairwise
distances are retrieved from the database (we recompute these up to level 2 ∗ λ) and the
minimum spanning tree (MST) is computed, which is known to be a 2-approximation of
the true Steiner tree.

Note that when computing the top-k seed users we do not have any information attached
to the λ index list entries that indicates the exact size of our final trees. We only know that
a seed user represents a tree with a set of edges |E| ≤

∑
i λi. The implication of this is that

lower ranked seed users can indeed provide better trees, as the upper bound of the tree size
might not be tight enough. We will see this behavior in the experimental evaluation when
we observe that higher ranked seed users are not necessarily superior to lower ranked seed
users. However, the variation in terms of tree size and tree tag score is relatively small.

7 Experimental Evaluation

We have implemented our algorithm in Java 1.6 and executed on a Windows 2003
server with a quad core 2.33 GHz Intel Xeon CPU, 16GB RAM, and a 800GB RAID-5
disk. The data is stored in an Oracle 11g database in form of (userid, tag, score)-entries,
separated in different tables for different values of λ with B+ indexes on (tag, score
DESC, user) for fast access. The user graph is kept in main memory. The precomputed
pairwise user distances up to distance 2 are kept in the database, too, with an B+ index on
(user1, user2, distance) for random reads.

We use a partial crawl of the delicious1 portal which consists of approximately 120, 000
html pages, annotated by 13, 515 users with 59, 143 distinct tags. As our approach is
purely annotation based, we disregard the content of the annotated pages and solely focus
on (i) the friendship graph among users and (ii) the tagging behavior of users. For (ii),
we consider for each user and each tag t the frequency with which the user has annotated
pages with t. As there are often users which use particular tags very rarely, we introduce a
threshold value to disregard these very rarely used tags. We will see its interpretation later.

In order to run our experiments we need to propagate the tags along the links of the
friendship graph, as presented in Section 4. We propagate the tagging behavior only
within a certain number of hops λ, where we pick a value of λ = 2 for this paper, which
is sufficient, given the small world property and that this value actually means that we are
considering user groups with a diameter of 4.

In order to generate the queries for testing our approach, we have parsed the high level
categories for three different topics out of Open Directory Project (dmoz.org), for instance
dmoz.org/Health/ for the topic health, ending up with the following topics with corre-
sponding numbers of terms (in parenthesis): Computers (72), Health (61), Physics (35).
We assemble queries by randomly selecting an equal number of terms from each of these
topics. The total number of terms is varied in the experiments.

We run our experiments on a set of 100 queries and vary the following parameters: (i)
α - the parameter of our scoring function (c.f., Equation 1 ), (ii) min tf - a threshold used

1www.delicious.com
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to study the influence of a threshold based (i.e., tag count) noise filter on the result quality
and fraction of queries that can be answered, (iii) the number of terms in the queries.

We report on the following measures: (i) Interest group (tree) score: this measure re-
flects the combined quality and compactness score of the returned user group and is com-
puted according to Equation 1. (ii) Number of edges: this is the size of the returned user
group in terms of number of edges. (iii) Query reponse time: to get a better insight for the
runtime of our algorithm, we measure the query response time and split it into the time
needed to identify the seed users and the time needed to build the trees in the subsequent
step.

7.1 Results

In our experiments we start by generating the top-k seed users for a given query and then
return the best user tree around each seed. When we report on the rank, we always refer to
the rank of the seed that returned a given user tree and not to the rank of the tree itself. In
order to make the results comparable we only take into consideration those queries that are
fully answered by all ranks of our seed nodes (except for the experiments corresponding
to Figure 3 (right)). Except for the cases where we vary these parameters explicitly, we fix
the value of α to 0.5 (in order to put the same weight on both terms in the scoring function),
the number of terms in the query to 21 (in order to better underline the performance of our
method) and the value of the min tf threshold to 1. We also apply a standard smoothing
on the tag score part as due to standard normalization issues it is not comparable to the
compactness score (in terms of different magnitudes of the score values).

Figure 1 (left) shows the average number of edges for different ranks and min tf thresh-
olds. Recall that this threshold specifies the tag frequency value from which on a user
is considered for a particular tag. The increasing trend in the figure follows the intuition
that with a higher value for this threshold, the number of suitable users decreases, which,
in turn, increases the expected number of edges in the answer tree. Clearly, the biggest
impact of the threshold is when going from 1 to 5, changing the average tree size (i.e.,
the size of the returned user group) from 3.7 to 7.7. The changes for higher values of the
threshold are less dramatic, but show the same trend. The fact that lower ranked seed users
lead to better trees is already explained in Section 6.

Figure 1 (right) reports on the overall tree score for different ranks of seed users, when
varying the min tf threshold. The scores of the trees generated by the top-5 seed users
are very close, which indicates the fact that we deal with many equally suitable interest
groups around these seeds. We also observe a clear increasing score trend with a bigger
min tf value. This is expected since a bigger tag frequency for our users should lead to a
better overall quality of the trees. On the other hand, as we observed from Figure 1 (left),
we would expect the number of edges in the trees to increase with min tf and this should
bring the score lower. However, we can observe that if the min tf values improve from 5
to 15 this means an improvement by a factor of three in the sum of tf values (the first term
of our scoring function); from Figure 1 (left) we can see that for such an improvement
we only have to pay a penalty of adding on average one extra edge. In other words, the
overall score of the trees increases with min tf because the penalty of adding extra edges
is entirely compensated by a large improvement factor of the tf scores.

Figure 2 (right) shows the quality values of the users w.r.t. different α values. This
corresponds to the first term of our scoring function and contains the sum of tag frequency
values for the users contained in the group. We can observe an increasing trend which
means that with a bigger α we give less weight to the tree size factor and, therefore, ex-
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(α = 0.5, nr of terms/query = 21).
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= 1).

plore bigger interest groups in order to increase the quality of the potential nodes. When
looking at different ranks we can see that the first rank tends to dominate the others.

In Figure 2 (left) we see the impact of α on the average number of edges for different
ranks. The variation of α has a clear impact, as the trend shows for all ranks a larger tree
size for larger values of α. For α = 1.0 the trees are the largest, which is intuitive as this
means that the tree size does not matter at all in the score calculation, hence, users with
a high tag score component are selected, even though they are quite far away from each
other. This is also reflected in Figure 3 (left) which reports on the average number of edges
with varying rank, plotted for different values of α.
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Figure 3: Left: Varying the rank, showing the edges (nr of terms/query = 21, min tf = 1). Right:
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Figure 3 (right) shows the fraction of completely answered queries for different values
of the min tf threshold. Since we allow only users with a certain number of occurrences for
a particular tag to be selected, at a certain point, a query cannot be answered if the users are
less than λ edges away, which explains the decreasing trend. Nevertheless, the fraction of
full query answers is still big (88% for a tf threshold of 30), even for large threshold value.

7.2 Performance Study

We have measured the average query response time when varying the number of query
tags, i.e., the query size for a number of 5 queries and for α = 0.5 and min tf = 1 (the
plot has been omitted due to space constraints). As expected, the total query response
time increases with increasing query size. To get a better understanding where the time
is spent, we look at two ingredients separately, the time to identify the seed users and the
time needed to build the user tree in the seed users’ λ-neighborhood. As we can see, the
time to identify the seed users is clearly the dominating factor and also increases with
increasing query size. The time to build the tree is almost negligible and, furthermore,
remains almost constant with varying query size, varying from around 800ms for 6 tags
to 1200ms for 27 tags.

7.3 Baseline Comparison

We also conducted an experiment to compare our approach to a baseline using a small
subset of the original dataset (1000 users and the friendship links between them) as it is not
possible to apply the baseline method to a reasonably large graph. The baseline method
generates all possible subsets that cover a given query and ranks them based on our scoring
model. In order to compute the compactness scores we use the same 2-approximation of
the Steiner tree as for our method, which is based on pair-wise distances between nodes.
We ran our algorithm on the same subset of nodes and we compare our best achieved re-
sults with the results of the baseline. Figure 4 reports on query response time, tree score,
and number of edges for a set of 50 queries, when varying the number of query tags. Con-
sidering the query response time, Figure 4 (left) shows a linear scale-up of our approach
with the query size whereas the cost of the baseline grows exponentially. This is not a
surprise as the baseline exhaustively inspects all possible combinations of users that cover
the query tags. Looking at the tree score in Figure 4 (right), we see that we are a constant
factor away from the true answer and that the performance of our algorithm does not de-
grade with larger queries. The same happens for the number of edges (plot omitted due to
space constraints).
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8 Conclusion

We have presented an approach to identify interest groups in a social network based on
the tagging behavior of users. Our approach adapts a computationally expensive graph
problem to the common framework of top-k threshold algorithms following existing work
on keyword search on graphs, for an efficient query execution in order to find the “best”
groups. The rationale behind this approach is to propagate tagging behavior along edges
of the social friendship network, i.e., users inherit tagging behavior from their neighbors,
to transform the community identification task into the problem of selecting single users.
We have conducted an experimental analysis of the proposed algorithm using data ob-
tained from a partial crawl of delicious.com to demonstrate the suitability of the presented
framework.
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