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Abstract: The design of network protocols usually consists of two consecutive phases:
after the design of a formally correct protocol (e.g. in form of a state machine), several
protocol parameters need to be configured. These parameters are used to keep the net-
work protocol flexible for various environments and applications. These environmen-
tal changes to be covered by the protocol controller (e.g. designed for MANETs) are
e.g. the number of nodes in the network, their movement speed and the node density.
Different applications might pose different timing requirements that are controlled by
protocol parameters. This paper introduces POWEA, a system that is intended to be
used by network protocol engineers in order to adjust the protocol by using a declara-
tive model. POWEA is able to optimise different kinds of protocols and helps to adjust
protocols to new requirements. In this paper we present the overall system, the work-
flow that needs to be carried out and results for the optimisation of three exemplary
protocols for mobile ad-hoc networks.

1 Introduction

The continuously increasing interconnectedness and integration of large computer systems
as well as the hereby accompanied raise in communication effort permanently leads to
new communication systems and protocols. Simultaneously, researchers and engineers
try to guarantee the sustainability of such systems by optimising and enhancing existing
algorithms. This leads to a growing complexity of the particular methods and a rapidly
increasing number of possibilities to configure the resulting systems.

Usually, a developer of a new network protocol starts with a theoretical model and a
simulation-based validation of the process. The proof of the protocol’s operation is fol-
lowed by the implementation and experiments in simulation environments and real target
systems. A configuration of parameters has to be found, which is adapted as well as possi-
ble to the particularly given situation. Previous approaches were usually based on manual
exploration of parameter sets and trial-and-error methods combined with human estima-
tion and logic. Manual fine-tuning of protocol parameters requires a deep understanding
of the protocol itself and the solution of a full custom optimisation can not be transferred
to other protocols. A standard software system, which can be used to optimise the con-
figuration of the protocol automatically, as desired and needed by protocol developers and
researchers (cf. f.e. [Kun03a], p. 14), does not exist yet.



Based on this insight and driven by the need for an optimisation of an existing protocol
for mesh-networked Smart Cameras [HWHMS08], the work as presented here has been
carried out. We aim at providing an adaptable generic system tool capable of off-line
optimisation of parameter sets. With POWEA, we provide a system that can be applied to
various protocols and protocol types and is designed in a re-usable way. Based upon the
approaches of Organic Computing (OC - cf. [Sch05]) and Constraint Programming (CP -
cf. [GGJW98]), a system is presented that adapts network protocols to changing situations
and which validates determined solutions to given contraints.

Further research will also concentrate on the extension of the systems scope towards an
on-line system which adapts the behaviour of a node within a network dynamically with
respect to the currently observed situation. A first approach has already been presented in
[TSHMS09]. Therefore, the system is based on the generic observer/controller architec-
ture as presented by Branke et al. in [BMMS+06]. Similar to the traffic control solution as
introduced by Prothmann et al. in [PRT+08] we aim at distinguishing between an on-line
adaptation of the systems behaviour performed by a component with learning capabili-
ties and a simulation-based rule generation component responsible for the creation of new
parameter sets depending on a currently unknown situation description. The POWEA sys-
tem is a stand-alone development which aims at encapsulating the rule generation part and
providing a standardised solution for the optimisation task as described in Section 3.

Our system has been built upon existing standard techniques and an approved network
simulation system. Furthermore, a simple adaptation process of the optimisation system
to the particular protocol is described that works independently of the respective protocol
logic. The network simulator NS2 [Webns] - a powerful and widely accepted tool for
network simulation - serves as a basis for the validation process. POWEA is using an
Evolutionary Algorithm (EA) to handle the underlying optimisation problem and serves
as the central component of our enhancements to NS2. To evaluate the performance of the
optimisation process, and in combination with this the performance of the EA, we refer to
the quality requirements defined by the designer of the particular protocols (e.g. ROCAS,
R-Bcast or Hypergossiping).

The usage of the EA is motivated by the assumption that we have to handle noisy and
time-varying objective function values. Due to these, a robust global optimisation method
is needed for the system, which is still applicable but nevertheless leads to useful results
considering manageable time and space restrictions. Thereby, the optimisation is based
on the assumption, that even if the general optimisation problem is unsolvable in arguable
time (cf. [TZ89], p. 6) an improvement of the configuration of existing protocols can be
a remarkable success considering the initial motivation. EAs mimic natural evolution and
are developed to fulfill these requirements [Mit96].

With POWEA this paper presents an automated system for the optimisation of network
protocol parameters. Section 2 introduces EAs as basic approach followed by related
work done for automatic network protocol parameter optimisation. Within Section 3 the
approach and basic concepts of POWEA are described, following the concrete example
of optimising a protocol developed by the authors of this paper. In Section 4 the generic
character is demonstrated by applying the system for two further protocols taken from the
field of mobile ad-hoc networks. The performance is measured by comparing the results



of our system with those initially applied and published by the authors of the particular
protocols. Finally, Section 5 summarises the approach and names further improvements
of the system and next steps of the research.

2 Related Work

This section presents a short overview about Evolutionary Algorithms (EA) and their ap-
plication in different fields of handling optimisation problems. To understand the function-
ality of our system, the basic approach of an EA is important. For further details in this
field please see e.g. [Mit96]. The second part of this section deals with existing approaches
to automated network protocol optimisation - based on EAs as well as other approaches.

2.1 Evolutionary Algorithms

Evolutionary Computing deals with the study of robust search algorithms and is inspired
by natural evolution. First attempts have been published in the 1960s. Since then the
initial concept has been continuously improved and applied to the fields of adaptation
and optimisation processes. EAs in particular are heuristics that are derived from natural
evolution. They can be applied to varying fields of research (e.g. Traffic Light Control
[PRT+08], Job Scheduling in Textile Industry [SN98]). The Genetic Algorithm (GA) used
for this system is a specialisation of an EA, but the technical differences can be neglected
in the context of this paper.

An optimisation technique needs a defined set

−→x = (x1, . . . , xn) ∈M

of free parameters describing the possible configurations of the system. For a network
protocol, these free parameters can be e.g., timing delays or buffer sizes. The process of
improving the quality of the solutions is based on a certain quality criterion f : M → R
(typically called the objective function), which is maximised (or - equivalently - min-
imised): f(−→x ) → max [BS96]. A list of weighted quality criteria needs to be provided
in order to define an objective function.

The optimisation process begins with a set (population) of randomly generated initial solu-
tions taken from M followed by the calculation of the objective function for each individ-
ual and an ordering depending on these values. For the next step new solutions are created
by choosing two sufficiently matching parameter sets (parents) and recombining them in
some way (crossover). With a given probability this is followed by performing random
modifications (mutation). The resulting new solutions (offspring) are used to replace some
non-successful individuals from the population. This cycle repeats until a certain quality
threshold is fulfilled or a defined number of cycles has been processed. Due to the basic
replacement concept, good solutions will survive with a significantly higher probability



and generate offspring. The random mutation prevents the evolutionary process of being
stuck in some local optimum leading to an improvement of the solutions over time.

2.2 Network Protocol Optimisation

The task of optimising network protocol parameters has been focused by researchers
prevalently. Several publications deal with the optimisation of parameters for specific
protocols or use manual or non-automated techniques. Within this subsection we focus
on research built upon automated approaches. A recent approach by Ye and Kalyanara-
man [YK01] introduces an adaptive random search algorithm, which tries to combine the
stochastic advantages of pure random search algorithms with threshold-based knowledge
about extending the search. It also refers to noisy objective functions and is flexible regard-
ing the particular protocol. In contrast to our target system Ye et al. propose a centralised
system that tackles the optimisation task for each node.

In order to optimise protocol configurations, EAs have been used before. As one exam-
ple Montana and Redi use an EA to optimise a full custom communication protocol for
military mobile ad-hoc networks (MANET) [MR05]. A commercial network simulator
(OPNET) and real world communication data are used for the simulation. The results
achieved by the EA-based optimisation are compared to a manual optimisation carried out
by the authors themselves. A similar approach for optimising a protocol with an EA is
presented by Sözer et al. [SSP00]. They developed a protocol for underwater commu-
nications. Again, the optimisation results achieved by an EA are compared to a manual
optimisation. The results of both papers reflect the commonly held belief, that EAs are
suitable for the optimisation of protocol parameters. In contrast to the case studies men-
tioned above and similar approaches which can be found in literature, we present a generic
system that can be used for various kinds of communication protocols. The network en-
gineer needs to supply a set of parameters that can be adjusted and define an objective
function. The automated optimisation is carried out completely by POWEA.

3 POWEA: Protocol Optimisation with EAs

Within this section the POWEA approach will be described. Therefore, we start with a
short scenario as motivation for the usage of the system. This is followed by the workflow
to demonstrate the low effort that has to be spent to adapt POWEA for the optimisation
process of a new protocol.

3.1 Optimising an existing MANET protocol: ROCAS

ROCAS (Robust Online Camera Alignment System [HWHMS08]) is a protocol that en-
ables mesh networked Smart Cameras (SC) to self-organise their fields of view. Each SC is



a camera with a computing unit capable of image analysis. A large number of these cam-
eras may in future be used e.g. at airports to ensure the travellers’ safety [RWS+08]. The
field of view of a Smart Camera can be changed by rotating its head with pan/tilt drives.
In order to orchestrate multiple cameras, e.g. for tracking objects or an optimal scene
coverage, the cameras need to communicate and exchange aggregated sensor data over a
wireless communication channel. The performance of a SC system can be measured using
different metrics: low message and time complexity, high performance in terms of quality
(e.g. the scene coverage or tracking rate should be high) and seldom camera-movements
(in order to extend the drives lifetime) are the main targets of the process. Since a manual
exploration of the parameter space turned out to be very time consuming, POWEA has
been used to take over this task.

Variable Parameters

The details of the ROCAS algorithm are not needed to understand the optimisation per-
formed by POWEA. But the variable parameters being subject of the adjustment-process
need to be introduced to give a deeper understanding of what the system could adapt.

• Startup Delay: The time period a camera waits after startup before sending a mes-
sage

• Backoff Interval: The time period a camera backs off from the channel before
sending another message

• Movement Threshold: The minimum gain in quality that needs to be reached be-
fore turning the camera’s head

The time delays are used to adjust the message frequency and have impact on collisions on
the communication channel. They comprise a simple traffic shapement. Thereby the mes-
sage complexity is influenced (less collisions lead to lower message complexity) as well
as the runtime of the algorithm (long delays result in a long runtime). A high movement
threshold leads to a low number of camera movements but a lower quality of the solution
found. These 3 parameters open up a wide configuration space that can hardly be explored
analytically, let alone manually by trial and error techniques. The user of POWEA needs
to be familiar with lower and upper boundaries for the parameters in order to provide a
configuration space and constrain the search space. It is not necessary to fully understand
the parameters and their impact on the system behaviour. A declarative model of the proto-
col’s behaviour serves as an input for the optimisation process. As constraints we defined
a minimum and maximum configuration for each parameter. By using a fitness function
provided by the user, POWEA automatically finds optimal parameter settings. A typical
fitness function is presented in the following section.



Figure 1: Workflow of the POWEA system

3.2 Workflow for the optimisation process using POWEA

At first, a simulation scenario for NS2 needs to be set up and the configuration space of the
parameters needs to be provided. The process of network protocol parameter optimisation
using POWEA consists of three subsequent steps that are carried out iteratively: generate
parameter sets with the EA (1), run simulation process (2), interpret results and calculate
fitness (3). Therefore, the call procedure of the NS2 simulator has to be modified with
respect to providing parameters and reading simulation results. An interface between the
protocol and POWEA bases on logfiles. The input parameters can thereby be changed
without touching the protocol logic of ROCAS. See Figure 1 for a graphical representation
of the workflow.

The EA performs a pre-defined number of iterations (generations). Therefore, the size of
the population as well as the number of children for the next generation have to be defined
in advance. Another important factor is the mutation-rate, which describes the expected
value of the probability that one parameter (gene) is altered in that generation. For this
paper we used the configuration as described within Table 1. These values have been
adapted from a configuration given in [PRT+08], where a traffic network is optimised by
a similar EA. Future research will also focus on the impact of these configurations. The
runtime of the EA can be disregarded as nearly all of the computation time is needed for
the simulation.

The result of each simulation run (that evaluates one parameter set) is a logfile, which
stores the sending and receiving events of the nodes within the supervised area. Thereby,
the overall performance of the parameter set can be measured. POWEA comes with a
special parser to read and interpret these logfiles. The parser needs to be adapted by the
user to new protocols in order to read the performance values that comprise the fitness
function (e.g. coverage rate, message overhead, or combinations of these). The fitness



Variable Value
Number of generations 18 cycles
Population size 10 individuals
Number of children per generation 6 individuals
Mutation rate 0.8 per child
Crossover rate 1.0 (each child)

Table 1: Configuration of the EA

function can be provided as a mathematical term in form of a JAVA class. E.g., for ROCAS
we decided to use the following weighted fitness function:

fitness = messagecomplexity−1 ∗ 40% + timecomplexity−1 ∗ 20% + quality ∗ 40%

where all metrics have been normalised (if the performance is better than the reference
solution the evaluation-values are higher than 1.0 and vice-versa).

The optimisation process is performed until a stop criterion is fulfilled (e.g. a number
of generations has been processed). If it continues, the EA generates a new generation
by keeping the best individuals and substituting the bad (in terms of low fitness function
values) individuals by generating new ones using genetic operations. By performing this
process iteratively the performance of the scenario is increased over time.

Optimisation Results

The evaluation of the protocol is based upon scenarios with 8 to 80 SCs positioned on a
grid. The resulting constraints are:

100ms < StartupDelay < 1000ms

100ms < BackoffT ime < 1000ms

0% < MovementThreshold < 10%

Figure 2 shows the fitness values of generations delivered by the EA. Based upon a startup
fitness of 1.0 for each scenario, POWEA always resulted in better parameter sets compared
to the reference solution. The best generations fitness is between 1.08 and 1.27 (i.e. 8 -
27 % better than the reference solution). The best generation for each scenario has been
chosen and 20 simulation runs have been carried out in order to further analyse the perfor-
mance. Figure 3 shows an example for the optimisation concerning message complexity.
The error bars indicate the standard deviation around the mean number of messages sent
by each SC. About 10% of messages could be saved by using the best parameter sets dis-
covered by POWEA. We expect this to pay back in terms of less power consumption which
is important for battery powered nodes.
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Figure 2: Average and best fitness values of parameter sets for ROCAS
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Figure 3: Optimisation results w.r.t. message complexity



4 Generic character of the system and further evaluation

This section aims at demonstrating the generic character of the presented system by ap-
plying it to different protocols and evaluating the results. In this context the term generic
refers to the system-target that aims at providing a solution for all protocols where a rating
of solutions with respect to a certain criterion can be applied. The reconfigurable network
parameter optimisation paradigm of the system appears by considering the small effort
to adapt the system to a new protocol. As POWEA is based on the usage of NS2 (other
simulators can easily be integrated), the implementation of the protocol for this simulator
has to be provided. Additionally, at least one scenario has to be defined (e.g. number of
nodes, senders, etc.), the parameters to be optimised and a fitness function have to be spec-
ified. POWEA itself does not need any insight to the specific protocol for the optimisation
process, which allows for a simple adaptation to different protocol domains.

In order to show how well the optimisation is done for different protocols, we present
the evaluation of two independently developed protocols. The first protocol is a reliable
Broadcast algorithm, the second one is a probabilistic Broadcast algorithm. The protocols
are described briefly and an overview of the parameters that are considered for the optimi-
sation process is given. Initially, the setup of the experimental evaluation is presented.

4.1 Experimental Setup

As mentioned within Section 1 we used the network simulation tool NS2 [Webns] as basis
for the performance measurements. This discrete event simulator is a well-known standard
solution and has also been used by the authors of the particular protocols as published in
[Kun03b] and [KMBR07]. Both protocols serve as an example for many other protocols
that could potentially be optimised in the same way.

For both protocols, the R-BCAST [Kun03b] and Hypergossiping [KMBR07], we present
the results of the optimisation achieved by POWEA. We therefore carried out identical
performance tests as the authors of the protocols did. Since it is not possible to show all
optimisation results in form of diagrams here, we present the percentual impact of the
optimisation as well as some typical results for selected parameters. The scenarios are
those provided by the authors of the protocols. The area for the R-BCAST protocol is
defined by 1500m x 1500m, the sending range of the nodes is restricted to 250m, and
100 nodes have been used. The second protocol is evaluated on a smaller area with 1000
x 1000m and a sending range of 100m. The number of nodes varies with the different
scenarios given by the authors. To model the mobility of the nodes, a random-way-point
model was used in both cases.

As evaluation function (on which POWEA’s optimisation is based) we used in both cases
the same ones introduced by the authors of the particular protocols: the relative reachabil-
ity. This is defined as follows: If n is defined as the set of nodes within the scenario that
could receive a message (are within the same network partition as the sender) and nrec

is the set of nodes receiving the message within the experiment, the relative reachability



opt(x) is the fraction of both: opt(x) = nrec/n. The number of messages sent has been
neglected as it has been by the authors of the particular papers. But during the evaluation
process no extensively increased number of messages has been detected. For further ver-
sions of POWEA we aim for allowing complex objective functions, so that a combination
of both parameters could be defined similar to what has been used with ROCAS.

4.2 Protocol: Reliable BCAST

The Reliable BCAST Protocol (R-BCAST) has been initially introduced by Kunz in 2003
[Kun03b] and is representative for the research field of reliable broadcast protocols for
MANETs. In order to achieve reliability and increase the packet delivery ratio compared
to standard broadcasting protocols, additional effort is made by equipping the node with
an extra buffer. This round-robin based buffer is used to store the last x unique packets
(standard configuration is 10) the nodes received.

By receiving the next packet with sequence number s-nr1 from another node SRC the
node checks if it has packet s-nr0 from node SRC stored in its buffer. If not, all direct
neighbours are queried by one-hop broadcast to re-transmit the packet (NACK message).
Thereupon, all neighbours having received the NACK packet are checking their buffers
and re-transmit this in case of a matching entry. To reduce congestion effects, additional
randomised delays are used. The NACK-process has a time-out mechanism and a certain
number of reattempts (standard is 3) to assure the arrival of these messages.

Furthermore, the protocol considers aspects to reduce the network traffic and guaran-
tee reliability. In contrast to other conventional broadcast approaches and protocols for
MANETs, R-BCAST provides a large number of variable parameters offering the possi-
bility to significantly increase the performance using POWEA. For further details on the
protocol, its mode of operation, and its sending strategies please refer to [Kun03b].

Variable Parameters

The R-BCAST protocol has significantly more variable parameters than standard broad-
casting algorithms. In the following list all modifiable parameters considered by POWEA
are named and introduced, the reference values can be found in Table 2 in comparison to
the optimised results:

• Delay: Maximum deceleration time between receiving and forwarding of a mes-
sage. The actual value is chosen randomly and uniformly distributed within the
interval [0, delay].

• Allowed ’Hello’-loss: Maximum number of ’Hello’-messages, which may be lost
until a node is assumed to be out of sending distance.

• HelloInterval: Average length of the time interval between two ’Hello’-messages.



• Delta of ’Hello’-Interval: Specifies the HelloInterval - the actual point in time to
send the ’Hello’-message is randomly and uniformly distributed within the interval
[valMin ∗HelloInterval , valMax ∗HelloInterval ].

• Packet count: The number of the last x stored NACK messages, which is equivalent
to the buffer size.

• Minimum difference: A NACK-message is only sent, if the newest message within
the buffer is not older than this value.

Optimisation Results

The main performance criteria for the R-BCAST algorithm is reachability. The following
two diagrams show optimisation results for different movement-speeds of the nodes. In

Figure 4: Optimisation performance of the R-
BCAST protocol with speed of 0 m

s

Figure 5: Optimisation performance of the R-
BCAST protocol with speed of 1 m

s

case of stationary nodes (i.e. movement speed is 0 m/s), the performance for a system
with 1 to 5 senders can not be increased significantly in comparison to the original results.
But for systems consisting of 10 sending nodes, an increase of more than 6% is achieved
(cf. Figure 4). For nodes moving with a speed of 3 m/s in a system with 10 senders, the
performance is increased by 9.2% (cf. Figure 5) leading to an overall reachability of 92%
instead of 86%.

The optimisation performance measured in terms of the objective function is based on
averaging the results of the various scenarios. For this protocol all parameters have been
adapted. As the optimisation is scenario-based, the results are also referring to a scenario.
As one representative example (cf. scenario 7 from [Kun03b]) the results for a node speed
of 0m

s are listed in Table 2.

4.3 Protocol: Hypergossiping

Hypergossiping (HG) considers MANETs as a set of varying (due to splits or joins over
time) partitions and consists of two related strategies. Thereby, partition means a set of



Parameter Reference value Optimised value
Delay 0.1 0.55
Allowed ’Hello’-loss 1 5
HelloInterval 1 6
Delta of ’Hello’-Interval 1.25 1.25
Packet count 30 9
Minimum difference 0.7 0.9

Table 2: Parameters for the R-BCAST protocol as used by the authors (Reference value) and found
by POWEA (Optimised value) based upon 0 m

s
scenarios

nodes being in sending distance to other nodes of this set. All nodes are sending ’Hello’-
messages at regular intervals to allow for validating the information which nodes are part
of the partition.

Based on this partitioning aspect, Khelil et al. [KMBR07] distinguish between the two
different strategies: intra-partition forwarding and broadcast repetition. Intra-partition
forwarding is based on probabilistic broadcasting, where first copies of packets are for-
warded with a given probability pforw to all nodes in sending distance. In order to keep
the network load at a feasible level, several approaches are applied defining a set of pa-
rameters, which can be modified by POWEA. The second strategy is used to broadcast
information if other nodes or groups of nodes are reaching the sending distance of the set
of nodes forming the partition. Each node keeps track of the last broadcasts received by
updating a list of events. As soon as a node detects a so far unknown neighbour, it adds a
list of the IDs of the last broadcasts received (LBR) to the ’Hello’-message. The receiv-
ing node of this message compares its own list with the neighbours’ one. If there is an
adequate discrepancy between the lists, it starts with the sequential re-transmission.

The complete algorithm contains additional aspects on refinement of the control. For all
details on the HG protocol please refer to the PhD-thesis of Khelil [Khe07].

Variable Parameters

Since this protocol is also from the field of MANET broadcasts it comes with some ad-
ditional parameters compared to the BCAST protocol like fixed threshold values for the
partitioning aspect (e.g. delay-times, memory size, etc). The detailed explanation of the
variable parts is given by Khelil in [KMBR07] as this can be neglected in the context of
this paper. Due to the variable character of the HG protocol a large number of modifiable
parameters are considered by POWEA:

• Maximum intersection: Parameter used to control the re-transmission of messages.
It defines the minimum percental fraction of lost packets at which messages are sent.
The reference value is 50%.

• Maximum LBR length: The number of entries within the list of least broadcast
received (LBR) is defined by this parameter. The reference value is 100 messages.



• Forward-Delay: Delay time between receiving and (intra-partition) forwarding of
a message. Reference value is 0.01 seconds.

• Rebroadcasting-Delay: Delay time between receiving a query to re-broadcast and
resending. The reference value is 0.01 seconds.

• Buffer timeout: This parameter defines the time a message is buffered at a node to
allow for retransmission. The reference value is 5 seconds.

Optimisation Results

The evaluation of the protocol by Khelil is based on analysing the performance under
different assumed node velocities [Khe07]. For this paper we restrained the various possi-
bilities to two scenarios: the nodes move with a speed of 3 or 30 m

s . Figures 6 and 7 show
the results of the optimisation process of these scenarios.

Figure 6: Optimisation performance for the HG
protocol with speed of 3m

s

Figure 7: Optimisation performance for the HG
protocol with speed of 30m

s

For using a speed of 3 m
s the optimisation increased the reachability of the nodes by

7.94% on average (cf. Figure 6). Thereby, scenarios with less nodes had less potential
of improvements (30 nodes: 0.55% improvement, 50 nodes: 0.65% improvement, and
80 nodes 2.67% improvement). But scenarios with a medium number of nodes showed
significant potential of tuning (100 nodes: 17.99% improvement, and 200 nodes 18.04%
improvement). For a large set of nodes, the optimisation result decreases again (300 nodes
7.71% improvement), which can be explained by the already high reachability. Due to the
increased speed, the probability of resulting in a higher reachability increases, which leads
to an increased optimisation potential assuming a speed of 30 m

s for the nodes (cf. Figure
7). Already scenarios with a low number of nodes show a significantly higher optimisation
potential (30 nodes 10.60%, 50 nodes 27.21%, and 80 nodes 35.17% improvement). For
those scenarios with a higher number of nodes, the optimisation results are also promising
(100 nodes 32.76%, 200 nodes 11.69%, and 300 nodes 7.87% improvement). This leads
to an average optimisation of 20.88%, which is remarkably high compared to the standard
configuration.

Finally, the impact of the optimisation process on the parameters for the HG protocol are
demonstrated. In most of the cases the delay parameters have been adapted (e.g. scenario



with 300 nodes and a node speed of 30m
s the ’Forward-Delay’ and the ’Rebroadcast-

Delay’ have been changed by POWEA to 0.1 sec instead of 0.01) while the rest of the
parameters has been kept only slightly adapted. A similar behaviour can be observed for
most of the optimisations. This can be explained by the usage of mobility as carrier -
moving nodes could be used to buffer packages and to bridge a gap between partitions
– a solution found by the optimisation process without insight into the structure of the
protocol.

5 Conclusion

This paper presented POWEA, a system that allows for automated network protocol opti-
misation. A set of network parameters can be adapted by an EA to match quality require-
ments set up by the author of the network protocol. Apart from the systems architecture
and the idea behind using EAs for parameter optimisation, this paper describes the work-
flow that needs to be carried out to optimise new protocols with POWEA. For a smart
camera protocol and two exemplary MANET protocols, the possible increase in perfor-
mance has been shown. Currently, the system can only be used for off-line optimisation of
protocols. This means, e.g. the scenario must be known before the system that is investi-
gated can be deployed. Future work aims at developing a system for the on-line adaptation
of protocol parameters, in order to allow the system to adapt to changes in the environ-
ment in real time. Therefore, our system will be extended to run locally on each node
by adding an on-line learning component. Additionally, we are currently working on the
demonstration of the generic character of our solution by applying it to the optimisation of
Peer-to-Peer protocols.
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