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Abstract: One of the basic tasks of automotive collision avoidance and collision mit-
igation systems is the robust and reliable detection of objects as well as the prediction
of future trajectories. This paper presents a system which uses a distance camera as
range sensor to solve this task. The underlying algorithms uses an innovative Polar
occupancy grid, which supports the segmentation of the distance image of the range
sensor. An efficient sampling approach for the ego-motion compensation of the Po-
lar occupancy grid is shown. Furthermore, we present a tracking system based on
Unscented Kalman filters, which uses the segmented measurements of the distance
image. Results of practical tests of the system are presented for two use cases: A front
view application and a blind spot observation application.

1 Introduction

Current developments in the field of advanced driver assistance systems (ADAS) show
that collision mitigation systems like active braking are on the way into series production.
Furthermore, radar and sonar based systems for the blind spot observation are already
available. Those surveillance systems use in general one or more range sensors for the
environment perception. Typical examples are radar or laserscanner. Besides this well-
known sensors so called distance or range cameras are interesting prototypical devices.
One advantage is that those sensor have no movable parts, another is that they deliver
information about the elevation of targets. Previous research has shown that the sensor
have basically the potential to solve different kinds of tasks in automotive applications
[SFM+07] [FDW+06].

This paper presents an approach for an object detection and tracking system which is based
both on a innovative Polar occupancy grid and an Unscented Kalman filter (UKF) [JU04]
based tracking system. Occupancy grids are a well-known method to deal with the data of
range sensors, mainly in the field of robotics ([Thr05]). Though there exist (computational
expensive) approaches to overcome the limitation, the standard approaches of occupancy
grid deal only with static objects. They are suitable for a robust and reliable detection of
this objects, especially if the range data is relatively noisy (as it is the case for the range
cameras). However, a major drawback is that objects extracted from the grid may not
be predicted to the future. Therefore, the system uses objects extracted from the grid as
support to structure the information in the distance image of the range camera. This final
information is then used for a more reliable measurements of a UKF tracking framework.



Besides the general advantage that object may be predicted using a motion model, the
objects may still be predicted if they leave the limited area mapped by the occupancy grid.
This allows very efficient, i.e. small, grid sizes.

The generic approach presented in this work is designed to work in different scenarios.
The two main use case to which it was applied are a front view application and a blind
spot observation application.

2 Our system

The system shown in this paper consists of a range camera, odometry sensors of the test
vehicle, and the test vehicle itself. The range camera measures a distance value for each
pixel. For the development and test of the algorithms two cameras were used: A PMD A-
Sample mounted behind the windshield of the test vehicle, and an UseRCam from Siemens
Corporate Technology mounted at the side mirror observing the blind spot of the vehicle.

For both cameras the time-of-flight of a signal is used for the distance measurement.
Therefore, an infrared light source sends pulsed light which is reflected by the surround-
ing back to the sensor. By determining the time difference ∆t between the sent and the
received signal, the distance to the reflecting object can be calculated:

d =
c0∆t

2
(1)

Currently, it is not possible to measure this time-of-flight directly. This can be illustrated
by a simple example. For a distance resolution of 1 cm a time resolution of around 67 ps
would be necessary. Would one realize this by counting reference oscillations, the signal
needs to have 15 GHz, and the electronic also needs to work with this frequency. The
cameras used within the proposed work follow two different approaches to determine the
time-of-flight anyway.

2.1 The PMD sensor

For the PMD-Camera the light sent is modulated with a signal with a frequency of fmod
and a 50 % duty cylce. The distance of the object can be calculated using the phase shift
ϕ between the sent and received signal:

d =
c0ϕ

4πfmod
(2)

Figure 1 illustrates the sent and received signals and the phase shift φ. As the sensor
technology itself is not in the scope of this paper, please refer to [MKF+05] for further
information.
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Figure 1: Phase shift ϕ between sent and receive signal

2.2 The UseRCam

In case of the UseRCam the time-of-flight is determined using a direct intensity measure-
ment. The image sensor is activated as long as a light pulse is sent using a widened laser
or LED. The more distant an object is, the later the pulse is received again. As additionally
the sensor is deactivated when the sending of the impulse is finished, a part of the received
signal does not contribute to the received energy. In figure 2 the received signal respec-
tively energy is marked by the area filled blue, the pulse duration is TL Subsequently, a
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Figure 2: Time difference ∆t between sent and receive signal

second measurement using the same pulse length TL is performed where the sensor is not
deactivated. In doing so, the reflectivity of the object measured by a certain pixel is deter-
mined. The time difference ∆t can now be calculated using the ratio between the energies
of the two received signal.

Figure 3 shows the UseRCam mounted at the mirror of the concept vehicle CARAI of the
Professorship of Communications Engineering.

Figure 3: UseRCam mounted for blind spot observation



2.3 Specifications

PMD A-Sample UseRCam
Image size px2 64 × 16 64 × 16
Horizontal aperture angle 52 60
Vertical aperture angle 18 17.3
Maximum object distance m 150 6.8
Modulation frequency fmod MHz 1, 2, 4 -
Pulse duration TL ns - 45.5
Maximum update rate Hz 40 60

Table 1: Distance camera specifications

3 Signal preprocessing

One of the advantages besides the direct knowledge about the distance of each pixel in the
distance image is that the image is naturally segmented. This means, that the separation
of objects in the foreground and the background should be given by the distance value of
the image. To extract the objects from the image, a segmentation algorithm was applied to
the image. The aim of this processing step was to obtain real world objects as connected
segments. As the pyramid linking segmentation algorithm performs well for other camera
and image types, we chose this also for the distance images. Basically, this method is

Figure 4: Gaussian pyramid of an image of 64 x 64 pixel

based on a Gaussian pyramid. This pyramid is a multi-scale representation of the image,
where the original image acts as ground plane and the layer above reduces the image size
by factor 2. This is illustrated in figure 4. To perform this size reduction a 4 × 4 area of
pixel is weighted using a Gaussian mask. For a detailed explanation of the pyramid linking
see for example [Jah93].

Figure 5(a) shows an example of a distance image with false colours, where blue means
close, green means medium distance, and read means far distance w.r.t. the maximum



(a) Original distance image with false colours

(b) Pyramid linking with no modification for
invalid pixel

(c) Pyramid linking with modification for in-
valid pixel

Figure 5: Pyramid Linking

range measurement of the camera. Figure 5(b) shows the result of a straight-forward appli-
cation of the pyramid linking. As also pixel are respected for which no measurements are
available (black areas), erroneous blue segments are created. One may see that at this areas
no information like this is available from the original image in figure 5(a). Additionally,
the calculated average distance of this segments makes no sense as ether zero or rangemax
could be assumed for the pixel. Therefore, the pyramid linking algorithm was modified
to ignore invalid pixel. Those invalid pixel do contribute nothing to the calculation of the
Gaussian pyramid, i.e. they are completely excluded from the entire segmentation algo-
rithm. In doing so, the segments keep their original size and the calculation of the average
distance does not fail. The resulting segmented image can be view in figure 5(a).

During the test of the segmentation it was clearly visible that classical approaches like
pyramid linking are not able to produce the expected results, i.e. one segment for one
object. Figure 5(c) is an example for this. One possibility to support the segmentation
process is the application of some kind of smart low pass over time. The simplest option
for this is probably respecting just the pixel values of subsequent images. In the work
presented here we use a Polar grid to support the segmentation process. In doing so, one
can additionally incorporate the usually known ego-motion of the vehicle on which the
sensor is mounted.

4 The Polar Grid

4.1 Occupancy grids

Occupancy grid mapping is a well-known approach in robotics to create maps of the lo-
cal surrounding of a robots respectively the ego vehicles. An introduction to this topic
can be found in [Elf89], [Mor88], and [Thr05]. In general, the space is projected to the
two-dimensional ground plane which is than discretized in cells. For every grid cell the oc-
cupancy probability is estimated using a binary Bayes filter with static state. Static means



that the estimate of a state at time t only depends of its measurements y and it does not
change over time:

x̂t = p(x|y1:t) (3)

Binary means, that the state x of a cell can only be ’free’ or ’occupied’:

p(x) = 1− p(¬x) (4)

The binary Bayes filter used in this work is implemented using the common log odds ratio
l for the state x:

l(x) := log
p(x)

1− p(x)
(5)

Bayesian state update in log odds form avoids truncation problems, as it assumes values
from −∞ until +∞ instead of using just the interval [0; 1], where values close to 0 or 1
may cause numerical problem.

The binary Bayes filter used in this work uses an inverse measurement model p(x|yt),
instead of the more familiar forward model p(yt|x). It describes which state x is caused
by the measurement yt. It is an advantage to use this model if the measurements are more
complex as the states. Using the the forward model for the binary Bayes filter of a grid cell
would mean to calculate a distribution over all possibles measurements. The update step
of the binary Bayes filter using log odds l and an inverse measurement model calculates to
([Thr05]):

lt = lt−1 + log
p(x|yt)

1− p(x|yt)
− l0 (6)

The first summand describes the log odd before the current step, the second is the incor-
poration of the measurement. The last summand describes a-priori knowledge and is zero
for this application.

Standard Cartesian occupancy grids with an absolute reference frame are relative easy to
handle, as measurements only have to be transformed to this global frame. A mapping
respectively sliding of the grid is not necessary. A drawback of the Cartesian grids is that
the resolution is usually equal for the entire mapped area, i.e. all cells have the same size.
Furthermore, one estimates also areas which can physically not be measured by the sensor.
Using a Polar grid may offer one possibility to avoid this.

4.2 Polar representation

One of the main advantages of a polar grid is that a polar sensor (like a laser scanner, a
radar, or a distance camera) can be modeled very efficient. Figure 6 compares a Cartesian
to a Polar Occupancy grid. While the area of each cell is equal in the Cartesian case, it
grows in radial direction for the Polar case, which exactly maps the sensor characteristics.
The range resolution remains the same, while the width of a grid cell is increasing. For a
measurement update in the Cartesian case, this has to be approximated. For this approx-
imation, the grid resolution usually need to be higher than the average. The origin of the



(a) Cartesian Occupancy Grid (b) Polar Occupancy Grid

Figure 6: Comparison of Cartesian and Polar Occupancy Grid

Polar grid is on the ground plane below the sensor. The sectors of the grid are in the direc-
tion if the beams of the range sensor, which means that one column of the range camera
image corresponds with one sector.

4.3 Measurement model

As already indicated in section 4.1, the proposed system uses an inverse measurement
model. For this application each sector of the Polar grid corresponds with one column in
the distance image, i.e. the update is done for each pair of this separately.

Let δ be the assumed object width. Furthermore, let ri be the distance between the origin
of the grid and the grid element i. The distance values d in the certain column of the
distance image are ordered ascending, the smallest value is d1. Now, the log odd in each
grid element i is updated in radial direction using equation 6:

lt,i = lt−1,i + li, (7)

with

li =


lfree if ri − d1 < −δ/2
locc if |ri − d1| ≤ δ/2
0 else

(8)

All grid elements up to the first obstacle are updated with lfree, the area around this mea-
surement is updated with locc (occupied). The zero value does not change the occupancy
value of a cell, as no information for this cell is available. After this first measurement, one
cannot definitely state that there is no further obstacle, as it can be obscured by the closed
one. Furthermore, there is no knowledge about free space for the same reason. Therefore,
for the remaining distances N − 1 measurements dn and grid elements i the following log



odd is used:

li =

{
locc if |ri − dn| ≤ δ/2
0 else

(9)

Figure 7 illustrates this mechanism in an example.

Figure 7: Inverse measurement model: Distance image and corresponding Polar grid. Blue pixel are
close to the sensor, green have medium and red have large distance. Free grid elements are drawn
white, occupied elements are drawn black, and unknown areas are drawn grey.

One of the central assumptions of the Bayes filter used in this work is that the state does
not change over time. Of course this is violated frequently in automotive environment.
To deal with this problem, a certain noise value is added each update step. In doing so,
measurements also loose relevance, i.e. the log odds tend to zero. Due to the relatively
high update rate of the distance sensors (> 30 Hz), adding noise is not that critical.

4.4 Ego-motion compensation

For the relatively simple and efficient measurement update described in the last section,
the origins of the sensor and the Polar grid need to be at the same location. Furthermore,
on assumption of a grid cell is the static state. As a vehicle is in general moving, the
origin necessary for the measurement update of the grid is also moving. To violate the
static-state-assumption as little as possible and to fulfill the requirement of the identical
origin, an ego-motion compensation is performed. Figure 8(a) illustrates the task. The
black grid shows the grid at time t and the red grid after the vehicle has moved to time
t+1. The movement may include translation and rotation. Now, the new occupancy value
x of each grid element has to be determined. For the approach presented here, we sample
the new grid element at nine deterministic locations. The samples are weighted using a



(a) Sampling a new grid cell (b) Samples weighted with Binomial mask

Figure 8: Ego motion compensation of a polar grid

size 3 Binomial filter:

G3 =
1
16

1 2 1
2 4 2
1 2 1

 (10)

In figure 8(a) red points are the samples of the grid element marked by the red overlay.
The occupancy values of the old grid (determined by the samples) are multiplied by the
values of eqn. 10, also shown in figure 8(b). This sampling approach is a very efficient
implementation of the ego-motion compensation. For close-to-standstill movements the
compensation was deactivated as information in the grid blurred relatively fast.

4.5 Segmentation

To obtain regions of interest from the grid, areas with high occupancy values have to be
extracted. The authors reached good results applying a static threshold to the grid to get
this connected areas, commonly referred to as Blobs (Binary large object). Figures 9(a)
shows an example Polar occupancy grid. Figure 9(b) shows the same occupancy values,
but the array representing the grid elements is depicted Cartesian. In doing so, existing
Blob-extraction algorithms may also be applied to the Polar grid. An example result is
shown in figure 9(c).

Due to noise in the measurements, the resulting Blobs in the grid may be connected if
objects have a small azimuthal and radial distance. Anyway, a unsteadiness in the distance
profile of a Blob might be detected. Therefore, the sensor-side coordinates of a contour of
a Blob are evaluated. Figure 10 shows an example Blob. The respected sensor-side grid-
elements are marked blue. In this example, the threshold of the distance profile difference



(a) Polar Occupancy grid (b) Cartesian image
view of the polar grid
cells

(c) Extracted Blobs
(red)

Figure 9: Blob extraction from grid

is 3 grid elements. Therefore, the depicted blob could be split at the red line.

Figure 10: Unsteadiness in distance profile of a blob (marked by red line)

5 Object tracking

The occupancy grid with binary Bayes filter with static cannot be used for model based
object tracking directly. The tracking of the system presented in this work uses an Un-
scented Kalman Filter (UKF). The UKF is a derivation of the most common tracking filter
framework, the well-known Kalman filter (KF) [Kal60]. In case of the UKF, probability
distributions are propagated using non-linear transforms. Details on this can be found in
[JU04] and [RAG04].

For the object tracking system proposed in this paper the Polar grid is just used to support
the segmentation process of the distance image, i.e. data obtained from the grid is not
directly used as measurement. Rather the grid is used to support the segmentation of the
distance image. The result of this segmentation is used as measurement for the tracking.



5.1 System models

The basic system model of the tracking system (i.e. for the ego vehicle and other vehicles)
is a CTRA model (Constant Turn-Rate and Acceleration). If the acceleration is zero, the
vehicle moves on a circle. If the acceleration is not zero, the radius of this circle steadily
increases resp. decreases. The CTRA model is given with

~xCTRA = (x, y, γ, a, v, ω)T (11)

The quantities x,y,and γ describe the pose of the object in vehicle coordinates vc, a de-
scribes the acceleration, v the velocity, and ω the yaw rate of the object. For a deeper
explanation of this system model please refer to [SRW08].

5.2 Tracking

For the usage of tracking the state vector of 11 is augmented with height h and the width
w of a tracked object. Furthermore, the motion of the ego vehicle was also respected by
xEgo, yEgo, and γEgo.

~x = (x, y, γ, a, v, ω, h, w, xEgo, yEgo, γEgo)T (12)

As already mentioned, the reference system of the track is the vehicle coordinate system
vc. By augmenting the state vector the uncertainty of the ego vehicle movement can by
respected in the state propagation. Details on this, also with the CTRA model, can be
found in [RSW08].

The measurements y of the tracker are obtained from the distance image:

~y = (d, φ,Φw,Θh)T , (13)

where

• d is the average distance of a segment,

• φ is the azimuth angle of the mean of the segment, and

• Φw and Θh are dihedral angles

of the segment extracted from the distance image. The average distance d is determined
by averaging all pixel in a certain area of the distance image. The borders of those seg-
ments are given by transforming the Blob borders from the grid to the distance image. An
example of this can be found in 11(d) marked by the green dots.

To transform the state vector x to the measurement space y, the three-dimensional position
(x, y, 0) of a track is transformed to distance camera coordinates dc using a calibration
matrix T : 

dcx
dcy
dcz
1

 = T


vcx
vcy
vcz
1

 (14)



The subsequent step is the transformation to the measurements space:
d
φ

Φw
Θh

 = gc(~x) =


√
dcx2 +dc z2

arctan
(
−

dcx
dcz

)
2 arctan w

2r

2 arctan h
2r

 (15)

5.3 Initialization

Very important for the tracking in automotive environment, where often new targets enter
the field-of-view, is a proper initialization. Based on an unassigned measurement we use
the inverse sensor model g−1

c :
dcx0
dcz0
h0

w0

 = g−1
c (~y) =


−r sinφ
r cosφ

2r tan θh

2

2r tan θw

2

 (16)

This vector is than transformed to vehicle coordinates. In doing so, the initial position
(x, y, 0)T is determined. Using this inverse sensor model, not only the modal value of the
measurement can be transformed to state space, but also the corresponding covariances.
After this new track was created, measurement of subsequent steps can be assigned to it.
Anyway, the performance suffers from the unknown initial values especially of the head-
ing γ and velocity v of a track, which is a common problem for Kalman filters. This
improper initialization causes the system to loose tracks after creation. To deal with this
problem, we initialize the heading and the velocity of a created track using the first as-
signed measurement after track creation. Let (xk−1, yk−1) be the track position at time of
track creation and let (xk, yk) be the position of the first assigned measurement and T the
time inbetween, then heading γ0 and velocity v0 calculate to:

γ0 = arctan
yk − yk−1

xk − xk−1
(17)

v0 =

√
(xk − xk−1)2 + (yk − yk−1)2

T
(18)

Furthermore, the position of the track is re-initialized with xk and yk.

6 Results

The following sections show and explain some example scenes for the two planned use
cases. All shown pictures are taken from our system running in real-time on an Intel
Quad-Core CPU at 2.66 GHz.



6.1 Blind spot observation application

For the blind spot observation mainly the UseRCam was used. In figure 11 a system screen
shot for this application is depicted. One may see that objects do not naturally separate,
neither in the polar grid (cp. figure 11(b)) nor in the segmented distance image (figure
11(c) bottom). Nevertheless, using the distance profile analysis proposed in section 4.5 can
split the large Blob into two separate ones. The grid-based approach was able to detected
free and occupied areas. However, the noisy measurements made a stable Kalman filter
tracking of the objects challenging. Furthermore, the system is bounded by the limited
measurement range of this generation of sensors.

(a) Grey scale image with projected distance image
pixel

(b) Polar grid state at current scene

(c) Top-down: Distance image, in-
tensity image, Pyramid linking of
distance image

(d) Extracted Blobs and measurements

Figure 11: System state for blind spot observation application



6.2 Front view application

The second application addressed by the proposed system is the front view application.
Figure 12 shows an example screen shot that of this sensor configuration. For this applica-
tion the tracker delivered a very good performance, both for standing as well as for moving
objects. Furthermore, a reliable detection and tracking of pedestrians was possible. Figure
12(c) shows one of the system: Though the two bottom-most objects have left sensing area
and therefore the polar grid area, they are still predicted by the tracking system. The main
drawback is the limited range of the sensor, depending on the object’s reflectivity.

(a) Grey scale image with Kalman filter tracks. On the left bottom a overlay of the corresponding distance
and amplitude image.

(b) State of polar occupancy grid (c) Bird’s-eye view of the tracks in front of the
ego vehicle

Figure 12: System state for front view application



7 Conclusions and further work

The proposed system is able reliably detect objects using a distance camera and a polar grid
algorithm. Depending on the sensor performance, the tracking delivered very promising
results for different kinds of objects.

Future work will deal with the evaluation of the algorithms. Furthermore, the shown
greyscale image should not be used just for displaying, but also for object detection and
classification.

References

[Elf89] Alberto Elfes. Using Occupancy Grids for Mobile Robot Perception and Navigation.
Computer, 22(6):46–57, 1989.

[FDW+06] Basel Fardi, Jaroslav Dousa, Gerd Wanielik, Björn Elias, and Alexander Barke. Ob-
stacle Detection and Pedestrian Recognition Using A 3D PMD Camera. In Intelligent
Vehicles Symposium, pages 225–230, 13-15 June 2006.

[Jah93] Bernd Jahne. Digital Image Processing: Concepts, Algorithms, and Scientific Applica-
tions. Springer-Verlag New York, Inc., Secaucus, NJ, USA, 1993.

[JU04] Simon J. Julier and Jeffrey K. Uhlmann. Unscented filtering and nonlinear estimation.
Proceedings of the IEEE, 92(3):401–422, 2004.

[Kal60] Rudolph Emil Kalman. A New Approach to Linear Filtering and Prediction Problems.
Transactions of the ASME–Journal of Basic Engineering, 82(Series D):35–45, 1960.

[MKF+05] Tobias Moeller, Holger Kraft, Jochen Frey, Martin Albrecht, and Robert Lange. Robust
3D Measurement with PMD Sensors. Technical report, PMDTec, 2005.

[Mor88] Hans Moravec. Sensor fusion in certainty grids for mobile robots. AI Mag., 9(2):61–74,
1988.

[RAG04] Branko Ristic, Sanjeev Arulampalam, and Neil Gordon. Beyond the Kalman Filter –
Particle Filters for Tracking Applications. Artech House, 2004.

[RSW08] Eric Richter, Robin Schubert, and Gerd Wanielik. Radar and Vision based Data Fusion
- Advanced Filtering Techniques for a Multi Object Vehicle Tracking System. In Pro-
ceedings of the IEEE Intelligent Vehicles Symposium, pages 120–125, 4–6 June 2008.

[SFM+07] Ullrich Scheunert, Basel Fardi, Norman Mattern, Gerd Wanielik, and Norbert Keppeler.
Free space determination for parking slots using a 3D PMD sensor. In IEEE Intelligent
Vehicles Symposium, pages 154–159, 13-15 June 2007.

[SRW08] Robin Schubert, Eric Richter, and Gerd Wanielik. Comparison and evaluation of ad-
vanced motion models for vehicle tracking. In Proceedings of the 11th International
Conference on Information Fusion, June 30 2008–July 3 2008.

[Thr05] Sebastian Thrun. Probabalistic Robotics. 2005.


