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Abstract: The most parsimonous distances calculated in pairwise gene order com-
parisons cannot accurately reflect the true number of events separating two species,
unless the number of changes are few. Better is to use the expected distances. In this
study we recapitulate previous results and derive new expected distances for models
that have gained support in other studies, such as, symmetrical reversal distances and
short reversals. Further, we investigate the patterns of dotplots between species of
bacteria with the purpose of model selection in gene order problems. We find several
categories of data which can be explained by carefully weighing the contributions of
reversals, transpositions, symmetric reversals, single gene transpositions, and single
gene reversals.

1 Introduction

Almost 40 years ago Kimura [Kim68] proposed, in an influential paper, that the majority
of all mutant substitutions occurring at the molecular level are selectively neutral. A con-
sequence of his neutral theory [Kim83] is that sites in DNA sequences that evolve without
constraints will have rates of change identical to the actual mutation rate of the organism.
If constant, mutations will accumulate at a pace of an evolutionary clock which can be
used for establishing the evolutionary distance between organisms. This distance is highly
significant for our knowledge on how organisms relate to each other — both at present and
in the past.

A process that would be expected to be neutral, which has been less subject to model se-
lection than nucleotide substitions, is the rearrangement of the genes within the genome.
Of course, there are clusters of genes that are co-regulated, such as operons that progress
through evolution as a unit, but apart from that the gene order should be more or less
uniformly changeable. However, as it appears there are several selectional constraint that
seem to act on the gene order. [RFL88] made experiments on E. coli where reversals
of segments were performed using a system for in vivo selection of genomic rearrange-
ments. They found several phenotypic constraints on reversals. One type of constraint
is that reversals need to preserve a gene’s distance to the origin of replication (see also
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[NYH00]). Therefore reversals preserving this distance, so called symmetric reversals oc-
curring around the origin (ori) and terminus (ter) of replication, ought to be much more
frequent than others. This has been observed using dotplots in many pairs of closely related
bacteria, that is function graphs where each point corresponds to a gene, whose positions
in the two genomes give the point’s coordinates. The pattern found looks like an ”X” and
is often referred to as X-plots or X-files [EHWS00, TC00].

Another type of gene rearrangements that has shown to be over represented are single gene
reversals (e.g. [San02, LETS03]). These are occurring much more frequently than would
be expected under a uniform model. [SLT+04] found that the distribution of reversal
lengths could be approximated by a gamma-distribution with shape-parameter α = 0.60
and β = 1200. Attempts have been made to compute distances with length weighted
reversals (e.g. [BGH+04]).

In this article we attempt to motivate the use of different models of evolution in gene-
order problems by studying the shape and appearance of dotplots obtained in pairwise
comparisons of bacteria. We also derive expected distance for a couple of novel models
and evaluate their performance by examining different cases of real biological data. It
appears, as in the case of mutations at the nucleotide and protein level, that is hard for a
single model to explain the evolution of gene-orders in bacteria.

2 Data analysis

All pairs of bacteria used in this study were downloaded from the NCBI ftp site of bac-
teria (ftp://ftp.ncbi. nih.gov/genomes/Bacteria/). Orthologous gene pairs were identified
as the best bi-directional hits using BLASTP with an E-value of at least 0.01. Duplicated
genes were totally removed from the datasets. All data are available in the supplementary
material together with a series of perl-scripts for producing permutations directly from
raw-data.

3 Diversity of models

There are many ways to measure the distance between two gene orders. We model the
genomes as signed, circular permutations, which means that we get the same gene order
starting with any element, and also if we read it backwards with all elements negated.
Simplest, we may look at differences between the gene orders, for instance how many
adjacent genes in one of the gene orders that are not adjacent with the same orientation in
the other. This is known as the number of breakpoints and is easily computed. For instance,
the number of breakpoints between 1 2 3 4 5 and 1 −3 −2 −4 5 is 3 (marked in the
second genome). We may also define the distance as the minimal number of operations
needed to transform one of them into the other. We refer to this as an edit distance. The
computability of these distances depends heavily on which operations we allow.
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A third option comes from combining the two approaches above. Starting with two iden-
tical gene orders and applying random operations to one of them, the expected number
of breakpoints between them generally increases in a nonlinear fashion with the number
of operations we apply. Taking the inverse of the expected number of breakpoints after t
operations, we get an estimate of the number of operations applied by simply computing
the number of breakpoints ([SB99]). We call this estimate the expected distance.

For closely related gene orders, both edit and expected distances give good estimates of the
true number of operations, but for distant gene orders, edit distances tend to underestimate
the true number of operations. This contrasts with expected distances, which should give
relevant information over longer time spans ([EH04]).

Below we state old and new results concerning edit and expected distances between signed
genomes in various models. These models are usually to simple to explain the full evolu-
tionary scenario, but we show in Section 4 that they, either on their own or in combination,
can provide information on true data.

3.1 Uniform reversal distribution

To the classical results in this area of research we count the reversal distance by [HP99].
A reversal is an operation that takes out a segment of genes and reinserts them backwards
at the same position, with reversed signs. For most genomes, this distance is given by
the number of genes minus the number of cycles in the associated breakpoint graph. This
computation can be made in linear time and an up-to-date summary of all relevant aspects
is [BMS05].

Turning to expected distances, this area was pioneered by Wang and Warnow and their
contributions are summarised in [WW05]. Building on their results, [Eri02] presented
a close approximation of the expected evolutionary reversal distance given the measured
number of breakpoints,

t(b) =
log 1 − b

n(1− 1
2n−2 )

log 1 − 2
n

,

where n is the number of genes and b the number of breakpoints. In addition, there is
a (more complicated) formula for the expected reversal distance after t reversals, whose
inverse (which has to be computed numerically) gives the expected number of reversals
given the reversal distance [EH04]. These two methods give comparable results within the
model, but may differ if the data does not adhere perfectly to this model.

3.2 Single gene reversals

In this model, we only allow those reversals that have length one, that is those that change
the sign of a gene. Most gene orders cannot be sorted using this restricted set of reversals,
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but for those created using this model, the minimal number of single gene reversals needed
to sort them equals the number of negative elements.

In computing the expected number of breakpoints after t reversals, we start with the iden-
tity order 123 . . . n. By circular symmetry, we need only keep track of gene 2 and see
if it ends up next to gene 1. This is described by a Markov chain with 2n − 2 states,
one for each available position and orientation of gene 2. Restricting ourselves to single
gene reversals, we have only four states, corresponding to all combinations of positive of
negative orientations of genes 1 and 2, their positions being fixed. It is easy to verify that
the transition matrix M has n − 2 on the diagonal, zeroes on the antidiagonal and ones
otherwise.

What we need to compute is [Eri02]

b(t) = n 1 − v2
j λt

j

nt
,

where λj are the eigenvalues of M , vj the first entries of the corresponding normed eigen-
vectors and the n in the denominator is the common row sum in the matrix, that is the
number of available operations. In this case, the eigenvalues are n, n − 2 and n − 4 and
computing the eigenvectors as well, we get

b(t) =
n

4
3 − 2 1 − 2

n

t

− 1 − 4
n

t

.

We have not found an analytical inverse of this function.

3.3 Symmetric reversals — 1 Axis

In this model, we assume an axis of replication that divides the genome into two equally
long halves, and allow only reversals that are symmetric about this axis, that is half of
the genes that are reversed are on each of the sides of the axis. Again, in this model we
cannot sort any permutation, but those that we can sort are easy to handle. The number of
reversals needed is just half the number of breakpoints.

This simple relationship between reversal distance and breakpoints indicates that the ex-
pected distance is equally simple to compute. Let the total number of possible symmetric
reversals be m, equalling (n − 1)/2 for odd n and either n/2 or n/2 − 1 for even n,
depending on whether the axis of replication goes through or between genes. Then, only
one reversal can divide or unite a pair of originally neighbouring genes, the other m − 1
reversals contributing to the diagonal of the transition matrix M . With eigenvalues m and
m − 2, we plug the m = n/2 into our formula to get

b(t) =
n

2
1 − 1 − 4

n

t

and consequently t(b) =
log 1 − 2b

n

log 1 − 4
n

.
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but we can still plot b(t). For comparison, we have done this for different sets of axes
(Figure 1, A). In addition, we have b(t) for the models presented above.

Apparent from this figure is that the one axis and the single gene reversal models differ
severely from the plain reversal model. The number of breakpoints grows more slowly
and does not extend above n/2 and 3n/4, respectively, as is easily realised from their
formulae. This should be compared to the asymptotic for the all reversals model, which
is n(1 − 1/(2n − 2)). On the other hand, using two axes, while the rate of growth is still
slower than the all reversal model, we still approach the same limit. Also, with three axes
the number of breakpoints grows almost as fast as for all reversals. There seems to be
nothing gained by introducing more axes — instead we can use the plain reversal model.

3.5 Reversal combinations

Considering the clear division between the breakpoint growth in different models shown
in Figure 1 (A), we should also ask what happens when we mix two models. For instance,
if we apply the proportion p of single gene reversals and 1−p of symmetric reversals (one
axis), will the combined model behave as single gene or symmetric reversals?

Combining these two methods, we get a Markov chain with eight states and eigenvalues
n, n− 2p, n− 4 + 2p and n− 4, all with coefficients 1/4. Thus, the eigenvalues progress
linearly from those in the symmetric model to those in the single gene reversals model as
p increases and the formula becomes

b(t) =
n

4
3 − 1 − 2p

n

t

− 1 − 4 − 2p

n

t

− 1 − 4
n

t

.

The effect on changing the eigenvalues is most important for the larger ones, so for p =
1/2, this is close to the formula for single gene reversals.

Interestingly, if we pose the similar question for single gene reversals and symmetric re-
versals about two axes, the answer is ’neither’. Combining these two models gives in
general faster growth than either taken separately. In Figure 1 (B and C), we have plotted
the expected number of breakpoints of different values of p.

3.6 Single gene transpositions

Along with reversals, plenty of attention has been put on transpositions, which is an opera-
tion that takes out a segment and reinserts it at another position, and on reversed transposi-
tions (transversals), in which the segment moved is also reversed. For neither of these, nor
their combination, is there a polynomial time algorithm for computing the edit distance.

Single gene transpositions, moving a single gene to any other position in the genome and
possibly changing its orientation (that is including reversed transpositions on one gene),
are sufficient to sort a genome. In fact, it is also quite easy to compute the distance to the
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identity, at least if we view single gene reversals as a special case of single gene transpo-
sitions. What we need is some classical combinatorics.

Definition 1 An increasing subsequence in a permutation π is a sequence i1 < i2 < . . . <
ik such that πi1 < πi2 < . . . < πik

.

Theorem 2 The number of single gene transpositions needed to transform a signed per-
mutation π to the identity is the number of genes minus the size of a longest increasing
subsequence of positive genes in π. For circular genomes, the starting point of the longest
increasing subsequence is arbitrary.

Proof. It is easy to see that if we take an element that is not part of an increasing subse-
quence and insert it at an appropriate position, we can make this increasing subsequence
one element longer. On the other hand, inserting this element somewhere else will not
make the subsequence longer, and moving an element that belong to the subsequence will
only make it shorter. Thus, each single gene transposition can only prolong the subse-
quence by at most one.

Conversely, since each element that is not part of a longest increasing subsequence can
be inserted at its proper position relative the subsequence, we find that we do not need
more transpositions than we have elements outside this subsequence. Also, for circular
genomes, any increasing subsequence will do, regardless of its starting point.

The longest increasing subsequence can be computed within O(n3) time for circular and
signed genomes. For expected distances, however, it seems equally hard to compute the
eigenvalues of the transition matrices of single gene transpositions as for transpositions and
reversed transposition. However, numerical computations of b(t) for single gene transpo-
sitions shows that it is very close to the uniform transpositions case (Figure 1, D). Thus,
genomes scrambled with single gene transpositions have significantly more breakpoints
than those scrambled with a comparably sized set of reversals, whether symmetric, single
gene or neither.

4 Classification of models

The data analysis described above has given us a number of dotplots to work with. One
soon discovers that these plots can be partitioned into but a few categories based on ap-
pearance. We have done this and tried to explain how these appearances have come about.
We have also made simulations which support the idea that the operations described below
give the appearances of each model. The models are examplified pictorially in Figure 2.

The first example is the whirl, which is the classical reversal model. Its name stems from
the dotplot obtained by performing a few reversals, leaving quite a few segments in an
unordered fashion, some ascending and some descending. As described, this model is
very well explored, both in terms of edit and expected distances. One problem, though,
is that it does not take that many reversals to make the dotplot look quite fuzzy, in which
case we could not recognise this scenario by inspection.
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Figure 2: Real data for different pairs of species, each showing the typical appearance of the respec-
tive models. A point with coordinates (k, m) indicates that the gene at position k in the first genome
has position m in the second. The models depicted are: (A) the whirl, (B) the X-model, (C) the fat
X-model, (D) the zipper and (E) the cloud. The real data are comparisons between: (A) Bordetella
bronchiseptica/Bordetella parapertussis, (B) Chlamydia trachomatis/Chlamydophila pneumoniae
AR39, (C), Mycobacterium bovis/Mycobacterium leprae, (D) Escherichia coli CFT073/Shigella
dysenteriae and (E) Bacillus halodurans/Bacillus subtilis.
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The X-model (Figure 2 (B)) has emerged quite strongly during the last couple of years, as
described in the Introduction. The dotplot is shaped like an ’X’ if the origin or terminus
of replication is placed at the origin of the graph. As seen in Figure 2 (B), such a graph
can be easily obtained by performing reversals that are symmetric about these two points.
Contrary to the whirl, the ’X’ is visible no matter how many symmetric reversals have
been applied. This of course is one of the reasons that it occurs so often in real data
comparisons.

Though the ’X’ may be quite sharp, the reversals are rarely perfectly symmetric. Thus,
the expected distance can usually be computed in the uniform reversal model, since only a
few axes renderes great similarity between the graphs of b(t) in this and the uniform case.

A perfect X-model has a sharp ’X’ in the dotplot. But many dotplots show a wider ’X’.
This could to some extent be explained by the difference in size between genes, our re-
moval of genes that cannot be paired perfectly with the other genome and the fact the
symmetric reversals are probably not always perfectly symmetric. However, the width
found in Figure 2 (C) is hard to explain from these sources.

We thus introduce the fat X-model. We have found that this phenomenon occurs if the
symmetric reversals are accompanied by short transpositions, that is transposition that
takes out a fairly short segment and reinserts it at any place. These segment should not be
longer than some 5% of the genome length.

As time goes on, the ’X’ will look more like a cloud (see below) than an ’X’. For distant
genomes, it will be hard to discover that this model has been used to generate them. On
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the other hand, for expected distance computations, we should be able to use the uniform
transpositions model, since even the single gene transpositions model showed compara-
ble behaviour and allowing also short transpositions should bring us much closer to the
uniform transpositions case.

The zipper appears in combination with or without symmetric reversals. Figure 2 (D)
gives an example with symmetric reversals. It is fairly obvious that it is created using
short reversals, again up to some 5% of the genome length, equally distributed along the
genome. Since the reversals are quite short, the pattern is visible for a longer time than the
whirl. Again, we should not need to elaborate on this for computing the expected distance.
The short reversals are sufficiently random for showing a behaviour similar to the uniform
reversals model.

While the structure of the dotplot in almost all models disappears in a cloud as time pro-
gresses, we may also have a cloud superposed on a structure, for instance an ’X’ as in
Figure 2 (E). While the ’X’ is a bit tortuous, it is clearly visible. What, then, is the origin
of the cloud?

Our educated guess is that it is created using a few symmetric reversals and a lot of single
gene transpositions, primarily sending single genes to other locations in the genome. This
creates a cloudy background without really disturbing the primary pattern.

In our example, it is quite clear that some parts of the genome omit and receive genes
more frequently than other parts. While we cannot give a full explanation to why this
happens, and which part are more given to these mutations, we suspect that this is a key to
explaining the nature of gene order mutations.

It is important to realise that the cloud can be superposed on virtually any other pattern. In
fact, single gene transpositions are present in most other examples presented in Figure 2,
but to a much lesser extent. It seems that these are just as frequent as single gene reversals,
which have received much more attention previously.

As long as only a few operations used are not single gene transpositions, the edit distance
can be computed by separating the two groups of operations, performing the other opera-
tions and then computing the single gene transposition distance. For expected distances,
we recommend using the uniform transpositions model, at least if the proportion of single
gene tanspositions is fairly large.

To discriminate between models, Master’s student Michael Andreen has implemented a
neural network which identifies these models. It works well for permutations generated
within a single model, but not yet for permutations generated by operations from several
models.
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