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Abstract: For evaluating dynamics of mobile ad-hoc networks at least three differ-
ent layers have to be distinguished: the application layer, the protocol layer, and the
network layer. We present an experimental frame that has been developed in the sim-
ulation system James II to support experimentation with mobile information systems,
as developed in DIANE (Dienste in Ad-hoc Netzen, services in ad-hoc networks). The
flexibility of the approach is demonstrated by plugging different user models and pro-
tocol implementations into the experimental frame. The experimental frame is used to
explore network load for the different settings.

1 Introduction

Mobile information systems are often based on the agent metaphor, interpreting a mobile
information system as a dynamic community, each of which members offers and requests
information services. Generally, developing multi-agent systems is considered to be of an
intrinsically experimental and exploratory nature. Not surprisingly, simulation is widely
used to test strategies in mobile information systems [AY06]. In a simulation-based testing
of strategies, these models become explicit and the subject of experimentation [GHRU06].
A suitable model of the environment at an adequate level of abstraction is obviously cen-
tral in achieving valid results [WPM+05]. In simulating mobile information systems (or
adhoc networks in general) three different layers are distinguished: the application layer,
the protocol layer, and the network layer. If the protocols are the subject of testing and
evaluation, the environmental model refers to network and application layer. The level
of detail varies in capturing the essentials of the application layer. Users’ behaviors are
described by combining mobility models with service usage and provision models. Both
are often based on stochastic, independent distributions [JM96, LH99]. This approach has
a major drawback: If we want to evaluate methods developed for the application layer,
realistic models of user behavior are needed. For instance, how well a service trading
approach works depends heavily on the distribution of the nodes in the network, their den-
sity/sparsity in certain areas, their relative movement patterns, their usage models. If the
simulation is not fed with realistic data here, we cannot expect to obtain valid evaluation
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results. Lately, more elaborate users’ models have been introduced. E.g., daily activity
schedules [KRKB04] attempt to mimic the access and provision of services more realisti-
cally. Depending on the system under study, and the questions to be answered, the level of
detail of the environmental model, i.e. the network model and the users’ model, varies. To
support an experimentation with varying levels of detail, flexible and modular modeling
and simulation frameworks are required.

In this paper we will present an experimental frame that has been developed in the simula-
tion system JAMES II [Mod06, HU07] to support experimentation with mobile information
systems, as developed in DIANE. The flexibility of the approach will be demonstrated by
different user and protocol models that are plugged into the experimental frame. The ex-
periments described in this paper evaluate methods developed within the DIANE project
using the JAMES II modeling and simulation framework. In the following section, we
give a brief overview of the aims of the DIANE project.

2 Services in Ad-Hoc Networks

The aim of DIANE (Dienste in Ad-hoc Netzen, services in ad-hoc networks) is the effi-
cient and effective provisioning of services in ad-hoc networks. The motivation here is
that each mobile device in an ad-hoc network possesses rather limited capabilities. In or-
der to provide all the functionality and information that is needed from the user’s point
of view, it therefore becomes necessary to use external resources. This should be han-
dled as transparently as possible for the user, i.e. she should not be required to manually
search for appropriate resources and manually bind them to her applications. Instead, this
should be done automatically by a middleware running on her device. Service-orientation
is a suitable paradigm to achieve this resource sharing. However, some extensions to
standard realizations of service-oriented architectures are needed to achieve the desired
transparency in dynamic, open environments such as ad-hoc networks. Within DIANE,
we have developed solutions for a number of these issues: There is a service offer and re-
quest description language that can be used together with matchmaking and composition
algorithms to automatically find and bind services, there is a distributed reputation system
to ensure fair cooperation. Additionally, a mechanism is needed to ensure that service of-
fers and requests can find each other. In traditional settings, this is typically achieved via a
repository. In ad-hoc networks such a centralized repository is not viable, since it cannot
be guaranteed that any node one will be constantly available. In the literature, distributed
hash tables (DHT) have been proposed as an alternative. While adaptations of DHTs that
are specifically tailored to the rather dynamic environment of ad-hoc networks work rather
well, they do not allow for a sophisticated semantic search, but are basically limited to
keyword search. Such a rough matching is not sufficient in our scenario. We therefore
propose Lanes [KKRO03], a semi-semantic overlay for service trading. In this overlay,
nodes are divided into groups (lanes) based roughly on physical proximity at join time. A
node knows the neighboring nodes within its own lane and the anycast addresses of neigh-
boring lanes. Within each lane, information about all the services offered by lane members
is replicated on each node, i.e., each node knows about all the services offered within its
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lane. When a node is looking for a service, it first checks whether that service is available
within its own lane. If this is not the case, the node sends the request via anycast to the
neighboring lanes. There, it is processed and further distributed if necessary. Overall, the
Lanes protocol consists at least of the following subprotocols. Additionally protocols can
be added for optimization purposes.

• Login: When a new node wants to join the lanes structure, it sends a broadcast
message. This message is answered by all nodes within one hop distance. The node
chooses one of the answering nodes as its predecessor in the lane and enters the lane
between this node and the next. This decision is based on physical proximity.

• Lane Maintenance: To ensure that the lanes structure remains intact, nodes exchange
ping messages with their neighbors in the lane. If these messages fail, the lane
broken protocol is started.

• Lane Broken: This protocol contains repair mechanisms for the lane.

• Service Search: When a node looks for a service and cannot find it within the own
lane, it sends an anycast message to the neighboring lanes. The receiving node
there checks whether the requested service is available in its lane and forwards the
message to its neighboring lane. If a service is found, an answer is sent to the
requesting node.

• Logoff: If a node decides to leave the lanes structure it should inform its neighbors.
These are then able to bridge the gap without much effort. If a node leaves the
message and fails to inform its neighbors, they will eventually notice this and initiate
the lanes broken protocol.

3 Setup of the Experimental Frame

Simulation is an experiment performed on a model and “a model M of a system S and an
experiment E is anything to which E can be applied in order to answer questions about
S” [Min65]. This definition of model emphasizes that a model is not developed for a
system “per se”, but always for a combination of a system to be analyzed and questions to
be asked. According to this definition, multiple objectives require multiple models. The
concept of experimental frame has been introduced to model experimental assumptions
and system’s requirements explicitly [Zei84].

While a basic evaluation of the lanes protocol has been done earlier [KHMM04], we want
to gain insights into the following questions:

• How does the performance compare between lanes and flooding if higher numbers
of nodes are taken into account?

• How does the performance of lanes alter, if we use different user models. Here, we
compared a purely stochastic user to an activity based user and a social user, where
users’ activities are partially synchronized.
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• How big is the potential of lanes optimization to improve performance? As de-
scribed above, lanes are formed based on physical proximity at join time. This
results in initially small hop counts for intra-lane communication. In this experi-
ment we investigate how strong the degeneration of the lanes structure is over time
under different user models.

An easy composition of user and protocol models would ease the experimental evalua-
tion of the above questions. Our modeling of mobile ad-hoc networks therefore is based
on a component-oriented modeling approach [RU06]. Composite model components sup-
port the hierarchical, modular construction of models. Composite components enable the
development of large models from smaller ones. Couplings connect ports of one model
component to compatible ports of another component. Communication between models
is only allowed along these couplings. Model structures can be specified with UML’s
composite structure diagrams [OMG05]. For simulating these models they are mapped
automatically [R0̈6] to a discrete event simulation formalism that can be executed with
James II [Mod06, HU07].

Figure 1 shows the top level structure of the composite component Manet that incorporates
the three layers of interest for simulating mobile ad-hoc networks. Each Protocol compo-
nent is connected to a Network and User component. User and Protocol are grouped
within a Node. For the user model to work correctly two further models have to be added
to the experimental frame, namely a physical and social environment model. Thereby, all
these components together, except the Protocol component itself, form the experimental
frame for evaluating service trading protocols. The Manet component takes parameters to
initialize the number of nodes to be simulated, the type of the user model to be used, and
the type of the protocol model to be used. The two latter parameters are delegated to the
Node component.

user:
UserType

protocol:
ProtType

Node[1..n]

Manet

ServiceReq

ServiceProv

TransportReq

TransportProv

MovingEntity
MovementMgr[1..n]

SocialOrg[1..n]SocialEntity[0..1]

Environment

Network

SpatialEnv

SocialEnv

PositionProv

PositionReq

RoutingInfo

RoutingInfoReq

TransportProv[1..n]

SocialEntity SocialOrg

MovementMgrMovingEntity

TransportReq

Figure 1: Overall structure of the model

The user model initiates communication with calls indicating the publication or search for
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services. Calls are passed to the protocol model, which answers user calls with Response
events. This kind of interaction is expressed by the ServiceReq and ServiceProv interface
respectively:

<interface xmlns="http://www.../javai">
<id>ServiceReq/1.0</id>
<eventport name="call" type="Call" isInput="false"/>
<eventport name="response" type="Response" isInput="true"/>

</interface>

<interface xmlns="http://.../javai">
<id>ServiceProv/1.0</id>
<eventport name="call" type="Call" isInput="true"/>
<eventport name="response" type="Response" isInput="false"/>

</interface>

The protocol component has a port which provides the ServiceProv interface. User com-
ponents are equipped with a port declaring the presence of the ServiceReq interface. This
is a condition for proper functioning.

For moving within the geographic environment, a user may request path information from
the environment and send move events to it. Therefore, the user component has to imple-
ment the interface MovingEntity.

Instead of being coupled to a complementary interface at the same level the MovingEntity
interface is delegated one level up to the node component, which exhibits the same inter-
face. The connection between MovingEntity and its complement interface MovementMgr
is done as part of the manet component.

As indicated by the dashed port and its connection to the according node port, a user may
behave as a SocialEntity. This depends on another parameter that has to be set on the
Manet component. So some users may participate in social interactions whereas others do
not.

From the point of view of the node component, the user and protocol components are
black boxes whose couplings are defined by interfaces. Each of both can be easily re-
placed by another that provides the same interface. We will now take a look at different
implementations of user components and protocol components.

3.1 User Models

Figure 2 shows different implemenations of the user. All of these are realized themselves
as composite components.

The simple user contains a logx subcomponent that manages login and logout behavior. If
logged in, the service component becomes notified to start publishing services and search-
ing for services randomly according to a uniform distribution. Furthermore, the LogX sub
component selects destination points randomly and calculates routes to them. Routes are
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Figure 2: Three different implementations of the user component

propagated to the Motion sub component, which partitions the route into small steps and
executed them with a certain walking speed. After reaching a destination, a new route is
requested from the LogX component.

The second user model realizes an activity-based user behavior. Network usage and mov-
ing is not modeled independently of each other. Both depend on the activity a user is
currently executing. The Activity model generates a schedule at the start of the day. The
schedule contains fixed activities, e.g. attending a lecture as well as flexible activities,
such as learning, with different priorities and durations. The current activity is passed to
the Motion and Service sub component. The service component generates service offers
and requests according to the received activity. Activities are not independent of the spa-
tial context, but each location on the campus is only suited for a certain set of activities.
The current activity constrains the choice of the next destination and thereby the motion
model. Thus, motion and service behavior are both based on activities.

The third user model extends the activity-based model with social awareness. The sub
component Social of each user announces planned activity to the social environment model.
If users have planned similar activities and are spatially close the social environment forms
a group and selects a group leader. The group leader chooses activities, which all group
members may adopt. Because an activity does not uniquely define the location of perfor-
mance, the group leader chooses a location out of a set of suited ones and communicates
this choice to all group members. Group members are free to choose a path to the location.
Thus, social users are synchronized with respect to the next joint activity and the location
where this activity will be performed.

3.2 Protocols

Overlay protocols are used on top of the fourth OSI layer, i.e. the transport layer. The
black-box component Protocol of Figure 1 can be refined similar to the user model.

A protocol takes calls from the user model and answers with response messages. In be-
tween calls and responses the protocol may contact other nodes by passing messages to the
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network model. Protocols communicate with the network via the TransportReq interface,
which indicates that the protocol will send and receive events of type Message. These
messages contain a sender address, a receiver address and the message content.

Two protocols are currently implemented, i.e. Flooding and Lanes. The wrapped message
content depends on the protocol implementation. While the components representing the
flooding protocol communicate with each other using ServiceSearch and ServiceResponse
messages only, the Lanes component needs a number of different messages, e.g. logIn,
logOut, searchService, provideService, revokeService.

3.3 The Environment

The environment model offers functionality with respect to the spatial, network, and social
dimension. The environment consists of a map component, a network component and a
social organization component.

The spatial environment represents a certain geographical area containing streets and build-
ings. The spatial environment keeps track of all user positions and provides users with
density information of paths.

The network component models the transport layer of the network. In real applications the
whole OSI stack is part of each node. Since we are interested in higher level protocols the
four lower OSI layers are pooled in a centralized network component. The network com-
ponent delivers messages to nodes. The connectivity of each node is calculated according
to its position with respect to other nodes.

The social environment functions as a centralized communication hub with regard to social
actions of the users. In order to form groups, the social environment takes the physical
positions of users into account.

4 Experiments

The experimental frame introduced in the previous section is now used to evaluate protocol
implementations. The basic setting is to let users represent students moving as pedestrians
on a campus and perform service operations. The first series of experiments compares the
lanes protocol to flooding.

4.1 Comparison of Flooding and Lanes

For the comparison the simple user model is employed. Arrival of users is uniformly
distributed between 6 and 7 o clock. Users are online between 10 minutes and 60 minutes.
Each user publishes 3 out of 15 different types of services after having logged into the
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Figure 3: Messages per service search call

network. A user requests services according to a uniform distribution with expectation
value 45 seconds ±15s and 360s ± 120s respectively.

Figure 3 shows the average number of messages that is required to process service searches
of users. The flooding protocol does not manage an overlay structure for processing service
requests. Instead it floods the whole net by iteratively propagating broadcasts. Flooding
is especially well suited for highly dynamic environments with only few search requests.
With increasing number of nodes broadcasting becomes expensive. For service search re-
quests that are launched every 360 seconds on average, the break even point for managing
the lanes overlay is already reached at 50 nodes. If services are requested more frequently,
Lanes start to pay off already at 10 nodes.

4.2 Testing Lanes with Different User Models

Figure 4 shows three simulation runs, each with 400 nodes. Each node uses the Lanes
protocol for management of service related calls. Users appear uniformly distributed be-
tween 0 and 60 minutes and immediately log into the network. Subfigure 4 a) depicts the
run which uses the simple user model for generating calls. For measuring the load of the
network it is distinguished between three different kinds of messages. All messages that
result from building up the lane structure are summarized by the login trajectory. Messages
for keeping the lane structure valid are subsumed under intra lanes messages. Messages
that are used to answer service calls of users are summarized within the inter lane mes-
sage trajectory. Using simple user models results in a quit uniformly scattered number of
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Figure 4: Absolut number of messages with 400 users

service messages during the whole online period.

The trajectories in subfigure b) are produced using the activity-based user model. The
effort for service related messages varies not so much from minute to minute, but different
periods with higher and lower numbers of service messages can be distinguished. The
periods reflect globally scheduled activities of the users, e.g. attending a lecture.

Social user models show less distinct global behavior patterns. The different user models
have, at the level of message numbers no effect on the effort for login related messages
and structure managing messages.

Figure 5 shows the impact of the different user models on the effort for delivering mes-
sages, namely the average number of hops required by messages, assuming a radio range
of 50 m for each node. Here, we see, that lanes indeed degenerate over time. While the
rising number of hops for inter-lane communication may be due to our rather primitive im-
plementation of the anycast mechanisms, intra-lane communication requires considerably
larger hop counts after a relatively short time. This effect is particularly pronounced for
the more realistic user models.
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5 Related Work

The main purpose of the work presented in this paper was to establish whether the James
II modeling and simulation framework is suitable for evaluating approaches to service
discovery in ad-hoc networks based on overlay structures. As a ”side effect” some in-
sights into properties of the lanes overlay structure was gained. A comparison of lanes to
other overlay structures including a discussion of related work in this respect can be found
in [KHMM04]. Concerning the main question addressed in the article, the suitability of
James II, a recent overview article [KCC05] shows the shortcomings of classical network
simulators with respect to a realistic evaluation of ad-hoc networks. This paper proposes
the use of a component-based modeling approach together with a general purpose model-
ing and simulation system (James II). Most Manet simulation studies focus on the network
layer, especially on routing protocols [AY06], using simplified mobility, service usage, and
radio propagation models [CBH+04]. User models and their impact in evaluating mobile
adhoc networks are increasingly gaining attention [KRKB04, TZH+02]. The experimental
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frame presented in this paper is unique in its ability to comprise arbitrarily complex user
models, ranging from simple users, which are based on stochastic distributions, to user
models that derive mobility and network behavior from individually scheduled activities
in combination with social context information. While, this paper does not directly address
the realization of the network layer and the layers below, incorporation of more detailed
routing protocols and radio propagation models can be composed into the experimental
frame similar to the integration of different user models.

6 Conclusion

We developed an experimental frame for evaluating strategies in mobile ad-hoc networks.
The presented approach allows to flexibly plug in different user models, different proto-
cols, or different network models on demand. In this work we have focussed on inspecting
the effect of different user models and protocol models. The user models varied between
being purely stochastic, activity driven, and taking social interactions into account.

Based on these models we studied the performance of the lanes protocol. The experiments
show an influence of the user model with respect to network loads that stem from ser-
vice related calls. The user models also showed an effect on the number of hops that are
required to generate and maintain lanes.

While the insights gained through these experiments are not particularly surprising, they
have served as a proof of concept that our approach to modeling and simulation is indeed
suitable for the class of questions related to service discovery and use in ad-hoc networks.
Therefore, we intend to expand on the experiments to address further, interesting ques-
tions. Future experiments are directed towards evaluating structure-optimizing methods
for the lanes protocol with dynamically adapting lanes structures. Lanes offers two of
these optimization protocols: The first one aims to maintain an optimal lane length. If
lanes become too short or too long, they are merged respectively split. The optimal length
is not a fixed number of nodes but depends on the network (stability, load) and the ratio
between service offers and requests. The second optimization protocol aims at minimizing
message overhead within a lane. When the nodes drift too far apart, i.e., when hop counts
for intra-lane messages increase, lanes are restructured. To ensure correct operation of
these optimization protocols, transactional properties are needed.
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